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A B S T R A C T

Voice-based generative AI increasingly mediates how people encounter scientific knowledge, but its conversa
tional designs may reproduce gendered patterns of authority even when content appears neutral. This study 
audits Google NotebookLM's Audio Overview feature to examine whether AI-generated podcast-style conver
sations distribute speaking time, epistemic authority, and communicative roles equitably across woman-coded 
and man-coded voices. 100 default audio summaries were generated from anonymized scientific papers, then 
transcribed, diarized, and coded the conversations for speaking time, technical level, speech acts, utterance-level 
epistemic positioning, and conversation-level roles. To contextualize the findings, the same workflow was 
applied to 100 episodes from highly ranked human-produced science podcasts. NotebookLM exhibited near 
parity in airtime: woman-coded voices accounted for 48.9% of speaking time and man-coded voices for 51.1%, 
with no statistically reliable difference after correction for multiple comparisons. By contrast, in the human 
podcast reference corpus, woman-coded speakers accounted for 38.4% of gender-coded speaking time and man- 
coded speakers for 61.6%, and this imbalance remained statistically detectable after correction. For the principal 
comparisons concerning self-positioning as expert, conversation-level epistemic authority, communicative roles, 
technical level, question proportion, and speech-act distributions, the corrected analyses did not provide sta
tistically reliable evidence of gender-coded differences. These findings indicate that the clearest contrast between 
the audited NotebookLM outputs and the human podcast reference corpus concerned airtime: NotebookLM 
showed substantially greater gender-coded speaking-time parity, while evidence of broader interactional 
asymmetry was limited.

1. Introduction

Who speaks, for how long, and in what role profoundly shapes how 
knowledge is perceived, trusted, and legitimized in society. Social the
ory has long emphasized that voice is not a neutral medium of 
communication but a mechanism through which power, authority, and 
social hierarchy are produced and reproduced (Bourdieu, 1991). 
Communication theory also suggests that the medium matters: more 
socially present and immediate modes of communication can strengthen 
perceived credibility and influence, making voice-based explanations 
particularly consequential compared to text (Gunawardena & Zittle, 
1997). Critically, feminist sociology has shown that interactional dy
namics of speaking, turn-taking, and role allocation are not evenly 
distributed but structured by gender as a social system, where gender is 
continuously accomplished in everyday interaction and linked to 

unequal expectations of competence (Ridgeway, 2001). As a result, 
“voice” is not merely a stylistic layer; it is a political and institutional 
mechanism through which some speakers are positioned as epistemic 
authorities while others are positioned as questioners, supporters, or 
learners, reproducing hierarchy even when the informational content is 
nominally the same (Eagly & Karau, 2002; Ridgeway, 2001).

Despite decades of progress toward formal gender equality, gendered 
patterns of authority and expertise continue to persist across academia, 
media, and public discourse. Empirical research has consistently shown 
that women are more likely to be interrupted, receive less speaking time, 
and have their contributions questioned or reframed compared to men, 
even in professional and expert settings (Brescoll, 2011; Karpowitz & 
Mendelberg, 2014; Lombard & Cheryan, 2024). Studies of expertise 
attribution further demonstrate that identical statements are often 
evaluated as more authoritative or competent when delivered by men, 

* Gustaf Hällströmin katu 2, 00560, Helsinki, Finland.
E-mail address: milad.malekzadeh@helsinki.fi. 

Contents lists available at ScienceDirect

Computers in Human Behavior Reports

journal homepage: www.sciencedirect.com/journal/computers-in-human-behavior-reports

https://doi.org/10.1016/j.chbr.2026.101246
Received 4 May 2026; Received in revised form 5 August 2026; Accepted 5 August 2026  

Computers in Human Behavior Reports 23 (2026) 101246 

Available online 8 August 2026 
2451-9588/© 2026 The Author. Published by Elsevier Ltd. This is an open access article under the CC BY license ( http://creativecommons.org/licenses/by/4.0/ ). 

https://orcid.org/0000-0003-2275-0497
https://orcid.org/0000-0003-2275-0497
mailto:milad.malekzadeh@helsinki.fi
www.sciencedirect.com/science/journal/24519588
https://www.sciencedirect.com/journal/computers-in-human-behavior-reports
https://doi.org/10.1016/j.chbr.2026.101246
https://doi.org/10.1016/j.chbr.2026.101246
http://creativecommons.org/licenses/by/4.0/


reflecting deeply embedded gender status beliefs rather than differences 
in knowledge or performance (Correll & Ridgeway, 2003; Ozer, 2023). 
Importantly, contemporary gender bias rarely appears as overt exclusion 
or explicit discrimination; instead, it operates through subtle, routine, 
and normalized interactional patterns that systematically advantage 
some speakers over others (Heilman, 2012). In many high-income so
cieties, gender inequality is widely perceived as a problem of the past, an 
assumption that paradoxically renders ongoing forms of bias more 
difficult to recognize, measure, and contest, precisely because they are 
embedded in everyday practices that appear neutral, reasonable, or 
meritocratic.

When communicative roles are automated, existing social biases risk 
being reproduced and amplified at scale. A growing body of scholarship 
has emphasized that artificial intelligence systems should be understood 
as sociotechnical systems rather than neutral or purely technical tools, 
as their behavior reflects not only statistical learning but also design 
choices, institutional priorities, and embedded social assumptions 
(Seaver, 2017; Selbst et al., 2019). Research on algorithmic bias has 
shown that inequities do not arise solely from biased training data or 
flawed predictions, but also from how systems structure interaction, 
frame outputs, and present information to users (Bender et al., 2021; 
Kordzadeh & Ghasemaghaei, 2022). In this sense, conversational AI 
systems do not merely transmit content; they actively stage social in
teractions by assigning roles, turn-taking patterns, and communicative 
functions that mirror familiar human hierarchies. When these interac
tional structures go unaudited, conversational agents may inadvertently 
reenact and normalize gendered patterns of authority and expertise 
under the appearance of objectivity, consistency, and technological 
neutrality, thereby extending subtle forms of social inequality into 
everyday AI-mediated communication.

Generative AI systems increasingly rely on conversational formats to 
explain, summarize, and interpret complex information, particularly in 
domains such as education, science communication, and knowledge 
work. Recent research shows that large language models are not only 
used to generate factual summaries, but to simulate dialogue, debate, 
and explanation in ways that resemble human conversational norms 
(Kasneci et al., 2023; Zhai et al., 2021). In these settings, conversational 
outputs implicitly assign communicative roles, such as expert, inter
viewer, sceptic, or moderator, which structure how information is 
introduced, challenged, and concluded (Ou et al., 2024; Rädel-Ablass 
et al., 2025). Human–computer interaction research shows that users 
respond to conversational agents as social partners and that role framing 
and role design (e.g., presenting an agent as an expert versus a peer) 
systematically shape perceived competence, credibility, and willingness 
to rely on the agent's contributions (Nguyen, 2023). As a result, 
conversational generative AI does not merely repackage content, but 
actively shapes epistemic interpretation by staging interactions that 
guide how listeners assess understanding, trustworthiness, and 
expertise.

Within this broader shift toward conversational generative AI for 
explanation and interpretation, a growing class of tools is designed 
specifically to support reading, understanding, and synthesizing com
plex documents. Among these, Google's NotebookLM has emerged as a 
prominent example of a generative AI system that allows users to upload 
materials, including text and scientific papers, and receive structured 
summaries and explanations derived from those sources. A distinctive 
feature of NotebookLM is its Audio Overview function, which presents 
document summaries not as monologic narration but as a podcast-style 
dialogue between two AI hosts. In its default configuration, this dialogue 
is rendered using a man-coded and a woman-coded voice, creating an 
interaction that closely resembles familiar expert interviews or explan
atory conversations. This design choice makes NotebookLM a particu
larly revealing case for studying interaction-level bias, as it raises a 
straightforward but consequential question: does the system allocate 
conversational authority symmetrically between the two voices, or do 
established gendered patterns of expertise and explanation reappear 

within this seemingly neutral AI-mediated format?
Because conversational balance is technically simple to enforce, 

systematic asymmetries in speaking time or role allocation point to is
sues that extend beyond training data or model internals and toward 
institutional awareness, evaluation priorities, and responsibility. Unlike 
many forms of algorithmic bias that are deeply entangled with data 
distributions or latent representations, interactional features such as 
turn-taking, role rotation, and relative speaking time can be constrained 
or equalized at the output or interface level with minimal technical cost. 
This study addresses this issue empirically by auditing NotebookLM's 
audio summaries to answer whether speaking time, technical content, 
epistemic authority, and communicative roles are distributed symmet
rically between the two voices, thereby evaluating how interaction-level 
bias is considered within contemporary generative AI systems. To 
contextualize these patterns, the results are compared with those 
observed in a reference set of highly ranked, professionally produced 
human-hosted podcasts, allowing interaction-level structures in AI- 
generated audio to be situated within broader norms of human audio 
discourse.

2. Background

Bias mitigation in AI is often framed primarily as a problem of 
training data and model learning, yet research in AI ethics and gover
nance has increasingly emphasized that safeguards operate across the 
entire system lifecycle (Fig. 1). This lifecycle spans multiple stages, 
including data collection and curation, model training and optimization, 
inference and output generation, and deployment through specific 
products and interfaces (Friedman & Nissenbaum, 1996; Selbst et al., 
2019). While biased data and representational imbalance are 
well-documented sources of harm, focusing exclusively on training data 
risks obscuring how bias can also emerge through design choices made 
after training, such as output formatting, interaction structure, and 
interface defaults (Holstein et al., 2019; Madaio et al., 2020). As a result, 
bias cannot be fully understood or mitigated by addressing data alone, 
but must be examined as a system-level phenomenon shaped by tech
nical, organizational, and product-level decisions throughout the AI 
lifecycle.

At the data and training stages, researchers have proposed a wide 
range of techniques to reduce gender and other social biases in machine 
learning systems. These include efforts to balance datasets across social 
categories, apply counterfactual data augmentation to reduce spurious 
correlations, and incorporate debiasing objectives or constraints directly 
into model training (Bolukbasi et al., 2016; Madras et al., 2018; Zhao 
et al., 2018). Such approaches have played an important role in 
demonstrating that bias is not inevitable and that model behavior can be 
shaped through deliberate technical intervention. At the same time, a 
growing body of work has emphasized that these methods have inherent 
limits, particularly when bias manifests not as differential predictions or 
representations, but through higher-level patterns of interaction and 
presentation (Blodgett et al., 2020). In particular, data- and 
training-level interventions do not directly address how AI systems 
structure dialogue, assign communicative roles, or distribute speaking 
time, leaving interactional forms of inequality largely outside the scope 
of existing debiasing techniques.

Post-training safeguards offer mechanisms to constrain or reshape 
model outputs without modifying the underlying model or training data. 
These safeguards include controlled decoding strategies, rule-based 
post-processing, output filtering, and guardrail systems designed to 
enforce predefined constraints on content, structure, or uncertainty 
expression (Askell et al., 2021; Weidinger et al., 2021). Such mecha
nisms operate within the AI system pipeline itself and are typically 
motivated by concerns about safety, reliability, or regulatory compli
ance. Importantly, post-training safeguards can also be applied to 
higher-level structural properties of generated text or dialogue, making 
it possible to constrain interactional features such as turn length or 
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response patterns independently of training data or representation 
learning, similar to the guardrail mechanisms proposed for 
safety-critical applications of large language models in domains such as 
pharmacovigilance and medical decision support (Hakim et al., 2025). 
This makes conversational bias a particularly preventable form of harm, 
as simple constraints or design rules can substantially reduce asymme
tries in authority and participation without affecting the informational 
content of the output.

Product and interface-level decisions, by contrast, concern how AI 
system outputs are presented, framed, and experienced by users, rather 
than how they are technically generated. This includes choices such as 
voice selection, role assignment, default interaction formats, turn-taking 
conventions, and the sequencing of conversational contributions, all of 
which shape how users interpret authority, expertise, and credibility in 
human–AI interaction (C. I. Nass & Brave, 2005; C. Nass & Moon, 2000). 
These decisions are typically made at the product design stage and are 
often treated as matters of usability or style rather than as sites of ethical 
or fairness concern (Madaio et al., 2020; Metcalf & Moss, 2019). Unlike 
post-training safeguards, interface-level choices do not directly 
constrain the model's output space, but instead shape how outputs are 
interpreted by users by organizing interaction in ways that have socially 
meaningful consequences.

Taken together, existing work suggests that bias mitigation in AI 
remains unevenly developed across the system lifecycle, with no single 
stage offering a comprehensive solution. While substantial progress has 
been made in identifying and addressing certain forms of bias, particu
larly those that align with established harm benchmarks or regulatory 
concerns, many interactional and presentation-level phenomena remain 
underexplored and inconsistently addressed. This is partly expected, as 
social science continues to document new and evolving forms of 
inequality and power asymmetry in mediated interaction, and technical 
systems increasingly participate in these dynamics. At the same time, 
prior research in AI governance indicates that organizational attention 
and resources tend to concentrate on harms that are measurable, 
externally visible, or legally salient, while more subtle forms of bias are 
less likely to be systematically evaluated or mitigated (Madaio et al., 
2020; Metcalf & Moss, 2019). As a result, interaction-level bias, 
particularly when it does not trigger conventional safety or harm 
thresholds, risks remaining overlooked despite its potential to shape 
how authority, expertise, and credibility are socially interpreted at scale.

3. Methods

3.1. Data

An audit-based design was adopted to examine interaction-level bias 
in AI-generated audio summaries and to compare these patterns with a 

human-produced science podcast reference corpus. A central methodo
logical requirement for the AI-generated corpus was the use of source 
material that minimized pre-existing social cues and content-level bias, 
allowing the analysis to focus on how conversational roles and authority 
are constructed by the AI system rather than by the input documents 
themselves. Scientific articles were therefore selected as the primary 
data source, as they are produced within institutional norms that 
emphasize objectivity, standardized structure, and impersonal 
language.

To balance analytical depth with practical feasibility, a target corpus 
of 100 scientific papers was defined. This sample size was selected to 
allow systematic comparison across documents while remaining trac
table for manual preprocessing and downstream analysis. To account for 
potential disciplinary variation and to avoid overrepresentation of field- 
specific writing styles or epistemic norms, the corpus was stratified 
across 10 broad research fields. For each field, five keyword sets were 
defined and used to identify relevant papers, ensuring topical diversity 
within and across disciplines.

To further reduce the likelihood that prior knowledge embedded in 
large language models could influence the generated conversations in 
gendered or document-specific ways, the corpus was restricted to arti
cles carrying a 2026 publication date that were already available online 
at the time of data collection. Data collection was conducted during the 
first week of December 2025. Thus, the selected papers represented 
newly available “online first” or early-release 2026 publications, rather 
than older articles that were likely to have appeared in model training 
data. This design choice was intended to minimize the probability that 
the generative AI system had prior exposure to, or memorized repre
sentations of, the documents, thereby limiting confounding effects 
related to model familiarity with specific authors or works. This 
strengthened the audit by making the generated conversations more 
likely to reflect the system's default source-processing and conversa
tional design rather than prior model exposure to the specific 
documents.

As an additional safeguard against unintended gender cues, all 
documents underwent manual redaction prior to being uploaded to the 
AI system. Author names, affiliations, acknowledgments, ethics state
ments, funding information, and any other metadata that could reveal 
personal or institutional identity were removed. This step was motivated 
by the idea that personal names and institutional signals can activate 
gender stereotypes and status expectations, which may in turn influence 
how conversational roles are implicitly assigned in generated dialogue. 
By fully anonymizing the documents, interaction-level bias was isolated 
from author-related or prestige-related effects. All papers were accessed 
either through open-access sources or via the University of Helsinki's 
institutional subscriptions.

To enable comparative analysis between AI-generated and human- 

Fig. 1. Bias mitigation across the AI system lifecycle. The figure illustrates four stages at which bias can be introduced, evaluated, or mitigated: data collection 
and curation, model training and optimization, post-training safeguards, and product and interface design. The final stage highlights interaction-level design choices, 
such as voice selection, role allocation, and turn-taking, which are central to the present study.
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produced audio discourse, a reference corpus of human-hosted podcasts 
was also constructed. Highly ranked science podcasts were selected 
based on publicly available Spotify rankings (Spotify, 2025). Because 
the rankings are organized by country and language, podcasts were 
drawn from the United States and the United Kingdom, the countries for 
which science podcast categories were explicitly ranked on the platform 
at the time of data collection. From each country-specific list, the top ten 
podcasts were selected, yielding an initial pool of twenty podcasts. 
Where overlap occurred between the two country-specific lists, dupli
cate entries were excluded and replaced by the next highest-ranked 
podcasts to maintain a total sample of twenty unique podcasts.

For each selected podcast, audio from the five most recent episodes 
available up to 15 December 2025 was examined to identify hosts and 
speakers. Unlike the standardized two-voice structure of NotebookLM 
audio summaries, many human-produced podcast episodes included 
more than two speakers, including hosts, guests, producers, quoted 
voices, or short inserted clips. Speakers were therefore identified indi
vidually before being aggregated into episode-level woman-coded and 
man-coded groups for comparative analysis. Gender labels were 
manually assigned by a research assistant based on perceived voice 
characteristics for both hosts and guests to enable comparison with the 
gender-coded voices used in the AI-generated audio summaries. This 
assignment was performed solely for analytical consistency and does not 
imply that gender identity can be reliably inferred from vocal charac
teristics. Rather, it reflects a naïve and pragmatic coding approach 
aligned with how gender is implicitly conveyed and perceived in audio- 
only formats. The resulting human-produced podcast corpus was used 
exclusively as a comparative reference to contextualize interaction-level 
patterns observed in the AI-generated conversations.

3.2. Audio generation and transcription

The Audio Overview feature of NotebookLM (Google, 2026), 
accessed in December 2025 and early January 2026, was used to 
generate a podcast-style audio summary for each document. Each sci
entific paper was uploaded individually as a single file, and audio 
summaries were generated using the default system configuration 
without providing any additional instructions or prompts to alter the 
hosts' focus, expertise level, length, language, or format. At the time of 
data collection, the gender-coded voices used in Audio Overview were 
not configurable through the user interface. The use of the default 
configuration ensured that the generated conversations reflected the 
system's standard behavior as experienced by typical users. Across the 
generated summaries, the same two recognizable gender-coded voices 
were consistently observed, although the gender-coded voice opening or 
closing the conversation appeared to vary rather than following a fixed 
woman-coded or man-coded order. The resulting audio files were 
downloaded for further analysis.

To facilitate downstream processing, the downloaded audio files 
were converted to MP3 format, reducing file size while preserving audio 
quality. For analytical purposes, the two speakers in each conversation 
were labelled as Speaker A and Speaker B, corresponding to the order in 
which they first appeared in the audio. Gender was manually assigned to 
each speaker based on perceived voice characteristics. This step was 
required to enable subsequent analysis of gender-coded speaking time, 
role allocation, and conversational authority. The assignment was 
limited to the gender coding implied by the system's voice presentation 
and does not make any claims about gender identity.

Transcription and speaker diarization were performed using the 
“gpt-4o-transcribe-diarize” model, an ASR model with integrated 
speaker diarization and reported improvements over earlier Whisper- 
based transcription models (OpenAI, 2026), accessed in early January 
2026. This model produced time-aligned transcripts consisting of 
segment identifiers, speaker labels, start and end timestamps, segment 
duration, and transcribed text. Speaker labels were retained as Speaker 
A and Speaker B to maintain consistency with the initial speaker 

assignment. All transcription and diarization were conducted using the 
official OpenAI API, ensuring reproducibility and consistency across all 
audio files. In 20 of the 100 audio summaries, the diarization process 
initially attributed brief non-lexical vocalizations (e.g., short acknowl
edgments such as “mm”) to Speaker B. When the same voice subse
quently produced full utterances, these were incorrectly assigned a new 
speaker label, resulting in the appearance of a spurious third speaker. In 
these cases, all utterances labelled as the third speaker were manually 
reassigned to Speaker B to restore the intended two-speaker conversa
tional structure.

The same transcription and diarization model and workflow were 
applied to the human-produced podcast corpus. Because the transcrip
tion model accepts a maximum input duration of 1400 s, podcast audio 
files exceeding this limit were truncated to the first 1399 s. This 
approach was selected instead of segmenting episodes into multiple 
parts in order to limit API usage costs and to maintain methodological 
consistency across files. The truncated segment was treated as a repre
sentative sample of the episode's interactional dynamics, rather than as 
an exhaustive transcription of the full recording.

3.3. Utterance-level coding and conversational role inference

Utterance-level and conversation-level coding were automated using 
the Gemini-2.5-Flash large language model (Google Cloud, 2026), 
accessed in early January 2026. This approach was adopted to ensure 
uniform application of coding criteria across a corpus of 200 audio files, 
consisting of 100 AI-generated conversations and 100 human-produced 
podcast episode segments, a scale at which fully manual qualitative 
coding would require multiple annotators and extensive reliability 
calibration, potentially introducing additional sources of variance un
related to the interactional phenomena under study. Automated coding 
allowed the same classification rules to be applied consistently to all 
utterances. In addition, Gemini-2.5-Flash was selected because Note
bookLM is also built on Gemini models. Using the same model family 
limited the introduction of additional differences between unrelated 
model families into the analytical process, although it did not remove 
the possibility that the models shared underlying assumptions or biases.

Each diarized transcript consisted of a sequence of utterances 
attributed to diarized speaker labels and was processed in its original 
temporal order. Utterances were analyzed exclusively on the basis of 
their textual content and speaker label, without access to any additional 
metadata. For each utterance, a set of interactional attributes was 
assigned.

First, utterances were classified according to whether they consti
tuted a question (True or False). Second, a technical level was assigned, 
indicating whether the utterance involved low, medium, or high levels 
of domain-specific or methodological content. Third, each utterance was 
categorized according to its primary speech act. Speech acts were 
defined as a set designed to capture common conversational functions in 
explanatory and interpretive dialogue. These included asking for clari
fication, posing broader conceptual questions, explaining concepts, 
summarizing content for an audience, interpreting results, critiquing or 
evaluating claims, and connecting the discussion to a broader scientific 
or societal context.

In addition, each utterance was coded for epistemic authority, 
reflecting how knowledge and expertise were positioned within the 
interaction. Three epistemic categories were defined. Utterances coded 
as positioning the speaker as an expert involved authoritative explana
tion, interpretation, or evaluative framing of knowledge. Utterances 
coded as positioning the other speaker as the expert involved deferring 
epistemic authority by requesting explanation, interpretation, or eval
uation from the interlocutor. Utterances coded as neutral did not clearly 
assign epistemic authority to either speaker and were procedural, 
conversational, or affective in nature. Epistemic authority and commu
nicative role were treated as interactional positions rather than direct 
measures of intellectual value. The distinction was not intended to imply 
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that facilitation, synthesis, translation, or question-asking are less 
important than explanation. Instead, the coding examined whether 
explanatory ownership, interpretive framing, and conversational scaf
folding were distributed differently across gender-coded voices. Roles 
were therefore allowed to overlap, and summaries or questions could 
contribute to expert positioning when they framed or directed 
interpretation.

All utterance-level coding was performed using deterministic gen
eration settings to ensure reproducibility, with temperature set to 0, top- 
p set to 0.1, top-k set to 1, and both presence and frequency penalties set 
to 0. Responses were constrained to structured JSON output to enforce 
strict adherence to predefined labels and schemas. The exact prompt 
used for utterance-level classification, including category definitions 
and decision rules, is provided in Supplementary Material I.

Following utterance-level annotation, a conversation-level synthesis 
was conducted to assess how epistemic authority and communicative 
roles were distributed across each audio file at the speaker level. Using 
the complete set of coded utterances, the model was tasked with 
analyzing the overall interaction as a whole, with instructions not to rely 
on simple utterance counts or frequency alone, but to base judgments on 
discourse framing, interactional dynamics, and how knowledge and 
authority were positioned across the conversation. For each diarized 
speaker, the model assigned an overall epistemic authority classification 
of low, moderate, or high, as well as one or more communicative roles. 
Epistemic authority was defined in relation to whether a speaker 
introduced or defined core concepts, explained or interpreted technical 
material, framed what was important or meaningful, or was treated as a 
source of knowledge within the interaction. The expert-explainer role 
was defined as the role occupied by speakers who primarily explained, 
interpreted, or authoritatively framed content, whereas the mediator or 
facilitator role referred to speakers who primarily guided the conver
sation, prompted, summarized for an audience, or translated complex 
ideas without necessarily claiming ownership of the knowledge. A co- 
discussant role was also retained to capture speakers engaged in 
shared sense-making, reflection, or dialogue without clear dominance. 
Importantly, epistemic authority and communicative roles were not 
treated as mutually exclusive, and the model was explicitly instructed 
not to force asymmetry when the interaction appeared balanced or co- 
constructed. The exact prompt used for conversation-level role infer
ence is provided in Supplementary Material I.

To assess the reliability of the automated LLM-based coding, a 
human validation study was conducted on a randomly selected subset of 
the data. An independent human coder coded 10 randomly selected AI- 
generated conversations, corresponding to 20 speaker-level observa
tions, 10 randomly selected human podcast episodes, corresponding to 
23 complete paired speaker-level observations, 100 randomly sampled 
AI-corpus utterances, and 100 randomly sampled human-corpus utter
ances. The coder used the same category definitions provided to the 
automated system. Human-automated agreement was evaluated sepa
rately for each corpus-by-level subset using percent agreement, Cohen's 
kappa for nominal variables, linearly weighted kappa for ordinal vari
ables, and Krippendorff's alpha. Across all 16 variable-level compari
sons, mean percent agreement was 89.9%, and mean kappa, using 
weighted kappa for ordinal variables and excluding undefined co
efficients caused by zero category variance, was 0.772, indicating sub
stantial overall agreement. Agreement was strongest for conversation- 
level role and authority variables, with mean kappa = 0.958 for AI 
summaries and mean kappa = 0.866 for human podcasts. Utterance- 
level agreement was lower but remained substantial on average, with 
mean kappa = 0.655 for AI utterances and 0.654 for human podcast 
utterances. The full validation protocol, per-variable agreement statis
tics, confusion matrices, and limitations of the validation procedure are 
reported in Supplementary Material II.

The analysis required two related but different aggregation strategies 
because the AI-generated audio summaries and the human-produced 
podcasts had different conversational structures. The AI-generated 

conversations followed a standardized two-speaker format, with one 
woman-coded and one man-coded voice. The human-produced podcast 
episodes, by contrast, often included several speakers, including hosts, 
guests, producers, quoted voices, or short inserted clips. To make the 
two corpora comparable, all measures were transformed into episode- 
level gender-group variables. The final analytical dataset therefore 
contained four comparable groups: AI women, AI men, human women, 
and human men. A more detailed description of the aggregation pro
cedure is provided in Supplementary Material III.

Sex and gender terminology statement: This study does not infer 
or verify the gender identity of any speakers included in the analyzed 
audio. The terms “woman-coded” and “man-coded” refer only to 
perceived vocal gender cues in audio-only interaction and to the 
gendered presentation implied by the analyzed voices. These labels are 
used to examine how gendered voice presentation may structure 
speaking time, epistemic authority, and conversational roles. They 
should not be interpreted as claims about biological sex, self-identified 
gender, or the gender identity of any speaker.

3.4. Statistical analysis

All gender-coded statistical comparisons were conducted using 
paired conversation- or episode-level measures rather than individual 
utterances. Normality of the paired differences was assessed using the 
Shapiro-Wilk test. Paired t-tests were used when the paired differences 
did not show evidence of departure from normality; otherwise, Wil
coxon signed-rank tests were used. Sample sizes varied according to the 
availability of complete paired gender-group measures and are reported 
for each comparison in Supplementary Material IV.

To account for multiple comparisons, the statistical tests were 
grouped into conceptually related families. The Benjamini-Hochberg 
procedure was applied separately within each family to control the 
false discovery rate at 0.05. Both unadjusted and Benjamini-Hochberg- 
adjusted p-values are reported in Supplementary Material IV. State
ments concerning statistical detectability in the main text are based on 
the adjusted p-values.

Effect sizes were calculated according to the statistical test used. 
Cohen's dz was reported for comparisons analyzed using paired t-tests, 
while matched-pairs rank-biserial correlation was reported for com
parisons analyzed using Wilcoxon signed-rank tests. Effect-size signs 
follow the woman-coded minus man-coded comparison, such that pos
itive values indicate higher values for woman-coded voices and negative 
values indicate higher values for man-coded voices. Effect-size estimates 
and their 95% confidence intervals are reported for all comparisons in 
Supplementary Material IV. These confidence intervals were not 
adjusted for multiple comparisons and were therefore interpreted 
alongside the Benjamini-Hochberg-adjusted p-values.

4. Results

4.1. Speaking time

Speaking time allocation differed markedly between the AI- 
generated conversations and the human-produced podcast reference 
corpus (Fig. 2). In the AI-generated conversations, speaking time was 
close to parity: the woman-coded voice accounted for 48.9% of total 
speaking time on average, compared with 51.1% for the man-coded 
voice (Fig. 2a). This small difference was not statistically significant 
when paired speaking-time shares were compared across conversations 
(Wilcoxon signed-rank test: W = 2233.0, adjusted p = .315). The density 
estimates further showed that AI conversations were often not perfectly 
balanced within individual outputs, with peaks around 0.4 and 0.6 
(Fig. 2b). Within this pattern of asymmetry, the man-coded voice 
showed a slight rightward shift, consistent with a small tendency to 
occupy the higher-speaking share more often.

A different pattern was observed in the human-produced podcast 
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corpus. Woman-coded speakers accounted for 38.4% of gender-coded 
speaking time on average, whereas man-coded speakers accounted for 
61.6% (Fig. 2a). This difference was statistically significant (Wilcoxon 
signed-rank test: W = 1529.0, adjusted p = .001) and was accompanied 
by much wider variability across episodes. The human density curves 
were substantially more dispersed than the AI curves, indicating that 
human-produced podcast episodes more often contained pronounced 
imbalances in speaking time. Thus, relative to professionally produced 
human science podcasts, the AI-generated conversations were consid
erably closer to gender parity in airtime.

4.2. Technical level, epistemic authority, and communicative role

In the AI-generated conversations, technical level was distributed 
almost identically between the two voices: low-technical utterances 
accounted for 47.8% of woman-coded speech and 46.3% of man-coded 
speech, medium-technical utterances for 26.8% and 26.3%, and high- 
technical utterances for 25.4% and 27.3%, respectively (Fig. 3a). A 
similar gender balance was observed in the human-produced podcasts, 
although the overall technical profile differed substantially from the AI 
conversations. Human podcast speech was more often classified as low 

Fig. 2. Speaking-time share by gender-coded voice in AI-generated conversations and human-produced podcasts. Panel (a) shows the average share of 
gender-coded speaking time attributed to women-coded and men-coded voices in the AI-generated and human-produced podcast corpora, with error bars indicating 
±1 standard deviation across conversations or episodes and the dashed horizontal line indicating parity. Panel (b) shows the estimated density distributions of 
speaking-time shares for the same four groups, with the dashed vertical line indicating equal speaking-time share. For detailed statistical tests, see Supplementary 
Material IV.

Fig. 3. Technical content, epistemic authority, and conversational role allocation by gender-coded voice. Panel (a) shows the share of utterances classified as 
low, medium, or high in technical level. Panel (b) shows the share of conversations in which each voice was assigned low, moderate, or high epistemic authority. 
Panel (c) shows the mean proportion of utterances classified according to utterance-level epistemic authority positioning. Panel (d) shows the share of conversations 
in which each voice was assigned the roles of expert explainer, mediator/facilitator, and co-discussant. For detailed statistical tests, see Supplementary Material IV.
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technical, accounting for 71.5% of women-coded speech and 72.5% of 
men-coded speech, while high-technical speech remained below 10% 
for both groups. Thus, neither corpus showed a strong gender-coded 
division in the technical complexity of speech.

At the conversation level, no statistically reliable gender-coded dif
ferences in epistemic authority were identified after correction for 
multiple comparisons. In the AI-generated conversations, high epistemic 
authority was assigned to the man-coded voice in 75% of conversations 
and to the woman-coded voice in 67%, while moderate authority was 
assigned to the woman-coded voice in 33% and to the man-coded voice 
in 24% (Fig. 3b). However, none of the high-, moderate-, or low- 
authority comparisons was statistically detectable after Benjamini- 
Hochberg correction. Similarly, none of the conversation-level 
epistemic-authority comparisons in the human-produced podcast 
corpus was statistically detectable after correction. The analysis there
fore provides no statistically reliable evidence that conversation-level 
epistemic authority differed between woman-coded and man-coded 
voices in either corpus.

At the utterance level, the man-coded AI voice had a higher mean 
proportion of utterances classified as self-positioning as expert than the 
woman-coded voice, 76.5% compared with 71.9% (Fig. 3c). However, 
this comparison was not statistically detectable after correction for 
multiple comparisons (Wilcoxon signed-rank test: W = 1902.0, unad
justed p = .032, adjusted p = .097). There was therefore no statistically 
reliable evidence of a gender-coded difference in self-positioning as 
expert. The difference in positioning the other speaker as the expert was 
not statistically detectable after correction for multiple comparisons. 
Neutral positioning, however, was more common among utterances 
from the woman-coded AI voice than among those from the man-coded 
voice, 18.2% compared with 15.6%, respectively. This 2.6-percentage- 
point difference remained statistically detectable after correction 
(paired t-test: t = 3.47, unadjusted p < .001, adjusted p = .005). In the 
human-produced podcast corpus, none of the utterance-level epistemic- 
positioning comparisons was statistically detectable after correction.

At the conversation level, small numerical differences were observed 
in communicative-role assignment (Fig. 3d). In the AI-generated con
versations, the expert-explainer role was assigned to the man-coded 
voice in 79% of conversations and to the woman-coded voice in 73%, 
while the mediator/facilitator role was assigned to the woman-coded 
voice in 59% of conversations and to the man-coded voice in 47%. 
Similar numerical patterns appeared in the human-produced podcasts, 
with the expert-explainer role associated with 72% of men-coded and 
65% of women-coded speaking time, and the mediator/facilitator role 
associated with 44% of women-coded and 32% of men-coded speaking 
time. However, none of these comparisons was statistically detectable 

after correction in either corpus. The analysis therefore provides no 
statistically reliable evidence that communicative-role assignment 
differed between the gender-coded voices.

4.3. Speech-act profiles

Speech-act profiles were broadly similar across gender-coded voices 
within both the AI-generated conversations and the human-produced 
podcasts (Fig. 4). Conceptual explanation was the dominant speech 
act in all groups, accounting for 47.3% of utterances by the AI woman- 
coded voice and 50.9% by the AI man-coded voice, compared with 
57.8% and 57.7% among women-coded and men-coded speakers in the 
human-produced podcasts. This indicates that the strongest contrast was 
not gender, but corpus type: human-produced podcasts contained a 
higher share of conceptual explanation, whereas AI-generated conver
sations distributed a larger share of speech across speech-act categories. 
Within the AI-generated conversations, the woman-coded voice showed 
somewhat higher shares of clarification questions (9.6% vs 6.9%) and 
broader questions (6.1% vs 4.5%), while the man-coded voice showed a 
somewhat higher share of conceptual explanation (50.9% vs 47.3%). 
However, none of the paired speech-act comparisons reached conven
tional statistical significance, including clarification questions (adjusted 
p = .57) and conceptual explanation (adjusted p = .85). In the human- 
produced podcasts, gender-coded differences were similarly small, with 
nearly identical shares of conceptual explanation and no statistically 
significant differences across speech-act categories. Thus, there is no 
strong evidence that speech acts were systematically gendered.

Because the AI-generated corpus was stratified by scientific field, 
field-level speaking-time patterns could be examined for the AI con
versations only; no directly equivalent field structure was available for 
the human-produced podcast corpus. These exploratory field-specific 
results are therefore reported in the Supplementary Material V, 
where they show that aggregate parity in AI speaking time was not 
reproduced uniformly across all fields.

5. Discussion

The central finding is that NotebookLM's AI-generated audio con
versations exhibited substantially greater gender-coded parity in 
speaking time than the human podcast reference corpus. Perhaps more 
unexpectedly, there was also no statistically reliable evidence of gender- 
coded asymmetry in epistemic authority. These findings directly address 
the study's research question by showing that, when interactional design 
is carefully implemented, AI-generated conversations can achieve 
balanced airtime without producing statistically detectable gender- 

Fig. 4. Speech-act profile by gender-coded voice. The figure shows the mean proportion of utterances assigned to each speech-act category for the woman-coded 
and man-coded voices. For detailed statistical tests, see Supplementary Material IV.
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coded differences in who explains, facilitates, or is positioned as the 
more authoritative knower. This distinction matters because gender is 
not only a demographic attribute, but something repeatedly accom
plished through interactional practices such as turn-taking, deference, 
interruption, and role allocation (Ridgeway & Correll, 2004; West & 
Zimmerman, 1987). The near parity in AI speaking time is therefore a 
meaningful result, especially compared with the human science podcast 
corpus, where men-coded speakers occupied a larger share of airtime. 
This aligns with work showing that men often receive or take more 
conversational floor time in institutional and professional settings 
(Brescoll, 2011; Karpowitz et al., 2012). Nevertheless, gendered 
inequality can persist even when participation appears numerically 
balanced because status beliefs shape who is heard as competent, expert, 
or legitimate (Eagly & Karau, 2002; Moss-Racusin et al., 2012; 
Ridgeway, 2001). The present study examined several aspects of this 
interactional positioning, although it did not capture every dimension 
through which perceived authority may be constructed.

The study extends prior work on algorithmic bias by emphasizing 
that bias in generative AI is not confined to training data, classification 
accuracy, or representational stereotypes, but can emerge in the inter
actional choreography of a deployed interface. Classical work on com
puter bias distinguishes between preexisting, technical, and emergent 
bias, and this case is best understood as an emergent and product-level 
form of bias rather than a simple input-data failure (Friedman & 
Nissenbaum, 1996). Fairness, accountability, and transparency 
(FAccT) scholarship has similarly argued that algorithmic fairness 
cannot be reduced to abstract technical metrics because AI systems 
operate within social contexts, institutional defaults, and user-facing 
designs (Barocas & Selbst, 2016; Selbst et al., 2019). The present 
study examined this issue by moving beyond a single measure such as 
speaking time and evaluating technical content, epistemic positioning, 
communicative roles, question proportions, and speech acts. Across 
these dimensions, the audited system showed close airtime parity and no 
statistically reliable gender-coded differences in most of the interac
tional measures examined. These results should not, however, be 
extrapolated automatically to other systems, configurations, languages, 
or conversational contexts. As critiques of natural language processing 
bias research have emphasized, bias should not be treated as a narrow 
statistical artifact without identifying the relevant social harm, affected 
group, and mechanism of inequality (Blodgett et al., 2020). The present 
study reinforces the need for end-to-end audits that evaluate not only 
model outputs but the full sociotechnical pipeline through which AI 
products become useable and meaningful (Raji et al., 2020; Weidinger 
et al., 2022).

The absence of statistically detectable asymmetry in epistemic au
thority is theoretically important because voice interfaces are not 
neutral delivery mechanisms. They provide social cues that invite users 
to interpret machines through familiar human social categories. Users 
respond socially to computers and conversational agents, even when 
they know they are interacting with machines (C. Nass & Moon, 2000). 
Gendered voice cues can activate gender stereotypes in 
human-computer interaction, including assumptions about competence, 
dominance, warmth, service, and helpfulness (Brahnam & De Angeli, 
2012; C. Nass et al., 1997; Seaborn et al., 2021). Prior work has 
shown that conversational agents are often feminized through design 
choices that position them as helpful, warm, or service-oriented, while 
masculine cues are more readily associated with authority or compe
tence (Bastiansen et al., 2022; Borau et al., 2021; Fossa & Sucameli, 
2022). The present NotebookLM findings do not provide statistical ev
idence of this pattern. The woman-coded and man-coded voices did not 
differ significantly in conversation-level epistemic authority or 
communicative-role assignment. This absence of a detectable role 
asymmetry is important precisely because AI-generated dialogue can 
perform gender through the distribution of epistemic and conversational 
roles, rather than merely representing gender through voice character
istics alone (Faulkner, 2001; Oudshoorn et al., 2004; Wajcman, 2007). 

This interpretation should be read cautiously because facilitation, syn
thesis, and audience translation are also forms of epistemic labor.

Conversational agents are designed through assumptions about what 
“natural” conversation sounds like, yet human-computer interaction 
(HCI) research shows that designing for naturalness can import human 
social norms, including unequal norms, into human-machine interaction 
(Luger & Sellen, 2016; O'hara et al., 2013; Porcheron et al., 2018; 
Sindoni, 2024). Given prior evidence that AI systems can reproduce 
existing social biases, and because NotebookLM's audio format may 
draw on familiar podcast and expert-interview conventions in which 
conversational structure often relies on a division between a guiding 
host and an explaining expert, some degree of gender-coded imbalance 
in communicative roles and epistemic authority was anticipated. The 
system could therefore have reproduced a recognizable explanatory 
dialogue in which one speaker asks, frames, or scaffolds while the other 
delivers authoritative interpretation. In the present audit, however, 
NotebookLM showed substantially greater airtime parity than the 
human podcast reference corpus, while neither corpus showed statisti
cally reliable gender-coded differences in communicative-role assign
ment. This finding underscores the need to evaluate conversational 
fairness across multiple dimensions, including time allocation, speech 
acts, topic control, question-answer structure, epistemic positioning, 
and conversation-level roles (Anderson & Leaper, 1998; Karpowitz et al., 
2012; Miller & Sutherland, 2023).

The practical implication is that the interactional dimensions 
examined here are measurable and potentially actionable. The goal is 
not to eliminate all conversational role differentiation, which may 
support clarity, pedagogy, and naturalness, but to prevent explanatory 
authority, question direction, and interpretive closure from being sys
tematically assigned to one gender-coded voice. Unlike many fairness 
problems that require difficult trade-offs in data collection, model 
training, or label definition, speaking-time balance, turn rotation, role 
alternation, and authority distribution can be audited and constrained at 
the post-training or interface layer. This matters because large language 
models already pose risks related to stereotyping, exclusion, and social 
role reproduction, but not all such risks will be visible through toxicity 
filters or benchmark performance (Bender et al., 2021; Mehrabi et al., 
2021; Weidinger et al., 2022). The findings therefore support a 
broader lifecycle model of AI fairness: data curation and model 
debiasing remain necessary, but product and interface design also 
require explicit fairness criteria (Holstein et al., 2019; Raji et al., 2020; 
Selbst et al., 2019). For voice-based explanatory AI, such criteria should 
include whether gender-coded voices are equally likely to introduce and 
explain concepts, interpret evidence, critique claims, ask high-status 
questions, and close conclusions. This is especially important because 
conversational and voice-based presentation can increase social pres
ence and credibility, making the distribution of authority within 
AI-generated audio consequential for how users understand and trust 
scientific information (Anderl et al., 2024; Araujo, 2018; Oh et al., 
2018).

5.1. Limitations

Several limitations should be acknowledged. First, the study relies on 
perceived voice gender, which is analytically relevant for audio-only 
interaction but cannot be equated with speaker gender identity. This 
limitation is important because voice perception is socially and cultur
ally mediated, and binary coding excludes non-binary, gender-ambig
uous, trans, and culturally variable vocal presentations (C. Nass et al., 
1997; Tolmeijer et al., 2021), and the findings should not be general
ized to gendered voice interaction beyond the woman-coded and 
man-coded voices analyzed here. Second, the human podcast corpus is a 
reference corpus rather than a matched control group. The podcasts 
differ from NotebookLM outputs in production format, number of 
speakers, host-guest structure, topic selection, audience orientation, and 
editorial practice. The present analysis aggregated speakers into 
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gender-coded episode-level groups and did not separately examine how 
the number of speakers or specific production roles may shape authority 
distribution. In addition, gender-coded authority patterns in human 
podcasts may partly reflect role-structure confounds, such as who ap
pears as host, guest expert, producer, or quoted speaker. The comparison 
therefore contextualizes the AI findings but does not establish that AI 
and human podcasts are directly equivalent communication systems.

Third, the use of automated LLM-based coding creates both scal
ability and validity concerns. Automated coding made it possible to 
analyze a large corpus consistently, but LLM-based annotation can 
reproduce model-specific assumptions, display systematic biases, and 
produce classifications that appear stable without being socially or 
theoretically neutral (Blodgett et al., 2020; Ziems et al., 2024). The fact 
that Gemini was used to code outputs from a Gemini-based product is 
methodologically defensible as a form of model-family alignment, but it 
also raises the possibility that the coding system shares some of the same 
discourse assumptions as the system being audited. The human valida
tion provides evidence of human-machine coding agreement within the 
predefined classification scheme, rather than independent intercoder 
reliability or construct validity of the framework. Perceived-gender as
signments for human podcast speakers were also made by a single coder 
and were not independently verified. The validation strengthens confi
dence in the transcript-based coding procedure, but it does not validate 
transcription accuracy, diarization accuracy, vocal gender perception, 
or downstream listener perception of authority, each of which remains a 
separate limitation of the study design.

Fourth, the study measures generated structure rather than listener 
interpretation. The results show that the AI system allocated speaking 
time, authority, and roles in patterned ways, but they do not show how 
users actually perceived those patterns. This matters because prior 
research indicates that voice, social presence, and conversational format 
can affect credibility judgments, but the size and direction of those ef
fects may depend on user characteristics, task domain, prior attitudes, 
and listening context (Anderl et al., 2024; C. Nass & Moon, 2000). 
Future research should therefore combine system audits with listener 
experiments that test whether role asymmetries influence perceived 
expertise, trust, recall, and willingness to rely on the explanation.

Fifth, the audit captures one product, one default configuration, and 
one period of system behavior. Generative AI products change rapidly, 
and product updates could alter voice selection, turn-taking patterns, 
prompting templates, or summarization logic. This limitation is common 
in algorithm audits, where researchers often study externally observable 
behavior without access to model internals or stable product docu
mentation (Metaxa et al., 2021). The study's claims should therefore be 
understood as claims about the audited configuration, not as permanent 
claims about NotebookLM or Gemini models in general. Repeated audits 
over time would be necessary to determine whether the observed 
interactional patterns are stable or responsive to product changes.

Finally, the study cannot determine whether the observed patterns 
originate from training data, prompting templates, speech-generation 
design, post-processing rules, product defaults, or the interaction 
among these layers. This limitation is not a weakness of the audit design 
alone; it reflects the broader challenge of evaluating opaque socio
technical systems from the outside (Metaxa et al., 2021; Selbst et al., 
2019). The finding remains important despite this limitation because 
users encounter the system as an integrated product rather than as a 
separable model, prompt, voice engine, and interface. From an ethical 
perspective, the site of responsibility is therefore the deployed interac
tion, not only the model architecture.

6. Conclusion

This study complicates any simple claim that AI-generated conver
sation is either biased or unbiased. In the audited NotebookLM Audio 
Overview outputs, woman-coded and man-coded voices received nearly 
equal speaking time, especially when compared with the human- 

produced science podcast reference corpus, where men-coded speakers 
occupied substantially more airtime. After correction for multiple 
comparisons, the analysis also found no statistically reliable gender- 
coded differences in self-positioning as expert, conversation-level 
epistemic authority, communicative roles, technical level, question 
proportion, or speech-act distributions. Taken together, these findings 
indicate that the audited NotebookLM configuration performed 
comparatively well across the interactional dimensions examined.

This result should not, however, be generalized to conversational AI 
systems as a whole. The study examined one product, one default 
configuration, one language context, and one period of system behavior. 
Other systems, prompts, voices, languages, or interface designs may 
produce different patterns. The broader lesson is therefore not that AI- 
generated conversation is inherently fair, but that equitable interac
tional design is possible and must be evaluated empirically in each 
context. It is also important to recognize that the interactional and 
interface-level processes examined here represent only one stage within 
a broader AI lifecycle. Bias may also emerge through data selection and 
curation, model training, post-training safeguards, deployment condi
tions, and user interpretation; favorable performance at the interac
tional stage therefore does not establish that the system is free from bias 
elsewhere.

Conversational fairness also cannot be judged from the most visible 
features alone. Equal airtime is important, but it is only one dimension of 
interaction. Audits should also examine who introduces key ideas, asks 
questions, explains concepts, interprets evidence, evaluates claims, 
guides the discussion, and closes conclusions. As AI-generated audio 
becomes more common in education, science communication, research 
support, and everyday knowledge work, these less visible interactional 
structures may shape how authority and credibility are distributed. The 
encouraging finding from this audit is that balanced participation and 
the absence of statistically detectable authority or role asymmetries can 
coexist.

The appropriate conclusion is that the right response is neither 
complacency nor alarm, but rigorous, multidimensional, multistage 
auditing to detect, reduce, and prevent bias across AI systems, including 
conversational AI.
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