From Business Meetings to Requirement Artifacts: An Agentic Al
Approach with MARARE

Malik Abdul Sami*
Tampere University
Tampere, Finland
malik.sami@tuni.fi

Luciana Zaina
Federal University of Sdo Carlos
Sorocaba, Brazil
lzaina@ufscar.br

Gessé Evangelista®
Federal University of Sdo Carlos
Sorocaba, Brazil
gesse.evangelista@estudante.ufscar.br

Muhammad Waseem
Tampere University
Tampere, Finland
muhammad.waseem@tuni.fi

Kai-Kristian Kemell
Tampere University
Tampere, Finland
kai-kristian . kemell@tuni.fi

Zheying Zhang
Tampere University
Tampere, Finland
zheying.zhang@tuni.fi

Pekka Abrahamsson
Tampere University
Tampere, Finland
pekka.abrahamsson@tuni.fi

Abstract

This paper presents MARARE, a real-time multi-agent system that
transforms meeting dialogues into structured software require-
ments. One agent interacts with participants, while background
agents extract and verify requirements collaboratively. Evaluation
using the LLM-as-a-Judge method across five meetings (5-8 min-
utes each) shows a mean coverage of 80.0 + 11.2 % (mean * SD),
semantic similarity of 0.86 + 0.05, and hallucination rate of 14.3 +
6.2 %. Preliminary results indicate performance differences across
LLMs, suggesting that model choice influences coverage, consis-
tency, and hallucination rates.

CCS Concepts

- Software and its engineering — Requirements analysis.
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1 Introduction

Requirements elicitation is a core activity in Requirements En-
gineering (RE) but remains a time-consuming phase of product
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development that often omits or overlooks user needs [4]. Long
meetings, fragmented documents, and inconsistencies in require-
ments continue to prevent the transformation of early discussions
into artifacts such as reports and specifications [12, 19]. Conversa-
tions with stakeholders help identify opportunities and align project
expectations [5, 18], but they require extensive manual effort and
post-processing [3, 17].

Recent studies [4, 14, 15] have introduced automation into RE
tasks through Large Language Model (LLM) — based techniques .
Systems such as Elicitron simulate user interactions for product de-
sign, while frameworks like MARE [9], Goal2Story [1], and iReDev
[10] apply multi-agent collaboration to support requirement ex-
traction, negotiation, and refinement. Despite these advances, most
approaches address specific subtasks or a simulation environment,
where extracting live stakeholder dialogue and structured output,
which, to our knowledge, have not yet been studied in this con-
text [2]. To examine how collaborative agent teams can perform
elicitation and verification within the same interactive environ-
ment, this study explores the following research question (RQ):
How effectively do different agentic teams elicit and verify
requirements from team meetings?

In this context, this paper proposes the design of MARARE
(Multi-Agent Requirements Assistant for Requirements En-
gineering), a real-time system that captures and transforms meet-
ing discussions into requirement artifacts. Our work extends the
TimeLess concept [13], which aims to compress two-week software
sprints into two hours using an agentic Al approach. It presents a
Proof of Concept (PoC) that integrates multi-agent collaboration
into real-time requirements engineering and shows the broader role
of Al in Software Engineering beyond personal assistants, consis-
tent with the Al-native SE vision. The system supports incremental
iterations, enabling continuous refinement of requirements and
improving shared understanding among stakeholders during meet-
ings. The key contributions of this work are as follows: (i) real-time
processing and direct transformation of meeting discussions into
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requirement artifacts, and (ii) support for collaboration that en-
hances communication and alignment between human participants
and Al agents.

The study is organized as follows. Section 2 describes the pro-
posed solution and system design. Section 3 presents the prelim-
inary results. Section 4 discusses the findings. Finally, Section 5
concludes the paper.

2 MARARE Overview

This section outlines the design and implementation of MARARE,
a real-time multi-agent meeting system. The process integrates live
transcription, participation of multi-agent, and evaluation of gener-
ated project vision and Minimum Viable Product (MVP). Figure 1
illustrates the overall workflow, followed by a stepwise explanation.

2.1 Step 1 - The beginning of the meeting

The process begins with the creation of a meeting room, where the
meeting creator defines the context and invites stakeholders to join.
At this stage, a Coordinator Agent is added and controlled by the
meeting creator to manage the team’s conversation and its interac-
tion with other agent teams. The tool-calling functionality passes
the meeting context through function calls, enabling the agent to
remain aware of ongoing discussions and retrieve external data
from the web as needed. This agent structures the conversation,
forming the basis for later requirement extraction, and also acts
as an interactive team member, allowing the meeting creator to
ask questions directly during the meeting. It retrieves and summa-
rizes relevant content from the live transcript to support ongoing
discussion.

The system design comprises three functional layers: (1) back-
end services for transcription and agent coordination, (2) front-end
interfaces for user interaction, and (3) databases for secure storage
and retrieval of artifacts. The front end is implemented using React
and JavaScript, leveraging WebSocket for real-time, bidirectional
communication with the backend. The backend, developed with
Python and FastAPI, manages agent orchestration and data persis-
tence through LangGraph and the OpenAl Realtime SDK. Azure
Speech-to-Text provides live meeting transcription, while WebRTC
enables low-latency streaming and interaction.

Audio streams from all participants are captured through We-
bRTC and segmented into ten-second intervals for transcription.
Each segment is processed by Azure Speech-to-Text, which con-
verts speech into text and streams the result to the backend via
WebSocket. The system merges these segments chronologically to
maintain a consistent transcript. Small buffering delays are handled
with overlapping segments to avoid truncation. The transcript, up-
dated in real time, serves as the shared input for all agents during the
meeting. Supabase provides authentication services, and MongoDB
stores the generated artifacts. Both REST and socket-based channels
ensure synchronized, real-time coordination between agent actions
and user interactions. The source code, and meeting outputs are
available.!

Uhttps://github.com/GPT-Laboratory/MARERE-Elicitation
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2.2 Step 2 — Meeting in Progress

Once the meeting starts and recording begins, a team of agents
joins the conversation alongside human participants as worker
agents. Three parallel teams operate: Team A (OpenAl), Team B
(Llama), and Team C (Mistral). Each team includes two agents—an
Extractor and a Verifier—that identify, verify, and refine functional
requirements and extract the overall vision. All teams share identi-
cal configurations and prompts but use different LLMs, enabling
comparison between a proprietary model (OpenAl) and two open-
weight models (Mistral, Llama) to assess coverage in requirements
elicitation [7].

A prompting and execution pipeline supports this process. The
worker and Coordinator Agents receive a continuous stream of
transcription from the Speech-to-Text module, divided into ten-
second segments for processing.

After each segment, the Coordinator Agent updates shared mem-
ory with a short summary. Each team accesses this shared state
and communicates through WebSocket to propose or refine require-
ments in real time.

Within each team, the Extractor Agent proposes candidate MVP
and Vision items with supporting timestamps, while the Verifier
Agent checks their validity and removes duplicates. Verified items
are written to shared memory with source references, building a
continuously updated and consistent set of requirements visible
to users. This process enhances the consistency and traceability of
results. The shared transcript maintains both prior requirements
and the ongoing dialogue, allowing each cycle to build on earlier
outputs. Verified items move to the evaluation stage, while invalid or
unsupported entries are automatically flagged. Table 1 summarizes
model configurations, agent roles, and example prompts.

The LLMs used include one proprietary model (OpenAl) accessed
via cloud API and two open-weight models (Mistral and Llama)
deployed on a CSC server with dual Tesla P100 (16 GB) GPUs.
Throughout the meeting, the system performs continuous meeting
transcription and enables real-time agent discussions.

2.3 Step 3 — Meeting Synthesis

At the end of the team meeting, the Synthesiser Agent, designed
with GPT-40, summarizes the extracted information and transforms
it into software requirements for all three agentic teams. These out-
puts are then refined into the final MVP and vision specifications.
This step ensures that the conversational insights captured during
the meeting are systematically translated into the required deliv-
erables. Once processing is complete, the results are redirected to
the next screen for analysis, along with the meeting transcript and
corresponding evaluation metrics.

2.4 Step 4 - Evaluation and Comparison

In this step, the interface presents all MVP and vision specifica-
tions together with their corresponding transcripts for detailed
examination.

The evaluation uses an LLM-as-a-Judge method [11, 20]. When
the user clicks the “Judge with LLM” button, the meeting transcript
is provided as input, and the MVP and vision outputs from all agent
teams are used as outputs for comparison. GPT-40-mini serves as
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Figure 1: Overview of the MARARE multi-agent system for real-time requirements elicitation.

Table 1: Agent teams, underlying models, and unified prompts used across roles

Team

Extractor (Prompt Summary)

Verifier (Prompt Summary)

Agent Teams

A - OpenAl (GPT-40)
B - Ollama (LLaMA
3.1:8B)

C — Mistral (Mistral:7B)

Analyze the meeting transcript and extract
key information to define an MVP and Vi-
sion. Identify user needs, main problems, and
essential features forming the MVP.

Verify and refine the MVP and Vision to en-
sure clarity, focus, and completeness. Provide
structured feedback highlighting missing or
unclear parts.

Note: All agent teams were instantiated with identical Extractor and Verifier prompt templates; only the underlying

language models varied.

the judging model and assesses each output for relevance, coher-
ence, and completeness in relation to the transcript. This method
ensures consistent and repeatable evaluation across all teams, re-
ducing the subjectivity of manual review.

For metric calculation, Fyrqnscrip: denotes the set of requirement-
related features extracted from the meeting transcript as input, and
Fteam denotes the features identified in each team’s MVP and vision
output.

Three quantitative metrics are applied to evaluate alignment
between the discussion and the generated requirements: coverage,
hallucination rate, and semantic similarity. These metrics provide
a transparent and reproducible basis for comparison across agent
teams [6, 8].

e Hallucination Rate (HR) [8]:

HR = |Fteam - Ftranscript|

)

|Fteam|

The share of features generated by the team that do not
appear in the transcript.
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e Coverage (CV) [8]:

oV = |Fteam N Ftranscript|

@)

|Ftranscript|

The proportion of transcript features that are also present in
the team’s generated output.
e Semantic Similarity (SSIM) [6]:

SSIM = cos(Vieams Vtranscript) )

The cosine similarity between the vector representations
of both feature sets, indicating how semantically close the
generated outputs are to the original discussion.

In the final step, creators review and refine the generated out-
puts. Through an interactive interface, meeting creator can compare
the MVP and vision specifications from all teams, select the most
suitable version, and make modifications where necessary. Once
approved, the finalized requirements are stored in the database
as the project deliverables. This human-in-the-loop mechanism
ensures traceability, validation, and accountability in that process.
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3 Preliminary Results

This section reports the quantitative evaluation of requirement
extraction using the LLM-as-a-Judge framework across three agen-
tic teams (A-C) and five meetings, each lasting 5-8 minutes. The
assessment applies three metrics: hallucination rate, coverage, and
semantic similarity. Mean and standard deviation (SD) values sum-
marize each team’s performance and consistency.

Table 2: LLM-as-a-Judge evaluation (Meetings 1-5). Metrics:
hallucination rate, coverage, and semantic similarity. Mean
values with SD in parentheses.

Team Meeting Halluc. (%) Cover. (%) Sim.
A 1 0 100 0.90
A 2 15 85 0.90
A 3 20 70 0.80
A 4 15 80 0.87
A 5 15 85 0.90
Mean (SD) - 13.0 (7.6) 84.0 (10.8) 0.87 (0.04)
B 1 25 50 0.80
B 2 10 80 0.88
B 3 15 75 0.82
B 4 10 85 0.90
B 5 20 80 0.88
Mean (SD) - 16.0 (6.5) 74.0 (13.9) 0.86 (0.04)
C 1 10 90 0.85
C 2 20 75 0.82
C 3 10 80 0.78
C 4 20 75 0.82
C 5 10 90 0.92
Mean (SD) - 14.0 (5.5) 82.0(7.6) 0.84 (0.05)

As shown in Table 2, the mean hallucination rates were 13.0%
(SD 7.6) for Team A, 16.0% (SD 6.5) for Team B, and 14.0% (SD 5.5)
for Team C. Team A thus exhibited the lowest hallucination on aver-
age, while Team B showed slightly higher values with comparable
dispersion. Coverage followed a similar pattern: Team A achieved
the highest mean (84.0%, SD 10.8), Team C reached 82.0% (SD 7.6),
and Team B remained lower at 74.0% (SD 13.9), reflecting greater
inconsistency in extracted content. In terms of semantic similarity,
the mean values were closely aligned across teams—0.87 (SD 0.04)
for Team A, 0.86 (SD 0.04) for Team B, and 0.84 (SD 0.05) for Team
C—indicating comparable alignment of the generated outputs with
the transcripts.

Taken together, Team A achieved the most balanced overall pro-
file, combining low hallucination with high coverage and stable
similarity. Team C demonstrated consistent performance with rela-
tively lower dispersion across metrics, while Team B showed greater
variability, mainly in coverage. These results provide a quantitative
basis for interpreting how team-level interactions influenced the
quality and consistency of meeting-derived artifacts.

4 Discussion

The system is designed as a multi-agent system in which one agent
extracts the requirements from meeting transcripts and another ver-
ifies their validity before generating the MVP and vision artifacts.
Beyond passive evaluation, the coordinator can also participate
in team discussions by asking clarifying questions or initiating
searches when additional information is needed. This interaction
allows the agents to operate as active members of the meeting,
supporting real-time reasoning and refinement of the requirements
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being discussed. The preliminary results indicate that this coor-
dination mechanism maintains low hallucination rates and high
coverage and similarity across teams. The narrow variation in met-
ric values suggests that verification and interactive questioning
contribute to consistent extraction quality under different conver-
sational conditions. This reproducibility shows that the LLM-as-a-
Judge approach can provide a structured and explainable means
of assessing requirement accuracy and completeness directly from
meeting data.

For practitioners, MARERE can demonstrates how multi-agent
participation can assist in capturing and validating requirements
within short project sessions while enabling information retrieval
when clarification is needed. For researchers, the results highlight
the potential of interactive coordination designs to study collabora-
tion quality, trust, and artifact reliability in multi-agent requirement
elicitation environments.

Limitations: The current evaluation is limited to internally
recorded meetings without industrial participants. The analysis
relies on automated scoring LLM as a judge and has not been cross-
validated by human reviewers. The accuracy of the transcripts,
as well as the reasoning process of the agents, has not yet been
examined in detail. Future work should include manual review and
reasoning trace analysis to ensure that the extracted requirements
reflect the actual discussion. Explainable AI (XAI) methods [16]
may be used to interpret how agents reach specific decisions during
extraction and verification. Further experiments will extend the
system to industrial feedback, longer and multilingual meetings,
and non-functional requirement extraction. These steps will help
evaluate whether the approach remains consistent across domains
and communication styles.

5 Conclusion

This paper presented MARARE, a system that converts meeting
discussions into requirements artifacts in real time. The PoC shows
the feasibility of using multi-agent collaboration for real-time re-
quirements engineering. Preliminary results from meeting sessions
indicate that team of agents verification improves requirement cov-
erage and consistency compared with a predefined baseline. The
study also shows the potential of Al in Software Engineering be-
yond personal assistants, within an Al-native SE context. Future
work will include evaluation with industrial data, expert feedback,
and multilingual support to test scalability and practical use.
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