Available online at www.sciencedirect.com

ScienceDirect

Procedia CIRP 142 (2026) 860-865

www.elsevier.com/locate/procedia

36th CIRP Design Conference (CIRP Design 2026)

GenAl-Driven Multiagent Systems for Design to Manufacturing Workflows

Lasse Kiénsiild*, Amirmohammad Daareyni®, Antti Martikkala?, Jussi Rasku®, Ifiigo Flores Ituarte®”

“Faculty of Engineering and Natural Sciences, Tampere University, Korkeakoulunkatu 6, 33014, Tampere, Pirkanmaa, Finland
Faculty of Information Technology and Communication Sciences, Tampere University, Korkeakoulunkatu 6, 33014, Tampere, Pirkanmaa, Finland

* Corresponding author. E-mail address: inigo.floresituarte@tuni.fi

Abstract

Recent advances in Generative Al and Large Language Models are creating new opportunities for automating design-to-manufacturing workflows
in Computer-Aided Systems. While most prior work focuses on single-agent code generation, multi-agent frameworks that emulate engineering
roles with solid models remain limited. This paper presents a lightweight LLM-driven multi-agent prototype for early mechanical design and
manufacturability assessment, using Mistral-based agents orchestrated through LangGraph. A designer agent generates OpenSCAD models from
natural language, while a manufacturing agent evaluates feasibility and requests revisions. Four use cases, simple geometry creation, infeasible-
feature rejection, gear generation with RAG, and iterative co-design of a plate, demonstrate reliable CAD synthesis and meaningful
manufacturability feedback. Identified limitations include prompt dependency, reduced fidelity for complex geometries, and scalability
constraints. Overall, the study highlights the potential of retrieval-augmented multi-agent workflows for future CAx integration and outlines

pathways toward domain-specialized models, richer datasets, and rigorous benchmarking for industry-ready systems.
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1. Introduction

Generative Al (GenAl) and specifically Large Language
Models (LLMs) enabled new possibilities for generative design,
design concept exploration, and automated workflows in
engineering contexts [1], [2]. Despite their potential, the
integration of LLMs into design-to-manufacturing workflow
remains largely unexplored and lacks harmonized frameworks
for practical implementation. This paper investigates how
LLMs can support these workflows, particularly through multi-
agent orchestration and generative code synthesis for Computer
Aided Design (CAD) solid modeling. GenAl is increasingly
influencing research by augmenting traditional Computer-
Aided Systems (CAx). However, CAx systems require well-
defined 3D solid models, such as boundary representations, and
depend on standardized exchange formats like STEP, IGES, or

2212-8271 © 2026 The Authors. Published by Elsevier B.V.

STL to ensure interoperability across design, analysis, and
manufacturing workflows. Without such definitions and
formats, CAD data cannot be reliably shared, modified, verified,
or integrated into downstream engineering processes from
concept design to detail design and manufacturing.

A. Daareyni et al. [2] demonstrated the development of
multimodal solid modelling CAD translation methods capable
of converting diverse user inputs, such as text, sketches,
blueprints, or voice, into accurate and error-free solid CAD
models. Similarly, Li et al. [3] showed that GPT-4 (text-only)
and GPT-4V (multimodal) can generate CAD models, with
multimodal inputs offering advantages primarily for more
complex geometries, though both models still face limitations
in handling intricate designs. Currently, most research focuses
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on either textual prompt engineering or isolated applications of
LLMs in design tasks, typically in single-agent settings, such as
generating code or providing concept design suggestions based
on static prompts [4]. For instance, CAD Llama demonstrates
how LLMs can be adapted to generate parametric CAD
command sequences using a structured representation format,
yet this approach remains limited to a domain-specific, single-
agent framework [5]. Similarly, H. Deng et al. [6] explores
LLM-assisted CAD modeling with human-guided computation
and sequential code generation, but without involving multi-
agent coordination. Although some recent studies, such as H.
Fan et al. [7], have begun to explore multi-agent CAD systems
by integrating LLM agents and knowledge graphs to streamline
material extrusion workflows, such approaches remain rare in
engineering research. In contrast, in manufacturing domains,
LLM-enabled multi-agent systems have already demonstrated
enhanced adaptability and coordination [8]. This rapidly
growing body of work reveals a research gap in the
orchestration of collaborative, multi-agent LLM systems that
simulate real-world engineering roles. To address this gap, we
prototype a system where LLM agents emulate distinct
engineering roles: a mechanical designer agent that translates
user specifications into CAD-format output, and a
manufacturing engineer agent that evaluates feasibility and
provides feedback. Their iterative collaboration establishes a
refinement loop in which designs are adjusted until
manufacturing constraints are satisfied, though in some cases
the initial design may already meet these constraints without
requiring further refinement.

The primary objective of this paper is twofold: (i) to
prototype, test, and evaluate a multi-agent system in which
LLM agents support design-to-manufacturing workflows, and
(i1) to demonstrate its functionality and limitations through four
use cases. These cover simple geometric model generation from
natural language, manufacturability rejection of infeasible
designs, complex geometry synthesis (e.g., mechanical
components such as gears), and collaborative design, where
designer and manufacturing agents iteratively refine a part into
a validated manufacturable model. Together, these objectives
provide both theoretical grounding and empirical validation of
the proposed approach. Beyond this, secondary objectives
include an analysis into prompt engineering, multi-agent
coordination, Retrieval-Augmented Generation (RAG), and
generative CAD code synthesis. In doing so, the research aims
to generate both technological and conceptual insight into how
such systems can reshape CAx and engineering practices.

2. Methods

2.1. Multi-agent process overview

The developed framework implements a multi-agent system
that simulates a collaborative design-to-manufacturing process.
In this work, multi-agent architecture refers to a coordinated
system of autonomous LLM agents, each with a domain-
specific role, interacting through a shared state and governed
by a state-transition graph. This architecture supports
conditional logic, feedback-driven iteration, and collaborative

task decomposition, differentiating it from simple sequential
function calls. It comprises by two primary agents: a
mechanical designer agent, which interprets user input to
produce a brief CAD description and a corresponding 3D
model in code form, and a manufacturing engineer agent,
which evaluates the generated design against manufacturability
constraints. The interaction between these agents is
orchestrated using the LangGraph library, which enables
conditional workflows. The workflow iterates up to five times,
after which the process is terminated if no acceptable design
has been found. The system is implemented in Python, utilizing
the OpenRouter API [9] with a Mistral model mistralai/mistral-
small-3.2-24b-instruct for both generation and evaluation tasks.
The framework is designed to be modular and extensible,
supporting tools such as LangSmith for visualization or
debugging through graph-based representations. The overall
structure of this iterative workflow is illustrated in Figure 1.

The workflow proceeds iteratively, beginning with the
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Figure 1. Multi-agent system data workflow indicating design loop with
conditional feedback loop.

interpretation of user input by the designer agent. A RAG
knowledge repository, containing searchable indexed pre-
existing OpenSCAD data and manufacturing process
information, guides the generation of the model. The RAG
repository includes the Getriebe.scad involute gear indexed
library, providing parametric OpenSCAD modules for spur,
helical, bevel and worm gears based on mathematically defined
involute profiles. From this, a brief CAD description and the
corresponding OpenSCAD code are produced. The
manufacturing agent then evaluates the design, after which the
workflow either continues for further refinement, terminates
successfully with an “OK” status, or ends when the design is
infeasible (“Not Manufacturable™).

The mechanical designer agent, powered by the Mistral
language model, serves as the first step in translating user intent
into manufacturable designs. It interprets textual user input and
generates both a concise CAD description and the
corresponding OpenSCAD code, leveraging OpenSCAD as a
free, open-source, script-based CAD tool [10] To ensure
consistency and clarity, the agent operates through a structured
prompt that specifies the required output format and content.
This prompt instructs the agent to produce (i) a natural
language description of the model, including exact dimensions
and geometric relationships, and (ii) OpenSCAD code that
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faithfully represents the described geometry. The output is
formatted in JSON for seamless parsing and further evaluation
by the manufacturing engineer agent, which subsequently
validates the design and requests refinements when necessary.
This prompt guides the LLM to generate both a human-
readable design description and machine-readable OpenSCAD
code, ensuring the design is interpretable by both humans and
machines. The agent is re-invoked iteratively based on
feedback from the manufacturing engineer agent.

Mechanical design agent structured prompt

nn

User input: {state.get('user_input')}
Previous feedback from the manufacturing engineer (if any):
{previous_feedback}
You are a mechanical designer. Given the following user input,
please create:
1) A concise and clear natural language description of the CAD
model, including exact dimensions and relationships (e.g.
thickness, outer size, hole size, and placement).
2) OpenSCAD code to generate the part geometry matching the
description.
Your output doesn't have to be perfect — the manufacturing
engineer will help evaluate feasibility and request improvements
if needed.
Format your response as JSON.
{{ "cad description": "...",

"openscad_code": "..." }}

nn

The manufacturing engineering agent is responsible for
evaluating the manufacturability and dimensional feasibility of
the CAD design generated by the designer agent. It operates
using the same Mistral language model and follows a structured
prompt to assess the design in three key areas:
manufacturability, reasonableness of dimensions and shapes,
and feasibility of tolerance. The agent provides targeted
feedback and determines whether the design should be refined
("Continue"), approved as-is ("OK"), or rejected as non-
manufacturable ("Not Manufacturable"). This evaluation
ensures that only technically viable and clearly defined parts
proceed through the iterative design loop. To perform the
assessment, the agent uses the following structured prompt:

Manufacturing agent structured prompt

nn

You are a manufacturing engineer reviewing the following CAD
description and OpenSCAD code:

{state.get('designer’)}

Evaluate the following:

- Manufacturability

- Reason about dimensions and shapes

- Feasibility of tolerances

Your role is to help the designer iteratively improve the part **only
if there are clear manufacturability issues or substantial
improvements possible**. If the design lacks dimensions etc. or is
non-feasible or not reasonable label as **"Continue"**. If the
design is feasible and reasonable as-is — even if small
optimizations could be made — you may mark it as **"OK"**,
Designs that include **physically impossible parameters**, such
as **negative wall thickness**, **zero dimensions**, or **infinite
values**, must be labelled as **"Not Manufacturable"**. Designs
that are clearly impossible to manufacture should also be labelled
as as **"Not Manufacturable"**.

Use the following rules:

- Write **"Continue"** if there are any missing dimensions,

unclear geometry, unspecified hole or wall positions, unrealistic
feature sizes, or if the design is incomplete in any way.

- Write **"Not Manufacturable"** if the design is fundamentally
impossible to produce and further revisions would not help.

- Write **"OK"** if the design is manufacturable, understandable,
and acceptable for production.

Avoid accepting the first version unless it is clearly complete,
feasible, and optimized. Then provide clear, concise and specific
feedback under each of the three evaluation areas.

End your response with one of the following labels: "Continue",
"OK", or "Not Manufacturable", and a concise conclusion.
Feedback:

au

2.2. Solid 3D model visualization and GUI integration

To allow real-time visualization of the CAD geometry
generated by the designer agent, a graphical user interface
(GUI) was implemented using the Streamlit framework [11].
The GUI integrates multiple functionalities to support user
interaction, including a text area for natural language input,
display of the object’s CAD description with the corresponding
OpenSCAD code, a 3D rendering panel, and a section for
textual feedback from the manufacturing agent. Additional
features include an STL download option and direct inspection
of the geometry in the browser. The generated code is saved to
a temporary .scad file and converted to an .stl model using the
OpenSCAD command-line renderer, which is then visualized
through Plotly’s Mesh3d, a Python library for creating
interactive, web-based 3D plots [12]. The rendering pipeline
follows three steps: (i) OpenSCAD code is converted into a
SCAD and then STL file using subprocess.run and the
OpenSCAD CLI; (ii) the STL file is loaded as a trimesh object
and rendered with Plotly Mesh3d; and (iii) a download button
enables export for external use. This setup allows CAD output
inspection without external software and serves as a validation
step between design and manufacturability evaluation.

2.3. Case studies

To demonstrate the functionality of the developed multi-
agent system, four use cases are implemented and tested. These
cases illustrate how the system performs under different
reasoning scenarios, and how the underlying orchestration
coordinates role-specific agents through stateful iterations.

(a) Simple geometric model: The system interprets natural
language descriptions and generates OpenSCAD code for
basic shapes such as cubes and cylinders. This case verifies
the designer agent’s ability to translate user intent into
syntactically correct and geometrically coherent code
without requiring feedback-driven corrections.

(b) Manufacturability rejection: The framework correctly
identifies and rejects designs that violate manufacturing
constraints, such as models with holes below a feasible
minimum diameter or objects with negative dimensions.
Here, the manufacturing agent exercises its role separation
by independently evaluating feasibility and initiating a state
transition toward immediate termination demonstrating
constraint-based reasoning.
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A standard involute spur gear with 20 teeth, module 1, and face width of 10 mm. The gear
has central bore hole of 5 mm diameter for mounting. The pressure angle is the default 20
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with the teeth evenly distributed around the pitch circle.
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Figure 2. Four implemented case studies (a—d): simple model, manufacturability rejection, complex geometry, and multi-agent collaborative design.

(c) Complex geometric model generation: Illustrates the
system’s capacity to handle more advanced modelling tasks,
such as gear generation, highlighting the potential and
limitations of automatic code synthesis for intricate
geometries including RAG. The orchestration layer injects
retrieved code into the designer agent’s prompt, enabling
accurate geometry synthesis.

(d) Multi-agent collaborative design: The multi-agent system
generated a rectangular plate with two holes based on a user
prompt. Through iterative interaction between the designer
and manufacturing agents, the design was validated as
manufacturable, demonstrating the framework’s ability to
simulate co-operative workflow. The manufacturing agent
identifies missing or ambiguous specifications, triggers a
refinement loop, and provides targeted feedback. The
designer agent then updates the geometry based on this
shared state. Convergence to a validated manufacturable
design demonstrates the system’s ability to simulate
cooperative engineering workflows, enabled by stateful
coordination, role separation, and conditional orchestration.

2.4. Co-design multi-agent methodology and details

The framework is defined in a Python script that uses
LangGraph to simulate collaboration between two agents: a
mechanical designer agent and a manufacturing engineer agent.
The system accepts natural language descriptions of parts or
geometric objects as input. The workflow proceeds as follows:
the designer agent interprets the user’s specifications and
generates CAD geometry data (OpenSCAD) in JSON format,
while the manufacturing agent evaluates the design for
dimensional accuracy and manufacturability, returning textual
feedback. Based on this feedback, the designer iterates the
geometry until one of four outcomes is reached: (i) the design

meets all manufacturing constraints and is approved; (ii)
further revisions are requested, leading to additional iterations;
(iii) the design is deemed infeasible and the process terminates;
or (iv) the maximum number of iterations is reached without
success, and the workflow ends. This modular, agent-based
setup enables iterative co-design and closely simulates real-
world  “human-like”  design—validation  loops.  The
implementation relies on LangGraph’s StateGraph to
orchestrate interactions, supported by the OpenRouter API and
the Mistral LLM for generation and evaluation. While
optimized for LangGraph-style orchestration, the framework
remains functional without it.

3. Results

Figure 2 presents the results of the four implemented case
studies in the multi-agent LLM-assisted design-to-
manufacturing pipeline. For each case, the system generates a
short CAD description, OpenSCAD code and a 3D model,
when applicable. The figure highlights the system’s
capabilities in CAD code generation, iterative refinement,
manufacturability assessment, and multi-agent collaboration.
Figure 2 (a) shows a simple geometric model where the system
interprets a natural language prompt ( “a 4 x4 x4 mm cube”) to
generate both OpenSCAD code and a 3D model, demonstrating
accurate translation of design intent into geometry. Figure 2 (b)
depicts a manufacturability rejection: the user requested a
square with negative dimensions, and the system correctly
flagged the design as non-manufacturable, terminating the loop
and enforcing engineering constraints.

Figure 2 (c) illustrates the generation of a complex geometric
model, specifically a 20-tooth gear. The figure compares
outputs with and without retrieval-augmented generation
(RAG). With RAG, the system utilizes an external Python
library with dedicated gear functions, resulting in a fully
realized 3D gear model with accurately formed teeth. The
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system retrieves a code snippet implementing an involute gear
function through similarity search over textual descriptions.
Retrieved code is appended to the designer-agent prompt as
contextual knowledge, enabling the LLM to call the gear-
generation function reliably. Without RAG, the generated
geometry is incomplete. Ultimately, Figure 2(d) demonstrates
multi-agent collaborative design: based on the user prompt (“a
40%20% 10 mm rectangular plate with two 5 mm diameter holes
spaced 20 mm apart along the centerline”), the system
generates a CAD model through iterative interaction between
the mechanical designer agent and the manufacturing engineer
agent. The design was validated as manufacturable,
showcasing the framework’s ability to simulate cooperative
workflows and iterative refinement.

The following output relates to the co-design multiagent
system looking into manufacturability, dimensions and shape
analysis, tolerance feasibility, surface finish, feedback for
improvement, and conclusions as specified in the previously
show manufacturing agent structured prompt. In this co-design
scenario, the evaluation confirmed that geometry is feasible for
standard machining processes such as CNC milling.

Co-design multiagent framework results - Case (d)
Manufacturability

Dimensions and Shape Reasonableness: The plate dimensions (40
mm % 20 mm x 10 mm) are reasonable for standard machining
(e.g., milling or CNC). The two 5 mm diameter holes are correctly
placed along the centerline (10 mm from each edge in width) and
spaced 20 mm apart, which is feasible. The hole depth (10 mm)
matches the plate thickness, ensuring full penetration.

Tolerance Feasibility: The assumed tolerances (+0.1 mm for
dimensions, +0.05 mm for holes) are standard for machined parts
and achievable with typical processes (e.g., CNC milling). No
critical features (e.g., tight fits or high-precision surfaces) are
specified, so the tolerances are appropriate.

Surface Finish: The assumed surface finish (1.6-3.2 um Ra) is
typical for machined parts and aligns with the lack of specific
requirements.

Feedback for Improvement

Clarify Hole Depth: The OpenSCAD code uses h = 10 for the
holes, which matches the plate thickness. However, explicitly
stating "through-holes" in the description would avoid ambiguity.

Material Specification: The design lacks material selection (e.g.,
aluminium, steel, plastic), which could impact manufacturability
(e.g., drill speeds, tooling).

Edge Finish: No mention of edge breaks or chamfers, which are
often added to avoid sharp edges in production.

Conclusion
The design is feasible but could be improved with minor
clarifications. No critical manufacturability issues exist. The
design is ready for production with the noted suggestions.

The reasoning of the multi-agent system considered that the
hole spacing (20 mm apart and 10 mm from each edge) and
depth (10 mm, equal to the plate thickness) were considered
appropriate. Tolerances of 0.1 mm for dimensions and +0.05
mm for holes were found to be achievable with standard
machining, while the assumed surface finish (1.6—3.2 um Ra)
aligned with typical industrial practice. Although no critical
manufacturability issues were identified, the multi-agent
suggested refinements to improve clarity and production
readiness. These included explicitly stating that the holes are
“through-holes”, specifying the material type to account for
tooling and machining parameters, and incorporating edge

treatments such as chamfers to avoid sharp corners. This
outcome demonstrates the agent’s capability to go beyond
verifying feasibility by addressing practical aspects of
manufacturing that are often overlooked in early CAD
descriptions. By simulating the role of a human manufacturing
engineer, the system introduced domain-specific knowledge
that improved both design robustness and communication.

4. Conclusion and future work

The developed framework demonstrates the ability to
interpret natural language prompts and generate OpenSCAD
code moderately complex CAD geometries, as well as
supporting collaborative workflows between design and
manufacturing agents. The cases illustrate how iterative
designer—engineer interactions within a multi-agent LLM
framework can streamline co-design workflows, embedding
manufacturability considerations earlier in the process.

The primary objective of this paper is achieved by
prototyping, testing, and evaluating a multi-agent system in
which LLMs with dedicated task support design-to-
manufacturing workflows. Further we demonstrated its
functionality through four use cases. Case (a) shows how the
system performed reliably to generate solid CAD models for
basic shapes such as cubes and cylinders without the need of
external knowledge (i.e., RAG), besides it was able to detect
and reject non-manufacturable features such as unrealistic hole
sizes or negative dimensions, as demonstrated in case (b). For
more complex designs, such as case (c) the mechanical gears,
the system produced complete and accurate geometry when
using external knowledge, whereas without RAG, the
generated geometry was inaccurate and incomplete,
highlighting the benefit of RAG for supporting complex design
tasks. Ultimately, the last case (d) highlights the system’s
capability to simulate multi-agent collaboration, where
designer and manufacturing agents iteratively refine and
validate designs to manufacturing workflows supported by
multi-agent  system reasoning for manufacturability,
dimensional accuracy, tolerancing, surface finishing
recommendation, and feedback for improvement.

These findings suggest that the core functionality is
functional and scalable, but with several limitations to
overcome. For example, during the solid model generation the
system faces topological validity issues and difficulty in
generating valid CAD geometries as command sequence and
geometrical complexity increases (as introduced by R. Wu et
al. [13]). We found clear prompt dependency as the output
quality depends strongly on the structured prompt formulation
and the model’s reasoning about constraints (as observed by Y.
Fu et al. [14]). Another relevant aspect is that the system has
limited precision in fine geometric details and dimensional
accuracy, particularly for complex shapes or incomplete
prompts (as demonstrated by A. Daareyni [2]). Other
limitations include in producing high-resolution, constraint-
compliant geometry across domains. Further, the current agent
system struggles with more demanding inputs reducing its
scalability with complexity; often converging in a single
iteration or failing after reaching the maximum iteration limit.

On the other hand, the findings of this study highlight several
promising avenues for advancing multi-agent systems
supporting design-to-manufacturing workflows. Future work
can be structured around three main themes: model
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development and data foundations, system integration and
multi-agent architecture, and evaluation and benchmarking.

Model Development and Data Foundations. Specialized
CAD-domain models are expected to surpass general-purpose
systems by producing more accurate CAD outputs. Fine-tuned
LLMs, Vision—Language Models (VLMs), and RAG-enhanced
frameworks will better capture domain-specific rules and
reduce hallucinations. Multi-agent workflows that ground
outputs in structured CAD documentation and scripts hold
potential for more reliable reasoning. Addressing data scarcity
remains essential; synthetic and verifiable datasets, generated
through reinforcement learning approaches such as those
inspired by DeepSeek, can provide high-quality resources to
improve low-resource CAD contexts.

System Integration and Multi-Agent Architectures. Further,
refining the agent prompts, both in structure and content, could
improve coordination and reduce unnecessary iterations. In this
regard, the integration of critic-evaluator agents can
significantly improve the correctness of generated models
through iterative refinement. Besides, advancing multi-agent
frameworks supporting CAx requires exploring specialized
“engineering roles”, including CAD, CAE (e.g., FEA and
CFD), CAM, CAT, CAPP, and optimization agents [15].
Moreover, experimenting with alternative multi-agent
orchestration frameworks will enhance scalability, and task
management across complex engineering workflows,
ultimately replicating real-world engineering team dynamics.

Evaluation and Benchmarking. Progress metrics that
combine syntax validity with geometric and engineering
verification (e.g., Intersection over Union and compliance with
manufacturing constraints) can provide more reliable
benchmarks than syntax-only checks. Embedding optimization
agents and leverage established engineering tools (e.g.,
OpenFOAM, openFEM,) will further enable engineering
knowledge integration, and advance reasoning. Finally,
expanding this work to complex, industry-relevant case studies
will demonstrate robustness, scalability, and the practical value
of multi-agent LLM frameworks in real engineering settings.

In conclusion, this work demonstrates the promise of multi-
agent frameworks for handling solid CAD models and
providing manufacturability feedback. Alongside the technical
contributions, this study also reflects broader objectives. In this
work we provide both technological and conceptual insights
into how GenAl-enhanced CAx may reshape engineering
workflows. In particular, the integration of multi-agent
orchestration and external knowledge repositories, such as
RAGs. Thus, approached in which the LLMs retrieve and
verify relevant information from external knowledge (e.g.,
databases, documents, blueprints, images, and other CAD code
repositories) before generating a response, emerges as a critical
step toward ensuring accurate, grounded, and scalable solution
to enhance design-to-manufacturing workflows.
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