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Anomaly detection in smart power grids is a critical challenge due to the complexity, heterogeneity, 
and dynamic nature of sensor data streams. Existing one-class classification methods, particularly 
Subspace Support Vector Data Description (SVDD), have been extended to multimodal scenarios but 
often fail to fully exploit the structural dependencies across modalities, limiting their robustness in 
real-world applications. In this paper, we address this gap by proposing a generalized Multimodal 
Subspace Support Vector Data Description (MS-SVDD) model with graph-embedded regularization. 
The method projects data from multiple modalities into a shared low-dimensional subspace while 
preserving modality-specific structure through Laplacian regularizers. Our approach is evaluated on 
a three-modality dataset derived from smart grid event time series, using a dedicated preprocessing 
pipeline for constructing one-class classification training samples. The results demonstrate that 
our graph-embedded MS-SVDD improves robustness of event detection compared to conventional 
approaches, highlighting the potential of integrating graph priors with multimodal subspace learning 
for advancing anomaly detection in critical infrastructure. More broadly, this work contributes to 
the wider field of AI by illustrating how relational and structural information can be systematically 
embedded into one-class models, enabling robust learning under complex, high-dimensional, and 
multimodal conditions.
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The use of decarbonized energies in power grids has been widely promoted during the last decade. To reduce 
fossil fuel dependence and respect the new regulations on carbon emissions, public and private interests have 
increased investments in renewable energies such as wind, solar, or hydraulic power. Planned energy scenarios 
consider a significant increase in modern renewable energy supply, whose share could reach 17% by 2030 and 
25% by 20501,2.

Despite the expected benefits of these new sources for the environment, their effective deployment in power 
grids presents new challenges that need to be addressed to ensure stability for end-user distribution. Most 
renewable energies are, in fact, subject to high variability and seasonality. For instance, in Portugal, wind can 
increase by 45% in winter and decrease by 45% in summer, leading to a variation in wind power of nearly 100 
kWh3. Solar power generation is highly influenced by solar radiation and cloud cover, making it less predictable 
during cloudy days4. Hydraulic power depends on water availability, which is affected by precipitation, snowmelt, 
and evaporation rate5. Due to their stochastic nature, these environment-dependent energy sources are less 
dispatchable than fossil fuel generators, which increases the risk of disturbances in the power grid6–8. If no action 
is taken, irregularities caused by supply variations can lead to fluctuations and faults, ultimately resulting in 
system collapse9. It is therefore critical to detect and patch these power anomalies as soon as possible to ensure 
the continuity of power grid operations, which is vital for most human activities.

Smart power grids are of great help in monitoring these anomalies. In opposition to traditional one-way 
power grids, which only carry power from generators to end-users, the smart power grid uses two-way flows of 
electricity and information to adjust and automate energy production and distribution10. In Europe and North 
America, power grids are managed by System Operators (SOs)11 whose goal is to maintain grid stability by 
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facilitating the market between energy producers and distributors, predicting the energy demand, and managing 
the grid in real-time12. A smart power grid allows them to leverage power data through algorithms to increase 
energy efficiency by adapting production to huge demand fluctuations, forecasting energy demand by identifying 
seasonal behaviors in measurement profiles, or ensuring grid stability by preventing faults before damage occurs.

Smart power grids can be seen as three interacting systems: infrastructure, management, and protection 
systems. An anomaly in a smart power grid is processed as follows: first, data are collected through smart meters, 
sensors, or Phase Measurement Units, which are parts of the infrastructure system. These data are then carried 
through the grid to the protection system, where algorithms are run to determine whether an anomaly has 
occurred. If an anomaly is detected, its type is classified, and its root is localized to provide decision support for 
SOs ultimately.

Smart power grids usually provide us with several types of measurements, such as voltage, current, power, 
frequency, or power factor. All these quantities are correlated, but we cannot determine in advance which one 
will be the most critical to monitor for anomalies. Thus, we adopt a multimodal learning approach where the 
goal is to learn from heterogeneous, connected, and interacting data while guaranteeing the best information 
representation13. By considering each electrical quantity as a modality, we can leverage multiple types of 
information and determine which modality is prevalent for anomaly detection.

The detection of these anomalies is a One-Class Classification (OCC) problem, where we aim to determine 
whether or not a specific instance belongs to a target class. This type of problem can be solved with a machine-
learning approach, by constructing a model trained on the positive class instances14,15. The trained model can 
then be used to distinguish normal measurements from anomalies and is especially suitable to address highly 
imbalanced datasets, where the number of instances in the positive class is much smaller than in the negative 
class16,17.

In this paper, we apply Multimodal Subspace Support Vector Data Description (MS-SVDD) to anomaly 
detection in smart power grids. This model maps multimodal data from high-dimensional feature spaces to 
a low-dimensional subspace, optimized for OCC18. We improve MS-SVDD by proposing and validating new 
multimodal regularization strategies, which use graph-embedded information to enhance modeling of the shared 
subspace. We also demonstrate that MS-SVDD can generalize to any number of modalities by incorporating 
more than two, and use decision strategies to identify which modalities are prevalent in our application. We 
finally evaluate the earliness of the best model configurations to ensure that our model meets specific time 
constraints. Implementations of the proposed framework are available online in GitHub ​(​h​t​t​p​s​​:​/​/​g​i​t​​h​u​b​.​c​o​​m​/​t​h​
o​m​​a​s​-​d​e​b​e​l​l​e​/​m​s​s​v​d​d​-​s​m​a​r​t​-​g​r​i​d​)​.  .

Background and related works
In this section, we discuss advancements in anomaly detection and multimodal learning for smart power grids. 
We first explore early anomaly detection methods, focusing on detecting, classifying, and localizing anomalies to 
ensure grid stability. Then, we introduce the MS-SVDD, which enhances one-class classification by optimizing a 
shared subspace for data from multiple modalities.

Early anomaly detection in smart power grids
Anomaly detection is only a small part of the whole anomaly management process and should be regarded 
within the frame of a more general framework. In Ref. 7, the authors considered three critical questions issued 
by the System Operators to handle events and anomalies: (i) When is an event happening? (ii) What type of event 
is happening? (iii) Where is the source that caused this event? These questions set up a comprehensive procedure 
by splitting anomaly management into three steps: 

	1.	 Detecting that an anomaly occurs as soon as possible: Event Detection, or ED.
	2.	 Classifying the event that occurs as a type of anomaly: Event Classification, or EC.
	3.	 Localizing the cause of the event in the whole power grid: Event Localization, or EL.

In our work, we only consider the ED problem, which depends on early anomaly detection. Early classification 
of time series, or early anomaly detection, is a specific OCC problem where the primary goal is to classify an 
incomplete time series as soon as possible while ensuring a good level of accuracy19. In other words, if τ1 is the 
starting time of the anomaly, τ2 its ending time, and T its current time, then we aim to classify correctly a time 
series as abnormal while minimizing T − τ1 (see Fig. 1). We should also ensure that the instant of classification 
T respects the constraint τ1 ≤ T ≤ τ2. Otherwise, the classification would be considered a false trigger.

The quality of early classification is evaluated through two important metrics: earliness and reliability. 
Guaranteeing the best efficiency therefore implies maximizing these two metrics while considering several 
constraints

•	 Earliness often increases at the cost of reliability: a very sensitive model provides a good earliness but often 
generates false positives.

•	 Power grid anomalies can have many sources: branch or bus tripping, branch or bus faults, short circuits, and 
transient failures. This diversity leads to several measurement profiles and makes it harder to find a versatile 
model to detect all types of anomalies.

•	 To ensure reliability, the model has to be robust to noise. Noisy measurements should not lead to false posi-
tives.

•	 The huge number of sensors and quantities measured in the infrastructure system also makes the problem 
highly dimensional. We thus need to address the curse of dimensionality when solving this OCC problem.
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Considering the critical need for stability in power grids and the challenges posed by the stochastic nature of 
new energy sources, early anomaly detection in electrical systems has been an important field of study in the 
literature. In Ref. 20, the authors used a dimensionality reduction approach on synchrophasor data to set up 
an online application to detect events on a power grid. In Ref. 21, a threshold-free searching scheme has been 
proposed for faulted branch identification in multi-end lines.

When a disturbance is detected, it has to be cleared in a specific time before the system becomes unstable. 
This limit is called Critical Clearing Time (CTT) and ranges between 100 ms and 400 ms depending on the 
estimations7,22,23. Evaluating the earliness of a model enables us to determine if an anomaly can be cleared within 
the CCT or not.

Multimodal subspace support vector data description and applications
MS-SVDD is based on Support Vector Data Description (SVDD). This model aims to find a hypersphere of 
minimal radius that separates target class instances from outliers24. Several extensions of SVDD, including fuzzy 
variants, have improved its robustness for OCC tasks25. The process has been first improved through subspace 
learning by projecting data into a lower-dimensional space where we can find a better boundary, leading to 
Subspace Support Vector Data Description, or S-SVDD26. Multimodal learning has then been leveraged to find 
a shared subspace that optimizes the boundary across different modality spaces (see Fig. 2). The MS-SVDD 

Fig. 2.  Illustration of MS-SVDD with two modalities. The shared subspace is constructed using the positive 
instances’ information.

 

Fig. 1.  Anomaly detection over an incomplete time series, where τ1 is the beginning of the anomaly, τ2 is the 
end of the anomaly, and T is the current time.
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formulation was initially introduced in Ref.  18 and later extended with additional regularization strategies, 
such as distribution entropy regularization for anomaly detection27 and joint consistency–complementarity 
regularization for multimodal data28.

Let us assume that the elements to be modeled lie in M different modalities of dimensionality Dm ∈ N∗, with 
m ∈ {1, ..., M}. Each instance is represented in all the M modalities, and the set of instances into one modality 
is described as Xm = [xm,1, xm,2, ...xm,N ], with xm,i ∈ RDm  the instance i in modality m, and N the number 
of instances in the dataset. The goal of the MS-SVDD algorithm is to find a projection matrix Qm ∈ Rd×Dm  for 
each modality, in such a way that we can project every instance into a shared d-dimensional subspace optimized 
for OCC. This projection is done using

	 ym,i = Qmxm,i , ∀m ∈ {1, . . . , M} , ∀i ∈ {1, . . . , N},� (1)

where Ym = [ym,1, ym,2, ...ym,N ] is the matrix containing all the instances of modality m projected into the 
shared d-dimensional subspace.

We aim to minimize the volume of the hypersphere constructed around the training data in the d-dimensional 
subspace, under the constraint that most of the instances must lie within the hypersphere, i.e.

	
min F (R, a) = R2 + C

M∑
m=1

N∑
i=1

ξm,i

s.t.

	

∥Qmxm,i − a∥2
2 ≤ R2 + ξm,i,

ξm,i ≥ 0,

∀m ∈ {1, . . . , M}, ∀i ∈ {1, . . . , N},

� (2)

where R is the radius, a ∈ Rd is the center of the hypersphere, ξm,i are slack variables, and C controls the outliers 
in the training set29. This optimization problem can be solved with a gradient descent by updating Qm as follows

	 Qm ← Qm − η∆Lm,� (3)

where ∆Lm is the gradient of the Lagrangian of Eq. (2) for modality m. The Lagrangian is defined as

	

L =
M∑

m=1

N∑
i=1

αm,ixT
m,iQ

T
mQmxm,i

−
M∑

m=1

N∑
i=1

M∑
n=1

N∑
j=1

αm,ixT
m,iQ

T
mQnxn,jαn,j + βω

� (4)

and we calculate its derivative with

	

∆Lm = ∂L

∂Qm

= 2
N∑

i=1

αm,iQmxm,ixT
m,i

− 2
N∑

i=1

N∑
j=1

M∑
n=1

Qnxn,jxT
m,iαm,iαn,j + β∆ω

� (5)

α ∈ RM×N  is a matrix containing the Lagrangian coefficients, ∆ω is the derivative of the regularization 
term with respect to Qm, and β is a regularization parameter which controls the significance of this term.

The regularization term enforces smoothness in the learned projection matrices Qm, preventing abrupt 
variations that could lead to overfitting. In the MS-SVDD setting, this constraint also promotes consistency 
between modalities while preserving their shared underlying structure. ω embeds the covariance of data from 
different modalities in the d-dimensional subspace, and is expressed in its general form as

	
ω =

M∑
m=1

tr(QmXmνmνT
mXT

mQT
m),� (6)

where νm ∈ RN  is a vector constructed from elements of αm with Eqs. (8), (9), (10) or (11). An alternative 
formulation allows us to cross modalities two-by-two such as

	
ωc =

M∑
m=1

M∑
n=1

tr(QmXmνmνT
n XT

n QT
n ).� (7)
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By setting up different values for νm, we can create several regularizers for the training of the model. To create 
our different regularizers with m ∈ {1, ..., M}, we use

	 νm = 0N � (8)

	 νm = 1N � (9)

	 νm = αm� (10)

	 νm = λm� (11)

where 0N  is a null vector of size N, 1N  is a vector of size N filled with 1 and λm is a vector having the elements 
of αm that are smaller than C, with values corresponding to the outliers (αm,i > C) replaced by zeros. We note 
that with M = 1, Eqs. (6) and (7) are equivalent to the regularizers of S-SVDD.

We implement the Non-linear Projection Trick (NPT) as an alternative to the kernel trick for non-linear data 
description30. For each modality, the NPT kernel matrix is calculated as follows

	
[Km]ij = exp

(
−∥xm,i − xm,j∥2

2

2σ2

)
,� (12)

where σ is a hyperparameter scaling the distance between the instances xm,i and xm,j . This kernel matrix is 
then centralized with

	
K̂m = (IN − 1

N
1N1T

N )Km(I − 1
N

1N1T
N ),� (13)

where 1N ∈ RN  is a vector full of ones and IN  is the identity matrix of size N × N . We can finally compute the 
matrix containing the data in the kernel space as

	 Φm = (A
1
2
m)+U+

mUmAmUT
m,� (14)

where we consider the eigendecomposition K̂m = UmAmUT
m. Here, Am contains the non-negative eigenvalues 

of the centered kernel matrix, Um contains the corresponding eigenvectors, and the + exponent denotes the 
Moore-Penrose pseudo-inverse. We can then use the matrix Φm as training data instead of Xm during the 
training phase. In the same way, for the testing phase, a centralized kernel vector Φm∗ is computed for each 
instance xm∗ ∈ RDm  with

	

Φm∗ =
(
ΦT

m

)+
(
IN − 1

N
1N1T

N

)

×
(
Km∗ − 1

N
Km1N

) � (15)

where Km∗ is the testing kernel matrix calculated with the test instances using Eq. (12). Φm∗ is finally used as 
testing data instead of the testing dataset Xm∗.

Numerous challenges have been addressed using SVDD and subspace learning31–33. In Ref. 34, the 
trustworthiness of X users has been evaluated with an S-SVDD approach over social network features, such as 
the number of friends, the number of followers, or the number of retweets. In Ref. 35, authors addressed the 
problem of credit card fraud detection by leveraging various features over highly imbalanced datasets. Regarding 
multimodal learning, MS-SVDD has been applied over multiple OCC problems involving two modalities, 
such as Robot Execution Failures with torque and force, Handwritten characters with Zernike moment and 
morphological features, or SPECTF dataset with stress and rest condition images18. MS-SVDD has also been 
applied to medical data for early detection of myocardial infarction29,36.

The diversity of these different works emphasizes the versatility of S-SVDD and MS-SVDD in terms of possible 
applications. Therefore, some directions have not been explored yet. For instance, multimodal applications were 
always limited in practice to two modalities. Also, as mentioned earlier, several improvements, such as graph 
embedding, were only developed for unimodal S-SVDD and not MS-SVDD. In this article, we aim to extend all 
these improvements to MS-SVDD, and to apply this model to more than two modalities.

Graph regularized multimodal subspace support vector data description
Multimodal graph regularizers
Besides proposing a novel application of MS-SVDD for early detection, we generalize graph-embedded 
regularizers to any number of modalities. Graph-embedded regularizers allow us to leverage distance information 
in the original feature spaces to improve the regularization process. In a multimodal context, graph embedding is 
performed separately for each modality and then aggregated in the graph-regularizer calculation.

Let us give a new expression for the regularization term that leverages graph information from each modality 
in the lower-dimensionality space
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ωg =

M∑
m=1

tr(QmXmLg,mXT
mQT

m),� (16)

where Lg,m ∈ RN×N  is the Laplacian matrix of the graph g. Given a specific type of Laplacian matrix, a graph 
is constructed for every modality based on the distance information between all the instances. We propose 
three different graph Laplacians: local geometric information Laplacian with k-Nearest-Neighbors (k-NN) 
LkNN,m, within-cluster information Laplacian Lw,m, and between-cluster information Laplacian Lb,m. A high-
level illustration of these graphs is shown in Fig. 3.

The k-NN information Laplacian is defined as

	 LkNN,m = DkNN,m − AkNN,m� (17)

where [AkNN,m]ij = 1 if xi ∈ Nm,i ∪ Nm,j , 0 otherwise, with Nm,i denoting the nearest neighbors of xi for 
modality m. For each instance in every modality m, connections are constructed with the k nearest neighbors. 
These connections represent the relative proximity of the instances in the feature space.

The within-clusters information Laplacian is defined as

	
Lw,m = I −

∑
c∈Cm

1
Nc

1c1T
c ,� (18)

where I is an identity matrix, Cm is the set of clusters for modality m, Nc is the number of instances belonging to 
the cluster c, and 1c is a vector where the entries are ones for instances belonging to cluster c and zeros otherwise. 
With this type of graph, k clusters are formed for every modality m, and the instances corresponding to the same 
cluster are all connected.

The between-clusters information Laplacian is finally defined as

	
Lb,m =

∑
c∈Cm

Nc( 1
Nc

1c − 1
N

1)( 1
Nc

1c − 1
N

1T )� (19)

where N is the total number of instances and 1 is a vector full of ones. Within these graphs, k clusters are formed 
for every modality m, and the instances that are not in the same clusters are connected.

By minimizing these three graph-embedded regularizers in the optimization process, we are now able to 
leverage distance information for regularization. The full graph-regularized MS-SVDD process is available in 
Algorithms 1 and  2.

Decision strategies
At the end of the testing process, class predictions are computed for each modality and then fused to determine 
the final class assigned to an instance. In our framework, we use decision strategies expressed as Boolean 
equations, where each modality’s classification serves as an input and the final instance class is the output. Let 
pm ∈ B denote the value predicted by MS-SVDD for modality m, and let p denote the final value assigned to the 
instance, with pm = 0 for the non-target class and pm = 1 for the target class. We can then define the following 
three decision strategies: 

	1.	 AND strategy, p = p1.p2.p3: the instance is assigned the target label if the representations coming from 
every modality are classified as in the target class.

Fig. 3.  High-level illustration of graph-embedded regularizers for a modality m with Dm = 2 and k = 3.
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	2.	 OR strategy, p = p1 + p2 + p3: the instance is assigned the target label if at least one of the representations 
coming from every modality is classified as in the target class.

	3.	 UNIm strategy, p = pm: the instance is assigned the target label if modality m is classified as in the target 
class.

Testing different decision strategies on a specific problem allows us to study the modality imbalance, where 
certain modalities’ contributions are suppressed by dominant ones37. We can thus identify which modalities are 
prevalent without prior information.

Algorithm 1.  Training of Graph-Regularized MS-SVDD.
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Algorithm 2.  Testing of Graph-Regularized MS-SVDD.

Complexity analysis
The proposed method in Algorithm 1 has the following main steps: 

	1.	 Initializing the projection matrix via PCA: by computing the covariance matrix, then the eigenvalue de-
composition. The complexity of these steps for all modalities is O(min(N2 ∑

D,
∑

D2 N) +
∑

D3 ) with ∑
Dn =

∑M

m=1 Dn
m.

	2.	 Mapping data from all modalities to a shared d-dimensional subspace: complexity of multiplying d × Dm 
and Dm × N  i.e. O(dDmN). Repeating this for every modality, we get O(d

∑
D N).

	3.	 Solving SVDD in the shared subspace to obtain α: complexity of O(M3N3) for N data points coming from 
M different modalities38.

	4.	 Calculating the Laplacian matrix for the selected graph-embedded relations involves a complexity that de-
pends on the chosen Laplacian. We assume that computing the Laplacian has ≤ O(N3) complexity.

	5.	 Updating ∆Lm for each modality: complexity of O(2dN2(
∑

D)2)
	6.	 Updating Qm for each modality: complexity of O(d

∑
D)

	7.	 Orthogonalizing and normalizing Qm with QR decomposition: complexity of O(d(
∑

D2 )) for all modali-
ties.

 O(min(N2 ∑
D,

∑
D2 N) +

∑
D3 +M3N3), which can be reduced to O(N3) under certain conditions18. 

As the testing process in Algorithm 2 does not change from the original MS-SVDD, its complexity remains 
O(d

∑
D +Md).

Experiments
Dataset and preprocessing
We conduct our experiments using the synthetic PSML dataset7. This dataset has been generated based on 
transmission and distribution simulations (T+D) and addresses the lack of publicly available data for smart 
power grids. It includes 550 events in the transmission grid, each composed of 91 4-second Phase Measurement 
Unit (PMU) measurements: 24 normalized voltage, 32 active power measurements, and 32 reactive power 
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measurements. Although additional variables (e.g. frequency and current) are available in the minute-level data, 
they do not include labeled disturbances. Therefore, we restrict our study to the millisecond-level measurements.

Voltage measurements are normalized and expressed in “per unit” (p.u) with a value near 1 in normal 
conditions39, while reactive and active power are respectively expressed in Vars and Watts. Voltage is measured 
on every bus of the transmission grid while reactive and active powers are measured on the branches connecting 
these buses. Every event is annotated with an event start time, an event end time, a location in the grid, and 
an event class: branch fault, branch tripping, bus fault, bus tripping, and generator tripping. Examples of event 
measurements are shown in Fig. 4.

For the ED problem, we pursue two objectives: maximizing the reliability of early detection and maximizing 
the earliness of event triggers. We first focus on identifying the best multimodal OCC model configurations 
to maximize reliability, and then we evaluate the earliness of these configurations. Ultimately, this allows us to 
select an appropriate trade-off between the two objectives depending on specific requirements.

As the PSML dataset was not initially made for Event Detection with Multimodal OCC models, we derive it to 
create our own ED Multimodal Dataset. In this new dataset, each sample is a set of every available measurements 
at a specific instant. A sample is labeled as abnormal (positive) if its timestamp T  falls within the anomaly interval 
[τ1, τ2], and as normal (negative) otherwise. Specifically, a sample is normal if T < τ1 or T > τ2. Instances with 
T > τ2 are considered normal according to the dataset annotation protocol, which assumes the fault has been 
cleared and the system has returned to stable conditions. While in practice a fault exceeding the Critical Clearing 
Time (CCT) may prevent recovery, such cases are not treated as extensions of the same event in the dataset.

Sample measurements are split between three modalities: voltage (modality 0), reactive power (modality 1), 
and active power (modality 2). These modality representations are all used by the MS-SVDD algorithm to find 

Fig. 4.  Examples of several time series measured on the same bus while an event is occurring somewhere in 
the grid. Each row corresponds to an electrical quantity (voltage, reactive power, active power), and the dotted 
lines are the selected event’s beginnings and ends. Note that the signal still oscillates after the end of an event.
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the shared subspace for event detection. The original dimensionality of every instance is D = (23, 34, 34) where 
Dm is the dimensionality of modality m. The preprocessing is summarized in Fig. 5.

For each event in the PSML dataset, we extract 1 positive sample and 1 negative sample. We then randomly 
dispatch these samples between a training split and a testing split, with 70% of samples in the training split.

To evaluate the robustness of our model, we add Gaussian noise to each instance by first computing the 
standard deviation of each PMU measurement within the dataset windows, multiplying it by a predetermined 
noise factor, and using the resulting value as the standard deviation of a zero-mean normal distribution. Upon 
loading, the data are finally standardized separately for each modality such as

	
Xm∗ ← Xm∗ − µ(Xm)

σ(Xm) � (20)

∀m ∈ {1...M}, where Xm is the training split, Xm∗ is the testing split, µ calculates a matrix’s mean and σ 
calculates a matrix’s standard deviation. We present a detailed flow of the different preprocessing steps in the 
Supplementary Material.

We finally evaluate earliness on selected model configurations using 50 instances from the testing split, 
with a Critical Clearing Time of 100 ms ( 1

40  of a measurement length). The earliness dataset contains multiple 
consecutive instances, generated by rolling over an anomaly time series. These instances are then evaluated 
chronologically by the model: the first instance classified as an anomaly determines the detection delay from the 
start of the event. Applying this process to every testing event allows us to estimate the average model delay and 
earliness. In summary, reliability evaluation measures the model’s ability to correctly classify randomly selected 
samples, whereas earliness evaluation assesses its capability to detect real-time anomalies as fast as possible.

Experimental setup
MS-SVDD configurations: we compare 10 different MS-SVDD regularizers: 4 from the general definition in 
Eq. (6) (ω0, ω1, ω2, ω3), 3 from the alternative crossed-modalities definition in Eq. (7) (ω4, ω5, ω6) and 3 
from the graph-embedded definition in Eq. (16) (ω7, ω8, ω9). These regularizers are all listed in Table 1. In our 
experiments, these regularizers are evaluated in combination with the other parameters across all the values 
listed in Table 2. Fine-tuning configurations are evaluated using the Geometric Mean (Eq. 25), and we select the 
MS-SVDD hyperparameters from the following grid of values:

•	 β ∈ {10−4, 10−3, 10−2, 10−1, 100, 101, 102, 103, 104},
•	 C ∈ {0.01, 0.05, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6},
•	 d ∈ {1, 2, 3, 4, 5, 10, 20},
•	 η = 0.1,

Fig. 5.  MS-SVDD for Event Detection in Smart Power Grid. Each electrical quantity is considered as one 
modality lying in its subspace. These data are then projected into a shared subspace, where Event Detection is 
applied.
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•	 σ ∈ {10−3, 10−2, 10−1, 100, 101, 102, 103} (only with NPT enabled),
•	 k ∈ {1, 2, 3, 4, 5, 6, 7, 8, 9, 10} (only for graph-embedded regularizers).

Reliability evaluation: we evaluate reliability using five metrics. The True Positive Rate tpr is defined as

	
tpr = ntp

Np∗
,� (21)

where ntp is the number of positive instances classified correctly (true positives) and Np∗ is the total number of 
positive instances in the testing split. This rate is also called Sensitivity or Recall, as it measures the reaction of 
the model to small variations. The True Negative Rate tnr is defined as

	
tnr = ntn

Nn∗
,� (22)

where ntn is the number of negative instances classified correctly (true negatives) and Nn∗ is the total number 
of negative instances in the testing split. This rate is also called Specificity, as it measures the inertia of the model 
when facing small variations. From tpr and tnr, we define the Accuracy acc as

	
acc = ntp + ntn

Np∗ + Nn∗
,� (23)

and the Precision pre as

Regularizer type

We evaluate 10 different regularizers. Regularizers 7, 8, 9
correspond to the graph-embedded regularizers, and are
compared to the other ones.
→ω0 , ω1 , ω2 , ω3 , ω4 , ω5 ,
ω6 , ω7 , ω8 , ω9

Decision strategy

We use 5 simple decision strategies to study the modality
imbalance in our problem.
→ AND, OR, UNI0 , UNI1 , UNI2

NPT

We apply the Non-linear Projection Trick to enable non-linear
data learning.
→ 1 (yes), 0 (no)

Noise

We apply the model on a noised version of the dataset to evaluate
its robustness.
→0%, 10%

Table 2.  List of experiment variants describing the possible values for every parameters.
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Table 1.  List of regularizers used for our experiments. ω7, ω8 and ω9 are graph-embedded regularizers.
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pre = ntp

ntp + nfp
,� (24)

where nfp is the number of positive samples classified incorrectly (false positive). We finally compute the 
Geometric Mean, which is the primary metric considered to evaluate the performance of a configuration

	 gm =
√

tpr × tnr.� (25)

Earliness evaluation: we evaluate earliness by defining four additional metrics. We first compute the Average 
Delay, defined as

	
del = 1

NE

∑
e∈E

(te − τ1e),� (26)

where E  denotes the set of events in the testing split (positive instances), NE  is the number of events in this 
earliness dataset, te is the time at which event e is triggered by the model, and τ1e is the true beginning of event 
e. False positives are not included in the delay calculation: when no event occurs, the model is expected not 
to trigger. We therefore define the False Trigger Rate to measure the amount of event triggers produced by the 
model outside the event range:

	
ftr = nft

NE
.� (27)

The complement of the False Trigger Rate is the True Trigger Rate, defined as

	 ttr = 1 − ftr.� (28)

Ultimately, we define the Average Earliness relative to the Critical Clearing Time (CCT) as

	
earl = cct − del

cct
.� (29)

If the Average Delay exceeds the CCT, the Average Earliness is set to 0.
Baselines and comparisons: we compare the results obtained with our new graph-embedded regularizers (7-

9) with those obtained using regularizers 0-6, which have already demonstrated effectiveness with MS-SVDD. 
We also compare the MS-SVDD results with two external baselines: OCSVM and CCS-SVDD. Since OCSVM 
is not designed for multimodal data, we concatenate all modalities into a single representation to make them 
suitable for training. Following28, we implement our own version of CCS-SVDD and fine-tune it using the same 
hyperparameter grid as in the original article. Using different decision strategies, we additionally give some 
insights about the role of each modality in the event detection process.

Experiment results and discussion
All experiments are conducted on an Intel(R) Core(TM) Ultra 7 255H CPU with 32 GB of RAM. As we work 
with a limited synthetic dataset, we do not consider real-world constraints such as communication latency or on-
device execution time. Training and testing times are reported solely for complexity comparison purposes and 
are not directly included in the earliness evaluation, as our implementations could be further optimized using 
GPUs. In Tables 3 and 4, we report the best evaluated configurations and results. We evaluate every possible 
configuration across four variants of our dataset: 0% noise linear, 0% noise non-linear (with NPT), 10% noise 
linear, and 10% noise non-linear (with NPT). The tables present only the best configurations for each MS-SVDD 
regularizer and each baseline. Detailed tables of all the experiments, including the best hyperparameters for each 
configurations, are provided in the Supplementary Material.

With linear data description, both at 0% and 10% noise, multimodal models do not provide any significant 
advantage over OCSVM. The highest Geometric Mean score reaches 0.32 for 0% noise and 0.34 for 10% noise. 
While the True Positive Rate is high, the overall Geometric Mean is weighed down by the True Negative Rate, 
which does not exceed 0.13 for any configuration. This indicates that the configurations are overly sensitive to 
variations in the linear case. Consequently, the models consistently trigger outside the event range during the 
earliness evaluation, reducing the False Trigger Rate to 0. This underscores the need to transform the data with 
NPT before addressing the OCC problem.

When applying the Non-linear Projection Trick (NPT), MS-SVDD results improve dramatically, reaching a 
Geometric Mean of 0.80 for 0% noise and 0.78 for 10% noise. These higher scores are explained by the increase in 
specificity, with the MS-SVDD True Negative Rate now ranging between 0.58 and 0.76 for 0% noise, and between 
0.45 and 0.68 for 10% noise. For both variants, MS-SVDD also demonstrates better reliability than OCSVM 
and CSS-SVDD, with an improvement of at least 0.09 between the worst MS-SVDD configuration and the CSS-
SVDD implementation. We notice that under noise, OCSVM is unable to solve the OCC problem.

Graph-embedded regularizers do not show any improvement at 0% noise, but under noise they yield a 
reliability increase of between 0.06 and 0.15 compared to classical regularizers. This demonstrates that graph-
embedded regularizers effectively leverage graph information in the data to ensure robustness in unstable 
environments. These regularizers are thus well designed to handle real-world variations, at the cost of a slightly 
longer inference time.
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MS-SVDD configurations also outperform the baselines in terms of earliness in both noisy and non-noisy 
environments, with an Average Earliness above 0.90 for the best configurations, and an Average Delay remaining 
below the CCT. In particular, graph-embedded regularizers generally exhibit the lowest False Trigger Rate, with 
an improvement of at least 0.20 under noise compared to other configurations (while the baselines show a high 
False Positive Rate above 0.90). This supports the conclusion that graph-embedded regularizers also improve 
robustness to noise with respect to earliness.

We observe that the best configurations all employ either an AND or an UNI1 decision strategy. This suggests 
that modality 1 (reactive power) may contain more informative features for anomaly detection in this context, 
providing additional insight into the relative importance of each modality. The absence of OR strategies also 
confirms that relying on the positive classification of one random modality is insufficient, and that information 
from all modalities must be leveraged.

As stated in Sect. Complexity analysis, graph-embedded regularizers introduce additional computational 
complexity compared to classical regularizers, which is reflected in the testing times reported in our results. This 
additional cost must be balanced against the increase in robustness provided by these regularizers in order to 
achieve the best overall trade-off.

Conclusions
In summary, our study addresses the problem of early anomaly detection in smart power grids by implementing 
an extended version of the MS-SVDD algorithm. The key contributions of this work include the integration of 
new graph-embedded regularizers, which enable the model to leverage relationships between data points and 
improve the representation of multimodal information. They also include the generalization of MS-SVDD to 
incorporate more than two modalities, demonstrating the versatility of this model by applying it to a new type 
of problem.

The application of this framework to the PSML dataset, which includes voltage, active power, and reactive 
power measurements, demonstrates the model’s ability to identify anomalies. The evaluation confirms that 
it can provide accurate and timely predictions, which is crucial for maintaining grid stability. Through our 
experiments, we show that leveraging graph information can help increase model robustness in OCC problems, 
especially under noise.

Method Strat Acc TPR TNR Pre GM Train time Test time del ftr ttr earl

0% Noise - Linear

 OCSVM - 0.46 0.80 0.12 0.47 0.30 0.002 0.001 - 1.00 0.00 0.00

 CCSSVDD UNI1 0.49 0.9 0.09 0.5 0.29 47.158 0.011 - 1.00 0.00 0.00

 MS-SVDD-ω0 AND 0.4 0.71 0.1 0.44 0.26 0.177 0.004 - 1.00 0.00 0.00

 MS-SVDD-ω1 UNI1 0.48 0.84 0.12 0.49 0.32 0.336 0.011 - 1.00 0.00 0.00

 MS-SVDD-ω2 UNI1 0.47 0.84 0.1 0.48 0.29 0.403 0.010 - 1.00 0.00 0.00

 MS-SVDD-ω3 UNI1 0.48 0.88 0.07 0.49 0.25 0.491 0.012 - 1.00 0.00 0.00

 MS-SVDD-ω4 UNI1 0.46 0.85 0.07 0.48 0.25 0.328 0.008 - 1.00 0.00 0.00

 MS-SVDD-ω5 UNI1 0.45 0.77 0.13 0.47 0.31 0.445 0.010 - 1.00 0.00 0.00

 MS-SVDD-ω6 AND 0.4 0.71 0.1 0.44 0.26 1.075 0.010 - 1.00 0.00 0.00

 MS-SVDD-ω7 UNI1 0.47 0.84 0.11 0.48 0.30 1.049 0.022 - 1.00 0.00 0.00

 MS-SVDD-ω8 UNI1 0.47 0.85 0.09 0.48 0.28 10.258 0.005 - 1.00 0.00 0.00

 MS-SVDD-ω9 UNI1 0.48 0.84 0.12 0.49 0.32 8.237 0.024 - 1.00 0.00 0.00

0% Noise - Non-linear

 OCSVM - 0.72 0.99 0.44 0.64 0.66 0.915 0.346 0.007 0.40 0.60 0.93

 CCSSVDD AND 0.67 0.85 0.49 0.63 0.65 55.58 0.652 0.034 0.38 0.62 0.66

 MS-SVDD-ω0 UNI1 0.76 0.93 0.58 0.69 0.74 2.303 0.476 0.003 0.30 0.70 0.97

 MS-SVDD-ω1 UNI1 0.76 0.93 0.58 0.69 0.74 2.868 0.385 0.004 0.26 0.74 0.96

 MS-SVDD-ω2 UNI1 0.8 0.95 0.65 0.73 0.79 5.856 0.424 0.014 0.12 0.88 0.86

 MS-SVDD-ω3 UNI1 0.76 0.93 0.59 0.69 0.74 8.064 0.43 0.003 0.26 0.74 0.97

 MS-SVDD-ω4 AND 0.80 0.84 0.76 0.78 0.80 3.374 0.279 0.020 0.08 0.92 0.80

 MS-SVDD-ω5 AND 0.76 0.85 0.66 0.72 0.75 3.399 0.526 0.017 0.12 0.88 0.83

 MS-SVDD-ω6 UNI1 0.77 0.93 0.61 0.71 0.75 5.827 0.387 0.015 0.16 0.84 0.85

 MS-SVDD-ω7 AND 0.77 0.85 0.70 0.74 0.77 3.666 0.395 0.023 0.08 0.92 0.77

 MS-SVDD-ω8 UNI1 0.80 0.95 0.65 0.73 0.78 13.57 1.313 0.015 0.14 0.86 0.85

  MS-SVDD-ω9 AND 0.79 0.84 0.74 0.77 0.79 11.806 0.876 0.064 0.10 0.90 0.36

Table 3.  Best configurations and results for every variant on the multimodal dataset with 0% noise.  Durations 
and delays are expressed in seconds.
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The ability to provide early and reliable anomaly detection supports preventive decision-making and improves 
grid resilience, which is essential in energy systems with a high share of renewable sources. Beyond power 
grids, the generalization of MS-SVDD to multiple modalities opens perspectives for other domains requiring the 
monitoring of heterogeneous data, such as healthcare, cybersecurity, or industrial process monitoring. Overall, 
our work highlights the applicability of MS-SVDD to a broader range of one-class classification problems in 
high-dimensional and imbalanced settings.

Supplementary information
Supplementary Material containing additional results and figures is provided alongside this article.
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