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ABSTRACT
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Master’s Thesis
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Cardiovascular diseases remain the leading cause of mortality worldwide, and car-
diac arrhythmias represent a major clinical concern due to their potential association
with stroke, heart failure, and sudden cardiac death. While deep learning has achieved
remarkable success in ECG arrhythmia classification, most existing approaches rely
on large labelled datasets containing both normal and abnormal heartbeats. This as-
sumption is often unrealistic in personalized monitoring scenarios, where a new user
may provide only a short period of healthy ECG activity and no examples of future
arrhythmias.

This thesis investigates a strictly personalized zero-shot ECG anomaly detection
framework in which only the first five minutes of healthy ECG data from each pa-
tient are used for model development. No abnormal beats are used during training,
validation, threshold calibration, or model selection. The problem is formulated as
reconstruction-based anomaly detection, where abnormalities are identified through
deviations from a learned representation of patient-specific healthy cardiac activity.

Three reconstruction-based models are evaluated under the same experimental
protocol: a standard Autoencoder (AE), a Variational Autoencoder (VAE), and a
proposed Sparse Geometry Autoencoder. The proposed model incorporates latent
sparsity and geometry-preserving regularization to encourage compact and structured
representations of healthy ECG morphology. A comprehensive ablation study inves-
tigates the effects of latent dimensionality, masking strategies, weight tying, sparsity

regularization, geometry regularization, and threshold calibration.



Experiments are conducted on the MIT-BIH Arrhythmia Database using patient-
specific training and evaluation. Performance is assessed using accumulated confusion
matrices and a macro-style Fl-score to account for class imbalance. The proposed
Sparse Geometry Autoencoder achieves the strongest overall performance, obtaining
a macro-style Fl-score of 0.8399, an accuracy of 0.9265, a precision of 0.7280, a
recall of 0.7162, and a specificity of 0.9588. The results demonstrate that meaningful
arrhythmia detection can be achieved using only a short healthy baseline and without
requiring abnormal examples during model development.

The findings indicate that compact latent representations combined with spar-
sity and geometry-preserving regularization improve reconstruction-based anomaly
detection under strict personalized zero-shot constraints. More broadly, the study
demonstrates the potential of patient-specific representation learning as a foundation
for future personalized cardiac monitoring systems.

Keywords: Electrocardiogram (ECG), Personalized Anomaly Detection, Zero-
Shot Learning, Autoencoder, Variational Autoencoder, Sparse Geometry Autoen-
coder, Representation Learning.
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CHAPTER 1 Introduction

Cardiovascular diseases (CVDs) continue to represent one of the most serious global
health challenges, contributing to the highest number of deaths worldwide and plac-
ing a considerable burden on healthcare systems. According to the World Health
Organization (WHO), nearly one in every three deaths globally is attributed to car-
diovascular diseases [1]. Among the broad range of cardiovascular disorders, cardiac
arrhythmias are particularly important because they may occur intermittently and
often remain undetected until they contribute to severe clinical outcomes such as
stroke, heart failure, or sudden cardiac death. Consequently, reliable and timely ar-
rhythmia detection has become an important objective in both clinical cardiology and
preventive healthcare.

Electrocardiography (ECG) is the most widely used non-invasive technique for
monitoring the electrical activity of the heart. By recording voltage fluctuations
generated during cardiac depolarization and repolarization, ECG provides valuable
information regarding heart rhythm, conduction abnormalities, and structural cardiac
conditions [2|. Because ECG acquisition is relatively inexpensive, non-invasive, and
clinically informative, it has become a fundamental tool for both diagnostic assessment
and long-term cardiac monitoring.

The increasing availability of wearable sensing devices and ambulatory monitor-
ing systems has transformed the way ECG data can be collected. Modern wearable
technologies enable continuous monitoring outside traditional clinical environments,
allowing cardiac activity to be recorded during everyday activities over extended pe-
riods of time. This capability creates new opportunities for early detection of cardiac
abnormalities and personalized health monitoring. However, it also introduces im-
portant technical challenges. Automated monitoring systems must operate reliably
in the presence of noise, physiological variability, changing recording conditions, and

substantial differences between individuals.



One of the most significant challenges in automated ECG analysis is the large
degree of patient-specific variability. The morphology of a normal heartbeat dif-
fers naturally across individuals due to variations in cardiac anatomy, physiological
state, age, and recording conditions. As a result, a heartbeat pattern that appears
normal for one patient may differ considerably from the normal pattern of another
patient. Previous studies have demonstrated that incorporating patient-specific in-
formation can significantly improve ECG classification performance compared with
purely population-based approaches [3,4]. These findings highlight the importance of
personalization in ECG analysis systems.

At the same time, practical deployment scenarios often introduce another impor-
tant constraint. When a new user begins ECG monitoring, only a short period of
healthy cardiac activity may be available for model development. Abnormal beats
from that individual may be unavailable because arrhythmias occur infrequently or
have not yet been observed. Consequently, many supervised learning approaches
become difficult to apply because they require labelled examples from both normal
and abnormal classes during training [5-7]. This limitation motivates the investiga-
tion of personalized zero-shot learning approaches that can operate without requiring
patient-specific abnormal examples.

Rather than learning explicit decision boundaries between normal and abnormal
classes, zero-shot anomaly detection approaches attempt to learn the characteristics
of normal data and identify deviations from that learned representation. This for-
mulation is closely related to anomaly detection and novelty detection, where models
are trained primarily on normal observations and later identify samples that differ
significantly from the learned distribution [8-10]. Such an approach is particularly
attractive for personalized ECG monitoring because it reflects realistic deployment
conditions in which only healthy baseline recordings are available at the start of mon-
itoring.

This thesis investigates a strictly personalized zero-shot ECG anomaly detection

framework in which each patient is modelled independently using only a short segment



of healthy ECG data. The study focuses on reconstruction-based anomaly detection
using representation learning techniques. Three model families are evaluated under
the same experimental protocol: a standard Autoencoder (AE), a Variational Autoen-
coder (VAE) [11], and a proposed Sparse Geometry Autoencoder inspired by recent
advances in geometry-aware representation learning [12]. The central objective is to
determine whether structured latent-space regularization can improve anomaly detec-
tion performance when only healthy patient-specific ECG data are available during
model development.

By addressing this problem, the thesis contributes to the broader goal of developing
practical and scalable approaches for personalized cardiac monitoring. The proposed
framework seeks to bridge the gap between traditional supervised arrhythmia classi-
fication methods and real-world monitoring scenarios where abnormal examples may

not be available in advance.

1.1 The Role of Benchmark Datasets and Deep Learning

The development of automated ECG analysis systems has been strongly influenced
by the availability of publicly accessible benchmark datasets. Among these resources,
the MIT-BIH Arrhythmia Database remains one of the most widely used and exten-
sively studied datasets for arrhythmia detection and classification research. Originally
introduced by Moody and Mark, the database contains annotated ambulatory ECG
recordings collected from a diverse group of patients exhibiting a wide range of car-
diac rhythms and arrhythmias [13,14]. Through its integration into PhysioNet, the
database has become a standard benchmark for evaluating ECG signal-processing
algorithms, heartbeat classification methods, and anomaly detection systems [15,16].

The significance of the MIT-BIH Arrhythmia Database extends beyond its acces-
sibility. The dataset provides expert annotations for individual heartbeats, enabling
researchers to compare algorithms under common experimental conditions. As a re-
sult, the database has played a central role in the development of both traditional

machine-learning approaches and modern deep-learning methods for ECG analysis.



To facilitate consistent evaluation across studies, many researchers adopt the rec-
ommendations of the Association for the Advancement of Medical Instrumentation
(AAMI), which defines standardized heartbeat groupings and reporting procedures
for arrhythmia classification systems [17]. These standards have contributed to more
reliable and comparable performance assessments within the ECG research commu-
nity.

Before the emergence of deep learning, automated ECG analysis relied primarily
on handcrafted feature extraction techniques. Researchers designed features based
on waveform morphology, heartbeat intervals, frequency-domain characteristics, and
statistical signal descriptors. One of the most influential studies in this area was con-
ducted by de Chazal et al. [18], who demonstrated that combining ECG morphology
features with heartbeat interval information could achieve effective heartbeat classi-
fication performance. Subsequent work by de Chazal and Reilly further showed that
incorporating patient-specific adaptation could significantly improve classification ac-
curacy, emphasizing the importance of personalization in ECG analysis [3].

Additional research explored feature-selection strategies and generalization across
patient populations. Llamedo and Martinez investigated feature-selection methods
designed to improve classification performance while maintaining robustness across
different datasets and patient groups [19]. These studies established many of the
foundational concepts that continue to influence ECG analysis today, particularly the
importance of morphological information and patient-specific characteristics.

The rapid growth of deep learning transformed the field by reducing dependence
on manually engineered features. Instead of requiring handcrafted representations,
deep neural networks learn hierarchical feature representations directly from raw or
minimally processed ECG signals. This capability allows models to automatically
discover complex waveform patterns that may be difficult to capture using traditional
feature-engineering approaches.

One of the earliest successful applications of deep learning to patient-specific ECG

classification was proposed by Kiranyaz et al. [4], who introduced a one-dimensional



convolutional neural network capable of learning patient-specific heartbeat representa-
tions directly from ECG signals. Their work demonstrated that compact deep-learning
architectures could achieve competitive classification performance while adapting to
individual patient characteristics. The study also highlighted the potential of person-
alized deep-learning models for real-time ECG analysis.

Subsequent research further expanded the application of deep learning to arrhyth-
mia detection and classification. Acharya et al. [20] demonstrated that convolutional
neural networks could automatically learn discriminative heartbeat representations
without requiring extensive feature engineering. Later, Hannun et al. [21] reported
cardiologist-level performance for deep neural networks trained on large-scale ECG
datasets, illustrating the growing capability of deep-learning systems for automated
rhythm analysis. These developments established deep learning as one of the domi-
nant paradigms for ECG classification research.

The increasing popularity of deep learning has also motivated extensive survey
and review studies. Murat et al. [5] reviewed the application of deep-learning tech-
niques for heartbeat detection and classification, highlighting both the strengths and
limitations of existing approaches. More recent reviews by Xiao et al. [6] and Ansari
et al. [7] confirmed that deep learning has become a leading methodology for ECG ar-
rhythmia analysis, particularly when large labelled datasets are available for training.
These reviews consistently report strong classification performance across a variety of
arrhythmia detection tasks.

Despite these advances, most successful deep-learning approaches share an impor-
tant assumption: the availability of labelled examples from both normal and abnormal
heartbeat classes during training. In many studies, models are trained using large col-
lections of annotated ECG recordings obtained from multiple patients. While such
approaches have achieved impressive results, they do not necessarily reflect realis-
tic deployment scenarios in which only healthy recordings from a new user may be
available. Consequently, the impressive performance reported by many supervised

deep-learning systems does not automatically translate to personalized monitoring



applications operating under strict zero-shot constraints.

Transfer learning has emerged as one potential solution to limited data availabil-
ity. Kachuee et al. [22] demonstrated that deep representations learned from one
ECG dataset can be transferred to related heartbeat classification tasks, reducing
the amount of task-specific training data required. More recently, Wei et al. [23]
investigated patient-specific personalization through differentiated knowledge distilla-
tion, showing that externally learned knowledge can improve diagnostic performance
for individual patients. Although these approaches are valuable, they still rely on
information learned from other subjects or external datasets.

The present thesis adopts a more restrictive perspective. Rather than transferring
knowledge from external populations, each model is trained independently using only
healthy ECG beats obtained from the target patient. This setting intentionally re-
moves access to abnormal training examples and cross-patient supervision, creating
a strictly personalized zero-shot learning problem. The objective is not to compete
directly with fully supervised deep-learning classifiers, but rather to investigate how
effectively patient-specific normal cardiac behaviour can be learned and subsequently
used for anomaly detection when abnormal examples are unavailable.

The transition from traditional machine-learning methods to deep-learning ap-
proaches has therefore provided both motivation and context for this research. While
benchmark datasets and deep neural networks have significantly advanced ECG anal-
ysis, important questions remain regarding personalization, representation learning,
and anomaly detection under realistic monitoring conditions. These challenges moti-
vate the personalized zero-shot framework investigated throughout the remainder of

this thesis.

1.2 Persistent Challenges in Personalized and Zero-Shot Mon-
itoring

Although substantial progress has been achieved in automated ECG analysis, several

challenges continue to limit the practical deployment of intelligent cardiac monitor-

6



ing systems. Among these challenges, patient-specific variability and the absence of
abnormal training data are particularly important. While many existing methods
achieve strong performance under controlled experimental conditions, their assump-
tions often differ from those encountered in realistic long-term monitoring scenarios.
Understanding these challenges is therefore essential for motivating the personalized

zero-shot framework investigated in this thesis.

1.2.1 Patient-Specific Variability

One of the most fundamental characteristics of ECG signals is their variability across
individuals. The morphology of a heartbeat is influenced by multiple physiological
and anatomical factors, including cardiac structure, age, gender, heart position, auto-
nomic nervous system activity, and electrode placement. Consequently, normal ECG
patterns vary considerably between patients, even when no pathological condition is
present.

This variability creates significant challenges for automated classification systems.
Models trained using population-level data often learn representations that capture
general patterns across many individuals. While such representations can achieve high
average performance, they may not accurately reflect the unique characteristics of a
particular patient’s ECG signal. As a result, population-based models can experience
performance degradation when applied to individuals whose normal cardiac patterns
differ from those observed during training.

Several studies have highlighted the importance of personalization in ECG analy-
sis. De Chazal and Reilly demonstrated that adapting classification models to individ-
ual patients can significantly improve heartbeat classification performance compared
with purely global approaches [3]. Similarly, Kiranyaz et al. [4]| showed that patient-
specific deep learning models can outperform generalized classifiers by learning rep-
resentations tailored to the characteristics of a single patient. These findings suggest
that personalized modelling strategies may provide a more suitable foundation for

ECG monitoring systems than approaches that rely exclusively on population-level



learning.

The challenge becomes even more significant in long-term monitoring applica-
tions. Continuous monitoring systems must operate over extended periods during
which physiological conditions may change naturally. Variations in physical activity,
emotional state, respiration, fatigue, and sensor positioning can all influence ECG
morphology. Therefore, an effective monitoring system must distinguish between
normal physiological variability and clinically relevant abnormalities. Achieving this
distinction remains one of the central difficulties in personalized ECG analysis.

From a machine-learning perspective, patient-specific variability implies that nor-
mality itself is highly individualized. Rather than defining a universal representation
of healthy cardiac activity, personalized monitoring systems must learn what con-
stitutes normal behaviour for each patient separately. This observation provides a
strong motivation for representation-learning approaches that are trained directly on

patient-specific data.

1.2.2 Limited Availability of Abnormal Data

A second major challenge arises from the scarcity of abnormal training examples.
Most supervised machine-learning methods assume that representative samples from
all target classes are available during training. In ECG classification, this typically
means that models are trained using labelled examples of both normal and abnor-
mal heartbeats. Although this assumption is appropriate for benchmark evaluation
studies, it is often unrealistic in practical deployment settings.

In many real-world monitoring scenarios, a new user begins monitoring while ex-
hibiting normal cardiac activity. Consequently, only healthy ECG recordings may be
available during the initial model-development phase. Abnormal rhythms may occur
infrequently or may not have been observed previously. As a result, patient-specific
abnormal examples are unavailable for training, validation, or threshold calibration.

This limitation creates a fundamental mismatch between many existing ECG clas-

sification systems and practical monitoring requirements. Deep-learning classifiers



frequently achieve strong performance because they learn discriminative boundaries
between multiple labelled classes [5-7|. However, constructing such boundaries re-
quires examples from both normal and abnormal categories. When abnormal data
are unavailable, alternative learning paradigms become necessary.

The problem is particularly important in preventive healthcare applications. The
objective of continuous monitoring is often to identify the first occurrence of an ab-
normal event rather than to classify events that have already been observed. Con-
sequently, the monitoring system must be capable of detecting previously unseen

abnormalities without relying on prior examples from the target patient.

1.2.3 The Zero-Shot Constraint

The absence of abnormal training data motivates the use of zero-shot anomaly detec-
tion strategies. In the context of this thesis, zero-shot learning refers to the ability
to detect abnormal heartbeats despite having no access to abnormal examples from
the target patient during model development. Rather than learning a direct mapping
between normal and abnormal classes, the model learns a representation of normal
cardiac activity and subsequently identifies deviations from that representation.

This formulation differs substantially from conventional supervised classification.
Instead of focusing on class separation, the objective becomes the characterization of
normality. Samples that conform closely to the learned representation are considered
normal, whereas samples that deviate significantly from the learned representation
are treated as potential anomalies.

The broader machine-learning literature provides several conceptual foundations
for this approach. Anomaly detection seeks to identify observations that differ sub-
stantially from expected patterns within a dataset [8|. Closely related concepts include
novelty detection, which focuses on identifying previously unseen observations [9],
and one-class learning, which attempts to characterize a target class without requir-
ing examples of alternative classes [24]. More recently, deep-learning-based anomaly

detection methods have extended these ideas through representation learning and



reconstruction-based modelling approaches [10, 25].

The zero-shot setting considered in this thesis is intentionally strict. For each
patient, only healthy ECG beats are used during model development. Abnormal beats
are excluded not only from training but also from validation, threshold selection, and
model optimization. This design ensures that performance reflects the model’s ability
to learn normal cardiac behaviour rather than its ability to memorize known abnormal
patterns.

Although challenging, this formulation closely resembles realistic deployment con-
ditions. A monitoring system designed for long-term preventive healthcare should
ideally begin operation using only healthy baseline recordings and subsequently de-
tect emerging abnormalities as they occur. Therefore, studying ECG anomaly de-
tection under strict zero-shot constraints provides valuable insight into the practical

feasibility of personalized monitoring systems.

1.2.4 Implications for Representation Learning

The combination of patient-specific variability and the zero-shot constraint has im-
portant implications for model design. Because abnormal examples are unavailable,
detection performance depends largely on the quality of the learned representation
of normal cardiac activity. A representation that accurately captures healthy ECG
structure should produce consistent responses for normal beats while responding dif-
ferently to abnormal beats.

Representation learning methods are therefore particularly attractive in this con-
text. Instead of relying on manually engineered features, representation-learning
models attempt to discover informative latent structures directly from data [26]. Au-
toencoders are among the most widely used representation-learning approaches be-
cause they learn compressed latent representations by reconstructing their inputs [27].
When trained exclusively on healthy ECG beats, an autoencoder is expected to learn
a latent representation that characterizes normal cardiac morphology.

However, learning useful representations for anomaly detection is not straightfor-
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ward. Highly flexible models may reconstruct abnormal inputs almost as effectively
as normal inputs, thereby reducing the separation between healthy and anomalous
samples. This challenge motivates the use of additional regularization strategies that
encourage the latent space to capture meaningful structure rather than simply maxi-
mizing reconstruction accuracy.

The remainder of this thesis investigates whether carefully designed latent-space
regularization can improve anomaly separation under strict personalized zero-shot
conditions. In particular, the study examines the role of sparsity and geometry-
preserving regularization in shaping latent representations of healthy ECG beats and

evaluates their impact on reconstruction-based anomaly detection performance.

1.3 Prior Art: Personalization, Transfer Learning, and Repre-

sentation Learning

The challenges discussed in the previous section have motivated a growing body of
research aimed at developing ECG analysis systems that can adapt to individual
patients while maintaining robust performance. Although many studies have demon-
strated the effectiveness of deep learning for arrhythmia classification, researchers have
increasingly recognized that personalization plays an important role in improving clin-
ical applicability. This section reviews existing approaches related to patient-specific
modelling, transfer learning, anomaly detection, and representation learning, provid-

ing the foundation for the methodology proposed in this thesis.

1.3.1 Patient-Specific ECG Analysis

Traditional ECG classification systems were generally developed using population-
level training data. These approaches attempt to learn decision boundaries that
generalize across a large number of individuals. While successful in many classifica-
tion tasks, population-based models often struggle to accommodate the substantial
variability that exists between patients.

Recognizing this limitation, several researchers have investigated patient-adaptive
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and patient-specific learning strategies. Omne of the most influential contributions
was introduced by de Chazal and Reilly, who proposed a patient-adapting heartbeat
classifier capable of incorporating subject-specific information into the classification
process [3]. Their work demonstrated that adapting models to individual patients
could significantly improve classification performance compared with purely global
approaches.

The importance of personalization was further reinforced by deep-learning-based
studies. Kiranyaz et al. [4] proposed a real-time patient-specific ECG classification
framework based on one-dimensional convolutional neural networks. Instead of rely-
ing entirely on population-level learning, the proposed model learned representations
tailored to individual patients, resulting in improved classification accuracy. The
study highlighted the potential benefits of personalized modelling in ECG analysis
and demonstrated that deep learning could effectively capture patient-specific char-
acteristics.

These findings suggest that personalization is not merely an implementation de-
tail but rather a fundamental requirement for reliable ECG monitoring. Since nor-
mal cardiac morphology differs across individuals, models that explicitly account for
patient-specific characteristics may be better positioned to distinguish pathological

deviations from ordinary physiological variability.

1.3.2 Transfer Learning and Personalization

While patient-specific models offer several advantages, they often require sufficient
patient-specific data for training and adaptation. To address this challenge, re-
searchers have explored transfer learning approaches that leverage information learned
from other datasets or patient populations.

Transfer learning aims to improve performance on a target task by utilizing knowl-
edge acquired from related source tasks. In ECG analysis, this typically involves
learning representations from large datasets and subsequently adapting them to new

patients or datasets with limited training examples. Kachuee et al. [22] demonstrated
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that transferable deep representations could improve ECG heartbeat classification
performance while reducing the amount of task-specific labelled data required.

More recently, Wei et al. [23] proposed a patient-specific personalization framework
based on differentiated knowledge distillation. Their work showed that externally
learned knowledge can be selectively transferred to improve diagnostic performance
for individual patients. Such approaches represent an important direction in ECG
research because they offer a mechanism for combining population-level information
with patient-specific adaptation.

Despite their effectiveness, transfer-learning methods introduce a different set of
assumptions from those considered in this thesis. The primary objective of trans-
fer learning is to exploit information obtained from external sources. In contrast,
the present work intentionally excludes cross-patient information during model de-
velopment. Each model is trained independently using only data obtained from the
target patient. This design choice allows the investigation to focus specifically on the

capability of patient-specific representation learning under strict zero-shot conditions.

1.3.3 Anomaly Detection and Novelty Detection

When abnormal examples are unavailable during training, anomaly detection provides
an alternative framework for identifying clinically relevant events. Rather than learn-
ing discriminative boundaries between predefined classes, anomaly detection methods
seek to characterize normal behaviour and identify deviations from that learned rep-
resentation.

The anomaly-detection problem has been studied extensively across multiple do-
mains. Chandola et al. [8] provided one of the most comprehensive surveys of anomaly
detection techniques, categorizing methods based on statistical, distance-based, density-
based, and learning-based approaches. Pimentel et al. [9] further examined novelty-
detection methods, emphasizing situations in which only normal observations are
available during training. These studies established many of the conceptual founda-

tions that continue to influence modern anomaly-detection research.
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One-class classification methods represent a closely related line of work. Schélkopf
et al. [24] introduced the One-Class Support Vector Machine (OC-SVM), which at-
tempts to estimate the support of a target distribution using only positive exam-
ples. Although originally developed before the widespread adoption of deep learning,
one-class methods remain important because they directly address situations where
abnormal training examples are unavailable.

More recently, deep-learning approaches have significantly expanded anomaly-
detection capabilities. Pang et al. [10] reviewed the application of deep learning to
anomaly detection and highlighted the advantages of representation learning for mod-
elling complex data distributions. Similarly, Ruff et al. [25] proposed Deep One-Class
(Classification, demonstrating how neural networks can be trained to learn compact
representations of normal data while improving anomaly detection performance.

These developments suggest that anomaly detection provides a natural framework
for personalized ECG monitoring. Since abnormal examples are unavailable in the
zero-shot setting, learning a representation of healthy cardiac activity and detecting
deviations from that representation becomes a practical alternative to supervised

classification.

1.3.4 Representation Learning and Autoencoders

Representation learning has emerged as one of the most influential paradigms in mod-
ern machine learning. Instead of relying on manually engineered features, representation-
learning methods attempt to discover informative latent structures directly from data.
Bengio et al. [26] described representation learning as a framework for automatically
extracting useful features that facilitate downstream learning tasks.

Among representation-learning techniques, autoencoders have become particularly
popular. An autoencoder consists of two components: an encoder that maps an input
into a lower-dimensional latent representation and a decoder that reconstructs the
original input from that representation [27|. The learning objective is typically based

on minimizing reconstruction error between the input and its reconstruction.
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Several variants of autoencoders have been proposed to improve representation
quality. Vincent et al. [28] introduced denoising autoencoders, which learn robust
representations by reconstructing clean inputs from corrupted observations. Rifai
et al. [29] proposed contractive autoencoders, which encourage local invariance by
penalizing sensitivity of the latent representation to small input perturbations. These
approaches demonstrate that latent-space regularization can substantially influence
representation quality.

Autoencoders have also been widely applied to anomaly detection. The under-
lying intuition is that a model trained primarily on normal data should reconstruct
normal observations more accurately than abnormal observations. Reconstruction
error can therefore serve as an anomaly score. Zhou and Paffenroth demonstrated
the effectiveness of robust deep autoencoders for anomaly detection tasks involving
complex data distributions [30]. Similarly, Sakurada and Yairi showed that nonlinear
autoencoder-based representations can be used successfully for anomaly detection in
high-dimensional datasets [31].

These characteristics make autoencoders particularly suitable for the personalized
ECG monitoring problem considered in this thesis. Because training data consist
exclusively of healthy ECG beats, reconstruction-based learning provides a natural

mechanism for modelling patient-specific normality.

1.3.5 Variational Autoencoders and Structured Latent Spaces

While conventional autoencoders learn deterministic latent representations, varia-
tional autoencoders introduce a probabilistic formulation of representation learn-
ing. Proposed by Kingma and Welling, the Variational Autoencoder (VAE) com-
bines neural-network-based representation learning with probabilistic latent-variable
modelling [11]. Instead of learning a single latent vector for each input, the encoder
estimates a probability distribution from which latent representations are sampled.
This probabilistic framework offers several advantages. By regularizing latent rep-

resentations toward a predefined prior distribution, VAEs encourage smoother and

15



more structured latent spaces. Such properties are often desirable when learning rep-
resentations of complex physiological signals because they may improve generalization
and robustness.

Subsequent research expanded the flexibility of variational inference methods.
Rezende and Mohamed introduced normalizing flows, demonstrating how more ex-
pressive latent distributions can be learned through a sequence of invertible transfor-
mations [32]. These developments highlighted the importance of latent-space struc-
ture in representation learning and influenced a broad range of generative modelling
applications.

Despite their success, VAEs are not automatically optimal for anomaly detection.
Reconstruction performance alone may not guarantee effective anomaly separation.
Consequently, additional forms of latent-space regularization have been investigated

to encourage more meaningful representations.

1.3.6 Geometry-Aware Representation Learning

Recent advances in representation learning have increasingly emphasized the geomet-
ric properties of latent spaces. Rather than focusing solely on reconstruction accu-
racy, geometry-aware approaches seek to preserve meaningful structural relationships
among samples during the representation-learning process.

Chen et al. [33] investigated latent-space geometry within variational autoencoders
and demonstrated that geometric properties can significantly influence representation
quality. Their work highlighted the importance of latent manifold structure and
motivated further research into geometry-aware learning objectives.

Building on these ideas, Lee et al. [12] proposed Regularized Autoencoders for
[sometric Representation Learning, introducing regularization strategies designed to
preserve geometric relationships between samples in latent space. The central idea
is that samples that are close in the original data space should remain close after
encoding. Such constraints encourage the latent representation to retain meaningful

structural information while reducing undesirable distortions.
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These developments are particularly relevant to ECG anomaly detection. Healthy
ECG beats often exhibit consistent morphological patterns that may form structured
manifolds in feature space. Preserving local geometric relationships within these man-
ifolds may improve the ability of latent representations to distinguish healthy variabil-
ity from pathological deviations. This observation provides the primary motivation
for the Sparse Geometry Autoencoder investigated in this thesis.

The literature reviewed in this section demonstrates a clear progression from tradi-
tional ECG classification toward increasingly personalized and representation-driven
learning approaches. However, a gap remains at the intersection of patient-specific
modelling, anomaly detection, and geometry-aware representation learning. The fol-
lowing section formalizes this gap and introduces the research questions addressed

throughout the remainder of the thesis.

1.4 Problem Statement and Research Gap

The advances discussed in the previous sections demonstrate that substantial progress
has been made in automated ECG analysis through machine learning and deep learn-
ing. Nevertheless, most existing methods have been developed under assumptions
that differ considerably from those encountered in practical personalized monitor-
ing scenarios. In particular, many successful approaches depend on large annotated
datasets containing both normal and abnormal heartbeats, often collected from mul-
tiple patients. While such assumptions are appropriate for benchmark classification
tasks, they are less suitable for real-world monitoring systems that must operate for
previously unseen individuals.

This thesis focuses on a more restrictive and practically motivated problem set-
ting. The objective is to develop a patient-specific ECG anomaly detection framework
capable of identifying abnormal cardiac activity when only a short segment of healthy
ECG data is available from the target patient. No abnormal beats are used during
training, validation, threshold calibration, or model selection. Furthermore, no cross-

patient information is incorporated into model development. Each patient is treated
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as an independent learning problem.

The motivation for this formulation stems from realistic deployment conditions.
When a new user begins long-term ECG monitoring, a healthy baseline can usually
be collected within a relatively short period of time. However, examples of future
arrhythmias are typically unavailable. Consequently, conventional supervised classifi-
cation methods cannot be applied directly because the abnormal classes required for
training do not yet exist for that individual.

This limitation motivates the use of anomaly detection and representation-learning
techniques. Rather than learning explicit class boundaries, the model learns a repre-
sentation of normal cardiac activity and subsequently identifies deviations from that
learned representation. The effectiveness of this approach depends heavily on the
quality of the learned latent representation and the ability of the model to preserve
meaningful characteristics of healthy ECG morphology.

Although patient-specific classification, anomaly detection, and representation
learning have each been studied individually, their integration within a strictly person-
alized zero-shot ECG monitoring framework remains relatively unexplored. Existing
ECG classification systems are primarily supervised and require labelled arrhythmia
examples [5-7|. Patient-specific approaches often rely on adaptation using labelled pa-
tient data [3,4]. Transfer-learning methods exploit information from external datasets
or populations [22,23]. Meanwhile, geometry-aware representation learning has largely
been investigated in broader machine-learning contexts rather than personalized ECG
anomaly detection [12,33].

Consequently, an important research gap remains. There is limited understand-
ing of how geometry-preserving latent-space regularization influences reconstruction-
based anomaly detection performance when models are trained exclusively on healthy
ECG beats from a single patient. Furthermore, the effectiveness of such approaches
under strict zero-shot constraints has not been systematically evaluated.

This thesis addresses this gap by investigating whether sparsity and geometry-

preserving regularization can improve patient-specific anomaly detection compared
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with conventional autoencoder-based approaches. The study evaluates three reconstruction-
based models under identical conditions: a standard Autoencoder (AE), a Variational
Autoencoder (VAE), and a Sparse Geometry Autoencoder. Through this compari-
son, the thesis seeks to determine whether structured latent representations provide

measurable advantages for personalized zero-shot ECG monitoring.

1.5 Research Questions

To address the identified research gap, the thesis is organized around four research

questions.

1. RQ1l: Can five minutes of personalized ECG data enable effective

zero-shot arrhythmia detection?

This question investigates the feasibility of learning a useful patient-specific
representation of normal cardiac activity using only a short healthy baseline.
The objective is to determine whether meaningful anomaly detection can be

achieved without observing abnormal beats during model development.

2. RQ2: Does sparsity and geometry-preserving regularization improve
anomaly detection performance compared with standard AE and VAE

baselines?

This question evaluates the contribution of the proposed Sparse Geometry Au-
toencoder. By comparing the three model families under identical experimen-
tal conditions, the study examines whether latent-space regularization provides

measurable improvements in anomaly separation and classification performance.
3. RQ3: How does latent-space structure influence reconstruction-based
anomaly detection?

This question explores the relationship between latent representations and de-
tection performance. Particular attention is given to sparsity, geometric organi-

zation, reconstruction-error distributions, and their influence on the separation
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between normal and abnormal beats.

4. RQ4: How effective is percentile-based threshold selection in a strict

zero-shot setting?

Because abnormal beats are unavailable during model development, thresholds
must be estimated exclusively from healthy validation data. This question inves-
tigates whether percentile-based thresholding provides a practical and reliable

mechanism for personalized anomaly detection.

Together, these research questions examine the feasibility, effectiveness, and under-
lying mechanisms of personalized zero-shot ECG anomaly detection. They provide a
structured framework for evaluating both the proposed methodology and the broader

implications of patient-specific representation learning.

1.6 Contributions

To address the research questions outlined above, this thesis makes the following

contributions.

1.6.1 Strictly Personalized Zero-Shot ECG Monitoring Framework

The thesis formulates ECG anomaly detection as a strictly personalized zero-shot
learning problem. Each model is trained exclusively on healthy ECG beats obtained
from the target patient, while abnormal beats are excluded from training, validation,
threshold calibration, and model selection. This formulation closely reflects realistic

cold-start monitoring scenarios.

1.6.2 Sparse Geometry Autoencoder

A Sparse Geometry Autoencoder is proposed for reconstruction-based anomaly de-
tection. The model extends a conventional autoencoder by incorporating sparsity-

promoting and geometry-preserving regularization terms. These constraints encour-
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age compact latent representations while preserving local structural relationships

among healthy ECG beats.

1.6.3 Comprehensive Ablation Analysis

A systematic ablation study is conducted to investigate the influence of latent di-
mensionality, activation functions, masking strategies, weight tying, sparsity regular-
ization, geometry regularization, and threshold calibration. This analysis provides

insight into the factors that most strongly affect anomaly detection performance.

1.6.4 Comparative Evaluation of AE, VAE, and Sparse Geometry AE

Three reconstruction-based model families are evaluated under identical experimental
conditions. This comparison isolates the effect of latent-space regularization and pro-

vides a rigorous assessment of the proposed approach relative to established baselines.

1.6.5 Experimental Validation on MIT-BIH Arrhythmia Database

The proposed framework is evaluated using patient-specific experiments on the MIT-
BIH Arrhythmia Database [14,15]. The final Sparse Geometry Autoencoder achieves
the strongest overall performance, obtaining a macro-style F1-score of 0.8399 and an

accuracy of 0.9265 while using only healthy patient-specific training data.

1.7 Thesis Organization

The remainder of this thesis is organized as follows.

Chapter 2 presents the theoretical background and literature review. The chapter
introduces ECG fundamentals, arrhythmia classification, benchmark ECG datasets,
anomaly detection, representation learning, autoencoders, variational autoencoders,
and geometry-aware learning methods. It concludes by identifying the research gap
addressed in this thesis.

Chapter 3 describes the methodology adopted in this research. The chapter

details the data preparation procedure, patient-specific dataset construction, model
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architectures, reconstruction objectives, regularization strategies, threshold selection
process, evaluation metrics, and experimental design.

Chapter 4 presents the experimental results and analysis. The performance of the
Autoencoder, Variational Autoencoder, and Sparse Geometry Autoencoder is com-
pared under identical conditions. The chapter also reports the findings of the ablation
study and examines reconstruction-error behaviour and latent-space characteristics.

Chapter 5 concludes the thesis by summarizing the main findings, discussing lim-
itations, and outlining directions for future research. Particular attention is given to
the implications of personalized representation learning for practical ECG monitoring

systems.
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CHAPTER 2 BACKGROUND AND

LITERATURE REVIEW

This chapter provides a comprehensive review of the literature relevant to strictly
personalized zero-shot ECG arrhythmia detection. We organize the review around

the four research questions introduced in Chapter 1:

e RQ1: Can five minutes of personalized ECG data enable zero-shot arrhythmia

detection?

e RQ2: Do sparsity and geometry regularization improve performance compared

with standard AE and VAE baselines?
e RQ3: How does latent space structure affect anomaly separation?

e RQ4: How effective is percentile-based thresholding for zero-shot anomaly de-

tection?

The chapter begins with the physiological fundamentals of the electrocardiogram,
because understanding what makes ECG signals patient-specific is essential for ap-
preciating why personalization matters. It then describes the MIT-BIH Arrhythmia
Database and the AAMI annotation standard, as these provide the foundation for the
empirical evaluation. Next, it traces the evolution of automated ECG analysis—from
classical feature-based methods to deep learning—highlighting how each generation
of techniques has addressed (or failed to address) the challenges of patient-specific
variability and zero-shot detection. The chapter then surveys the literature on person-
alization, transfer learning, and zero-shot anomaly detection, with special attention
to reconstruction-based methods and geometric regularization. Finally, the reviewed
work is synthesized to identify the specific research gap that motivates the proposed

approach and to show how the four research questions emerge from this gap. This
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structure is intended to keep the literature review connected to the methodological

choices developed in the next chapter.

2.1 Introduction to ECG and Cardiac Electrophysiology

Electrocardiography provides a non-invasive surface recording of the electrical activity
of the heart. In standard ECG acquisition, electrodes placed on the body record
potential differences associated with the depolarization and repolarization of cardiac
tissue during the cardiac cycle [2]. Public repositories such as PhysioNet have made
physiological signal recordings widely available for computational research and have
played an important role in the development of reproducible ECG analysis studies [15].

In modern clinical practice and research, ECG signals are collected in both clinical
and ambulatory settings, including long-term recordings used for rhythm monitoring
and arrhythmia analysis. This has made ECG a central signal modality for automated
cardiac monitoring and for deep-learning-based arrhythmia detection research [5-7].
The value of ECG arises from the fact that many rhythm disorders manifest as changes
in the timing, morphology, or relationships of waveform components, which can be
analyzed visually by clinicians or computationally by signal-processing and machine-
learning methods [2].

These physiological fundamentals are directly relevant to the research questions
of this thesis. Patient-specific variability in ECG morphology arises from anatomical,
physiological, and recording-related differences between individuals. This variability
helps explain why personalized modelling is important: a patient’s normal rhythm
can have a stable individual pattern, while still differing from the population average.
At the same time, this variability also makes anomaly detection difficult because a
useful model must distinguish true abnormal deviations from ordinary patient-specific

variation.
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2.1.1 The Cardiac Cycle and Electrical Conduction System

From a signal-processing perspective, a standard ECG lead can be treated as a quasi-
periodic waveform composed of repeated cardiac cycles. Each cycle corresponds to
a sequence of electrical events associated with one heartbeat, and these events are
reflected in the observable ECG waveform components described in standard electro-
cardiography texts [2].

In a healthy rhythm, electrical activation begins in the sinoatrial node, spreads
through the atria, passes through the atrioventricular conduction system, and then
propagates through the His—Purkinje network to activate the ventricles. This or-
derly conduction sequence is reflected in the timing of the P wave, PR interval, QRS
complex, ST segment, and T wave [2]. Rather than relying on manually defined clin-
ical timing thresholds as explicit input features, this thesis uses segmented heartbeat
morphology to learn each patient’s normal pattern.

The sinoatrial node normally initiates cardiac activation at a regular rhythm in
healthy resting adults. Disturbances in the conduction sequence can produce arrhyth-
mias, although their severity varies widely. Some rhythm disturbances may be benign,
while others may require urgent clinical attention. This range of possible outcomes
motivates automated detection systems that are both sensitive to abnormal events

and specific enough to avoid excessive false alarms.

2.1.2 ECG Waveform Components and Their Clinical Significance

A normal cardiac cycle contains several waveform components that appear on the
body surface ECG [2]. Each component reflects a different phase of cardiac electrical
activity and can provide diagnostic information. Understanding these components is
important for automated ECG analysis because arrhythmias and conduction abnor-

malities may affect waveform timing, morphology, or both.
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The P Wave

The P wave represents atrial depolarization, which corresponds to electrical activation
of the atria. It is typically a small, rounded deflection and may be difficult to identify
when the signal is noisy or when atrial activity is altered [2]. P-wave morphology and
timing can provide useful information about atrial activation and rhythm.

For reconstruction-based beat analysis, the P wave is technically challenging be-
cause it is small in amplitude and may be affected by noise, baseline variation, or
segmentation choices. This supports the use of reconstruction objectives that preserve

overall waveform shape rather than relying only on pointwise amplitude differences.

The PR Interval

The PR interval is measured from the beginning of the P wave to the beginning of the
QRS complex. It reflects the time required for electrical activation to travel from the
atria through the atrioventricular conduction system before ventricular depolarization
begins [2]. Abnormally long or short PR intervals can indicate altered atrioventricular
conduction or pre-excitation patterns, depending on the broader clinical context.
The method developed in this thesis focuses primarily on single-beat morphology
rather than explicitly engineered rhythm intervals. This design is aligned with the
zero-shot setting considered in this work: the objective is to examine whether a short
patient-specific healthy baseline can provide enough morphological information for

anomaly detection without requiring abnormal examples during training.

The QRS Complex

The QRS complex represents rapid ventricular depolarization. Because the ventri-
cles contain a large mass of muscle tissue, the QRS complex is usually the highest-
amplitude and sharpest part of the ECG waveform [2]. Its duration and morphology
are clinically important because ventricular conduction abnormalities and ventricular
ectopic beats often alter the width, shape, or timing of the QRS complex.

In automated ECG classification, QRS morphology and heartbeat interval features
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have been widely used as discriminative inputs [18]. Deep-learning approaches can
also learn morphology-related patterns directly from segmented ECG beats without
requiring the same degree of manual feature engineering [20,21]|. These observations
support the use of morphology-based representation learning in this thesis.

This morphological distinction is central to reconstruction-based anomaly detec-
tion. If an abnormal beat contains morphology that is not represented in the healthy
training set, the model may reconstruct it less accurately than a normal beat. In
this thesis, sparsity and geometry regularization are therefore investigated as mecha-
nisms for learning a compact representation of normal beat morphology and improving

anomaly separation.

The ST Segment and T Wave

The ST segment lies between ventricular depolarization and ventricular repolariza-
tion. Deviations in the ST segment can be clinically important because they may
indicate abnormal ventricular recovery or ischemic processes, depending on the clini-
cal context [2]. The T wave is commonly interpreted as ventricular repolarization and
may also exhibit clinically meaningful changes in shape, amplitude, or orientation [2].

The QT interval spans ventricular depolarization and repolarization and is another
clinically important temporal measurement [2|. However, exact QT interpretation
depends on factors such as heart rate correction, age, sex, medication, and clinical
context. This thesis does not explicitly measure QT duration or use manually de-
fined QT thresholds. Instead, it focuses on reconstruction-based deviations from each
patient’s observed healthy morphology.

Although the proposed framework does not explicitly isolate the ST segment or
T wave, these components remain part of the segmented beat waveform. Therefore,
morphology changes in these regions may influence reconstruction error when they

differ from the patient’s learned healthy baseline.
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2.1.3 Heart Rate Variability and Rhythm Timing

Heart rhythm is not only defined by beat morphology but also by the timing between
consecutive beats. Variability in R-R intervals reflects changes in cardiac rhythm
and autonomic regulation, and abnormal timing patterns can be clinically relevant
in arrhythmia analysis [2|. Classical ECG classification studies have also shown that
heartbeat interval information can improve discrimination between beat types when
combined with morphology features [18].

The method proposed in this thesis does not explicitly model long-term R-R in-
terval sequences because the input representation is based on segmented individual
beats. This is a deliberate methodological choice intended to isolate the contribution
of patient-specific morphology and latent-space regularization. However, it also repre-
sents a limitation: rhythm patterns that depend strongly on longer temporal context

may not be fully captured by single-beat reconstruction alone.

2.1.4 Signal Acquisition and Lead Systems

ECG signals are acquired by placing electrodes on specific locations on the body
surface. The standard 12-lead ECG records multiple electrical views of the heart
and remains a central diagnostic tool in clinical cardiology [2]. Each lead provides a
different vector perspective, and certain abnormalities may be more visible in some
leads than in others.

For long-term ambulatory monitoring and computational benchmarking, reduced-
lead recordings are often used. The MIT-BIH Arrhythmia Database contains two-
channel ambulatory ECG recordings and has been widely used for arrhythmia detec-
tion and classification research [13,14,16]. Such reduced-lead settings are relevant
for computational studies because they simplify model input while still preserving
clinically meaningful rhythm and morphology information.

Many deep-learning ECG studies have evaluated single-lead or limited-lead inputs
to reduce model complexity and study practical monitoring scenarios [4,21]. The

experimental framework in this thesis follows a reduced-lead beat-based formulation,
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focusing on whether patient-specific normal morphology can be learned from a short

healthy baseline.

2.1.5 Why Patient-Specific Morphology Matters for the Research Ques-

tions

The physiological background discussed above directly motivates the research ques-
tions of this thesis. ECG morphology is highly patient-specific: the shape, amplitude,
and timing of normal waveform components can differ substantially between indi-
viduals. Patient-adaptive and patient-specific studies have shown that incorporating
individual patient information can improve ECG classification performance [3,4].

A morphology that differs from the population average may still represent a stable
normal baseline for a particular patient. This means that a global model trained
across many patients may confuse patient-specific normal variation with abnormality
or may miss deviations that are meaningful only relative to a patient’s own baseline.
This observation motivates RQ1, which asks whether five minutes of healthy patient-
specific ECG data can provide enough information for zero-shot arrhythmia detection.

The same reasoning also motivates RQ2 and RQ3. If a patient’s healthy beats
occupy a structured region of the input space, then an autoencoder should ideally
learn a compact and meaningful representation of that region. Sparsity and geometry-
preserving regularization are investigated in this thesis as ways to encourage such
structure in the latent space. The goal is not only to reconstruct healthy beats
accurately, but also to improve the separation between normal and abnormal beats
through reconstruction error and latent-space organization.

Finally, RQ4 follows from the practical constraint that abnormal beats are unavail-
able during model development. Since thresholds cannot be calibrated using labelled
anomalies, they must be estimated from healthy validation data only. Patient-specific
variability therefore supports the use of patient-specific thresholds rather than a single

global threshold.
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2.2 The MIT-BIH Arrhythmia Database: A Foundational Bench-

mark

The development of automated ECG analysis systems has been strongly influenced by
the availability of publicly accessible benchmark datasets. Among these resources, the
MIT-BIH Arrhythmia Database remains one of the most widely used and extensively
studied datasets in arrhythmia detection research. Since its introduction, the database
has served as a common evaluation platform for heartbeat classification, arrhythmia
detection, signal-processing algorithms, and more recently, deep-learning-based ECG
analysis systems |13, 14].

The widespread adoption of the MIT-BIH Arrhythmia Database has contributed
significantly to the reproducibility and comparability of ECG research. By provid-
ing standardized recordings together with expert annotations, the database enables
researchers to evaluate algorithms under common experimental conditions. This has
allowed meaningful comparisons across studies and has helped establish the database

as a benchmark for methodological development in cardiac monitoring research.

2.2.1 Historical Development and Significance

The MIT-BIH Arrhythmia Database was created through a collaborative effort be-
tween the Massachusetts Institute of Technology and Beth Israel Hospital. The
database was designed to support the development and evaluation of automated ECG
analysis systems by providing a collection of annotated ambulatory ECG recordings
containing a broad range of cardiac rhythms and arrhythmias [13].

The dataset later became one of the foundational resources integrated into Phys-
ioNet, an open-access repository of physiological signals and associated software tools.
Through PhysioNet, the database became freely accessible to researchers worldwide
and played a major role in advancing computational cardiology research [15,16]. Even
decades after its initial release, the database continues to be used extensively in con-

temporary ECG studies, reflecting its lasting importance within the field.
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A key reason for its continued relevance is the availability of expert beat-level
annotations. Each recording includes manually reviewed labels that identify heartbeat
types and rhythm events. These annotations provide an objective reference standard
against which automated methods can be evaluated. As a result, the database remains
one of the most trusted benchmarks for assessing algorithmic performance in ECG

analysis.

2.2.2 Dataset Characteristics

The MIT-BIH Arrhythmia Database consists of 48 ambulatory ECG recordings ob-
tained from 47 subjects. Each recording has a duration of approximately 30 minutes
and contains two simultaneously recorded ECG channels [14]|. The recordings were se-
lected to represent a diverse range of normal and abnormal cardiac rhythms, including
various supraventricular and ventricular arrhythmias.

The database contains hundreds of thousands of annotated heartbeats spanning
multiple beat categories. This diversity makes it particularly useful for investigating
automated arrhythmia detection methods because models can be evaluated across a
wide spectrum of rhythm disturbances and morphological variations.

Another important characteristic of the database is the substantial inter-patient
variability present within the recordings. ECG morphology differs considerably across
subjects due to physiological and anatomical differences. Consequently, the dataset
provides a realistic environment for studying patient-specific modelling approaches.
This aspect is particularly relevant to the present thesis, which focuses on learning
personalized representations of normal cardiac activity rather than population-level
classification boundaries.

The recordings were originally digitized at a sampling frequency of 360 Hz. This
relatively high temporal resolution preserves important waveform characteristics and
has contributed to the database’s long-standing utility for ECG signal-processing
research [14]. Numerous QRS detection, heartbeat segmentation, and classification

methods have been developed and validated using this dataset.
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2.2.3 Beat Annotations and Arrhythmia Categories

One of the defining features of the MIT-BIH Arrhythmia Database is the availability
of detailed beat-level annotations. Expert reviewers identified and labelled individ-
ual heartbeats according to their observed morphology and rhythm characteristics.
These annotations provide the foundation for evaluating automated classification and
anomaly-detection systems.

Because the original annotation scheme contains numerous heartbeat categories,
researchers frequently employ standardized grouping strategies when reporting re-
sults. The most widely adopted framework is provided by the Association for the
Advancement of Medical Instrumentation (AAMI), which defines recommended heart-
beat groupings for arrhythmia classification studies [17].

The AAMI recommendations reduce the complexity of the original annotation set
by grouping clinically related heartbeat types into broader categories. This standard-
ization facilitates fair comparison across studies and reduces inconsistencies caused by
differing label-selection strategies. As a result, AAMI-based evaluation has become
common practice in ECG classification research.

Beyond classification tasks, the availability of detailed beat annotations also sup-
ports anomaly-detection studies. Although anomaly detection does not necessarily
require class-specific training labels, annotated abnormal beats remain valuable dur-
ing evaluation because they provide an objective means of measuring detection per-
formance. Consequently, the MIT-BIH Arrhythmia Database is well suited for both

supervised classification and reconstruction-based anomaly-detection research.

2.2.4 Role in Personalized ECG Research

Many early ECG classification systems were developed using inter-patient evaluation
protocols in which information from multiple subjects was combined during training.
While such protocols remain important, they do not fully address the challenges
associated with personalized monitoring.

Patient-specific ECG analysis introduces additional complexities because the ob-
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jective is no longer to learn population-wide decision boundaries. Instead, the goal
is to model the unique characteristics of an individual patient’s cardiac activity.
The substantial inter-subject variability present within the MIT-BIH Arrhythmia
Database makes it an appropriate benchmark for investigating such personalized ap-
proaches.

Previous patient-adaptive studies have demonstrated that incorporating subject-
specific information can improve classification performance compared with purely
global models [3,4]. These findings suggest that personalized modelling may provide a
more suitable framework for long-term monitoring applications, where deviations from
an individual’s baseline are often more informative than deviations from a population
average.

The present thesis adopts an even more restrictive setting. Rather than adapting
a population-level model, each patient is treated as an independent learning problem.
Only healthy ECG beats from the target patient are used during model development,
while abnormal beats are reserved exclusively for evaluation. This formulation trans-
forms the task from supervised heartbeat classification into personalized zero-shot

anomaly detection.

2.2.5 Relevance to the Present Study

The MIT-BIH Arrhythmia Database provides several advantages for the research con-
ducted in this thesis. First, it contains a diverse collection of normal and abnormal
heartbeats that enables comprehensive evaluation of anomaly-detection performance.
Second, expert annotations provide reliable ground truth for assessing detection accu-
racy. Third, the substantial variability across subjects creates a realistic environment
for investigating personalized monitoring strategies.

Most importantly, the database allows the proposed framework to be evaluated
under conditions that closely resemble practical monitoring scenarios. By restricting
model development to healthy patient-specific recordings while reserving abnormal

beats for evaluation, it becomes possible to examine whether meaningful arrhythmia
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detection can be achieved without observing abnormal examples during training.
For these reasons, the MIT-BIH Arrhythmia Database serves as the primary exper-

imental benchmark throughout this thesis and provides the foundation for all model

development, evaluation, and comparative analysis presented in the subsequent chap-

ters.

2.3 ECG Arrhythmias and Classification Challenges

Cardiac arrhythmias are disturbances in the normal rhythm or conduction of the
heart. These disturbances may arise from abnormalities in impulse generation, im-
pulse conduction, or both. Depending on their origin and severity, arrhythmias can
range from relatively benign rhythm variations to potentially life-threatening condi-
tions requiring immediate medical intervention [2]. Because many arrhythmias occur
intermittently and may not be present during routine clinical examinations, continu-
ous ECG monitoring has become an important tool for early detection and diagnosis.

From a signal-analysis perspective, arrhythmias often manifest as changes in heart-
beat morphology, rhythm timing, or a combination of both. Abnormalities may alter
the shape of waveform components, modify conduction intervals, introduce ectopic
beats, or disrupt the regularity of cardiac rhythm. These changes provide the ba-
sis for automated arrhythmia detection systems, which attempt to identify abnormal

patterns within ECG recordings.

2.3.1 Types of Arrhythmias Relevant to Automated ECG Analysis

Automated ECG analysis systems frequently encounter a broad range of heartbeat
types and rhythm disturbances. Although a detailed clinical discussion of arrhythmia
taxonomy is beyond the scope of this thesis, several categories are particularly relevant
for computational analysis.

Supraventricular arrhythmias originate above the ventricles and may alter atrial
activation patterns, atrioventricular conduction, or rhythm regularity. Ventricular

arrhythmias originate within the ventricles and often produce more pronounced mor-
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phological changes in the ECG waveform, particularly within the QRS complex [2].
Premature ventricular contractions, for example, typically exhibit morphology that
differs substantially from normal sinus beats and therefore represent a common target
for automated detection systems.

From a machine-learning perspective, the importance of these arrhythmias lies not
only in their clinical significance but also in the diversity of their ECG manifestations.
Different arrhythmias may produce similar waveform alterations, while the same ar-
rhythmia may appear differently across patients. This variability contributes to the
complexity of automated classification and anomaly detection.

The MIT-BIH Arrhythmia Database reflects this diversity by including record-
ings containing both normal and abnormal cardiac rhythms [14]. As a result, it has
become one of the most widely used benchmarks for evaluating arrhythmia analysis

algorithms.

2.3.2 Morphological Variability and Classification Difficulty

One of the central challenges in ECG classification is the large variability present
within both normal and abnormal heartbeat classes. Heartbeats that belong to the
same clinical category may exhibit substantial morphological differences across pa-
tients. Conversely, beats belonging to different categories may sometimes appear
visually similar.

This phenomenon complicates automated classification because class boundaries
are often not clearly separated within the feature space. De Chazal et al. [18] demon-
strated that combining morphological information with heartbeat interval features can
improve classification performance, highlighting the importance of integrating multi-
ple sources of information when analysing ECG signals. Later work further showed
that patient-specific adaptation can improve classification accuracy by accounting for
individual differences in cardiac morphology |[3].

The challenge is particularly relevant in personalized monitoring applications. A

morphology that appears unusual at the population level may nevertheless represent
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normal cardiac behaviour for a specific patient. Consequently, systems that rely
exclusively on population-wide decision boundaries may misclassify patient-specific
normal patterns as abnormalities. This observation provides a strong motivation for
personalized modelling approaches.

Another source of complexity arises from noise and recording variability. Motion
artefacts, electrode displacement, baseline wander, muscle activity, and other sources
of interference can alter ECG waveforms and introduce patterns that resemble patho-
logical changes. Robust arrhythmia detection systems must therefore distinguish clin-

ically meaningful abnormalities from recording-related distortions.

2.3.3 The Evolution of Automated Arrhythmia Classification

Early ECG classification systems relied heavily on manually engineered features de-
rived from signal morphology, temporal intervals, and statistical descriptors. Re-
searchers designed features intended to capture clinically meaningful characteristics
such as QRS duration, RR intervals, waveform amplitudes, and frequency-domain
properties. These features were subsequently processed using conventional machine-
learning classifiers.

A notable example is the work of de Chazal et al. [18], who combined morphology
and interval-based features for heartbeat classification and demonstrated competitive
performance on the MIT-BIH Arrhythmia Database. Such approaches established
many of the foundations of modern ECG classification research.

The emergence of deep learning shifted attention away from handcrafted feature
engineering toward data-driven representation learning. Instead of explicitly defining
features, deep neural networks learn hierarchical representations directly from ECG
waveforms. This capability enables models to capture complex nonlinear relationships
that may be difficult to describe using manually designed features.

Kiranyaz et al. [4] demonstrated the effectiveness of patient-specific convolutional
neural networks for ECG classification, showing that deep-learning models can learn

meaningful patient-dependent representations directly from raw ECG signals. Sub-

36



sequent studies further expanded the use of deep learning for arrhythmia detection
and classification, achieving increasingly strong performance on benchmark datasets
[20, 21].

Comprehensive reviews by Murat et al. [5], Xiao et al. [6], and Ansari et al. [7] in-
dicate that deep learning has become one of the dominant paradigms in contemporary
ECG analysis. These studies consistently report substantial improvements over many
traditional machine-learning approaches, particularly when large labelled datasets are

available.

2.3.4 Limitations of Conventional Classification Frameworks

Despite their success, most ECG classification systems share a common assumption:
the availability of labelled examples from all relevant heartbeat categories during
training. In practical deployment scenarios, this assumption may not always hold.

A newly monitored patient may provide only a short period of healthy ECG ac-
tivity, while abnormal beats remain unavailable. Under such conditions, supervised
classification approaches become difficult to apply because they require labelled exam-
ples of abnormal classes in order to learn decision boundaries. Even transfer-learning
approaches typically depend on information learned from external datasets or popu-
lations [22,23].

This mismatch between research assumptions and deployment conditions moti-
vates alternative learning paradigms. Rather than learning to distinguish predefined
heartbeat categories, anomaly detection seeks to model normal behaviour and identify
deviations from that learned representation. Such approaches are particularly attrac-
tive in personalized monitoring settings because they do not require patient-specific
abnormal examples during model development.

The present thesis adopts this perspective by treating arrhythmia detection as a
personalized zero-shot anomaly detection problem. Instead of training a classifier to
recognize known abnormal classes, the objective is to learn a compact representation

of healthy cardiac activity and subsequently identify beats that deviate from that
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representation. This formulation more closely reflects realistic monitoring scenarios

in which future abnormalities have not yet been observed.

2.3.5 Implications for Personalized Zero-Shot Monitoring

The challenges associated with ECG classification provide direct motivation for the
methodology investigated in this thesis. Morphological variability, limited availability
of abnormal data, and patient-specific differences all suggest that generalized classi-
fication models may not always provide the most suitable framework for long-term
monitoring applications.

Patient-specific modelling offers one possible solution by shifting the focus from
population-level decision boundaries to individualized representations of normal car-
diac activity. Among the limited studies investigating personalized zero-shot ECG
monitoring, Yamag et al. [34] proposed a sparse-representation-based framework com-
bined with domain adaptation for abnormal beat detection. However, their approach
differs from the reconstruction-based latent representation learning framework inves-
tigated in this thesis. When patient-specific modelling is combined with anomaly
detection, monitoring systems can operate even when abnormal examples are un-
available during model development.

The research presented in this thesis builds upon these observations by inves-
tigating whether structured latent-space representations can improve personalized
anomaly detection performance. In particular, the study evaluates whether sparsity
and geometry-preserving regularization can help learn more informative representa-
tions of healthy ECG morphology under strict zero-shot constraints.

The next section therefore turns to anomaly detection and novelty detection, which
provide the conceptual foundation for the reconstruction-based monitoring framework

adopted throughout this thesis.
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2.4 Anomaly Detection and Novelty Detection

The limitations of conventional supervised classification have motivated increasing in-
terest in anomaly detection and novelty detection methods. Unlike traditional classi-
fiers, which require representative examples from all target classes, anomaly-detection
approaches focus primarily on learning the characteristics of normal data and iden-
tifying observations that deviate from that learned representation. This property
makes anomaly detection particularly attractive for applications in which abnormal
examples are rare, difficult to obtain, or unavailable during model development.

In healthcare applications, these characteristics are especially important. Many
pathological conditions occur infrequently, and collecting sufficient labelled exam-
ples for every possible abnormality is often impractical. In personalized monitoring
systems, the challenge becomes even more pronounced because newly monitored in-
dividuals may provide only healthy baseline recordings. Under such circumstances,
anomaly detection offers a natural alternative to conventional supervised learning by

shifting the objective from class discrimination to modelling normal behaviour.

2.4.1 Definitions and Conceptual Foundations

Anomaly detection refers to the identification of observations that differ substantially
from expected patterns within a dataset. Chandola et al. [8] define anomalies as data
instances that deviate so significantly from normal behaviour that they raise suspicion
of being generated by a different underlying mechanism. Although the specific defini-
tion of an anomaly varies across applications, the central objective remains the same:
distinguishing rare or unusual observations from the dominant normal distribution.
A closely related concept is novelty detection. While anomaly detection often
includes the identification of rare events already present within a dataset, novelty de-
tection focuses on recognizing previously unseen observations that were not available
during model training [9]. In practice, the distinction between the two concepts is

often subtle, and the terms are frequently used interchangeably in machine-learning
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literature.

For ECG monitoring applications, novelty detection provides an especially relevant
perspective. The objective is not necessarily to recognize a predefined arrhythmia class
but rather to determine whether a newly observed heartbeat differs meaningfully from
a patient’s learned normal cardiac behaviour. This interpretation aligns closely with

the personalized monitoring scenario investigated in this thesis.

2.4.2 One-Class Learning and Normality Modelling

Traditional supervised classification relies on learning decision boundaries between
multiple classes. In contrast, anomaly detection often focuses on learning the structure
of a single target class. This formulation is commonly referred to as one-class learning.

One of the earliest and most influential one-class approaches is the One-Class
Support Vector Machine (OC-SVM), introduced by Scholkopf et al. [24]. Rather than
separating two or more classes, the OC-SVM attempts to estimate the support of
the target distribution using only examples from the normal class. Samples that fall
outside the learned boundary are considered anomalies.

The fundamental idea underlying one-class learning is highly relevant to personal-
ized ECG monitoring. When only healthy ECG recordings are available, the objective
becomes learning a representation of normal cardiac activity rather than constructing
boundaries between known heartbeat categories. Consequently, anomaly detection
can be viewed as a normality-modelling problem in which deviations from the learned
representation indicate potential abnormalities.

Although classical one-class methods remain valuable, their ability to model com-
plex physiological signals is often limited by the representational capacity of the un-
derlying feature space. This limitation has motivated increasing interest in deep-
learning-based approaches capable of learning richer representations directly from

data.
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2.4.3 Deep Learning for Anomaly Detection

The success of deep learning in representation learning has significantly influenced
anomaly-detection research. Deep neural networks can learn complex hierarchical
representations that capture nonlinear relationships within high-dimensional data,
making them well suited for modelling physiological signals such as ECG recordings.

Pang et al. [10] provide a comprehensive review of deep-learning-based anomaly
detection methods and emphasize the importance of representation learning for iden-
tifying unusual patterns in complex datasets. Instead of relying solely on handcrafted
features, deep-learning approaches learn latent representations directly from data,
enabling more flexible modelling of normal behaviour.

Several deep anomaly-detection strategies have been proposed. Some methods
learn compact representations of normal samples and measure deviations in latent
space. Others estimate probability distributions and identify observations with low
likelihood under the learned model. A third category focuses on reconstruction-based
approaches, where anomalies are detected through reconstruction error.

Ruff et al. [25] introduced Deep One-Class Classification, demonstrating how neu-
ral networks can be trained to learn compact representations of normal data while
improving anomaly-detection performance. Their work highlighted the importance
of latent-space structure and showed that representation learning can significantly
influence anomaly-detection capability.

These developments have shifted anomaly detection from traditional feature-engineering
paradigms toward representation-learning frameworks, creating new opportunities for

personalized healthcare applications.

2.4.4 Reconstruction-Based Anomaly Detection

Among deep-learning-based anomaly-detection methods, reconstruction-based approaches
have become particularly popular. The central assumption underlying these methods
is that a model trained primarily on normal data should learn to reconstruct normal

observations accurately while producing larger reconstruction errors for abnormal ob-
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servations.

Autoencoders represent one of the most widely used reconstruction-based anomaly-
detection architectures. During training, the encoder compresses the input into a
latent representation, and the decoder reconstructs the original signal from this rep-
resentation. The model learns by minimizing reconstruction error on the training
data. When training data consist primarily of normal observations, the learned rep-
resentation is expected to capture the structure of normality.

The anomaly score is then derived from reconstruction error. Inputs that closely
resemble the training distribution should be reconstructed accurately, whereas inputs
that differ substantially from the learned representation may exhibit larger reconstruc-
tion errors. This simple yet effective principle has been successfully applied across a
wide range of anomaly-detection problems.

Zhou and Paffenroth demonstrated the effectiveness of robust deep autoencoders
for anomaly detection in complex datasets [30]. Similarly, Sakurada and Yairi showed
that nonlinear autoencoder architectures can learn useful low-dimensional represen-
tations for anomaly identification [31]. These studies provide important evidence
supporting the use of reconstruction-based learning as a foundation for anomaly de-
tection.

The reconstruction-based paradigm is particularly attractive for personalized ECG
monitoring because it naturally accommodates the absence of abnormal training ex-
amples. Rather than requiring labelled arrhythmias, the model learns a representation
of healthy cardiac activity and subsequently identifies deviations from that represen-

tation.

2.4.5 Advantages and Limitations of Reconstruction-Based Approaches

Reconstruction-based anomaly detection offers several advantages. First, it does not
require labelled abnormal data during training. Second, it can operate in highly
personalized settings because the model can be trained using patient-specific healthy

recordings. Third, reconstruction error provides an intuitive and interpretable anomaly
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score that can be evaluated continuously during monitoring.

However, reconstruction-based approaches also present important challenges. Highly
expressive models may reconstruct abnormal observations nearly as well as normal
observations, reducing the separation between classes. This phenomenon can weaken
anomaly-detection performance and limit the usefulness of reconstruction error as a
discriminative signal.

Another challenge concerns the structure of the latent representation. A model
optimized solely for reconstruction accuracy may learn representations that capture
unnecessary details rather than meaningful characteristics of normal behaviour. Con-
sequently, additional regularization strategies are often introduced to encourage more
informative latent spaces.

These observations are particularly relevant to the present thesis. Because anomaly
detection performance depends heavily on the quality of the learned representation,
latent-space structure becomes a central consideration. This motivates the inves-
tigation of sparsity-promoting and geometry-preserving regularization techniques as

mechanisms for improving anomaly separation.

2.4.6 Connection to Personalized Zero-Shot ECG Monitoring

The anomaly-detection framework provides the conceptual foundation for the method-
ology investigated in this thesis. Each patient is treated as an independent learning
problem, and only healthy ECG beats are available during model development. Under
these conditions, conventional supervised classification becomes unsuitable because
abnormal examples are unavailable.

Instead, the objective is to learn a representation of healthy patient-specific car-
diac activity and identify deviations from that representation. This formulation nat-
urally aligns with reconstruction-based anomaly detection and supports the use of
autoencoder-based models.

The remainder of this chapter therefore focuses on representation-learning meth-

ods that are particularly relevant to reconstruction-based anomaly detection. The
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following sections introduce autoencoders, variational autoencoders, and geometry-
aware representation learning, which collectively provide the theoretical basis for the
Autoencoder, Variational Autoencoder, and Sparse Geometry Autoencoder evaluated

in this thesis.

2.5 Representation Learning and Autoencoders

The success of modern machine learning is closely linked to the ability of algorithms
to learn useful data representations. Traditional machine-learning systems often de-
pend on handcrafted features designed by domain experts. While such features can
be effective, their quality is strongly influenced by prior knowledge and may not gen-
eralize well across different tasks or datasets. Representation learning addresses this
limitation by enabling models to automatically discover informative features directly
from data [26].

Within the context of ECG analysis, representation learning is particularly attrac-
tive because cardiac signals exhibit complex temporal and morphological patterns that
are difficult to characterize using manually engineered features alone. Variability in
waveform shape, rhythm timing, patient-specific characteristics, and recording condi-
tions all contribute to the complexity of ECG interpretation. Consequently, learning
representations directly from ECG signals can provide a more flexible framework for

automated analysis.

2.5.1 Representation Learning

Representation learning refers to the process of automatically discovering transfor-
mations of data that make subsequent learning tasks easier to perform. Bengio et
al. [26] describe representation learning as a framework in which a model learns use-
ful abstractions from raw observations rather than relying exclusively on manually
designed features. The objective is to uncover underlying structures within the data
that capture meaningful information while reducing irrelevant variability.

A useful representation should possess several desirable properties. It should pre-
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serve information that is relevant to the task of interest while suppressing noise and
redundancy. It should also facilitate generalization by capturing stable character-
istics of the underlying data-generating process rather than memorizing individual
observations. In many cases, representation learning can be viewed as a form of di-
mensionality reduction in which complex high-dimensional inputs are mapped into
more compact latent spaces.

In ECG analysis, representation learning provides a mechanism for modelling car-
diac morphology directly from waveform data. Rather than defining explicit mea-
surements such as amplitudes, intervals, or handcrafted descriptors, the model learns
latent features that summarize the structure of the signal. These latent represen-
tations can then be used for classification, clustering, anomaly detection, or other
downstream tasks.

The importance of representation learning extends beyond predictive performance.
In anomaly detection settings, the quality of the learned representation often deter-
mines the effectiveness of anomaly separation. A representation that accurately cap-
tures normal behaviour can facilitate the identification of observations that deviate
from expected patterns. This observation is particularly relevant to the personalized

monitoring framework investigated in this thesis.

2.5.2 Dimensionality Reduction and Latent Representations

Many representation-learning methods seek to transform high-dimensional observa-
tions into lower-dimensional latent representations. The motivation for dimensionality
reduction is that real-world data often contain significant redundancy. By identifying
compact representations, models can focus on the most informative aspects of the
input while reducing noise and computational complexity.

Classical dimensionality-reduction methods such as Principal Component Analy-
sis (PCA) achieve this objective through linear transformations. While effective in
many situations, linear approaches may be insufficient for modelling complex nonlin-

ear structures present in physiological signals. ECG waveforms often contain nonlin-
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ear relationships arising from physiological processes, recording conditions, and inter-
patient variability. Consequently, nonlinear representation-learning methods have be-
come increasingly important.

Deep neural networks provide a powerful mechanism for learning nonlinear la-
tent representations. Through multiple layers of transformation, neural networks can
capture hierarchical relationships within data and represent complex structures that
may be difficult to model using linear methods alone. This capability has contributed
significantly to the success of deep learning across numerous application domains.

For anomaly detection, latent representations serve an additional purpose. They
provide a compressed description of normal behaviour that can be compared against
new observations. If abnormal samples cannot be represented effectively within the
learned latent space, differences may become visible through reconstruction error,

latent-space distance, or probability-based measures.

2.5.3 Autoencoders

Among representation-learning techniques, autoencoders have become one of the most
widely used approaches. An autoencoder is a neural network designed to learn a
compact representation of its input by reconstructing the original data after passing
through a lower-dimensional latent space [27].

A conventional autoencoder consists of two primary components: an encoder and
a decoder. The encoder transforms the input signal into a latent representation,
while the decoder attempts to reconstruct the original input from that representation.
Training is performed by minimizing a reconstruction loss that measures the difference
between the input and its reconstruction.

Mathematically, given an input vector x, the encoder learns a mapping

z = fo(x),

where z denotes the latent representation and 6 represents the encoder parameters.

The decoder subsequently produces a reconstruction
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T = g¢(z),

where ¢ denotes the decoder parameters. The learning objective is typically for-
mulated as the minimization of reconstruction error between x and .

The latent bottleneck plays a central role in the learning process. Because in-
formation must pass through a compressed representation, the model is encouraged
to learn efficient descriptions of the input data. Ideally, the latent representation

captures meaningful structure while discarding irrelevant details and noise.

2.5.4 Autoencoders as Representation Learners

Autoencoders are often interpreted as nonlinear dimensionality-reduction methods.
Unlike traditional dimensionality-reduction techniques, however, autoencoders can
learn highly flexible nonlinear mappings through neural-network architectures. This
flexibility enables them to capture complex structures that may be difficult to repre-
sent using linear transformations.

The latent space learned by an autoencoder can be viewed as a compressed rep-
resentation of the input distribution. If the model is trained successfully, inputs with
similar characteristics should produce related latent representations. Consequently,
the latent space may reveal underlying structure within the data that is not immedi-
ately apparent in the original input space.

For ECG signals, autoencoders offer several advantages. First, they can learn di-
rectly from waveform data without requiring extensive feature engineering. Second,
they can model patient-specific morphology by adapting to the characteristics of indi-
vidual recordings. Third, they provide a natural framework for reconstruction-based
anomaly detection.

These properties have contributed to the widespread adoption of autoencoders in

biomedical signal analysis and anomaly-detection research.
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2.5.5 Regularized Autoencoders

Although standard autoencoders can learn useful representations, reconstruction ac-
curacy alone does not necessarily guarantee that the latent space will possess desirable
properties. If the model is sufficiently flexible, it may simply learn to reproduce inputs
without developing meaningful structure in the latent representation.

To address this issue, researchers have proposed numerous regularization strategies
that constrain the learning process and encourage more informative representations.
Regularization can promote robustness, sparsity, invariance, smoothness, or other
desirable characteristics depending on the objectives of the application.

Vincent et al. [28] introduced denoising autoencoders, which learn robust repre-
sentations by reconstructing clean inputs from corrupted observations. This approach
encourages the model to capture stable signal structure rather than memorizing indi-
vidual samples.

Rifai et al. [29] proposed contractive autoencoders, which introduce an additional
penalty designed to reduce sensitivity of latent representations to small input pertur-
bations. By encouraging local invariance, contractive autoencoders learn representa-
tions that are more stable and potentially more meaningful.

These developments illustrate an important principle: the usefulness of an au-
toencoder depends not only on reconstruction quality but also on the structure of
the learned latent space. This observation motivates the investigation of additional

regularization mechanisms in reconstruction-based anomaly detection systems.

2.5.6 Autoencoders for Anomaly Detection

Autoencoders are particularly well suited to anomaly detection because their learning
objective naturally aligns with the concept of normality modelling. When trained
predominantly on normal data, an autoencoder learns representations that reflect the
structure of the normal class. Abnormal observations that differ substantially from
this structure may be reconstructed less accurately.

The resulting reconstruction error can therefore be used as an anomaly score.
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Samples with small reconstruction errors are considered consistent with the learned
representation of normal behaviour, whereas samples with larger reconstruction errors
may be classified as anomalies.

Previous studies have demonstrated the effectiveness of autoencoder-based anomaly
detection in a variety of domains. Zhou and Paffenroth showed that robust deep au-
toencoders can successfully identify anomalies in complex datasets [30]. Similarly,
Sakurada and Yairi demonstrated that nonlinear autoencoder architectures can learn
compact representations useful for anomaly identification [31].

For personalized ECG monitoring, this reconstruction-based formulation is espe-
cially attractive because it eliminates the requirement for patient-specific abnormal
examples. The model can be trained using only healthy ECG beats and subsequently

evaluate whether newly observed beats deviate from the learned representation.

2.5.7 Relevance to the Present Thesis

The concepts introduced in this section provide the foundation for the first baseline
model investigated in this thesis: the standard Autoencoder. The reconstruction-
based nature of autoencoders aligns naturally with the personalized zero-shot anomaly-
detection framework adopted throughout this research.

However, standard autoencoders also exhibit limitations. Reconstruction objec-
tives alone do not guarantee well-structured latent spaces, and highly flexible models
may reconstruct abnormal observations more accurately than desired. These limita-
tions motivate the exploration of more structured representation-learning approaches.

The next section therefore introduces Variational Autoencoders, which extend
conventional autoencoders through probabilistic latent-variable modelling and provide

an alternative framework for learning structured latent representations.

2.6 Variational Autoencoders

While conventional autoencoders have demonstrated considerable success in represen-

tation learning and anomaly detection, their latent representations are fundamentally
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deterministic. Each input is mapped to a single point in the latent space, and no ex-
plicit probabilistic structure is imposed on the learned representation. Although this
formulation often produces effective reconstructions, it does not necessarily encourage
smooth, interpretable, or well-organized latent spaces.

Variational Autoencoders (VAEs) were introduced as a probabilistic extension of
conventional autoencoders that combines neural-network-based representation learn-
ing with latent-variable modelling [11]. Instead of learning a deterministic mapping
between inputs and latent representations, a VAE learns a probability distribution
over latent variables. This probabilistic formulation encourages the latent space to
exhibit greater structure and continuity while maintaining the ability to reconstruct
input data.

Because anomaly detection performance depends strongly on the quality of learned
representations, VAEs have attracted significant attention as an alternative to conven-
tional autoencoders. Their ability to impose structure on latent spaces makes them
particularly relevant to representation-learning problems involving complex physio-

logical signals such as ECG recordings.

2.6.1 Probabilistic Latent Variable Modelling

The key distinction between a conventional autoencoder and a VAE lies in the treat-
ment of the latent representation. In a standard autoencoder, the encoder maps an
input directly to a latent vector. In contrast, a VAE maps each input to the parame-
ters of a probability distribution.

Given an input z, the encoder estimates the parameters of a latent distribution,
typically represented by a mean vector p and a variance vector o?. Rather than
producing a single latent representation, the encoder defines a distribution from which

latent samples can be drawn:

2~ qg(27),
where ¢,(z|z) denotes the approximate posterior distribution parameterized by
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the encoder.

The decoder then reconstructs the input using a sampled latent representation:

T = po(x|2),

where py(x|z) represents the conditional reconstruction distribution learned by the
decoder.

This probabilistic formulation transforms representation learning into a latent-
variable inference problem. Instead of memorizing deterministic encodings, the model
learns a structured latent space that captures uncertainty and variability within the

data distribution.

2.6.2 The Variational Learning Objective

Training a VAE requires balancing two competing objectives. The first objective is
accurate reconstruction of the input signal. The second objective is regularization of
the latent distribution so that it remains close to a predefined prior distribution.

Kingma and Welling formulated this objective using variational inference and in-
troduced the Evidence Lower Bound (ELBO) as the optimization target [11]. The
ELBO can be interpreted as a combination of a reconstruction term and a regulariza-
tion term.

The reconstruction component encourages the decoder to reproduce the input
accurately. The regularization component, typically implemented using the Kullback—
Leibler (KL) divergence, encourages the learned latent distribution to remain close to
a chosen prior distribution, usually a standard Gaussian.

Conceptually, the objective can be expressed as

‘CVAE = Ereconstruction + BDKL <Q¢(2|$) || p(z)>7

where Dy, denotes the KL divergence and p(z) represents the prior distribution.

The regularization term plays a crucial role because it prevents latent representa-
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tions from becoming arbitrarily scattered throughout the latent space. Instead, the
model is encouraged to organize representations in a smoother and more coherent

manner.

2.6.3 Latent Space Structure and Generalization

One of the primary motivations for using VAEs is their ability to learn structured
latent spaces. Because latent representations are constrained to follow a predefined
distribution, nearby regions of the latent space tend to correspond to similar obser-
vations.

This property differs from conventional autoencoders, where latent representations
may become highly irregular or fragmented. In a VAE, smooth transitions between
latent points are encouraged by the probabilistic formulation, potentially leading to
representations that generalize more effectively.

From a representation-learning perspective, this structured organization can be
advantageous because it reduces overfitting and encourages the model to capture
broader characteristics of the data distribution rather than memorizing individual
examples. Bengio et al. [26] emphasized that useful representations should capture
meaningful factors of variation while supporting generalization to unseen observations.
The latent regularization imposed by VAEs aligns naturally with this objective.

For ECG signals, latent-space structure may be particularly beneficial because
healthy cardiac activity often exhibits continuous physiological variability rather than
discrete categorical boundaries. A structured latent representation may therefore

provide a more faithful description of normal cardiac behaviour.

2.6.4 Variational Autoencoders for Anomaly Detection

The probabilistic nature of VAEs has motivated their application to anomaly de-
tection problems. Similar to conventional autoencoders, VAEs can be trained using
predominantly normal observations and subsequently evaluated on unseen data.

Several anomaly-detection strategies have been proposed for VAEs. Some ap-
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proaches rely on reconstruction error, while others exploit latent probability estimates
or combinations of reconstruction and probabilistic measures. In either case, the un-
derlying intuition remains similar: observations that differ substantially from the
learned distribution should exhibit characteristics that distinguish them from normal
samples.

Pang et al. [10] identify variational autoencoders as an important class of deep-
learning-based anomaly-detection methods due to their ability to model latent distri-
butions and capture complex data structure. The probabilistic formulation provides
information beyond simple reconstruction quality and may offer additional insight
into how well a sample conforms to the learned representation of normality.

However, VAEs are not universally superior to conventional autoencoders. Strong
latent regularization can sometimes reduce reconstruction fidelity, while insufficient
regularization may weaken latent-space structure. Consequently, the practical effec-
tiveness of a VAE often depends on the balance between reconstruction quality and

latent regularization.

2.6.5 Extensions and Advances in Variational Inference

Following the introduction of the original VAE framework, numerous extensions have
been proposed to improve latent-variable modelling and representation quality. One
influential contribution was introduced by Rezende and Mohamed, who proposed
normalizing flows as a mechanism for constructing more expressive latent distributions
[32].

Normalizing flows apply a sequence of invertible transformations to an initial latent
distribution, enabling the model to represent more complex probability structures
while preserving tractable inference. This work highlighted the broader importance of
latent-space geometry and demonstrated that representation quality can be influenced
significantly by the choice of latent distribution.

The development of such extensions reflects a broader trend within representation

learning: increasing attention to the structure and organization of latent spaces rather
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than focusing exclusively on reconstruction accuracy. This perspective is directly
relevant to the present thesis because the proposed Sparse Geometry Autoencoder

also seeks to improve latent-space organization through explicit regularization.

2.6.6 Advantages and Limitations of Variational Autoencoders

Variational autoencoders offer several advantages for representation learning and
anomaly detection. Their probabilistic formulation encourages structured latent spaces,
supports uncertainty modelling, and often improves latent-space continuity. These
characteristics can facilitate generalization and provide a richer representation of nor-
mal data distributions.

At the same time, VAEs introduce additional complexity. The KL regularization
term creates a trade-off between reconstruction quality and latent-space organization.
Excessive regularization may impair reconstruction performance, whereas insufficient
regularization may reduce the benefits of the probabilistic framework.

Furthermore, the assumption of a simple latent prior may not always align per-
fectly with the underlying structure of physiological signals. As a result, latent rep-
resentations may still exhibit distortions or fail to preserve meaningful geometric
relationships among samples.

These limitations motivate continued research into alternative regularization strate-

gies that explicitly encourage desirable latent-space properties.

2.6.7 Relevance to the Present Thesis

The Variational Autoencoder serves as the second baseline model evaluated in this
thesis. Its probabilistic latent-space formulation provides a useful comparison against
the deterministic representations learned by conventional autoencoders.

More importantly, the VAE highlights a central theme that motivates the proposed
methodology: reconstruction accuracy alone is not sufficient for effective anomaly de-
tection. The structure of the latent space also matters. While VAEs impose prob-

abilistic regularization through latent distributions, the proposed Sparse Geometry
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Autoencoder introduces sparsity and geometry-preserving constraints designed to en-
courage more informative latent representations.
The next section therefore examines geometry-aware representation learning, which

forms the conceptual foundation of the proposed model investigated in this thesis.

2.7 Geometry-Aware Representation Learning and Regularized

Autoencoders

The previous sections highlighted an important observation: successful anomaly de-
tection depends not only on reconstruction accuracy but also on the quality and
structure of the learned latent representation. While conventional autoencoders focus
primarily on minimizing reconstruction error and variational autoencoders introduce
probabilistic regularization, neither approach explicitly guarantees that meaningful
geometric relationships present in the input space will be preserved within the latent
space.

Recent advances in representation learning have therefore shifted attention toward
geometry-aware learning methods. These approaches seek to learn latent representa-
tions that retain important structural relationships among observations while simulta-
neously achieving effective dimensionality reduction and reconstruction performance.
Such ideas are particularly relevant for anomaly detection because meaningful latent

organization may improve the separation between normal and abnormal samples.

2.7.1 The Importance of Latent-Space Structure

Representation learning can be viewed as a transformation from a high-dimensional
input space to a lower-dimensional latent space. Ideally, this transformation should
preserve information that is relevant to the learning task while discarding redundancy
and noise. However, minimizing reconstruction error alone does not necessarily pro-
duce latent representations with desirable structural properties.

Two models may achieve similar reconstruction accuracy while learning substan-

tially different latent organizations. One model may produce a compact and well-
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structured latent space in which similar observations remain close together, whereas
another may learn a fragmented representation that lacks meaningful organization.
From an anomaly-detection perspective, these differences can significantly influence
detection performance.

A well-organized latent space can facilitate the separation of normal and abnormal
observations because normal samples tend to occupy coherent regions of the repre-
sentation space. Conversely, poorly structured latent spaces may allow abnormal
observations to overlap with normal samples, reducing anomaly separability.

For personalized ECG monitoring, this issue is particularly important. Healthy
heartbeats from a single patient often exhibit consistent morphological patterns de-
spite natural physiological variability. An effective representation-learning model
should therefore preserve these relationships while remaining sensitive to abnormal

deviations.

2.7.2 Regularization in Representation Learning

Regularization plays a central role in modern representation learning because it con-
strains the learning process and encourages latent representations to exhibit desirable
characteristics. Without regularization, highly flexible neural networks may simply
memorize training data, limiting their ability to generalize to unseen observations.

Numerous regularization strategies have been proposed in the literature. Denoising
autoencoders encourage robustness by reconstructing clean signals from corrupted
inputs [28]. Contractive autoencoders promote local invariance by reducing sensitivity
to small perturbations in the input space [29]. Variational autoencoders introduce
probabilistic regularization through latent distribution constraints [11].

Although these approaches differ in implementation, they share a common objec-
tive: encouraging latent representations to capture meaningful structure rather than
merely reproducing training samples. This principle is especially relevant in anomaly
detection, where latent-space quality directly influences the ability to distinguish nor-

mal and abnormal observations.
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The growing interest in latent-space regularization reflects a broader recognition
that representation quality cannot be evaluated solely through reconstruction perfor-
mance. Instead, the organization of the latent space itself has become an important

area of investigation.

2.7.3 Geometry and Manifold Structure

Many real-world datasets exhibit underlying low-dimensional structure despite being
represented in high-dimensional spaces. This observation forms the basis of manifold
learning, which assumes that data points often lie near lower-dimensional manifolds
embedded within higher-dimensional observation spaces.

From this perspective, representation learning can be viewed as the process of
discovering and preserving meaningful manifold structure. If two observations are
similar in the original input space, an effective representation should maintain that
similarity after transformation into latent space. Likewise, observations that differ
substantially should remain distinguishable.

For physiological signals such as ECG recordings, manifold structure may arise
from gradual variations in heartbeat morphology, heart rate, recording conditions,
and patient-specific characteristics. Healthy beats from a single patient may therefore
occupy a structured region of the input space rather than being distributed randomly.

Preserving this structure can be beneficial because it allows latent representa-
tions to reflect meaningful relationships among observations. When anomalies occur,
they may deviate from the learned manifold and become easier to identify through

reconstruction error or latent-space analysis.

2.7.4 Geometry-Aware Representation Learning

Recent research has investigated methods that explicitly incorporate geometric con-
siderations into representation learning objectives. Rather than focusing exclusively
on reconstruction accuracy, these approaches attempt to preserve local neighbourhood

relationships and geometric properties during the encoding process.
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Chen et al. [33] examined latent-space geometry in variational autoencoders and
demonstrated that geometric properties can significantly influence representation qual-
ity. Their work highlighted the importance of understanding how latent manifolds are
organized and how geometric distortions can affect downstream learning tasks.

These findings contributed to a growing recognition that representation quality de-
pends not only on information compression but also on the preservation of meaningful
structural relationships. In other words, an effective latent representation should re-
tain the geometry of the original data as faithfully as possible.

From an anomaly-detection perspective, geometry preservation offers a potential
advantage. If healthy observations occupy a coherent manifold, maintaining that
structure within latent space may improve the distinction between normal variability

and truly abnormal patterns.

2.7.5 Regularized Autoencoders for Isometric Representation Learning

A particularly relevant contribution was introduced by Lee et al. [12], who proposed
Regularized Autoencoders for Isometric Representation Learning. Their work investi-
gated how latent representations can be regularized to preserve geometric relationships
between observations.

The central idea is that neighbouring samples in the input space should remain
neighbours in the latent space. Rather than allowing arbitrary distortions during en-
coding, the model incorporates regularization terms that encourage local geometric
consistency. This approach seeks to produce latent representations that more faith-
fully reflect the structure of the original data.

The concept of isometric representation learning is especially appealing because
it provides a principled mechanism for controlling latent-space organization. By pre-
serving local distances and neighbourhood relationships, the learned representation
may become more interpretable and potentially more useful for downstream tasks.

Although the original work was not developed specifically for ECG anomaly detec-

tion, its underlying principles are highly relevant to personalized monitoring applica-
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tions. Healthy ECG beats often exhibit structured morphological variation, suggesting
that geometry-preserving representations may provide a more faithful description of

patient-specific normality.

2.7.6 Sparsity and Compact Representations

In addition to geometric structure, sparsity has emerged as another important prop-
erty in representation learning. Sparse representations encourage only a small subset
of latent variables to become active for a given input. This constraint often leads to
more compact and interpretable latent representations.

From a signal-processing perspective, sparsity can be viewed as a mechanism for
emphasizing the most informative aspects of a signal while suppressing redundancy.
Sparse representations have been successfully applied across numerous machine-learning
and signal-analysis tasks because they often improve robustness and representation
efficiency.

Recent advances in sparse representation have demonstrated its effectiveness for
efficient signal modeling across a variety of applications, including personalized ECG
anomaly detection and domain adaptation frameworks [35]. These findings suggest
that sparse representations can provide compact signal models while remaining suit-
able for personalized biomedical signal analysis.

For anomaly detection, sparsity may also improve latent-space organization. By
discouraging unnecessary latent activity, sparse regularization can force the model to
encode information more selectively. This may increase sensitivity to deviations from
the learned normal pattern and contribute to improved anomaly separation.

Importantly, sparsity and geometry preservation are not mutually exclusive. Spar-
sity encourages compact representations, whereas geometry preservation encourages
structural consistency. Combining these objectives provides an opportunity to learn

latent spaces that are both efficient and well organized.
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2.7.7 Implications for Personalized ECG Anomaly Detection

The concepts discussed in this section are directly relevant to the research problem
investigated in this thesis. Personalized ECG anomaly detection depends on learn-
ing an effective representation of healthy cardiac activity from a limited amount of
patient-specific data. Because abnormal examples are unavailable during model devel-
opment, the quality of the learned representation becomes a critical factor in detection
performance.

Conventional autoencoders focus primarily on reconstruction accuracy, while vari-
ational autoencoders introduce probabilistic regularization. However, neither ap-
proach explicitly encourages preservation of local geometric relationships among healthy
ECG beats. This observation motivates the investigation of geometry-aware latent-
space regularization.

The proposed Sparse Geometry Autoencoder builds upon these ideas by combining
reconstruction learning with sparsity-promoting and geometry-preserving constraints.
The objective is to learn a latent representation that remains compact, structured,
and representative of healthy patient-specific morphology. Such a representation may
improve anomaly detection by enhancing the separation between normal and abnor-
mal beats.

The theoretical concepts introduced throughout this chapter therefore converge
toward a common theme: effective anomaly detection requires not only accurate re-
construction but also meaningful latent-space organization. The following section
synthesizes the reviewed literature and identifies the specific research gap addressed

by this thesis. “

2.8 Research Gap and Chapter Summary

The literature reviewed throughout this chapter demonstrates the significant progress
that has been achieved in automated ECG analysis over the past several decades.

Advances in signal processing, machine learning, and deep learning have contributed
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to increasingly accurate methods for heartbeat classification and arrhythmia detec-
tion. Public benchmark datasets such as the MIT-BIH Arrhythmia Database have
played a central role in this progress by providing standardized evaluation platforms
and enabling reproducible comparisons across studies [14-16].

Early ECG classification systems relied primarily on handcrafted features derived
from waveform morphology and heartbeat intervals. These approaches demonstrated
that meaningful diagnostic information could be extracted from ECG signals and
provided important foundations for subsequent research [3,18]. More recently, deep
learning has transformed the field by enabling models to learn hierarchical representa-
tions directly from ECG waveforms. Studies by Kiranyaz et al. [4], Acharya et al. [20],
and Hannun et al. |21] demonstrated the effectiveness of deep neural networks for au-
tomated arrhythmia analysis and established deep learning as a dominant paradigm
in contemporary ECG research.

Despite these advances, several limitations remain. Most existing ECG analysis
systems operate within supervised learning frameworks that require labelled examples
from both normal and abnormal heartbeat classes. Reviews by Murat et al. [5], Xiao
et al. [6], and Ansari et al. [7] indicate that many high-performing deep-learning
models depend on large annotated datasets for training and evaluation.

While such assumptions are appropriate for benchmark classification tasks, they
do not necessarily reflect realistic monitoring scenarios in which abnormal examples
may be unavailable for a newly monitored patient.

Patient-specific modelling has emerged as one response to this challenge. Re-
search has shown that incorporating subject-specific information can improve ECG
classification performance compared with purely population-based approaches |3, 4].
These findings suggest that personalization is an important consideration for long-
term monitoring systems. However, many patient-specific methods still rely on la-
belled abnormal examples, adaptation procedures, or information transferred from
external datasets.

The anomaly-detection literature provides an alternative perspective. Rather than
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learning explicit class boundaries, anomaly-detection methods focus on modelling
normal behaviour and identifying deviations from that learned representation [8-10].
This formulation is particularly attractive for personalized ECG monitoring because
it can operate without requiring patient-specific abnormal examples during model
development.

Within anomaly detection, reconstruction-based approaches have become espe-
cially popular due to their compatibility with representation learning. Autoencoders
provide a natural mechanism for learning compact latent representations of normal
data and detecting anomalies through reconstruction error [30,31]. Variational au-
toencoders extend this framework through probabilistic latent-variable modelling and
introduce additional structure into the latent space [11|. These developments high-
light the importance of latent representations in determining anomaly-detection per-
formance.

At the same time, recent representation-learning research has increasingly empha-
sized the role of latent-space organization. Studies have shown that representation
quality depends not only on reconstruction accuracy but also on the preservation
of meaningful structural relationships among observations [12,33]. Geometry-aware
learning methods seek to preserve these relationships within latent space, potentially
producing representations that are more informative, stable, and interpretable.

Although these research directions have evolved substantially, an important gap
remains at their intersection. Existing ECG classification methods are predominantly
supervised. Patient-specific approaches often depend on labelled adaptation data or
external knowledge sources. Geometry-aware representation learning has primarily
been investigated within general machine-learning contexts rather than personalized
ECG anomaly detection. Consequently, limited evidence exists regarding the effec-
tiveness of geometry-preserving latent-space regularization for strictly personalized
zero-shot ECG monitoring.

More specifically, there remains insufficient understanding of whether geometry-

aware and sparsity-promoting latent representations can improve reconstruction-based
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anomaly detection when models are trained exclusively on healthy ECG beats from
a single patient. Likewise, the relative performance of conventional autoencoders,
variational autoencoders, and geometry-regularized autoencoders under strict zero-
shot conditions has not been thoroughly investigated.

This thesis addresses these limitations by formulating ECG anomaly detection
as a strictly personalized zero-shot learning problem. Each patient is treated as an
independent learning task, and only healthy ECG beats are used during model devel-
opment. Within this framework, three reconstruction-based approaches are evaluated:
a standard Autoencoder (AE), a Variational Autoencoder (VAE), and a Sparse Geom-
etry Autoencoder that incorporates sparsity and geometry-preserving regularization.

The literature reviewed in this chapter therefore provides the theoretical founda-
tion for the methodology presented in Chapter 3. The next chapter describes the
experimental framework, data preparation procedures, model architectures, training
strategy, threshold-selection process, and evaluation methodology used to investigate

the research questions introduced in Chapter 1.
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CHAPTER 3 Methodology

3.1 Overview of the Proposed Framework

This chapter presents the methodological framework developed for strictly personal-
ized zero-shot electrocardiogram (ECG) anomaly detection. The primary objective of
the proposed framework is to determine whether a short segment of healthy ECG ac-
tivity can provide sufficient information to construct a patient-specific representation
of normal cardiac behaviour and subsequently identify previously unseen arrhythmic
events without requiring abnormal examples during training.

Unlike conventional supervised arrhythmia classification systems, the proposed
approach does not learn explicit decision boundaries between healthy and abnormal
classes. Instead, it learns the underlying structure of normal cardiac activity and
detects anomalies as deviations from this learned representation. This formulation is
particularly relevant in practical monitoring scenarios where abnormal cardiac events
may not be available during system initialization. In such situations, only a short
baseline recording of healthy activity may be accessible, while the system must remain
capable of identifying future abnormalities.

The framework follows a strictly personalized learning paradigm. Each patient is
treated as an independent learning task, and a separate model is trained exclusively
using data from that individual. Information from other patients is not incorporated
during model training, validation, threshold calibration, or testing. Consequently, the
methodology evaluates the feasibility of learning meaningful patient-specific represen-
tations using only healthy ECG recordings from the target individual.

The proposed framework consists of five major stages. First, ECG recordings
are segmented into individual heartbeats using an adaptive beat extraction proce-
dure. Second, personalized training, validation, and testing datasets are constructed

according to a strict healthy-only training protocol. Third, patient-specific latent rep-
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resentations are learned using reconstruction-based neural networks. Fourth, recon-
struction errors are converted into anomaly scores. Finally, patient-specific thresholds
are estimated from healthy validation data and used to classify unseen heartbeats as
either healthy or anomalous.

Three reconstruction-based model families are investigated:

e Autoencoder (AE),
e Variational Autoencoder (VAE),

e Sparse Geometry Autoencoder (Sparse Geometry AE).

The Autoencoder serves as the primary reconstruction-learning baseline. The
Variational Autoencoder introduces probabilistic latent representations and provides
a probabilistic baseline for comparison. The proposed Sparse Geometry Autoencoder
extends the standard autoencoder through sparsity and geometry-preserving regular-
ization designed to improve the organization of the latent space and enhance anomaly
separation.

To ensure a fair comparison, all model families are trained under identical ex-
perimental conditions. The same preprocessing pipeline, data partitioning strategy,
reconstruction objective, threshold calibration procedure, and evaluation methodol-
ogy are employed across all experiments. Consequently, performance differences can
be attributed primarily to differences in latent-space modelling rather than variations

in training data or evaluation protocols.

3.2 Dataset and Experimental Setting

Experiments are conducted using the MIT-BIH Arrhythmia Database, one of the
most widely adopted benchmark datasets for automated arrhythmia detection re-
search. The database contains long-term ambulatory ECG recordings accompanied
by expert beat-level annotations, making it particularly suitable for evaluating per-

sonalized arrhythmia monitoring systems.
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A key characteristic of ECG analysis is the substantial variability observed across
individuals. Differences in age, physiology, cardiac anatomy, medication use, and
recording conditions can produce significant variations in ECG morphology even
among healthy subjects. As a result, models trained using pooled data from multiple
patients often struggle to generalize effectively to previously unseen individuals. This
challenge becomes even more pronounced in zero-shot settings where patient-specific
abnormal examples are unavailable.

To address this issue, the present study adopts a strictly personalized experimental
protocol. For each patient, only healthy beats occurring within the first five minutes
of the ECG recording are used during model development. These beats form the sole
source of information available to the learning algorithm.

The healthy baseline beats are divided into training and validation subsets. The
training subset is used to optimize model parameters, while the validation subset is
used for model selection, threshold estimation, and early stopping. Importantly, both
subsets contain only healthy cardiac activity.

The remaining portion of the ECG recording is reserved exclusively for testing.
Consequently, the test set contains both healthy and abnormal beats that were never
observed during model development. This design ensures that the evaluation reflects
a realistic monitoring scenario in which future arrhythmic events must be detected
without prior exposure.

Several constraints are imposed throughout the study:

Abnormal beats are not used during training.

Abnormal beats are not used during validation.

Abnormal beats are not used during threshold calibration.

Information from other patients is not incorporated.

Synthetic ECG data are not generated.

Cross-patient domain adaptation is not performed.
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These constraints establish a genuine zero-shot anomaly-detection setting and dis-
tinguish the proposed framework from many previous personalized monitoring ap-
proaches that rely on abnormal examples, synthetic data generation, or information
transferred from other patients.

The final evaluation includes 42 patient records satisfying the study inclusion cri-
teria. Across all evaluated patients, the accumulated test set contains 79,642 heart-
beats. This large-scale evaluation enables robust assessment of model performance
under realistic class imbalance conditions, where healthy beats substantially outnum-

ber anomalous beats.

3.3 ECG Beat Extraction and Preprocessing

Reliable heartbeat representation is fundamental to successful anomaly detection.
Rather than analysing complete ECG recordings directly, the proposed framework
operates at the heartbeat level. Each heartbeat is extracted around its correspond-
ing R-peak and transformed into a standardized representation suitable for neural-

network-based modelling.

3.3.1 RR-Adaptive Beat Segmentation

Heart rate varies considerably across individuals and over time. Consequently, the
duration of a complete heartbeat may differ substantially between recordings. Using
a fixed segmentation window may therefore capture different physiological regions
across patients and potentially omit important morphological information.

To address this limitation, heartbeat extraction is performed using an RR-adaptive
segmentation strategy. For each heartbeat, the preceding and succeeding RR intervals
are used to determine the extraction boundaries. The segmentation window therefore
adapts dynamically to local heart-rate conditions.

This adaptive strategy offers two important advantages. First, it preserves a phys-
iologically meaningful portion of the cardiac cycle regardless of heart rate. Second,

it reduces the likelihood of truncating diagnostically relevant waveform components
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surrounding the QRS complex.
As a result, the extracted heartbeat retains information from the major ECG
components while remaining robust to inter-patient and intra-patient heart-rate vari-

ability.

3.3.2 Resampling and Length Standardization

Because RR~adaptive segmentation produces beats of varying lengths, a standardiza-
tion procedure is required before model training.

Each extracted heartbeat is resampled to a fixed length of 128 samples. This
transformation provides a uniform input dimensionality while preserving the overall
morphology of the ECG waveform.

The resulting representation can be expressed as

128
r e R,

where each heartbeat is represented by a 128-dimensional vector.
Standardizing the heartbeat length ensures compatibility with fully connected
neural architectures and enables direct comparison of latent representations across

patients and model configurations.

3.3.3 Baseline Correction

Raw ECG recordings often contain low-frequency baseline drift caused by respira-
tion, patient movement, and electrode impedance changes. Such artifacts can distort
waveform morphology and adversely affect reconstruction learning.

To reduce these effects, each heartbeat undergoes detrending prior to normaliza-
tion. Detrending removes slowly varying baseline components while preserving the
higher-frequency structures associated with cardiac activity.

This preprocessing step improves the consistency of heartbeat representations and
allows the learning algorithms to focus on physiologically meaningful waveform char-

acteristics.
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3.3.4 Median Centering

Following baseline correction, each heartbeat is median-centered. Median centering
removes residual amplitude offsets and aligns heartbeats around a common reference
level. Compared with mean centering, median centering is less sensitive to outliers
and local waveform distortions, making it particularly suitable for ECG signals that
may contain transient artifacts. The transformed heartbeat is given by © = = —
median(z). This operation improves numerical stability during training and promotes

more consistent latent representations across beats.

3.3.5 L2 Normalization

The final preprocessing stage consists of L2 normalization. ECG amplitude can vary
substantially across patients and recording conditions. Since the primary objective

of this work is to model waveform morphology rather than absolute amplitude, each

heartbeat is normalized according to its Euclidean norm, given by z,5rm = m This

transformation reduces the influence of amplitude scaling and encourages the models
to focus on structural characteristics of the heartbeat. The combination of detrending,
median centering, and L2 normalization produces a stable and standardized represen-

tation suitable for personalized representation learning.

3.4 Construction of Personalized Training, Validation, and Test

Sets

The dataset partitioning strategy plays a critical role in enforcing the zero-shot con-
straint and preventing information leakage between model development and evalua-
tion. For each patient, healthy heartbeats occurring within the first five minutes of
the recording are collected to form the development dataset. This period serves as
a short baseline recording intended to simulate the information available during the
initialization phase of a real-world monitoring system. The development dataset is

divided into training and validation subsets using an 80:20 split. Training beats are
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used to learn model parameters, while validation beats are used for model selection,
threshold estimation, and early stopping.

Because both subsets contain only healthy beats, the learning process remains en-
tirely unsupervised with respect to abnormal cardiac activity. The test set consists of
all remaining heartbeats outside the initial five-minute baseline period. Consequently,
the test set contains both healthy and abnormal cardiac activity and represents future
observations that were unavailable during model development. This temporal sepa-
ration between development and testing data provides a realistic evaluation scenario.
The model is required to generalize from an early healthy baseline and detect abnor-
malities that occur later in the recording. The resulting experimental design closely
reflects the intended deployment scenario of personalized long-term ECG monitoring,

where only a short healthy baseline is available during system initialization.

3.5 Reconstruction-Based Anomaly Detection Framework

The proposed framework formulates arrhythmia detection as a reconstruction-based
anomaly detection problem. Rather than learning explicit class boundaries between
healthy and abnormal heartbeats, the objective is to learn a compact representation
of patient-specific healthy cardiac activity and identify deviations from this learned
representation.

The underlying assumption is that healthy heartbeats exhibit relatively consis-
tent morphological characteristics within an individual. When a model is trained
exclusively on healthy beats, it learns a representation of the patient’s normal cardiac
manifold. Consequently, healthy beats that resemble those observed during train-
ing should be reconstructed accurately. In contrast, abnormal beats are expected to
deviate from this learned structure and therefore produce larger reconstruction er-
rors. For a heartbeat x and its reconstruction Z, An anomaly score can be defined as
e(r) = Lyee(z, 7).

where L,.. denotes the reconstruction error. A lower value indicates that the

heartbeat closely resembles the learned healthy representation, whereas a higher value
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suggests abnormality. A heartbeat is classified as anomalous when its reconstruction
error exceeds a patient-specific threshold estimated exclusively from healthy validation
data. This formulation allows anomaly detection to be performed without requiring
examples of abnormal cardiac activity during model development. The reconstruction-
based paradigm is particularly suitable for the strictly personalized zero-shot setting
adopted in this study. Since no abnormal beats are available during training, the task
naturally becomes one of modelling normality rather than learning explicit abnormal

patterns.

3.6 Neural Network Architectures

This section describes the neural network architectures used throughout the study.
Although the investigated models differ in their latent-space formulation and regu-
larization strategies, they share a common reconstruction-based anomaly detection
framework. To ensure a fair comparison, all models were trained and evaluated us-
ing the same patient-specific data preparation procedure, optimization strategy, and

threshold selection methodology.

3.6.1 Common Architectural Framework

All investigated models operate on heartbeat segments represented as fixed-length
vectors containing 128 samples. The models follow an encoder—decoder paradigm in
which the encoder compresses the input heartbeat into a lower-dimensional latent
representation and the decoder reconstructs the original heartbeat from this latent
code.

The latent dimensionality was treated as a tunable hyperparameter and evaluated
using multiple candidate values during the ablation study. The encoder and decoder
structures were designed symmetrically to facilitate stable reconstruction learning. In
addition, optional masking and weight-tying mechanisms were investigated to assess
their influence on anomaly detection performance.

Table 3.1 summarizes the common architectural configuration used throughout

71



the experiments.

Table 3.1: Common architectural configuration used in the investigated models.
Component Configuration
Input Dimension 128 samples
Latent Dimensions 8, 10, 12, 16, 30, 64
Activation Function ReLU
Architecture Type  Encoder-Decoder
Decoder Structure  Symmetric

Weight Tying Evaluated
Masking Strategy Evaluated
Training Mode Patient-Specific

3.6.2 Autoencoder Architecture

The Autoencoder (AE) serves as the primary reconstruction-based baseline in this
study. The model consists of an encoder that maps the input heartbeat into a compact
latent representation and a decoder that reconstructs the heartbeat from this latent
code.

The AE is trained solely by minimizing reconstruction error between the input and
reconstructed heartbeat. Consequently, the latent representation is learned without
any probabilistic constraints or additional regularization terms. The reconstruction

error obtained from the trained model forms the basis for anomaly detection.

3.6.3 Variational Autoencoder Architecture

The Variational Autoencoder (VAE) extends the conventional autoencoder by learning
a probabilistic latent representation. Instead of directly generating a latent vector,
the encoder estimates the parameters of a latent Gaussian distribution, namely the
mean (p) and log-variance (log o?).

A latent sample is then generated using the reparameterization trick, enabling end-
to-end optimization through gradient descent. The decoder reconstructs the heartbeat
from the sampled latent representation. During training, the model minimizes a
combination of reconstruction loss and Kullback—Leibler divergence, encouraging the

latent space to follow a structured probabilistic distribution.
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3.6.4 Sparse Geometry Autoencoder Architecture

The proposed Sparse Geometry Autoencoder retains the same encoder—decoder back-
bone as the conventional autoencoder while incorporating additional regularization
mechanisms designed to improve latent-space representation quality.

Specifically, sparsity regularization encourages compact and discriminative latent
representations, while scaled-isometry geometry regularization promotes preservation
of local geometric relationships within the latent space. These regularization terms
are jointly optimized with the reconstruction objective.

By combining reconstruction learning with sparsity and geometry constraints, the
proposed model aims to improve the separation between normal and anomalous heart-

beats while maintaining accurate signal reconstruction.

3.6.5 Architectural Comparison of Investigated Models

Table 3.2 summarizes the principal characteristics of the three investigated models.

Table 3.2: Comparison of the investigated model architectures.

Model Reconstruction Probabilistic Sparsity Geometry
AE v - - -
VAE v v - -
Sparse Geometry AE v - v v

All three models operate within the same personalized anomaly detection frame-
work and are evaluated under identical experimental conditions. This design ensures
that performance differences can be attributed primarily to the latent-space formula-
tion and regularization strategy rather than differences in data preparation or evalu-

ation procedures.

3.7 Autoencoder Baseline

The Autoencoder (AE) serves as the primary baseline model. Autoencoders are unsu-

pervised neural networks designed to learn compact representations of data by com-
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pressing the input into a lower-dimensional latent space and subsequently reconstruct-
ing the original signal.

The model consists of two components: an encoder and a decoder. The encoder
maps the input heartbeat into a latent representation, while the decoder attempts to
reconstruct the original heartbeat from the latent code.

Given an input heartbeat x € R?®, the encoder produces a latent representation
z = fg(x), where fy denotes the encoder transformation. The decoder then recon-
structs the signal according to & = g4(2), where g,4 represents the decoder. The latent
dimension is selected such that d < 128, forcing the model to compress the input in-
formation. This bottleneck encourages the latent representation to capture the most
important characteristics of healthy ECG morphology.

The final experimental framework evaluates multiple latent dimensions to inves-
tigate the relationship between representation capacity and anomaly detection per-
formance. Both tied and untied weight configurations are considered. In the tied-
weight setting, the decoder weights are constrained to be the transpose of the encoder
weights, reducing the number of trainable parameters and encouraging more struc-
tured representations. In the untied setting, encoder and decoder weights are learned
independently, increasing representational flexibility.

The Autoencoder serves as the reference model against which the more advanced

latent-space regularization strategies are evaluated.

3.8 Variational Autoencoder Baseline

The Variational Autoencoder (VAE) extends the conventional Autoencoder by intro-
ducing a probabilistic latent representation. Rather than mapping each heartbeat to
a deterministic latent vector, the encoder learns a probability distribution describing
the latent representation.

For an input heartbeat x, the encoder estimates a latent mean vector p = f,(x)
and a latent variance vector 0% = f,(z). A latent sample is then generated using the

reparameterization trick z = p+o0®e, where e ~ N(0, I). This formulation allows the
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model to learn a continuous latent distribution while remaining differentiable during
optimization. The decoder reconstructs the heartbeat from the sampled latent vector
T =g(z).

In addition to reconstruction accuracy, the VAE encourages the latent distribution
to remain close to a predefined Gaussian prior. This is achieved through the Kullback-
Leibler divergence term Ly = —1 > (14 logo? — p? — o?).

The probabilistic nature of the VAE can improve latent-space smoothness and
generalization. However, stronger latent regularization may also reduce reconstruction
fidelity, which can influence anomaly detection performance. Consequently, the VAE
provides an important baseline for assessing whether probabilistic latent modelling

offers advantages in the personalized zero-shot setting.

3.9 Proposed Sparse Geometry Autoencoder

The central contribution of this thesis is the Sparse Geometry Autoencoder, which
extends the standard Autoencoder through additional latent-space regularization.
The motivation behind the proposed model originates from two observations. First,
healthy ECG morphology often occupies a relatively low-dimensional manifold. Sec-
ond, successful anomaly detection depends not only on reconstruction accuracy but
also on how effectively the latent space organizes healthy heartbeat representations.

The proposed model therefore introduces sparsity and geometry-preserving con-
straints to encourage the latent representation to become both compact and struc-
turally meaningful. The overall architecture remains similar to the standard Autoen-
coder. An encoder compresses the input heartbeat into a latent representation, and a
decoder reconstructs the original signal from the latent code. The latent representa-
tion is defined as z = f(x).Unlike the standard Autoencoder, additional regularization

terms are incorporated into the training objective.
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3.9.1 Latent Sparsity Regularization

Sparse representations have long been associated with efficient signal representation
and improved generalization. In the context of ECG analysis, sparsity encourages the
model to represent each heartbeat using only a small subset of latent dimensions.

The sparsity penalty is defined as

B
1
Lgparse = B Z Il zill1, where B is the batch size.
i—1

This regularization encourages many latent activations to remain close to zero,
producing more compact representations and reducing redundancy within the latent
space. From an anomaly-detection perspective, sparse latent representations may
improve the separation between healthy and abnormal beats by forcing the model to

focus on the most informative morphological characteristics.

3.9.2 Geometry-Preserving Regularization

While sparsity promotes compactness, it does not explicitly preserve relationships be-
tween samples. Two morphologically similar heartbeats should ideally remain close
together in latent space, whereas dissimilar heartbeats should remain separated. To
encourage this behaviour, a geometry-preserving regularization term is introduced.
Pairwise distances are computed in both the input space and the latent space. The
objective is to minimize discrepancies between these distance structures, thereby en-
couraging local neighbourhood relationships to remain consistent after encoding.
Conceptually, this regularization encourages the latent space to preserve the ge-
ometry of healthy ECG morphology. If two healthy beats are similar in waveform
shape, their latent representations should also be similar. Likewise, more distinct
beats should remain separated. Preserving local geometric structure is expected to
improve the representation of the healthy manifold and facilitate the identification of

out-of-distribution abnormalities.
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3.9.3 Covariance Regularization

Even when sparsity and geometry preservation are enforced, latent variables may
remain highly correlated. Such redundancy can reduce the effective capacity of the
latent space and hinder representation quality. To address this issue, a covariance reg-
ularization term is incorporated into the objective function. The goal is to reduce cor-
relations between latent dimensions and encourage each dimension to capture distinct
information. By promoting latent decorrelation, the model can utilize the available

latent capacity more efficiently and potentially improve anomaly separation.

3.9.4 Combined Objective

The final Sparse Geometry Autoencoder combines reconstruction learning, latent
sparsity, geometry preservation, and covariance regularization within a unified op-
timization framework. This design allows the model to learn representations that are
simultaneously accurate, compact, and geometrically meaningful. Unlike the AE and
VAE baselines, which primarily focus on reconstruction quality, the proposed model
explicitly encourages latent-space organization. The central hypothesis of this thesis
is that improved latent-space structure can enhance reconstruction-based anomaly

detection under strictly personalized zero-shot constraints.

3.10 Reconstruction Objective

A critical requirement of the experimental design is ensuring a fair comparison among
model families. To achieve this, all models are trained using the same reconstruction
objective.

Earlier exploratory experiments investigated several reconstruction losses. How-
ever, the final framework adopts a combination of Smooth L1 reconstruction loss
and correlation-based waveform similarity loss. The Smooth L1 component provides
robustness to local reconstruction errors while maintaining stable optimization char-

acteristics. Compared with mean squared error, Smooth L1 loss is less sensitive to
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isolated large deviations and can produce more stable training behaviour. The recon-
struction component is defined as Lgpi(x, Z).

While pointwise reconstruction accuracy is important, ECG morphology also de-
pends strongly on waveform shape. Two beats may exhibit similar clinical morphol-
ogy even when small amplitude differences exist. To account for this characteristic, a
correlation-based loss term is incorporated as L., = 1 — p(x, &), where p(-) denotes
the correlation coefficient between the original and reconstructed heartbeat. The final
reconstruction objective becomes L,.. = Lsr1 + YeorrLcorr- This formulation simul-
taneously encourages accurate sample-level reconstruction and preservation of overall
waveform morphology.Using the same reconstruction objective across all model fam-
ilies ensures that performance differences arise primarily from latent-space modelling

rather than from differences in reconstruction scoring.

3.11 Training Strategy

All models are trained independently for each patient using only healthy heartbeats
from the training subset.Optimization is performed using the Adam algorithm, which
provides efficient gradient-based learning and has demonstrated strong performance
across a wide range of deep learning applications.To reduce overfitting and improve
generalization, model selection is performed using a separate healthy validation subset.
The model state corresponding to the lowest validation reconstruction error is retained
for final evaluation.

A learning-rate scheduling strategy is employed to improve optimization stabil-
ity. When validation performance ceases to improve, the learning rate is gradually
reduced, allowing the model to refine the latent representation more effectively.Early
stopping is also incorporated to prevent unnecessary training once convergence has
been achieved. Training terminates when validation performance fails to improve for
a predefined number of epochs.

Because each patient is treated independently, the complete training procedure is

repeated separately for every patient and every model configuration evaluated during
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the study.This patient-specific optimization strategy ensures that the learned latent
representation reflects only the morphology of the target individual and remains fully

consistent with the strictly personalized learning paradigm.

3.12 Ablation Study Design

A major component of this research is the systematic investigation of architectural
and regularization choices that influence reconstruction-based anomaly detection per-
formance. Rather than evaluating only a single model configuration, an extensive
ablation study was conducted to identify the factors that contribute most strongly to
personalized zero-shot ECG anomaly detection.

The purpose of the ablation study is twofold. First, it provides a fair and trans-
parent comparison between competing design choices. Second, it helps determine
whether the performance improvements achieved by the proposed Sparse Geometry
Autoencoder arise from meaningful latent-space regularization rather than from ar-
bitrary hyperparameter selection.

All experiments were performed under the same personalized zero-shot protocol.
The ECG preprocessing pipeline, patient-specific data partitioning strategy, recon-
struction objective, threshold calibration procedure, and evaluation metrics remained
unchanged throughout the study. Consequently, performance differences can be at-

tributed directly to the investigated architectural or regularization factors.

3.12.1 Latent Dimension Analysis

The dimensionality of the latent space plays a critical role in reconstruction-based
learning. A latent representation that is too small may fail to capture important
characteristics of healthy ECG morphology, leading to poor reconstruction quality.
Conversely, an excessively large latent space may allow the model to memorize the
training data and reconstruct abnormal beats too accurately, reducing anomaly sep-
aration.

To investigate this trade-off, multiple latent dimensions were evaluated across all
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model families. The selected dimensions ranged from highly compressed representa-
tions to substantially larger latent spaces. This analysis aimed to identify the latent
dimensionality that provides the best balance between representation capacity and
anomaly detection performance.

The latent-dimension study also provides insight into the complexity of patient-
specific healthy ECG manifolds. If strong performance can be achieved using a small
latent representation, this suggests that healthy cardiac morphology may be charac-

terized effectively within a relatively compact feature space.

3.12.2 Input-Masking Analysis

An additional objective of the ablation study was to investigate the importance of dif-
ferent regions of the ECG waveform. The QRS complex represents the most prominent
component of the heartbeat and contains substantial diagnostic information. Con-
sequently, it is reasonable to hypothesize that emphasizing the central region of the
beat may improve anomaly detection performance.

To evaluate this hypothesis, experiments were conducted using both complete
heartbeat representations and masked representations that emphasize the central por-
tion of the waveform. This comparison allows assessment of whether information
outside the dominant QRS region contributes meaningfully to reconstruction-based
anomaly detection. The masking experiments also provide insight into the extent to
which anomaly detection relies on localized waveform characteristics versus broader

morphological context.

3.12.3 Input-Corruption Analysis

In addition to masking, experiments were conducted using mild input corruption
during training. Input corruption introduces controlled perturbations to the training
signal while requiring the model to reconstruct the original heartbeat. This strategy is
conceptually related to denoising autoencoders and is often used to improve robustness

and representation quality.
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The rationale behind this experiment is that a model capable of reconstructing
clean ECG morphology from slightly corrupted inputs may learn more stable latent
representations and become less sensitive to noise or minor physiological variations.
Comparisons between standard and corrupted-input training therefore provide in-
sight into whether robustness-oriented learning strategies benefit personalized ECG

anomaly detection.

3.12.4 Correlation-Weight Analysis

The reconstruction objective includes a correlation-based term designed to encourage
preservation of waveform morphology. Although pointwise reconstruction accuracy is
important, ECG interpretation also depends strongly on the overall shape of the wave-
form. Therefore, several values of the correlation weighting parameter were evaluated.
This analysis investigates the extent to which emphasizing morphological similarity
influences reconstruction quality and anomaly separation. Excessively small correla-
tion weights may underutilize waveform-shape information, whereas excessively large

weights may reduce sensitivity to local reconstruction differences.

3.12.5 Sparsity-Regularization Analysis

The proposed Sparse Geometry Autoencoder introduces explicit sparsity regulariza-
tion within the latent space. The strength of this regularization is controlled by the
sparsity coefficient. Several sparsity levels were investigated to determine whether
stronger latent sparsity improves anomaly detection performance. Sparse represen-
tations may enhance interpretability and reduce redundancy, but excessive sparsity
may limit representational capacity and hinder reconstruction quality. The sparsity
ablation therefore examines the balance between compact latent representations and

accurate ECG reconstruction.
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3.12.6 Geometry-Regularization Analysis

A central hypothesis of this thesis is that preserving local geometric relationships be-
tween healthy heartbeats can improve latent-space organization and facilitate anomaly
separation. To investigate this hypothesis, multiple geometry-regularization strengths
were evaluated. Small geometry weights may provide insufficient structural guidance,
whereas excessively strong geometry preservation may constrain the latent space too
aggressively and interfere with reconstruction learning. The geometry ablation di-
rectly evaluates whether preserving relationships among healthy beats contributes to

improved anomaly detection performance.

3.12.7 Covariance-Regularization Analysis

The final regularization component investigated in the ablation study is covariance
regularization. The purpose of this term is to reduce redundancy among latent di-
mensions and encourage the latent representation to utilize available dimensions more
efficiently. By discouraging highly correlated latent variables, covariance regulariza-
tion promotes a more distributed representation of healthy ECG morphology. Ex-
periments were conducted with and without covariance regularization to determine

whether latent decorrelation provides measurable benefits for anomaly detection.

3.12.8 Model Selection Strategy

The large experimental design generated a substantial number of model configura-
tions. To identify the most effective configuration, all candidates were evaluated us-
ing the same threshold-calibration procedure and performance metrics. Rather than
selecting models based solely on reconstruction quality, the final selection criterion
was based on anomaly-detection performance. This approach ensures that the chosen
model provides the best balance between healthy-beat preservation and abnormal-

beat detection under the intended deployment conditions.
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3.13 Threshold Calibration

Following model training, reconstruction errors are converted into anomaly scores and
subsequently transformed into binary classifications through thresholding. Thresh-
old selection is a critical component of reconstruction-based anomaly detection. A
threshold that is too low may incorrectly classify healthy beats as anomalies, leading
to excessive false positives. Conversely, an overly conservative threshold may miss
abnormal beats and increase the number of false negatives.

The challenge is particularly significant in the present study because abnormal
beats are unavailable during model development. Consequently, threshold calibration
must be performed exclusively using healthy validation data. For each patient and
model configuration, the distribution of healthy validation reconstruction errors is
analysed. Candidate thresholds are generated from high percentiles of the validation-
error distribution and adjusted using standard-deviation-based margins.

This strategy allows thresholds to adapt to the reconstruction characteristics of
individual patients and model configurations. Since reconstruction-error distributions
vary across patients, a single global threshold would be unlikely to provide optimal
performance. The resulting threshold calibration process remains fully consistent with
the zero-shot learning paradigm because no abnormal information is required at any

stage.

3.14 Performance Evaluation

Model performance is evaluated using binary anomaly-detection metrics derived from
confusion matrices. For each patient, predictions are compared against ground-truth
labels to obtain the numbers of True Positives (TP), False Positives (FP), True Neg-
atives (TN), and False Negatives (FN).

From the confusion matrix, standard evaluation metrics are computed. Accuracy,

precision, recall (sensitivity), and specificity are defined as
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TP+TN
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The anomaly-class F1l-score is calculated as

Fl,— 2 x Precision x Recall

Precision + Recall

Because the dataset exhibits substantial class imbalance, relying solely on anomaly-
class performance can provide an incomplete picture of model behaviour. Conse-
quently, a healthy-class F1l-score is also computed.

The primary evaluation metric used throughout this study is the macro-style F1-

score, defined as the average of the healthy-class and anomaly-class F1-scores:

Flg+F1y

F 1macro =
2

This metric provides a balanced assessment of both healthy-beat preservation and
anomaly detection performance.

To obtain robust overall performance estimates, confusion matrices are accumu-
lated across all evaluated patients before final metrics are computed. This approach
prevents individual patients with unusually small or unusually large numbers of ab-

normal beats from exerting disproportionate influence on the final results.

3.15 Latent-Space Analysis

While anomaly-detection metrics provide a direct measure of practical performance,
they do not fully explain why certain models outperform others. To better under-

stand the behaviour of the learned representations, an additional latent-space analysis
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was conducted. The first component of this analysis examines latent sparsity. Two
complementary statistics are used: the fraction of near-zero latent activations and
the mean absolute latent value. Together, these measures provide insight into how
efficiently each model utilizes its latent dimensions. The second component investi-
gates reconstruction quality through qualitative visualization. Representative heart-
beat reconstructions are examined to assess how accurately each model reproduces
healthy and abnormal waveforms. The third component analyses reconstruction-error
distributions. Histograms of healthy and abnormal reconstruction errors provide a vi-
sual representation of anomaly separation and help explain thresholding behaviour.
By combining quantitative performance metrics with latent-space and reconstruction

analyses, a more comprehensive understanding of model behaviour can be obtained.

3.16 Chapter Summary

This chapter presented the methodological framework developed for strictly person-
alized zero-shot ECG anomaly detection. The proposed approach learns patient-
specific representations of healthy cardiac activity using only healthy heartbeats from
the initial five minutes of each recording and subsequently identifies abnormalities
through reconstruction-error-based anomaly detection. Three reconstruction-based
model families were investigated: the Autoencoder, the Variational Autoencoder, and
the proposed Sparse Geometry Autoencoder. All models were evaluated under identi-
cal preprocessing, training, threshold-calibration, and evaluation protocols to ensure
a fair comparison. A comprehensive ablation study examined the effects of latent
dimensionality, weight tying, input masking, input corruption, correlation weighting,
sparsity regularization, geometry preservation, and covariance regularization. Thresh-
old calibration was performed exclusively using healthy validation data, maintaining
consistency with the zero-shot learning constraint. The next chapter presents the
experimental results obtained from this framework and analyses the performance of

the investigated model families across the complete evaluation dataset.
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CHAPTER 4 Results and Discussion

4.1 Introduction

This chapter presents the experimental results of the strictly personalized zero-shot
ECG arrhythmia detection framework described in Chapter 3. The aim of this chap-
ter is not only to report the final numerical performance, but also to interpret what
the results show about patient-specific reconstruction learning, sparse latent represen-
tations, geometry-based regularization, and threshold calibration under a zero-shot
constraint.

The evaluation compares three model families: the Autoencoder (AE), the Vari-
ational Autoencoder (VAE), and the proposed Sparse Geometry Autoencoder. All
three models were trained under the same strictly personalized setting. For each pa-
tient, only healthy beats from the first five minutes of the recording were used for
training and validation. No abnormal beats were used during training, validation, or
threshold calibration. The models were then evaluated on the remaining beats from
the same patient, which included both healthy and anomalous beats.

The main comparison is based on accumulated confusion matrices across all evalu-
ated patients. This was done to avoid unstable conclusions from patient-level averag-
ing, especially because the number of anomalous beats differs strongly across patients.
The main reporting metric is the macro-style F1-score, which balances the healthy-
class and anomaly-class Fl-scores and is therefore more informative than accuracy
alone in this imbalanced detection problem.

To keep the chapter focused, only the most important final tables and figures
are reported here. The full ablation result files, full threshold-search outputs, and
extended ranked configuration tables are treated as supplementary material rather
than being placed in the main discussion. This allows the chapter to focus on the

findings that directly answer the research questions.
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4.2 Experimental Output Overview

The final experiment evaluated AE, VAE, and Sparse Geometry AE models under
the same reconstruction-error-based anomaly detection framework. The experimen-
tal search included model-level ablations and threshold-level evaluation. In total,
1350 model settings were evaluated after threshold selection, and 21600 threshold

evaluations were performed across all model configurations.

Table 4.1: Summary of the final experimental outputs used for Chapter 4.

Output Rows Purpose

Final AE/VAE/SGAE comparison 3 Best final model from each family

Best threshold per setting 1350  Best threshold-selected result per
model setting

All threshold results 21600  Full percentile and margin threshold
search

Top results 100  Highest-ranked configurations by
macro-style F1

Sparse Geometry AE top results 50 Highest-ranked Sparse Geometry AE
configurations

Sparsity summary 324  Latent-code sparsity statistics

Plot index 3 Saved reconstruction and

error-distribution figures

The final comparison was performed on 42 patient records. Across these patients,
the accumulated test set contained 79,642 beats. From the confusion-matrix totals,
this test set contained 69,020 healthy beats and 10,622 anomalous beats. This con-
firms the strong class imbalance of the task and justifies the use of macro-style F1-score

as the primary comparison metric.

4.3 Final Selected Model Configurations

Before comparing the final metrics, it is useful to summarize the selected configuration
from each model family. Table 4.2 reports the final AE, VAE, and Sparse Geometry
AE settings selected by macro-style Fl-score after threshold optimization.

The selected AE used a compact latent dimension of 10, ReLLU activation, untied
weights, and no input masking. The selected VAE used a larger latent dimension of

64 and masked input. The selected Sparse Geometry AE used latent dimension 10,

87



Table 4.2: Selected final configuration for each model family.

Model Latent Dim. Activation Tied Masking Input Mode 7. Asparse Ageo Acov Threshold

AE 10 ReLU False False No mask 0.20 0 0 0 99.995 + 2.00 margin
VAE 64 Linear False True Mask 0.20 0 0 0 99.990 + 2.00 margin
Sparse Geometry AE 10 ReLU False True Mask 020 75x107° 25x107° 0  99.990 + 2.00 margin

ReLU activation, untied weights, masked input, and nonzero sparsity and geometry
regularization. The best Sparse Geometry AE did not use covariance regularization,
which suggests that the main benefit came from sparsity and geometry preservation

rather than latent covariance decorrelation.

4.4 Final Model Comparison

Table 4.3 reports the final comparison of the selected AE, VAE, and Sparse Geometry
AFE models. All metrics were computed from accumulated confusion matrices across

the 42 evaluated patients.

Table 4.3: Final comparison of the selected AE, VAE, and Sparse Geometry AE

configurations.
Model Accuracy Macro F1 Precision Recall Sensitivity Specificity
AE 0.9193 0.8273 0.6921 0.7109 0.7109 0.9513
VAE 0.9127 0.8151 0.6644 0.6978 0.6978 0.9458
Sparse Geometry AE ~ 0.9265 0.8399 0.7280 0.7162 0.7162 0.9588

The Sparse Geometry AE achieved the strongest overall performance. It obtained
a macro-style F1-score of 0.8399, compared with 0.8273 for the AE and 0.8151 for the
VAE. It also achieved the highest accuracy, precision, recall, sensitivity, and specificity
among the three selected final models.

This result is important because all models used the same reconstruction score and
the same thresholding strategy. Therefore, the improvement cannot be explained by a
different anomaly score or a different evaluation protocol. Instead, the result indicates
that the latent-space design of the Sparse Geometry AE improved the balance between
healthy-beat preservation and anomaly detection.

Figure 4.1 visualizes the same comparison. The Sparse Geometry AE is consis-
tently higher across the reported metrics. The strongest gain is seen in precision and

specificity, showing that the proposed model reduced false alarms while maintaining
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Final model comparison on summed confusion matrices
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Figure 4.1: Final metric comparison of the selected AE, VAE, and Sparse Geometry
AE configurations.

slightly better recall than the baselines.

4.5 Accumulated Confusion-Matrix Analysis

The accumulated confusion matrices provide a clearer view of the error patterns be-
hind the final metrics. Table 4.4 reports true negatives, false positives, false negatives,
and true positives for each selected model. The anomaly class is treated as the positive

class.

Table 4.4: Accumulated confusion matrices for the selected final models.

Model TN FP FN TP
AE 65,660 3,360 3,071 7,551
VAE 65,276 3,744 3,210 7,412

Sparse Geometry AE 66,178 2,842 3,014 7,608

The Sparse Geometry AE produced the highest number of correctly classified
healthy beats and anomalous beats. It also produced the lowest number of false
positives and false negatives. Compared with the AE, the Sparse Geometry AE
reduced false positives from 3,360 to 2,842 and false negatives from 3,071 to 3,014.
Compared with the VAE, the reduction was even larger.

This result is significant because it shows that the proposed model did not simply

trade sensitivity for specificity. Instead, it improved both sides of the confusion ma-
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trix. The reduction in false positives is especially relevant for long-term monitoring,
where frequent false alarms can reduce user trust and increase unnecessary clinical
review. At the same time, the reduction in false negatives is important because missed

arrhythmic beats are clinically undesirable.

Sparse Geometry AE accumulated confusion matrix
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Figure 4.2: Accumulated confusion matrix for the final Sparse Geometry AE config-
uration.

Figure 4.2 shows the accumulated confusion matrix for the final Sparse Geometry
AE. The figure confirms that most healthy beats are correctly preserved as healthy
while a substantial proportion of anomalous beats are detected under the strict zero-

shot setting.

4.6 Sparse Geometry AE Ablation Results

The full Sparse Geometry AE ablation evaluated 1296 model settings. Reporting all
of them in the main chapter would distract from the main findings, so only the most
important summary results are included here. The complete ranked ablation results
are retained as supplementary material.

Table 4.5 reports the five highest-ranked Sparse Geometry AE configurations.

90



Table 4.5: Top five Sparse Geometry AE configurations ranked by macro-style F1-
score.

Rank Latent Masking Input Mode ... Asparse Ageo Acov Macro F1
1 10 True Mask 020 7.5x107° 25x107° 0 0.8399
2 10 False No mask 022 1.0x10™* 5.0x107° 0 0.8351
3 12 True Mask 022 7.5x107° 50x10™® 5.0x10°° 0.8346
4 10 True Mask 022 7.5x107% 50x10™® 5.0x10°° 0.8322
5 12 False No mask 0.18 1.0x10™* 2.5x107° 0 0.8320

The strongest Sparse Geometry AE result was obtained with latent dimension 10,
untied weights, masked input, correlation weight 0.20, sparsity coefficient 7.5 x 1075,
geometry coefficient 2.5 x 107°, and no covariance penalty. Several observations can
be made from the top-ranked results.

First, all top configurations used untied weights. This suggests that, for the final
task, allowing the encoder and decoder to learn separate transformations was more
useful than enforcing a tied-weight constraint. Second, the best result used masked
input, indicating that focusing on the central part of the beat can be beneficial.
Third, all top configurations used nonzero sparsity and geometry regularization. This
supports the central idea of the thesis: latent-space structure improves reconstruction-

based anomaly detection in the strictly personalized zero-shot setting.

4.7 Latent Dimension Ablation

Latent dimensionality is a key factor in reconstruction-based anomaly detection. If the
latent space is too small, the model may fail to represent healthy beat morphology. If
it is too large, the model may reconstruct abnormal beats too well, reducing anomaly
separation.

Table 4.6 reports the best Sparse Geometry AE macro-style F1-score obtained for
each latent dimension.

The best performance was achieved with latent dimension 10. Performance de-
creased as the latent dimension increased beyond 12, with a clear drop for dimensions
30 and 64. This result suggests that a compact representation is more suitable for the
proposed zero-shot setting. Larger latent spaces may give the model enough capacity

to reconstruct abnormal beats more accurately, thereby weakening the reconstruction-
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Table 4.6: Best Sparse Geometry AE macro-style Fl-score by latent dimension.
Latent Dimension Best Macro F1

8 0.8311
10 0.8399
12 0.8346
16 0.8258
30 0.7848
64 0.7767

error gap between healthy and anomalous beats.

Best Sparse Geometry AE F1 by latent dimension
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Figure 4.3: Best Sparse Geometry AE macro-style Fl-score by latent dimension.

Figure 4.3 visualizes this trend. The curve peaks at latent dimension 10 and
declines for larger latent dimensions. This provides direct evidence for selecting a

compact latent space in the final Sparse Geometry AE.

4.8 Thresholding Results

Threshold calibration is a critical part of the proposed framework because the model
has no access to abnormal validation beats. The threshold must therefore be estimated
only from healthy validation reconstruction errors. Table 4.7 reports the selected
threshold configuration for each final model.

All selected models used high-percentile thresholds with a margin coefficient of

92



Table 4.7: Selected threshold configuration for each final model.

Model Percentile Margin Mean Threshold Value
AE 99.995 2.00 0.103806
VAE 99.990 2.00 0.103657
Sparse Geometry AE 99.990 2.00 0.106914

2.00. This reflects the need to set conservative thresholds when only healthy validation
errors are available. A threshold that is too low would classify normal variation
as abnormal and increase false positives. A threshold that is too high would miss
abnormal beats and increase false negatives.

The selected threshold values were not identical across model families, indicating
that threshold calibration should be performed separately for each model and pa-
tient rather than using a fixed global threshold. This variation reflects the differences
in reconstruction-error distributions learned by different models and from different
patients. However, the experimental results also revealed that the percentile-based
threshold was not consistently successful in separating healthy and abnormal recon-
struction errors for all patients. In some cases, the selected threshold resulted in false-
positive or false-negative predictions, indicating that threshold calibration remains
one of the principal limitations of the proposed zero-shot framework. Nevertheless,
the percentile-based strategy provides a practical solution when abnormal validation
data are unavailable, although more robust and adaptive threshold-selection methods

should be investigated in future work.

4.9 Latent-Space Sparsity Analysis

Latent-space statistics were computed from the patient-specific training latent codes
to examine whether the proposed model’s improvement can be explained by sparsity
alone. Table 4.8 reports the latent-code statistics for the selected final models.

For each trained model, latent codes were extracted from the patient-specific train-

ing data. The fraction near zero was computed as the proportion of latent activations
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whose absolute value was less than or equal to 1075:

: 1 6
Fraction Near Zero = Na Z . I(|z;;] <107°%),

=1 j=1

where IV is the number of training beats, d is the latent dimension, z;; is the j-th
latent activation of the i-th beat, and I(-) is the indicator function. A larger value
indicates that a greater proportion of latent activations are effectively inactive.

Table 4.8: Latent-space sparsity statistics computed from the patient-specific training

latent codes of the selected final models.
Model Latent Dim. Fraction Near Zero Mean Abs. Value

AE 10 0.3126 0.2217
VAE 64 0.0000 0.4843
SGAE 10 0.2994 0.2040

The AE and Sparse Geometry AE both produced sparse ReLLU-based latent ac-
tivations, while the VAE did not produce near-zero activation sparsity under the
same criterion. The AE had a slightly higher fraction of near-zero activations than
the Sparse Geometry AE.However, the Sparse Geometry AE achieved the highest
macro-style Fl-score among the evaluated models. This observation suggests that
sparsity alone cannot explain the observed performance improvement. This means
that sparsity alone does not explain the improvement.

The Sparse Geometry AE also had the lowest mean absolute latent value among
the three final models. This suggests that its latent representation was compact, but
the main performance gain likely came from the combination of compactness and

geometry preservation rather than from sparsity alone.

4.10 Reconstruction and Error-Distribution Analysis

In addition to the aggregate metrics, reconstruction-error histograms and reconstruc-
tion examples were examined for patient 100. These figures provide qualitative insight
into how the final models behave on healthy and anomalous beats.

The error histograms show the distribution of reconstruction errors for healthy and
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abnormal beats. In reconstruction-based anomaly detection, a useful model should
produce lower errors for healthy beats and higher errors for abnormal beats. The de-
gree of overlap between the two distributions determines how difficult the thresholding

problem becomes.

AE | patient 100 | healthy vs abnormal errors
T

Healthy (n=1871)
25 1 Abnormal (n=34)
——- Threshold

0.00 0.05 0.10 0.15 0.20 0.25
Reconstruction error

Figure 4.4: AE reconstruction-error histogram for patient 100.

Figure 4.4 presents the reconstruction-error distributions obtained from the Au-
toencoder for patient 100. Healthy beats are concentrated at very low reconstruction-
error values, whereas abnormal beats are associated with substantially larger recon-
struction errors. A clear separation can be observed between the healthy and ab-
normal error distributions, with the selected threshold positioned between the two
groups. This separation indicates that the Autoencoder successfully learned the dom-
inant characteristics of the patient’s normal cardiac activity and assigned higher re-
construction errors to anomalous beats. Consequently, reconstruction error provides
an effective basis for distinguishing healthy and abnormal heartbeats in this example.

Figure 4.5 presents the reconstruction-error distributions obtained from the Vari-
ational Autoencoder for patient 100. Healthy beats are concentrated at very low
reconstruction-error values, whereas abnormal beats are associated with substantially
larger reconstruction errors. The two distributions are clearly separated, indicat-
ing that abnormal beats generally produce higher reconstruction errors than healthy

beats. However, this figure also represents a failure case of the fixed percentile-based
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Figure 4.5: VAE reconstruction-error histogram for patient 100.

threshold selection. Although the reconstruction-based anomaly detection framework
successfully separates the healthy and abnormal reconstruction-error distributions, the
patient-specific fixedx percentile threshold is positioned too high within the abnormal-
error range. As a result, several abnormal beats fall below the selected threshold and

are incorrectly classified as healthy, resulting in missed anomalies.

Sparse Geometry AE | patient 100 | healthy vs abnormal errors

200 +

501 Healthy (n=1871)

Abnormal (n=34)
—==- Threshold

0.00 0.05 0.10 0.15 0.20
Reconstruction error

Figure 4.6: Sparse Geometry AE reconstruction-error histogram for patient 100.

Figure 4.6 presents the reconstruction-error distributions obtained from the pro-
posed Sparse Geometry Autoencoder for patient 100. Healthy beats are concentrated
near very low reconstruction-error values, whereas abnormal beats produce substan-
tially larger reconstruction errors. A clear separation can be observed between the

healthy and abnormal error distributions, indicating that abnormal beats generally
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produce higher reconstruction errors than healthy beats. However, this figure also
represents a failure case of the fixed percentile-based threshold selection. Despite the
clear separation achieved by the reconstruction-based anomaly detection framework,
the patient-specific fixed percentile threshold does not optimally separate the two
distributions because it is located within the abnormal-error range. Consequently,
several abnormal beats remain below the selected threshold and are therefore missed
during anomaly detection.

The reconstruction examples provide a more direct view of model behaviour. For
patient 100, each model reconstructs representative healthy and abnormal beats. The
healthy examples show whether the model can preserve normal morphology, while

the abnormal examples show whether abnormal morphology produces reconstruction

mismatch.
AE | Healthy beat | patient 100 | index 949
— Input
0.5 1 Reconstruction
0.4
0.3
0.24 [
0.1 |
A\, | =
—
0.0 4 " \’w\ \/ Ww‘,_ﬂ_‘;/—/
—0.14 T T T T T T T
0 20 40 60 80 100 120
AE | Abnormal beat | patient 100 | index 1115
0.6 |
—— Input
0.5 Reconstruction
0.4 4
0.34 I\
0.2 |
0.1 ‘ i A
Il | I A B B e v
0.0 A ] ‘\\,.V\_N.—\/ N~~~ P
-0.14
-0.21

Figure 4.7: AE reconstruction examples for patient 100.

These reconstruction plots support the quantitative findings. Healthy beats are
generally reconstructed with the expected morphology, while abnormal beats pro-
duce larger visible mismatches. This is consistent with the reconstruction-error-based

decision rule used throughout the study.
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Figure 4.8: VAE reconstruction examples for patient 100.
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Figure 4.9: Sparse Geometry AE reconstruction examples for patient 100.
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4.11 Discussion in Relation to the Research Questions

4.11.1 RQ1: Can five minutes of personalized ECG data enable zero-shot

arrhythmia detection?

The results support the feasibility of using five minutes of personalized healthy ECG
data for zero-shot arrhythmia detection. All three model families achieved meaningful
performance while using only healthy beats from the target patient for training and
validation. The best result was obtained by the Sparse Geometry AE, which achieved
a macro-style Fl-score of 0.8399 across 42 patient records.

This finding shows that the first five minutes of healthy ECG can contain enough
patient-specific information to learn a useful representation of normal morphology.
However, the results should not be interpreted as perfect detection. Even the best
model produced 3,014 false negatives and 2,842 false positives. Therefore, the cor-
rect conclusion is that the five-minute baseline is sufficient for meaningful zero-shot
anomaly detection, but further improvement is still needed for more reliable clinical

deployment.

4.11.2 RQ2: Does sparsity and geometry regularization improve perfor-

mance compared with AE and VAE?

The results support the usefulness of sparsity and geometry regularization. The Sparse
Geometry AE outperformed both AE and VAE in macro-style F1-score, accuracy, pre-
cision, recall, sensitivity, and specificity. Since all models used the same reconstruction
score and thresholding strategy, this improvement is linked to the model formulation
and latent-space regularization.

The top Sparse Geometry AE configurations consistently used nonzero sparsity
and geometry coefficients. This supports the hypothesis that structuring the latent
space improves reconstruction-based anomaly detection. The final selected covariance
coefficient was zero, suggesting that covariance decorrelation was not necessary for the

best result in this experiment.
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4.11.3 RQ3: How does latent-space structure affect anomaly separation?

The latent-space results show that sparsity alone does not fully explain the final per-
formance. The AE produced a slightly higher fraction of near-zero latent activations
than the Sparse Geometry AE, but its final macro-style F1-score was lower. Therefore,
simply making latent codes sparse is not enough.

The better performance of the Sparse Geometry AE suggests that the organization
of the latent space also matters. The geometry regularization term encourages rela-
tionships between beats in the input space to be reflected in the latent space. This
likely helps the model represent healthy morphology more consistently and makes

abnormal deviations easier to detect through reconstruction error.

4.11.4 RQ4: How effective is percentile-based thresholding for anomaly

detection?

Threshold values in this study were estimated using a percentile-based approach be-
cause abnormal validation beats were unavailable under the zero-shot setting. The
selected thresholds were derived solely from the reconstruction-error distributions of
healthy validation beats.

The experimental results showed that threshold values varied across different mod-
els and patients, indicating that threshold selection is highly dependent on the under-
lying reconstruction-error distribution. Consequently, a single thresholding strategy
may not be equally suitable for all model configurations.

Inspection of the reconstruction-error histograms also revealed limitations in the
threshold-selection process. In several examples, the selected threshold was not posi-
tioned at the most desirable location within the error distribution. These observations
suggest that the current threshold-selection procedure requires further investigation.

Overall, the results identify threshold selection as an important open challenge in
zero-shot ECG anomaly detection. Future work should focus on developing more re-
liable and adaptive threshold-selection strategies that can operate effectively without

access to abnormal validation data.
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4.12 Chapter Summary

This chapter presented the final experimental results for strictly personalized zero-
shot ECG arrhythmia detection. The comparison was based on 42 patient records
and accumulated confusion matrices across 79,642 test beats.

The Sparse Geometry AE achieved the best final performance, with a macro-
style F1-score of 0.8399, accuracy of 0.9265, precision of 0.7280, recall of 0.7162, and
specificity of 0.9588. It also produced the best accumulated confusion matrix, with
the highest number of true positives and true negatives and the lowest number of false
positives and false negatives among the three selected models.

The ablation results showed that a compact latent dimension of 10 was most
effective for the Sparse Geometry AE. Larger latent dimensions reduced performance,
suggesting that excessive latent capacity can weaken anomaly separation. The final
results also showed that masked input, untied weights, sparsity regularization, and
geometry regularization contributed to the best model configuration.

Overall, the results support the main claim of this thesis: a strictly personalized
model trained only on a short healthy ECG baseline can perform meaningful zero-shot
arrhythmia detection, and sparse geometry-based latent regularization improves the

overall detection balance compared with standard AE and VAE baselines.
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CHAPTER 5 Conclusion and Future Work

5.1 Introduction

This thesis investigated the problem of strictly personalized zero-shot ECG arrhyth-
mia detection using reconstruction-based representation learning. The central motiva-
tion was to explore whether a short baseline period of healthy ECG activity could be
sufficient to construct an individualized model of normal cardiac behaviour and sub-
sequently identify future abnormalities without requiring abnormal examples during
training.

Unlike conventional supervised arrhythmia classification systems, the proposed
framework was designed to operate under a significantly more restrictive learning
scenario. Only healthy beats from the first five minutes of each patient’s ECG record-
ing were available during model development. No abnormal beats were used during
training, validation, threshold calibration, or model selection. Consequently, the task
was formulated as a reconstruction-based anomaly detection problem in which abnor-
malities were identified through deviations from a learned representation of healthy
cardiac activity.

Three model families were investigated within this framework: a conventional Au-
toencoder (AE), a Variational Autoencoder (VAE), and the proposed Sparse Geom-
etry Autoencoder. All models were evaluated under identical preprocessing, thresh-
olding, and evaluation protocols to ensure a fair comparison.

This chapter summarizes the main findings of the study, discusses the contributions
and limitations of the proposed framework, and outlines several directions for future

research.
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5.2 Summary of the Research

The research began with the hypothesis that patient-specific healthy ECG morphology
can be represented as a compact latent manifold and that deviations from this mani-
fold can be identified through reconstruction error. Under this assumption, anomaly
detection can be performed without requiring examples of abnormal cardiac activity
during model training.

To evaluate this hypothesis, a strictly personalized learning framework was de-
veloped. Individual heartbeats were extracted using RR-adaptive segmentation and
transformed into standardized representations through detrending, median centering,
and L2 normalization. For each patient, healthy beats from the first five minutes of
the recording were used to create patient-specific training and validation datasets.
The remaining beats were reserved for testing.

The experimental framework compared three reconstruction-based approaches.
The Autoencoder provided a deterministic latent-space baseline, while the Varia-
tional Autoencoder introduced probabilistic latent modelling through a Gaussian la-
tent distribution. The proposed Sparse Geometry Autoencoder extended the standard
Autoencoder through sparsity regularization and geometry-preserving constraints de-
signed to improve latent-space organization.

A comprehensive ablation study was conducted to investigate the effects of latent
dimensionality, weight tying, masking, reconstruction-loss weighting, sparsity regular-
ization, geometry regularization, and covariance regularization. Threshold calibration
was performed exclusively using healthy validation errors, preserving the zero-shot na-
ture of the problem.

The final evaluation was conducted on 42 patient records comprising 79,642 test
beats. Performance was measured using accumulated confusion matrices and a macro-
style F1-score designed to balance healthy-beat preservation and anomaly detection

performance.
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5.3 Answers to the Research Questions

5.3.1 RQ1: Can five minutes of healthy personalized ECG data support

zero-shot arrhythmia detection?

The results indicate that meaningful anomaly detection can be achieved using only
a short healthy baseline recording. All three model families were capable of detect-
ing previously unseen abnormalities despite never observing abnormal beats during
training.

The strongest result was obtained by the Sparse Geometry Autoencoder, which
achieved a macro-style Fl-score of 0.8399, an accuracy of 0.9265, and a specificity of
0.9588. These results demonstrate that the first five minutes of healthy ECG activity
contain sufficient information to construct a useful patient-specific representation of
normal cardiac behaviour.

Although the framework does not achieve perfect separation between healthy and
abnormal beats, the results confirm that clinically meaningful anomaly detection is

possible under a strictly personalized zero-shot setting.

5.3.2 RQ2: Does latent-space regularization improve reconstruction-based

anomaly detection?

The results show that latent-space regularization can improve detection performance
when applied appropriately.

The proposed Sparse Geometry Autoencoder consistently outperformed both the
AE and VAE baselines across the primary evaluation metrics. Because all three model
families shared the same preprocessing pipeline, reconstruction objective, threshold-
calibration procedure, and evaluation methodology, the observed improvements can
be attributed primarily to differences in latent-space organization.

The strongest Sparse Geometry Autoencoder configuration incorporated both spar-
sity regularization and geometry-preserving regularization. This suggests that encour-

aging compact and structured latent representations contributes positively to anomaly

104



detection performance.
The results therefore support the hypothesis that latent-space organization plays

an important role in reconstruction-based ECG anomaly detection.

5.3.3 RQ3: What effect does latent dimensionality have on anomaly de-

tection performance?

The latent-dimension experiments revealed that larger latent spaces do not necessarily
improve anomaly detection performance.

The highest-performing Sparse Geometry Autoencoder used a latent dimension
of 10. Performance declined as latent dimensionality increased beyond this point,
particularly for dimensions of 30 and 64.

This finding suggests that excessive representational capacity may reduce anomaly
separation by allowing abnormal beats to be reconstructed more accurately. In con-
trast, compact latent spaces appear to encourage the model to learn the dominant
characteristics of healthy morphology while remaining sensitive to abnormal devia-
tions.

The results therefore indicate that careful control of latent-space capacity is im-

portant in reconstruction-based anomaly detection systems.

5.3.4 RQ4: Is percentile-based threshold calibration effective under a

zero-shot constraint?

Under the zero-shot setting, threshold values were estimated using only healthy vali-
dation beats because abnormal validation examples were unavailable. Consequently,
threshold calibration was performed using percentile-based statistics derived from the
reconstruction-error distributions of healthy validation data.

The selected threshold values varied across models and patients, reflecting differ-
ences in the underlying reconstruction-error distributions. The final model configura-
tions were associated with threshold values obtained from high percentiles combined

with standard-deviation-based margins.
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However, examination of the reconstruction-error histograms revealed limitations
in the threshold-calibration procedure. In several examples, the selected thresholds
did not appear to be positioned at the most suitable locations within the corresponding
error distributions. These observations indicate that threshold calibration remains a
challenging component of the proposed zero-shot anomaly-detection framework.

Overall, the results suggest that percentile-based threshold calibration provides a
practical way to estimate thresholds when abnormal validation data are unavailable,
but the threshold-selection process requires further investigation. Future work should
explore more robust and adaptive threshold-calibration strategies for zero-shot ECG

anomaly detection.

5.4 Main Contributions of the Thesis

This thesis makes several contributions to the field of personalized ECG anomaly
detection.

First, it presents a strictly personalized zero-shot ECG anomaly detection frame-
work in which abnormal beats are completely excluded from training, validation,
threshold calibration, and model selection. This creates a more realistic evaluation
scenario than many existing approaches that rely on abnormal examples during de-
velopment.

Second, the thesis demonstrates that arrhythmia detection can be performed us-
ing only five minutes of healthy ECG data from the target patient. This finding is
important for practical monitoring applications where abnormal examples may not
be available during system initialization.

Third, a Sparse Geometry Autoencoder was proposed and evaluated within the
personalized zero-shot setting. The model introduces sparsity and geometry-preserving
regularization to encourage structured latent-space representations while maintaining
reconstruction-based anomaly detection.

Fourth, a large-scale ablation study was conducted to investigate the effects of ar-

chitectural and regularization choices on performance. This analysis provided insight
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into the relationship between latent-space design and anomaly-detection capability.
Finally, the study established a consistent evaluation framework based on accu-
mulated confusion matrices and macro-style Fl-score, providing a consistent basis for

comparing reconstruction-based ECG anomaly detection models.

5.5 Limitations of the Study

Despite the encouraging results, several limitations should be acknowledged.

The first limitation concerns the dataset. Although the MIT-BIH Arrhythmia
Database remains one of the most widely used ECG benchmarks, it contains record-
ings collected under specific conditions and may not fully represent the diversity of
modern clinical populations.

The second limitation relates to the duration of the healthy baseline period. Only
the first five minutes of healthy ECG activity were used during model development.
While this constraint was intentionally chosen to simulate a realistic initialization
scenario, longer healthy recordings may provide additional information that could
improve representation quality.

A third limitation is that the proposed framework operates at the heartbeat level
and does not explicitly model long-term temporal dependencies between consecutive
beats. Some arrhythmias exhibit temporal patterns that may not be fully captured
by independent beat reconstruction.

Another limitation is that the study focuses on patient-specific learning and does
not investigate cross-patient knowledge transfer or domain adaptation. While this
decision was intentional in order to preserve the strictly personalized setting, future
systems may benefit from combining personalized representations with transferable
cardiac knowledge.

Finally, threshold selection remains a challenging aspect of the proposed frame-
work. Under the zero-shot constraint, threshold values were estimated using only
healthy validation data, without access to abnormal validation examples. The reconstruction-

error histograms presented in Chapter 4 showed that the selected thresholds were not
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always positioned at the most desirable locations within the corresponding error dis-
tributions. Consequently, more robust and adaptive threshold-selection strategies

should be investigated in future work.

5.6 Future Research Directions

Several opportunities exist for extending the present work.

One promising direction involves the incorporation of temporal modelling. Recur-
rent architectures, temporal convolutional networks, or transformer-based approaches
could potentially capture sequential relationships between heartbeats and provide ad-
ditional information for anomaly detection.

Another direction involves adaptive personalization. Instead of training exclusively
on the first five minutes of data, future systems could update the healthy represen-
tation continuously as new healthy observations become available. Such an approach
may improve robustness to gradual physiological changes over time.

Future research should also investigate more reliable threshold-selection strategies
for personalized zero-shot anomaly detection. Since abnormal validation data are
unavailable in the proposed framework, threshold estimation remains a challenging
problem. Adaptive or data-driven threshold-calibration methods may provide more
suitable decision boundaries while preserving the zero-shot constraint.

Future research could also investigate alternative latent-space regularization strate-
gies. While sparsity and geometry-preserving regularization produced the strongest
performance among the evaluated models, additional manifold-learning constraints
may further improve latent-space representations.

Another potential extension involves integrating reconstruction error with latent-
space anomaly scores. Combining multiple anomaly indicators may improve anomaly
discrimination and reduce classification errors.

The proposed framework may also be evaluated on larger and more diverse ECG
datasets, including multi-lead recordings and long-term wearable monitoring data.

Such evaluations would provide additional evidence regarding the generalizability of
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the proposed approach.

Finally, the representation-learning stage developed in this thesis may serve as a
foundation for future work on personalized domain adaptation. Once robust patient-
specific healthy representations have been learned, future research could investigate
how latent representations from different individuals can be aligned or translated to

facilitate transfer learning while preserving personalization.

5.7 Concluding Remarks

This thesis investigated a strictly personalized zero-shot framework for ECG ar-
rhythmia detection using reconstruction-based representation learning. The proposed
framework was designed to operate using only five minutes of healthy ECG data
from the target patient, without requiring abnormal beats during training, valida-
tion, threshold calibration, or model selection.

Among the evaluated models, the proposed Sparse Geometry Autoencoder achieved
the strongest overall performance, obtaining a macro-style F1-score of 0.8399 and out-
performing the Autoencoder and Variational Autoencoder baselines. These results
indicate that combining sparse latent representations with geometry-preserving regu-
larization is a promising direction for personalized reconstruction-based ECG anomaly
detection.

The experimental analysis also identified several challenges. In particular, thresh-
old selection under the zero-shot constraint remains an open problem because ab-
normal validation data are unavailable for threshold calibration. The reconstruction-
error histograms presented in this thesis showed that the current percentile-based
threshold-selection strategy was not always satisfactory, indicating that more robust
threshold-calibration methods require further investigation.

Overall, the findings suggest that patient-specific representation learning is a
promising direction for personalized ECG monitoring. The work presented in this the-
sis provides a foundation for future research on personalized representation learning,

zero-shot anomaly detection, threshold calibration, and patient-specific ECG analysis,
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while highlighting both the potential and the remaining challenges of reconstruction-
based approaches under highly constrained training conditions. These results suggest
that meaningful personalized ECG monitoring can be initialized from only a short
healthy baseline recording, making the proposed framework suitable for realistic long-
term wearable monitoring scenarios where abnormal examples are unavailable during

deployment.
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CHAPTER A SUPPLEMENTARY MATERIALS

A.1 Code Availability

The source code for this thesis is available at: https://github.com/AsmaHaque/

personalized_zero_shot_ECG.git

A.2 Data Availability

The MIT-BIH Arrhythmia Database is publicly available at: https://physionet.

org/content/mitdb/1.0.0/
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