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Feature selection is a prominent challenge in medical machine learning as data pose challenges
like imbalance, redundancy, noise, and high dimensionality, making feature selection critical.
This thesis systematically compared three feature selection methods ReliefF (filter), LASSO
(embedded), and Sequential Feature Selection (wrapper) across six diverse medical datasets
using four classifiers Logistic Regression, Random Forest, Support Vector Machine, and K-
Nearest Neighbor. Results demonstrated that no single method is universally optimal; instead,
its effectiveness depends on dataset characteristics and classifier architecture. Sequential
feature selection emerged as the most impactful method overall, particularly, when paired with
Random Forest. In three out of six datasets, it achieved best or near-best performance while
reducing dimensionality by 40-60%, leading to substantially lowering computational cost and
improved accuracy and Fl-score. In contrast, LASSO benefits linear classifiers like Logistic
Regression and Support Vector Machine as its built-in regularization inherently reduces the
influence of irrelevant coefficients. Lastly, ReliefF emphasizes on local interactions and proved
effective for datasets with non-linear patterns but provided limited improvement when the
original feature space was already relatively small or well-structured. Furthermore, the findings
also suggests that feature selection does not consistently lead to performance gains. In certain
cases, such as the HCV dataset, using the full feature set produced results comparable to or
even better than those from reduced subsets, suggesting that aggressive feature elimination may
remove relevant information. In contrast, for datasets with high redundancy, such as ACTG-
175, all classifiers showed improvements with Sequential Forward Selection, highlighting that

wrapper-based methods can identify compact and highly discriminative feature subsets.

This research offers evidence-based guidance for feature selection methods with multiple
classifiers, highlighting that performance is influenced by dataset characteristics, classifier
choice, and requirements rather than a single universally optimal method. This work provides

a framework for more reliable, efficient, and robust feature selection in machine learning.
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Chapter 1: Introduction

Machine learning has emerged as one of the most effective tools in analyzing multidimensional
and heterogenous medical data, offering the ability to discover obscured patterns and support
clinical-based decision-making. The rapid expansion of electronic health records and
large-scale medical datasets has created substantial opportunities for machine-learning models
to improve diagnostic performance, facilitate early disease detection, and enhance patient
monitoring. Recent studies demonstrate that machine-learning techniques are increasingly used
to identify and classify a wide range of diseases, including various forms of cancer,
cardiovascular disorders, neurological conditions and infectious diseases [Shehab et al. 2022].

Despite these advancements, several challenges persist when applying machine learning to
healthcare data. Medical datasets often suffer from high dimensionality, noise, and class
imbalance, all of which can adversely impact model performance and interpretability. Even in
datasets with a moderate number of features, redundant and irrelevant variables can mislead
the learning algorithm, increase computational cost, and reduce the clinical interpretability of
the predictive model. Addressing these issues requires the integration of effective
feature-selection techniques and robust classification algorithms. This thesis addresses these
challenges by systematically evaluating and comparing feature selection methods across
multiple medical datasets.

Feature selection aims to identify and retain only the most informative features, removing
irrelevant or redundant variables to improve classifier performance, reduce dimensionality,
decrease computational cost, and enhance interpretability.

Feature selection methods are categorized into three broad approaches: Filter methods,
Embedded methods and Wrapper methods [Chen et al. 2020]. In this thesis, one method is
selected from each feature selection category: ReliefF from filter methods [Kononenko 1994],
LASSO (Least Absolute Shrinkage and Selection Operator) from embedded methods
[Tibshirani 1996], and Sequential Feature Selection (SFS) from wrapper methods [Marill and
Green 1963]. Each category determines feature relevance using distinct underlying principles.
Filter approaches such as ReliefF evaluate features independently of any learning algorithm,
relying on statistical or distance-based measures; this makes them computationally efficient,
model-agnostic, and suitable for capturing general patterns in the data. Embedded techniques
like LASSO incorporate feature selection within the model training process itself, applying
regularization to reduce the influence of less important variables while retaining those most
relevant to the model’s predictive structure. In contrast, wrapper methods such as SFS assess
feature subsets by iteratively training a chosen classifier, thus identifying a feature combination
optimized for that specific model’s performance.

By employing one method from each category, this study integrates complementary viewpoints
on features, namely global, model-internal, and classifier-specific perspectives, thereby
reducing dependence on any single selection strategy. This combined approach enhances the
robustness of the findings and offers a more comprehensive assessment of which features
remain consistently informative across different methodological frameworks.

Despite the expanding scientific literature on feature selection in medical machine learning,
few studies have systematically compared filter, wrapper, and embedded methods within a
unified experimental framework across multiple datasets and classifiers. This limits the
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generalizability of existing findings and makes it difficult to draw broader conclusions about
which approach is most effective in medical contexts.

The objectives of this thesis include the following:

1. To evaluate the impact of feature selection methods on classification performance
across six diverse medical datasets.

2. To compare the effectiveness of filter, wrapper, and embedded feature selection
methods - ReliefF, LASSO, and SFS under a consistent experimental framework.

3. To evaluate the impact of dataset characteristics, including class imbalance,
dimensionality, and feature type, on the effectiveness of different feature selection
methods.

4. To identify which combination of feature selection method and classifier yields the best
predictive performance across varying medical dataset conditions.

Six datasets were selected from the UCI Machine Learning Repository — Cervical Cancer
(Risk Factors) [Fernandes et al. 2017a], Heart Disease [Janosi et al. 1989], HCV Data
[Lichtinghagen et al. 2020], Breast Cancer [ Zwitter and Soklic 1988], Breast Cancer Wisconsin
(Diagnostic) [Wolberg et al. 1993] and AIDS Clinical Trial Group Study 175 [Hammer ef al.
1996] — to provide a balanced, diverse, and methodologically meaningful evaluation of
feature selection algorithms. Together, they cover multiple clinical and behavioral domains,
vary in size and complexity, and include different types of features, making them ideal for
testing the robustness and generalizability of the selected methods.

This thesis employs three feature selection methods — ReliefF, LASSO, and SFS, one from
each category — in conjunction with four classifiers: Logistic Regression [Shipe ef al. 2019],
Random Forest [Breiman 2001], Support Vector Machine [Cortes and Vapnik 1995] and K-
nearest neighbor [Cover and Hart 1967]. These classifiers were selected as together they
represent complementary approaches to classification, ranging from linear and interpretable to
ensemble-based, kernel-based and instance-based methods, enabling a comprehensive
evaluation of feature selection across diverse learning strategies. Each feature selection method
is evaluated in combination with all four classifiers across all six datasets. To quantify the
impact of feature selection, classification performance metrics are first computed for baseline
classifiers trained on the full feature set, and subsequently for each classifier trained on the
feature subsets produced by each selection method.

The remainder of this thesis is organized as follows. Chapter 2 presents a review of related
literature, covering machine learning applications in medical prediction, feature selection
methods, classifiers in medical data, and prior studies on the selected datasets. Chapter 3
describes the preprocessing procedures, classifiers, feature selection methods, cross-validation
strategy, and evaluation metrics employed in this study. Chapter 4 provides a detailed
description of each dataset, including their characteristics, preprocessing steps, and class
distributions. Chapter 5 presents and analyses the experimental results across all datasets and
configurations. Chapter 6 concludes the thesis with a summary of findings, limitations, and
directions for future work.
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Chapter 2: Literature Review

To contextualize the present study, this chapter reviews existing literature across four key areas:
(1) Machine learning applications in medical disease prediction, (2) Feature selection methods
used for medical datasets (3) Prior studies using the specific datasets employed in this work
and (4) The classifiers used in the study.

2.1 Machine Learning in Medical Disease Prediction

The increasing availability of electronic health records and biomedical data has intensified the
need for automated analytical methods capable of supporting early detection, accurate
diagnosis, and personalized treatment planning. With time, machine learning techniques have
become increasingly competent in analyzing medical data, and the rapid growth of medical
data generation has accelerated the development of smart healthcare systems, enabling
machine-learning models to more efficiently monitor patient health [Deepa et al. 2022].

Machine Learning algorithms can process large and heterogeneous medical datasets to identify
clinically meaningful patterns and learn predictive relationships. These techniques have been
successfully applied to a wide range of medical problems, including early cancer detection,
Alzheimer’s diagnosis, COVID-19 screening, identification of medical abnormalities, analysis
of body-fluid biomarkers, ophthalmic disease classification, and cardiovascular risk prediction.
In addition, machine learning models have broad applications in medical data analysis,
particularly in disease and treatment prediction, public health and research applications, and
population health management [Garg and Mago 2021; Belgacem et al. 2023].

Medical data can be gathered from a variety of sources including public health data, prognosis,
biometric data and medical imaging [Lee and Yoon 2017]. Data often comes in various forms
but there are two main categories: structured and unstructured. Structured refers to the clinical
data such as demographics of patients, patient living habits (drinking, smoking, or eating
habits), and disease history whereas unstructured clinical data would consist of doctor—patient
conversation or doctor’s investigation records [Chen et al. 2017]. Medical data is often exposed
to the presence of unlabeled data, noise and inconsistency, high dimensionality, class
imbalance, outliers and missing values. Moreover, there are also some constraints, such as
privacy-sensitive information and the heterogeneous nature of medical data [Cios and Moore
2002]. All these factors cause challenges in analyzing data.

With the rapid expansion of medical data, there is a growing need for methods that can analyze
it efficiently for various clinical and research applications. Machine learning approaches help
address challenges related to data volume, complexity, and heterogeneity. They can perform
feature selection by extracting relevant and useful features, labeling unlabeled data, handling
high variability in data types, and transforming unstructured data into a structured form.

Machine learning classifiers are fundamental to medical data analysis, as they learn patterns
from clinical datasets to support clinical decision-making. Classifiers learn decision rules from
labelled data, mapping input features to predefined class labels to support diagnostic and
prognostic tasks. Commonly used classifier families, including Logistic Regression (LR),
Support Vector Machine (SVM), Decision Tree (DT), Random Forest (RF), k-Nearest
Neighbors (KNN), and Naive Bayes (NB). They are widely used because each offers distinct
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advantages depending on dataset characteristics. Logistic Regression is valued for its
interpretability in clinical prediction tasks, SVM performs well with high-dimensional
biomedical data, Random Forest provides robustness to noise and reliable feature-importance
estimation, and Decision Trees generate simple and interpretable decision rules. Ensemble
methods further improve predictive performance by combining multiple classifiers to achieve
better generalization and accuracy [Alshammari et al. 2026].

2.2 Feature Selection in Medical Data

Feature selection is an essential step in medical machine learning workflows. Medical datasets
may be high-dimensional, or even when they are not, they often contain redundant, irrelevant,
or missing variables that can hinder model performance, increase computational cost, and
reduce interpretability which can negatively impact model performance, increase
computational complexity, and reduce interpretability in clinical settings. To address these
challenges, feature selection techniques are typically grouped into three main categories: filter
methods, wrapper methods, and embedded methods.

2.2.1 Filter Methods

Filter methods evaluate the importance of features by examining the association between
features and target variables. They rank features independently of any classifier making them
computationally efficient. The ranking function gives a relevance score to each feature. The
more relevant a feature is, the higher its rank will be. Feature selection is then performed by
either selecting a fixed number of highest-ranked features or selecting all features whose
relevance exceeds a certain threshold value [Balasubramanian et al. 2014].

Some examples of filter methods are ReliefF, Chi-Square Test, Mutual Information (MI),
Pearson correlation and ANOVA. Filter methods are simple to implement and faster compared
to embedded and wrapper methods. They offer stability in terms of high-dimensional datasets.
Nevertheless, the limitation of this method is that each feature is assessed independently and
relationship between two features is not considered. There is always a possibility that two
features are not relevant separately in classification, but together they become useful.

Among the filter-based methods, ReliefF has been widely applied in medical datasets due to
its ability to handle noise, missing values and multiclass problems [Kononenko 1994]. It is
applied in various common medical applications such as prediction of heart disease
[Dissanayake and ]Johar 2021], detection of cervical cancer [Abrar et al. 2025], gene expression
and genomic data analysis [Zhang ef al. 2008] and early detection of diabetes [Flores et al.
2023].

Motivated by ReliefF’s strong performance across these medical domains, it is selected as the
filter-based feature selection method in this study.
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2.2.2 Embedded Methods

Embedded methods perform feature selection as an integral part of model training. They are
capable to perform feature selection and training of the classifier in parallel during learning
time. In a nutshell, it achieves model fitting and feature selection simultaneously.

They are the combination of the advantages of filter and wrapper methods. The embedded
model usually achieves both comparable accuracy to the wrapper and comparable efficiency to
the filter model. Since, wrapper methods use a predefined classifier to assess the quality of
features, while the feature selection process helps reduce the representational bias of the
classifier. On the other hand, they must run the classifier multiple times to assess the methods,
which makes them computationally expensive. Embedded methods have the advantages of (1)
wrapper models — to include interaction with classification model and (2) filter models — as
they are far less computationally intensive than wrapper methods [Tang et al. 2014].

Some commonly used embedded methods are LASSO regression, Decision Trees and Random
Forest. In this study, LASSO is used along with ReliefF and SFS for feature subset selection.

LASSO has been extensively applied in medical research for feature selection, biomarker
identification, disease prediction, and dimensionality reduction in high-dimensional clinical
datasets [Remeseiro and Bolon-Canedo 2019; Vasquez et al. 2016; Huang et al. 2020; Soret et
al. 2018]. It is particularly effective in healthcare applications due to its ability to eliminate
irrelevant variables while improving model interpretability and predictive performance
[Bollmann et al. 2023; Le et al. 2020]

2.2.3 Wrapper Methods

Wrapper methods are the feature selection techniques that assess multiple combinations of
features and select the best-performing ones [Kohavi and John 1997]. It determines the features
based on the classification performance estimates by the target learning algorithm. In other
words, it evaluates the quality of selected features based on the predictive performance of a
specified learning algorithm.

The main difference between filter and wrapper methods is the latter measures the importance
of a subset of features by actually training a model on it. Thus, these are computationally
expensive. Due to this limitation the embedded model, was proposed to bridge the gap between
the filter and wrapper models [Guyon and Elisseeff 2003].

Wrapper methods begin by selecting features using a model-driven evaluation measure and
then identifying the subset of attributes that yield the most effective predictive outcome. Here,
the predefined classifier works as a black box. The feature search chooses a set of features, and
the feature evaluation uses classifier to estimate the performance. It is then again returned to
feature search for the next iteration. Finally, the feature subset yielding the highest estimated
performance is selected for training the final classifier. The resulting classifier is then evaluated
using an independent testing set that was not involved in the training process.

Forward selection and backward elimination are common wrapper-based feature selection
techniques. In forward selection, features are added gradually to create increasingly larger
subsets based on their contribution to model performance. In contrast, backward elimination
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begins with all available features and progressively removes the least significant or least
promising ones [Guyon and Elisseeff 2003].

In this study, Sequential Forward Feature Selection is used (SFS). SFS is commonly used in
the medical field because of its ability to handle noise and high dimensionality. It has been
shown to achieve better predictive performance than filter methods when the selected feature
subset is optimized for a specific classifier [Remeseiro and Bolon-Canedo 2019]. SFS has also
been applied in the early detection of diseases. In a study on the early detection of Type-II
Diabetes, SFS was combined with a correlation matrix heatmap to identify the most predictive
subset of features, and the Random Forest classifier achieved the highest performance among
the evaluated models [Buyrukoglu and Akbag 2022].

2.3 Classifiers in Medical Data

Classification is a supervised machine learning method that predicts categories or class labels
from input data by assigning each instance to a predefined class based on learned patterns. A
wide range of ML classifiers are used in the medical field for early disease diagnosis,
prediction, prognosis, and patient risk. Some of the commonly used classifiers are Support
Vector Machine, Decision Trees, Random Forest, Naive Bayes, K-nearest neighbors, Artificial
Neural Network, Gradient boosting, Linear discriminant analysis and Logistic Regression. This
thesis employs four classifiers—Logistic Regression (LR), Random Forest (RF), Support
Vector Machine (SVM) and K-nearest neighbor (KNN). LR was chosen as a strong baseline
model because of its simplicity, interpretability, and effectiveness in binary and multi-class
classification problems. RF is an ensemble-based method capable of capturing complex
nonlinear relationships and reducing overfitting through aggregation of decision trees. SVM
can handle high-dimensional data and construct optimal separating hyperplanes, which is
particularly useful in biomedical datasets with overlapping class distributions. KNN was
incorporated as a non-parametric, instance-based learner that makes minimal assumptions
about the underlying data distribution and can effectively capture local patterns Together, these
models provide a balanced comparison between linear, nonlinear, probabilistic, and instance-
based learning approaches, making them well-suited for evaluating classification performance
across multiple medical datasets.

2.3.1 Logistic Regression

LR is extensively used in medical datasets because of its simplicity, interpretability and strong
performance in clinical decision-making tasks. Guidelines for developing LR-based clinical
prediction models emphasize the use of clinically relevant and reliable variables to improve
diagnostic and prognostic decision-making, ultimately enhancing patient risk stratification and
treatment planning [Shipe et al. 2019].

Similarly, sparse logistic regression has been successfully applied to real-world problems such
as image segmentation, cancer diagnosis, and MEG data classification, where it has shown that
simple linear models can outperform more complex approaches while maintaining
interpretability. The use of L1 regularization and systematic model validation further
strengthens its effectiveness through automatic feature selection [Manninen et al. 2013].
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In breast cancer diagnosis, logistic regression has been effectively used as a feature selection
step, reducing irrelevant variables and improving classification efficiency and accuracy
[Khandezamin et al. 2020]. Additionally, random subspace logistic regression has been
proposed for high-dimensional data, combining bootstrap-based feature sampling with
standard and L1-regularized logistic regression, resulting in improved computational efficiency
and strong predictive performance in both simulated and real datasets [Wichitaksorn et al.
2023].

2.3.2 Random Forest

Random Forest (RF) is widely used in medical prediction tasks due to its strong classification
performance, robustness to noise, and ability to estimate feature importance. RF-based feature
selection methods are commonly employed to identify relevant predictors and improve both
interpretability and predictive accuracy. Genuer ef al. [2010] investigated Random Forest for
variable selection in classification and regression problems analysed the RF variable
importance measure and proposed a feature selection strategy based on ranking variables
according to importance scores, followed by stepwise variable inclusion to construct an
effective predictive model. The findings indicate that this approach enhances model efficiency
while maintaining strong predictive performance.

Another study applied Random Forest to predict Alzheimer’s disease progression using
irregular and incomplete time-series data. The results demonstrated that Random Forest
achieved strong predictive performance and outperformed baseline methods in diagnosis and
disease outcome prediction [Moore et al. 2019].

In addition, an optimized Random Forest model combined with multi-objective particle swarm
optimization (MOPSO) was proposed for heart disease prediction. The method improved
feature selection, sample generation, and tree optimization, resulting in higher prediction
accuracy compared to standard Random Forest and other classification techniques across
multiple heart disease datasets [Asadi et al. 2021].

2.3.3 Support Vector Machine

Support Vector Machines (SVMs) are widely used in medical datasets due to their strong
performance in handling high-dimensional and complex biomedical data, particularly in
classification tasks such as cancer diagnosis and gene expression analysis. Furey ef al. [2000]
applied SVM to a DNA microarray gene expression data for tissue classification and detection
of mislabeled samples, where it successfully distinguishes ovarian cancer from normal tissues
and identifies labeling errors, demonstrating robustness in high-dimensional settings.

Least Squares SVM (LS-SVM) has also been applied to breast cancer diagnosis, achieving a
classification accuracy of 98.53% and showing strong performance under evaluation using
sensitivity, specificity, k-fold cross-validation, and confusion matrix analysis [Polat and Giines
2007].

In addition, SVM-based Recursive Feature Elimination (SVM-RFE), a wrapper-based feature
selection method, has been used for gene selection in cancer classification by iteratively
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training an SVM and removing the least important features based on model weights. This
approach produces compact gene subsets and achieves higher classification accuracy compared
to correlation-based methods, including strong results in leukemia and colon cancer datasets
[Guyon ef al. 2002].

2.3.4 K-Nearest Neighbor

The K-Nearest Neighbor (KNN) algorithm is one of the earliest and most widely used instance-
based classification methods, classifying new observations by identifying the k-closest training
samples and assigning the majority class among them. Cover and Hart [1967] established the
theoretical foundation for this approach, demonstrating that KNN achieves strong classification
performance without distributional assumptions, and that its error rate converges toward the
optimal Bayes error rate as training data grows — a property that has sustained its relevance in
pattern recognition research.

Subsequent work has explored KNN variants suited to medical classification tasks. Uddin et
al. [2022] compared classical KNN against adaptive, fuzzy, ensemble, Hassanat, and other
variants across benchmark datasets from Kaggle, UCI, and OpenML, evaluating accuracy,
precision, and recall across diverse disease prediction scenarios.

A consistent concern in the KNN literature is the algorithm's sensitivity to irrelevant features,
which distort distance-based computations in high-dimensional biomedical data. Saeys et al.
[2007] catalogued applicable feature selection strategies — including filter methods such as
ReliefF, embedded methods such as LASSO, and wrapper methods such as Sequential Forward
Selection — establishing that dimensionality reduction is essential for reliable neighbour
similarity estimation. Puspadini et al. [2020] reinforced this empirically, showing that
similarity-based feature filtering using correlation distance achieved an average accuracy of
89.57%, preserving or improving KNN performance across multiple datasets. Most recently,
Dhiyaussalam ef al. [2025] demonstrated that reducing the UCI Heart Disease feature set from
13 to 9 attributes — guided by Random Forest importance scores — raised KNN accuracy
from 83% to 92% with concurrent gains in recall and F1l-score. Collectively, these findings
indicate that effective KNN deployment in disease risk prediction demands careful attention to
both variant selection and preprocessing strategy.

2.4 Study on Specific Datasets

Several prior studies have used the datasets employed in this thesis, providing a basis for
comparison of results.

2.4.1 Cervical Cancer

Several studies have utilized cervical cancer dataset from UCI Machine Learning Repository
while applying different machine learning techniques for the early detection of cancer.
Fernandes ef a/ [2017b] introduced a transfer learning framework for cervical cancer screening
that enables knowledge sharing across different diagnostic modalities and physician
assessments. By using regularization-based learning, the method reduced the need for large,
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labelled datasets while improving cross-modality risk prediction and colposcopy image
evaluation.

Fernandes et al. [2018] proposed a supervised machine learning framework that jointly
performs dimensionality reduction and classification for predicting cervical biopsy outcomes
from patient medical records. The approach is implemented using deep learning architectures,
improving predictive performance over existing methods while providing interpretable low-
dimensional representations that help identify clinically relevant risk factors.

Some other studies incorporate KNN and ensemble learning mode [Chen ef al. 2023], image
based diagnosis [Elakkiya et al. 2022], early cancer detection using Random Forest [Sun ef al.
2017], early risk identification via ReliefF and Apriori association rule mining [Shah Weli
2021], evaluation of recursive feature elimination and LASSO for cervical cancer prediction
[Hamada et al. 2021] and cervical cancer diagnosis using multiple feature selection methods
including Mutual Information, Sequential Forward Search, Sequential Floating Forward
Search, and Random Subset Feature Selection [Ashok and Aruna 2016].

2.4.2 Heart Disease

The Cleveland Heart Disease dataset from the UCI repository is one of the most widely used
benchmarks in medical machine learning research [Janosi ef al. 1989]. It has been extensively
utilized in numerous studies employing a variety of machine learning techniques for the early
detection of heart disease. Dissanayake and Johar [2021] applied ten feature selection methods
and six classifiers on this dataset, finding that wrapper-based methods achieved the highest
accuracy above 83%.

Aamani, et al. [2020] proposed a heart disease prediction framework based on MRI image
segmentation and a Lasso Net Classification (LSLN) machine learning model. The proposed
approach achieved high classification performance, demonstrating the effectiveness of
combining image processing techniques with Lasso-based learning methods for accurate
disease diagnosis.

In addition, a comparative machine learning study applied classifiers such as Support Vector
Machine (SVM), Random Forest (RF), Decision Tree (DT), and Naive Bayes (NB) for heart
disease prediction. The results showed that Random Forest outperformed the other models,
achieving 96% accuracy, 97.6% sensitivity, and 94.7% specificity, confirming its robustness
and effectiveness for clinical classification tasks [Alshenawy 2024].

2.4.3 HCV Data

The HCV dataset has been widely used to predict the progression of liver disease across
different stages, including Hepatitis, Fibrosis, and Cirrhosis [Lichtinghagen ef al. 2020]. The
dataset is highly imbalanced, with blood donors making up around 87% of the total samples.
Several studies have explored machine learning techniques for liver disease and hepatitis C
prediction using clinical datasets. Mostafa ef al. [2021] applied machine learning methods to
liver disease prediction using imputed and balanced clinical data, where the Random Forest
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model achieved the highest accuracy, demonstrating strong capability in identifying key
disease predictors.

Likewise, Mostafa and Hasan [2021] evaluated multiple classifiers, including SVM, Random
Forest, and ANN, for classifying hepatitis, fibrosis, and cirrhosis using the UCI HCV dataset.
Their results showed that SVM outperformed other models in classification accuracy,
highlighting the effectiveness of machine learning in supporting liver disease diagnosis. In
another study, Bisht ez al. [2024] focused on improving hepatitis C prediction through feature
selection and data preprocessing. By applying ANOVA for feature selection and linear
regression for handling missing values, the Decision Tree model achieved the highest accuracy,
emphasizing the importance of feature optimization in enhancing predictive performance.

Furthermore, Safdari et al. [2022] addressed dataset imbalance using SMOTE and applied
multiple machine learning classifiers to hepatitis C prediction. Their findings indicated that
Random Forest achieved the best overall performance in terms of accuracy, confirming its
robustness for HCV classification tasks. Similarly, another study applied multinomial logistic
regression with LASSO, ridge regression, and stepwise regression to analyze serum biomarkers
for chronic hepatitis C diagnosis. The results showed high predictive performance, with
cirrhosis prediction achieving 99% accuracy and sensitivity, highlighting the effectiveness of
biomarker-based machine learning models in liver disease diagnosis [Zhen 2022].

2.4.4 Breast Cancer

The Breast Cancer dataset from the UCI repository has also been extensively used for
predicting breast cancer recurrence [Zwitter and Soklic 1988]. Abbasi et al. [2019] proposed a
ReliefF-based hybrid sampling approach to address class imbalance in medical datasets,
leading to improved data balancing and enhanced classification performance in breast cancer
prediction.

Similarly, Higa [2018] applied Decision Tree and Artificial Neural Network models for breast
cancer classification and found that ANN slightly outperformed Decision Tree, demonstrating
the effectiveness of machine learning methods in diagnostic tasks.

Despite its inclusion in the UCI repository, the Ljubljana breast cancer dataset has received
comparatively less attention in recent literature than the Wisconsin dataset, highlighting the
need for further evaluation of machine learning methods on this benchmark.

2.4.5 Breast Cancer Wisconsin (Diagnostic)

Breast cancer diagnosis using machine learning has been extensively studied, particularly
through the analysis of features extracted from fine-needle aspiration (FNA) cytology images.
The widely used Breast Cancer Wisconsin dataset was originally introduced by Wolberg et al.
[1993], who demonstrated that quantitative descriptors of cell nuclei such as size, shape, and
texture, can effectively distinguish between malignant and benign tumors. Their early
linear-programming-based classifier achieved 97% diagnostic accuracy, establishing
FNA-derived features as a strong foundation for computational diagnosis.
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Subsequent work by Street et al. [1993] further validated the predictive value of these features,
reporting 86% accuracy in predicting distant cancer recurrence, highlighting the dataset’s
utility for both diagnosis and prognosis.

Feature selection has played a central role in improving the efficiency and interpretability of
breast cancer classification systems. Jelen et al [2016] investigated statistical feature
evaluation, significance testing, and stepwise selection to identify the most discriminative
cytological attributes. Their findings showed that reducing the feature set not only simplified
the classification process but, in some cases, improved accuracy, underscoring the importance
of selecting informative subsets of features for robust diagnostic models.

Comparative studies of machine learning algorithms have consistently shown strong
performance across multiple model families. Sidey-Gibbons and Sidey-Gibbons [2019]
evaluated regularized Generalized Linear Models, Artificial Neural Networks, and Support
Vector Machines (SVMs) using FNA-derived features. Among these, SVMs achieved the best
results, with 96% accuracy, 99% sensitivity, 94% specificity, and an AUC of 0.97,
demonstrating their effectiveness in distinguishing malignant from benign tumors. Broader
evaluations across multiple cancer datasets—including breast, liver, ovarian, and prostate
cancers—have similarly shown that SVMs outperform ANNSs in handling complex biomedical
data, particularly when feature spaces are high-dimensional or non-linear [Sharma et al. 2018].

Together, these studies establish the Breast Cancer Wisconsin dataset as a benchmark for
evaluating feature selection and classification algorithms in medical diagnosis. They also
highlight the consistent effectiveness of SVMs and the critical role of feature reduction in
improving diagnostic accuracy and computational efficiency.

2.4.6 AIDS Clinical Trials Group Study 175

ACTG-175 dataset has been used to predict patient survival in AIDS clinical trials [Hammer et
al. 1996]. Sui et al. [2025] proposed a machine learning framework for HIV classification using
SMOTE for class imbalance handling, outlier removal, and feature selection, where a voting
classifier combining Random Forest and Decision Tree achieved the best performance,
demonstrating strong accuracy and robustness across external datasets.

Similarly, another study applied machine learning techniques on the ACTG 175 dataset to
predict mortality risk in AIDS patients, showing that ML models can effectively support
treatment planning by forecasting patient outcomes and improving clinical decision-making
[Malyala et al. 2024].

In addition, Pechprasarn et al. [2025] developed multiple machine learning models on the same
dataset for treatment optimization, where feature selection improved efficiency and Boosted
Trees achieved the highest accuracy, while Linear SVM performed well with fewer predictors.

The studies reviewed above demonstrate the growing application of machine learning across
these six medical domains. However, a consistent finding across the literature is that few
studies have systematically compared filter, wrapper, and embedded feature selection methods
— specifically ReliefF, LASSO, and Sequential Feature Selection — within a unified
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experimental framework across multiple datasets. This gap motivates the comparative analysis
conducted in this thesis.

2.5 Research Gap

The existing literature demonstrates that feature selection can improve classifier performance
in medical machine learning, with different approaches offering distinct advantages depending
on dataset characteristics and the learning algorithm employed. Several researchers have
explored the use of filter, wrapper, and embedded feature selection methods in conjunction
with multiple classifiers for medical prediction tasks. However, many of these studies either
emphasize hybrid feature selection approaches or conduct evaluations on a limited number of
datasets, restricting the generalizability and comparability of their findings.

Despite these contributions, several important research gaps remain. First, many studies focus
on a single feature selection technique or evaluate methods using only one medical dataset,
making it difficult to derive broader conclusions regarding the relative performance of different
approaches. Second, filter, wrapper, and embedded methods are seldom compared
simultaneously within a unified experimental framework that includes multiple datasets and
classifiers. Third, insufficient attention has been paid to examining how dataset-related factors,
such as class imbalance, dataset size, and feature characteristics, influence the effectiveness of
different feature selection methods.

To address these limitations, this thesis presents a systematic comparison of three
representative feature selection techniques: ReliefF as a filter method, LASSO as an embedded
method, and Sequential Feature Selection (SFS) as a wrapper method. The evaluation is
conducted across six diverse medical datasets using four widely adopted classifiers: Logistic
Regression, Random Forest, Support Vector Machine and K-nearest neighbor. A consistent
experimental pipeline incorporating 10-fold cross-validation is employed to ensure fair and
controlled assessment. By enabling direct comparison across varying data set conditions, this
thesis aims to provide a more comprehensive and generalizable understanding of feature
selection strategies for medical machine learning applications.
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Chapter 3: Methods

This chapter provides a comprehensive description of the pre-processing methods, classifiers,
feature selection techniques, and evaluation metrics employed in the analysis of the datasets. It
also details the implementation of these procedures using Python and outlines the complete
workflow followed throughout the study.

3.1 Pre-processing of the Datasets

Data taken directly from the source may contain inconsistencies, errors, and missing values,
and even when the dataset is complete, it can still include unreliable or distorted values, making
it unsuitable for the data-mining process. Analyzing data that has not been carefully screened
for such problems can produce misleading results. Data preprocessing bridges the gap between
raw data collected from the source and the data mining process [Garcia ef al. 2015].

Three key factors that determine data quality are accuracy, completeness and consistency.
When a large portion of the dataset contains errors, any ML model built on it becomes
unreliable. Therefore, data must be cleaned before applying data-mining techniques. Dirty data
arises from issues such as incorrect entries, faulty updates, transmission problems, or system
bugs. These errors typically appear in two main forms: missing values and incorrect (noisy)
values.

All the datasets utilized in this thesis work were preprocessed prior to applying data mining
techniques to enhance and ensure the accuracy and reliability of the models. As a part of pre-
processing exploratory data analysis was performed to understand the structure of the dataset.
This included examining the class distribution to assess imbalance and computing the
correlation matrix to identify relationships and potential multicollinearity among features. Next
phase is to check for missing values, detecting outliers and feature scaling.

3.1.1 Missing Values

The primary causes of missing values in a dataset include manual data entry errors, equipment
malfunctions, and inaccurate measurements. Missing data can reduce analytical efficiency,
complicate data handling and interpretation, and may lead to biased results. One widely used
approach to address this issue is imputation, which involves estimating and replacing missing
values based on the available data.

The isnull() function is used to identify missing values, generating a Boolean table where True

used to perform imputations on the datasets.

3.1.2 Outlier Detection

Outliers are observations in a dataset whose values differ significantly from the rest of the data.
They represent data points that deviate from expected patterns or typical behavior. Outliers
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may arise due to errors, such as incorrect data entry or faulty measurements, but they can also
occur naturally for instance, an individual’s age may validly range from 2 to 80 years.

Interquartile range (IQR) and box plots are used to detect and handle the outliers in values of
the variables. Formula for calculating IQR is

IQR = Q3 — Q1. (1)

QI represents the 25th percentile, Q3 the 75th percentile, and Q2 corresponds to the median.
These quartiles establish boundary around the central tendency of the data. Any value that falls
outside the calculated lower limit and upper limit is considered an outlier because it lies beyond
the acceptable range of the distribution. Upper and the lower limits of the boundary can be
calculated as follows:

Min Value (Lower Limit) = Q1 — 1.5 X IQR (2)

MaxValue(Upper limit) = Q3 + 1.5 X IQR. 3)

In medical datasets, outliers might represent biological or clinical variability and removing
them would distort the dataset. Capping (also called winsorization) is used to treat outliers.
Capping replaces extreme values with a maximum or minimum allowed value instead of
removing them [Abuzaid and Alkronz 2024].

In this study, outliers were treated using IQR based capping, where extreme values were capped
at the IQR-based lower and upper fences. Capping replaces values outside these boundaries
with the nearest acceptable limit, preserving all observations while reducing the influence of
extreme values.

3.1.3 Scaling

Feature scaling is an essential preprocessing step in machine learning, as variations in the range
and magnitude of features can influence model performance. To handle this, scaling techniques
such as standardization and robust scaling are applied. In this study, datasets are scaled using
both standardization (Z-score normalization) and Robust scaling.

Z-score normalization transforms features by subtracting the mean and dividing by the standard
deviation, resulting in a distribution with a mean of 0 and a variance of 1. The formula is given

by:

g K )
o
where p is the mean and o is the standard deviation. This transformation ensures that the
features have zero mean and unit variance.

In contrast, Robust scaling uses the median and IQR instead of the mean and standard
deviation. This makes it more suitable for datasets containing outliers or skewed distributions.
The transformation is defined as:



23

Xi — Xmedian

Xscated = IQ—R (5)

In this thesis, the StandardScaler() and RobustScaler() functions from scikit-learn are used for
feature scaling [scikit-learn 2026a]. RobustScaler is specifically applied to the HCV dataset
because its clinical biomarkers exhibit significant outliers and non-Gaussian, right-skewed
distributions. Since Standard scalar is sensitive to extreme values, it can distort the feature
space, particularly for models like Logistic Regression and Support Vector Machines as they
depend on distance measures and gradient-based optimization. By using the median and IQR,
Robust scaler reduces the influence of outliers, leading to more stable model training and more
reliable performance across validation folds.

In this thesis, the StandardScaler() and RobustScalar() functions from scikit-learn is used to
perform feature scaling. Tree-based models were not scaled, as they are inherently
scale-invariant.

3.2 Classifiers

Four classifiers - Logistic Regression, Random Forest, Support Vector Machine and K Nearest
Neighbor are employed to analyze the datasets. Each model is trained both with and without
feature selection techniques in order to evaluate the impact of feature selection on classification
performance.

Before introducing the classifiers, it is important to first outline the pipelines developed for
each classifier. The same pipelines are used consistently across all the datasets. For
implementation, standardized ML pipeline was designed for all four classifiers (LR, RF, SVM
and KNN). This pipeline includes a preprocessing step and a classification step. The
preprocessing stage applies feature scaling using either StandardScaler or RobustScaler,
depending on the presence of outliers in the dataset. This ensures that all models receive scaled
input features and prevents scale-sensitive algorithms (such as LR and SVM) from being biased
by differences in feature magnitude.

The second stage of the pipeline incorporates the classifier. For baseline models, no feature
selection is applied, whereas for feature-selected models, the reduced feature set is passed
directly into the pipeline. This modular design ensures consistency across experiments and
allows direct comparison of model performance under identical preprocessing conditions.

3.2.1 Logistic Regression

Logistic regression is a supervised machine learning algorithm used for classification tasks
where the goal is to predict whether a certain instance belongs to a given class. Despite its
name, it is a classification rather than regression method. Logistic regression is becoming
universal because it can handle binary dependent variables without making restrictive
assumptions and its results are highly explicit, especially in its logit version using odds ratios
which are very popular in medicine and epidemiology [Tufféry 2011].
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In logistic regression, the probability of the outcome is represented by a logistic function
known as the sigmoid function that maps any real-valued input to a probability between 0 and
1. Algebraically it can be written as:

1
1+e?

p=o0(2)= (6)

where z = f¢ + f1x1 + 2%, + -+ fpx, 1s a linear combination of input features, O
represents intercept and P ... Bn are the coefficients for the predictor variables xi...xn.

Model parameters are estimated using maximum likelihood estimation (MLE) that can be
calculated as:

L) =| [prra-poa @
i=1

Here, each training instance is described by an input vector x;, a binary label y: € {0,1} and a
predicted probability p; = P(y; = 1| x;, ). MLE measures how likely it is that the model
with parameters 3 produced the observed data. The goal here is to find values of parameter 8
that maximize the probability of observing the given labels.

Key advantages include computational efficiency, compatibility with both continuous and
categorical predictors and built-in feature relevance where larger absolute coefficient values
reflect stronger influence on the predicted outcome.

In this thesis, LR is implemented via scikit-learn using LogisticRegression(max_iter=5000,
random_state=42), within a standardized machine-learning pipeline mentioned above. The
max_iter parameter is set to 5000 to ensure reliable convergence of the optimization process.
In addition, class weight="balanced" is used to handle class imbalance by assigning greater
importance to minority class samples [scikit-learn 2026b].

LR is then trained under four configurations: baseline (all features), ReliefF-selected features,
LASSO-selected features, and Sequential Forward Selection (SFS). Model performance is
evaluated using accuracy, precision, recall, and Fl-score. This implementation allows a
systematic comparison of LR with Random Forest and SVM across all datasets.

3.2.2 Random Forest

Random Forest is a powerful supervised machine learning algorithm used for both
classification and regression tasks. It is an ensemble method that builds many decision trees
using random subsets of features and data, then combines their outputs for final prediction.
This reduces overfitting, improves accuracy, and makes the model more robust to noise, while
also allowing estimation of feature importance [Genuer et al. 2010].

Each tree is trained on a bootstrap sample which refers to a random subset of the training data
drawn with replacement, known as bagging. At each split, node is restricted to randomly
selected feature subset, introducing randomness into tree building process. This combination
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of bagging and feature randomness reduces correlation among trees, allowing the ensemble to
outperform any single decision tree.

Random forest performs strongly on high-dimensional datasets, handles missing values, and
requires no feature scaling, inheriting decision trees' immunity to standardization and
normalization [Géron 2022]. It also provides a built-in feature importance ranking that
measures how much each variable reduces impurity across all trees, making it useful for
exploratory analysis alongside prediction. It is naturally robust to outliers, nonlinear
relationships, and noise, making it well-suited for clinical datasets.

In this thesis, Random Forest is implemented using scikit-learn’s RandomForestClassifier as
part of a standardized machine-learning pipeline [scikit-learn 2026c¢]. To enable a consistent
comparison across classifiers, RF was trained under the same four configurations as LR:
baseline, ReliefF, LASSO, and SFS.

3.2.3 Support Vector Machine

Support Vector Machine, introduced as the Support Vector Network, is a learning method for
two-class classification problems in which input data are non-linearly mapped into a high-
dimensional feature space where a linear decision boundary is constructed. This formulation
aims to ensure strong generalization performance. The original approach, developed for
linearly separable data, was later extended to handle non-separable cases. Experimental
evaluations showed that SVM with nonlinear input transformations achieves high
generalization ability and performs competitively against classical learning algorithms in
benchmark classification tasks such as optical character recognition [Cortes and Vapnik 1995].

Support vector machine is also one of the supervised machine learning algorithms used for
classification, regression and outlier detection. It builds a hyperplane, or a set of hyperplanes,
in a high-dimensional feature space to separate different classes. The optimal hyperplane is the
one that maximizes the margin. Margin is defined as the greatest distance between the boundary
and the nearest data points from each class, known as support vectors. Maximizing the margins
leads to better generalization on unseen data.

Support Vector Machine is capable of handling both linearly and non-linearly separable data.
For linearly separable data, it identifies a hyperplane that effectively separates the classes. For
non-linearly separable data, SVM applies kernel functions to transform the input into a higher-
dimensional space, where the classes can be more easily separated. The decision boundary is
defined mathematically as:

wix+b =0 (8)

Here, we represent the normal vector to the hyperplane defining direction perpendicular to it.
The parameter b denotes the bias or offsets term that determines the position of the hyperplane
relative to the origin along the direction of the normal vector.

In this work, the SVM classifier was implemented using an Radial Basis Function (RBF)
kernel, commonly used for non-linear data, which maps the input features into a
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higher-dimensional space and enables the model to learn nonlinear decision boundaries. This
is important because clinical biomarkers often exhibit complex, nonlinear relationships that
cannot be captured by linear models. RBF can be computed as:

k(x,y) = exp(—yllx — yID? %)

where y controls the influence of individual training samples. Smaller values yield smoother
boundaries whereas, larger values allow the model to fit more closely to data.

The implementation of the Support Vector Machine (SVM) is carried out using the scikit-
learn’s, SVC(kernel="rbf', probability=True), embedded within the same standardized
pipeline.Paarameter probability=True enables the computation of calibrated probability
estimates using Platt scaling, which allows the use of probability-based evaluation metrics
[scikit-learn 2026d].

Model is trained under the same four configurations (baseline, ReliefF selected features,
LASSO selected features and Sequential feature selection), ensuring consistent comparison
with Logistic Regression and Random Forest. SVM performs well with high-dimensional data
maintaining accuracy and robust against overfitting, but at the same time it is very intensive
computational making it unsuitable for large datasets.

3.2.4 K-Nearest Neighbor

K-Nearest Neighbor is a supervised machine learning method used for classification and
regression [Shi ef al. 2022]. The algorithm classifies a test instance by identifying its k nearest
neighbours in the training set—those with the smallest distance—and assigning the test
instance to the majority class among these neighbours. Distance is typically measured using
Euclidean or Manhattan distance metrics.

The parameter k is critical to model performance. If k is too small, the model becomes highly
sensitive to noise in the dataset. Conversely, if k is too large, classifications become overly
generalized, leading to the loss of important patterns and subtle variations in the data.

The algorithm operates as follows: (1) Select an optimal value of k. (2) Calculate the distance
between the test instance and all training samples. (3) Find nearest neighbors based on smallest
distances. (4) Count the frequency of each class among these k neighbors. (5) Assign the new
test instance to the majority class.

k-Nearest Neighbors (k-NN) is simple to implement but computationally expensive on large
datasets due to the need to calculate distances to all training samples. In this work, KNN was
implemented using scikit-learn's KNeighborsClassifier with parameters k = 5 and weight =
"distance". The weight parameter weights neighbors by distance from the test instance, giving
closer neighbors greater influence in the classification decision. These parameters were applied
consistently across all datasets [scikit-learn 2026¢].
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3.3 Feature selection Methods

All classifiers are configured in four different settings: a baseline model without feature
selection, and models using features selected by ReliefF, LASSO, and Sequential Feature
Selection. After applying each feature selection method, the classifiers are trained and
evaluated, and the corresponding performance metrics are computed for comparison.

3.3.1 ReliefF

ReliefF is a filter-based feature selection method based on Relief algorithm formulated by Kira
and Rendell [Urbanowicz et al. 2018]. ReliefF is the improved version, proposed by
Kononenko [1994] to address the limitations in the original algorithm particularly its inability
to handle multi-class problems, missing values and noisy data.

Goal of the algorithm is to identify features that are useful for distinguishing between different
classes. Two key concepts of ReliefF are nearest hit and nearest miss. Nearest hit refers to the
most similar instances from the same class whereas, nearest miss refers to the most similar
instances from different classes. In simple terms, ReliefF keeps the features that help in
separating the classes while removing the ones that do not contribute much in the classification
task.

Here the basic flow of the algorithm is as follows: (1) Each feature A is assigned a weight W[A]
=0. (2) Arandom instance from the dataset is selected. (3) ReliefF finds Nearest hit and nearest
miss for the selected instance. (4) For every feature, algorithm compares selected instance with
its nearest hit and nearest miss. (5) If the feature values are similar for the same class and
different for the different classes then keep the feature as it is considered useful. (6) Feature
score is updated based on these comparisons. (7) Features with the highest scores are selected.
Mathematically weight of each feature is updated as:

dif f(A,R, H) dif f(A, R, M(C))
— 4 [P(©) ———] Qo)

C #class(Ri)

W[A] = W[A] -

While W[A] is the weight assigned to each feature, R represents instance, diff(A,R,H) measures
the difference between values of feature A for instances R, H are the hits and M(C) are the
nearest misses from class C. P(C) is the prior probability of class C. Misses from each class are
weighted by their prior probability).

In this thesis work, Python library skrebate is used for the implementation of ReliefF [ReliefF’
- PyPI2026]. Feature selection is done by keeping all the features with positive scores. Features
with scores around zero or less than zero are considered irrelevant and noisy.

3.3.2 LASSO

LASSO stands for Least Absolute Shrinkage and Selection Operator. It is an embedded
feature-selection method that performs variable selection through L1-regularization. By
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applying an L1 penalty, it forces several model coefficients to shrink exactly to zero, thereby
elimmating the associated features from the model [Tibshiram 1996]. This reduces overfitting
and yields a sparse and interpretable set of predictors. LASSO finds variables that directly
mmprove predictive performance because it chooses features during model traming. It 1s
especially appropriate for medical datasets where determining the most significant rnisk factors
15 crucial for both prediction and clinical understanding. It 1s capable to handle high-
dimensional data, eliminating redundancy, and generating models that are clinically
mterpretable.

LASSO regression 1s based on the traditional linear regression framework, which models the
target variable as a linear combination of the input predictors. Algorithm operates as follows:
(1) The general form of this linear model 1s:

¥y = Po + B1x1 + faxa + -+ fpxp + £ (11)

where y 1s the target variable, o ... ., are the coefficients to be estimated, x; _ x; are the

features and e1s the error term. (2) L1 regularization 1s performed. It refers to the sum of
absolute values of the coefficients multiplied by a tuning parameter A.

P
I'= 2w (1B + 1621+ +1Ba] =2 ) |5 (12)
j=1

here 4 1s the tuming parameter that controls the amount of regulation applied to the target
variable. (3) Algorithm searches for the values of the coefficients that mininmize the sum of the
squared differences between the predicted values and the actual values and at the same time,
reducing the L1 repularization term (RSS + L,)

n r
B —argmin|s ) (o — 5)° + 2 ) || (13)
i=1 =1
RSS=s ) (y; — #1)* (14)
2

P
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RSS 1s the residual sum of squares, which 1s used to measure the discrepancy between the
predicted values and the actual values. (4) By incorporating L1 regularization penalty, LASSO
forces the regression coefficients towards zero. Larger the value of ., stronger the shrinkage 1s.
Small, vmumportant coefficients shrink; medium coefficients shrink a bit whereas large and
important coefficients remain. When the fumng parameter A 1s sufficiently large, some
coefficients are driven to exactly zero. This property enables LASSO to function as a
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feature-selection method, since predictors with zero coefficients are effectively removed from
the model.

The LASSO implementation was carried out using scikit-learn’s Logistic Regression with an
L1 penalty, wrapped in the SelectFromModel framework [scikit-learn 2026f]. The
regularization strength is controlled through the inverse parameter C = 1/A, and the default
value C = 1.0 was used, corresponding to a moderate level of L1 shrinkage. After fitting the
model on the full dataset, the L1 penalty drove less informative coefficients toward zero, and
all features with non-zero coefficients were retained as the LASSO-selected subset (X lasso).

This reduced feature set was then used as input for all classifiers, ensuring that only the most
informative predictors contributed to model training. Each classifier was subsequently trained
on X lasso, and performance was evaluated using 10-fold cross-validation to obtain reliable
estimates of the evaluation metrics.

3.3.3 Sequential Feature Selection

Sequential Feature Selection (SFS) is one of the earliest and most intuitive wrapper-based
feature selection methods, originally introduced in early pattern recognition research. It begins
with an empty feature set and progressively adds features that provide the highest improvement
in model performance at each step [Marill and Green 1963].

Sequential Feature Selection is a greedy algorithm that iteratively adds or removes features to
optimize the performance of a predictive model. Instead of relying on feature coefficients or
weights, as in LASSO or ReliefF, it evaluates model performance directly using an evaluation
metric applied to different feature subsets. Based on this evaluation, it either expands the
feature set (forward selection) or reduces it (backward elimination). In forward selection, the
process begins with an empty set and evaluates each feature not yet included in the model. The
feature that provides the greatest improvement in the chosen performance metric is then added
to the selected subset. Feature evaluation is typically performed using cross-validation, and the
outcome depends on the specified performance metric.

Forward selection algorithm operates through the following sequence. (1) It starts with an
empty set. (2) It then specifies the desired number of features k. (3) At each iteration, every
feature that is not yet selected is tested by adding it to the current set and evaluating the
performance. (4) The feature that provides the greatest improvement in the chosen performance
metric is added to the set. (5) This process continues until the required number of features has
been selected or until adding more features no longer improves performance. (6) The final
output is the set of selected features.

SES falls under wrapper category because it evaluates feature subsets using a specific
machine-learning model and selects those that improve its performance. This property makes
it computationally intensive. Additionally, results depend significantly on the chosen scoring
metric and estimator.

Python’s scikit-learn library was used to implement SFS [scikit-learn 2026g]. As a
wrapper-based method, SFS evaluates feature subsets using the performance of the target
classifier. Consequently, feature selection is carried out independently for LR, RF and SVM
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and KNN, ensuring that each classifier receives the subset best suited to its learning
characteristics.

The SequentialFeatureSelector was configured using the parameters estimator,
n_features to_select, direction, scoring, and cv. The number of features to select was set to
‘auto’, allowing the algorithm to determine the optimal subset size automatically. This prevents
arbitrary manual selection and enables the model to stop when additional features no longer
improve predictive accuracy. This avoids both under- and over-selection.

The search direction was specified as ‘forward’ as it is computationally more efficient than
backward elimination, especially for datasets with a large number of predictors. It starts from
an empty set and iteratively adds only features that contribute to improving performance,
making it well suited for high-dimensional categorical encodings.

Accuracy is used as an evaluation metric. Accuracy is an intuitive and widely used metric for
balanced classification tasks. It ensures that the selected features directly contribute to
improving the classifier’s predictive correctness.

Cross-validation was set to cv = 5, providing a balanced trade-off between computational cost
and reliable performance estimation. It reduces variance compared to a single train-test split
while avoiding the heavy computation of 10-fold CV within a wrapper method.

The estimator parameter depended on the classifier being evaluated. Table 1 shows the
estimators used for each classifier.

Classifier Estimator Used

Logistic Regression LogisticRegression(max_iter=5000)
Random Forest RandomForestClassifier()

Support Vector Machine SVC(kernel="linear")

Table 1: Estimator values used for the Classifiers

Logistic Regression was configured with max_iter= 5000 to ensure convergence on the dataset.
These classifier-specific estimators guided the SFS process, ensuring that the selected features
maximized the predictive performance of each model.

Following the discussion of feature selection methods, the next section focuses on the
evaluation metrics. Before introducing these metrics, it is important to first explain cross-
validation, a fundamental concept used throughout this study to evaluate the performance of
classifiers trained with and without feature selection algorithms.
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3.4 Cross-Validation

Cross-validation is a machine learning technique used for model evaluation [Kohavi 1995]. It
partitions the dataset into training and test sets. Training sets are used to train the machine
learning classifier, and the test set is the final subset of data used to assess the model’s
performance after training is complete. It provides a better estimate of the model’s ability to
perform on the unseen data.

k-fold cross-validation is used in this study to evaluate classifier performance. It splits the
dataset into k equal-sized folds. The model is trained using k-1 fold whereas the remaining fold
is used as a test set. This process is repeated k times and utilizes a different test set for each
iteration. Performance metrics are averaged across all the iterations.

This helps in producing reliable estimates for classifier’s performance because the whole
dataset is utilized for training and testing. It also helps in reducing variance in performance
estimates compared to other methods. On the other hand, it can be computationally intensive,
especially for large datasets.

In this study, cross-validation is applied in two stages: model evaluation and wrapper-based
feature selection (SFS). Cross-validation within SFS was discussed in section 3.3.3 Sequential
Feature Selection. For model evaluation, 10-fold cross-validation is used for all the datasets
because it gives more stable, low-variance estimate of model performance by testing the model
on 10 different splits. The dataset is divided into 10 parts, 9 are used for training and remaining
fold is used for testing. Consequently, each classifier is trained and evaluated 10 times.
Evaluation metrics (accuracy, precision, recall and F1 scores) are averaged across 10-folds.
Implementation is done via scikit-learn [scikit-learn 2026h].

3.5 Evaluation Metrics

Four evaluation metrics are employed to assess the classifiers’ performance: accuracy,
precision, recall and F1-score [Evaluation metrics in Machine Learning 2026]. These metrics
provide a comprehensive assessment of model performance across various aspects of the
classification task. Before interpreting evaluation metrics, there are four fundamental outcomes
of a classifier: true positives, true negatives, false positives, and false negatives. These come
directly from the confusion matrix and determine how all four metrics are calculated.

A confusion matrix is a tabular representation used to evaluate the performance of a
classification model. It compares model predicted values with the actual outcomes that help in
highlighting correct and incorrect classifications. It also plays a role in identifying errors made
by models and providing insights to improve them. Predictions are broken down into these
categories:

e True Positives (TP): Model correctly predicts positive cases as positive.

e True Negatives (TN): Model correctly predicts negative cases as negative.

o False Positives (FP): Model incorrectly predicts a positive case when the actual case
is negative. This is also known as type-I error.

e False Negatives (FN): Model incorrectly predicts a negative case when the actual case
is positive. This is referred to as type-II error.
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These key measures help in calculating accuracy, precision, recall and F1-score.

Accuracy refers to how close a prediction is to the actual value. It measures how many
predictions are correct out of all the predictions classifiers have made. This gives the overall
idea of the performance, however, it can be misleading in cases of class imbalance, where one
class dominates others. Accuracy is calculated by taking a proportion of correct cases to the
total number of cases. Mathematically it can be stated as:

TP + TN
TP+TN+ FP+FN

Accuracy = (16)

Precision measures the proportion of predicted positive cases that are actually positive. It
focuses on the reliability of the classifier and tells how many positive cases are actually correct.
A high precision indicates that the classifier produces few false positives. On the other hand,
classifiers may get too careful and miss some actual positive cases. Formula to compute
precision is:

TP

Precision = —— 17
recision TP + FP (17)

Recall is also known as sensitivity. It is used to measure how well the classifier detects all
positive cases. It measures how many actual positive cases the classifier correctly classifies. It
is useful for medical datasets where it is necessary to find all positive cases. However, it
sometimes optimizes the classifier to detect as many positive cases as possible which may
result in high number of false positives. It can be calculated by dividing correctly classified
actual positive cases by total number of positive cases.

TP

= 18
Recall TP T FN (18)

F1-scores refer to the harmonic mean of precision and recall balancing their trade-oft, making
it ideal for imbalanced datasets. It gives a better understanding of classifier’s overall
performance. A high Fl-score indicates that the classifier performed well on precision and
recall. Formula to calculate F1-score is:

- _ 2 x (Precision X Recall) (19)
-score = Precision + Recall

All these evaluation metrics - Accuracy, precision, recall and F1-score together can give a better
understanding of the classifier’s performance. Their outputs range from 0 to 1, where 0
indicates that the classifier performs as poorly as possible for that metric while 1 show that the
classifier performs perfectly for that metric. The implementation of these metrics is obtained
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using scikit-learn’s functions [scikit-learn2026i1]. This ensures that the evaluation reflects both
overall correctness and class-specific performance.
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Chapter 4: Datasets

Six medical datasets are used in this research work to provide a balanced, diverse and
methodologically meaningful evaluation of feature selection algorithms. Together, they cover
multiple medical and behavioral domains, vary in size and complexity, and include different
types of features, making them ideal for testing the robustness and generalizability of the
selected methods.

Medical datasets often contain numerous features, some of which may be irrelevant, redundant,
or noisy. Using all available features without proper selection can negatively impact model
performance by increasing computational cost, reducing accuracy, and causing overfitting.
Feature selection addresses these challenges by identifying the most informative attributes,
improving both efficiency and predictive performance.

A standardized machine learning pipeline was implemented for all six datasets to ensure a fair
and consistent evaluation of the feature selection methods. A detailed examination of the
datasets is first conducted to understand their fundamental characteristics.

4.1 Cervical Cancer (Risk Factors)

The dataset was collected at 'Hospital Universitario de Caracas' in Caracas, Venezuela. It
focuses on the prediction of diagnosis of cervical cancer, and it contains demographic
information habits, and historic medical records. Dataset has 36 features and 858 instances
[Fernandes et al. 2017a].

In the original academic paper, Biopsy is used as the primary target variable because it is the
definitive diagnosis of cervical cancer in the dataset. The other labels (Hinselmann, Schiller,
Citology) are screening tests, not final diagnoses [Fernandes ef al. 2017b].

Correlation matrix shows that several features are highly correlated which may inflate variance
and reduce interpretability. Class distribution shows there are 803 samples of patients who did
not have biopsy confirmed cervical cancer and 55 samples of patients who have biopsy
confirmed cervical cancer. After calculating percentages, it can be clearly seen that
approximately 6% of patients have cancer whereas 94% of patients are healthy. This shows that
it is a highly imbalanced dataset. Class imbalance needs to be treated before training the
classifier as it can predict O for every patient and still achieve 94% accuracy which eventually
results in failing to detect cancer cases. SMOTE is used to treat class imbalanc