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ABSTRACT

Daniel Villagran: CALMED - Contrastive Alignment of Language and (Symbolic) Music EDits
M.Sc. Thesis
Tampere University
Data Science
June 2026

We designed and trained CALMED, a model that generates modified MIDI files from an input
MIDI file and a natural-language editing instruction. CALMED utilizes a general formulation that
can theoretically learn to implement any arbitrary transformation, if provided with the right dataset.
However, given that this is a novel approach and that the difficulty of dataset generation scales
with target transformation complexity, we constrain this project to the domain of simple probabilistic
pitch shift transformations as an initial testbed.

Our model uses a novel Cross-Modal Delta Contrastive Learning approach to transpose notes
in MIDI files according to the user’s textual directions. We use contrastive learning to learn the
alignment between text embeddings and delta MIDI embeddings. Delta MIDI embeddings repre-
sent the difference between a source MIDI embedding and its transformed counterpart, allowing
the model to learn relationships between textual instructions and musical edits.

On a held-out test set, CALMED achieved an average probability similarity score of 0.85 com-
pared with 0.69 for a random baseline, while preserving note count and rhythmic structure with
low error. However, improvements in shift set recovery were limited, indicating that the model
captures transformation likelihood more reliably than the specific pitch shift operations requested.
The results demonstrate the feasibility of learning text-conditioned MIDI transformations using
cross-modal delta representations. Future work should investigate alternative encoder-decoder
architectures, sampling strategies, and loss formulations.

All code and model checkpoints from this work are publicly available at https://github.com/
DVILL17/Thesis-2025-2026.

Keywords: Music, Symbolic Music, AI, Contrastive Learning, Multi-modal.

The originality of this thesis has been checked using the Turnitin OriginalityCheck service.
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1. INTRODUCTION

This thesis presents the design, training, and evaluation of a model to automatically al-

ter symbolic music data using a natural-language editing instruction. The main research

question we will explore is whether latent representations of MIDI and text data are suf-

ficient to learn a mapping from natural-language editing instructions to structured MIDI

transformations in a supervised setting. Throughout the thesis we construct a dataset,

design a model architecture, develop an evaluation setup, and share our results.

The ultimate goal of this research is to develop a tool to assist people in the process

of musical composition. Individuals often have creative musical ideas but may struggle

to realize them without training, experience, or knowledge of musical composition. This

work aims to reduce the barrier to accessibility of composition, thus allowing beginners

and even non-musicians that are interested in creating music to compose more easily.

Consider the following example use case of a possible implementation of the framework

outlined in this thesis. Assume that a user has been working on their own composition on

some music composition software (e.g., MuseScore1), but is not completely happy with

the current state of their piece. This user feeds it to the model with the following prompt:

“Make the melody in bars 5-8 sound more intense and exciting. It currently seems a

bit too light and boring”. The model should then output an updated version of the input

music including a possible realization of a more intense and exciting variant of the melody

in bars 5-8. Figure 1.1 displays the functionality of this model.

The model described above would have a diverse set of capabilities. For example, the

user could write, “Shift the entire piece up by a whole tone”, “Transpose this piece from A

major to D major”, "Humanize the rhythm in bar 3", "Make the last 4 bars more exciting",

or "Make the opening sadder". Just in these few examples, we can see transposition, hu-

manization, and alteration of affect/perceived emotion; and there are infinitely more types

of possible transformations. Here, humanization refers to the introduction of structured

microtiming and dynamic precision to emulate human performance. For a more detailed

analysis of humanization, refer to [1, 2, 3, 4, 5, 6].

Some of these transformations are significantly more straightforward to compute than

others. For example, observe the following two prompts: "Transpose the piece down

1https://musescore.com/

https://musescore.com/
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Figure 1.1. High-level diagram depicting the function of the model we design. The model
takes as input a pair of symbolic music (sheet music) and a textual edit prompt. The
model will output an edited version of the input symbolic music where the edits outlined
in the input prompt have been implemented.



3

a half step" and "Make the entire piece sound sadder". The former of these prompts

can be done very easily manually or automatically using a simple algorithm. In fact,

many composition software programs, like MuseScore, already include the functionality to

automatically implement this kind of transposition edit. On the other hand, the latter of the

prompts is much more complicated as it is significantly more open-ended and subjective.

Not only might there exist infinitely many ways to make a piece of music sound sadder,

but the quality of sadness is subject and can vary from person to person. Music emotion

perception as a whole is listener-dependent [7]. While there has been previous work on

controlling perceived emotion in symbolic music [8, 9], this thesis will focus on a simpler

transformation.

The goal of this thesis is not to develop and present a state-of-the-art model, but rather to

provide a proof-of-concept of a general framework that could be used to develop state-of-

the-art models in the future. As previously stated, this thesis aims to investigate whether

the embeddings extracted from an original MIDI, an editing prompt, and a target trans-

formed MIDI hold sufficient information for a model to learn to automatically generate a

correct transformed MIDI given only the editing prompt and an original MIDI.

As a result, we made a decision to limit our focus to one type of transformation for this

thesis work. We chose a transformation that is more complex than entire piece transposi-

tion but still simple enough to be computed algorithmically. Demonstrating the feasibility

of learning one controlled transformation suggests that similar text-conditioned transfor-

mations may also be learnable under the same framework.

The model developed in this thesis implements the transformation of probabilistic pitch

shifting. Our model aims only to transpose notes in MIDI files according to a set of pitch

shifts, S where s ∈ Z, −12 ≤ s ≤ 12, and s ̸= 0 ∀s ∈ S, and a probability of shifting,

0.1 ≤ p < 0.5. Each note’s pitch is independently shifted with probability p by a semitone

offset s ∈ S, where s is sampled uniformly at random. Without the stochasticity, entire

piece transposition is something that can be algorithmically done automatically. However,

since we are simply shifting pitches according to a given probability, targets can still be

generated for this task algorithmically, but the model we develop in this thesis is solving a

novel task.

While this framework is presented here for use in symbolic music, it may be applicable to

other domains where automated, instruction-driven data editing is desirable. In fact, text

based editing is not a new concept and has been studied in other fields such as music

audio [10], speech audio [11], text [12], imaging [13], video [14], spatial scene [15], code

[16, 17], data [18], robotics [19].

Among these, the most closely related work is Instruct-MusicGen [10], which applies

instruction-based editing to music audio. However, our approach differs in two key re-

spects. First, we operate in the symbolic music domain rather than raw audio, which
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enables direct manipulation of musical structure. Second, we target a broader set of

editing instructions that go beyond simple audio transformations. In particular, Instruct-

MusicGen focuses primarily on add, remove, and extract operations, which align closely

with source-separation-style editing. In contrast, our work is oriented toward higher-level

compositional transformations in symbolic music.

Our approach is fully supervised, which means that being able to obtain or create labeled

data is essential. As long as it possible to generate a dataset of paired text prompts

and desired outcome, the model can learn to implement any transformation. Of course,

creating these datasets can be quite challenging and time-consuming.

Overall, while prior work demonstrates the effectiveness of instruction-based editing across

multiple domains, the specific setting considered in this thesis, general-purpose instruc-

tion following for symbolic music composition editing, remains largely underexplored.

The thesis will be structured in the following manner. In Section 2, we will begin by ex-

plaining some relevant theoretical background including symbolic music representation

and metric learning. We will then also describe closely related models. In the follow-

ing section, Section 3, we will precisely define our task, explain the construction of our

dataset, describe our model architecture, and describe our learning method. Section

4 will outline the main results of our research for training, experiments, and evaluation.

Next, Section 5 will include a discussion reflecting on the major outcomes of the research

and possible directions for future work. Lastly, Section 6 will be a short recapitulation of

the most important points from throughout the thesis.
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2. THEORETICAL BACKGROUND AND RELATED

WORKS

We will begin this section by describing and explaining our choices for the symbolic music

representation we use. Representation choice is relevant because it will determine how

information is made available to our model. Then, we describe what metric learning is

broadly and explain how we will use an example of metric learning, contrastive learning,

for training our model.

2.1 Symbolic Music Representation

We need to decide on a representation with which to store and interface with all of the

symbolic music we will work with throughout our project. We also need to choose one or

more Python objects in which to store the data to be manipulated with code and fed into

our model.

2.1.1 Data Format

MIDI

The most standard, straightforward, and popular choice would be to use MIDI1 [20]. MIDI

stands for Musical Instrument Digital Interface, and was introduced to the public in 1983

[21]. As opposed to .wav and .mp3, .mid has no audio information. Instead, it stores the

instructions for how to create the audio using some synthesizer. It has 128 pitch values

which range from 0 = C-1 (the C 5 octaves below middle C) to 127 = G9 (the G 5 octaves

above middle C), 128 velocity/intensity values, and 128 instruments or patches [20]. MIDI

data is typically visualized as either a piano roll or as sheet music. Piano roll is a matrix

representation where one axis is pitch and the other axis is time, the value is 0 if the pitch

is not active at that time, otherwise it uses the velocity value of the note at the pitch at that

time. While MIDI has been a standard in digital music for nearly 40 years, it is not without

its limitations. The fact that it does not store the audio itself is a disadvantage in a way.

With audio, you have a lot of fine-grain control, but sound quality depends heavily on the

1https://midi.org/

https://midi.org/
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synthesizer used for playback for MIDI. [22]

MIDI, however, is not the only well-known data format for symbolic music. For example,

MusicXML2, an XML-based format, claims it is "the standard open format for exchanging

digital sheet music". Additionally, ABC notation3 claims that it is "the de facto standard for

folk and traditional music".

However, since we did not produce our dataset from scratch, the biggest factor that goes

into deciding what file format to use is the number of publicly available datasets in this

format. For this reason, we will use MIDI in this project. The generation of our dataset will

be described further in Section 3.2.

2.1.2 Python Libraries

At the highest level, MIDI files contain events which are made up of a time component

and a message component [20]. It can be quite cumbersome to read and manipulate this

data as is. So, we need a Python data type that can store the file’s contents internally in a

structured manner, enabling efficient visualization, manipulation, statistical analysis, and

further processing.

PrettyMIDI

A popular and standard Python library for storing and manipulating MIDI data is pretty_midi

[23]. pretty_midi works by storing all of the MIDI data of one piece in a PrettyMIDI ob-

ject, which contains a list of instruments, each of which is composed of a list of events.

This hierarchical structure simplifies the process of manipulating the MIDI data. The Pret-

tyMIDI class also contains some useful functions like get_piano_roll for visualization

and get_tempo_changes to find the times at which tempo changes and the tempo value

it changes to in the music. However, there are some drawbacks to pretty_midi. For ex-

ample, there is no ready-made function to estimate bars. In order to compute bars, one

must manually estimate them using tempo and time signature data. Since this is quite

a common library, there is a significant amount of documentation and compatibility with

many other Python libraries. For this reason, we will mostly be working with pretty_midi

in this project.

NoteSequence

In future sections, we will discuss a MIDI autoencoder model that requires the use of the

note_seq Python library [24]. This library provides "a serializable note sequence repre-

sentation and utilities". Luckily for us, there are both functions to transform a PrettyMIDI

2https://www.musicxml.com/
3https://abcnotation.com/

https://www.musicxml.com/
https://abcnotation.com/
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object into a NoteSequence and vice versa. Thus, we can use PrettyMIDI almost every-

where and easily convert back and forth from NoteSequences just to interface with the

MIDI autoencoder.

Mido

Lastly, we will be using functions for visualization provided in the midi-roll Python library,

which is an updated version of midi-visualization [25]. This package uses mido, so we will

also use the mido MidiFile representation for the sole purpose of visualization [26].

2.1.3 Symbolic Music Tokenizations

Typically, neural networks cannot operate directly on raw data such as symbolic mu-

sic, audio, or images, and instead require an appropriate numeric representation. For

sequence-based models, this often involves tokenization to convert the input into discrete

tokens that the model can process. As will be mentioned in more detail in Section 2.1.5,

we will decide on using a MIDI autoencoder that uses its own internal tokenizer. This

allows NoteSequence objects to be passed directly to the model without any additional

preprocessing, avoiding the need to develop a custom tokenization pipeline as would be

necessary when training an autoencoder from scratch. Note, however, that the autoen-

coder we choose to use here is not the only model that could work. The autoencoder

could be replaced with any other pretrained MIDI autoencoder, or even a new learnable

MIDI autoencoder. For that reason, we will discuss some existing MIDI tokenizations.

Both the tokenizations we will discuss here and more can be implemented easily using

MidiTok [27]. We will mention here that the word "encoding" is often used in symbolic

music ML literature to refer to different things. For example, many papers will refer to the

tokenizations discussed here as "MIDI encodings". For the sake of clarity, when we refer

to an "encoding" we are referring to the latent embeddings which are learned by a neural

model. Additionally, in this thesis, we use the terms encoding, embedding, and latent rep-

resentation interchangeably to refer to the same object: a compact vector representation

produced by an encoder that summarizes the input in a task-relevant feature space. While

these terms are used with slightly different emphasis in the literature, we adopt a unified

usage for readability. We use “encoding” to emphasize that the representation is produced

by an encoder, “embedding” to emphasize its vector-space interpretation, and “latent rep-

resentation” when referring to representations within generative or latent-variable models.

In contrast, we use "tokenization" to refer to a discrete, typically sequential representation

of musical events, rather than a continuous vector representation.
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REMI(+)

REMI stands for REvamped MIDI derived events [28]. Like MIDI, REMI is an event-

based representation of symbolic music. This representation variation was developed for

the explicit purpose of allowing models to better learn from and generate music in the

representation. Some of the greatest advantages of REMI are its bar, position, tempo,

and chord information. The bar marks the bar lines, and the position marks the time grid

within a bar (e.g., 8th note, 16th note, or 32nd note). The tempo events mark the possibly

changing tempo (location of beats) throughout the piece. The tempo can be directly read

from the MIDI, but that information is not always provided, so it can also be estimated.

Lastly, the chord events specify the chord that is being played by the instruments at any

time. There are 60 possible chord tokens, which are a combination of any 12 chord roots

and five chord qualities: major, minor, diminished, augmented, and dominant.

This representation was later expanded in REMI+ to allow for multi-time-signature and

multi-track modeling as well as increased temporal resolution for the quantization of

triplets [29]. One limitation that exists in both REMI and REMI+ is the inability to capture

the expressivity that comes with frequent tempo or small time offsets. The quantization

used in REMI(+) allows for models to better understand and generate rhythmic structure,

but the time-based representation used in basic MIDI allows for microtiming deviations

associated with expressive human performance. While this representation has its advan-

tages with interpreting and manipulating rhythm structure, it would not be very useful for

a task like humanization as discussed in Section 1.

OctupleMIDI

Unlike basic MIDI and REMI(+), OctupleMIDI is a note-centric representation [30]. Instead

of storing a sequence of events (e.g., note on, position, bar, chord, tempo, ...), it stores

a sequence of note objects which are an octuplet of data. Each note is comprised of

time signature, tempo, bar, position, instrument, pitch, duration, and velocity. As a result,

this representation leads to music sequences that have about 4x less tokens than in

REMI. This representation, however, is not very common. It was introduced to be used

in a MusicBERT [31] model, which we will discuss more in Section 2.1.4, but it is an

encoder-only model, which is not what we want in for our project. There is a variational

autoencoder developed that uses OctupleMIDI called Multi-view MidiVAE, but we were

unable to find any publicly available pre-trained model weights to use [32].

2.1.4 MIDI Encoders

Encoders learn a mapping that turns data into embeddings [33]. The embeddings will

be of lower dimensionality than the original data, but will attempt to capture the most
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important details from the original data. Since we will be working with MIDI data and

we will not be training our own encoder from scratch, we need to find a pre-trained MIDI

encoder that extracts embeddings that are useful for our model.

MIDI-GPT

MIDI-GPT [34] is a generative, transformer-based model for controllable, multi-track sym-

bolic music generation. Two advantages of this model are that it allows for any number

of tracks and it allows for polyphony within a track. Many other models are designed for

a specific number of tracks, and a number of models do not allow within-track polyphony.

While MIDI-GPT is not designed or trained as an encoder, we can use it to obtain em-

beddings. This model, like many deep learning architectures, create an internal latent

representation of the input. This representation is compact while still preserving informa-

tion useful for the generation task. Thus, we can use the hidden states from the MIDI-GPT

model as our embeddings. The main drawback to this approach is that these embeddings

might not be ideal for our task. Since this model was not trained as a general-purpose

MIDI encoder, it is not guaranteed that the latent representations will contain the neces-

sary, relevant information for our task. Work has been done to use large language model

as text encoders, but using the model directly without extra modification and training has

limitations [35].

MusicBERT

MusicBERT4 [31] is a large, pre-trained neural model for learning and representing mu-

sical information in a way that supports music-related understanding tasks. MusicBERT

was presented alongside and trained on the OctupleMIDI tokenization from Section 2.1.3.

The main advantage to using MusicBERT as an encoder as opposed to MIDI-GPT is that

it was specifically trained to extract embeddings for general music understanding. We im-

plemented this model early on the project, but ultimately switched to a different encoder

because of compatibility issues with the text encoder and generator we were using.

Aria

Aria [36] is a generative autoregressive transformer which builds upon the LLaMa 3.2

family. Aria was pre-trained and then fine-tuned for a number of downstream tasks. One

of the fine-tuning tasks it was trained for was producing "general purpose MIDI embed-

dings." The embedding model weights are publicly released and readily available on Hug-

gingFace5. HuggingFace is convenient because it can be used to load a number of mod-

els into an environment using the latest version of Python without having to worry about

4https://github.com/microsoft/muzic/tree/main
5https://huggingface.co

https://github.com/microsoft/muzic/tree/main
https://huggingface.co
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compatibility issues. Additionally, since the embeddings were specifically meant for the

contrastive setting, this seemed like the ideal model for our purposes. However, all of

these encoders were ultimately unsuitable, as they lacked a complementary decoding

component required by our method.

2.1.5 MIDI Autoencoders

Autoencoders are a coupled pair of encoder and decoder [33]. While the encoder maps

the data into lower-dimensional latent embeddings, the decoder reverses the process and

reconstructs the input data from the latents. Because our model is generative, it must

support sampling and generation from latent embeddings. Thus, a MIDI autoencoder is

essential for the functionality of our model.

MIDI-VAE

MIDI-VAE [37] is a variational autoencoder-based neural network designed to model poly-

phonic music. Unlike many earlier symbolic music generation models which focused only

on monophonic melodies, MIDI-VAE was designed specifically to model polyphonic, multi-

track symbolic music. The model uses a latent representation space intended to capture

high-level musical characteristics while allowing reconstruction and generation of sym-

bolic music sequences.

One of the primary goals of MIDI-VAE was symbolic music style transfer. By encoding

musical sequences into a continuous latent space, the model enables interpolation and

manipulation of musical attributes before decoding the latent representation back into

symbolic music. While the task MIDI-VAE focuses on is not directly related to our task in

this thesis, its encoder and decoder might still be valuable to our workflow.

However, while the paper presents promising qualitative results, publicly available pre-

trained model weights are not readily accessible, which would require retraining the model

from scratch. Since training large symbolic music autoencoders can be computationally

expensive, this made MIDI-VAE less practical for our project.

MuseMorphose

MuseMorhpose [38] is a transformer-based variational autoencoder. It uses REMI tok-

enization as described in Section 2.1.3. This model was trained for conditional gener-

ation of pop piano performance and style transfer. Unlike many earlier symbolic music

VAEs which rely on recurrent architectures, MuseMorphose uses transformer-based en-

coder and decoder modules, allowing it to better capture long-range musical structure

and dependencies.
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A key feature of MuseMorphose is its latent representation space, which is designed to

disentangle high-level musical attributes such as rhythm, dynamics, and texture. This

disentangled latent space allows for controllable generation and interpolation between

musical styles and performances.

However, MuseMorphose was ultimately not selected for our project for several reasons.

First, the model was trained specifically on pop piano performance data, which may limit

its generalizability to broader symbolic music domains. Second, the REMI tokenization

used by MuseMorphose introduces temporal quantization which can reduce fine-grained

expressive timing information. Lastly, publicly available implementations and pretrained

checkpoints were less straightforward to integrate into our existing pipeline compared to

MusicVAE.

MusicVAE

MusicVAE [39] is a variational autoencoder which uses a bidirectional encoder and a

hierarchical decoder. There are multiple versions of the model depending on the input

length (2 bars or 16) and whether the input is purely drums, purely melody, or a trio of

melody line, bass line, and drum pattern. The 2-bar models utilize a "flat" decoder while

the 16-bar models utilize the "hierarchical" decoder to better capture long-term structure.

MusicVAE is the MIDI autoencoder that we use in our model. Since we had started with

Aria, this was the easiest autoencoder to transfer to. With Aria, we were limited to 4-

bar melodies, and we could simply reduce our data to 2-bar melodies for MusicVAE. A

larger discussion of the advantages and limitations of MusicVAE and an evaluation of the

performance of this autoencoder can be found in Section 3.3.1.

2.2 Metric Learning

Metric learning refers to the technique of learning a distance function, or metric, well-

suited for a particular task . For many cases, Euclidean or some other predefined distance

function (e.g., cosine distance) is enough, but in some cases, learning a unique distance

function can be incredibly advantageous [40].

Metric learning methods commonly learn an embedding space in which semantically sim-

ilar samples are close under a chosen distance measure, often Euclidean distance or

cosine similarity. However, metric learning is not restricted to Euclidean embeddings, and

some approaches instead learn similarity functions directly without explicitly defining a

Euclidean metric space [40, 41].

Metric learning techniques can be broadly grouped into two categories: linear and non-

linear. Linear approaches are generally more classical and include methods such as

Mahalanobis metric learning. Nonlinear approaches, on the other hand, tend to be more
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modern and powerful. Some examples of nonlinear approaches are kernel methods and

deep metric learning [40, 42]. This thesis will focus on a particular deep metric learning

approach called contrastive learning.

2.2.1 Contrastive Learning

Contrastive learning uses pairs of positive and negative examples to learn a metric that

assigns a small distance to positive pairs and a large distance to negative pairs. Thus,

this type of learning can be supervised if the positive/negative pairs are annotated, but it

can also work in a self-supervised manner if positive relationships can be inferred from

the data itself [43].

SimCLR

One of the most well-known, influential papers in contrastive learning is SimCLR [44],

which presents a simple framework for the contrastive learning of visual representations.

SimCLR works by creating various augmented views of data samples and using a con-

trastive objective to learn to group the views of the same sample together. Views of an

example are augmentations of the sample that do not change its semantic meaning. For

example, rotations or random crops of an image can be views of said image. Note that

the views are encoded and projected before being fed into the contrastive loss. In the

SimCLR paper, it was found that contrastive learning benefits from larger batch sizes and

longer training.

2.2.2 Cross-Modality Contrastive Learning

Up until this point, the metric and contrastive learning we have been discussing has been

within a single modality. For example, SimCLR did contrastive learning between samples

that all shared a modality, image. However, there is a subcategory of contrastive learning

where the metric we are learning is between data points of different modalities (e.g.,

natural-language text and images).

CLIP

CLIP, or Contrastive Language-Image Pre-training, [45] is a model that performs cross-

modality contrastive learning on paired image and text data. Here images are paired with

a descriptive, natural-language text. Like in SimCLR, data is first encoded, then projected,

then used in the contrastive loss in CLIP. Since the data is of two different modalities, two

encoders are used, making the projection head even more important. A text encoder gets

a representation of the text input while the image encoder gets a representation of the
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image input. Both these inputs get projected into a shared space. Then, a contrastive

objective is optimized to ensure that a positive pair of text and image are close in the

projected space, while negative pairs are far. As will be further described in Section 3.3,

we will use a very similar architecture in this thesis.

CLaMP

CLaMP, or Contrastive Language-Music Pre-training, [46] has a very similar task and

architecture to CLIP. Here, RoBERTa was used as the text encoder, alongside a novel

music encoder, M3. As the name suggests, the main difference is that CLaMP learns an

alignment between symbolic music and text. Here, the text is a natural-language language

description of the music. While similar to our task, the task presented in CLaMP differs in

that it aligns descriptive text to symbolic music while we align instructive text to a change

in symbolic music.

As was pointed out in Section 1, this thesis aims to develop a framework that can be used

that can automatically implement edits to MIDI data according to a text prompt. So, while

cross-modality contrastive learning is highly related, it is not exactly what we are aiming

for. More specifically, our approach resembles a form of cross-modality-delta contrastive

learning, where we align the data of one modality to a pair of data in another modality.

For our specific task, we want to see how to align text with the change in the MIDI which

the text describes.

2.2.3 Contrastive Loss

One significant choice that needs to be made for our contrastive approach is the choice

of loss function. Below are some established contrastive loss formulations.

InfoNCE Loss

InfoNCE is loss based on Noise Contrastive Estimation, or NCE [47]. Given a set X of

N samples containing one positive sample from p(xt+k|ct) and N − 1 negative samples

from p(xt+k), InfoNCE is as follows:

LInfoNCE = −EX

[︄
log

fk(xt+k, ct)∑︁
xj∈X fk(xj, ct)

]︄
, (2.1)

where ct is a summarization of the latents z≤t and fk (xt+k, ct) = exp(z⊤t+kWkct). In-

foNCE is the categorical cross-entropy of correctly identifying the positive sample. In-

foNCE can be rewritten as follows if the scoring function is parameterized as an exponen-

tiated similarity function:
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LInfoNCE = −
∑︂
i∈I

log
exp(z⊤i zp/τ)∑︁

a∈I\{i} exp(z
⊤
i za/τ)

, (2.2)

where I = {1, 2, ...N} is the set of indices of all samples in a batch, p is the index of

the positive pair for sample i, τ is a temperature parameter, and zi = Proj(Enc(xi))

denotes the projected embedding of xi in the contrastive representation space. One

limitation of this loss is that it assumes that out of a batch of N samples, every sample

has exactly one positive pair and N − 1 negative pairs.

Supervised Contrastive (SupCon) Loss

In the supervised setting, there can be more than one sample in a batch that is known to

belong to the same class as an anchor. InfoNCE, and other self-supervised contrastive

losses, assume that there is exactly one positive pair per sample in each batch. Thus,

supervised contrastive loss aims to address this issue [48]. The proposed supervised

contrastive loss is as follows:

LSupCon =
∑︂
i∈I

−1

|P (i)|
∑︂

p∈P (i)

log
exp(z⊤i zp/τ)∑︁

a∈I\{i} exp(z
⊤
i za/τ)

, (2.3)

where P (i) is the set of all indices of positive pairs for sample i.

Tuned Contrastive Loss (TCL)

TCL aims to improve upon SupCon loss [49]. TCL "offers parameters to tune and improve

the gradient responses from hard positives and hard negatives" and, unlike SupCon loss,

can be extended to the self-supervised setting.

LTCL =
∑︂
i∈I

−1

|P (i)|
∑︂

p∈P (i)

log
exp(z⊤i zp/τ)

D(zi)
, (2.4)

where
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D(zi) =
∑︂

p′∈P (i)

exp(z⊤i zp′/τ)

+ k1

⎛⎝ ∑︂
p′∈P (i)

exp(−z⊤i zp′)

⎞⎠
+ k2

⎛⎝ ∑︂
n∈N(i)

exp(z⊤i zn/τ)

⎞⎠ ,

N(i) is the set of negative pairs in the batch, or N(i) ≡ I \ (P (i) ∪ {i}), and k1 and k2

are fixed scalar parameters so that k1, k2 ≥ 1.

SINCERE

Like TCL, SINCERE aims to create a supervised contrastive loss that performs better

than SupCon loss [50]. The SINCERE paper claims that SupCon loss "can encourage

some images from the same class to repel one another in the learned embedding space."

SINCERE is an extension of InfoNCE that eliminates the intra-class repulsion present in

SupCon loss.

LSINCERE =
∑︂
i∈I

−1

|P (i)|
∑︂

p∈P (i)

log
exp(z⊤i zp/τ)

exp(z⊤i zp/τ) +
∑︁

n∈N(i) exp(z
⊤
n zp/τ)

. (2.5)
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3. RESEARCH METHODOLOGY

3.1 Task Description

As mentioned in Section 1, text-based editing is a task with applications that has been

explored in numerous fields. However, one domain in which it has been under-researched

is symbolic music. To explore text-based symbolic music editing, we designed a model

called CALMED, which stands for Contrastive Alignment of Language and (Symbolic)

Music EDits. Our model can learn to automatically implement edits to given input MIDI

according to user specifications in natural language.

Our model takes as input a triplet of data, (m, t,m′), where m is the original MIDI data, t

is the natural-language description of an edit, and m′ is a target alteration of m so that the

edit described in t has been implemented. At inference time, our model aims to generate

m′ when given (m, t) as input.

For this thesis, we construct all t to describe a probabilistic pitch shift transformation.

Thus, our trained model is trained to automatically implement probabilistic pitch shifts to

MIDI data. By probabilistic pitch shifts, we are referring to the transformation of going

through each note, one at a time, and shifting it up or down by a set amount of semitones

with a set probability.

3.1.1 Choice of Transformation

We mentioned a few MIDI transformations in Section 1, but Table 3.1 enumerates all the

transformations we considered for this work. We broadly categorized the transformations

as either simple or complex depending on whether or not the transformation could be

computed algorithmically. As you can see from the table, not all transformations fall into

either category easily. Many of the transformations labeled "Maybe" for algorithmic are

conditionally algorithmic depending on how they are implemented. For example, adding

an instrument can be algorithmic if we simply duplicate the notes of an existing instrument

or pick some notes randomly from the chords, which can be inferred. However, if you want

a model that can generate new musical material that fits well into the existing music for

this added instrument, then it is not clear if there is an algorithmic way to do this.
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The initial plan was to implement one simple and one complex transformation, but we

ended up deciding to choose only one simple transformation for the sake of time. We

selected probabilistic pitch shifting because, among the transformations considered, it of-

fers a favorable balance between computational simplicity and expressive capacity: while

remaining straightforward to implement algorithmically, its stochastic nature introduces

variability that enables greater musical complexity than purely deterministic transforma-

tions.

Transformation Parameters Algorithmic?

Probabilistic Pitch Shift shift probability, set of # of semi-
tones to shift, and scope of edit

Yes

Transposition # of semitones to shift up or down
and scope of edit

Yes

Dynamic Change New velocity and scope Yes

Note Duration Change New duration(s) and scope Yes

Tempo Change New tempo and scope Yes

Rhythm Manipulation Amount of syncopation Yes

Note Density Change New note density and scope Maybe

Key and/or Modal shift New key and/or mode and scope Maybe

Adding/Removing Bars Scope Maybe

Adding/Removing Notes or
Chords

Scope Maybe

Adding/Removing Instru-
ments

Scope Maybe

Humanization Amount of humanization Maybe

Reharmonization New chord progression Maybe

Style transfer New style No

Perceived Emotion Manipula-
tion

New emotion (e.g., valence and in-
tensity of emotion)

No

Table 3.1. Music transformations with required parameters and whether or not the trans-
formation can be computed algorithmically.

3.2 Dataset

3.2.1 Choice of Source Dataset

Table 3.2 displays the datasets we considered for this thesis project. When deciding

on a dataset to use as a starting point for our own dataset, we knew we wanted one

with a significant amount of MIDIs, a variable number of tracks per MIDI, and various

types of instruments. However, since our model is meant to serve as a proof of concept,
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Dataset Name # of MIDI Files # of Tracks Instruments

GigaMIDI [51] 2100000 Varies Varies

MMD [53] 436631 Varies Varies

LMD [52] 176581 Varies Varies

BitMidi 1 113229 Varies Varies

SymphonyNet [54] 46359 Varies Varies

FreeMidi 2 28222 Varies Varies

GiantMIDI-Piano [55] 10855 1 Piano

NES-MDB [56] 4502 4 P1, P2, TR, NO

MAESTRO [57] 1276 1 Piano

GMD [58] 1150 1 Drum Kit

EMOPIA [59] 1087 1 Piano

POP909 [60] 909 3 Piano

DoReMi [61] 44 Varies Varies

Table 3.2. Publicly available MIDI datasets along with some information about each
dataset. For NES-MDB, the instruments are: 2 pulse-wave generators (PI, P2), 1 triangle-
wave generator (TR), and 1 percussive noise generator (NO)

we desired a smaller dataset than, for example, GigaMIDI [51]. We chose to use the

Lakh MIDI Dataset [52] because it is a well-known, frequently used MIDI dataset with the

qualities we desired.

However, one downside of the LMD is that it is not very clean. Even though it is a large

collection of MIDI files, many of these MIDI files can be noisy, messy, or even broken.

In this work, we use a clean subset of the LMD created by Sparsh Gupta which can

be found at https://www.kaggle.com/datasets/imsparsh/lakh-midi-clean/data. This clean

subset contains about 17.2k MIDI files.

3.2.2 Dataset Generation

As mentioned in Section 3.2.1, we generated our dataset using a cleaned subset of the

Lakh MIDI Dataset. From Section 3.1, we want our dataset to be composed of triples of

data (m, t,m′). Ideally, we should create one triple for every MIDI mi in LMD. However,

one complication is that a single probabilistic pitch shift can be implemented in many

different ways due to its stochastic nature. Presenting the model with only one correct

answer per pitch shift could incorrectly make it learn that there is only a single correct way

to perform the transformation. To address this problem, we create 5 prompt variations that

have the same transformation parameters but are worded slightly differently and generate

5 independent suitable targets for each mi.

https://www.kaggle.com/datasets/imsparsh/lakh-midi-clean/data
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Recall from Section 1 that a probabilistic pitch shift is implemented using a set of pitch

shifts, S where s ∈ Z, −12 ≤ s ≤ 12, and s ̸= 0 ∀s ∈ S, and a probability of shifting,

p. A MIDI is transformed correctly if, with probability p, each note’s pitch is independently

shifted by s ∈ S semitones, where s is sampled uniformly at random. For each mi,

we randomly sample a probability p and set of 2-3 shift values S as the parameters

for the transformation we will use. We select 5 prompt variations from a pre-generated

pool of 500 prompt templates made using a pre-trained mistralai/Mistral-7B-Instruct-v0.1

[62] model from HuggingFace and fill in the templates with the sampled values of p and

S. We directly inject our transformation parameters into our prompts so they are more

easily accessible for our model. We got the idea for our prompt generation from a paper

about spatially-aware language and audio embeddings [63]. Each MIDI mi has 5 prompt

variations with the same parameters p, S but slightly different wordings. Then, we create

5 transformed MIDIs that randomly shifts each note by a value s ∈ S based on the

probability p. In other words, for each mi in LMD, we create 5 triples (mi, tik,m
′
ik) for

k = 1, 2, 3, 4, 5, where all tik are essentially the same prompt worded 5 different ways

and all m′
ik are 5 possible realizations of shifting notes by a value in S with probability p.

In our approach, since we were using the text encoder and MIDI autoencoder frozen,

we decided to store (m, t,m′) as embeddings (me = Enc(m), te = Enc(t),m′
e =

Enc(m′)) of the data instead of the raw data itself, or a tokenization of the data to speed

up training. If we were fine-tuning the encoders, then we would save our dataset as

tokens, but since the only learnable portion of our model was the projection head, and the

projection head expects embedding input, we embed our data as part of preprocessing

and store the embeddings directly. Additionally, we store the original and transformed

MIDI data m and m′, the parameters of the transformation p and S, and the original

instrument program information of the m. As mentioned in Section 1, the instrument

program is a value in [0, 127] that describes what instrument or sound to use for a certain

track. We store the program information because the MIDIs m and m′ have their program

data stripped as part of preprocessing. The program data is stripped because MusicVAE

was trained on piano data. This will be further discussed in Section 3.3.1.

The clean subset of LMD we use contains 17,232 MIDI files, 15,192 of which can be

properly loaded and clipped. We clip each MIDI down to two bars with four non-drum

tracks. We clip to two bars because the version of MusicVAE we use is designed for

two-bar MIDIs. We clip to four tracks because all 17,232 MIDIs have at least four tracks

(see Figure 3.5), although that does include possible drum tracks. Our final dataset con-

tains 13,227 MIDI files because some of the 15,192 MIDI files ran into errors when being

encoded. We divide the dataset into train, validation, and test using a 70/15/15 split. Our

train split has 9,273 entries, our validation split has 1,960 entries, and our test split has

1,994 entries. The total size of the dataset is 611.8 MiB. Note that each i of the 13,227

samples in our dataset contains (mi, ti1, ..., ti5,m
′
i1, ...,m

′
i5), which will be fed into the
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model as the 5 triples (mi, ti1,m
′
i1), (mi, ti2,m

′
i2)..., (mi, ti5,m

′
i5). This results in 9,273

× 5 = 46,365 training pairs per epoch due to prompt–target multiplicity.

To get a better understanding of the MIDI content in our dataset, we performed a small

exploratory data analysis. We produced numerous histograms to visualize the results of

this analysis. Figure 3.1 displays a histogram of the distribution of starting tempo (in beats

per minute) of all MIDIs in our dataset. The most frequent tempos are those in the range

116-121 bpm. This makes sense because 120 bpm is a very common tempo.

Figure 3.2 displays a histogram showing the distribution of the number of tempo changes

in each MIDI in our dataset. While most MIDIs have no tempo changes, there is a signifi-

cant amount that have some tempo changes and even a few with many tempo changes.

Note, however, that some of the high number of tempo changes might just be artifacts

of the MIDI data parsing. For example, a ritardando might have been parsed as being a

series of many incremental tempo changes.

Figure 3.3 displays a histogram showing the distribution of the starting time signature of

all MIDIs in our dataset. Perhaps unsurprisingly, the most common time signature is 4/4.

Some of the fairly common time signatures include 12/8, 3/4, 6/8, and 2/4.

Figure 3.4 displays a histogram showing the distribution of the number of time signature

changes in each MIDI in our dataset. While most MIDIs have no time signature changes,

there is a significant amount that have some time signature changes and even a few with

many tempo changes. However, we have the same disclaimer here as in Figure 3.2 that

the extreme values might be parsing artifacts.

Figure 3.5 displays a histogram showing the distribution of the number of tracks in each

MIDI in our dataset. Note that the number of tracks we refer to here is the length of

midi.instruments where midi is a PrettyMIDI object. While the most frequent num-

ber of tracks is 9, all values in 5-20 are quite frequent. The smallest amount of tracks in

one MIDI is 4 and the largest amount is 62.

Figure 3.6 displays a histogram showing the distribution of instrument programs used in

all MIDIs in out dataset. The most frequent instrument was the Acoustic Grand Piano,

and the least frequent instrument was the Shanai.

Figure 3.7 displays a histogram showing the distribution of the duration of each MIDI in

our dataset. The most frequent duration is around 4 minutes. The shortest piece is only

17 seconds long while the longest piece lasts 11 hours and 2 minutes. However, we

have the same disclaimer here as in Figure 3.2 that the extreme values might be parsing

artifacts.

Overall, these histograms reveal that the MIDI content in the data we use is diverse but

significantly centered around common instruments, time signatures, tempos, durations,
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and other musical attributes.

Figure 3.1. Histogram of the Starting Tempo Distribution

Figure 3.2. Histogram of the Number of Tempo Changes Distribution
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Figure 3.3. Histogram of the Starting Time Signature Distribution
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Figure 3.4. Histogram of the Number of Time Signature Changes Distribution

Figure 3.5. Histogram of the Number of Tracks Distribution
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Figure 3.6. Histogram of the Instrument Program Distribution
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Figure 3.7. Histogram of the Total Duration Distribution

3.3 Model Architecture

Figure 3.8 outlines our pipeline for both training and inference. For training, as mentioned

in Section 3.1, our model’s input is a triplet (m, t,m′). In Section 3.2.2, we stated that

embeddings (me = Enc(m), te = Enc(t),m′
e = Enc(m′)) are computed from the triplet

data using the MusicVAE MIDI encoder and the RoBERTa [64] text encoder, respectively.

We use both of these encoders with frozen weights, so their parameters are not trained

or fine-tuned in our overall model training. More on both of these models in Section 3.3.1.

Internally, our model computes a MIDI delta embedding ∆me = m′
e −me. We assume

the MusicVAE latent space is approximately linear with respect to small musical trans-

formations. The text embedding and delta embedding are then projected into a shared

contrastive representation we call the joint space. We use a trainable, linear projection

head with no bias. The joint representations tj = Proj(te) and ∆mj = Proj(∆me) are

aligned using a contrastive loss Lcontra(tj,∆mj). To allow our model to generate new

MIDIs, we also learn an inverse projection Proj−1 to reconstruct the MIDI delta embed-

ding from the joint representation ∆m̂e = Proj−1(∆mj). This inverse projection is also

a trainable, linear layer without bias. We then reconstruct the target transformed MIDI

embedding m̂′
e = ∆m̂e + me and compute a reconstruction loss Lrecon(m

′
e, m̂

′
e). More

on our loss formulation in Section 3.4.2.

During inference, we no longer have a target, so our inputs are (m, t). As in training,

we pass both our inputs through their respective, frozen encoders to obtain embed-

dings, (me, te). Only the text embedding is projected into the joint embedding space,



26

Figure 3.8. Proposed CALMED Architecture

tj = Proj(te). This joint representation is then projected into a predicted MIDI delta

embedding, ∆m̂e = Proj−1(tj). The predicted MIDI embedding is then computed from

the predicted delta MIDI embedding and the input MIDI embedding, m̂′
e = me + ∆m̂e.

Finally, the predicted MIDI embedding is passed through the frozen MusicVAE decoder

to produce the predicted transformed MIDI, m̂′ = Dec(m̂′
e).

3.3.1 Pre-Trained Encoders and Decoders

CALMED uses two frozen, pre-trained models for encoding and decoding. RoBERTa

serves as our text encoder, and MusicVAE serves as our MIDI autoencoder. We use

the 2-bar melody version of MusicVAE. Both pre-trained models were loaded from Hug-

gingFace3. Given a text input, RoBERTa produces a vector embedding with 768 entries.

3https://huggingface.co

https://huggingface.co
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Given a MIDI input, MusicVAE produces a vector embedding with 512 entries. While

our approach is not structured around RoBERTa, there were some design choices made

because of MusicVAE.

As mentioned in Section 3.2.2, our dataset stored MIDIs in 2-bar clips with 4 tracks.

The choice to use 2 bars was solely made for compatibility with MusicVAE. Since this

MusicVAE model was only trained on melodies without instrument program information,

we embed the instrument program information separately and concatenate it to the MIDI

embeddings produced by MusicVAE. Additionally, since MusicVAE expects melodies, we

have a preprocessing step that enforces that all 4 tracks are strictly monophonic and each

track is embedded separately and then concatenated together. This MusicVAE model

cannot handle drum data, but that is not an issue as drums are irrelevant for the task for

probabilistic pitch shifting since drums are not pitched. Perhaps the largest drawback to

using MusicVAE is that a subprocess had to be used to interface with MusicVAE (see

Appendix A for more information). Since this subprocess is a black box to our main

Python environment, the encoders and decoder cannot be used for an part of the loss

calculations as they would stop the flow of the gradient computation. As a result, we

could not, for example, decode the predicted MIDI latent embedding and compute the

reconstruction loss directly on the target and predicted MIDIs.

MusicVAE Performance

We conducted experiments to evaluate the reconstruction quality of MusicVAE on the

MIDI data in our dataset. We assessed both MIDI reconstruction quality and latent con-

sistency. For the latent representations, we encode a MIDI file, decode it, and then re-

encode the reconstructed output. We compute the mean squared error (MSE) between

the original and re-encoded latent embeddings. To evaluate MIDI reconstruction qual-

ity, we use binary cross-entropy (BCE) on piano-roll representations of the original and

reconstructed MIDIs. Note that these piano-roll representations do not encode velocity;

each entry is binary, indicating whether a given note is active or inactive.

Figure 3.9 shows the results of these experiments. The plots show that MusicVAE per-

forms decently well at reconstructing the MIDIs in our dataset, but there seems to be

room for improvement. Additionally, we tested the performance on our transformed MIDIs

because they might not be strictly "musical". Even though the original MIDI is musical, the

stochasticity of the probabilistic pitch shift introduced randomness that can break musical

conventions and make the music sound inharmonious. Compared to the "musical" MIDIs,

MusicVAE seemed to perform worse at reconstructing the transformed MIDIs. Thus, for

our chosen task, this autoencoder might not be the best choice. Ideally, the autoencoder

we use should be able to perform equally well regardless of how random or musical a

MIDI’s content is. This also raises the question of how useful our chosen task is for
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Figure 3.9. MusicVAE reconstruction distributions on our dataset. Note that all plots
use a slightly different total number of MIDIs because of possible encoding errors, so
we use proportion of MIDIs instead of number of MIDIs to be able to directly compare
them. Top graph is the reconstruction loss on all MIDIs comparing their latent embeddings
using MSE. Middle graph is the reconstruction loss on all MIDIs comparing their piano roll
representations using BCE. Bottom graph is the reconstruction loss of all transformation
MIDis comparing their piano roll representations using BCE.

real-world applications. How useful is a model that makes music that sounds random?

Remember that the work in the thesis is meant to serve as a proof-of-concept for a gen-

eral framework as opposed to developing a competitive model. Longer discussions on

the possibility of different encoders and decoder and of the conflict between randomness

and musicality will take place in Section 5.

Figures 3.10 and 3.11 show the reconstruction of a random MIDI from our dataset us-

ing MusicVAE. Both figures were generated using MuseScore. MusicVAE reconstructs

many of the notes correctly, but there are number of notes reconstructed with the wrong

pitch. However, in this example the number of notes and rhythm of notes seems to have

been reconstructed perfectly. These figures exemplify how MusicVAE is sufficient for the

purposes of this thesis, but a better suited model could be substituted.
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Figure 3.10. 2-bar clip of a MIDI from the LMD.

Figure 3.11. A reconstruction of the MIDI in 3.10 using MusicVAE.

3.4 Contrastive Approach

3.4.1 Sampling Positive Pairs

The selection of positive and negative pairs is extremely important for a contrastive learn-

ing of the model. We experimented with two approaches for sampling: one self-super-

vised and one supervised.

We first attempted to sample positive pairs via a self-supervised approach. Given a dis-

tance metric that could find the similarity between two transformation samples, we could

automatically score all the pairs based on how similar their transformations are. Then,

the normalized scores can either be used directly to create soft positives, or a threshold

of similarity can be set to create hard positive and negative pairs.

For this purpose we created the novel original-transformed-original-transformed Harmonic

Earth Mover’s Distance, or OTOT-HEMD, function. Earth Mover’s Distance (EMD) [65,

66], also known as the Wasserstein-1 distance, is defined via the Kantorovich optimal

transport formulation. It measures the minimum cost of transporting mass between two
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discrete probability distributions under a given ground cost metric. Given two discrete

probability distributions a and b and a ground cost matrix M , EMD is defined as the mini-

mum cost of transporting mass from a to b subject to mass conservation constraints.

In this work, EMD is computed exactly using the linear programming solver implemented

in the Python Optimal Transport (POT) library [67, 68]. The Harmonic EMD is EMD

weighted based on the consonance or dissonance between notes. In other words, there

is a large cost for moving between dissonant notes, but a small cost for moving between

consonant notes.

As shown in Equation 3.1, this function computes the absolute difference between the

harmonically-aware Earth Mover’s Distances for two pairs of original mi and target trans-

formed m′
i MIDIs. We named it OTOT-HEMD because we also experimented with a vari-

ation we called OOTT-HEMD where the HEMD is taken between the two original MIDIs

then between the two target MIDIs.

OTOT −HEMD((m1,m
′
1), (m2,m

′
2)) = |HEMD(m1,m

′
1)−HEMD(m2,m

′
2)|
(3.1)

This distance function will be 0 when the Harmonic EMD between the first sample’s

original and transformed MIDIs is identical to the Harmonic EMD between the second

sample’s original and transformed MIDIs. Distance grows as the difference between the

Harmonic EMD grows larger.

However, early experiments showed that this self-supervised approach was not leading

to effective contrastive learning. We found that EMD was not well aligned with transfor-

mation identity, as it primarily reflects distributional similarity of note patterns rather than

semantic equivalence of applied transformations, leading to noisy and inconsistent posi-

tive sampling. One issue with this metric is that it does not distinguish direction of change,

so an example with the prompt "Shift notes by +2 semitones with probability 0.3" would

be close to an example with the prompt "Shift notes by -2 semitones with probability 0.3"

under this metric. Another issue is the stochastic nature of our probabilistic pitch shift

transformation. . As will be discussed in Section 4.3, we ultimately used OTOT-HEMD as

an evaluation metric and not as a similarity metric for positive pair sampling.

Next, we tried a supervised approach to sampling. Instead of trying to find an intrinsic

similarity between the sample, we pair together the samples that we know implement

the exact same transformation. Recall from Section 3.2.2 that for each original MIDI

mi we sample one p and one S and generate 5 prompt variants tik and 5 target MIDI

realizations mik′. Thus, we set the positive pairs of text tik to be the MIDI couplets

((mi1,m
′
i1), ..., (mi5,m

′
i5)), ∀k ∈ {1, 2, 3, 4, 5}. This way, all the text prompts and MIDI
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deltas associated with a single original MIDI mi will end up being positive pairs of each

other. This sampling technique worked much better in practice than our previous self-

supervised approach.

3.4.2 CALMED Loss Formulation

Our implementation used the loss function shown in Equation 3.2. The total loss is a

weighted loss of a contrastive loss and a reconstruction loss. We used λc = 1 and

λr =
L(1)
contra

L(1)
recon

, where L(1)
contra and L(1)

recon are the contrastive loss and reconstruction loss

from the first epoch.

LCALMED = λcLcontra + λrLrecon (3.2)

Contrastive Loss

We use a generalized version of the InfoNCE loss that is a Symmetric Soft-Label Multi-

Positive InfoNCE Loss. It is similar to the symmetric loss used in CLIP, shown in Equation

3.3, where τ is a temperature. Here, sim(i, j) = I⊤i Tj , where Ii is the projected image

embedding at index i and Tj is the projected text embedding at index j. Our loss is

shown in Equation 3.4, where P is an initially binary mask of positive pairs that has been

row-normalized such that each row sums to 1, which is created using the supervised

sampling method from Section 3.4.1. Here, sim(i, j) = ∆M⊤
i Tj , where ∆Mi is the

projected MIDI delta embedding at index i and Tj is the same as in LCLIP . Note that the

projected embeddings we use are normalized and we use a temperature of τ = 0.07 for

our training. The main difference to the CLIP loss is the normalized mask which allows for

more than one positive pair per sample. We incorporate some ideas from the supervised

contrastive losses described in Section 2.2.3 in designing this loss.

LCLIP (τ) =
1

2

(︄
− 1

N

∑︂
i

log
esim(i,i)/τ∑︁
j e

sim(i,j)/τ
− 1

N

∑︂
i

log
esim(i,i)/τ∑︁
j e

sim(j,i)/τ

)︄
(3.3)

Lcontra(P, τ) =
1

2

(︄
− 1

N

∑︂
i

∑︂
j

Pij log
esim(i,j)/τ∑︁
k e

sim(i,k)/τ
− 1

N

∑︂
j

∑︂
i

Pji log
esim(i,j)/τ∑︁
k e

sim(k,j)/τ

)︄
(3.4)

This loss component ensures that our projections into the joint representation space are

placing similar transformations close together and dissimilar ones far apart.
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Reconstruction Loss

Our reconstruction loss, shown in Equation 3.5 is the MSE loss between the target trans-

formed embedding and the reconstructed transformed embedding. This loss component

ensures our model’s inverse projection back into MIDI space is correct.

Lrecon(m
′
e, m̂

′
e) = MSE(m′

e, m̂
′
e) (3.5)

Cycle Loss

We also implemented what we called a cycle loss, shown in Equation 3.6. This loss

is again a simple MSE loss between a reconstructed projected text embedding t̂j =

Proj(∆m̂e) with the actual projected text embedding. This loss component was de-

signed to ensure that the predicted MIDI delta embedding from the model was aligned with

the text embedding in the joint contrastive space. While the reconstruction loss explic-

itly enforces Proj−1(Proj(x)) = x, this loss implicitly enforces Proj(Proj−1(x)) = x.

While early experiments showed that it did not improve learning to include it in our model’s

total loss, we chose to monitor this loss during training.

Lcycle(tj, t̂j) = MSE(tj, t̂j) (3.6)
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4. RESULTS AND ANALYSIS

4.1 Training

The experiments in this thesis were performed using the Puhti supercomputer using the

resource allocation gpu:v100:1, corresponding to a single NVIDIA V100 GPU. The Puhti

supercomputer is provided by CSC – IT Center for Science, Finland. We used an Adam

optimizer with a learning rate of 7 × 10−4 and no weight decay. We trained each model

for a maximum of 5000 epochs, but stopped them earlier if validation loss was increasing

using early stopping. Each training lasted a maximum of 2 hours.

4.2 Choosing the Best Model

Figure 4.1. Training loss plots from training CALMED on different batch sizes.

Contrastive learning is known to be affected by batch size. We ran an ablation study to

quantify the impact of the batch size in our model, and identify the batch size produced

the "best" model. All loss plots were generated using Weights & Biases 1. Figure 4.1

shows the total train losses for the batch sizes 32, 64, 128, 256, 512, and 1024. Figures

4.2, 4.3, and 4.4 show the contrastive and reconstruction loss components, as well as

the cycle loss. Figure 4.5 shows the validation losses, measured every 10 epochs. It

is important to note that, while batch size does not have an impact on the scale of the

reconstruction and cycle losses, it does have an impact on the scale of the contrastive

1https://www.wandb.com/

https://www.wandb.com/
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loss. That is why the contrastive loss starts and ends at a higher value as the batch size

increases.

Figure 4.2. Contrastive loss plots from training CALMED on different batch sizes.

Figure 4.3. Reconstruction loss plots from training CALMED on different batch sizes.

Figure 4.4. Cycle loss plots from training CALMED on different batch sizes.

We chose our best model by looking for the model with the greatest decrease in validation

loss. Since the validation loss cannot be directly compared due to the contrastive loss’s
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Figure 4.5. Validation loss plots from training CALMED on different batch sizes.

scale’s dependence on batch size, we can compare the change in the validation loss.

Table 4.1 displays that a batch size of 512 produces the greatest validation loss decrease.

This model achieved a test loss of 15.16. Comparing this to the initial training loss, which

serves as a random baseline, of 23.42, this model shows an improvement of 8.26.

Batch Size Initial Val Loss Best Val Loss Val Loss Decrease

1024 17.01 14.60 2.41

512 15.63 13.18 2.45

256 14.24 11.82 2.42

128 12.81 10.48 2.33

64 11.51 9.30 2.21

32 10.08 8.13 1.95

Table 4.1. Comparison of validation loss decrease for different batch sizes.

Prior work has shown that contrastive learning often benefits from larger batch sizes, as

larger batches provide a greater number of negative examples for the contrastive objective

[44]. However, the data in Table 4.1 suggests that this is not strictly true. The validation

loss decrease did initially improve on batch size increase, but it eventually started to

worsen at a batch size of 1024.

Figures 4.6 and 4.7 show the trained model’s prediction for a random MIDI from the test

split as piano rolls. Figures 4.8 and 4.9 show the same MIDI data, but rendered as sheet

music via MuseScore. The probability and shift set inserted into the prompt used for

this generation was p = 0.4 and S = {+2,+11}. While there are some spots where

the transformation was almost correct (e.g., D->Eb (+13), A->Bb (+1), G->G (+12), or

D->C (-2)), this example performs the transformation quite poorly. Approximately half of

the notes are unchanged, so the probability seems accurate. However, there are extra

notes added in the prediction, and some notes shifted down even though both shift values
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Figure 4.6. Piano roll of MIDI from test split.

Figure 4.7. Piano roll of predicted transformed MIDI from MIDI in Figure 4.6.

were positive. From Section 3.3.1, we know that MusicVAE does not maintain perfect

reconstruction, so some errors will be coming from MusicVAE, but none of the notes

were shifted by the correct amount in this example, which points to a larger issue than

MusicVAE. However, it is worth noting that this is just one random example. We will see

a better analysis of the model performance in the following section.
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Figure 4.8. MIDI from test split.

Figure 4.9. Predicted transformed MIDI from MIDI in Figure 4.8.

4.3 Evaluation Metrics

After selecting the "best" model, a method for evaluating it needed to be developed to

measure its performance on the task for which it was trained. In this case, we developed

metrics to measure how well the model performs automatic probabilistic pitch shifts.

4.3.1 Designing Evaluation Metrics

Developing evaluation metrics for this model is a difficult task because of the stochastic

nature of the pitch shift transformation. For example, how are you supposed to score the

performance of a model that makes no changes to the original MIDI when the prompt

probability was low (e.g., 0.1)? In fact, for any probability less than 1.0, making no

changes to the MIDI is a correct, although potentially incredibly unlikely, implementa-

tion of the transformation. A survey conducted on evaluation metrics for music generation

helped us get a better idea of what kind of evaluation metrics we wanted [69].
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Metrics that checked that our model did not edit any MIDI data it was not supposed to

during generation would be useful. Since we only care about pitch shifting, the total

number of notes and the position of all notes should not be changed at all by the model.

Thus we developed a note difference metric and a rhythm difference metric to quantify

unwanted changes. The note difference metric returns the absolute difference in the

number of notes between two MIDIs, normalized by the number of notes in the target

MIDI. The rhythm difference metric measures the proportion of notes whose onset or

offset times have been altered.

Perhaps more informative metrics would be some that measure how well the transforma-

tion was implemented. In other words, we want to measure the extent to which the model

adhered the text prompt. For this purpose we use a probability similarity metric, a shift

set Jaccard similarity metric, and the OTOT-HEMD metric from Section 3.4.1.

The probability similarity metric is computed as 1−|p−p̂|, where p is the correct probability

and p̂ is the inferred probability of the produced transformation. p̂ is estimated by finding

the proportion of notes in the transformed MIDI that have a different pitch than in their

original MIDI counterparts.

The shift set Jaccard similarity metric is computed as J(S, Ŝ), where S is the correct shift

set, Ŝ is the inferred shift set of the produced transformation, and J is the Jaccard index

[70]. Ŝ is estimated by comparing all notes in the transformed MIDI to their original MIDI

counterparts and keeping track of the shift amount in a set.

While Jaccard similarity is useful for measuring the similarity of two sets, it is a rela-

tively strict measure. Take, for example, the sets S = {+2,+10} and Ŝ = {+2}.

J(S, Ŝ) = 0.5 even though Ŝ only differs from S in one value. Note that since the

value to shift by is randomly sampled from the shift set, it is possible that a correctly im-

plemented transformation will not have used all the pitch shifts from the pitch shift set S.

This means that the Jaccard similarity can be low, even for a correct implementation of

the transformation.

Recall from Figures 4.8 and 4.9 that sometimes the predicted MIDI has extra or missing

notes. This is problematic because the notes have to be aligned in order to properly

estimate p̂ and Ŝ. We use a function to estimate an alignment of notes between the

original and transformed MIDIs, but it is possible that the alignment is not correct all of

the time. Thus, it is possible that this could make the probability and shift set Jaccard

similarity score appear lower than they should be.

4.3.2 Evaluation Performance

Table 4.2 shows the evaluation results from our best model trained on batch size 512

using our test split. The table compares the transformation of the original MIDI to the
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Metric OG RANDOM TARGET PRED

Avg note num difference ↓ 0.00 0.00 0.00 0.03

Avg rhythm difference ↓ 0.00 0.00 0.00 0.02

Avg probability similarity ↑ 0.70 0.69 0.95 0.85

Avg shift Jaccard similarity ↑ 0.00 0.07 0.97 0.08

Avg OTOT harmonic EMD difference ↓ 0.02 0.04 0.00 0.03

Best probability similarity ↑ 0.90 1.00 1.00 1.00

Worst probability similarity ↑ 0.50 0.12 0.71 0.47

Best shift Jaccard similarity ↑ 0.00 1.00 1.00 0.75

Worst shift Jaccard similarity ↑ 0.00 0.00 0.00 0.00

Best OTOT harmonic EMD difference ↓ 0.00 0.00 0.00 0.00

Worst OTOT harmonic EMD difference ↓ 0.19 0.22 0.00 0.17

Table 4.2. Comparison of evaluation metrics in four different scenarios. ↑ means a higher
value is better and ↓ means a lower value is better.

target MIDI with the transformation between the original MIDI and each of the following:

itself (OG), a randomly pitch shifted MIDI (RANDOM), the target MIDI (TARGET), and the

predicted MIDI generated by the model (PRED). Note that for the OG, RANDOM, and

TARGET cases, the note number difference and the rhythm difference metrics will always

get perfect scores. That is because those MIDIs are made without using encoding or

decoding, so we can ensure that they are made with the same number of notes at the

same positions as the original MIDI. The table shows that our model performed better

than the random baseline on average across all transformation-quality metrics.

While our model performs significantly better than the random baseline on the the proba-

bility similarity, it only shows slight improvement with both shift set Jaccard similarity and

OTOT-HEMD difference. Figures 4.10, 4.11, 4.12, 4.14, and 4.16 show the distribution of

the metrics shown in Table 4.2. Note that the metric in Figure 4.12 is probability differ-

ence or |p− p̂|, as opposed to the aforementioned probability similarity. The note number

and rhythm difference metrics are both highly peaked close to 0, which indicates that the

model performs really well in these metrics with nearly all of the MIDIs in the test split.

While OTOT-HEMD is also highly peaked near 0, Figure 4.17 shows that nearly the same

distribution in the random baseline. Even though the probability difference metric is not

as highly peaked at 0, comparing it to Figure 4.13 shows that its distribution leans much

closer to 0 than in the random baseline. Although the shift set Jaccard similarity’s distri-

bution is a lot closer to 0 than we would like, Figure 4.15 reveals that it holds many more

nonzero values than in the random baseline.
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Figure 4.10. The distribution of the note number difference evaluation metric using the
model trained with a batch size of 512 on the test split data.

Figure 4.11. The distribution of the rhythm difference evaluation metric using the model
trained with a batch size of 512 on the test split data.
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Figure 4.12. The distribution of the probability difference evaluation metric using the
model trained with a batch size of 512 on the test split data. Note that this is not the
probability similarity, it is the difference, so lower score is better here.

Figure 4.13. The distribution of the probability difference evaluation metric using ran-
domly pitch shifted MIDIs on the test split data. Note that this is not the probability simi-
larity, it is the difference, so lower score is better here.
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Figure 4.14. The distribution of the shift set Jaccard similarity evaluation metric using the
model trained with a batch size of 512 on the test split data.

Figure 4.15. The distribution of the shift set Jaccard similarity evaluation metric using
randomly pitch shifted MIDIs on the test split data.
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Figure 4.16. The distribution of the OTOT-HEMD evaluation metric using the model
trained with a batch size of 512 on the test split data.

Figure 4.17. The distribution of the OTOT-HEMD evaluation metric using randomly pitch
shifted MIDIs on test split data.
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5. DISCUSSION

5.1 Analysis of Results

The obtained results suggest that using differences in modality-specific embeddings to-

gether with textual embeddings can provide a useful signal for learning a contrastive

alignment between text and edits of a structured modality. While the evaluation results

are mixed across metrics, the model consistently outperforms the random baseline on

probability-related measures, indicating that it captures aspects of the intended transfor-

mation. However, performance on shift-based and structural similarity metrics remains

limited, suggesting that the learned alignment is only partial. Overall, these findings in-

dicate that the proposed approach is a viable direction for further investigation, but ad-

ditional work is required to improve its robustness and effectiveness towards achieving

SOTA performance.

5.2 Limitations

Prior work suggests that data-based approaches make exclusionary assumptions about

music that create a reduction in the space of all possible music the models can produce

[71]. While that is true in the sense that our model only sees 5 correct solutions per

prompt, and thus might learn to favor a certain implementation over another arbitrarily, the

stochastic nature of the probabilistic pitch shift actually broadens the space of possible

music for our model. While most music generation models focus on creating music that

sounds "good", our model does not limit itself to music that is deemed to be "good".

While the MIDIs in the LMD are "musical", we can break many rules and conventions of

musicality when implementing a probabilistic pitch shift. There is more work to be done

on striking a balance between randomness and musicality so that our model’s outputs

aren’t too restrictive and they are simultaneously not "random noise".

The claim has been made that trying to find musical meaning using text can be problem-

atic because it is not known if language can act as a proper mediator for music [71]. This

could pose an interesting problem for the future of this work. One transformation men-

tioned in Section 3.1.1 is that of perceived emotion manipulation. However, is language

able to accurately capture the emotion of a piece of music? If not, that would imply that
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there are some transformations that cannot be learned by our method.

Perhaps the most significant limitation is that the framework developed in this thesis re-

quires a labeled dataset. It could theoretically be applied to any modality and transfor-

mation, but without a properly labeled dataset, our framework cannot be applied. Here, a

properly labeled dataset is a labeled set of hand-crafted transformations. In some cases,

this sort of labeled dataset can be extremely difficult and time-consuming to procure.

5.3 Future Work

As previously mentioned, the framework introduced in this thesis for aligning natural lan-

guage prompts with transformations of an input modality is general and can, in theory, be

applied across multiple domains. One direction for future work is to apply this framework

outside the scope of symbolic music. Another direction is to remain within symbolic music

while targeting more complex transformations, such as perceived emotion manipulation

or humanization.

While not implemented in this work for a lack of time, it would be incredibly helpful for

our model to output a textual description and explanation for the changes it made. Since

the ultimate goal of CALMED is to create a music composition assistant, having such a

response for the model would be imperative for the learning experience of the user.

We currently have frozen pre-trained models. Future work could explore alternative im-

plementations of the encoders and decoder. For example, one could train the encoders

and decoders from scratch or even fine-tune the pre-trained models. Other pre-trained

models can also be explored. As showed in Section 3.3.1, MusicVAE has its flaws and

might not be the best autoencoder for our task. More work can be done to explore the

embedding spaces of models other than RoBERTa and MusicVAE.

Beyond architectural changes, a particularly promising direction is to study the relation-

ship between edits in the input space and corresponding differences in the embedding

space. Understanding this correspondence could provide insight into how well the learned

latent representations reflect the transformations applied to the input data.

We currently use a simple linear projection without a bias. Adding nonlinearity to the linear

projection could improve the learning capabilities of the model. During early experiment

of this project, there was some exploration into a nonlinear and denser projection head,

but we did not have time to explore it fully.

In its current form CALMED does not ensure that notes stay within its respective instru-

ment’s range after being pitch shifted. Since we keep track of the instrument program

used, it should be possible to check the instruments playing range and only allow pitch

shifts that remain in this range.
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We currently vary the text prompt in our dataset by sampling templates from a generated

pool of prompt templates. However, many of the prompts still being quite similar, espe-

cially in their embedding space. It might help prompt variability if the parameters of the

transformation are inserted into the prompts in various different ways. For example, a

probability of 0.3 can be equivalently expressed as 0.30, 30%, p = 0.3, 3/10, and so on.

In a similar vain, there could be work done to experiment with augmenting that MIDI data.

We could capture multiple views of a single MIDI to artificially enlarge our dataset, similar

to what is done in the Supervised Contrastive Learning paper. As noted in Section 3.2.2,

the full dataset used in this worked ended up having around 13,000 unique MIDI samples.

SimCLR showed that contrastive learning benefits from having more negative pairs, so

there could be an improvement to the learning in our model if we were to have a larger

dataset and use a larger batch size.



47

6. CONCLUSION

In this thesis, we introduced a general framework for automatically computing text-based

edits on some modality. We implemented this theoretical framework as CALMED, or

Contrastive Alignment of Language and Music EDits, model. CALMED takes an original

MIDI and a natural-language description of an edit as inputs. It outputs a transformed

MIDI that is a version of the original MIDI with the edit described in the text prompt having

been implemented.

As a proof of concept, we trained our model for the task of automatically implementing a

probabilistic pitch shift transformation. We algorithmically generated a labeled dataset of

probabilistic pitch shifts. Our model then used a contrastive objective to learn a projection

that semantically aligns text and music edits.

Our results show that our best model was able to perform better than the random base-

line on all our evaluation metrics. However, our model only showed slight improvement

compared to random in regards to shifting notes by the correct amount of semitones. Al-

though further work is required, these results suggest that our framework is a promising

direction for future research in text-guided editing, and particularly text-guided symbolic

music editing.
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APPENDIX A: TECHNICAL LIMITATION OF MUSICVAE

A limitation of using MusicVAE is that it is implemented in Python 3.6, whereas the rest

of the codebase uses Python 3.12. As a result, several of the dependencies required by

MusicVAE are incompatible with those used in other parts of the system. To interface

with MusicVAE, it is therefore executed as a separate process running in the older Python

environment.

This setup introduced challenges in the HPC environment, where the subprocess could

not be reliably configured or executed. Furthermore, because MusicVAE operates as a

black-box process relative to the main Python environment, its encoder and decoder can-

not be incorporated into gradient-based loss computation, as this would interrupt gradient

flow.
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