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Suurten kielimallien (Large Language Models, LLM) nopea kehitys on kaynnistanyt
ohjelmistotuotannossa paradigman muutoksen, jossa kehotepohjaisista avustajista siirrytdan
autonomisiin tekodlyagentteihin. Nykyiset tekoalymallit kuten GPT-5.4 ja Claude Opus 4.6
kykenevat tehokkaasti autonomiseen agenttipohjaiseen ohjelmointiin. Perinteinen ihmisten
suorittama manuaalinen ohjelmointi vaatii merkittdvasti resursseja esimerkiksi aikaa ja
tydpanosta, kun taas tekodlyagentit tarjoavat delegoitua autonomiaa. Agentit kykenevat
tulkitsemaan itsenaisesti korkean tason tavoitteita ja toteuttamaan monimutkaisia seka
monivaiheisia kehitysprosesseja. Naiden jarjestelmien kehittyessa tutkimusprototyypeista
teollisiksi tydkaluiksi, on valttdmatonta arvioida kattavasti tekoalyagenttien kaytannén tehokkuutta
ja niihin liittyvia riskeja.

Tassa kandidaatintutkielmassa tehdaan kirjallisuuskatsaus tekoalyagenttien nykytilasta
ohjelmistotekniikan alalla. Analyysissa tarkastellaan keskeisten agenttipohjaisten kehysten
kasitteellisia perusteita, teknisia ominaisuuksia seka empiiristd suorituskykya koskevaa
tutkimustietoa. Katsaus seuraa erityisesti tekoalyavusteisen kehityksen teknologista kehitysta
siirtyen intuitiivisesta ihmisen ja tekoalyn yhteisluomisesta kohti kehittyneitd agenttipohjaisia
jarjestelmia. Modernit agenttipohjaiset jarjestelmat hajauttavat tehtavat eri rooleihin, kuten
arkkitehtuurin suunnitteluun, ohjelmiston toteutukseen ja laadunvarmistukseen, mahdollistaen
toiminnan kaikissa kehitysvaiheissa.

Tulokset osoittavat, ettd autonomisilla agenteilla on merkittévia kyvykkyyksia, kuten tehtavien
jakaminen pienempiin osiin, kehitystyokalujen itsendinen organisointi sekd omaa toimintaa
reflektoiva virheenkorjaus [7][17]. Empiiriset tutkimukset viittaavat siihen, ettd tietyissa
tutkimusasetelmissa tekoalyagentit ovat lisanneet tuottavuutta jopa 50 % rutiininomaisissa
ohjelmointitehtavissa, sekd nopeuttaneet ominaisuuksien toteutusta tunneista minuutteihin
[71[18]. Tulosten yleistettavyys todellisiin ohjelmistokehitysymparistoihin on kuitenkin viela osittain
epaselvaa, silla vaikutukset riippuvat voimakkaasti tutkimusasetelmista, tehtavatyypeista ja
kaytetyistd kehitysymparistdistd. Yleistettdvyyden epavarmuuden liséksi havaitaan useita
operatiivisia rajoitteita. Agentit ovat alttiita niin sanotuille hallusinaatioille, jotka tuottavat usein
olemattomia ohjelmistokirjastojen viittauksia tai ohittavat kriittisid projektitavoitteita. Agenttien
onnistumisprosentti laskee jyrkasti tehtdvien monimutkaistuessa ja autonominen toiminta tuo
mukanaan uusia tietoturvariskeja, kuten salaisuusvuotoja ja ohjelmistoriippuvuuksiin liittyvat
hyokkaykset. Lisaksi agenttien paatdksentekoprosessien lapindkymattdmyys aiheuttaa haasteita
arkkitehtuurin eheydelle ja vaikeuttaa inhimillista valvontaa [11].

Tutkielman johtopaatoksena esitetdan, ettéd tekoalyagentit ovat osoittautuneet tehokkaiksi
tydkaluiksi erityisesti rutiininomaisten kehitystehtavien automatisoinnissa ja yksinkertaisen
prototyyppien nopeassa kehittamisessa. Tastd huolimatta niiden nykyinen kyvykkyys ei
mahdollista ihmiskehittdjan taydellistd korvaamista, vaan ne toimivat parhaiten yhteistyota
tukevina jarjestelmina. Taman vuoksi strateginen inhimillinen ohjaus ja valvonta ovat edelleen
valttamattomia. Tdma parantaa luotettavuuteen liittyvien riskien hallitsemista, seka varmistaa
ohjelmistojen yllapidettavyyden ja tietoturvan pitkalla aikavalilla.
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The rapid advancement of Large Language Models (LLMs) has initiated a paradigm shift in
software engineering, transitioning prompt-based assistants to autonomous Al agents. The new
Al models like GPT-5.4 and Claude Opus 4.6 are capable of agentic coding. Traditional manual
programming is labor-intensive and time-consuming, whereas autonomous agents offer dele-
gated autonomy by independently interpreting high-level goals and executing complex, multi-step
development workflows. As these systems evolve from research prototypes to industrial tools, a
comprehensive evaluation of their practical effectiveness and associated risks is necessary.

This thesis conducts a literature review of the current landscape of autonomous Al agents
within the field of software engineering. The analysis investigates the conceptual foundations,
technical architectures, and empirical performance data associated with prominent agentic frame-
works. The review specifically traces the technological evolution of Al assistance, moving from
the intuitive human-Al co-creation found in so called vibe coding to advanced agentic systems.
These contemporary systems employ specialized planners, executors, and Al toolchain modules
to manage tasks across the entire software development life cycle.

The results indicate that autonomous agents possess significant capabilities, including the
ability to perform task decomposition, orchestrate development tools like compilers and version
control systems, and conduct self-reflective error correction [7][17]. Empirical evidence suggests
that, in certain research settings, agent-based Al tools have increased developer productivity by
up to 50 % in routine programming tasks, and in some controlled settings accelerate the imple-
mentation of features from hours to minutes [7][18]. However, the generalizability of these findings
to real-world software development environments remains partially uncertain, as the observed
effects are strongly dependent on the research setup, task type, and development environment
used. Beyond these uncertainties, operational limitations are also evident. Agents are prone to
hallucinations, often generating non-existent library references or skipping critical project goals.
Their success rates drop sharply as task complexity increases, and their autonomous actions
introduce new security vectors such as secret leakage and dependency confusion. Furthermore,
the opaque nature of their decision-making processes poses challenges for architectural integrity
and human oversight. [11]

The thesis concludes that while Al agents are revolutionary tools for automating repetitive
engineering tasks and rapid prototyping, they currently function best as intelligent collaborators
rather than total replacements for human engineers. Strategic human supervision remains essen-
tial to mitigate reliability issues and ensure that agent-generated code aligns with long-term sys-
tem maintainability and security standards.
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Al tools were used to support language refinement, grammar checking, source discovery,
and the organisation of information throughout the thesis process. Scopus Al was used to
assist in identifying potentially relevant academic sources, while NotebookLM was used to
support the extraction and organisation of key points from selected articles. ChatGPT was
used to assist in refining sentence structure and improving textual clarity.
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suggestions, summaries, or extracted information provided by Al tools were verified against
the original academic sources before inclusion in the thesis.
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KEY CONCEPTS

Artificial Intelligence, Al
- Afield within computer science that aims to develop intelligent systems capable
of carrying out tasks that normally require human intelligence, including natural
language understanding, pattern recognition, and decision-making. [1][2]

Agentic Al
- An intelligent computational entity designed to achieve specific goals by inde-
pendently interpreting instructions, planning multi-step strategies, and executing
actions within a dynamic environment. [6] Agents are proactive, meaning they
can generate their own prompts and manage complex workflows with minimal
human oversight [19].

Generative Atrtificial Intelligence, GenAl
- A category of Al models and algorithms designed to generate original content.
The content can be e.g. text, code, images, and video, that matches learned pat-
terns from existing datasets like human created content. [3][17]

Large Language Model, LLM
A class of generative Al systems trained on large-scale textual datasets and con-
sisting of billions of parameters. These models produce natural language output
by estimating the probability distribution of word sequences given a particular
context. [18] Prominent examples include models like GPT, Claude, and Gemini,
which are used as the cognitive cores for autonomous coding tasks.

LLM-Based Multi-Agent, LMA
- Systems that integrate LLMs at the core of multiple autonomous agents to lever-
age synergistic collaboration. These systems allow specialized agents to work
together toward a common shared goal, such as through debate or cross-exam-
ination, to improve robustness, factuality, and reasoning beyond the limits of a
single model. [6]

Multi-Agent System, MAS
- A computational framework where multiple interacting intelligent agents com-
municate and coordinate to solve complex problems that are beyond the capa-
bility of any single agent. These systems are inherently scalable and adaptive,
making them ideal for managing large volumes of code or complex software re-
quirements. [16]

Software Development Life Cycle, SDLC
- A structured framework providing the phases for managing software projects,
typically including requirement engineering, system design, coding, testing, and
deployment. [21] LMA systems are frequently designed to mirror or automate
these life cycles using established models like Waterfall or Agile [6].



1 INTRODUCTION

The rapid development of Large Language Models (LLMs) has initiated a fundamental
transformation in the field of software engineering. Current flagship models such as GPT-
5.4, and Claude Opus 4.6 have moved beyond simple text prediction to become sophis-
ticated tools capable of understanding and generating complex code structures [21]. This
evolution is significant for both academic research and practical engineering, as it prom-
ises to redefine how software is designed, implemented, and maintained. By abstracting
the linguistic burden of programming, these technologies allow developers to focus on
high-level architectural vision and intent rather than low-level syntactic details, potentially
addressing the growing global demand for software and the corresponding shortage of
skilled personnel [21].

However, a significant shift is currently underway, moving from traditional reactive Al
coding assistants toward autonomous Al agents. While early tools operated primarily in
an autocomplete or co-pilot role requiring constant human prompting for every line of
code, modern autonomous agents are designed for delegated autonomy. These systems
are capable of independently interpreting high-level goals, decomposing them into ac-
tionable sub-tasks, and executing multi-step development workflows with minimal human
oversight [21]. Evaluating these systems is critically important because, despite their
rapid adoption, there remains a research gap regarding their practical reliability in com-
plex, real-world software development life cycles. The integration of autonomous agents
introduces practical challenges, particularly in maintaining architectural integrity and ad-
dressing the limited transparency of agentic decision-making, which together require a
comprehensive evaluation of such systems.

Existing research spans three main strands: LLM-based code generation, agentic
workflows, and multi-agent systems. Initial studies demonstrated that models like
OpenAl Codex could solve isolated algorithmic problems with high accuracy [21]. This
laid the groundwork for agentic workflows, such as Auto-GPT, which connect LLM-gen-
erated reasoning process to autonomously accomplish assigned tasks such as script
execution and debugging [21]. More recently, research has pivoted toward LLM-based
multi-agent systems (LMAs), where specialized agents acting as architects, program-
mers, and testers, collaborate to solve more complex challenges. These collaborative
frameworks, such as ChatDev and MetaGPT, have shown that agents can monitor each

other's outputs through iterative inter-agent debate and structured review process,



thereby improving robustness and reducing errors compared to singular agent models
[21].

Despite this progress, the literature remains fragmented across architectures, evalua-
tion methodologies, and application contexts, limiting a consolidated understanding of
real-world capabilities and constraints. This thesis addresses this gap by systematically
synthesizing empirical findings on autonomous software engineering agents, organizing
them by capabilities, limitations, and evaluation contexts. The objective is to identify
where evidence is robust, where findings are consistent, and where further validation is
required.

The methodology used in this thesis is a literature review, which is used to analyze
and synthesize the current state of Al agents in the field of software engineering. This
approach is particularly suitable for this research problem because the field of agentic
coding is evolving at an unprecedented pace. A literature review enables the structured
collection and critical evaluation of recent empirical data, framework descriptions, and
case studies, providing an overview of a rapidly evolving technological landscape that
may be difficult to capture through traditional experimental methods in real time.

The primary objective of this research is to identify the practical boundaries of Al au-
tonomy in engineering. Consequently, this thesis seeks to answer the following research
question: What are the core capabilities and inherent limitations of autonomous Al agents
when applied to the software development lifecycle?

This thesis provides an overview of current research on autonomous Al agents in soft-
ware engineering, focusing on their reported capabilities and limitations in the literature.
The analysis covers areas such as task automation, code generation, debugging, and
multi-agent collaboration, as well as commonly reported challenges including reliability,
security concerns, and evaluation difficulties.

This thesis is structured into several chapters that guide the reader through the anal-
ysis. Chapter 2 presents the methodology used to select and analyze the relevant liter-
ature. Chapter 3 examines the capabilities of Al agents in software development, includ-
ing task automation and decomposition, code generation, debugging, productivity im-
provements, and multi-agent collaboration. Chapter 4 discusses the main limitations and
challenges identified in the literature, such as reliability issues, security and privacy con-
cerns, limitations in complex tasks, and difficulties in evaluating agent performance.
Chapter 5 interprets the findings and discusses their implications for software engineer-

ing practices. Finally, Chapter 6 summarizes the main conclusions of the study.



2 METHODOLOGY

This bachelor’s thesis was conducted as a literature review with the aim of providing a
structured and critical overview of the capabilities and limitations of Al agents in software
development. The study is guided by the following research question: What are the ca-
pabilities and limitations of Al agents in software development? A literature review is an
appropriate methodological choice due to the novelty and rapid evolution of the topic, as
well as the fragmented nature of existing research. Currently, no consolidated under-
standing of the phenomenon exists, making synthesis of prior studies necessary.

The research data were collected from several scientific databases and publication
platforms, including Scopus Al, Google Scholar, and the JUFO portal. Initial searches
were conducted between January and February 2026 using Scopus Al, based directly
on the research question: “What are the capabilities and limitations of autonomous Al
agents in software development?”. This initial search produced 12 relevant sources.

To broaden the scope of the dataset, additional searches were conducted using the

keywords “Al software development”, “Al agents”, and “Al agents in software develop-
ment”. These searches were complemented with the following Boolean query:
(“artificial intelligence” OR “Al” OR “machine learning” OR “deep learning”) AND (“soft-
ware development” OR “programming” OR “coding” OR “application development”) AND
(“algorithm” OR “model” OR “framework” OR “tool”) AND (“automation” OR “optimization”
OR “integration” OR “deployment”) AND (“testing” OR “debugging” OR “quality assur-
ance” OR “validation”).

These complementary searches identified 13 additional relevant sources. Google
Scholar was additionally used to verify publication years, support citation formatting, and
identify related studies through its recommendation system. Suggested articles were
considered for inclusion if they satisfied the predefined relevance and quality criteria,
including evaluation through the JUFO publication forum classification system. Temporal
filtering was applied to prioritize recent studies, and only publications from 2020 onwards
were included, with particular emphasis placed on studies published after 2023 due to
the rapid emergence and adoption of modern Al agent systems during this period.

Following the initial database searches, backward snowballing was applied by exam-
ining the reference lists of selected studies to identify further relevant literature. Source

quality and publication legitimacy were evaluated using the JUFO publication forum clas-



sification system, with preference given to peer-reviewed level 3 journals and confer-
ences whenever possible. This iterative selection process resulted in 29 sources passing
the initial relevance and quality screening stage.

A subsequent full-text eligibility assessment was then conducted to evaluate method-
ological transparency, relevance to software engineering practice, and thematic overlap.
Based on this assessment, the final dataset consisted of 19 peer-reviewed publications
and 2 preprints. Sources excluded at this stage were removed due to limited methodo-
logical transparency, insufficient relevance to software engineering practice, or overlap-
ping thematic coverage.

Preprints were included selectively because the field of Al agents in software engi-
neering is evolving faster than the traditional peer-review publication cycle. Studies such
as The Rise of Al Teammates in Software Engineering (SE) 3.0: How Autonomous Cod-
ing Agents Are Reshaping Software Engineering [7] and Vibe Coding vs. Agentic Coding:
Fundamentals and Practical Implications of Agentic Al [19] were included because they
addressed the central topic of this thesis directly and provided detailed analyses of au-
tonomous coding agents, agentic workflows, and emerging software engineering prac-
tices. Furthermore, their observations were broadly consistent with findings reported in
peer-reviewed literature, particularly regarding task decomposition, autonomous work-
flow execution, productivity gains, and the limitations of current agentic systems. Never-
theless, the findings of preprint studies were interpreted cautiously and used primarily to
complement, rather than replace, evidence from peer-reviewed sources.

All selected sources were published in English, reflecting both the international nature
of the topic and the use of English-language search queries. During the search process,
it became evident that research specifically addressing fully autonomous Al agents is
still limited and largely concentrated in recent publications from 2024-2025. Conse-
quently, the research scope was broadened by removing the restriction to fully autono-
mous agents, allowing the inclusion of partially autonomous and agent-based systems.
This adjustment improved the coverage and representativeness of the dataset without
altering the core focus of the study.

Source selection was based on three primary criteria: relevance to software develop-
ment, academic quality, and methodological credibility. First, only studies with a clear
and explicit connection to software engineering or software development practices were
included. Publications addressing Al agents in a general or theoretical context without
direct applicability to software development workflows were excluded to ensure domain
relevance.

Second, the peer-review status and publication venue quality were considered. Pref-

erence was given to articles published in established journals and conferences indexed



in reputable databases, while preprints and non-peer-reviewed sources were included
only in cases where they represented recent or emerging developments not yet available
in formal publications.

Third, the methodological transparency and credibility of each study were evaluated.
Included sources were required to clearly describe their research design, data sources,
and evaluation methods, enabling assessment of validity and reproducibility. Studies
lacking sufficient methodological detail or relying on unsupported claims were excluded
from the final dataset. Additionally, all selected works were required to include appropri-
ate scholarly referencing and engagement with prior literature, ensuring academic relia-
bility and traceability of findings.

The analysis was conducted using a thematic synthesis approach. Each study was
examined to extract key findings related to both the capabilities and limitations of Al
agents in software development. Capability-related themes included task automation,
code generation, debugging, and productivity improvements, whereas limitation-related
themes included reliability issues, security risks, hallucinations, and challenges related
to evaluation and oversight. The extracted findings were systematically compared across
studies to identify recurring patterns, converging evidence, and inconsistencies. Conflict-
ing findings were interpreted in relation to differences in methodology, task design, and
evaluation context.

The thematic structure was developed through an iterative coding process, in which
extracted findings were first open-coded and then progressively grouped based on con-
ceptual similarity. Through repeated comparison and refinement, recurring concepts
were consolidated into higher-level categories representing the main analytical dimen-
sions of the study. The resulting themes were not predefined prior to analysis but
emerged from the synthesis of the included studies. In the Table 1, the final thematic
structure is presented.

Table 1. Thematic structure of Al agent capabilities and limitations in software development.
ID Theme

Task decomposition and automation

Self-correcting capabilities

Acceleration of workflows
Multi-Agents

Reliability issues

Security and privacy concerns

Performance limitations and evaluation challenges
Technical debt and Al-related debt

o N o o & w| N =




The identified themes were organized into three analytical dimensions: productivity,
security, and reliability, selected based on their recurrence in the literature and their prac-
tical relevance to software engineering. In addition, the analysis considered the evolving
relationship between human developers and Al systems. This analytical framework en-
abled a structured synthesis of heterogeneous studies while maintaining clear traceabil-

ity between individual sources and the resulting conclusions.

Table 2. Research method classification scheme used in the source analysis.

Research method Explanation
. Collects or analyzes real data (experiments, user studies, surveys,
Empirical . ) .
case studies, field/observational work).
Builds or evaluates a software/system/tool (implementation, prototype,
Systems . . :
benchmarking, performance evaluation, comparative systems work).
. Focused on models, algorithms, formal analysis, or conceptual frameworks
Theoretical . . . N
without primary empirical validation.
Review Any secondary research summarizing existing work (literature reviews,

systematic reviews, mapping studies, meta-analyses).
Opinionated or forward-looking papers without evaluation data
(vision, position, perspective, experience reports).
Only if the paper clearly and equally spans multiple categories
with no dominant type.

Position / Vision

Mixed

Table 3. Overview of the included sources and their characteristics.

Source Year Type Reviewed Method Al examined Themes
1 2023 conference article peer-review Empirical ChatGPT 3,5,7
GPT-40
2 2024 article peer-review Systems Claude 3 1,3,7
Gemini 1.0 Pro
GPT-3.5/4
. . Google’s Bard
3 2024 article peer-review Systems Claude v2 5,6,7
OpenAl Codex
. . . - ChatGPT
4 2023 journal article peer-review Empirical OpenAl Codex 3,7
Al Agents
5 2025 journal article peer-review Review GPT-4/3.5- 1,4,5,6
turbo
6 2025 journal article eer-review Review LMA 1,3,4,5,6
J p GPT-4 ,9,4,9,
Autonomous
7 2025 conference article preprint Empirical coding agents 1,2,3,4
GitHub Copilot
LLM agents
8 2024 conference article | peer-review Systems GPT-4 14,7
Llama
9 2024 journal article peer-review Empirical GPT-2/3/3.5/4 5,6




Table 3: Continues

10 2023 conference article | peer-review Empirical ChatGPT 3,57

ML + GenAl
11 2026 journal article | peer-review | Review ChatGPT 58
Gemini
Llama
OpenAl Codex
12 2024 journal article peer-review Review PaLM 5,6
Llama
. . . . GenAl
13 2025 journal article peer-review Mixed GPT-3/4 5,6,8
Autonomous
17 2023 conference paper | peer-review Vision agents 1,4
GPT-3
LMA

CodePori
. Agentic Al

19 2025 review paper preprint Thi‘;rlet" GTP-4 1,2,4,6,8
Llama

GenAl
20 2024 journal article peer-review Vision ChatGPT 1,2,3,5,6

AutoGPT

Autonomous
21 2023 conference article peer-review Systems agents 1,3,5,6,7
AutoGPT

18 2024 research paper peer-review Systems 1,3,4

Table 3 presents the complete set of included studies and their key attributes. It supports
transparency and reproducibility of the thematic synthesis by linking each source to its

methodological classification and assigned analytical themes.



3 CAPABILITIES OF Al AGENTS

Al agents have introduced significant advancements in software development by extend-
ing automation beyond simple assistance toward more autonomous and coordinated
workflows. The literature highlights their ability to decompose complex tasks, generate
code, and orchestrate multi-step development processes with minimal human interven-
tion. These capabilities are particularly evident in structured environments, where agents
can transform high-level objectives into executable actions and support various stages
of the software development lifecycle.

In addition, Al agents have been observed to demonstrate increasingly sophisticated
behaviors such as self-correction, iterative improvement, and workflow acceleration.
Their integration into development processes has been associated with improved effi-
ciency and productivity, especially in routine and well-defined tasks. The emergence of
multi-agent systems is reported to further strengthen these capabilities by enabling role-
based collaboration and coordination between specialized agents. The following sec-
tions examine these capabilities in more detail, focusing on task automation, self-cor-
recting mechanisms, workflow acceleration, and multi-agent architectures.

This chapter is structured around four interrelated capability areas of Al agents in soft-
ware development. Task decomposition and automation (Section 3.1) describes how
agents translate high-level objectives into executable sub-tasks and structured work-
flows. Acceleration of development workflows (Section 3.2) examines the measurable
impact of agentic systems on development speed and productivity. Self-correcting capa-
bilities (Section 3.2) focus on post-generation reasoning mechanisms such as reflection,
debugging, and iterative improvement. Finally, multi-agent systems (Section 3.4) extend
single-agent capabilities through role specialization and coordination mechanisms.
These themes were selected because they represent the commonly reported capability
clusters in current literature and together cover both individual agent behavior and sys-

tem-level orchestration.



3.1 Task Decomposition and Automation

The core capability that distinguishes autonomous Al agents from traditional predictive
coding tools is their transition toward delegated autonomy, where they may interpret
high-level goals and execute multi-step development workflows. Unlike reactive assis-
tants that require constant human prompting, autonomous systems use modular plan-
ning approaches to bridge the gap between abstract user intent and executable software.
[19]

A fundamental strength of agentic systems is their ability to perform hierarchical task
decomposition, parsing complex natural language objectives into a sequence of struc-
tured sub-tasks [19]. In multi-agent frameworks like CodePori, a specialized Manager
Agent acts as a central coordinator, analyzing project descriptions to identify necessary
modules and components. This system ensures manageability by setting specific con-
straints, such as limiting individual modules to a maximum of 200 lines of code. [18]
Similarly, the MetaGPT and FlowGen frameworks emulate established software process
models by utilizing an Orchestrator to decompose goals into actionable sub-tasks and
delegate them to specialized roles such as requirement engineers, architects, and de-
velopers. [6][7] This structural approach is consistent with human-centric agile and iter-
ative methodologies, allowing for the management of project interdependencies [6].

Autonomous agents have been reported to enable the automation of the entire Soft-
ware Development Life Cycle (SDLC), ranging from requirements engineering and sys-
tem design to implementation and testing [17]. The autonomous agent workflow typically
follows a loop comprising three roles: a Task Agent, a Prioritization Agent, and an Exe-
cution Agent. The Task Agent captures user objectives and populates a task list, the
Prioritization Agent sets execution order, and the Execution Agent retrieves context from
memory to complete the tasks. [21] These systems have been shown to support rapid
prototyping; empirical studies report that multi-agent frameworks can develop functional
applications, such as GUI-based games or chat platforms, in under ten minutes under
controlled conditions. [17]

Furthermore, agents may autonomously interact with and orchestrate development
tools, including compilers, interpreters, version control systems like Git, and web brows-
ers for research tasks. This tool use capability allows agents to clone repositories, modify
source code, execute tests, and manage CI/CD pipelines without human intervention
between steps. [19] By automating repetitive and technically demanding operations, au-
tonomous agents may allow human developers to shift their focus toward strategic ar-

chitecture and high-level decision-making. [7][15]
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Autonomous Al agents have also been reported to extend code generation from micro-
level completions toward synthesis of entire functional systems [18]. These systems use
natural language prompts to generate code spanning front-end components, back-end
logic, and database schemas [1]. Empirical studies suggests that multi-agent frame-
works, such as ChatDev and CodePori, can accelerate rapid prototyping significantly.
Reported results include small-scale applications, such as games or messaging plat-
forms, being generated in less than seven minutes under constrained experimental set-
tings. [18] In some case studies, agents have generated a functional Snake game with
a mean completion time of 187 seconds [16].

Research indicates that such agentic systems may generate over 4,000 lines of func-
tional code for complex full-stack web applications, including necessary configurations
for Docker and CI/CD pipelines [10]. The quality of Al-generated code is often charac-
terized by its conciseness, with GPT-based models frequently producing fewer lines of
code to achieve the same functionality comparable functionality [3]. This capability is
particularly evident in the generation of boilerplate code and standard features, such as
RESTful API routes using Node.js [1].

Several studies report 2050 % improvements in developer efficiency, particularly in
foundational and repetitive software development tasks [20]. Controlled experiments fur-
ther indicate that developers using Al-assisted tools may complete programming assign-
ments approximately 56 % faster than those working manually [3]. These systems can
reduce cognitive load by providing real-time suggestions and explanations, allowing de-
velopers to focus on higher-level architectural concerns [15].

Collaborative multi-agent architectures (LMAs) are reported to support this capability
by assigning specialized roles to agents [18]. Roles include architect, developer, quality
assurance engineer, designer, and project manager [8]. This specialization may improve
robustness, as agents can iteratively refine outputs and verify that the final product meets
expected performance criteria [17][18]. For instance, the CodePori system uses six spe-
cialized agents and reports an 89 % accuracy rate on benchmark tasks, indicating im-
proved performance in requirement-to-code translation compared to single-model base-
lines [18]. Furthermore, these tools may lower barriers to software development by ena-
bling users with limited technical expertise to translate abstract ideas into executable
software [13].

It should be noted that reported quantitative improvements depend strongly on exper-
imental setup and task type. For example, the 55.8 % productivity improvement observed
in GitHub Copilot studies was measured in controlled programming tasks involving short
algorithmic exercises under time constraints [15]. Similarly, benchmark results such as

89 % accuracy in CodePori were obtained on structured software engineering datasets
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designed for evaluating requirement-to-code translation, rather than open-ended produc-
tion systems [18]. In the case of rapid prototyping results (e.g., Snake game generation
in 187 seconds), tasks were limited to small-scale applications with well-defined specifi-
cations and minimal external dependencies [16]. These constraints suggest that reported

performance gains may not directly generalize to complex, long-lived software systems.

3.2 Acceleration of Development Workflows

This section builds on the capabilities described in Section 3.1 by focusing on their meas-
urable impact rather than mechanisms. The integration of Large Language Models
(LLMs) and autonomous agents is reported to be reshaping the Software Development
Life Cycle (SDLC), shifting the paradigm from manual implementation toward high-level
intent-driven orchestration. By automating complex reasoning and execution tasks, Al
agents may function as Al teammates capable of initiating code changes and supporting

end-to-end feature development with reduced human oversight.

Development Speed

Empirical evidence suggests that Al agents may significantly reduce the time required
for coding and initial prototyping. Controlled experiments indicate that developers using
Al-assisted tools such as GitHub Copilot can complete tasks 55.8 % faster than those
working without such assistance [15]. Furthermore, multi-agent frameworks have
demonstrated the ability to automate parts of the software lifecycle, including planning,
design, and coding, within minutes under experimental conditions [17][18]. For example,
the CodePori system can generate executable code for large-scale projects aligned with
typical software engineering processes in reduced time compared to traditional work-
flows [18]. This acceleration is particularly associated with vibe coding workflows, which

emphasize conversational ideation and rapid iteration over syntactic detail [19].

Task Efficiency and Workflow Optimization

Al agents are reported to optimize workflows by streamlining routine, high-frequency de-
velopment activities that traditionally require substantial engineering effort. [3][9][15]
These systems are particularly effective in boilerplate code generation, which reduces
cognitive load and allows developers to focus on core logic and architectural concerns
[15]. Beyond initial generation, Al agents may support systematic refactoring and legacy
modernization by detecting outdated patterns and applying code transformations while

maintaining behavioral consistency [13][19]. High-frequency maintenance tasks, such as
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dependency updates, code formatting, and technical documentation generation, are in-

creasingly delegated to agents, contributing to reduced technical debt [19].

Productivity Gains and Multi-Agent Synergies

The transition from individual LLM prompts to LLM-Based Multi-Agent (LMA) systems
has been associated with productivity gains through collaboration specialization [6]. LMA
systems operate by assigning specialized roles different agent instances, mirroring agile
team structures [6][8]. This collaborative approach may improve robustness and fault
tolerance as agents can engage in iterative cross-examination or peer-review cycles to
detect errors early in the process [6].

Recent metrics indicate that LMA frameworks such as CodePori may improve code
accuracy and efficiency, contributing to increased software development productivity
[18]. Multi-agent systems also provide scalability for complex projects that may exceed
the capacity of a single agent, as task graphs can be decomposed and distributed across
specialized components [6]. Consequently, these systems may shift the role of human

developers toward strategic supervision and system-level architecture design [15][19].

3.3 Self-Correcting Capabilities of Al Agents

This section focuses on post-generation quality assurance mechanisms rather than ex-
ecution efficiency or workflow speed. A central feature of agentic Al in software engi-
neering is the capacity of Large Language Model-based Multi-Agent (LMA) systems to
extend beyond code generation. These systems incorporate mechanisms such as sys-
tematic error detection, iterative self-reflection, and automated debugging, enabling

agents to identify and refine outputs with reduced human intervention.

Error Detection and Contextual Analysis

Al agents are reported to identify a range of issues, from syntax errors to logical incon-
sistencies and design flaws. Unlike traditional assistants, agentic systems often use spe-
cialized roles where one agent acts as a programmer and another as a reviewer or au-
ditor, enabling iterative review process. For instance, systems like LOCALIZEAGENT
use specialized agents combined with static analysis tools like PMD to detect design-
level issues such as poor modularity or excessive complexity. Furthermore, Al agents
have been reported to detect up to 60 % of security vulnerabilities that human reviewers

may overlook under certain evaluation conditions. [21]
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Self-Reflection and Iterative Improvement

A defining characteristic of autonomous agents is the self-reflection mechanism. This is
a post-action evaluation process in which the agent evaluates its own output against the
initial objective, analyzes internal feedback, and adjusts its subsequent actions accord-
ingly. Assigning agents specialized roles, such as scrum master or a test engineer, al-
lows them to collaboratively review and engage in continuous self-refinement to improve
code quality. [21] The goal of this iterative self-critique is to enable agents to identify
hallucinations or logical gaps, such as misplaced methods or unnecessary variables,

without human intervention.

Automated Debugging and the Plan—Execute—Verify Loop

Autonomous agents manage complex maintenance tasks through integrated automated
debugging workflows. These systems typically operate in a plan—execute—verify loop,
where the agent autonomously provisions sandboxed environments to invoke compilers,
run test suites, and analyze execution logs. [17][21] In cases where tests fail, agents
analyze the error messages to rectify the code and re-run the validation cycle iteratively.
While systems have demonstrated the ability to generate and execute test cases auton-
omously, the effectiveness of these fixes often depends on the quality of the provided
context [17].

Despite these benefits, self-correction mechanisms are not uniformly effective across
all contexts. Their performance depends heavily on correct initial task interpretation; in-
correct assumptions may propagate through iterative refinement processes. Plan—exe-
cute—verify loops are also constrained by test coverage quality. In poorly specified tasks
or environments with incomplete evaluation criteria, agents may converge to solutions
that pass local validation but fail to satisfy real-world requirements. Effectiveness is gen-
erally higher in structured programming tasks than in open-ended design problems

where evaluation criteria are ambiguous or subjective [13][19].
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3.4 Multi-Agents

The integration of Large Language Models into Multi-Agent Systems (MAS) represents
aa evolution in autonomous software engineering, shifting the research from single LLM-
based agents toward collaborative multi-agent architectures. While single-agent systems
may face limitations in handling complex, multi-domain problems, MAS leverage special-
ized agents to address such complexity [6]. However, due to the early stage of the field,
empirical evidence on full end-to-end SDLC automation remains limited [1][6]

Compared to single-agent systems, multi-agent architectures may improve scalability
and specialization by distributing tasks across role-specific agents. While single agents
are constrained by limited context windows and sequential reasoning, multi-agent sys-
tems enable parallel task execution and structured role separation (e.g., planner, devel-
oper, reviewer). [6][18] However, this architectural shift introduces coordination over-
head, including communication latency, inconsistency between outputs, and increased
system complexity.

Despite increased autonomy, human oversight remains an essential requirement. As
MAS handle more technical execution, the role of human developers shifts from direct
implementation toward strategic supervision and goal definition. [6][17] Human interven-
tion remains necessary in situations involving ambiguity, conflict resolution, or ethical
considerations where current systems lack human-level judgment [6][13]. Consequently,
the advancement of MAS suggests a paradigm shift toward a hybrid model, combining
the rapid processing power of specialized Al agents with the strategic guidance and
oversight of human engineers [1][6].

Multi-agent systems also introduce new failure modes that aren’t present in single-
agent setups. These include inter-agent disagreement, cascading errors across depend-
ent agents, and challenges in attributing responsibility for incorrect outputs. [5] As system
complexity increases, debugging and evaluation become more challenging due to dis-

tributed decision-making structures.
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4 LIMITATIONS AND CHALLENGES

Despite the rapid advancement of Al agents in software development, the literature iden-
tifies several critical limitations that constrain their practical use. Key challenges relate to
reliability, security, and performance, particularly as task complexity increases. Al agents
are prone to generating incorrect or misleading outputs, and their behavior can become
unstable in real-world development scenarios. In addition, the current body of research
remains relatively limited and recent, which restricts the generalizability of existing find-
ings.

Further concerns arise from security and privacy risks, as well as difficulties in evalu-
ating agent performance using traditional metrics that may not reflect real software qual-
ity. The increasing reliance on Al-generated code also introduces risks related to tech-
nical and Al-related debt, potentially affecting long-term maintainability. The following
sections examine these challenges in more detail across reliability, security, perfor-

mance, and sustainability perspectives.

4.1 Reliability Issues

Despite the potential of Large Language Models (LLMs) and multi-agent architectures,
reliability remains a primary obstacle to their full integration into the Software Develop-
ment Life Cycle (SDLC). These systems are characterized by inherent technical limita-
tions that can compromise the integrity of software products if not managed through rig-

orous oversight.

Reliability Issues and Hallucinations

A significant challenge in LLM-based agents is the phenomenon of hallucinations, where
models produce inconsistent or logically incorrect outputs. In software engineering tasks,
this often manifests as the invocation of non-existent classes, methods, or library ver-
sions, as well as the generation of files in incorrect target paths. [21] Furthermore, the
non-deterministic nature of LLMs introduces an element of unpredictability, where the
same input prompt may yield varying results across different executions. This lack of
consistency poses severe risks for code generation and testing, as a solution that passes
verification in one instance may fail in another, complicating debugging and mainte-
nance. [3][9]
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Error Propagation

The transition to multi-agent architectures, while theoretically beneficial for complex
tasks, introduces additional layers of coordination complexity. Errors generated by a sin-
gle agent, such as an incorrect architectural design or a flawed requirement specification,
can propagate through the entire workflow, leading to cascading failures in downstream
agents. [6] These failures are often rooted in miscommunication, unclear role definitions,
or incorrect task decomposition. For instance, if Manager-type agent fails to correctly
segment a project into modules, subsequent Developer-type agents may produce frag-
mented code that lacks necessary interdependencies, resulting in non-functional sys-
tems. [18]

Limited Empirical Evidence and Research Maturity

Agentic Al remains an upcoming paradigm in software engineering research, and the
state of technology is currently viewed as immature [6][13]. There is a pronounced gap
between the theoretical performance observed in controlled benchmarks and practical
utility in real-world applications. While benchmarks may show high success rates, real-
world data indicates that agent-generated pull requests are often accepted less fre-
quently than human-authored ones due to issues with maintainability and project-specific

context. [7]

4.2 Security and Privacy Concerns

The integration of autonomous Al agents into the Software Development Life Cycle
(SDLC) introduces complex security and privacy vectors that differ fundamentally from
traditional development tools. Because autonomous agents are granted with the capacity
to make independent decisions and take real-world actions, such as interacting with re-
positories, APls, package managers, and deployment systems, they significantly expand

the potential attack surface. [5][21]

Security Risks and Vulnerability Propagation

A primary security concern involves the potential for agents to introduce vulnerabilities
through autonomous tool interaction. Agents may download inappropriate files, fall prey
to cyber-attacks, or be directed by malicious users to execute unsafe code. [5][21] Fur-
thermore, Al models are frequently trained on datasets containing legacy issues and
malpractices, leading to the generation of code with relevant vulnerabilities, such as

buffer overflows and unsafe memory operations. [9][12]
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The phenomenon of prompt injection poses a critical threat to workflow integrity. In a
goal hijacking attack, the agent’s original instructions are replaced by an attacker, caus-
ing the system to execute unauthorized commands. More complex is the indirect prompt
injection attack, where an agent retrieves information from external data sources, such
as web pages or project files, that contains hidden malicious instructions. These attacks
can lead to remote code execution, unauthorized SQL queries, or the exfiltration of API
keys. [9]

Privacy and Data Exposure

Privacy remains a significant hurdle for enterprise-level adoption. Al agents require ex-
tensive project context to function effectively, yet transmitting source code or project
metadata to external Large Language Model (LLM) APIs risks the exposure of proprie-
tary information, hardcoded credentials, and sensitive user data [14]. In multi-organiza-
tional projects, the lack of transparency in how agents handle data residing in silos can
lead to unnoticed privacy violations [6]. Additionally, if agents generate outputs based on
inference of incomplete instructions or hallucinated context, they may unintentionally dis-

close confidential information or fabricate access to sensitive resources [5].

Risks in Multi-Agent Systems

The architectural complexity of Large Language Model-based Multi-Agent (LMA) sys-
tems introduces additional points of failure. While specialization enhances productivity,
it can also lead to hallucination amplification, where minor errors generated by one agent
are magnified through frequent cooperation. Furthermore, a single agent's error or mis-
leading information can rapidly propagate through the system, leading to flawed archi-
tectural decisions or cascading logic faults. Coordination also enables secret collusion,
where agents may seemingly follow benign independent actions while cumulatively pro-

ducing outcomes that exhibit systemic bias or undermine operational integrity. [5]

Mitigation and Governance Strategies

To safeguard essential systems, the literature proposes a combination of technical
guardrails and human oversight. Sandboxed execution environments are vital for isolat-
ing agent actions, allowing systems to simulate execution and assess threats within a
containerized space before applying changes to the real-world environment. [5][19] Ac-
cess control models, such as Attribute-Based Access Control, should be extended to

manage the dynamic permissions required by multi-agent systems [6].
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Technical measures like data marking, encoding, and the use of delimiters can help
agents distinguish between instructions and untrusted external data [5]. Ultimately, hu-
man-in-the-loop (HITL) verification remains indispensable. Human engineers must serve
as ethical gatekeepers, validating agent-generated artifacts against safety standards and
providing strategic supervision to ensure the system aligns with human expectations.
[12][15]

To clarify the different security and privacy dimensions associated with autonomous
Al agents, Table 4 summarizes the primary risk categories identified in the literature,

their potential impact on software development, and commonly proposed mitigation strat-

egies.

Table 4. Security and privacy risks associated with autonomous Al agents in SW development.

Example migration

Use by Agents

terminals, APls,
CI/CD systems, or
package managers

malicious dependency instal-
lation, unauthorized
deployment actions

Risk Source / Cause Potential Impact p
strategies
. . . . Static analysis,
Training data containing | Introduction of exploitable ' YI
. " secure coding standards,
Vulnerable insecure patterns, vulnerabilities such as buffer .
o . S automated  vulnerability
Al-Generated | weak validation logic, overflows, injection flaws, .
. . . scanning,
Code hallucinated insecure dependencies, or
implementations unsafe memory operations mandatory human code
P yop review (HITL)
Autonomous interaction | Execution of unsafe com- San.dboxed execution
with repositories mands, repository corruption environments,
Unsafe Tool ’ ’ " | restricted runtime

permissions,
isolated containers,
approval workflows

Malicious instructions

Goal hijacking,

Input sanitization,

decisions

Prompt embedded in prompts, | remote code execution, instruction delimiters,
Injection project files, unauthorized SQL queries, | trusted context
Attacks documentation, or manipulation of agent separation,
external web content behavior retrieval filtering
Transmission of project | Exposure of APl keys, Secret scanning,
Secret and . encrypted storage,

. context to external LLM | credentials, source code, . .
Credential } ) . redaction mechanisms,
APlIs or accidental expo- | internal architecture, or .

Leakage . local/private LLM
sure in generated outputs | user data
deployment
Hallucinated Incomplete context, Irlwc.orrect |mlplementat|on de- | Verification plpgllnes,
. . ) cisions, fabricated dependen- | automated testing,
or Fabricated | incorrect reasoning, . . .
Outputs hallucinated assumptions cies or APls, retrieval augmentation,
P P unreliable documentation HITL validation
Error Inter-agent dependency Casggdlng Ioglc. faullts, Agfant !solatlon, .
. . amplified hallucinations, validation checkpoints,
Propagation chains and repeated ) . . N
) . . inconsistent architectural cross-agent verification,
in MAS information exchange

orchestration monitoring

Coordination

Poorly controlled role

Lack of accountability,

Role-based access con-

organizational boundaries

requirements

n ional i nsisten | it |
and delegation and distributed operatlo a |nco.3|ste cy, trol, audit .ogs, N
Governance decision-makin hidden system bias, orchestration policies,
Risks 9 reduced traceability HITL validation
- Unauthorized access to Data minimization,

. Insufficient transparency , . . . L
Privacy . . confidential information or | access restrictions,
e in data handling across . . . .

Violations non-compliance with privacy | privacy governance,

compliance auditing
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The literature suggests that no single mitigation mechanism is sufficient on its own; in-
stead, effective governance of autonomous Al agents requires layered security controls

combining technical safeguards, restricted autonomy, and continuous human oversight.

4.3 Performance Limitations and Evaluation Challenges

While Large Language Model (LLM)-based agents demonstrate significant potential in
automating routine software engineering tasks, their efficacy is notably constrained when
applied to complex, ambiguous, or novel problems. Empirical evidence suggests a pro-
nounced performance degradation as task complexity increases, revealing a critical gap

between theoretical autonomous capabilities and practical utility.

Performance in Complex and Novel Tasks

Current Al agents excel at generating discrete code snippets or handling well-defined
routine tasks, such as creating boilerplate code or simple RESTful API routes [1]. How-
ever, they struggle with high-level architectural understanding and complex reasoning
[2]. In studies using Auto-GPT, high-level prompts frequently led to conflicts and ambi-
guity, whereas successful execution required precise, context-rich information that the
agents could not autonomously derive [21]. Furthermore, agents often implement basic
logic resulting in low information density, making them more suitable for prototype sys-
tems than for production-grade, real-world applications [18].

A notable limitation involves difficulty managing long-term dependencies and system-
level semantics across multiple abstractions [2]. For instance, a case study utilizing the
ChatDev framework found that while the system efficiently developed a simple Snake
game, it failed to implement the core logic of a more complex Tetris game, specifically
the removal of completed rows, despite multiple attempts [6]. This highlights a deficit in

the deep logical reasoning and abstraction required for non-trivial software components.

Challenges in Automated Evaluation

A central limitation of current evaluation practices is that benchmark performance does
not necessarily correspond to production-quality software engineering outcomes. Most
existing benchmarks evaluate isolated functional correctness, where success is meas-
ured by whether generated code passes predefined unit tests. In contrast, real-world
software development requires broader qualities such as maintainability, readability, ar-

chitectural consistency, security, documentation quality, adherence to project-specific



20

conventions, and successful integration into existing systems. Consequently, an agent
may achieve high benchmark scores while still producing code that is unsuitable for de-
ployment or rejected during professional code review processes [7][9][18].

The evaluation of Al agents is further complicated by the limitations of current bench-
marking frameworks. Popular datasets such as HumanEval and MBPP are primarily de-
signed for small-scale, function-level code generation and do not adequately represent
the multi-faceted challenges of real-world software projects [18]. These benchmarks of-
ten focus on isolated problem-solving, overlooking collaborative requirements such as
code integration, peer reviews, and maintainability [6].

Furthermore, high success rates in controlled benchmarks often fail to translate to
real-world trust. Empirical data from real-world applications reveals a stark disparity: alt-
hough agents can generate code faster than humans, their pull requests (PRs) are ac-
cepted and merged significantly less frequently [7]. This disparity highlights a methodo-
logical issue in evaluating Al agents: benchmark success primarily measures short-term
task completion, whereas production software evaluation involves long-term software
quality considerations. Human reviewers assess not only whether code functions cor-
rectly, but also whether it aligns with architectural principles, minimizes technical debt,
follows team conventions, and remains maintainable over time. As a result, benchmark-
oriented evaluation may systematically overestimate the practical reliability and readi-
ness of autonomous software engineering agents. This suggests that automated metrics,
such as functional correctness or acceptance rates on evaluation platforms, do not ac-
curately reflect software quality, adherence to project-specific idioms, or long-term main-
tainability [7][9].

The Necessity of Human Judgement

Because Al models often generate seemingly valid but logically flawed or unmaintainable
code, human judgment remains indispensable. Automated metrics alone are insufficient
to replace the nuanced evaluation required to assess a solution’s alignment with broader
project goals, security standards, and architectural integrity. [1][7] For example, agents
may overlook security vulnerabilities like buffer overflows or use deprecated library ver-
sions that a human reviewer would identify.

Consequently, the real-world adoption of agentic software engineering necessitates a
shift toward human-in-the-loop (HITL) workflows. Human engineers must act as strategic
supervisors, providing context-driven interventions and validating agent-generated solu-
tions against functional and safety standards. Addressing these evaluation gaps through

improved, dynamic frameworks is critical for moving beyond rapid prototyping toward
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reliable autonomous development. Therefore, evaluating autonomous Al agents solely
through function-level benchmarks provides an incomplete picture of their practical ca-

pabilities in software engineering environments.

4.4 Technical Debt and Al-Related Debt

The integration of Al agents into software engineering introduces a complex interplay
between traditional technical debt and emerging Al-related debt. While Al-assisted de-
velopment significantly accelerates initial implementation, empirical evidence suggests
that rapid code generation often prioritizes short-term productivity at the expense of long-
term maintainability [11]. Solutions produced through vibe coding or agentic orchestra-
tion frequently manifest as latent technical debt, characterized by suboptimal design de-
cisions, inconsistent naming conventions, and a deficiency in nuanced documentation.
Beyond structural issues, projects increasingly accumulate Al-specific debt. This cate-
gory includes so-called explainability debt and governance debt, which stem from the
inherent opacity of large language models (LLMs), making their outputs difficult for hu-
man engineers to interpret. [11] Because LLMs exhibit non-deterministic behavior, the
same prompt can yield varying results across different executions, complicating the re-
production and validation of software logic [1].

The continuous use of Al agents creates compounding risks for a project’s lifecycle.
The rapid accumulation of Al-generated solutions can lead to unmaintainable logic and
systemic design traces that increase overall debugging complexity. [11][19] A critical
long-term consequence is the erosion of expertise, known as deskilling, where develop-
ers acting as passive reviewers lose the technical depth and situational awareness re-
quired to identify subtle vulnerabilities or so-called stupid bugs introduced by the Al
[12][15]. To mitigate these risks, the literature emphasizes human-in-the-loop workflows
[15]. Essential strategies include the integration of Al agents with static analysis tools,
mandatory code reviews for all agent-generated merges, and the implementation of

prompt versioning to ensure traceability and reproducibility [11].
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5 DISCUSSION

The findings of this review demonstrate that Al agents are transitioning from passive
completion tools to autonomous Al teammates capable of orchestrating the Software
Development Life Cycle (SDLC) [7][21]. However, a central finding of this study is that
the apparent capabilities of Al agents are strongly dependent on the evaluation context.
While performance in controlled benchmarks is often high, real-world software engineer-
ing utility is significantly more constrained by system complexity, ambiguity, and long-
term maintainability requirements. This section interprets the findings in relation to the
research question, compress them with existing literature, and discusses implications

and limitations of the study.

Interpretation of Findings and Connection to Research Question

The research question focused on the capabilities and limitations of Al agents in software
engineering. The results indicate that the primary capability of modern agents is dele-
gated autonomy, supported by task decomposition, tool orchestration, and multi-agent
synergy [18]. In practice, Al agents extend beyond code generation by performing roles
associated with system design, implementation, and quality assurance [6].

However, this capability profile is strongly context dependent. A key finding of this
review is that Al agents perform well in structured, well-scoped environments but show
reduced reliability in open-ended or evolving software tasks. This creates a distinction
between demonstrated capability in benchmarks and practical capability in real-world
development environments.

A further limitation is the reliability gap observed across studies. While agents can
implement features in reduced timeframes, outputs may include inconsistencies, hallu-
cinated components, or logically incomplete implementations [7]. This indicates high task
coverage but variable depth of correctness, especially in complex systems requiring

cross-module reasoning.

Benchmark Performance vs Real-World Utility

A central conclusion of this review is the mismatch between benchmark performance
and real-world software engineering value. Benchmarks such as HumanEval and MBPP
primarily measure functional correctness in isolated coding tasks. In contrast, production
software development involves additional constraints, including architectural con-

sistency, maintainability, security requirements, and integration with existing systems.
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Empirical evidence highlights this discrepancy. Although agent-based systems often
achieve high success rates on synthetic benchmarks, large-scale real-world evidence
from pull request data indicates significantly lower acceptance rates for Al-generated
code compared to human-authored contributions [7]. This suggests that benchmark per-
formance alone is not a reliable proxy for engineering quality in production environments.
This finding can be interpreted as the core methodological limitation of current Al agent
evaluation: existing benchmarks measure whether code works in isolation, while real-

world development evaluates whether code works within a system.

Comparing with Existing Literature

The literature generally reports substantial productivity gains from Al-assisted develop-
ment, particularly in controlled experimental settings and structured tasks [18]. However,
this review highlights that such results are context-sensitive and may not fully represent
production-grade software development.

A key factor underlying this discrepancy is the dependence of Al agents on explicit
and well-scoped instructions. While agents can generate functional code efficiently, they
tend to optimize for local task completion rather than global system properties such as
maintainability, architecture alignment, or long-term extensibility.

This suggests that current systems lack robust implicit reasoning about software en-
gineering constraints that are not explicitly stated in prompts. As a result, efficiency gains

observed in experimental conditions do not necessarily translate into production reliabil-

ity.

Implications for Software Engineering

The shift toward agentic workflows implies a reconfiguration of the software developer’s
role. Rather than primarily implementing code, developers increasingly function as sys-
tem supervisors, validators, and architectural decision-makers [7][19].
A key implication of this shift is that effective use of Al agents requires a broader and
more advanced skill set than traditional coding alone. Developers must be able to:

» evaluate Al-generated code for logical correctness and architectural fit

» identify subtle errors that are not captured by tests or benchmarks

o understand system-level dependencies across modules

o formulate precise prompts and constraints for agents

» validate security and maintainability properties beyond functional correctness
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This creates a non-trivial cognitive load. Instead of reducing complexity, Al agents may
redistribute it from implementation to supervision and verification. This effect is particu-
larly significant for less experienced developers, who may struggle to detect subtle is-
sues in Al-generated outputs or to provide sufficiently precise guidance to the system.
Furthermore, Al-assisted development introduces a form of Al-specific technical debt.
Non-deterministic outputs complicate reproducibility and debugging, as identical prompts
may produce different implementations over time [2]. This blurs traditional SDLC bound-

aries, merging design, implementation, and testing into continuous iterative loops [7][20].

Limitations of the Study

This study is constrained by the rapidly evolving nature of Al technologies. Most empirical
data come from the 2023—-2025 period, reflecting a field in continuous and accelerated
development. As a result, findings may already be partially outdated at the time of the
analysis.

In addition, many evaluated systems are either experimental prototypes or closed-
source commercial models, limiting reproducibility and restricting access to internal
model architectures, training data, and implementation details [4][9]. This reduces the
ability to perform fully transparent or independent validation of reported results.

A further limitation relates to the distribution of published research itself. The literature
is likely influenced by publication bias and rapid industry-driven development cycles,
where positive or performance-oriented results are more frequently reported than nega-
tive or inconclusive findings. This may result in an incomplete representation of failure
cases, edge-case behaviors, or long-term maintenance issues.

Moreover, research on fully autonomous Al agents at an enterprise scale is still scarce,
with most studies focusing on small-to-medium projects [18]. Which may not accurately
reflect the complexity, legacy constraints, and organizational dependencies present in
industrial systems.

Finally, the pace of advancement in Al systems presents a structural challenge for
academic research. Peer-reviewed publication cycles are often unable to match the
speed of iterative model improvements and tool releases, creating a persistent lag be-
tween state-of-the-art capabilities and their representation in the literature. Conse-
quently, findings should be interpreted as reflective of a rapidly shifting baseline rather

than a stable technological state.
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Future Research Directions

Future research in Al-assisted software engineering should primarily address the gap
between benchmark performance and real-world relevance identified in current studies.
A key priority is the development of standardized evaluation frameworks that reflect real-
world repository complexity, including architectural constraints, evolving requirements,
and project-specific conventions. Existing benchmarks often rely on simplified or isolated
tasks, which limits their ability to capture the contextual decision-making required in pro-
duction environments.

Closely related to this is the need for longitudinal, real-world studies examining how
Al agents perform as part of human development teams over extended periods. Such
studies should focus not only on productivity outcomes but also on workflow integration,
collaboration dynamics, and the cognitive overhead imposed on developers supervising
Al systems.

Another critical research direction concerns the reliability and maintainability of Al-
generated code in production systems. This includes systematic analysis of bug fre-
quency, technical debt accumulation, and the additional burden placed on code review
processes when integrating non-deterministic outputs into stable codebases. Future
work should investigate methods for improving consistency and reducing variance in Al-
generated solutions.

Furthermore, given the non-deterministic nature of current large language models,
there is a need for reproducibility and verification frameworks that allow developers to
validate Al outputs more systematically. This includes techniques for tracing decision
paths, constraining model behavior, and ensuring consistent results across similar in-
puts.

Finally, research into human—Al collaboration should move beyond general productiv-
ity metrics toward more fine-grained analysis of role distribution, trust calibration, and
supervision strategies. Understanding how responsibility is shared between developers
and Al agents will be essential for defining sustainable development practices in agent-

assisted environments.
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6 CONCLUSION

This thesis has explored the current state of autonomous Al agents in software engineer-
ing, specifically addressing the research question: "What are the core capabilities and
inherent limitations of autonomous Al agents when applied to the software development
life cycle?". Through a literature review, the research has synthesized the technical foun-
dations, empirical findings, and associated risks of agentic systems, highlighting a shift
from traditional coding assistants toward more autonomous development support tools.
The main findings suggest that Al agents possess significant capabilities in automating
elements of SDLC. Key among these is the ability to perform hierarchical task decompo-
sition, orchestrate development tools such as compilers and version control systems and
apply self-reflective mechanisms for error correction. Within the limitations of recent em-
pirical studies, evidence indicates that these systems may improve developer productiv-
ity in routine tasks and accelerate the implementation of software features under con-
trolled conditions. Multi-agent systems are reported to further support these outcomes
by assigning specialized roles, such as architects and testers, enabling collaborative val-
idation and iterative refinement of outputs.

Despite these capabilities, the reviewed literature consistently highlights critical limita-
tions that constrain fully autonomous application. The reliability of Al agents remains a
key concern due to issues such as hallucinations, where systems may generate incorrect
or non-existent references or deviate from specified objectives. Furthermore, evidence
suggests that performance decreases as task complexity increases, indicating limitations
in deep reasoning and system-level understanding required for non-trivial software com-
ponents. The integration of Al agents is also associated with security and operational
risks, including susceptibility to prompt injection, potential secret leakage, and the emer-
gence of both technical and Al-specific debt, which may negatively affect long-term main-
tainability.

The broader implications of the reviewed literature suggest a potential shift in software
engineering practices. Within current evidence, Al agents appear most effective as sup-
portive collaborators for rapid prototyping and routine automation rather than as fully
autonomous replacements for human engineers. The findings indicate that the role of
the developer may increasingly shift toward strategic supervision, validation, and archi-

tectural decision-making.
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However, this study is constrained by the limited availability of large-scale empirical
evidence and the rapid evolution of the field, with much of the current research based on
experimental or prototype-level systems. Therefore, the conclusions should be inter-
preted within the limitations of recent empirical studies and may not fully generalize to
long-term industrial-scale deployment scenarios. Future research should focus on devel-
oping evaluation frameworks that extend beyond functional correctness to include archi-
tectural integrity and real-world maintainability. Additionally, further investigation is
needed into long-term security mitigation strategies and the potential impacts of Al-as-
sisted development on developer expertise and skill development.

In conclusion, while the reviewed literature suggests that Al agents provide a form of
delegated autonomy in software engineering, human-in-the-loop oversight remains es-
sential to ensure security, reliability, and architectural coherence in practical software

development contexts.
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