(

- J Tampere University

Kalle Rantalainen

DESIGN AND DEVELOPMENT OF A BIDIREC-
TIONAL BLUETOOTH LOW ENERGY CAN
BRIDGE PROTOTYPE FOR INDUSTRIAL

DRILL RIGS

Master of Science Thesis

Faculty of Information Technology and
Communication Sciences

Sari Peltonen

Ville Lehtinen

June 2026






ABSTRACT

Kalle Rantalainen: Design and Development of Bidirectional Bluetooth Low Energy CAN
Bridge Prototype for Industrial Drill Rigs

Master of Science Thesis

Tampere University

Computer Science, M. Sc.

June 2026

Sandvik’s drill control signals and sensor data have been transmitted over a wired Controller
Area Network (CAN) bus in the past. This wired connection causes problems, as the wires often
fail in the harsh mining environment. The heat, salts, water, and falling debris during mining can
cause the wire or its connectors to break, resulting in maintenance delays.

This work focuses on solving the problem by developing a wireless link prototype that could
replace the wire. Both ends of the link could be protected from all the elements the wire was
exposed to, which could eliminate the issues caused by bad CAN connection.

Developing a wireless link comes with its own set of challenges. Since the data transmitted on
the bus consists of control signals and sensor readings, it is time-sensitive. This means that, in
addition to being able to transmit as many messages as the wire, the link should achieve low
latency and high reliability simultaneously.

Bluetooth Low Energy (BLE) isochronous channels were used to tackle these problems. It is
a feature of BLE, intended for transmitting audio data. However, it also has some benefits in
transmitting CAN messages. Using isochronous channels, lower latency and higher reliability can
be achieved compared to standard BLE. Additionally, by using standardized wireless communi-
cation technology such as BLE, the radio module is already certified. This means that it does not
need to be certified the same way a proprietary radio would.

The prototype was first tested on a simulated drill rig. The prototype was compared to a com-
mercially available CAN bridge manufactured by Kvaser. Based on the test, the prototype worked
on the simulator without issues. In fact, the prototype was more reliable than Kvaser’s solution.
Based on the simulator results, additional tests were conducted on an actual drill rig.

The prototype was connected to the drill rig, and the machine was operated normally. The
machine reported no errors during the test. Additionally, no difference was observed in the oper-
ation compared to a normal CAN cable. It was concluded that CAN traffic could be transmitted
wirelessly without any noticeable difference in machine operation.

Keywords: Controller Area Network, Bluetooth Low Energy, Isochronous channels, wireless
CAN bridge, CAN link
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Tahan mennessa Sandvikin koneiden ohjaussignaalit ja sensoridata on lahetetty langallisen
CAN-vaylan ylitse. Langallinen vayla kuitenkin aiheuttaa ongelmia, koska kaapelit eivat kesta kai-
vosolosuhteita. Kaivoksen korkea lampétila, mineraalipitoinen vesi, pély ja katosta putoavat kivet
rikkovat kaapelit tai niiden liittimet. Rikkoutuneet kaapelit taasen aiheuttavat huoltokatkoja.

Tama tyo keskittyy edelld mainitun ongelman ratkaisemiseen kehittdmalla prototyypin langat-
tomasta linkista, jolla kaapelit voitaisiin korvata. Linkin molemmat paadyt pystyttaisiin suojaamaan
vedelta ja kivilta, jolloin CAN-vaylan rikkoutumisesta aiheutuneet huoltokatkot voitaisiin valttaa.

Vaikka langaton kommunikaatio ratkaisee osan ongelmista, ei se silti ole tdysin ongelmaton
kommunikaatiomuoto. CAN-vaylan viestit koostuvat padosin ohjaussignaaleista ja erinaisten sen-
sorien mittausdatasta. Taté dataa voitaisiin luonnehtia aikakriittisesti, tarkoittaen sita, ettd sen
taytyy paasta kohteeseensa tietyn aikaikkunan sisalla. Viestien on myds paastava perille luotet-
tavasti, eli viestien tippuminen on minimoitava. Tama tarkoittaa, ettd sen lisaksi, etta linkin on
pystyttava valittamaan kaikki CAN-vaylan data, sen on tehtiva se minimaalisella latenssilla ja
maksimaalisella luotettavuudella.

Naiden ongelmien ratkaisemiseksi prototyypissa paatettiin kayttda Bluetooth Low Energyn
(BLE) isokronisia kanavia (isochronous channels, ISOC). Tdma ominaisuus on alun perin suun-
niteltu audiosignaalien kasittelyyn, mutta se tarjoaa tiettyja etuja myds CAN-viestien lahettami-
seen. Isokronisia kanavia kayttamalla pystytaan esimerkiksi saavuttamaan pienempi latenssi ja
suurempi luotettavuus, kuin normaalia BLE:ta kayttamalla. Liséksi standardoidun langattoman
kommunikaatioteknologian kayttamisessa on hyvana puolena se, etta radio on jo valmiiksi serti-
fioitu. Mikali radioprotokolla kehitettaisiin itse (proprietary), niin se jouduttaisiin myds sertifioi-
maan.

TyOssa kehitettya prototyyppia testattiin ensin simuloidulla poralaitteella. Lisaksi prototyyppia
verrattiin Kvaserin kaupalliseen CAN-linkkiin. Simulaattoritestien perusteella prototyyppi toimi hy-
vin, eika aiheuttanut virheilmoituksia simulaattorin lokiin. Itse asiassa prototyyppi vaikutti toimivan
paremmin kuin Kvaserin linkki, silld se pudotti huomattavasti vdahemman viesteja Kvaserin linkkiin
verrattuna.

Positiivisten simulaattoritestien perusteella linkkia testattiin Sandvikin testikaivoksessa oike-
alla laitteella. Laitetta pystyttiin operoimaan normaalisti linkin ollessa kytkettyna siihen. Laitteen
loki ei ilmoittanut yhdestakaan virheesta, eika laitteen toiminnassa pystynyt huomaamaan mitaan
eroa langalliseen vaylaan verrattuna. Taman perusteella voitiin todeta, etta langattomalla CAN-
vaylalla voidaan saavuttaa tarpeeksi pieni latenssi ja suuri luotettavuus, jotta linkki toimii laitteella
moitteettomasti.

Avainsanat: Controller Area Network, Bluetooth Low Energy, Isokroniset kanavat, langaton
CAN-silta, langaton CAN-vayla

Taman julkaisun alkuperaisyys on tarkastettu Turnitin Originality Check -ohjelmalla.
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1 INTRODUCTION

Controller Area Network (CAN) is a widely used communication protocol developed by
Robert Bosch GmbH. The exact size of the global CAN market is difficult to estimate, but
Dataintelo [1] for instance, estimates that the global CAN market was valued at $6.8

billion in 2025. They are also expecting the market to reach $12.4 billion by 2033.

CAN is used in multiple applications, from passenger cars to industrial vehicles. Accord-
ing to CAN in Automation (CiA), nowadays, CAN is used in almost every new passenger
car manufactured in Europe [2]. The widespread use of CAN across various applications

has created a need for wireless CAN solutions.

Moving from a wired network to a wireless one creates its own set of challenges. Mainly,
the increased latency and reduced reliability of wireless communication become an is-
sue. Since CAN is typically used to transmit control signals and sensor readings, both
reliability and latency should be optimized simultaneously. This is a difficult task and
according to Agnoletto et al., it is not possible to optimize low packet loss, latency, and
jitter at the same time [3]. Despite these challenges, some wireless CAN solutions al-
ready exist. However, the commercially available wireless CAN solutions are often quite
expensive, costing multiple hundreds of dollars to replace a single CAN bus with a wire-

less bridge.

Sandvik has also expressed interest in a wireless CAN bridge. The need for the wire-
lessness arises from the fact that the wires must be placed in rough conditions. While
drilling in a mine, the wires and wire connectors are exposed to high humidity, high tem-
perature, and debris falling from the ceiling. All this together can damage the wires or
the wire connectors, causing maintenance delays for the customers. Replacing the wire

with a wireless solution could solve this problem.

Replacing the wire with a wireless link means control signals and sensor data will be
transmitted over it. The link drop rate should be minimized, as it is important that the
control signals reach their destination. Not only must the signals reach their destination,
but they must also do so within a certain time window. This means that the control signals

are time-critical and will become useless after too much time has passed.

The focus of this thesis was to answer the question if a wireless link could be developed

to replace a CAN bus on Sandvik’s drill rig. To answer this question, a prototype of the



link was designed, implemented, and finally tested on the drill rig. Bluetooth Low Energy
(BLE) was selected as the wireless technology for this work. BLE was chosen, for exam-
ple, because it is widely available on relatively cheap chips and is suitable for low-latency
communication with sufficient throughput. Additionally, some studies, such as Hermanns

et al. [4], have found it suitable for time-critical applications.

To describe the development of the prototype, this thesis was divided into 5 chapters.
The first chapter after the introduction is Chapter 2, which provides background and de-
scribes the problem. Additionally, it defines the link requirements and the technologies
used in developing the prototype. It also introduces some existing, commercially availa-
ble CAN bridges.

The third chapter describes the architecture of the developed wireless CAN link. It de-
scribes the hardware used to develop the link and how the link's software was designed.

Additionally, it describes how testing was done during the development of the link.

The fourth chapter describes the iterative development and testing process. Firstly, it
describes how the link was tested and developed to function as a CAN bridge. Secondly,
it describes how the link was tested using a simulator. And finally, it provides insights

into how the link was tested on an actual drill rig.

The fifth and last chapter summarizes the whole thesis. It also suggests some future

improvements for the link that were not possible to implement in this thesis.



2 BACKGROUND AND PROBLEM ANALYSIS

Controller Area Network (CAN) was developed by Robert Bosch GmbH [1] in the early
80s, to replace costly and complicated wire harnesses. According to Khan et al. [6] CAN,
along with complementary protocols such as Local Interconnect Network (LIN), remains
the backbone of In-vehicle networks (IVNs). IVNs can be used for real-time communica-
tion, and according to Khan et al. [6] IVNs can be used to connect processors, sensors,
and electronic control units. Like many other industrial machines, Sandvik’s machines

use a Controller Area Network.

Compared to other CAN use cases, such as CAN in passenger cars, CAN on Sandvik’'s
machines faces a different set of problems. CAN messages travel through a cable, called
the CAN bus. This cable can be damaged by falling rocks, for instance, and such damage
can cause problems. One way to tackle this problem is to create a wireless bridge that

replaces the cable in areas where there is a high risk of cable damage.

Some wireless CAN bridge solutions already exist. For example, Kvaser released a wire-
less CAN bridge in 2021 [6]. The existing solutions are quite expensive and usually not
suitable for Sandvik’s purposes. For instance, the Kvaser's CAN bridge costs around
1000 US dollars per pair and the press release [6] states that it can transmit only 1200

messages per second, which can easily be exceeded in a burst.

Developing a wireless link for a real-time system is difficult, as it must be optimized for
both latency and reliability. However, according to Agnoletto et al. [3] low packet loss,
latency, and jitter cannot be optimized at the same time. Improving one usually degrades
one of the others. This makes sense, as increasing the number of retransmissions lowers
packet loss but takes more time, thus increasing latency. This means that a trade-off

needs to be made between the latency and the reliability.

The link created in this thesis carries live sensor data rather than pre-existing data, such
as stored audio or video streams. This is important to note as it has a large effect on
design choices. As the data is live and must have very low latency, there is not much

room for retransmission.



2.1 Problem description

Bosch published the CAN specification in the early 90s [1]. This specification defines the
lower-layer communication protocols, such as the physical and data link layers. How-
ever, it does not define what the data in the messages means, how devices should in-
terpret it, or how devices should be configured. There are higher-level communication

protocols that define these things, such as CANOpen, which is built on top of CAN.

CANOpen was developed by CAN in Automation (CiA), and according to CiA, CANOpen
is especially used in Europe, from Italian injection molding machines to French Crains to
British cigarette machines [2]. According to Lampe & Meng [8] CAN has mostly replaced
all other competitors in personal automobiles, like sedans, SUVs, and light trucks. This
is because CAN is relatively cheap, reliable, and sometimes even required by law, as
stated by Lampe & Meng [8]. According to Lampe & Meng [8] Starting in 2008, it has
been illegal for manufacturers to sell new vehicles without a CAN bus implementation in

the on-board diagnostics (OBD) system.

As a result of these advantages, CAN has become widely adopted in multiple applica-
tions. Sandvik’s drilling machines are no exception. Sandvik's machines use CAN to es-
tablish a network of EUCs to communicate with each other. Despite CAN’s advantages,
there are several disadvantages. One disadvantage, also mentioned by Lampe & Meng
in their paper [8] is the growing demand for bandwidth is required by the growing number
of EUCs. To counter this problem, new versions of CAN, such as Controller Area Net-
work Flexible Data-Rate (CAN FD) and Controller Area Network with Extended Length
(CAN XL) have been introduced. For Sandvik, one of the problems is that CAN requires

a physical cable and cable connectors.

Sandvik’s machines operate under very harsh, extreme conditions. In addition to heat,
dust, high humidity, and corrosive salts that can damage the connectors, falling rocks
and debris can damage the cable. With a damaged cable, the machine cannot function

properly, which will cause delays in the mining operation.

There are essentially three ways of avoiding this problem. Firstly, the cable could be
installed in a place where it would be safe from falling rocks. In this case, it is simply not
possible. The second option would be to strengthen the cable and connectors. This could
be possible and could help the cable stay intact longer, despite being bombarded by
rocks. The third and most interesting solution from this work’s perspective is to eliminate
the cable and replace it with a wireless bridge. This is the solution that this thesis focuses

on.



2.2 Link requirements

There are at least four different requirements for the link. If the link fulfills these require-
ments, it should work on the machine so that the operator won'’t notice a difference from
a wired solution. The first requirement is range. The nodes will be placed 5 to 10 meters
apart, so the link would have to have a range of at least 10 meters. There are other
factors related to the range that are quite difficult to consider here, such as how the
machine's large metal structures affect it. These factors need to be tested once the pro-

totype is otherwise ready.

The second requirement is bidirectionality. The link must be able to transmit data in both
directions. The third requirement is high reliability. There is no exact limit on how reliable
the link should be, i.e., what is the exact maximum drop rate. Ideally, no messages would
be dropped, but it is impossible to guarantee 100% delivery, regardless of the wireless
technology used. However, it can be said that the link should not drop two consecutive
messages with the same ID. This will cause an error. By minimizing the drop rate, the
likelihood of this happening is reduced as well. Because of this, a good preliminary re-

quirement for reliability is to minimize dropped messages.

The fourth and last requirement is low latency. Again, there is no exact limit on how low
the latency should be. The only way to know for a fact what latency is low enough is to
test the link on a machine. Ideally, the latency would be as low as possible. Based on
the machine’s configurations and hydraulic response times, the latency cannot be in the
order of tens of milliseconds. Aiming for a single-digit average latency should work on

the machine.

It is hard to estimate the exact latency requirement for the link before creating it. How-
ever, looking at the other wireless CAN links gives some idea of what the current com-
mercial links can do. For example, Kvaser mentioned in the press release [7] that their
link can achieve packet latency as low as 4.8 milliseconds. So, even though there is no
hard limit on latency, aiming to get close to the latency of Kvaser’s link would be a good

starting point.

2.3 Controller Area Network

The CAN specification, which Bosch introduced in 1991, is known as CAN 2.0 or the
classical CAN. After this, Bosch introduced new versions, such as CAN FD, a CAN with
flexible data rate. However, this work will focus on the classic CAN as it is still used in

many places, including on Sandvik’s rock drilling machines.



CAN system is used to connect multiple different electronic control units (ECU), often
also referred to as CAN nodes. All these nodes are connected with a two-wire differential
bus. These two wires are called CAN Low (CANL) and CAN High (CANH). The data is
then represented by altering the voltage on both wires. If the voltage difference of these
two wires is OV, then both wires have the same voltage, which represents a logical one,
also known as a recessive bit. If the potential difference between the wires is sufficiently
large, it is interpreted as a logical zero, also known as a dominant bit. These wires are
terminated with 120-ohm resistors at both ends. All CAN nodes on the bus can receive
and transmit data. When a node transmits data, all nodes receive the message, and
based on the message's ID, they decide whether it is relevant to them. This is called

message filtering and is defined by the Bosch specification [1].

The specification [5] also covers other basic concepts of CAN. The bit rate of the CAN
bus is the speed at which it will transmit the bits of the message [1]. This work will focus
on CAN bus that is configured to have a bit rate of 500kbit/s. The priority of a CAN mes-
sage is defined by the identifier of the message [1]. The classic CAN specifies two for-
mats for the ID, 11-bit format and the extended 29-bit format. This work focuses on the
11-bit format. The specification also covers something called arbitration. When the bus
is free, any node can start to transmit a message. If two nodes start transmitting simul-
taneously, bus access is determined by their message IDs. This is done by bitwise arbi-
tration. If there is a data frame and a remote frame being sent, with the same ID at the
same time, then the data frame will be more important [1]. In other words, arbitration

determines which message is transmitted first.

Next, the specification defines important details of CAN frames. There are four types of
frames, but this work focuses on data frames, as they are the ones constantly transmitted
on the bus. These are the frames that can transmit data, for example, data from a tem-
perature sensor. A data frame is composed of seven different sections, as shown in

Figure 1 below.
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Figure 1. CAN data frame structure (adapted from [5]).

A CAN data frame is surrounded by at least 3 recessive bits, also called interframe
space. This space can be longer than 3 bits if the nodes are not transmitting messages
at the maximum capacity. The start of frame consists of one dominant bit. This marks
the start of one CAN message. The start of frame is followed by the arbitration field. This
contains the 11-bit identifier and the remote transmission request (RTR) bit. In data
frames, the RTR bit must be dominant as RTR marks if the frame is a data frame or a
remote frame. This means that the arbitration field is 12 bits long. The next field is the
control field as can be seen from Figure 1. The control field is 6 bits in length. It includes
the data length code, which defines the payload length of the frame, and reserves 2 bits
for future use. The control field is followed by a data field. It contains the entire payload
of the frame, and, as noted, its length is determined by the data length code in the control
field. In classic CAN, the data field can be 0 to 8 bytes long. The cyclic redundancy check
(CRC) field, following the data field, consists of CRC sequence and CRC delimiter. The
CRC sequence is 15 bits long, and the delimiter is 1 bit long. The acknowledgment field
(ACK) after the CRC field contains the ACK slot and the ACK delimiter, both of which are

1 bit. The last field is the end of the frame, and it contains 7 recessive bits [1].

The maximum length of a CAN message can now be calculated, since the lengths of
each field are known. If the data field contains the maximum payload, its length will be 8
bytes (64 bits). All the header fields together are 44 bits long. This means that the max-
imum length of the classic CAN frame is 108 bits. However, this is not exactly the case,
as CAN also uses bit stuffing. The start of frame, arbitration field, control field, data field,
and CRC sequence are coded using bit stuffing [1]. The bit stuffing works so that if the
transmitter detects 5 consecutive bits with the same value, then a complementary bit is
inserted into the stream. This means that in the worst-case scenario, every fifth bit of the
stream can be the result of bit stuffing [1]. Worst case here means the data is structured

so that bit stuffing must add the maximum number of “excess” bits to the stream. A total



of 96 bits from the frame are exposed to bit stuffing when the frame contains 8 bytes of
payload. So, in the worst case, the frame could have 1 stuffed bit for every 4 valuable
bits, meaning a 108-bit data frame could have 24 stuffed bits. This means that the max-

imum length for a data frame, bit stuffing included, is 132 bits.

Now, the rate at which CAN messages could be expected to arrive can be calculated.
The bus rate can be determined to be R;,. Some bits in the frames exist only so that the
controller and transceiver can correctly interpret the frames. Additionally, some bits are
only useful for the controller, so there is no point in transmitting those bits over the wire-
less link. The bits that provide no value when transmitted over the link shall be called
non-valuable, and the rest of the bits shall be called valuable bits. This allows for calcu-
lating the effective data rate of the link, provided that the data rate R, is known. The
effective data rate can be defined as Reffs which is the data rate at which valuable bits
can be transmitted on the bus. This rate would exclude all stuffed bits, start-of-frame bits,
interframe space bits, and end-of-frame bits. Additionally, because the entire CRC field,
ACK field, and the reserved 2 bits of the control field are computed and handled by the
controller, there is no point in transmitting them over the link. This is why those shall be
considered as non-valuable bits too. A simple equation can be defined for the valuable

bits in a data frame
Nyaiuabie = 8n + 16. (1)

Here in Equation (1), n describes the amount of payload bytes. The number of valuable
bits in the header is 16. The minimum number of bits needed to transmit these valuable

bits can be calculated with the following equation
Niotar = Nyatuabie + (44 — 16) + 3. (2)

This total amount of bits, N;,.q; Now includes both valuable and non-valuable bits and 3
interframe space bits. So, there are a total of 31 of these non-valuable bits, as seen from
Equation (2). In theory, the largest efficiency would be achieved if the messages con-
tained no stuffed bits. This could be possible if there were no 5 consecutive bits with the
same value. This is why no stuffing was added to the N;,;,;. The efficiency of the bus

can now be calculated with the following equation

Nvaluable (3)

N total

In Equation (3), n now describes the efficiency at which the CAN bus can transmit valu-

able data. Using the efficiency n, the most efficient rate of the bus can be derived to be



Rerr = nRp. (4)

The R.¢; from Equation (4) describes the best possible rate at which the bus is able to
transmit valuable data, when the actual bit rate R, of the bus is known. This means that
the maximum speed at which the valuable frame data could be transmitted can be cal-

culated by using all the Equations (1-4) from above

8n + 16 (5)
R = Rb'
/T 7 8n+ 16 + (44 — 16) + 3

Equation (5) gives the data rate R.;; at which valuable bits can be transferred on the
bus. The equation shows that the more data bytes a frame contains, the more efficient

the bus is. Since the work focuses on classic CAN, the efficient data rate for 500%

CAN bus should be calculated. The maximum payload size in a classic CAN data frame

is 8 bytes. Substituting the known values, the following bit rate can be obtained

. 8n+ 16 S0 PIE _ 5o Kb (6)
o T 8n+ 16+ (44— 16) + 3 s s

Equation (6) assumes that no bit stuffing occurs at all, which is highly unlikely. It also
assumes that every frame is a data frame and contains 8 bytes of payload, which is also
highly unlikely, and not true on Sandvik’s machine. So, in reality, the effective speed is
likely slower than the one calculated above. However, R, is a good approximation of
the effective data rate, and if the link is developed to transmit data at that rate, it should

also work on a real machine.

In addition to the CAN specification, there are different higher-level specifications or pro-
tocols that define how CAN should be used. One of these protocols is called CANopen
and is developed by CiA [2]. It defines the meaning of the messages, how devices in the
network should be configured, and how the data should be structured. One important
part of CANOpen, when considering this work, is the definition of SDOs, PDOs, and the
object dictionary, or OD. SDO is a service data object and it can be used to access CAN
nodes’ object dictionary [2]. Process data objects (PDO) on the other hand are used to
transfer real-time control and status information between devices [2]. So PDOs could be
used, for example, to send temperature readings from a node. The object dictionary is a
sort of configuration table each CANOpen node needs to have. It defines everything the

node can do.
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2.4 Available wireless technologies

There are many options for wireless communication technologies. One could use Blue-
tooth, Wi-Fi, or Zigbee to name a few. Each of these technologies is designed for differ-
ent use cases and has distinct latency and throughput capabilities. The technology best
suited for the wireless link can be chosen based on the requirements defined in Section
2.2. The selected technology must have a throughput larger than R, calculated previ-
ously. The latency must be as low as possible, and the range should be at least 10

meters.

Table 1. Comparison of wireless communication technologies (adapted from [9]).

BLE Wi-Fi 6 Zigbee
Radio latency 7.5ms-4s 1-100 ms 200 ms
Max range 400 m Few hundred me- | 100 m

ters outdoors

Max thruput 2 Mbps 9.6 Gbps 200 kbps

Standard SIG/IEEE 802.15.1 | IEEE 802.11ax IEEE 802.15.4

Table 1 above lists some wireless technologies considered for use in the link. The table
contains the most important statistics considering the wireless link. Some sections of the
table require more explanation. The latency for BLE is said to range from 7.5 milliseconds
to 4 seconds. This does not mean that a packet could have latency anywhere within this
range; rather, this is the range to which the latency can be configured. So, the connection
interval of BLE can be set to be a value from 7.5 milliseconds to 4 seconds. Additionally,
with BLE 5.2 or later, latency can be as low as 5 ms with BLE ISOC. The large latency
range for Wi-Fi 6, however, is not because of any connection interval. It is a range for
the latency that any given random packet can have. This large latency range of Wi-Fi is

caused by, for example, random backoff and retransmission.

Based on the statistics presented in Table 1, Zighee can be discarded immediately. The
throughput of Zigbee is far too small, and the latency is way too high. Wi-Fi can be dis-
carded due to its potential to cause large, unpredictable latency spikes. Additionally, Ai-
jaz [10] says that Wi-Fi networks are usually not thought to be suitable for industrial con-

trol applications because of low reliability and indeterministic latency. In his work, Aijaz
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[10] presents a new improved Wi-Fi for this purpose, but it involves heavily modifying the
medium access control (MAC) layer. This means customizing the Wi-Fi firmware, which

is out of scope for this thesis.

Using these predefined wireless communication standards is not the only option. Propri-
etary radio could also be used, without being limited by an existing protocol. Some of the
commercial solutions use proprietary radio. For example, Kvaser's Air Bridge uses
2.4GHz proprietary radio [7]. Using proprietary radio would allow for extremely low, under

1 millisecond latencies.

The first iteration of the link, before starting this thesis, was developed on proprietary
radio. Under 1 millisecond latencies were achieved, even under a relatively high load,
when messages were transmitted in one direction. When transmitting to both directions,
under 5 millisecond latencies were quite consistent. Although the latency was high, the
link was not very reliable, and many messages would drop if the bus load exceeded 50%
threshold. One of the reasons for this was packet collisions. This means that the two
radios were transmitting a packet at the same time, and the packets collided causing the

loss of one or both packets.

Using proprietary radio has one major problem when transitioning from a working proto-
type to a product. Proprietary radio would need to be certified to be used in a real-world
product. Furthermore, the certification process varies by continent and sometimes by
country. Devices that use well-established radio technologies, such as BLE, simplify
product development because the radio technology does not need to be certified the

same way.

Based on the information above, out of the presented candidates Bluetooth Low Energy
seems to be the only viable solution for the link. According to study conducted by R.
Rondén et al. [11] BLE was able to meet the requirements of even the most demanding
applications they considered. In addition to this, Hermanns et al. [4] concluded that BLE
is reliably able to transfer safety-critical control signals. Furthermore, they found that us-

ing BLE isochronous channels improved link reliability.

2.5 Bluetooth LE

Bluetooth LE is an open wireless communication standard developed by SIG, the Blue-
tooth Special Interest Group. According to Heydon [12] SIG is an organization that con-
trols everything from the physical layer up to the application. Heydon also mentions that
BLE was initially designed as a complementary technology to classic Bluetooth and the

goal was to create the lowest-power short-range wireless technology possible [12]. Other
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goals Heydon mentions in his book [12] are worldwide operation, low cost, and robust-

ness.

To enable worldwide operation, a wireless band that is available worldwide is required
[12]. There are many regulations for different wireless bands. These regulations can, and
often do, differ by country and continent. Some bands require licensing, while others
don’t. The bands that do not require licensing are called ISM (industrial, scientific and
medical) bands. These are also available globally, with some exceptions. According to
Heydon, the only ISM band that was suitable for Bluetooth’s goals was the 2.4GHz ISM
band [12]. There would have been other ISM bands, but they were either not practical
from the low-cost point of view or had some regulatory differences depending on the

geographical location [12].

Because the 2.4GHz ISM band is free and globally available, it is crowded. Heydon men-
tions that it includes technologies like Bluetooth classic, BLE, IEEE 802.11, IEEE
802.11b, IEEE 802.11g, IEEE 802.11n, and IEEE 802.15.4. In addition to this, many
proprietary radios use the 2.4GHz ISM band as well. There are also devices that emit
noise in that band, such as microwave ovens. With all this interference, it is almost im-
possible to develop a radio that would work consistently on this band. This is, unless the
radio uses adaptive frequency hopping (AFH) according to Hayden [12]. AFH adds ro-
bustness by detecting the interference sources and avoiding them in the future [12]. In
the wireless CAN application, this crowding is likely a smaller issue than in other appli-
cations. The wireless CAN will be used on Sandvik’s drilling machines operating at re-
mote mining sites. There will likely be less radio interference at these sites than in many

other environments where Bluetooth applications usually work.

One central feature of Bluetooth and BLE is a connection interval. According to Heydon,
it defines how often the master will talk to the slave [12]. This interval can be configured
with a 1.25-millisecond resolution, ranging from 7.5 milliseconds to 4 seconds. This is
why Table 1 presents BLE latency as ranging from 7.5 milliseconds to 4 seconds. The
connection interval directly affects the latency of a wireless CAN link. When trying to
build a link with the smallest possible latency, the smallest possible connection interval

should be used.

When Bluetooth 5.2 was introduced, new feature called Bluetooth ISOC was introduced
in it. ISOC stands for isochronous channels. ISOC introduces a new way of communica-
tion between BLE devices, and with ISOC, packet timing is no longer governed by the
connection interval but rather by the ISO interval. This interval can be adjusted with the

same 1.25 millisecond resolution as the connection interval, but the accepted range
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starts from 5 milliseconds and goes up to 4 seconds, as defined in the Bluetooth core
specification [13]. This has a positive effect on the latency, because the master can talk
to the slave more often and vice versa. This is also why BLE ISOC was chosen for the

development of the wireless CAN link.

Bluetooth LE protocol stack can be divided into three layers, which are the controller, the

host, and the application layer. Figure 2 below illustrates this division.

i ‘Application
i APP !

|r ____________________________________ i

vl Y iHost

i GAP |

i GATT 5

i ATT ] [ SMP !

i L2CAP !

FTTTT T eI i

L Y Controller
| L e

| PHY i

Figure 2. Bluetooth LE layers (Adapted from [14]).

The lowest layer presented in Figure 2 is the controller layer. This includes the physical
layer (PHY) and the link layer (LL). Additionally, the controller layer includes the controller
side of the Host Controller Interface (HCI). The host layer shown in Figure 2 includes the
host side of the HCI, the Logical Link Control and Adaptation Protocol (L2CAP), the At-
tribute Protocol (ATT), the Security Manager Protocol (SMP), the Generic Attribute Pro-
file (GATT), and, lastly, the Generic Access Profile (GAP).
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The uppermost layer is the application layer (APP), where the application-specific logic
is implemented. This is the layer where the application's business logic can be written.

In this work, the wireless link’s logic will be written on the application layer.

2.5.1 Bluetooth radio

As mentioned in Section 2.5, BLE operates in the 2.4GHz ISM band. According to the
core specification [13]BLE divides this 2.4GHz band into 40 channels, each with a 2MHz
bandwidth. These RF channels have center frequencies, which, according to the core

specification [13], can expressed with the following equation
fi = 2402 + 2k MHz,  k =0,1,...,39. (7)

In Equation (7) above, the k refers to the channel number. These channels are divided
into two different types of channels, the advertising channels and the data channels [12].
According to Heydon [12] there are a total of 3 advertising channels and 37 data chan-
nels. When a data connection is enabled, frequency hopping is used because of the
crowded nature of the ISM band. Because there are 37 data channels, according to Hey-

don [12], the hopping algorithm is defined as
fa+1 = (fa + h) mod 37. (8)

The f,,,1 refers to the next channel number that will be selected in Equation (8). The f,
refers to the current channel number and h is a hop value ranging from 5 to 16. According
to Heydon [12] this algorithm ensures that every frequency has equal priority regardless
of the hop value. To make this frequency hopping adaptive, both master and slave de-
vices keep a map of good and bad channels. If Equation (8) chooses a good channel,
then that channel is used normally. In case the equation chooses a bad channel, then
instead of using it, the bad channel is mapped onto a good one. Bad channels can be
caused, for example, by a Wi-Fi channel overlapping some BLE RF channels. Addition-
ally, if BLE ISOC is being used, the channel used by each subevent is calculated using

the adaptive frequency hopping algorithm [13].

To transmit data on the 2.4GHz ISM band, Bluetooth LE uses a modulation scheme
called Gaussian Frequency Shift Keying (GFSK). First, the AFH is used to select a good
channel, and that channel’s central frequency is selected to be the carrier frequency.
Then, to transmit a binary 1, the frequency is shifted up, and to transmit a binary 0, the
frequency is shifted down by the same amount. This up-and-down frequency deviation

depends on the selected PHY. With LE 1M PHY, the required frequency deviation is at
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least 185kHz, and with LE 2M PHY it is at least 370kHz according to the BLE low energy
primer [15].

Bluetooth LE defines multiple modulation scheme variants; these are referred to as
PHYs. The transmission speeds at the physical layer are measured in symbols per sec-
ond [15]. Because BLE uses binary modulation scheme, one symbol refers to one digital
bit [15]. Based on this, an equation for a maximum packet transmission time can be

derived to be

R ©)
tx RPHY.

The Equation (9) above describes the time, t,,, it takes to transmit a packet with a BLE
radio. Here Ly, is the length of the packet in bits and Rpyy is the PHY data rate in bits
per second. As can be seen from the equation, using 2M PHY instead of 1M, doubles

the transmit speed of the radio.

In addition to affecting packet airtime, the selected PHY also affects range. If the LE 1M
PHY is used as the baseline range, i.e. its range multiplier is 1, then the LE 2M PHY has
a range multiplier of 0.8 according to the primer [15]. This means that by doubling the

data rate, the range is shortened by approximately 20%.

2.5.2 Bluetooth isochronous channels

Bluetooth isochronous channels (ISOC) were introduced as part of the Bluetooth LE 5.2
standard. According to the primer [15] it was designed for time-bound data, with audio
being a good example. ISOC provides one critical improvement compared to normal
BLE, when it comes to latency. It was mentioned in Section 2.4 that BLE’s connection
interval is 7.5 milliseconds. ISOC introduces a new variable called ISO interval. This is
the variable that controls how often master and slave can exchange new data when using
ISOC. According to the core specification [13] the valid range for ISO interval is from 5
milliseconds to 4 seconds and it can be adjusted with a resolution of 1.25 milliseconds.
This shorter interval directly reduces the latency of the wireless link, as the two devices

can communicate more often.

In addition to reducing latency by using ISO intervals, ISOC also introduces subevents
to improve reliability. The subevents are an opportunity for the master and slave device
to exchange data. When using a normal BLE, connection events are used to exchange
data between the master and slave device. However, one connection event can only
handle one access address (AA) error or one cyclic redundancy check (CRC) error [4].

If more errors occur, the event is closed and the protocol must wait for a new connection
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event to exchange data [4]. This means that one connection event might only have one
transmission attempt. This is improved by BLE ISOC. When BLE ISOC is used and the
transmission fails in one subevent, then, according to Hermanns et al. [4], the protocol
will attempt a retransmission in the next subevent during the same CIS event. This pro-

vides a clear improvement to reliability.

According to the core specification [13], ISOC can be used to transfer data using two
kinds of modes: BIG and CIG. Based on the core specification [13], broadcast isochro-
nous group (BIG) is a collection of two or more, but a maximum of 31 broadcast isoch-
ronous streams (BIS). The core specification [13] mentions that a BIS is a way of trans-
porting data from a broadcaster to receivers. The primer [15] mentions that BIS is a uni-
directional data stream and it does not include an acknowledgment mechanism. A BIG
was designed so that one audio source device can transmit an audio stream to several

audio sinks [13].

Connected isochronous group (CIG), the other mode of communication, is similar to BIG
in that, according to the core specification [13], a CIG is a collection of two or more, but
a maximum of 31 connected isochronous streams (CIS). A CIS differs from a BIS in that
it is a point-to-point bidirectional data transportation stream with an acknowledgment
method [15]. Communication in a CIS occurs between a central device and a peripheral
device, or among multiple peripheral devices. One central device can be connected to

31 peripheral devices, each one through a different CIS.

The wireless CAN link requires reliable, bidirectional, point-to-point communication. For
this reason, CIG is the mode to use. Since the link only contains two devices, one central
(master) and one peripheral (slave) device, only one CIS inside the CIG shall be used.
CIS also implements message acknowledgment, so that is yet another reason to use
CIG instead of BIG.

CIG contains events called CIG events [13]. These events happen periodically over time.
A point at the beginning of each CIG event is called an anchor point and the time between
two consecutive anchor points is called ISO interval [13]. This is like the normal BLE
connection interval, with the difference that ISO interval has a minimum length of 5 ms
and can be adjusted with a 1.25 ms resolution. CIG events contain one or more CIS

events and all CIS events will be completed during the CIG event [13].

The CIS events can be split further into one or more subevents. Each subevent contains
two slots for a transmission. The central device transmitting to the peripheral device and
vice versa. The subevents have a minimum required interval of 400us meaning that two

consecutive subevents must be placed at least 400us apart. All subevents must fit into
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the same CIS event, although not all subevents need to be completed. If both transmis-

sions are successfully completed, then remaining subevents will not be used [13].
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Figure 3. CIS event with 4 subevents and 3 executed subevents (adapted from
[13]).
Figure 3 above shows one CIS event with 4 reserved subevents. The fourth subevent is
not used in this case. This indicates that the transmissions were successfully completed
within the first three subevents. The CIS anchor points can also be seen in the figure. A
CIS anchor point marks the start of the first CIS event in a CIG and as mentioned before,

and the time between two consecutive anchor points is called ISO interval.

Sub Sub
interval interval

SE length

Figure 4. Two CIS subevents (adapted from [13]).

Figure 4 provides a closer look into the subevents. Each subevent in the figure contains
two transmission possibilities. The central device is denoted as M or a master and the
peripheral device is denoted as S or a slave. In the first subevent, the master tries to

send data to the slave, denoted as M -> S. Then after a short delay, Tifs, the slave tries
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to send data to the master, denoted as S -> M. So, as described before, one subevent
contains the possibility of data transmission for both central and peripheral devices. The
core specification defines a length for a subevent. It is defined as shown in Equation (10)
below [13]

tse = tmptm + tifs + tmpts + tinss- (10)

Variable tg, in Equation (10) stands for subevent length, t,,,., stands for maximum
packet time for the master, t;;, stands for interframe space, t,,;s stands for maximum
packet time for the slave, and lastly, t,,;; stands for minimum subevent spacing. The
specification says that the minimum subevent space shall be 150 microseconds [13].
The specification also states that the interframe space shall also be 150 microseconds
[13]. The maximum packet durations are not fixed but depend on both the physical layer
(PHY) data rate and the size of the packets transmitted. Based on the value calculated

for the subevent length, the value for the subevent interval can be defined as follows

toub = Cse- (11)

Based on Equation (11) from the specification [13], the subevent interval tg,;, is greater
or equal to the subevent length t,.. The subevent interval can be greater than the subev-
ent length if there are multiple CIS events in a single CIG and the CIS events are inter-
leaved. However, as the link developed in this work will only contain one CIS, the subev-
ent interval will be equal to the subevent length. Defining the subevent interval allows for
calculating the ISO interval, given that the number of subevents is known. ISO interval

is defined
tISO = Nsetsub- (12)

In Equation (12) above from the specification [13], N, stands for the number of subev-
ents and tg,;, is the subevent interval defined earlier in Equation (11). However, there
are two additional restrictions for the iso interval t;s, defined in the specification [13] as

follows

5ms < tjg0 < 4000ms (13a)

tiso (13b)
1.25ms €N.
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These restrictions state that the iso interval must be at least 5 milliseconds and less than
4 seconds, shown in Equation (13a). The iso interval must additionally be an integer

multiple of 1.25 milliseconds, as shown by Equation (13b).

The equation defined above reveal how often data can be exchanged. However, they do
not define in what format the data is sent. On a higher level, the data is sent in a service
data unit (SDU). During a CIS event, one or more SDUs can be transmitted [13]. This is
controlled by the burst number (BN), which shall be non-zero for both devices for a bi-
directional link [13]. If the burst number is 1, then only one SDU per CIS event will be
transmitted. The same SDU can be transmitted during consecutive CIS events. The num-
ber of times the same SDU will be transmitted is controlled by the flush timeout (FT) [13].

If FT is 1, the same SDU will be transmitted only during one CIS event.

The SDUs are high-level data structures. So they are not the actual packets transmitted
over the air. The SDUs are converted into Protocol Data Units (PDU) by the controller.
One SDU can be converted into 1 or more PDUs [13]. PDUs are data structures that the
controller then transmits over the air. PDUs can be framed or unframed. Depending on
the type of PDU used, a single SDU can be segmented or fragmented into multiple PDUs
if the size of the SDU exceeds the maximum size of a PDU. Segmentation is a process
where one or more SDUs are divided into multiple framed PDUs [13]. Fragmentation is
a process where one SDU is divided into multiple unframed PDUs [13]. If framed PDUs
are used, then the PDU payload must contain one or more segmentation headers which
will increase the overhead and thus lower the amount of payload that can be transmitted
with a single PDU. Framed PDUs also introduce an additional latency caused by the
segmentation process. The latency of the framed PDUs can be calculated with the equa-

tion below

trpaurat = teigsync T thtISO + tsau- (14)

The above Equation (14), adapted from the core specification [13] describes the trans-
mission latency for the framed PDUs. The t.;4s,». describes CIG synchronization delay,
N¢. is the flush timeout count, t;, is the ISO interval and lastly ¢y, is the SDU interval.
According to the core specification [13], the CIG synchronization delay is equal to the
maximum time for the transmissions of PDUs of all CISes in a CIG in a CIG event. Addi-
tionally, the core specification [13] defines a similar delay called CIS synchronization
delay. The value for this is defined as the maximum time for transmission of PDUs of the
specified CIS in a CIG event. As mentioned previously, the link will only contain one CIS,
so the synchronization delay for both CIS and CIG events are equal. Maximum time of a

CIS event is described by the Equation (15) below
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ters = (Nse — 1)~ toyp + tmptm + tifs + tmpts- (15)

So, in Equation (15) the t.;s describes the maximum time for a CIS event. Since there is
only one CIS in a CIG, the CIG synchronization delay is equal to the maximum CIS event
time t.;s. The CIS synchronization delay is basically equal to the subevent length tg,;
multiplied by the number of subevents N, as seen from the Equation (15). Same CIS
synchronization delay is also included, when calculating the transmission latency for the

unframed PDU case. Unframed transmission latency is defined as
tpduLat = teigsync + thtISO — Lsqu- (16)

Equation (16) above describes the transmission latency for unframed PDUs. Unframed
PDUs do not include a segmentation header, but the unframed PDUs can only be used
if the SDU interval is equal to or an integer multiple of the ISO interval. SDU interval is a
configurable parameter, similar to ISO Interval and it can be set to be equal to the ISO
Interval. If the SDU interval is set to be equal to the ISO interval, and the flush timeout is
set to 1, then the latency for the unframed case simplifies to be equal to the Synchroni-
zation latency. In other words, the additional delay caused by the framing is the sum of
the ISO interval and SDU interval.

The specification defines the maximum PDU payload size to be 251 octets. If the maxi-
mum SDU payload size is set to be equal to the maximum PDU payload size, then one
SDU will always generate exactly one PDU. If the SDU size is greater than the size of a
PDU, then one SDU will create multiple PDUs. The central device and the slave device
can both send one PDU to each other during a one subevent according to the core spec-
ification [13].

LSB MSE

_____ A
Header FPayload MIC I
16 bits 0- 251 octets 32 bits :

Figure 5. Structure of connected isochronous PDU (adapted from [13]).

Starting from the least significant bit (LSB) and going towards the most significant bit
(MSB), the connected isochronous PDU contains a 16-bit header and a maximum of 251
bytes of payload. This can be seen from Figure 5 above. The PDU can also contain a 4-
byte Message Integrity Check (MIC) field, if the PDU is sent on an encrypted CIS. Adding
the MIC field to each PDU adds 4 bytes of overhead to every single packet transfer.
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Header
LLID NESM| SM | CIE | RFU | NPl | RFU Length
2 hits 1bit | 1bit | 1bit | 1bit | 1bit | 1bit 8 hits

Figure 6. Connected isochronous PDU header structure (adapted from [13]).

The 16-bit header of CIS PDU consists of the fields described in Figure 6. The link layer
(LL) handles these fields automatically. As mentioned earlier in this subsection, con-
nected isochronous streams contain acknowledgments. LL handles this acknowledg-
ment process, and the NESN and SN fields of the header, visible in Figure 6, are used
for this process. Before sending the PDU, the connected isochronous PDU is encapsu-
lated in a link-layer packet. These packets are different depending on what PHY is used

but if uncoded PHYs are used, the structure is the following:

LSB MSB
______ |

Preamble Access-Address FDU CRC C:Er;st;ann;i;:ne |

1 0r 2 octets 4 octets 2-258 octets 3 octets 16 to 160 us :

Figure 7. Link layer packet format for LE Uncoded PHYs (adapted from [13]).

In addition to containing the PDU, the link layer packet, seen in Figure 7, contains a
preamble, access-address, CRC, and possibly the constant tone extension field. The
constant tone extension is not used if the packet is sent on the isochronous physical
channel [13]. The cyclic redundancy check (CRC) field is used to detect corrupted or
invalid bits in the received packet. The access-address field is used to identify packets
that belong to a specific link. This is useful, as there are a limited number of RF channels,
and packet collisions are possible. The preamble is used to synchronize the receiver to
the incoming packet. The preamble’s length is dependent on the PHY used. When trans-

mitting data using the 2M PHY, the preamble is 2 octets long [13].

When calculating the maximum transmission times of PDUs, the overhead of the PDU
and the link layer packet must be taken into account. The amount of overhead depends
on the configuration. For instance, the link layer packet causes 8-9 octets of overhead
depending on the PHY used. The isochronous PDU in Figure 5 causes 2 to 6 octets of

overhead depending on if encryption is enabled.

The link layer’s acknowledgment process mentioned previously is described in more de-

tail below.
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Increment
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TX old data, set TX new data, set Received new Received old
SN =tSgNo SN =tSgMo data data, ignore

Figure 8. Link layer acknowledgment flow diagram (adapted from [13]).

The acknowledgment process that the link layer automatically implements for CIS is de-
scribed in the flowchart in Figure 8. The left side of the figure describes the process when
transmitting the PDU. If the transmit sequence number (tSqNo) matches the next ex-
pected sequence number (NESN) of the packet header, then it can be concluded that
the other device has not received the old data and it should be retransmitted. This is
because the NESN tells what data the other device is expecting to get next. PDU with
the current tSgNo has already been transmitted previously, so if the other device is still
expecting data with the same tSgNo, it has not received the previous packet. If the trans-
mit sequence number is not equal to the next expected sequence number of the previous
received PDU, then the data is new and should be acknowledged. The transmit se-

quence number is incremented, and new data is sent.

The reception logic is similar. There the link layer variable next expected sequence num-
ber (nExSqNo) is compared to the sequence number (SN) of the packet received. If the
sequence number of the packet matches the expected number, then the packet contains
new data, and the next expected sequence number is updated. If the sequence number
does not match the next expected sequence number, then the packet is a duplicate and

should be ignored.

Although from the flowchart described in Figure 8 it would seem that the retransmission

process could go on forever, the ISOC configuration parameters control what it the actual
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payload of the packet that is retransmitted. This is also mentioned by the core specifica-
tion [13], where it says that all devices acknowledge the packets at the flush point. This
means that even if the packet was not acknowledged, the flush point ends the link-layer

retransmissions.

2.5.3 Bluetooth LE 6.2

Bluetooth core specification version 6.2 [16] was introduced on November 3 2025. It
introduces one especially interesting improvement when considering low-latency appli-
cations. The minimum value of BLE connection interval was reduced from 7.5 millisec-
onds to 375 microseconds [16]. As the connection interval defines how often the central
and peripheral devices can exchange new data, it directly affects the latency. The re-

duced connection interval means that BLE can now achieve sub 1 millisecond latencies.

Unfortunately, the new specification was introduced only a month before this thesis was
started. The chip manufacturers usually take months to develop chips that support new
specifications. Even then, the new chips are probably in high demand, meaning they
would be quite hard to obtain. This sadly means that the new specification cannot be
used with the link developed in this work. However, some future considerations can be

made by looking at the specification.

At least two kinds of approaches with BLE 6.2 would be worth considering. It is known
that the more data the BLE packet contains, the more efficient the link is. This is because
less time is wasted transmitting the header bytes and more time is spent transferring the
actual payload. This sparks the idea that maybe the packet should fit as much payload
as it can. BLE packets fit 251 bytes of payload when using the data extension. This
technique would achieve the most efficient link in terms of throughput. However, trans-
mitting packets with the maximum payload size takes more time than transmitting smaller
packets; this is illustrated by Equation (9). This negatively affects the latency and inspires
the other idea. Maybe the latency should be optimized instead, and the link should use
the smallest possible connection interval. The amount of data the link is able to transmit
from central to peripheral and vice versa in 375 microseconds could be calculated. Then
it could be compared with CAN buses maximum throughput and determined if the link
would have enough throughput to work on the machine. This strategy would achieve the
smallest possible latency but not the most efficient link as the header’s portion of the
whole packet would be much larger in this scenario. The best solution would likely be

some optimized balance between the highest thruput and lowest balance.

These scenarios do not consider any retransmission. Retransmissions would also need

to be implemented, as the link must be reliable. Additionally, some kind of event
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scheduling should probably be implemented to avoid packet collisions between the two
devices. Bluetooth LE ISOC implements this by creating subevents inside the CIS
events. Each subevent contains a slot for the central device and for the peripheral device
to transmit data. Kvaser uses a similar approach, where their devices rely on a time
division multiple access scheme according to their Air Bridge installation guide [17].
Kvaser devices run in cycles of 4.8 milliseconds. Each cycle is divided into two 2.4 milli-
second slots [17]. During one slot, one device transmits, and the other one receives; then

during the second slot, the roles are switched [17].

2.6 Existing wireless CAN bridges

There are multiple commercially available wireless CAN bridges. Table 2 below lists
some of the available options. It should be noted that very few of the commercially avail-
able options listed all the values that are important when evaluating if the bridge would
function with a drilling rig. For instance, most of the technical documentation reports that

some messages might be lost due to interference, but no metrics of this are provided.

Table 2. Comparison of commercially available wireless CAN bridges.

Kvaser Air Bridge M12 | CANblue Il 2 WiCAN Rugged OEM

Latency 25-7.5ms[18] 4 ms [20] -

Thruput 2 x 2100 msgs/s [18] 2 x 2000 msgs/s | 1 Mbps [22] 3
[20]

Technology | Proprietary [18] Bluetooth classic | Wi-Fi 802.11b/g/n [22]
(v4.0) [20]

Cost' 425€ [19] 517€ [21] 269€ [22]

Manufac- Kvaser HMS Networks White Bream

turer

"Cost is reported as per device cost. Forming a bridge requires two devices
2 The latency and thruput values reported for the SHORTEST_LATENCY mode
3 Device is reported to support 1Mbps CAN bus, thruput may be lower or higher

Based on Table 2, Kvaser Air Bridge and CANblue Il have very similar latencies.

Kvaser’s datasheet [18] reports that the latency is typically in range from 2.5 ms to 7.5
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ms. The extended user manual of CANblue Il [20] reports that the latency of CANblue Il
is approximately 4 ms on average. White Bream does not report any latency for its de-
vice. It could be assumed that the latency is anywhere from 1 ms to 100 ms, since it uses

Wi-Fi as the underlying technology.

The throughputs of the Kvaser and HMS devices are also very similar, Kvaser having
slightly higher message throughput. Kvaser’s datasheet states that its maximum mes-
sage rate is 2100 messages per second in both directions [18]. Similarly, CANBlue Il is
reported to support a message rate of 2000 messages per second per direction in the
shortest-latency mode. White Bream does not report the message rate of its device. It
reports the device supports 1Mbps CAN bus. However, this does not necessarily mean
that the bridge would be able to transmit all the messages of 1Mbps bus. Kvaser’s bridge
also supports 1Mbps bus, but it can only transmit 2100 messages per second per direc-
tion. However, Wi-Fi throughput can be measured in gigabits, so it could be assumed

that the throughput of the bridge is not the bottleneck.

All the devices in Table 2 work on the 2.4GHz ISM band. WiCan uses Wi-Fiand CANblue
Il uses Bluetooth Classic, as seen from Table 2. Kvaser uses its own proprietary radio
protocol. They do mention that the protocol uses frequency hopping spread spectrum
(FHSS) for reliability and GFSK as the modulation scheme [18]. As mentioned earlier in
Subsection 2.5.1 BLE uses GFSK as well, but instead of using FHSS, it uses adaptive
frequency hopping (AFH). FHSS and AFH are similar, both are used to reduce interfer-
ence. In addition to hopping on different channels, AFH can detect noisy channels and
avoid them in the future. FHSS just very rapidly switches channels without caring about

the channel quality.

All the devices mentioned in Table 2 are quite expensive. To replace one wired CAN bus
with Kvaser’s solution, the cost is going to be 950 euros. CANblue Il has a similar price
range costing 1034 euros to create a bridge. WiCAN is quite a bit cheaper than the latter

two, but it still costs 538 euros to form a CAN bridge using it.

Out of the three options presented in Table 2, Kvaser’s link seems to be the best. It is
more affordable than CANblue Il. It also has a slightly higher message thruput than
CANDlue Il while the latency for both is similar. The Wi-Fi based WiCAN does not provide
latency information, which is crucial for real-time control systems. This is why it is deter-

mined to be the worst of the three.

When implementing the CAN link of this thesis, Kvaser Air Bridge M12 could be used as

the best commercial comparison. The Kvaser device seems to have low-enough latency,
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so it could work on a drill rig. However, the maximum message thruput of Kvaser’s device

could be too low for message bursts.
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3 SYSTEM ARCHITECTURE AND DESIGN

Bluetooth LE was selected as the radio technology for the wireless CAN link. More spe-
cifically, BLE ISOC was selected. This is because of the latency improvement it provides
compared to normal BLE mentioned in Subsection 2.5.2. It was also mentioned in Sub-
section 2.5.2 that ISOC offers greater reliability than normal BLE, which was another
reason to choose ISOC. This sets a requirement for the BLE development kits, which
are used to implement the link. The development kits must support at least BLE version
5.2. Another requirement for the development kits comes from CAN. CAN requires a
dedicated CAN controller to handle messages. One possibility is to have an external
CAN controller and connect it to the development kit through serial peripheral interface
(SPI), for example. Another, better possibility is that the development kit has an inte-
grated CAN controller. This is better, as the SPI introduces some additional latency when

compared to an integrated controller.

Since the link is made of two BLE devices, two development kits are required. From a
hardware perspective, both ends of the link are identical. Each end contains a microcon-
troller unit (MCU) with the BLE radio controller and CAN controller built in. A CAN trans-
ceiver is connected to both boards. This is required to interpret the CAN frames from the
CAN bus.

oo Central ________ I Peripheral ________

BLE radio / MCU (-

1

-» BLE radio / MCU

I

CAN transceiver CAN fransceiver

Figure 9. High-level BLE link setup.
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The link setup is seen in Figure 9. Although both ends of the link are identical when
considering the hardware, the other end is labeled central, and the other is labeled pe-
ripheral. This is because BLE always has one central and one or more peripheral de-
vices. So, from BLE’s point of view, the link ends are not identical, but one is central and

one is a peripheral device.

3.1 Hardware setup

There were multiple different MCUs that were considered for the link. The first MCU that
was tested was a Silicon Labs EFR32MG24-based development kit. This was before
determining that ISOC was the best approach. This MCU was paired with an external
CAN controller, TCAN4550-Q1, from Texas Instruments, as the Silicon Labs MCU did
not have an integrated CAN controller. The TCAN4550-Q1 had an internal CAN trans-
ceiver [23], so an external transceiver was not needed. The CAN controller was con-
nected to the MCU through a serial peripheral interface (SPI). This MCU supported BLE
and other 2.4GHz radio standards, including proprietary mode [24]. In proprietary mode,
the radio could be used with no higher-layer protocol timing constraints. This made it
possible to achieve great latencies. However, the self-implemented radio protocol was
not very reliable, and the SPI transfers between the CAN controller and MCU became a

bottleneck.

After deciding to use BLE isochronous channels as the wireless technology for the link,
two of Infineon’s CYW920829B0M2P4TAI100EVK boards were ordered. This evaluation
kit (EVK) was chosen because it had a built-in CAN controller. Previous experiments with
the external CAN controller showed that SPI was too slow, and an integrated CAN con-
troller was now one of the requirements. The EVK was also supposed to support BLE
5.4 according to the product website [25]. At least a board with fully supported BLE 5.2
was required, as ISOC was introduced in the 5.2 version. The kits were tested with code
examples provided by Infineon. Infineon has an ISOC code example for the central [26]
and for the peripheral [27] device in GitHub. Upon testing the board with Infineon’s ISOC
examples, it was determined that the boards did not support ISOC. The example did not
function properly, the reason being the older BLE chip revision BO. This was also con-
firmed by a discussion on Infineon’s developer forum [28], where it was said that ISOC

demos are not supported by the BO revision chips.

The third and chosen MCU was another Infineon board, CYW920829M2EVK-02. This
board comes with the two versions of the BLE chip: version BO and B1. There was no
B1 revision available for the CYW920829BOM2P4TAI100EVK. This is why two
CYW920829M2EVK-02 evaluation kits with B1 chip revision were ordered. According to
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the user manual for the CYW920829M2EVK-02 [29], the board supports BLE 5.4, and
the manual mentions CAN FD, indicating that the board also has an integrated CAN
controller. The existence of the integrated CAN controller was confirmed in the forum

discussion [28].

As Infineon’s MCU already contains a built-in CAN controller, there is no need for an
external one. This means that communication with the controller is not done by SPI. Even
though the CAN controller is built into the board, a CAN transceiver is still required. The
transceiver enables connection to the CAN bus and decodes the differential voltages into

a bitstream that the CAN controller can interpret.

In addition to the EVKs and transceivers, other devices were also used during the devel-
opment. A device called CANalyzer was used to transmit dummy CAN messages to an
empty CAN bus. This made it easy to test whether the link can forward CAN frames
successfully. The CANalyzer can also read messages from the CAN bus, so the mes-
sages sent by the other end of the link can be read with it. To measure execution times,
an oscilloscope was used. The oscilloscope could be connected to a free General-pur-
pose input/output (GPIO) pin and the pin could be triggered from the software. Addition-
ally, some cables, such as micro-USBs, were used to power the EVKs and to obtain

serial data from them. Jumper cables were used to connect the transceivers to the EVKs.

3.2 Testing during development

Testing the link during development is essential. The tests can confirm whether the link
is functioning as expected. Testing also helps to determine the latency and reliability
during development. There were three main ways the link was tested during develop-
ment before the final tests on a real or simulated machine. The first method of testing
was very simple. Internal application-level counters were implemented on both boards.
These counters were periodically printed on a serial console. These counters could be
used to verify that the boards were receiving CAN traffic over the BLE or the wire. This
means that counters were used mainly to verify that the software logic was working as
expected. However, these input/output (1/0O) operations are very slow, so the serial con-
sole method could not be used to determine any time-critical logic, nor could it be used
at the same time while measuring time-critical operations. This brings us to the second

way of testing.

An oscilloscope can be used to measure voltages from the board’s general-purpose in-
put/output (GPIO) pins. In this case, the board could be configured to pull up a certain

GPIO pin when the execution of some code block starts and pull it down when the
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execution ends. Then the time in between the rising and falling edge could be measured
to get a very accurate execution time for the block. This is how the CAN read and write
operations were timed along with some ISOC operations. This helped identify the oper-
ations that require the most time and see whether something is executing longer than

expected.

The two methods above do not provide a way to test how the whole link is functioning.
The third way of testing was designed to do just that. The idea of the test is to measure
the latency and the reliability of the link. This test method could also be used to determine
if there is a bus load limit at which point the link no longer functions as expected. To
make this way of testing possible, an external device capable of reading and writing CAN
messages was used. This device is called CANcaseXL made by Vector Informatik
GmbH. It contains two CAN channels, and according to the user manual [30] it can read
CAN frames with both 11-bit and 29-bit identifiers. CANcaseXL can be connected to a
computer through a USB cable and used with a software called CANalyzer, also devel-
oped by Vector Informatik GmbH. The user manual reports that the hardware accuracy
of the device is 1 microsecond and the accuracy of the software is 100 microseconds
[30]. This means that the timestamps of the logs recorded with the setup have some
inaccuracies. From this point forward, the setup where a combination of CANcaseXL and

CANalyzer is used is only referred to as using CANalyzer.

CANalyzer can be configured to record CAN frames it reads to a log file. It can also be
configured to replay CAN messages from a log file. This means that a script can be
written to generate a properly formatted log file containing any number of CAN mes-
sages, with any interval between messages. Three Python scripts were written for this
purpose. One script can generate CAN messages with a fixed time interval between
messages and rolling counters as the payload. The generated messages are then written
to a log file. This script can be configured to generate a log file of a fixed duration, with
the number of messages in the file computed based on the log’s duration and the mes-
sage interval. It can also be configured to specify which channels the messages should
be written to. Since CANalyzer has two channels, messages can be written to channel

1, channel 2, or both. This way, both directions can be tested individually or together.

The second Python script was written to generate a similar log file, but instead of a fixed
interval between messages, messages were generated in bursts. With this script, burst
size, the intra-burst interval, and burst interval could be configured. Burst size refers to
the number of messages in each burst. Intra-burst interval means the time between two
consecutive messages in a burst. Lastly, the burst interval is the time between two con-

secutive bursts, measured from the first message of each burst.



31

The last Python script was written to analyze the log file that the CANalyzer saves during
the replay of the generated log. Because the generated messages include a rolling coun-
ter, the analyzer script can detect all order changes and dropped messages. In addition,
the script can calculate the latency of each individual message based on the CANalyzer
timestamps. However, these latencies will have small inaccuracies as the timestamping
mechanism is not perfectly accurate, as stated earlier. The figure below represents the

test setup used with the generated scripts.

Central R et BLE---------- - Peripheral
‘EAN transceiver ‘EAN transceiver
Channel1 Channel2.

Log file recorded
during replay

Zenerated log file

to be replayed CANalyzer

Figure 10. Test setup using CANalyzer and generated log files.

In Figure 10, CANalyzer’s channel 1 is connected to the central device. CANalyzer can
both write messages from the log on that channel and read the messages the Central
writes on the channel. CANalyzer's channel 2 is connected to the peripheral device in
the figure’s setup. Similarly, CANalyzer can write messages from the log to this channel
and read messages the peripheral writes to the channel. Every message CANalyzer
writes to or reads from any channel is saved to a log file that CANalyzer produces during
the test. The central and peripheral are connected through the Bluetooth LE CIS channel,
indicated by a dotted two-way arrow. The transceivers are the physical-layer components

that the CAN controllers on the boards require to interpret messages from the channels.

The test setup described in Figure 10, along with the analyzer script, enables compre-
hensive testing of the entire link. The link can be tested under steady or bursty loads. It

can also be tested on a near-empty CAN bus or on one at maximum capacity. It enables



32

testing by sending messages in both directions. Additionally, it enables testing the effect
of busload on latency and drop rate. This is great, as it provides valuable insight into how
large loads the link can handle. This can be used to determine if the link is ready to be

tested on a real machine.

3.3 Software architecture

This section describes the software's design choices in depth. Section 2.5 illustrated dif-
ferent layers of BLE in Figure 2. The software developed in this thesis is developed on
the application layer, the uppermost layer of Figure 2. Different parts of the software logic

can be visualized as flowcharts.
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Figure 11. Software logic during a CIS event from Central’s perspective.

Figure 11 above describes the software logic during a single CIS event on the central
device. The two colored boxes will be expanded to their own flowcharts later. CIS anchor
points were added to the flowchart to indicate when the CIS event begins and ends.
Subevents were also added to the flowchart to highlight that packet transmission and
reception occur within the subevents. If the flowchart described the peripheral device,
the only difference would be that packet reception within the subevent occurs before
sending; otherwise, the logic would be the same. It should be noted that if the transmis-
sion is successful in the first subevent, the second subevent is not used and packet

decoding starts immediately. This flowchart’s logic will repeat indefinitely once the
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devices are turned on and pairing is completed successfully. In addition to the logic pre-
sented in Figure 11, the reception logic of CAN messages, coming from the bus, is lis-
tening for hardware interrupts from the CAN controller. This is very difficult to describe

smoothly in the same flowchart, so it was left out and is described separately later.

The packet sending, resending, and reception described in Figure 11 are handled by the
lower levels of the Bluetooth LE stack. This means that these functionalities are not im-
plemented by the application layer. However, the data being sent over the link is created
on the application layer, and decoding the received data is also handled by the applica-
tion layer logic. Additionally, the reception and transmission take processing time away

from the application layer, so they are described in the flowchart.

During the first subevent, the central device tries to send a packet. This packet contains
data from the SDU created during the previous CIS event. After this, the central device
either receives a packet from the peripheral device or does not. If the packet is not re-
ceived, or the previous packet is not acknowledged according to the ISOC acknowledg-
ment process described in Figure 8, then the same packet is retransmitted during the

next subevent.

If a correct packet is received during the first or second subevent, then it is decoded on
the application layer. A correct packet is mentioned here because it is possible to receive
duplicate packets, which are automatically ignored by the lower layer of the BLE stack,
as explained in Figure 8. This decoding process is illustrated by the green rectangle in
Figure 11. If no packet is received at all then no decoding is done as there is nothing to

decode. Instead, the logic just skips to constructing a new SDU.

The new SDU construction process, described by a purple rectangle in Figure 11, is the
logic responsible for adding CAN messages received from the CAN bus into an SDU.
This SDU will be sent during the next CIS event. Constructing the new SDU is the last

thing done in a CIS event and after that a new CIS event starts.
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Figure 12. Decode BLE packet and send the CAN frames from it to the CAN bus.

Figure 12 describes the process of decoding a received PDU and sending the frames

from it to the CAN bus. Since BLE packets can have variable payloads, the receiving

device needs a way to determine exactly how many messages are in the packet. It was

decided that the first byte of the packet should be reserved to store the packet's

message count. The first thing after receiving a packet is to read the first byte to

determine the number of messages in the packet. After this, a variable is initialized to

track the current bit position in the packet. This helps to read the messages from the

packet. As the first whole byte is reserved for the count, the index variable is initialized

to 8, the first bit after the count byte.

If the message count in the BLE packet is zero, the radio buffer can be emptied, as it

contains no CAN messages. If the message count is not zero, the first CAN frame

header is read. Along with other fields, the header includes the Data Length Code

(DLC). This tells the length of the CAN message’s payload in bytes. Since the payload
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length can range from 0 to 8 bytes, it is important to know how many bytes of payload
there are. If there is payload, then that is read based on the DLC value. After this, the
message count is decreased. This is important, as the reading is stopped when the
message count reaches zero. If there is no payload, the message count is reduced by
1 without reading anything besides the header. The index variable is then incremented
by the number of bits in the header and the number of bits in the payload. This way the
index once again points to the first bit of the next CAN message’s header. Finally, the

CAN message is stored to a temporary buffer to wait until all the messages are read.

Next, the message count is checked. If the count is not zero, then the reading process
described above is repeated until the count reaches zero. If the message count has
reached zero, then the packet no longer contains messages, and there is no need to

read more messages.

The messages stored to the temporary buffer can now be written to the TX buffers of
the CAN controller. Then the buffers need to be triggered to send the messages to the
CAN bus. After doing this the temporary buffer is flushed. The RX radio buffer is
flushed too as it no longer contains new data. To get a better picture of the read

operations presented in Figure 12, Figure 13 below was created.

. 251 Byte .
I
; —
l { [
f— 24-88bits f——— 0-G4bits

24bits
1 Byte

D: SDU, maximum length is 251 bytes

D: Custom header, contains the CAN frame count

D: CAN frame, length varies from 24 to 88 bits depending on the size of the payload
D: CAN frame header, size is fixed 24 bits

= CAN frame payload, size varies from 0 to & bytes

Figure 13. Abstraction of a custom SDU containing CAN frames.

Figure 13 above represents a custom SDU structure designed to carry CAN frames.
The size of the SDU here is limited to 251 bytes, as that is the maximum size of a PDU,
and this way, one SDU produces only one PDU. As mentioned earlier, the very first
byte of the packet contains the message count. This is illustrated by the purple box in
Figure 12. One byte is sufficient to represent the packet's message count. One byte

can represent values up to 255. SDU can fit most messages when all the messages
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have a payload length of 0. In this case, each message takes up 24 bits of space. The
SDU can fit at most 62 messages, each of length 24 bits. So the SDU can fit less
messages than the maximum value of the count byte, and this ensures that the count
byte will not wraparound. The header is assumed to have a length of 24 bits (3 bytes)
here. This differs from Section 2.3, which stated that the header contains only 16
valuable bits, which could fit into 2 bytes. However, since the Infineon boards are using
a CAN FD controller, two additional fields are added to the header. The fields are
Frame data format (FDF) and bit rate switch (BRS). This means that the header bits

cannot fit into 2 bytes. This is why 3 bytes were reserved for the header.

The blue filled boxes in Figure 13 represent CAN messages. The length of these can
range from 24 to 88 bits, depending on the payload length, as indicated by the DLC
field in the header. These CAN frames can still be divided into two sections: the
header, represented by red boxes, and the payload, represented by green boxes. The
headers are fixed in length, always 24 bits long. The payload can vary from 0 to 8
bytes. It should be noted that the payload can only be an integer number of bytes. So,
a more accurate way to describe the CAN message length is that it ranges from 24 to
88 bits with 8-bit resolution.

Now that the SDU structure has been introduced, the last step of Figure 11 can be
explained. It is about the construction of an SDU. In Figure 11, this is presented by the

box with a purple background.
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Figure 14. Application level SDU construction logic.

Figure 14 above illustrates the process for constructing an SDU that contains CAN
messages. Messages from the buffers are always read using the First-In, First-Out
(FIFO) principle to avoid huge latency spikes. Following this idea, the oldest message
from the overflow buffer is read. This is a buffer where the messages that did not fit into
a previous SDU were added. The overflow buffer is processed first as it contains
messages that are already delayed, and too much delay causes the data in the

messages to become irrelevant.

Next, it is checked if the message from the overflow buffer fits into an SDU. If it does
not fit, it means that multiple messages from the overflow buffer have already been
added to it. At this point, the reading from the overflow buffer is stopped, and the

reading of the messages in the CAN buffer is started. If the message from the overflow
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buffer does fit into the SDU, it is added there. After this, the message is removed from
the overflow buffer. Next, it is checked if the overflow buffer is empty. In case it is not
empty, the process is repeated until the buffer is empty or the SDU can no longer fit
more messages. If the buffer is empty, messages from the CAN buffer are read next. It
should be noted that if the overflow buffer contains no messages in the beginning, then

reading it is skipped entirely, and only the CAN buffer is read.

The CAN buffer is the array that contains messages received from the CAN controller’s
RX FIFO through interrupts. The oldest message from this buffer is read first. If this
message fits into the SDU, it is added to it and deleted from the CAN buffer. If it does
not fit into the SDU, then the free space in the overflow buffer is checked. The
message is added into the overflow buffer and deleted from the CAN buffer if it fits
there. If the message does not fit in the SDU or the overflow buffer, it is dropped and

lost forever.

This read loop is repeated for the CAN buffer until it is empty and all the messages
from it are either in the SDU, in the overflow buffer, or dropped. It should be noted that,
just like the overflow buffer, the CAN buffer can also be empty. In this case the CAN
buffer logic is just skipped. In case both of the buffers are empty, the whole SDU

construction logic is skipped, and a null SDU is sent instead.

As mentioned earlier, the CAN buffer is filled by the interrupt logic. The interrupt logic is
executed every time the software receives an interrupt from the CAN controller. Some
parts of the code are interrupt-protected. This means that when the protected areas are
being executed, the interrupts cannot stop the execution. In these cases, the interrupt
logic is run after the protection is disabled again. The figure below describes the

interrupt logic.
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Figure 15. RX FIFO interrupt logic.

The incoming CAN message handling starts when the application receives an interrupt
from the CAN controller, as seen in Figure 15. The RX FIFO fill level is checked first. If
the FIFO is not empty the message at the position, pointed by the get index, is read. If
there is space in the CAN buffer for the message, it is added into it, and the next
message is read from the FIFO, if any. If there is no space in the CAN buffer, the
message is added to the overflow buffer. If there is no space in the overflow buffer
either, the message is dropped and the next message is read from the FIFO. This
reading process is repeated until the FIFO is drained, at which point all the consumed
elements are acknowledged so the controller knows they are free. The normal
execution logic described in Figure 11 continues after this until a new interrupt is

received.

This interrupt logic can be optimized using direct memory transfer (DMA). When an
interrupt is received, DMA can be triggered to transfer the message from the CAN
controller's FIFO to a memory buffer in random access memory (RAM). This does not

require as much work from the MCU's central processing unit (CPU).
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3.3.1 ISOC to transmit messages

The application can be designed to use the ISOC optimally, leveraging the Bluetooth
core specification, the CAN specification, and the link requirements. Based on the re-
quirements, the link should achieve as low latency as possible while keeping the drop
rate as low as possible. It is also known that the link will be used with a 500 kbit/s CAN
bus. Based on Equation (6), the effective data rate of 500 kbit/s CAN bus is approxi-

mately R.rr =~ 360 %it. This means that at maximum capacity, the link should be able to

transmit messages at a rate of Ry.

Since latency must be as low as possible, the minimum ISO interval of 5 milliseconds
must be used. This is one of the variables that directly affect latency, as it determines
the minimum interval at which new data can be sent over the link. Other variables affect-
ing the latency are the flush timeout (FT) and the PDU format. FT describes the number
of CIS events the data stays transmittable in the radio buffer. In other words, if the PDU
transmission fails during the first CIS event, the remaining FT number of CIS events can
be used to transmit the PDU. This also means that no new data can be transmitted, as
the subevents of the CIS events are used to retransmit the old data. This, in turn, means

latency increases, which is not preferred. Because of this, FT value of 1 shall be used.

There are two PDU formats: framed and unframed. As discussed in Subsection 2.5.2,
using the framed PDU format reduces payload capacity and increases latency. The la-
tency difference between the two modes is clear when comparing Equations (14) and

(16). Since the unframed mode offers a lower latency, it will be used.

Since one of the requirements is to minimize drop rate, as many subevents as possible
should be used. Each subevent increases reliability by providing an opportunity for the
central and peripheral to transmit or retransmit PDUs, as mentioned in Subsection 2.5.2.
There is a maximum number of subevents that can be fitted inside a CIS event. This is
defined so that the ISO interval must be greater than or equal to the total time used for
subevents. This is described by Equation (12) from Subsection 2.5.2. The time required
for a single subevent is, in turn, given by Equation (10). Equation (10) shows that varia-
bles affecting the subevent length are subevent interframe space, minimum subevent
spacing, and the transmission time required for both devices to transmit their PDUs. The

transmission time is dependent on the PHY data rate used and the side of the PDU.

The maximum size for a PDU is 251 bytes as mentioned in Subsection 2.5.2. This also
sets a requirement for the maximum SDU size. Since one SDU is intended to be trans-
mitted during one subevent, only one PDU should be generated from the SDU. This is

the case if the maximum SDU size is less than or equal to the maximum PDU size. To
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make the packet transfer as fast as possible, the 2M LE PHY should be used. It was
mentioned in Subsection 2.5.1 that the transmit time of a packet is determined by Equa-
tion (9). It was also mentioned that because Bluetooth LE uses a binary modulation
scheme, the 2M PHY provides a bitrate of 2 Mbit/s. 2M PHY provides the highest bitrate,
so it will be used. The packet size can be adjusted to be smaller if needed, but initially,
a packet size of 251 bytes will be used. This provides the highest throughput for the link
when only SDU is transmitted during one subevent. The maximum possible CAN mes-

sage throughput for the link can be calculated using Equation (17) below

1000 bit (17)

Roneway = PDUPay ' byte'

tiso

In Equation (17), the Ryy,ewqy describes the throughput of CAN messages in one direction
through the link. Because the link is symmetrically configured, the throughput from the
central to the peripheral and from the peripheral to the central are identical. Variable t;,
in Equation (17) is the time interval between two consecutive packets, sent in two con-
secutive CIS events. It is essentially the ISO interval, expressed in milliseconds per
packet. The Bppypqy is the payload size of a single PDU in bytes. The structure of the
SDU payload was already defined in Section 3.3 in Figure 12. Since it was decided that
one SDU should produce one PDU, the PDU's payload is defined in the same way. This
means that out of the maximum 251 bytes, 1 byte is used to keep count of the CAN
messages in the packet, and the other 250 bytes are used to store them. The maximum

throughput is then calculated as defined in Equation (18) below

1000 byte _ bit kbit (18)
Rmaxoneway = ——ms packet. byte - s
packet

As mentioned previously, subevents provide an opportunity to transmit data in both di-
rections of the link. Since the link is symmetrically configured, the total throughput in both
directions is just twice the throughput in one direction. This is illustrated by Equation (19)

below

Rtwoway = 2Roneway- (19)

Following Equation (19), the maximum throughput of the two-way communication can be

defined to be 2 times the maximum throughput of one direction

kbit kbit (20)
RmaxTwoway = 2RmaxOneway =2 4OOT =800 T
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Equation (20) states that the link's maximum throughput is 800 kbit/s. This is more than
the maximum throughput of the CAN bus. However, in the worst-case scenario, all the
messages in the bus are going in one direction at maximum bus load. In this case, valu-
able CAN data is arriving from the bus at a rate of R.;r. Even though the link should be
able to handle this in theory, since the Ry,qxoneway is greater than the R.ss, the bus's
efficient data rate approaches the link's maximum throughput. Additionally, processing
CAN messages takes time, which may reduce the link's throughput. Luckily, the bus is
not at the maximum load all the time but rather in short bursts. This is why buffering

messages can solve the problem.

To determine the maximum number of subevents that can fit within a single 5-millisecond
CIS event, the transmission time of a single maximum-size PDU must be calculated. As
mentioned before, the transmission time depends on the number of bytes transmitted
and the selected PHY. The selected PHY is the LE 2M PHY, and the PDU size is 251.
However, as described in Subsection 2.5.2 and Figure 7, the PDU is transmitted in a
link-layer packet. This packet, along with the PDU described in Figure 5, contains over-
head that must be considered. The total packet overhead in bytes can be described with

Equation (21) below

BtotalODerhead = BLLpacketOverh + BPDUOverh- (21)

In Equation (21) the link layer overhead is described by B, packetovern i bytes. As al-
ready discussed in Subsection 2.5.2, the link layer packet causes 9 bytes of overhead
when using 2M PHY. The PDU overhead Bppyovern IS 3 bytes when the encryption is not
enabled. Two bytes of this come from the header and 1 byte from the fact that the first
byte of the payload is used to keep count of the CAN messages in the packet. Now that
the total overhead is known, the total packet size in bytes can be described by Equation
(22) below

BmaxPacket = BPDUPay + BtotalOverhead- (22)

By substituting the known values into Equation (22), the total number of bytes in the

maximum-size PDU is presented by Equation (23) below

byte byte byte byte
y 49 y 43 y 2 y (23)

Binaxpacket =

packet packet packet packet’

Now the time to transmit a B,,,vpacker Siz€d packet can be calculated. As the link is

symmetrical, the transmission takes the same amount of time to both directions. By
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adapting Equation (9) presented in Subsection 2.5.1, the maximum time can be pre-

sented with Equation (24) below

bit 24
8 W BmaxPacket ( )

Umptm = tmpts = R
PHY

Here the t,,,m refers to the maximum packet time from central to peripheral and ¢,
to the maximum packet time from peripheral to central. Known values can be substituted

into Equation (25) to obtain the maximum transmit times

bit byte byte byte (25)
8 byte (250 packet +3 packet +9 packet) N
tmptm = tmpts = - = 0,001048 .
bit packet
2000000 e

Equation (25) reveals that sending a maximum-size PDU takes 1048 microseconds. Now
that the maximum transmission time is known, Equation (10) can be used to calculate

the subevent length.
tse = 1048us + 150us + 1048us + 150us = 2396us. (26)

Equation (26) shows that one subevent length is 2396 microseconds. This means that
one CIS event can fit 2 of these subevents. This is because Equation (12) evaluates to

be true if the known values are inserted into it, as shown below
5000us = 2-2396us. (27)

As shown by Equation (27), one CIS event can fit two subevents when using LE 2M PHY
and a PDU size of 251 bytes. More subevents could be used if the PDU size was low-
ered. So, a configuration with lower throughput, but higher reliability could be tested, just
keeping in mind that Equation (12) holds true. Figure 15 below illustrates the CIS event

timings that were calculated above.
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Figure 16. CIS event with two subevents and theoretical timings.

In addition to transmitting and receiving data during a CIS event, both ends of the links
should read messages from their CAN buses and forward the messages received over
BLE to their CAN buses. All of this takes time from the processor, and from Figure 16 it
would seem that there is not enough free time to execute all the CAN-related logic. How-
ever, the figure's description does not accurately reflect CPU usage. For example, during
the reception, the radio does not require CPU action until the packet is completely re-
ceived. This means that the CPU is free to do other tasks for the whole duration of the
reception. So, even though the figure accurately represents the CIS event timings of the
link, it does not represent the CPU usage. Whether there is enough time for all the CAN

logic can, in fact, be determined when the link is implemented.

3.3.2 Message buffering

Buffers can be used to temporarily store data while it waits to be moved elsewhere. Buff-
ers are commonly categorized as hardware buffers, implemented in peripheral hardware,
and software buffers, implemented in main memory and managed by software. The CAN
controller, for example, stores the messages it receives into hardware buffers. The mes-
sages from those buffers can be read into a software buffer. The link developed in this
thesis includes both types of buffers at multiple locations. Both CAN and BLE controllers
use hardware buffers to store received data and data to be transmitted. There are two
main software buffers implemented on both the central and peripheral devices. One of

these buffers is called a CAN buffer, and the other one is called an overflow buffer.
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Buffers are often limited in size, and this holds for all buffers in this work. The software
buffers could be made to be dynamic in size, meaning that more memory could be re-
served as the buffer grows. However, memory operations are often slow, and there is no
real reason to use dynamic buffers here. Because the buffers are fixed in size, they can
completely fill up. This is why it is important to make sure that the buffers are large
enough and that no data is written to a full buffer. Buffers should not be too long either,

as then they occupy unnecessary space.

The CAN controller contains two buffers: the receive (RX) buffer and the transmit (TX)
buffer. The RX buffer stores all CAN frames received from the CAN bus. The TX buffer
is used for messages the controller wants to transmit over the bus. Both RX and TX
buffers can be configured in software to operate in different modes. They can be config-
ured as FIFO buffers, message-priority-based queues, or dedicated buffers. The size of

these buffers can also be configured.

BLE controller contains very similar buffers. It contains TX and RX radio buffers. The
PDU is first written to a TX radio buffer and then transmitted by the ISOC protocol at the
correct time. When receiving a PDU, it is written to the RX radio buffer. The RX radio

buffer can then be read by the application.

In addition to these hardware buffers, the application-level will implement two main soft-
ware buffers: a CAN message buffer and an overflow buffer. These buffers were briefly
mentioned in Section 3.3 and in Figures 13 and 14, which describe the SDU construction
and CAN message reception, respectively. The CAN message buffer will be used to
store the CAN messages before adding them into the SDU. This is why the CAN mes-
sage buffer size equals the maximum SDU size. Most of the time, messages from the
CAN message buffer can be copied directly into the SDU, which is efficient. The overflow
buffer will store all messages that do not fit in the CAN message buffer. The size of this

buffer is also set to the maximum SDU size.

3.3.3 Acknowledgment and retransmissions

Acknowledgment means that the sender of a packet should receive confirmation from
the receiver that it has been received. If the acknowledgment is not received by a prede-
fined deadline, the sender will determine that the packet has been lost. Based on this,
the sender can resend the packet and wait for the acknowledgment again. This kind of
waiting and resending of packets will increase the latency and decrease the throughput
of the link. It should also be noted that resend messages must meet the latency require-
ments. So resending a message dozens of times is not useful, since the data within it is

time-critical.
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ISOC implements an acknowledgment mechanism in which each packet is acknowl-
edged. This was also mentioned in Subsection 2.5.2 and explained in Figure 8. If an
acknowledgment is not received, the packet will be retransmitted if there are remaining
subevents. The packet can also be retransmitted in a subevent of the next CIS event, if
the flush timeout is greater than 1. This means that if the system has been configured
with only one subevent and flush timeout of 1, then there are no retransmission possibil-
ities.

The link developed in this thesis will have a flush timeout of 1. This means the data can
only be transmitted during a single subevent. The reason is that using two or more CIS
events to transmit the same data means no new data can be transmitted during those
events. This increases data latency. This increase in latency is described in Equation

(16) for unframed PDUs. Figure 16 below further illustrates the increase in latency.

Flush timeout = 2
CIS event 1 CIS event 2 CIS event 3 CIS event 4
subevent 1 : subevent 2 | subevent 1 : subevent 2 | subevent i : subevent 2 | subevent 1 : subevent 2
TX TX TX TX RX TX TX X X RX
FDU FDU FDU FDU ACK FDU FDU FDU FDU ACK
1 1 1 1 2 2 2 2
1 1 1 1
T | T
CAN poy1 FUSHEDLL CAN frame
frame transmitted containing the transmitted
arrives successiully CAN frame successiully
Flush timeout = 1
CIS event 1 CIS event 2
subevent 1 : subevent 2 subevent 1 : subevent 2
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FDU FDU FDU FDU
1 1 ACK 2 5 ACK
1 1
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CAN PDU 1 Er'g:;‘eF;DDLfJE CAN frame
frame transmitted containing the fransmitted
arrives successiully CAN frame successiully

Figure 17. Central PDU transmission using different flush timeouts.

Figure 17 above assumes that the peripheral device receives the PDU the central is
transmitting during the last possible subevent. Both cases start from CIS event 1 in the

beginning of which a CAN frame arrives. The latency for this CAN frame is measured.
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When the flush timeout is set to 2, the first CIS event is used to transmit the previous
PDU, called PDU 1. Since no new data can be added to a PDU during the CIS event,
the CAN frame cannot be transmitted in the first CIS event. This first PDU is transmitted
during both subevents of CIS event 1, but no acknowledgment is received. Because the
flush timeout is set to 2, the PDU is not flushed from the buffer yet; it is also transmitted
during CIS event 2. PDU 1 is successfully transmitted during subevent 2 of CIS event 2
since an acknowledgment is received from the peripheral device. At this point, PDU 1 is
flushed, and PDU 2, which contains the CAN frame, can be added to the radio buffer.
PDU 2 is transmitted during both subevents of CIS event 3, but an acknowledgment is
not received. Because of this, the packet is also transmitted during CIS event 4, and the
transmission is successful in the second subevent of the fourth CIS event. At this point,
four CIS events have passed before the CAN message was delivered to the peripheral
device. Since each CIS event lasts for an ISO interval, the message latency due to BLE

transmission is approximately 4 times the ISO interval.

In case of the flush timeout being 1, PDU 1 is transmitted during both subevents of the
CIS event 1. The transmission is successful in the second subevent of the first CIS event.
PDU 1 is flushed at the end of CIS event 1, PDU 2 is created, and the CAN frame is
added to that PDU. PDU 2 is transmitted successfully in the second subevent of the
second CIS event. Approximately two ISO intervals have passed at this point, so the

frame latency caused by the BLE transmission is about two times the ISO interval.

So, when the flush timeout is 1, the worst-case latency is lower than when it is 2. How-
ever, Figure 17 assumes that the packet is successfully delivered in the first CIS event
when the FT is 1. If it was not, the packet would be lost, as it would be flushed after the
first CIS event. So, a higher flush timeout increases reliability but at the cost of latency.
A better way to increase reliability could be to increase the number of subevents. The
setup used in Figure 17 assumes 2 subevents. The number of subevents could be even
higher. However, this increased reliability comes at the cost of reduced throughput. An
equation can be derived to represent the number of subevents as a function of two-way

throughput. Firstly, the PDU payload can be derived from Equations (17) and (19)

tISORtwoWay (28)
BPD UPay = —blt

16000W

In Equation (28) variable Bppypq, means the payload size of a PDU in bytes per packet.

Variable t;5o here is in units of milliseconds per packet and R,,wq, is the total
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throughput of the link in both directions. Next, the maximum packet transmit times for

both directions can be expressed using Equations (22) and (24)

bit 29
8 byte (Bppupay + Btotatoverhead) (29)

Unptm = tmpts = R
PHY

Here the Rpyy is expressed in bits per second. Because all the other values are in milli-
seconds, Rpyy shall be divided by 1000 to convert the unit to bits per millisecond. Sub-
stituting the Bppypqy With Equation (28) in Equation (29) gives the following maximum

packet transmit times

(30)
bit [ liso w
80004 =i + Brotaovernead
16000—b
yte
tmptm = tmpts = Rpuy

Now Equation (30) describes the maximum packet transmit times in both directions in
milliseconds. Equation (30) can be simplified by opening the brackets. The B;,;q10verhead

is also a constant. The overhead is always 12 bytes. Equation (30) simplifies to

8000t150RoneWay bit byte (31)
16000 +8000 byte 12 packet
tmptm = tmpts = R
PHY
1 bit
5 tisoRtwoway + 96000 packet
- RPHY .

Equation (31) now represents the maximum packet transmit time for a symmetrical CIS
channel where the R,y represents the sum of the throughputs in both directions in
bits per second, t;s, represents the iso interval in units of milliseconds per packet, and
Rpyy is the selected PHY in bits per second. Finally, Equation (31) assumes that each
packet has 12 bytes of overhead. Next, the number of subevents can be solved from
Equation (15)

(32)

_ teis — tmptm - tifs - tmpts +1.

N
e tsub
Equation (32) can now be solved to get a maximum number of subevents for a CIS event
that lasts for t.;s milliseconds. Because there cannot be fractional subevents, the solu-

tion should be rounded down to the nearest integer. Using Equations (10) and (11) the
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tsup Can be expanded. This expansion assumes that the length of t,,; is equal to the

subevent length ¢,,.

tes —t —tips — t
Nse — CIS mptm ifs mpts +1. (33)

tmptm + tifs + tmpts + tmss

Since it is known that the link is symmetric and the maximum transmit times are equal,

Equation (33) can be simplified to

Nse _ teis — tmpt - tifs - tmpt +1= teis — 2tmpt: - tifs +1, (348)
tmpt + tifs + tmpt + timss Ztmpt + tifs + tmss
N. = teis — 2tmpt - tifs + 2tmpt + tifs + timss _ teis + tnss (34b)
se — -

Ztmpt + tifs + tmss Ztmpt + tifs + tmss .

Equation (33) is first simplified due to symmetry. This is presented by Equation (34a)
where the maximum packet transmit time for slave and master is presented by a single
symbol t,,;. After this, the equation can be even further simplified by canceling some
terms. This is presented by Equation (34b). Equation (31) can be inserted into Equation
(34b), and the result of this can be rounded down to the nearest integer. This is presented

in Equation (35) below

(35)

tCIS + tmss
1 bit

7 tisoRewoway + 96000

2 t tifs + tmss

RPHY

Finally, Equation (35) represents the maximum number of subevents that can fit inside
a CIS event of length t;s when the two-way data rate of the link is R.owqy, the 1ISO
interval is t;5o, and the selected PHY is Rpyy. Variables t;¢; and t,,,;; are both constants,
each one is defined to be 0.15 milliseconds by the core specification [13]. It was already
decided that the link will use LE 2M PHY, so Rpyy = 2000000bit/s. It was also decided
that due to strict latency requirements, the lowest ISO interval should be used. This is
why t-;s = 5ms and t;5o = S5ms/packet. Table 3 below represents the maximum number

of subevents for different data rates, calculated with Equation (35).
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Table 3. Maximum number of subevents with different throughputs.

Two-way throughput | Number of subevents | PDU payload (bytes)
(kbit/s)

250 5 78
500 3 156
800 2 250

Based on Table 3, the highest possible two-way throughput of the link is 800 kilobits per
second. This is possible when using the maximum-size PDU. The total payload size is
251 bytes, and 1 byte out of the PDU payload is reserved for the message count. This
means that 250 bytes can be used for CAN frame transmission. In theory, a maximum
of two subevents can fit into one CIS event at the highest throughput. If the throughput
is set to match the CAN bus data rate, the PDU size is 156 bytes, and a CIS event can
fit a maximum of 3 subevents, making the link more reliable in theory. If the link is con-
figured with a throughput of 250 kilobits per second by setting the PDU size to 78 bytes,

then the theoretical maximum number of subevents is 5.

3.3.4 CAN controller

A CAN controller is a hardware peripheral that implements the CAN data-link layer pro-
tocol. It handles, for example, message reception, message transmission, arbitration,
and buffering. The controller can be external or built into the board. The main benefit of
using a built-in controller is that the controller does not have to be connected to the board
separately. If an external controller is used, then it must be connected to the board
through a serial peripheral interface (SPI), for example. This can make communication

with the controller slower when compared to a built-in controller.

Infineon’s CYW920829M2EVK-02 has a built-in CAN FD controller according to the
CYW20829 documentation website [31]. This means that SPI is not needed as the con-
troller is integrated into the circuit. Since the controller is integrated into the circuit, the
RX and TX buffers of the controller are mapped into the CPU’s address space, meaning
no SPI is required to read the buffers or write to them. However, direct memory access
(DMA) can be used, so the CPU only triggers a read or write operation, but the DMA

controller manages it. This frees up CPU time for other operations. According to the
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Infineon software documentation [32], the DMA channel enables data transfer without

CPU intervention.

Infineon’s website [31] states that the CAN controller they implement is based on Bosch’s
M_TTCAN IP. According to Infineon’s website [31] major features of CAN FD are two
configurable receive FIFOs with a maximum of 64 buffers each, a configurable transmit
FIFO, and a maximum of 32 dedicated transmit buffers. However, when configuring the
Infineon boards with Infineon’s ModusToolbox device configurator, there was no option
to enable transmit FIFO. Only the receive buffers could be configured to work in FIFO

mode with the configurator.

The CAN controller must be configured to function efficiently with the application. There
are three ways to configure the reception and transmission of CAN messages. The con-
troller can be configured to use dedicated buffers, FIFO, or queue mode. Dedicated buff-
ers require the most work at the software level but offer the most control over messages.
Using dedicated TX buffers, for example, means the software must select the buffer,
write the message into it, trigger transmission from that buffer, and handle completion.
So, using dedicated buffers also has the highest software overhead. Using FIFO and
queue mode is simpler from the software’s perspective. The software does not have to
track free slots from the queue or FIFO, as these operating modes do that automatically.
FIFO and queue differ in message ordering. When using FIFO, the slot that is written
first is also transmitted first. When using a queue, messages are ordered by their ID. The
lower the ID, the higher the priority, and the message with the highest priority will be

transmitted first.

The reception on both boards was configured to use RX FIFO. The FIFO size can be
configured to range from 1 to 64 slots. The number of slots was set to 64. This way, the
FIFO would have space for new messages even if the messages arrived faster than they
could be read for a short period of time. As mentioned, the device configurator did not
offer a possibility to use FIFO for transmission. Only dedicated buffers could be used,
and it was possible to configure anywhere from 1 to 32 TX buffers for transmission. The
transmission was configured to use 32 buffers to avoid a situation in which all buffers

would be full or transmitting messages simultaneously.

The controller will also be configured to generate an interrupt every time a new message
arrives in the RX FIFO. This is because the message must be added to the SDU as
quickly as possible to ensure that latency does not increase too much. If the RX FIFO
were to fill up entirely with messages and the interrupts from the new messages were

ignored for any reason, then new interrupts would not be generated. This would mean
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the software would not know the FIFO is full, and new messages would be dropped
because no interrupts are generated. This is exactly what happens when the boards are
connected to the CAN bus, but not yet connected to each other via BLE. This is why a
flush function was implemented. It flushes the RX FIFO entirely on both boards once the
BLE link has been established.

There is one more configuration parameter that Infineon exposes that can make RX FIFO
more efficient. It is called top pointer logic, and according to Infineon’s documentation
[30], it can reduce software overhead. According to this documentation, by enabling top
pointer logic, there is no need for absolute address calculation, and in addition, the top

pointer logic automatically acknowledges the message.
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4 DEVELOPMENT & EXPERIMENTAL EVALUA-
TION

Chapter 4 describes the development process of the link. The iterative process of devel-
oping and improving the link ended up taking four iterations. These iterations are de-
scribed in Section 4.1 Iterative testing and development. However, before the iterative

process, some basic functionality was implemented and verified to be working.

The central application is based on the example [26] Infineon provides for a central
board, and the peripheral application is based on the peripheral example [27] Infineon
provides. This is because the example already establishes a BLE and CIS connection,
so the pairing logic is already in place. It also provides a function to configure the CIS.
Additionally, the examples provide a way to test that the CIS is working by sending a

packet over the link.

The CAN logic in both the central and peripheral applications is based on the CAN FD
example [34] Infineon provides. The example was not used as is. It was used to verify
that the CAN controllers and transceivers were working as expected. Additionally, some
of the code logic was integrated from the CAN example [34] to be used with the central
and peripheral application logic. Furthermore, the README file of the repository [34]

contains some useful information that helped configure the CAN controller.

After confirming everything worked as expected, a plan was made to incrementally mod-
ify the example code to serve as a wireless CAN bridge. This plan is presented as a

matrix below.



Table 4. Initial software requirements matrix.
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ID | Objective Success Criteria Test Method
1 Establish a CIS connection | Boards are connected through a | Serial moni-
between the two central | CIS tor, LED indi-
and peripheral boards cators
2 Send one dummy SDU in | SDU containing dummy data is | Serial moni-
one direction sent from the central and received | tor, LED indi-
by the peripheral or vice versa cators
3 Send continuous stream of | One device is sending dummy | Serial moni-
dummy SDUs to one direc- | SDUs at a constant interval, and | tor, LED indi-
tion the other is receiving them cators
4 Send continuous stream of | Both peripheral and central are | Serial moni-
dummy SDUs to both di- | sending and receiving messages | tor, LED indi-
rections at the same time | at a constant interval cators
5 Receive a CAN message | Both boards can receive a CAN | Serial moni-
on both boards from the | message from the CAN bus tor, CANa-
CAN bus lyzer
6 Send a CAN message from | Both boards can transmit a CAN | Serial moni-
both boards to the CAN | message to the CAN bus tor, CANa-
bus lyzer
7 Encode received CAN | CAN messages can be received | Serial moni-
message(s) to SDU and placed in SDUs tor, CANa-
lyzer
8 Decode CAN message(s) | All information CAN be correctly | Serial moni-
from received SDU and for- | extracted from the SDU and for- | tor, CANa-
ward them into CAN bus warded into the CAN bus lyzer

Table 4 above presents all the steps that were implemented before starting the iterative

improvement process. By implementing the 8 objectives presented in Table 4, the de-

vices could already function as a wireless CAN bridge. Next, the link was tested and

optimized iteratively.
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4.1 lterative testing and development

All the objectives in the Table 4 matrix were implemented before any iterations. There
was a total of 3 iterations after which it was decided that the link functioned so well that
it was ready for simulation tests. After the first simulation test, there was one more itera-
tion to ensure the link was ready for the final tests. The first iteration focuses on config-
uring the ISOC with the highest throughput and lowest latency. It also provides the first

results for the link when using steady loads.

The second iteration focuses on improving the CAN read and write operations. This is to
ensure that they are as fast as possible and leave enough time for the BLE. Iteration 2

also implements the overflow buffer logic to help reduce the message loss during bursts.

The third iteration explores different modes to try to optimize the throughput, latency, and
reliability of the link. After the third iteration, the link was concluded to be ready for sim-

ulation testing.

The fourth and last iteration was done after the first simulation tests. This iteration im-
proved the SDU construction logic by reducing the CAN header size. Additionally, an
auto-pairing mode was enabled for the link, which should make the final tests easier.
After this iteration, the link was once more tested on the simulator to make sure it still

functioned as expected.

4.1.1 First iteration

Both the central and peripheral boards were configured to send PDUs with a maximum
payload of 251 bytes. The ISO interval was configured to be 5 milliseconds, and the
number of subevents was configured to be 2. This means that the ISO interval is the
smallest possible, and there is only one opportunity to retransmit the PDU within the
same CIS event if it is lost on the first transmission. The link was also configured to use
the LE 2M PHY. This configuration provides the greatest number of transmissions with
the 5 ms interval if the PDUs have a maximum size of 251 bytes. So, this is the lowest-
latency setup with maximum throughput. This setup is equal to the setup on the last row
of Table 3 in Subsection 3.3.3. If the reliability must be increased from what this setup
provides, then either the ISO interval must be configured to be greater, or the PDU size

must be configured to be smaller.

The SDU structure differed from the one mentioned in Section 3.3. Instead of using 3
bytes for the CAN message headers, 6 bytes were used. This was done initially because
it is easier to reserve one byte for each field of the CAN header. This is not the most

efficient way to pack CAN messages, but it was improved later.
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The CAN controllers on both boards were also configured to match each other. The con-
trollers on both boards had 32 TX buffers; this is the maximum amount of TX buffers the
built-in CAN controller allows, as mentioned in Subsection 3.3.4. The RX buffer was con-
figured as a FIFO with 64 slots. This means it could fit 64 CAN data frames. This is also

the maximum amount of RX slots.

The CAN messages received from the bus were handled on both boards by an interrupt
handler that received an interrupt request (IRQ) for every new message that arrived in
the buffer. This means that every message was handled individually upon arrival at the

RX slot. There would be at least three alternative ways of doing this.

The IRQ could be configured to fire only when x messages have arrived. The downside
of this is that if only one message arrives long before any other messages arrive, then
that single message might sit in the buffer for a long period of time. This would increase

latency.

It would also be an option not to use the IRQ for the handling. Instead of interrupt-based
handling, the messages would be handled based on a timer. This timer could be config-
ured to run every x milliseconds periodically and read all the messages from the RX
buffer. This way, the randomness related to IRQs would be eliminated, and it would be
known when to reserve time to process messages from the RX buffer. However, the
downside is that it would likely increase latency. If a message arrives just after the timer
has run and all the messages have been read, then that message would have to wait in
the buffer until the timer runs again. This could mean that the message misses the next

CIS event and is transmitted only after that.

One way to implement message reading and reduce CPU load is to use direct memory
access (DMA) to transfer CAN messages. DMA can be configured to move messages
from the RX buffer to system memory without continuous CPU usage. In this case, the
CPU only needs to notify the DMA to start the transfer. After that, the CPU can read the

messages from RAM, reducing the CPU's processing time.

To get a baseline, the interrupt-based solution was used in the first iteration. The CAN
messages were written in a single function. Since the transmission uses dedicated buff-
ers, the free buffers were tracked in the function, and the transmission was set manually.
This function was called immediately after a BLE packet was received, and every mes-

sage inside that packet was written to the CAN bus in a loop.

Some tests were performed for this first iteration setup. These tests followed the test
setup described in Figure 10 in Section 3.2. The tests were performed separately for

both directions, sending messages only from the central to the peripheral board and vice
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versa. Then, tests were also performed by altering the sender so that both boards acted
as senders and receivers simultaneously. It was observed that it did not matter if the
central or the peripheral acted as sender; the latency and reliability measurements were
very similar, no matter the direction. The results and conclusions of these tests are de-
scribed below.

Drop Rate vs Message Interval
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Figure 18. Drop rate as a function of message interval. Central board sends mes-
sages, peripheral receives.

In Figure 18, the CAN message drop rate is seen as a function of message interval. The
left-most y-axis describes the percentage of messages lost during a test. The x-axis
shows the mean interval, in microseconds, used to send new CAN messages to the
central board. Messages were sent for 10 seconds with each interval. The rightmost y-
axis describes the measured busload percentage that the interval would cause on a 500
kbit/s CAN bus. So, Figure 18 shows 8 different tests, each sending messages at differ-

ent intervals and lasting 10 seconds.

Figure 18 shows that the setup loses almost no packets at the low intervals. Even at a
500-microsecond message interval, which represents 2000 messages per second, or
about 45% of the CAN busload, only 0.4% of the message packets were lost. However,
when the system reaches a 268-microsecond interval for incoming CAN messages, it
starts losing many packets. Almost 16 percent of the packets are lost. This is primarily
due to the limited PDU size.

When using a PDU with 251 bytes of payload, it can only fit 17 full CAN messages. This

is when 6 bytes are used per CAN header. When the messages arrive 268 microseconds
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apart, about 18.7 messages arrive during one ISO interval. Because this iteration has no
overflow buffer, excess messages are automatically discarded. This would mean that
around 9% of the messages are dropped because they do not fit into a packet. However,
some time is also used in processing all the packets, so in reality more than 9% of the
packets are dropped because the packet is full. Additionally, the CANalyzer has some
timestamp inaccuracies, which could mean that messages are sent faster, leading to
high drop rates.

Latency vs Message Interval
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Figure 19. Latency as a function of message interval. Central board sends mes-
sages, peripheral receives.

Figure 19 shows latency measurements during the same test performed in Figure 18
above. The latency is measured from the time the message was created on the CANa-
lyzer to the time it was again recorded by the CANalyzer’s other channel. Here, it can be
observed that the mean latency remains around 7-8 milliseconds, and the max latency
stays below 15 milliseconds, before increasing sharply when the 268-microsecond mes-
sage interval is reached. This indicates that the link works quite well under light load, but

after reaching the maximum load, the CAN buffers fill and increase latency.
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Drop Rate vs Message Interval
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Figure 20. Drop rate as a function of message interval. Both boards are sending
and receiving messages at the same time.

Figure 20 shows the drop rate when both boards are sending messages. In this test, the
message interval means the interval between messages on both channels. So, in the
case of a 10-millisecond interval, the central sends the first message, then 10 millisec-
onds pass, and the peripheral sends a message. Then 10 ms elapses again, and the
central sends a message, and so on. This goes on for 10 seconds.

It can be seen from Figure 20 that the drop rate remains quite low, between 0 and 0.25%,
across all tests except the 264-microsecond interval test. Although even when the mes-
sage interval was 264 microseconds, only 1.75% of the messages were lost. This is
much less than in the test where only the central board was sending messages. This is
because, in the central-only test, all messages had to be sent in one direction, filling the
central-side PDU. Now that the messages are sent in both directions, both boards can
handle about half of the load. This is why the drop rate is much lower. The drop rate still
increases significantly at the 264-microsecond interval, though. The serial monitor logs

of the peripheral and central devices confirm that these drops are partly caused by a full
PDU.
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Latency vs Message Interval
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Figure 21. Latency as a function of message interval. Both boards are sending and
receiving messages at the same time.

Figure 21 from the tests shows the latency values as a function of message interval when
both boards are sending messages. These measurements were obtained from the same
test as the results for Figure 20. The same can be seen in this figure as in the other
figures above. Latency increases significantly when running the test with the smallest

interval.

From these tests, it can be determined that the main factor driving growth in latency and
drop rate is the limited PDU size. However, as mentioned in Subsection 2.5.2 the maxi-
mum size for a PDU is 251. Even though the SDU can be configured to exceed 251
bytes, transmitting it would require creating two or more PDUs and increasing the 1SO
interval, which would directly increase latency. This is something that should probably
not be done at this point. This is because these tests have measured steady load, which
is not what happens on an actual drill rig. On the rig, loads can reach near 100% for short
periods, but not continuously. So instead of increasing the PDU size and ISO interval to
handle a large steady load with higher latency, a buffer should be implemented to capture
messages that would otherwise be lost during bursts. Additionally, optimizing CAN op-

erations could help reduce lost packets by freeing more time for the radio.

4.1.2 Second iteration
This iteration focuses on optimizing the reading process of CAN messages to ensure

that it is not going to be the bottleneck. By using DMA, the CPU usage for reading CAN
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messages from the RX FIFO can be reduced. This should free up time for other opera-
tions during a CIS event. Additionally, this iteration focuses on implementing an applica-
tion-level buffer for the excess messages that cannot fit into an SDU during a CIS event.
The messages are then added to the next SDU during the next iteration. This will not
help with handling high steady loads, as the buffer will have limited space, but it should

help with short bursts of messages.

The built-in CAN controller on the Infineon board can also be configured to use top
pointer logic as mentioned in Subsection 3.3.4. This should also make the reading pro-
cess faster, as the get index does not have to be tracked in the software, and message
acknowledgment is handled automatically. So, in addition to creating logic to use DMA

for the reading operation, some experiments were conducted using the top pointer logic

as well.
Table 5. RX FIFO read operation length measurements.
Normal interrupt DMA DMA + top pointer
time (us) 50.5 48.4 45.6

Table 5 contains the mean of three measurements for each case. The measurements
were done using an oscilloscope. The oscilloscope probe was connected to a GPIO pin,
which was initially set to low. When the reading of a CAN frame with an 8-byte payload
started, the GPIO pin was driven high. The oscilloscope was configured to be triggered
by a rising edge, so driving the pin high triggered the oscilloscope. After the message
was read, the GPIO was driven low again, and the distance between the two edges could

be measured.

The measurements show that using DMA to read the messages is approximately 2 mi-
croseconds faster than using normal interrupt logic. Enabling both DMA and the top
pointer logic is approximately 5 microseconds faster than using the normal interrupt. For
these reasons, the DMA and the top-pointer logic were enabled on both boards for read-
ing operations. The time it takes to write and transmit one 8-byte CAN frame was also
measured. The mean time for the write operation was measured to be 72.2 microsec-
onds, but it cannot be optimized using DMA or top-pointer logic, as the transmission uses

dedicated buffers.

After getting the DMA and top pointer to work on the RX side, the application-level over-
flow buffer was implemented. This allows messages that do not fit in the SDU to be
stored instead of being dropped immediately. This is expected to be especially useful

when the bus load is composed of bursts. This is because all the messages of a single



63

burst might not fit into a single SDU. So instead of dropping the messages, they are
added to the overflow buffer and then to the next SDU.

A test was performed to analyze the performance of the overflow buffer. As the overflow
buffer was not expected to improve the steady load tests, the test performed here con-
tained bursts of CAN frames. The test setup was physically identical to the one described
in Figure 10. A burst of messages was transmitted from the CANalyzer every 50 milli-
seconds, alternating between the two boards. The bursts from the CANalyzer were offset
so that when the central board was receiving a burst, the peripheral was not receiving
anything from the CANalyzer and vice versa. This way each board received a burst of
messages every 100 milliseconds from the CAN bus. The time interval between mes-
sages inside of the bursts was always 250 microseconds, but the number of messages
in the burst was changed in each test. This was done to determine when messages will
no longer fit in an SDU and must be added to the overflow buffer. Each test lasted for 10
seconds.

Drop Rate vs Messages per Burst
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Figure 22. Comparison of the link with and without the overflow buffer.

Figure 22 above shows the test results. The light gray line with the triangle markers indi-
cates the total percentage of messages lost. This is the sum of both messages lost due
to radio interference and messages lost because of a full SDU. The radio interference
drop rate, or ISOC drops, is described by the line with dots as the markers. The drops
caused by full SDUs are described by the line with square markers. The implementation
that is not using the overflow buffer is described on the left, and the solution using the
overflow buffer is illustrated on the right side. There are no other differences between

the two implementations besides the existence of the overflow buffer.

The ISOC drop rate of both plots is in a similar range. This is expected as nothing in the

implementations should affect the ISOC drop rate. The small differences in this drop rate
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are due to the tests not being run simultaneously in exactly identical radio environments.
The full SDU drop rate, however, differs markedly across the plots. In the rightmost plot,
the full SDU drop rate remains at 0 throughout every test. This is because if the SDU is
full, the incoming messages are not dropped but added to the overflow buffer. On the

left, the message is immediately dropped if it does not fit into the SDU.

When there are only 15 messages per burst, no drops are caused by a full SDU. This is
expected, as one SDU can fit 17 CAN frames, each with an 8-byte payload and a 6-byte
header. However, when there are 20 messages per burst, the drop rate for the link that
does not use the overflow buffer starts to rise. Depending on the burst alignment, the
SDU may no longer fit all messages, causing some to be lost. As the number of mes-
sages per burst rises, without the overflow buffer, the drops caused by a full SDU in-
crease as well. At 30 messages per burst, almost 7% of messages are lost due to full
SDUs. The overflow buffer fixes this issue, as the solution using the overflow buffer does

not lose a single frame because of a full SDU.

4.1.3 Third iteration

This iteration implements 3 different modes for the link. The purpose of these modes was
to find the optimal balance between reliability, throughput, and latency through testing.
These modes were implemented based on Table 3 in Subsection 3.3.3. The first mode
had the lowest possible latency and the highest possible throughput. This means that
the ISO interval was set to 5 milliseconds and a maximum SDU size of 251 bytes was
used. This setup also allowed for using 2 subevents, so there was 1 retransmission op-
portunity if the first transmission of the PDU failed. This is the mode that was used in the

previous 2 iterations.

The second mode also had the lowest possible latency, as an ISO interval of 5 ms was
used, but the throughput was limited to 500 kbit/s. This was done by lowering the maxi-
mum SDU size. This allowed the use of a total of 3 subevents per CIS event, which

should, in theory, have increased the reliability of the link.

Like the previous two modes, the third mode also used a 5-millisecond ISO interval.
However, the SDU size was limited, so the link's total throughput was only 250 kbit/s.
This meant that the link would not be able to transmit 100% of the bus load continuously,
but if the system's average bus load were below 50%, the link should work. Limiting the
throughput made it possible to increase the number of subevents to 5, which should have
provided the highest reliability of all the mentioned modes. The modes were named using
abbreviations, with the highest-throughput mode with 2 subevents called HT_LR (high
throughput and low reliability). The mode with a throughput of 500 kbit/s is called



65

MT_MR, medium throughput and medium reliability. The last mode with throughput of
250 kbit/s is then called LT_HR, low throughput and high reliability.

The different modes were tested, and after obtaining the results of the three different
modes, it became clear that the link did not work as the theory would suggest. Increasing
the number of subevents did not, in fact, increase the reliability. Rather, it degraded the
reliability, and it became clear that if an ISO interval of 5 ms was used, the optimal num-

ber of subevents was 2.

Mean Latency vs Message Interval
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Figure 23. Mean latency as a function of message interval.

Figure 23 represents the mean latencies from the tests that were conducted using differ-
ent modes and different intervals. The test setup was the one described in Figure 10,
and the load type was steady. From this figure alone, it seems that the MT_MR mode
works best. The mean latency never exceeds 10 milliseconds and stays at around 7
milliseconds even at a 500-microsecond interval. The HT_LR and MT_MR modes seem
to function equally well at a message interval of 250 microseconds. The LT_HR link
breaks at this interval because the throughput of that mode is insufficient to handle all
messages. The HT_LR seems to have the highest latency on average. This is expected,
as the other modes have more subevents, meaning that the initial transmission happens

faster.
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Drop Rate vs Message Interval
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Figure 24. Drop rate comparison of different link modes, y-axis is logarithmic.

Although the latency measurements initially suggest that MT_MR is the best mode, the
reliability plot in Figure 24 indicates otherwise. It can be seen from Figure 24 that, against
expectations, using 2 subevents provides a much more reliable link than using 3 or 5
subevents. If the steady message interval is 500 microseconds or more, the drop rate of
the HT_LR mode is between 0 ... 0.5%. At the same time, the drop rate of the MT_MR
and LT_HR modes is between 0.5 ... 2%. This is strange, as the drop rate should de-
crease dramatically when the number of retransmission possibilities increases. This
does happen when the number of subevents is increased from 1 to 2. One possible
reason for this issue is that there was too little time to transmit the PDUs at higher subev-
ent counts. This means that Equation (35) gives optimistic results that do not work in the
real world. To eliminate this issue, the SDU size was limited to a much smaller value
than theory suggests. For example, if Equation (35) suggests that with an SDU size of
150 bytes, 3 subevents could fit into a CIS event, then the SDU size was limited to 100
bytes. This way the CIS event could most definitely fit all 3 subevents. Even after limiting
the SDU size, using 3, 4, or 5 subevents consistently provided far worse results than

using 2 subevents with an SDU size of 251 bytes.

Another idea for the MT_MR and LT_HR modes failing was that the reception and trans-
mission of CAN frames might have interfered with the increased number of subevents.
The link was tested in a dummy mode. No CAN messages were received or transmitted;

the SDUs were only filled with dummy data. This revealed that the link behaved similarly



67

even when no CAN interference was possible. So, more message drops occurred when

the number of subevents exceeded 2.

Third idea for the failing modes came from the Bluetooth core specification [13]. It men-
tions that a parameter called window widening is used differently when there are more
than two subevents. So, for 3 or more subevents, the window-widening parameter is
applied more strictly. However, if this was the issue, the CIS connection should be ter-

minated. The link stayed up in the tests, so this could not have been the issue.

Fourth and the last effort to try to fix this issue came from a Nordic Semiconductor forum
discussion [35]. It was mentioned there that BLE advertising packets would cause some
collisions with the ISO packets. These advertising packets are transmitted through an
asynchronous connection-less (ACL) link. The CIS traffic is scheduled on top of the ACL
traffic, and so both ACL and ISO events share the same radio time. The forum discussion
[35] mentions that a larger ACL connection interval would cause a larger window widen-
ing. According to the forum, larger window widening could cause the CIS reception to be
blocked [35]. This is why the ACL connection interval was reduced, but it did not notice-

ably improve reliability.

Even after all the tests, nothing meaningfully improved the reliability when using 3, 4 or
5 subevents. It was then decided that fixing this issue was unnecessary, as the HT_LR

mode was seemingly sufficient.

4.1.4 Fourth iteration

The last development iteration focused on ensuring the link was ready and optimal for
testing on a drill rig. This iteration was done after the first simulator tests described in
Section 4.2. After implementing the changes from this iteration, the link was tested again

on the simulator to ensure everything works as expected.

An auto-pairing functionality was implemented in this iteration. So far, the link had been
paired by pressing buttons on the development kits. This is not ideal during the final tests
as the boards will be enclosed in a casing. Auto-pairing was implemented so that when
the boards are powered on, they automatically set up the CIS channel. Auto pairing was

verified to work on a simulator.

Additionally, this last iteration implemented a more efficient way to store the CAN header
information in the SDU. As mentioned in Subsection 4.1.1, the first iteration used 6 bytes
for the CAN message headers. However, Section 3.3 mentioned that all the valuable bits
of CAN headers could be stored in 3 bytes. This was an important improvement, as using

only 3 bytes to store the header increases the number of messages that can be
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transmitted over the link per SDU. Based on Section 2.3, the valuable bits of the header
consist of the 11-bit ID, the RTR bit, and the 4-bit DLC. However, as mentioned in Section
3.3, the Infineon evaluation kits have CAN FD controllers, which means that the header
contains two additional valuable bits, the FDF and BRS bits. So, the minimum integer

multiple of bytes into which the header can fit is 3.

Since this was the final iteration for implementing any new functionality, some tests were
performed to measure the link's throughput, latency, and reliability.

Latency vs Message Interval
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Figure 25. Minimum, maximum, and mean message latency as a function of mes-
sage interval.

Figure 25 above illustrates the minimum, mean, and maximum message latencies as a
function of the message interval. The test setup was the one described in Figure 10, and
the load type was steady. Messages were sent in both directions. Each test with the
different intervals lasted for 10 seconds. Figure 25 shows that the mean latency remains
below 10 milliseconds across all intervals, even when the measured busload is around
95%. The initial target for the average latency was to have a single-digit latency, and
based on Figure 25, that was achieved. However, the maximum latency increases sig-
nificantly as the message interval decreases. However, the maximum latency stays un-
der 20 milliseconds even at a message interval of 280 microseconds, which corresponds
to a bus load of about 87%. On Sandvik’s machine, the steady, continuous bus load will

be around 40%, so the link should not produce latency spikes over 20 milliseconds at
any point.
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Drop Rate vs Message Interval
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Figure 26. Final drop rate as a function of average message interval.

Figure 26 above represents the measured drop rate from the same test that was run to
obtain the latency values of Figure 25 above. Figure 25 illustrates the message drop rate
as a function of message interval. The drop rate stays below 0.06% even at 260 micro-
second message interval, which corresponds to around 93% busload. This is huge im-
provement from the drop rate measured in the previous iteration. During the previous
iteration, the drop rate was around 0.3% at a 500-microsecond message interval. After
improving the header structure in this iteration, the drop rate was 0.03% at the same
interval, which is a 10-fold improvement. Even at a message interval of 258 microsec-
onds, the drop rate was only 0.225%. This shows that the link's drop rate has been min-
imized effectively. Now that the drop rate was under 0.05% at about 50% busload, it was
very unlikely that packets would drop in a way, that messages with the same ID would

be lost two times in a row. This should provide a link that does not cause errors due to
lost messages.

After this iteration's improvements, the link was tested on a simulator again to ensure

everything was working. After this, the link was ready for tests on a real drill rig.

4.2 Testing in a simulated environment

The initial testing was done using a serial monitor, oscilloscope, and CANalyzer. These

tests mainly evaluated if the link functioned as expected. However, these tests did not
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provide much insight into whether the link would work on a drill rig. Instead of testing the

link immediately on a real machine, it was tested on a simulated one first.

Sandvik has a quite extensive testing environment consisting of both simulated and
physical components. These simulators also contain the CAN buses the actual machines
have. This means that the CAN data of this simulated setup can be converted to use the
BLE link. To replace the CAN bus with the BLE link, the original bus was effectively cut
in half, and each end was connected to a BLE link endpoint. In addition, a CANalyzer
device was connected to both sides of the bus to log all the messages on the bus. This

enables the detection of any dropped frames or any error frames.

The main purpose of this test was to find out if the link would work on a drill rig. In this
test, a working link was defined so that the machine's user would not notice its existence.
This means there should be no warnings or errors in the simulated machine’s log. Sur-
viving this test means that the link is very likely to work on an actual machine in a test
mine. The testing area around the simulated machine is crowded in the ISM band, mak-
ing the link prone to radio interference. The real drill rig will be tested in a test mine, which

is expected to have much less ISM band interference than the simulator area.

Mode A L

v

Peripheral o e [ Central L » Mode B

:[% CAMalyzer %]:

Figure 27. Testing setup on a drilling machine simulator.

A simplified diagram of the test setup in the simulator is shown in Figure 27 above. The
solid black lines resemble CAN buses, and the dotted line resembles BLE communica-
tion. Node A and B are part of the simulation setup’s hardware. They may not be a single
node, but a multitude of nodes that can transmit and receive CAN messages. The pe-
ripheral device of the link was connected to node A of the simulation setup. CANalyzer’s
channel 1 was connected to the CAN bus between node A and the peripheral device.
This way, CANalyzer could log all the frames that were exchanged between node A and
the peripheral device. In a similar fashion, the central device of the BLE link was con-
nected to node B of the simulation setup, and channel 2 of CANalyzer was connected to

the bus between them. In addition to connecting CANalyzer to the setup, the simulator's
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error log was monitored to see whether any node reported errors. Table 6 below presents

the test results.

Table 6. Simulator test results.

Dura- | Total Total Lost Loss- Mean Mean Simu-
tion frames | frames re- | frames | % load of- | load lator
(s) sent ceived fered deliv- er-
(kbit/s) | ered rors
(kbit/s)
301.9 | 546705 | 545598 1107 0.20 195.9 195.5 0

The test conducted on the simulator took slightly over 5 minutes, as shown in Table 6. A
Python script was used to analyze the test log. The total count of all CAN frames with
the same IDs from both channels was obtained. If the count of one channel differed from
the count of the other, then the difference of the counts was concluded to be the number
of frames lost with that specific ID. The same process was repeated for all the IDs ob-
served on both channels. This gave the total number of sent frames, the total number of
frames received, and the number of frames lost. All of these can be seen from Table 6.
Based on these numbers, the link's loss percentage is approximately 0.2 percent, or
approximately 3.7 messages per second. The mean offered load shown in the table rep-
resents the average number of bits attempted to be transmitted over the link per second
during the whole test period. The mean load delivered then represents the average num-
ber of bits successfully transmitted per second over the link during the test period. Sim-
ulator errors column represents the number of errors detected in the simulator’s log dur-

ing the test.

The 195.9 kbit/s offered load corresponds to about 39% busload on a 500 kbit/s CAN
bus. From the earlier tests conducted with CANalyzer, a busload of 39% is closest to the
scenario in which one CAN frame was sent every 500 microseconds. This scenario yields
a theoretical busload of 44.8%. During the previous steady load test with 500-microsec-
ond message interval, approximately 0.3% of the messages were lost. This aligns well
with the results observed on the simulator, although the nature of the simulator’s load is

more bursty than steady.

Since the CANalyzer recorded all messages during the simulation test, the log could be
used to replay the simulator’'s messages. The log was parsed so that it only contained
the messages the simulator sent for each link. The parsed log could now be used to

replicate the simulator's CAN traffic using the setup described in Figure 10. This was
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done so that the link could be compared to Kvaser’s Air Bridge Light HS M12 by playing
the exact same log for both own link and for Kvaser’s link. This helps to determine how
the link developed in this thesis compares to a commercial solution. Table 7 below pre-

sents the results of this test.

Table 7. Comparing the link to a commercial CAN bridge.

Device Du- Total Total Lost Loss-% | Mean Mean
ra- frames | frames | frames load of- | load de-
tion sent re- fered livered
(s) ceived (kbit/s) | (kbit/s)

Kvaser 120.8 | 219216 | 218232 | 984 0.45 196.1 195.3

Proposed 120.8 | 219216 | 218887 | 329 0.15 196.1 195.8

Table 7 shows that the link proposed in this thesis compares well with Kvaser's CAN
bridge. In fact, Kvaser's Bridge loses approximately 3 times more messages than the
proposed link. Kvaser’s link lost a total of 984 frames during a 120-second replay of the

simulator traffic. During the same replay, the proposed link only lost 329 frames.

After the test presented in Table 7, the improvements mentioned in Subsection 4.1.4
were implemented. So auto-pairing was enabled, and the encoding and decoding of the
SDUs were improved so that CAN headers could fit into 3 bytes. New tests were run on
a different simulator, although the bus load was very similar to the previous simulator.

The results of this test are shown in Table 8 below.

Table 8. Final simulator test results.

Device | Dura- | Total Total Lost Loss- | Mean | Mean Simu-
tion frames | frames | frames | % load load lator
(s) sent re- of- deliv- errors
ceived fered ered

(kbit/s) | (kbit/s)

Pro- 60.8 110570 | 110476 | 94 0.09% | 195.1 194.9 0

posed

Kvaser | 60.6 110280 | 93790 | 16490 | 14.95% | 195.2 | 165.5 multi-
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Table 8 shows that the link loss percentage decreased after improving the CAN header
packing. During the first tests, presented in Table 6, the message loss percentage was
0.20%. During the new tests presented in Table 8, the loss percentage was only 0.09%.
It should be noted that the test results in Tables 6 and 8 are not directly comparable, as
the mean offered load in Table 8 is 195.1 kbit/s, whereas in Table 6 it is 196.1 kbit/s. So,
the improvement cannot be fully attributed to improved SDU packing; it might also be

due to a smaller bus load.

During this testing session, Kvaser’s Air Bridge was connected to the machine in the
same way as the proposed link. Surprisingly, Kvaser’s link had a drop rate of almost
15%. Since the Kvaser’s link had such a huge drop rate, the simulator constantly re-
ported errors on the log. This made it difficult to get the total error count, but it was clear
that the amount of errors produced by Kvaser’s link would interfere with the drilling op-
eration, as the machine operator would have to clear errors constantly. Kvaser did per-
form much better, when the messages were sent using CANalyzer to replay the simula-
tor's log when compared to connecting it to the actual simulator. There is no real answer
as to why this is; it might be that the radio environment near the simulator was more
crowded, which caused the bad results. All LED indicators on both Kvaser link ends

indicated that the links were powered on and transmitting messages.

After obtaining the results in Table 8, it was determined that the link was functioning well.
The auto-pairing functionality was functioning as well. It was decided that test on a drill

rig could be conducted next.

4.3 Testing on a drill rig

The previous tests on the simulator showed that the link should also function on a real
drill rig. However, at this point, the link had not been tested with larger distances between
the link ends. During the simulator tests, the link ends were always about 1 meter apart.
Additionally, the effect of the large metal parts of the machine to the link was unknown

as the simulator does not contain the actual parts.

The main purpose of the drill rig tests was to find out three things. Firstly, it was tested if
the machine operator could notice any difference when using the machine with the link.
The hypothesis was that the added latency of the wireless link could affect the automatic
operations of the boom. Secondly, it was interesting to see if the metal structures and
distance would affect the link. Lastly, the drop rate was measured and compared to that

on the simulator machine.
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Figure 27 describes the testing setup used on the simulator. A similar setup was used in
the first machine test, but CANalyzer could not be connected. This is because the link
ends were placed so that the other end was inside the machine cabin and the other one
was placed approximately 5 meters away on the drill boom, behind a metal boom mount.
The cables of CANalyzer were not long enough to connect to both ends at the same
time, and the boards were protected with plastic casing so connecting CANalyzer was
not possible without opening the cases. After the CAN traffic of the boom was routed
through the link, the machine was operated by an expert and the log of the machine was
monitored closely. According to the expert, there was no difference in operating the ma-
chine over the link versus over the cable. Additionally, no errors were detected in the
machine log, indicating that the message drop rate remained quite low even with all the

metal and the distance between the boards.

To measure the drop rate of the link on the drill, the setup was modified slightly. The
boards were placed 2 meters apart, and the plastic cases protecting them were opened.
This way, CANalyzer could be connected to both boards, and the testing setup was iden-

tical to Figure 27. The results of this test are presented in Table 9 below.

Table 9. Tests on a drill rig.

Dura- | Total Total Lost Loss- | Mean load | Mean load | Machine

tion frames | frames | frames | % offered delivered log er-

(s) sent re- (kbit/s) (kbit/s) rors
ceived

2546 | 187254 | 187186 | 68 0.04 |827 82.7 0

The test lasted approximately 255 seconds, as seen from Table 9. The machine’s boom
was operated normally during the test. Additionally, some SDO traffic was sent over the
bus by checking the machine's diagnostics. This was to temporarily increase the bus
load, making the test more demanding for the link. The link's drop rate was very low, only
0.04% during the test. This is much lower than the 0.09% drop rate observed in the
simulator. However, as shown in the table, the load on the drill rig was much lower than
in the simulator. This, along with the mine's lower radio interference, likely caused the

low drop rate. Finally, the link caused O errors on the machine during the test.

Based on the tests on the drill rig, the initial goals were achieved. The initial goal was to
create a link that could replace the wire without the machine operator noticing any differ-

ence. This could be done if the latency was so low that a human could not notice any
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delay between the control input and the boom movement. Additionally, the latency had
to be so low that the machine did not interpret messages as lost before they arrived. The
link also had to be reliable enough that it would not drop a message with the same 1D
twice in a row, which would cause errors on the log. Since the machine operator did not

notice any difference, the latency and reliability goals were achieved.
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5 CONCLUSIONS

The aim of this thesis was to find out if the CAN ftraffic of Sandvik’s drill rig could be sent
over a wireless link without the machine operator noticing a difference. This is a difficult
task as latency, reliability, and throughput are inherently competing performance require-
ments that must be optimized. Additionally, the data transmitted over the link consists of
time-critical control signals, which creates additional demand for high reliability and low

latency.

Bluetooth Isochronous Channels were proposed to solve this task. Isochronous channels
were introduced for Bluetooth Low Energy audio applications, most importantly, to make
true wireless headphones possible. However, isochronous channels offer certain bene-
fits for a wireless CAN link. Mainly, isochronous channels provide lower latency and

higher reliability than normal BLE.

Two Infineon CYW920829M2EVK-02 evaluation boards along with two TJA1050 were
used to create the wireless link. These Infineon boards supported Bluetooth 5.4 and,
more importantly, Bluetooth Isochronous Channels. Additionally, the boards had a built-
in CAN controller enabling fast communication with it. To use the isochronous channels
for CAN message transmission, software logic was written to pack CAN messages into
isochronous PDUs for transmission and to unpack them from received isochronous
PDUs. In addition, the isochronous channels were optimally configured to function as a
CAN bridge.

Multiple different tests were performed for the developed link. Firstly, the link was tested
with CANalyzer, to get an understanding of the drop rate and latency. These tests
showed that with bus loads under 85%, the mean link latency remained around 8 to 9
milliseconds, and the maximum latency stayed under 20 milliseconds. The mean latency
stayed under 10 milliseconds even on higher bus loads, but the maximum latency rose
to over 35 milliseconds. These tests also revealed that the drop rate remained below
0.06% when the bus load was under 90%. The drop rate was 0.225% at the maximum

bus load possible with CANalyzer, which was calculated to be around 94%.

Tests were also performed on simulators. Most importantly, these tests confirmed that
the link would work on a real drill rig. These tests also showed that the link did not cause
any errors on the simulators’ logs. This would have happened if too many messages had

dropped or the latency had been too high. The drop rate measured during the simulator
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tests was 0.09%, and the link was also compared to a Kvaser's commercially available

link. Kvaser’s link was measured to have a drop rate of 14.95% on the same simulator.

Since the tests on the simulators went well, it was decided that the link should be tested
on a real drill rig as well. During these tests, the link's message drop rate was measured
to be 0.04%, and the link was confirmed to work on the drill rig. The drill rig was also
operated by an expert machine operator, with one end of the link inside the machine
cabin and the other mounted on the boom. No difference was observed in the operation

compared to when the messages were delivered via a cable.

It can be concluded that the link developed in this thesis did in fact meet the initial re-
quirements. The link could be used on Sandvik’s machine without noticing any difference
in operation when compared to a cable. This means the link met the latency, reliability,
throughput, and range requirements. However, some areas of improvement remain. In-
creasing the subevents should have increased the reliability of the link by providing an
additional opportunity to retransmit lost PDUs. This, however, was not what happened.
The link’s reliability worsened when the number of subevents exceeded 2. Even though
the reliability of the link is good enough with the current setup, it could be further investi-
gated why reliability did not increase when more subevents were added. Additionally,
using Bluetooth 6.2 could reduce latency even further. However, there were no BLE 6.2
evaluation kits available at the time of this thesis. Any future work related to this subject

should definitely consider using BLE 6.2 for its apparent latency improvements.
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