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ABSTRACT 

Quan Zhou: Large Language Models for Reading Passage Generation: A Closed-Loop Ap-
proach to Difficulty Adaptation 

Master’s Thesis 
Tampere University 
Faculty of Information Technology and Communication Sciences 
April 2026 

 

This thesis investigates how large language models can be used to generate reading mate-
rials that are usable, controllable, and analysable for graded English reading practice. Tradition-
al approaches to reading material preparation are costly and slow to update, making them ill-
suited to personalised learning and dynamic difficulty adaptation. Although large language 
models demonstrate strong capabilities in text generation and rewriting, direct prompting often 
fails to satisfy target length, target difficulty, and content fidelity constraints in a stable manner. 
To address this problem, this thesis designs and implements a closed-loop system for reading 
passage generation and difficulty adaptation, integrating passage generation, readability eval-
uation, iterative rewriting, result archival, and statistical analysis into a unified workflow. 

Methodologically, the thesis operationalises reading difficulty as a calculable metric target 
and models closed-loop adaptation as an iterative Generate-Evaluate-Adjust-Archive-Analyse 
process. The system first generates an English reading passage according to a specified topic, 
target level, and target word count. It then evaluates target difficulty using a composite difficulty 
signal, referred to in this thesis as the grade-family mean, which consists of Flesch-Kincaid 
Grade, Automated Readability Index, Coleman-Liau Index, and Gunning Fog, while retaining 
Flesch Reading Ease as a monitoring signal. During the difficulty adaptation stage, the system 
employs a constrained replacement-only rewriting strategy and constructs a Content Fidelity 
score from the recall of entities, numbers, and keywords in order to balance difficulty alignment 
against semantic preservation. In addition, the system supports local data archival, batch exper-
iment logging, and multidimensional statistical analysis, thereby providing a basis for later re-
production and academic evaluation. 

Two categories of experiments were conducted around the system: direct passage genera-
tion and closed-loop difficulty adaptation. The results show that direct prompting can produce 
broadly usable reading passages, but its difficulty control remains unstable; in the final reporting 
subset, the maximum hit rate of the direct-generation task was 31.6%. By contrast, closed-loop 
difficulty adaptation substantially improved target alignment, achieving hit rates from 92.5% to 
98.8% within the final experimental scope while maintaining fidelity at approximately 0.92 to 
0.93. These findings indicate that, in graded reading scenarios, difficulty control is more effec-
tive when reformulated as a feedback-driven iterative optimisation problem rather than a one-
shot prompting problem. The principal contributions of this thesis are fourfold: it proposes a 
closed-loop difficulty adaptation framework for educational text generation; develops an adapta-
tion mechanism that jointly considers difficulty alignment and content fidelity; implements a dy-
namic reading-material system that is operational, archivable, and analysable; and empirically 
validates the effectiveness of the proposed approach in the context of reading passage genera-
tion. 
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1 INTRODUCTION 

1.1 Research Background 

In English reading instruction, graded reading practice, and personalised learning sce-

narios, teachers and content designers must continuously provide reading materials 

that vary in topic, length, and difficulty level. For the same topic, different learners often 

require multiple versions at different difficulty levels to match their current reading abil-

ity and instructional goals. Traditional manual writing methods retain advantages in 

content quality and pedagogical appropriateness, but they are usually expensive, slow 

to update, and difficult to scale in batch production. Consequently, they are poorly suit-

ed to high-frequency, dynamic, and stratified content supply. 

With the rapid development of large language models in text generation, rewriting, and 

style control, the automatic generation of reading materials has become a practically 

viable direction [1][2]. Existing studies indicate that large language models can produce 

educational texts approximating a target style under prompt constraints and can also 

perform a degree of graded rewriting and readability control [1][2]. However, within ed-

ucational applications, generating fluent text is not equivalent to generating reading 

materials that are directly usable for instruction. At a minimum, a system for graded 

reading practice should satisfy the following requirements simultaneously: first, output 

difficulty should be stably controllable; second, text length should remain close to ped-

agogical requirements; third, rewriting should preserve original content and key infor-

mation as much as possible; and fourth, results should be archivable, comparable, and 

analysable so as to support later replication and continuous optimisation. 

Accordingly, this study is not concerned with the general question of whether large lan-

guage models can generate reading texts. Rather, it addresses a more specific engi-

neering and research problem: how to construct an operational, verifiable, and repro-

ducible closed-loop system that enables large language models to achieve stronger 

controllability and practical usability in the context of reading-material generation. 

Analysis of system development and pilot data revealed two prominent problems. First, 

although direct prompting usually produces grammatically correct and topically relevant 

passages, control over length and difficulty remains unstable, and lower-level texts 
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tend to be systematically shorter than intended. Second, when adapting an existing text 

to a specified target difficulty, prompts such as "rewrite it to be simpler" or "rewrite it to 

be more difficult" often produce only directional change rather than stable convergence 

into the desired target range, while also introducing risks of factual drift or the loss of 

key information. 

These observations suggest that difficulty control in graded reading-material generation 

should not be treated merely as a prompt-design problem, but also as a text adaptation 

problem related to simplification and controlled rewriting [6][7]. It is more appropriately 

formulated as a control problem with feedback [3]. In other words, the system should 

first produce candidate texts and then evaluate and iteratively refine them using reada-

bility metrics, content fidelity signals, and engineering constraints, rather than accepting 

the result after a single model call. Motivated by this view, the thesis focuses on 

closed-loop difficulty adaptation and its systematic implementation. 

1.2 Research Objectives and Research Questions 

This thesis designs and implements a dynamic reading-material system for graded 

English reading practice that includes passage generation, difficulty adaptation, result 

archival, and statistical analysis, and it evaluates the system experimentally with re-

spect to controllability and usability. The specific research questions are as follows: 

RQ1. Can direct prompting satisfy both length and difficulty constraints for read-

ing passage generation at the same time? 

This question examines the practical reliability of one-shot generation. Its purpose is 

not merely to test whether LLMs can generate readable passages, but whether they 

can generate passages that simultaneously satisfy two concrete instructional require-

ments: approximate target length and acceptable target difficulty. 

RQ2. Can a closed-loop feedback mechanism significantly improve the hit rate 

for target difficulty? 

This question investigates whether iterative evaluation and adjustment can outperform 

direct prompting as a control strategy. It focuses on the extent to which feedback-

based adaptation can increase the proportion of outputs that fall within the predefined 

target difficulty bands. 

RQ3. Can improved difficulty control be achieved without substantially damaging 

content fidelity? 
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This question evaluates whether the gains produced by closed-loop adaptation remain 

educationally acceptable. It addresses the trade-off between metric alignment and se-

mantic preservation, asking whether the system can improve difficulty accuracy while 

still retaining the key information and meaning of the source text. 

These research questions together define the central problem of the thesis: how to 

transform LLM-based reading material generation from a loosely guided prompting task 

into a measurable, controllable, and reproducible educational text-production process.  

In response to these questions, the study pursues four closely related objectives. First, 

it seeks to build an operational system for reading-material generation and difficulty 

adaptation rather than offering only a conceptual framework. This means implementing 

a complete workflow in which reading passages can be generated, evaluated, adjusted, 

archived, and later analysed within a unified platform. Second, the study aims to repre-

sent reading difficulty as a calculable and comparable target so that the system can 

move beyond vague prompt labels such as “easy” or “difficult” and instead rely on ex-

plicit metric-based judgement. Third, it seeks to design a closed-loop adaptation strate-

gy in which generated outputs are iteratively evaluated and revised toward the target 

difficulty range while preserving the semantic integrity of the source content as far as 

possible. Finally, the thesis aims to validate experimentally whether such a system can 

provide meaningful advantages for the controlled production of educational texts by 

examining its performance in terms of target hit rate, deviation, fidelity, and related in-

dicators. Taken together, these objectives define the broader purpose of the study: to 

transform LLM-based reading-material generation from a loosely guided text-

generation task into a measurable, controllable, and reproducible process for educa-

tional use. 

1.3 Research Methods and Technical Route 

The thesis adopts a research route that combines system construction with experi-

mental validation. On the one hand, a fully operational platform is implemented by inte-

grating front-end interaction, back-end business logic, model adaptation, archival man-

agement, and statistical analysis. On the other hand, batch experiments are conducted 

to evaluate both direct passage generation and closed-loop difficulty adaptation, using 

automatic metrics to analyse hit rate, deviation, fidelity, and cost. 

Technically, the system treats large language models as the core text-generation en-

gine and uses readability indicators together with content fidelity scoring as feedback 

signals, in line with recent iterative refinement approaches that combine generation 
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with subsequent feedback-based revision [3] .Task execution and logging are organ-

ised through a five-stage Generate-Evaluate-Adjust-Archive-Analyse workflow. At the 

evaluation level, the thesis focuses on hit rate, length deviation, average rounds, fidelity, 

residual drift, and token cost as key indicators of system performance, and the implica-

tions and limitations of these results are discussed later. 

1.4 Thesis Structure 

The remainder of the thesis is organised as follows. 

Chapter 2 introduces the research background and theoretical foundations, including 

educational content generation, graded reading, readability theory, and prior work on 

LLM-driven text difficulty adaptation. 

Chapter 3 presents the methodological design, including the research workflow, the 

definition of difficulty, fidelity constraints, experimental tasks, and evaluation metrics. 

Chapter 4 describes system design and implementation, focusing on the system archi-

tecture, the passage-generation module, the difficulty-adaptation module, the archival 

and statistical-analysis modules, and the front-end interaction flow. 

Chapter 5 reports and discusses the experimental results, analysing system perfor-

mance in both direct-generation and closed-loop adaptation tasks and examining 

strengths, limitations, and threats to validity. 

Chapter 6 concludes the thesis, reviews the extent to which the research objectives 

were achieved, and outlines directions for future improvement. 
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2 BACKGROUND 

2.1 Graded Reading and Educational Content Generation 

Graded reading emphasises the provision of texts whose difficulty is aligned with 

learners' reading ability, to balance comprehension burden, lexical challenge, and train-

ing effectiveness. In English teaching and EFL contexts, reading materials function not 

only as language input but also as vehicles for vocabulary learning, discourse compre-

hension, and assessment practice. Accordingly, the difficulty, length, topic, and peda-

gogical suitability of materials all affect their educational usefulness. 

Traditional construction of reading resources relies primarily on manual writing, selec-

tion, or rewriting. Such methods are dependable in terms of quality control, but when a 

scenario demands the continuous production of materials across multiple topics, levels, 

and versions, manual approaches struggle to scale. The emergence of generative arti-

ficial intelligence provides a new technical pathway for reading-resource supply and 

gives practical plausibility to the idea of a dynamic reading-material engine. 

2.2 Related Research on LLM-Based Educational Text Gener-

ation and Difficulty Adaptation 

Recent research on large language models in education has increasingly shifted from 

asking whether LLMs can generate fluent instructional text to asking how such systems 

can be aligned with concrete educational needs. In educational settings, the value of 

LLMs depends not only on linguistic fluency, but also on pedagogical reliability, learner 

appropriateness, controllability, and safe integration into teaching workflows [25]. This 

broader perspective is important for the present thesis because reading-material gen-

eration is not simply a text-production task. A generated passage must be suitable for a 

target learner group, remain consistent with instructional constraints, and be evaluable 

after generation. 

A related line of work concerns adaptive learning systems and intelligent tutoring sys-

tems. Recent LLM-based tutoring systems have explored how models can support ESL 

learning through dialogue, feedback, debriefing, and pedagogically informed tutoring 

strategies [26][27]. These studies show that LLMs can contribute to personalised and 
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adaptive language-learning environments. However, their main focus is usually learner-

facing interaction and tutoring behaviour, rather than the controlled batch production of 

graded reading passages. Therefore, they provide an important educational systems 

background for this thesis, while also clarifying the narrower problem addressed here: 

how to generate and adapt reading materials whose length, difficulty, and content fideli-

ty can be measured and controlled. 

Early work has already demonstrated the feasibility of applying large language models 

to reading-related educational tasks. Bezirhan and von Davier [4] used GPT-3 to gen-

erate fourth grade reading passages for assessment development, selected candidate 

passages partly according to Lexile-score agreement with original texts, and then used 

human editing and judge evaluation to examine coherence, appropriateness, and 

readability; their results show that LLM-generated passages can approximate human-

authored assessment materials, but also indicate that quality control still depends on 

selection and post-generation review. Xiao et al. [5] implemented a ChatGPT-based 

reading-comprehension exercise generation system for middle-school English learners 

in China and evaluated both generated passages and corresponding questions through 

automatic and manual assessment, finding that the generated materials were suitable 

for students and could even surpass existing human-written materials; this supports the 

practical feasibility of LLM-based reading-material production, while also motivating the 

present thesis to focus more narrowly on measurable difficulty control, length control, 

and content-fidelity preservation. 

Research on text simplification provides an important bridge between general educa-

tional text generation and the more specific problem of difficulty adaptation. Stajner [8] 

reviewed automatic text simplification as a socially beneficial NLP task and empha-

sized that simplification is not only a matter of shortening or paraphrasing text, but also 

involves preserving meaning, adapting lexical and syntactic complexity, and evaluating 

whether the output is actually useful for target readers. This perspective is directly rele-

vant to graded reading materials, because reducing or increasing difficulty without pro-

tecting key information may produce texts that are formally simpler or harder but edu-

cationally unreliable. 

More recent LLM-based studies make this controllability problem more concrete. 

Huang et al. [9] introduced a leveled-text generation task in which educational materi-

als are rewritten to specified readability levels while preserving meaning; their experi-

ments evaluated 100 processed educational materials with GPT-3.5, LLaMA-2 70B, 

and Mixtral 8x7B under zero-shot and few-shot prompting, finding that few-shot 

prompting improved readability manipulation and information preservation, while LLa-
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MA-2 70B performed better on target difficulty and GPT-3.5 better preserved original 

meaning. However, their manual inspection also identified misinformation and uneven 

editing, showing that level control and content fidelity remain difficult to satisfy simulta-

neously. Hsu et al. [10] reached a related conclusion in readability-controlled rationale 

generation: LLM outputs could adapt to requested levels such as sixth grade or college, 

but the observed readability distinctions did not fully match traditional readability met-

rics, and generated rationales tended to cluster around medium complexity. Kew et al. 

[11] further broadened the evidence through the BLESS benchmark, which evaluated 

44 LLMs on sentence simplification across Wikipedia, news, and medical test sets; alt-

hough the best LLMs were comparable to state-of-the-art text-simplification baselines, 

the study also showed substantial variation in model behaviour and editing strategies. 

Taken together, these studies indicate that LLMs can move text toward different reada-

bility levels, but stable target alignment, semantic preservation, and predictable editing 

behaviour remain unresolved, which motivates the closed-loop difficulty adaptation 

strategy used in this thesis. 

Another important line of literature concerns the evaluation of readability itself. Marulli 

et al. [12] conducted an empirical analysis of the readability of LLM-generated outputs 

by comparing five pre-trained language models across English text-generation tasks of 

increasing difficulty and calculating multiple established readability indexes. Their study 

shows that the readability of LLM outputs varies across models and tasks, and that dif-

ferent readability formulas may describe different aspects of textual complexity. This 

finding is directly relevant to the present thesis because it supports the decision not to 

rely on a single readability score. Instead, the proposed system treats difficulty as a 

composite signal based on several grade-like formulas, while retaining Flesch Reading 

Ease as an auxiliary monitoring indicator. 

Related educational AI research also reinforces the need for explicit evaluation and 

control mechanisms. Scaria et al. [13] studied automated educational question genera-

tion at different Bloom’s cognitive levels using large language models and found that 

LLMs can generate diverse and useful educational questions when guided by appro-

priate prompting strategies, but that performance varies across models and that auto-

matic evaluation alone is less reliable than human judgement. Although their task con-

cerns question generation rather than reading-passage adaptation, the implication is 

similar: educational usefulness cannot be assumed from fluent generation alone. Gen-

erated educational materials require systematic evaluation, level checking, and quality-

control procedures before they can be used in learning contexts. 
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Taken together, the literature shows a clear progression from general educational LLM 

applications and intelligent tutoring systems to more specific work on reading-material 

generation, text simplification, readability-controlled rewriting, and controllable genera-

tion. Across these areas, the same limitation repeatedly appears: LLMs can produce 

fluent and educationally plausible materials, but one-shot generation does not reliably 

guarantee target difficulty, length stability, semantic fidelity, or pedagogical suitability. 

Existing tutoring-oriented studies mainly address interaction and feedback, while read-

ability-control and simplification studies reveal persistent problems of target mismatch, 

metric disagreement, and content drift. Therefore, the central unresolved issue is not 

whether LLMs can generate educational reading materials, but how such generation 

can be organised into a measurable and controllable workflow. This thesis addresses 

that issue by integrating generation, readability evaluation, constrained difficulty ad-

justment, fidelity checking, archival, and analysis into a closed-loop system for graded 

reading-material production. 

2.3 Readability Theory 

Reading difficulty is a multidimensional concept. It includes textual properties such as 

syntactic complexity, lexical difficulty, and information density, while also being influ-

enced by reader background knowledge, task objectives, and context. Because read-

ing difficulty in authentic instructional settings cannot be fully captured by a single indi-

cator [20][21], readability formulas are commonly used in both research and engineer-

ing practice as approximate estimates of text complexity [14]. 

Flesch Reading Ease (FRE) [15] is one of the earliest and most widely used readability 

formulas and estimates reading ease through sentence length and syllable density. 

Flesch-Kincaid Grade (FK) [16] translates a similar logic into an approximate grade-

level representation. The Coleman-Liau Index (CLI) [17] is based on character counts 

rather than syllables and is therefore more suitable for machine computation. Gunning 

Fog [18] places greater emphasis on the role of complex words in reading difficulty, 

while the Automated Readability Index (ARI) [19] provides another grade-like estimate 

using character counts and sentence length. 

In the present system, readability computation is implemented consistently with the 

source code, and the core variables are defined as follows: 

- Let 𝑊 denote the number of words, 𝑆 the number of sentences, 𝑌 the total number 

of syllables, 𝐶  the total number of characters, and 𝐶𝑊  the number of complex 

words. 
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- Let average sentence length be 𝐴𝑆𝐿 = 𝑊/𝑆. 

- Let average syllables per word be 𝐴𝑆𝑊 =  𝑌/𝑊. 

- Let characters per 100 words be 𝐿 = 100 ·  𝐶 𝑊. 

- Let sentences per 100 words be 𝑃 =  100 ·  𝑆/𝑊. 

- Let the percentage of complex words be 𝐶𝑃 =  100 ·  𝐶𝑊/𝑊. 

On this basis, the principal readability formulas used in this thesis are: 

𝐹𝑅𝐸 =  206.835 −  1.015 ·  𝐴𝑆𝐿 −  84.6 ·  𝐴𝑆𝑊 

𝐹𝐾 =  0.39 ·  𝐴𝑆𝐿 +  11.8 ·  𝐴𝑆𝑊 −  15.59 

𝐴𝑅𝐼 =  4.71 ·  
𝐶

𝑊
+  0.5 ·  𝐴𝑆𝐿 −  21.43 

𝐶𝐿𝐼 =  0.0588 ·  𝐿 −  0.296 ·  𝑃 −  15.8 

𝐺𝐹 =  0.4 ·  (𝐴𝑆𝐿 +  𝐶𝑃) 

Among these measures, a higher FRE value indicates that a text is easier to read, 

whereas higher FK, ARI, CLI, and Gunning Fog values indicate greater complexity. In 

the specific implementation, complex words are approximated as words whose syllable 

count exceeds three after simple suffix normalisation, and sentences are segmented 

through punctuation-based splitting. 

These indicators are strongly related but not identical in the surface properties they 

capture. For educational text generation systems, relying on a single formula often 

leads to representational insufficiency, whereas requiring all formulas to fall within an 

extremely narrow target range risks making the objective unattainable. Accordingly, this 

thesis combines multiple indicators by taking the mean of FK, ARI, CLI, and Gunning 

Fog as the principal basis for difficulty judgement, while retaining FRE as an auxiliary 

interpretive signal. 

2.4 Research Gap and Positioning of This Study 

Despite rapid progress in LLM-based educational applications, an important gap re-

mains between general educational usefulness and reliable passage-level controllabil-

ity. Recent work in LLMs for education has emphasized stakeholder needs, pedagogi-

cal reliability, and safe integration into learning settings, showing that fluent generation 

alone is not sufficient for educational deployment [25]. In parallel, conversational intelli-

gent tutoring and CALL-oriented systems have demonstrated that LLMs can support 
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language learning through dialogue, feedback, and adaptive tutoring strategies [26][27]. 

However, these systems do not directly solve the problem addressed in this thesis: 

producing reading passages whose length and readability can be controlled with suffi-

cient stability for graded reading practice. 

A second gap concerns controllability under explicit constraints. Studies on readability-

controlled generation and simplification show that LLMs can often move text in the in-

tended direction, but stable target compliance remains difficult and semantic distortion 

remains a recurring risk [9][10][11]. More broadly, recent research on instruction follow-

ing and controllable generation indicates that LLMs do not consistently satisfy fine-

grained natural-language constraints, even when they appear to understand the task at 

a surface level [28][29][30]. This suggests that difficulty control should not be treated as 

a prompt-writing problem alone. 

A third gap concerns iterative correction and acceptance logic. Self-refinement and 

self-correction studies suggest that repeated revision can improve outputs, but they al-

so show that improvement depends strongly on the quality of feedback, verification 

conditions, and evaluation design rather than on repetition itself [3][31]. Prior educa-

tional generation studies have not sufficiently integrated this insight into a system 

where readability feedback, fidelity protection, and candidate acceptance are jointly de-

fined as operational constraints. 

Accordingly, this thesis is positioned at the intersection of educational text generation, 

readability-controlled rewriting, and controllable LLM inference. Its contribution is not 

simply to show that LLMs can generate passages for learners, but to design a closed-

loop system in which target difficulty is operationalised as a measurable objective, ad-

aptation is performed iteratively, and semantic fidelity is explicitly protected during the 

adjustment process. 
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3 METHODOLOGICAL DESIGN 

3.1 Research Paradigm and Overall Approach 

This thesis adopts a methodology that combines system construction with experimental 

evaluation. The study first identifies system objectives based on actual instructional 

needs and literature review, then completes the design and implementation of a dy-

namic reading-material generation system and finally validates the system through 

batch experiments on direct generation and closed-loop adaptation tasks. This ap-

proach combines engineering practicality with research verifiability and is appropriate 

for addressing the questions of whether the system is usable, whether control is effec-

tive, and whether rewriting preserves content. 

Overall, the study follows the process below: 

1. Clarify the application requirements of reading-material generation and difficulty 

adaptation. 

2. Review the relevant literature and determine the methodological entry point of the 

present study. 

3. Design and implement a reading-material generation and difficulty-adaptation sys-

tem. 

4. Conduct direct-generation and closed-loop adaptation experiments. 

5. Analyse the experimental results and discuss system strengths, limitations, and fu-

ture directions. 

3.2 Definition of the Closed-Loop Workflow 

The system follows a five-stage Generate-Evaluate-Adjust-Archive-Analyse workflow. 

In the Generate stage, the system produces an initial passage according to the topic, 

target level, target word count, and model configuration. 

In the Evaluate stage, the system computes word count, sentence count, readability 

metrics, and related statistical features to determine whether the current output satis-

fies the target constraints. 
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In the Adjust stage, the system performs difficulty adaptation, when necessary, itera-

tively rewriting the text toward the target difficulty and recalculating metrics after each 

round. 

In the Archive stage, the text, metadata, experiment identifiers, hit status, token con-

sumption, and adjustment history are written to local storage to support reproduction 

and later analysis. 

In the Analyse stage, the archival results are aggregated into summary tables, statisti-

cal files, and figures for task comparison and thesis writing. 

The key to this workflow is not the quality of a single generation result, but the trans-

formation of text generation into a feedback-driven controllable process through which 

the system can continuously revise outputs based on measured indicators. 

 

Figure 1.  Closed-loop workflow for passage generation and difficulty adaptation 

The figure illustrates the core logic of the proposed method: the system does not treat 

model output as an endpoint, but as the starting point for subsequent measurement, fil-

tering, and archival. The figure clarifies the layered logic of the framework and high-

lights the central role of feedback in improving controllability. 

3.2.1 Difficulty Definition and Hit Rules 

This thesis represents reading difficulty as a target range defined over multiple indica-

tors rather than relying directly on natural-language labels such as "easy", "medium", or 

"difficult". For each target level, the system specifies a difficulty profile and uses the 
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grade-family mean as the principal decision signal. The grade-family mean is the 

arithmetic mean of the following four metrics: 

1. Flesch-Kincaid Grade 

2. Automated Readability Index 

3. Coleman-Liau Index 

4. Gunning Fog 

If these four indicators are denoted by 𝐹𝐾, 𝐴𝑅𝐼, 𝐶𝐿𝐼, and 𝐺𝐹, respectively, then the 

principal decision quantity is defined as: 

𝑀௚௥௔ௗ௘ =
𝐹𝐾 +  𝐴𝑅𝐼 +  𝐶𝐿𝐼 +  𝐺𝐹

4
 

When the grade-family mean of a candidate text falls within the target interval corre-

sponding to the requested level, the system counts it as a difficulty hit. At the same 

time, Flesch Reading Ease is retained as an auxiliary monitoring signal to help explain 

why a text has shifted toward greater ease or greater difficulty. The reason for using an 

interval rather than a point value is that authentic reading materials rarely correspond 

to one exact numerical value; rather, they occupy an acceptable band of complexity. 

In the present system, the mean targets for the five levels are defined as follows: Level 

1 corresponds to 6-8, Level 2 to 8-10, Level 3 to 10-12, Level 4 to 12-14, and Level 5 to 

14-20. These intervals were calibrated with reference to common grade-band repre-

sentations for English reading materials and the readability distributions observed in pi-

lot data. Importantly, the final hit judgement does not require all four-component met-

rics to fall individually into the same narrow interval. Instead, the system requires only 

that their mean enter the corresponding level band. This design reduces the risk that 

the objective becomes unattainable through excessive multi-metric tightening. 

3.2.2 Length Control and Length Compensation 

Pilot experiments revealed a systematic under-length tendency in lower-level texts. A 

likely reason is that, unlike human writers, large language models do not complete a 

passage by continuously checking whether the output has already reached a required 

word count through an explicit hard constraint. Instead, the length instruction in a 

prompt is processed as part of the textual input through the model’s attention mecha-

nism, together with topic, style, and difficulty instructions. As a result, the requested 

word count does not function as a strict stopping rule, but only as one conditioning sig-

nal among others. In practice, the observed pattern in this study was that LLM outputs 
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tended to fall short of the word count requested in the prompt, especially when the tar-

get level was lower. To reduce this bias, the system introduces a level-specific length 

compensation strategy during generation. 

If the target word count specified by the user is 𝑊௧, the requested level is 𝑙, and the 

level-specific compensation factor is 𝛼௟, then the effective target word count 𝑊௘௙௙ used 

internally by the prompt is: 

𝑊௘௙௙ =  𝑚𝑎𝑥(80, 𝑟𝑜𝑢𝑛𝑑(𝑊௧ ·  𝛼௟)) 

The compensation factors used by the system are: 

 

- Level 1: 𝛼ଵ  =  1.40 

- Level 2: 𝛼ଶ  =  1.30 

- Level 3: 𝛼ଷ  =  1.05 

- Level 4: 𝛼ସ  =  1.00 

- Level 5: 𝛼ହ  =  1.00 

Compensated candidates are still evaluated against the user's original target word 

count. The system uses an acceptable range to filter candidates; when a result lies 

outside this range, the system retries and retains the candidate closest to the request-

ed length. The essential nature of this strategy is engineering calibration rather than ex 

post relaxation of the evaluation standard. 

More specifically, the acceptable range is defined as: 

𝑊௟௢௪ =  0.9 ⋅ 𝑊௧ 

𝑊௛௜௚௛ =  1.2 ⋅ 𝑊௧ 

If a candidate falls outside this interval, the system enters a retry or candidate-selection 

process. This design ensures that length-control improvement is treated explicitly as a 

generation-stage calibration problem rather than as a post hoc adjustment of standards. 

3.2.3 Closed-Loop Difficulty Adaptation Strategy 

In the difficulty-adaptation task, the system first computes the current readability met-

rics of the input text and determines the adaptation direction based on its deviation 

from the target interval. It then invokes the large language model to perform one round 

of constrained rewriting and recalculates the metrics of the candidate text. If the candi-
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date hits the target, the process terminates early. If it does not hit the target but is clos-

er to the goal than the current text, the candidate can be retained as the input to the 

next round. 

To reduce the high variance and semantic drift associated with full rewriting, this thesis 

adopts a replacement-only strategy, seeking to move the text toward the target through 

local substitutions and local structural adjustments. The system supports three principal 

rewriting variants: 

1. A lexical variant dominated by lexical substitutions. 

2. A sentence variant dominated by syntactic restructuring. 

3. A balanced variant that combines lexical and syntactic modifications. 

The purpose of this design is to narrow the scope of each single-round rewrite, improve 

control precision, and reduce both token cost and the risk of semantic distortion. 

To quantify the condition of being closer to the target, the system evaluates not only 

whether the target is hit but also the normalised distance between the candidate and 

the centre of the target interval. If the target interval is [𝑎, 𝑏], its centre is 𝑐 = (𝑎 + 𝑏)/2, 

its half-width is ℎ = (𝑏 − 𝑎)/2, and the candidate's grade-family mean is 𝑀௚௥௔ௗ௘, then 

distance is defined as: 

𝐷 =  
ห𝑀{௚௥௔ௗ௘} −  𝑐ห

ℎ
 

When 𝐷 decreases, the candidate is numerically closer to the centre of the target inter-

val. This quantity functions as a local-improvement criterion in the closed loop, allowing 

the system to compare candidates even when none has yet reached the target band. 

3.2.4 Content Fidelity Constraints 

Difficulty adaptation should not come at the cost of substantial alteration of facts or 

core meaning. For this reason, the thesis introduces a fidelity-validation mechanism in-

to candidate filtering. The system extracts entities, numbers, and keywords from the 

source text and computes their recall in the candidate text. Overall fidelity is obtained 

as a weighted combination of these three components: Entity recall, Number recall 

and Keyword recall. 

If the three recalls are denoted by 𝑅௘, 𝑅௡, and 𝑅௞, then the overall fidelity score is de-

fined as: 

𝐹 =  0.45𝑅௘ +  0.35𝑅௡ +  0.20𝑅௞ 
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In the main workflow, a candidate must reach a predefined minimum fidelity threshold 

before it becomes eligible for acceptance. Some local heuristic acceptance rules apply 

a stricter threshold. Through this mechanism, the system prevents candidates with su-

perficially improved readability metrics but severe information loss from entering the re-

sult. 

The default threshold in the main workflow is 𝐹 ≥  0.72, while some stricter local ac-

ceptance rules require approximately 𝐹 ≥  0.85. These weights reflect the priority of 

factual reliability in educational texts: entities and numbers are more directly related to 

factual correctness and are therefore assigned higher weights, whereas keyword recall 

functions mainly as a supplementary signal of semantic coverage. Consequently, the 

system does not automatically accept a candidate simply because its difficulty metrics 

improve. Only candidates that satisfy the minimum fidelity requirement are allowed to 

continue competing in later rounds. Because all three components are recall-based, 

this measure is sensitive to omitted source information but may not detect factual dis-

tortion, altered relations, or unsupported claims when the tracked entities, numbers, 

and keywords are retained. 

3.3 Experimental Task Design and Evaluation Metrics 

To answer the research questions, the thesis organises two core experimental tasks. 

Task A is a direct-generation task intended to examine the baseline performance of 

one-shot prompting in terms of length control and difficulty control. This task does not 

employ closed-loop correction; it considers only the usability and stability of the first-

pass output. 

Task B is a closed-loop difficulty-adaptation task designed to evaluate whether the in-

troduction of feedback and fidelity constraints can significantly improve the target-

difficulty hit rate while maintaining high semantic fidelity. 

The core experimental results of the thesis are organised around these two tasks. Con-

tent related to comparison with reference corpora, extended statistical analysis, and 

certain pilot observations can be treated as supplementary analysis rather than being 

mixed into the principal results. 

To assess the effectiveness of the proposed system, this study uses a set of evaluation 

metrics designed to reflect both control performance and practical usability. Since the 

purpose of the system is not merely to generate fluent text, but to generate or adapt 

passages in a controllable and reproducible way, the evaluation must consider whether 
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outputs reach the desired target, how far they deviate when they miss, how much re-

writing is required, whether meaning is preserved, and what cost is incurred during the 

process. Accordingly, the evaluation framework combines target- alignment metrics, 

process-efficiency metrics, fidelity-related metrics, and cost-related metrics. 

The first core metric is hit rate. Hit rate measures the proportion of samples whose fi-

nal difficulty falls within the predefined target interval for the requested level. In this 

study, the hit condition is determined primarily by the grade-family mean, that is, the 

arithmetic mean of Flesch-Kincaid Grade, Automated Readability Index, Coleman-Liau 

Index, and Gunning Fog. If the final value of this mean lies within the target band cor-

responding to the requested level, the sample is counted as a hit. Hit rate is the most 

direct indicator of whether the system can achieve reliable level control, because it re-

flects not just directional movement, but successful arrival within the acceptable target 

range. 

A second important metric is length deviation. This metric is used mainly in the direct-

generation task to examine how closely the generated passage matches the requested 

word count. In practical educational use, difficulty alone is not sufficient; passages must 

also remain reasonably close to the intended length so that they fit classroom tasks, 

exercise design, and reading-time expectations. Length deviation therefore measures 

the relative difference between the actual word count and the user-specified target 

word count. Lower deviation indicates better control of passage length and stronger 

adherence to instructional requirements. 

To further describe target alignment, the study also uses residual drift. Residual drift 

refers to the remaining distance between the final grade-family mean and the target in-

terval after the adjustment process. If a sample hits the target band, the residual drift is 

zero. If it falls below or above the band, the drift is measured as the distance from the 

nearest boundary of the target interval. This metric is useful because hit rate alone is 

binary: it distinguishes only between success and failure. Residual drift, by contrast, 

shows how close non-hit samples are to the target and therefore provides a more fine-

grained view of control quality. 

 Another important metric is average rounds used. This metric records how many 

rounds of iterative adjustment are required before the process terminates. It reflects the 

operational efficiency of the closed-loop mechanism. A lower average number of 

rounds indicates that the system can reach the target more quickly, whereas a higher 

value suggests that more correction steps are needed. This metric is particularly rele-
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vant for comparing the practical behaviour of different models under the same adapta-

tion framework, because it captures how efficiently each model responds to feedback. 

Because readability improvement alone is not sufficient for educational usability, the 

study also evaluates content fidelity. Fidelity is intended to measure how well the 

adapted text preserves key information from the source passage. In the present system, 

the overall fidelity score is constructed from three recall-based components: entity re-

call, number recall, and keyword recall. Entity recall reflects whether named entities 

and core content items from the source text are retained. Number recall captures 

whether quantitative information, dates, and other numerical details are preserved. 

Keyword recall reflects whether the main topical vocabulary of the source passage re-

mains present in the adapted version. These three components are combined into a 

weighted overall score, with higher weights assigned to entities and numbers because 

factual consistency is especially important in educational reading materials. A higher fi-

delity score indicates stronger semantic preservation during difficulty adaptation. 

 In addition to output quality, the study also considers token consumption as a cost-

related metric. Since closed-loop adaptation may require multiple model calls, practical 

deployment depends not only on whether the system works, but also on how much 

computational cost is incurred in reaching a satisfactory result. Token consumption 

therefore records the total number of tokens used during generation or adjustment. 

This metric is especially useful when comparing models that may achieve similar hit 

rates but require very different levels of cost to do so. 

For Task A, which evaluates direct generation without closed-loop correction, the main 

metrics are hit rate, length deviation, and average attempts. Here, hit rate indicates 

whether one-shot prompting can directly satisfy the target difficulty requirement, length 

deviation indicates whether the generated text remains close to the requested size, and 

average attempts reflects how many retries are needed to obtain an acceptable candi-

date under the generation-stage filtering strategy. 

For Task B, which evaluates iterative difficulty adaptation, the main metrics are hit rate, 

residual drift, average rounds used, fidelity score, and token consumption. In this task, 

hit rate remains the central indicator of target achievement, residual drift shows the re-

maining degree of mismatch when target bands are not reached, average rounds indi-

cate adaptation efficiency, fidelity reflects semantic preservation, and token consump-

tion captures practical cost. Taken together, these metrics provide a multidimensional 

basis for evaluating whether the proposed closed-loop system is not only effective in 
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moving texts toward the target level, but also usable as a controlled educational text-

production workflow.   
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4 SYSTEM DESIGN AND IMPLEMENTATION 

4.1 Overall System Architecture 

The dynamic reading-material system designed in this thesis consists of a front-end in-

teraction layer, a back-end service layer, a model-adaptation layer, a data-archival lay-

er, and a statistical-analysis layer. The front end is responsible for parameter input, re-

sult presentation, local-data browsing, and statistical pages. The back end orchestrates 

business logic, including passage generation, basic rewriting, difficulty adaptation, and 

local file reading. The model-adaptation layer provides a unified abstraction over differ-

ent model providers. The data layer archives generation results, adaptation results, and 

experiment logs. The statistical-analysis layer supports result aggregation and figure 

preparation through offline scripts and front-end visualisation. 

Functionally, the central value of this architecture lies in connecting generation, adapta-

tion, archival, and analysis into one unified workflow. Compared with a prototype that 

merely outputs text once, this design is more suitable for thesis experiments and later 

iterative development. 

At the implementation level, the back end adopts a route-based service architecture 

built with Express. It receives requests through unified interfaces and delegates pas-

sage generation, basic rewriting, difficulty adaptation, and question generation to inde-

pendent service modules. The ‘generate-article’ endpoint corresponds to the passage-

generation service, ‘simplify-article’ to the basic-rewriting service, and ‘adjust-difficulty’ 

to the closed-loop adaptation service. Before entering the business logic, all requests 

undergo structured schema validation via Zod. The advantage of this design is that in-

put constraints, service logic, and archival logic remain separated, which facilitates 

both testing and later expansion to additional task types. 

At the directory level, generated passages, adapted passages, and question-

generation outputs are written into separate locations. This directory-level separation of 

responsibilities prevents outputs from different experimental phases from being con-

fused during post-processing and allows statistical scripts to read data by source in a 

stable manner.  

4.2 Module Design 
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4.2.1 Passage Generation Module 

The passage generation module is responsible for producing the initial reading pas-

sage according to user-specified parameters, including topic, target difficulty level, tar-

get word count, language, and model selection. In the implemented system, this func-

tion is exposed through the ‘/api/generate-article’ endpoint and is executed by the 

‘generateArticle’ service. The module does not treat the LLM response as a final an-

swer immediately. Instead, it validates the request, constructs a controlled prompt, 

asks the model to return structured output, evaluates the generated candidate, and ar-

chives the accepted result with its metadata and readability metrics. 

At the API level, the generation request is checked before it enters the service layer. 

The following fragment shows the structured validation used for this endpoint. The sys-

tem requires four core fields, namely ‘topic’, ‘level’, ‘target_words’, and ‘lang’; the se-

lected model and experiment metadata are optional. The level is restricted to the range 

from 1 to 5, the target word count is restricted to 80-1200 words, and the language is 

fixed to English in the current implementation. 

1 

2 

3 

4 

5 

6 

7 

8 

const requestSchema = z.object({   

  topic: z.string().min(1),   

  level: z.number().int().min(1).max(5),   

  target_words: z.number().int().min(80).max(1200),   

  lang: z.literal("en"),   

  model: z.enum(OPENROUTER_MODEL_OPTIONS).optional(),   

  experiment: experimentMetaSchema,   

}); 
Figure 2. Request validation schema 

The model response is also constrained by a structured schema. Rather than allowing 

the model to return free-form text, the system expects a JSON object with only two 

fields: `title` and `article`. This design reduces parsing ambiguity and makes later met-

ric calculation and archival more stable. 
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const ARTICLE_RESPONSE_SCHEMA = { 

  name: "article_generation_response", 

  schema: { 

    type: "object", 

    additionalProperties: false, 

    properties: { 

      title: { type: "string" }, 

      article: { type: "string" }, 

    }, 

    required: ["title", "article"], 

  }, 

} as const; 
Figure 3. Structured response schema 

The prompt is constructed from the topic, effective word target, acceptable word-count 

range, difficulty profile, language requirement, and output constraints. A representative 

prompt generated by the system is shown below. In this example, the user requests a 

600-word level 2 passage about rainforest ecosystems. Because level 2 applies length 

compensation, the effective target becomes 780 words, and the preferred range be-

comes 702-936 words. 

You are an assistant that writes short reading passages. 
Topic: Rainforest ecosystems 
Target length: around 780 words. 
Preferred range: 702-936 words. 
Difficulty level: 2 (Grade Mean 8-10). 
Difficulty targets: Mean readability target (FK/ARI/CLI/GF): 8-10; Flesch-

Kincaid grade: 8-10; ARI: 8-10; Coleman-Liau: 8-10; Gunning Fog: 8-10. 
Difficulty guidance: Push readability-grade metrics toward the 8-10 band 

with moderately complex wording and sentence structures. 
Language: English. 
Write in the style of an IELTS Academic Reading passage. 
Write 3 to 5 coherent paragraphs. 
No markdown, no lists, no headings. 
Provide a concise title and the full passage content. 
Use blank lines between paragraphs in the passage content. 

Figure 4. Prompt for article generation 

This prompt combines task content, measurable difficulty targets, genre expectations, 

and formatting requirements in one instruction sequence. The topic and language lines 

define the content scope. The target length and preferred range make the task meas-

urable instead of relying on a vague request for a short or long article. The difficulty 

profile links the natural-language level to explicit readability-grade bands, which makes 

the generated passage comparable with later evaluation metrics. The IELTS-style in-

struction gives the passage a stable educational genre, while the formatting constraints 

prevent the model from returning markdown, lists, or explanatory comments that would 

interfere with automatic parsing and archival. 
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The core service logic is shown in simplified form below. The service first resolves the 

compensated target length and constructs the prompt. It then calls the model with the 

structured response schema, extracts the JSON result, verifies that the result contains 

the expected fields, computes readability metrics, and keeps the best candidate ac-

cording to word-count distance. The service performs at most three attempts and ac-

cepts a candidate when it falls within the preferred word-count range; otherwise, it re-

tains the closest candidate available within the limited call budget. 
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for (let attempt = 0; attempt < MAX_GENERATION_ATTEMPTS; attempt += 1) { 

  const llmResponse = await getLlmResponseWithMeta(prompt, { 

    model: request.model, 

    structured_output: ARTICLE_RESPONSE_SCHEMA, 

  }); 

  

  const parsed = extractJson(llmResponse.content); 

  if (!isModelResponse(parsed)) { 

    throw new JsonExtractError("JSON missing title or article"); 

  } 

  

  const title = parsed.title.trim(); 

  const article = parsed.article.trim(); 

  const metrics = computeMetrics(article); 

  const distanceToTarget = 

    Math.abs(metrics.word_count - request.target_words); 

  const isWithinPreferredRange = 

    metrics.word_count >= bounds.lowerBound && 

    metrics.word_count <= bounds.upperBound; 

  

  if (!bestCandidate || distanceToTarget < bestCandi-date.distanceToTarget) { 

    bestCandidate = { title, article, metrics, distanceToTarget }; 

  } 

  

  if (isWithinPreferredRange) { 

    break; 

  } 

} 
Figure 5. Core generation and candidate selection logic 

Through this design, passage generation becomes a reproducible system operation ra-

ther than a single prompt response. Each output can be traced back to its request pa-

rameters, prompt constraints, model configuration, generated metrics, and archival 

record. This traceability is important for the experiments in Chapter 5, because gener-

ated passages are compared not only by visible text quality but also by length control, 

readability alignment, and token cost. 
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4.2.2 Difficulty Adaptation Module 

The difficulty adaptation module is the core implementation of the closed-loop mecha-

nism in this thesis. Unlike the basic rewriting function, which only performs directional 

operations such as simplification, hardening, or sentence shortening, this module at-

tempts to move an existing passage toward a target difficulty band defined by the sys-

tem's difficulty profile. Its objective is therefore not merely to make a text "easier" or 

"harder", but to repeatedly evaluate, adjust, and select candidates until the passage ei-

ther reaches the target range or the maximum number of rounds is reached. 

The module starts by computing the readability metrics of the input passage and re-

trieving the difficulty profile corresponding to the target level. The target level is repre-

sented as a grade-family interval. For example, level 2 corresponds to the mean read-

ability range of 8-10, while level 5 corresponds to 14-20. In each round, the system 

compares the current readability mean with the target interval and decides whether the 

next operation should simplify or harden the passage. If the current mean is above the 

target interval, the direction is set to `simpler`; if it is below the interval, the direction is 

set to `harder`. If the mean already falls inside the interval, the system uses the interval 

centre to decide a small corrective direction. 

The prompt used in the adaptation module is different from the prompt used in the pas-

sage generation module. The system does not ask the model to return a complete re-

written article. Instead, it asks the model to provide three groups of replacement edits: 

a lexical variant, a syntactic variant, and a balanced variant. Each edit must specify 

whether it is a word-level or sentence-level replacement, the exact source substring, 

and the replacement text. The model output is constrained by the same structured-

output mechanism as the passage generation module, but the structure here is based 

on candidate variants and replacement operations rather than `{title, article}`. 

A representative adaptation prompt is shown below. This example assumes that the 

current passage is above the target level, so the next direction is `simpler`. 

You are an expert reading-text editor. 
Task: rewrite the article to match difficulty level 2 (Grade Mean 8-10). 
Round 1 of 5. 
Direction: simpler. 
Guidance: Push readability-grade metrics toward the 8-10 band with moder-

ately complex wording and sentence structures. 
Reduce lexical and syntactic complexity by using more common words and 

shorter sentences. 
Distance tier: MEDIUM (distance_to_target=1.4200, 1.0-2.0). 
This round use WORD-ONLY adjustment. 
- Replace words to increase/decrease lexical complexity according to di-

rection. 
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- Replace approximately 12 words (integer budget). 
- CRITICAL: DO NOT split or merge sentences. Keep the sentence count and 

basic structure fixed. 
- Focus on swapping high-frequency vs. academic-frequency synonyms. 
Output Requirements: 
- Provide EXACTLY 3 different variants in the JSON array. 
- Variant 1: Focus primarily on LEXICAL changes (word substitutions). 
- Variant 2: Focus primarily on SYNTACTIC changes (sentence replace-

ments/splits/merges). 
- Variant 3: A BALANCED approach combining both strategies. 
- DO NOT return full rewritten article text. 
- Return only replacement edits with this schema for each variant: 

{"strate-
gy_applied":"...","replacements":[{"kind":"word|sentence","from":"exact old 
text","to":"exact new text"}]} 

- Every `from` value MUST be an exact substring from the original article. 
Hard constraints: 
- Preserve all facts and factual relations. 
- Preserve all named entities, dates, numbers, and units. 
- Keep the same paragraph breaks and overall order of ideas. 
- Do not add new facts. 
- Do not remove key facts. 
Article: 
[current passage text] 

Figure 6. Prompt for difficulty adaptation 

This prompt reflects the control logic of the module. It gives the model a target level, a 

round number, a direction, and a concrete editing mode. The distance tier determines 

whether the system should use broader changes or smaller local edits. The prompt al-

so separates lexical, syntactic, and balanced variants, which allows the system to 

compare different editing strategies within the same round. Most importantly, the model 

is required to return replacement operations instead of a complete passage. This 

makes the adjustment process more interpretable because the system can record 

which edits were proposed, which edits were actually applied, and which candidate 

was finally accepted. 

After receiving the model response, the system applies the proposed replacements lo-

cally. A word replacement is only applied when the source substring can be found in 

the current article, and sentence replacements are handled in the same exact-substring 

manner. This prevents the system from accepting a rewritten passage whose relation-

ship to the source text is unclear. 

The main closed-loop algorithm evaluates every candidate generated in a round. For 

each candidate, the system recalculates readability metrics, computes its distance to 

the target profile, calculates content fidelity relative to the original article, and checks 

whether the target has been hit. A candidate is eligible only if it satisfies the fidelity 

threshold and either improves the distance to the target, newly hits the target band, or 
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produces a useful lexical or syntactic improvement under high fidelity. The best eligible 

candidate becomes the current best article for the next round. 
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export const adjustArticleDifficulty = async ( 

  input: AdjustDifficultyInput 

) => { 

  const profile = getDifficultyProfile(input.target_level); 

  const original = input.article.trim(); 

  

  let current = initCandidate(original, profile); 

  let best = current; 

  

  for (let round = 1; round <= 5; round++) { 

    const variants = await requestVariants( 

      current.article, 

      profile, 

      input.model 

    ); 

  

    const candidate = selectBestVariant( 

      original, 

      current, 

      variants, 

      profile 

    ); 

  

    if (!candidate) continue; 

  

    current = candidate; 

    if (better(candidate, best)) best = candidate; 

    if (candidate.isHit) break; 

  } 

  

  return buildResult(original, best, profile); 

}; 
Figure 7. Iterative Difficulty Adjustment Algorithm 

The code above is a simplified representation of the implemented service. The full im-

plementation additionally records round-by-round history, token usage, provider and 

model metadata, adaptive word and sentence budgets, direction-switch guards, and 

stopping conditions related to zero adaptive budget. These details support later exper-

imental analysis, but the essential algorithm remains the same: compute the current 

distance, choose a direction, ask the model for structured replacement candidates, ap-

ply them locally, evaluate readability and fidelity, and keep the best candidate observed 

across all rounds. 
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The fidelity score is based on recall of named entities, numbers, and high-frequency 

keywords from the original article. This constraint is important because a candidate that 

reaches the target readability band is not necessarily acceptable if it loses key infor-

mation. By combining readability distance with fidelity filtering, the adaptation module 

treats difficulty control as a constrained optimisation problem rather than a free rewrit-

ing task. The final output is therefore not simply the last generated candidate, but the 

globally best candidate encountered during the iterative process. 

4.2.3 Experimental Support Module 

The experimental support module connects the interactive system functions with the 

batch experiments reported later in the thesis. Its purpose is to make passage genera-

tion and difficulty adaptation reproducible at scale. Instead of manually invoking the 

front-end interface for each sample, the system uses configuration-driven scripts to 

construct experiment jobs, call the back-end API, record execution outcomes, and pre-

pare batch-level records for later analysis. 

The module supports two main experimental task types. The first is direct passage 

generation, corresponding to Task A in the thesis. In this task, the script enumerates 

combinations of topics, target levels, target word counts, models, and repeated runs. 

Each combination becomes one generation job and is sent to the passage-generation 

endpoint. The second task type is difficulty adaptation, corresponding to Task B. In that 

case, the script loads source passages from previously generated records, applies op-

tional filters such as model or source level, and constructs adaptation jobs for one or 

more target levels. 

The most representative part of the experimental module is the job-construction logic, 

because it determines how an experimental configuration is transformed into reproduc-

ible API requests. The following simplified example shows how a direct generation con-

figuration is expanded into individual jobs. 
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const buildJobs = (config) => { 

  const jobs = []; 

  const repeats = Math.max(1, Number(config.repeats || 1)); 

  

  for (const topic of config.topics || []) { 

    for (const level of config.levels || []) { 

      for (const targetWords of config.target_words || []) { 

        for (let r = 1; r <= repeats; r += 1) { 

          jobs.push({ 

            topic, 

            level, 

            target_words: targetWords, 

            lang: "en", 

            model: config.model, 

            experiment: { 

              experiment_id: config.experiment_id, 

              run_tag: config.run_tag, 

              batch_id: config.batch_id, 

              sample_id: 

                `${topic.replace(/\s+/g, 

"_")}_l${level}_w${targetWords}_r${r}`, 

            }, 

          }); 

        } 

      } 

    } 

  } 

  

  return jobs; 

}; 
Figure 8. Code for job builder 

This job builder ensures that experimental samples are not generated in an ad hoc 

manner. Each sample receives a stable identifier, and each request carries batch-level 

metadata. The adaptation procedure follows the same principle, but each job addition-

ally includes the source passage, target level, maximum number of rounds, fidelity 

threshold, and source metadata. This is necessary because adaptation experiments 

depend on both the original source text and the target difficulty level. 

For each job, the script calls the corresponding back-end API and records whether the 

request succeeded or failed. This design separates experiment execution from final 

analysis. During execution, the script can continue running after individual failures, 

while the resulting logs preserve enough information to diagnose failed model calls, 

timeout cases, invalid structured outputs, or samples that did not reach the target diffi-

culty. 
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After a batch finishes, the script writes a batch summary. The summary acts as the 

bridge between execution and analysis: it identifies which samples were successfully 

produced and provides a stable input list for downstream statistical scripts. 

For larger adaptation experiments, the system also provides a master parallel runner. 

This script divides all jobs into micro-batches, controls the batch size and parallelism 

level, and writes both an execution plan and a final report. The plan records how many 

jobs and micro-batches will be executed, while the report aggregates the results from 

all selected micro-batches. This design makes long-running experiments easier to re-

sume, inspect, and partially rerun. 

 

Overall, the experimental support module provides the operational bridge between the 

implemented system and the empirical results. It ensures that generation and adapta-

tion experiments are repeatable, that the same configuration can be rerun, and that 

batch execution can be inspected without relying on manual operation. The concrete 

data structures produced by this process are described in the next section. 

4.3 Data Archival and Analysis 

The system saves experiment outputs as local JSON records rather than treating the 

front-end display as the only result. This design makes the generated passages, 

adapted passages, question sets, execution logs, and batch summaries available for 

later inspection and statistical processing. The archival layer is therefore not only a 

storage mechanism, but also the basis for reproducibility: every numerical result in the 

later experimental chapter should be traceable to saved records. 

The first major archive type is the generated-passage record. Each generated article is 

saved as an individual structured record. The saved schema contains the article identi-

ty, request parameters, passage content, readability metrics, model information, gen-

eration metadata, token usage, and timestamp.  

This schema separates the requested target from the actual generated result. The orig-

inal length request is stored separately from the internally compensated target and the 

accepted length range. The actual output length and remaining deviation are also pre-

served. This makes it possible to analyse length-control performance without rereading 

the original prompt or reconstructing the generation process manually. 

The second major archive type is the difficulty-adaptation record. This record contains 

both the original passage and the final adapted passage, together with the target profile, 
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before-and-after metrics, hit status, number of rounds, fidelity score, and round-level 

history.  

The most important feature of the adaptation schema is that it preserves both final out-

comes and process information. The before-and-after metric groups support compari-

son between the source passage and the adapted passage. The target profile and hit 

status support target-hit analysis. The fidelity section records whether content preser-

vation remained acceptable. The round history records direction, acceptance status, 

distance values, fidelity values, and failure reasons. This allows later analysis to distin-

guish between different failure modes, such as insufficient model movement, low fideli-

ty, structured-output problems, or failure to improve distance. 

The third archive type is the generated-question record. Although question generation 

is not the central experimental focus of Chapter 5, it is part of the implemented system 

and follows the same archival principle. The saved record includes the source article, 

generated title, judgement questions, single-choice questions, validation results, repair 

rounds, and timestamp. This makes the generated exercise material inspectable and 

separates validated question output from temporary model responses. 

In addition to article-level records, the experiment scripts write two higher-level record 

types: chronological execution logs and batch summaries. Logs preserve both suc-

cessful and failed API calls. Batch summaries list successfully produced samples and 

provide stable input for later analysis. In large experiments, the master runner also 

writes execution plans and final reports, recording micro-batch settings, selected 

batches, success counts, and failure counts. 

Together, these saved schemas support the data flow from system execution to thesis 

analysis. The generated-passage schema supports length and readability analysis for 

Task A. The adaptation schema supports hit-rate, fidelity, round-count, and token-cost 

analysis for Task B. The execution logs and batch summaries support reproducibility by 

linking every analysed sample to its execution batch and source configuration. 

4.4 Front-End Interaction and User Workflow 

The system also includes a lightweight web interface for interactive use. The front end 

provides form controls for entering a topic, target level, target word count, and model 

selection, and it sends the request to the corresponding back-end API. After a passage 

is generated, the page displays the article content and basic readability indicators. It al-

so provides controls for basic rewriting, difficulty adjustment, and question generation, 

so that individual samples can be inspected through the browser. 
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The front-end workflow follows the same service boundaries as the back-end imple-

mentation. Passage generation, difficulty adjustment, and question generation are not 

implemented inside the front end itself; the page only collects parameters, sends re-

quests to the API layer, and renders the returned results. This separation keeps the 

experimental logic inside the service and script layers rather than inside the visual in-

terface. 

The interface also includes a local browsing function for previously saved records. Us-

ers can select a saved source, load an article or generated question set, and view its 

text, metrics, or questions in the browser. A separate statistics page reads precomput-

ed statistical records and displays summary values and simple distributions. These 

pages are useful for manual inspection, debugging, and small-scale demonstrations. 

However, the main experiments reported in this thesis are not conducted through re-

peated manual front-end operations. They are executed primarily by batch scripts that 

call the same API endpoints directly. This design avoids browser-side manual variabil-

ity and ensures that experimental samples are generated under controlled configura-

tions. The front end should therefore be understood as an auxiliary interaction and in-

spection layer, while the experiment scripts and saved records form the main path for 

producing and analysing the research data.  
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5 EXPERIMENTAL RESULTS AND DISCUSSION 

5.1 Overview of Experimental Settings 

The experiments in this thesis consist of two main tasks: a direct-generation task and a 

closed-loop difficulty-adaptation task. These two tasks correspond to different stages of 

the system workflow. Task A evaluates the baseline controllability of one-shot passage 

generation, while Task B evaluates whether iterative feedback and candidate selection 

can improve difficulty alignment after an initial text has already been produced or se-

lected. 

Task A is designed to test whether direct prompting can satisfy length and difficulty 

constraints at the same time. The task uses four topic prompts: climate adaptation, 

public transportation, ancient trade routes, and marine ecosystems. For each topic, the 

system generates passages at five target difficulty levels and two target lengths, name-

ly 300 and 600 words. This gives 40 planned generation jobs for each model. Three 

models are included in the reported comparison: GPT-5-mini, Grok-4.1-fast, and Gemi-

ni-3-flash-preview. After filtering invalid or incomplete samples, the reporting subset 

contains 38 valid samples per model. The main evaluation indicators for Task A are 

target hit rate, length deviation, average attempts, and difficulty drift by target level. 

Task B is designed to test whether the closed-loop adaptation mechanism can move 

passages toward specified difficulty bands while maintaining content fidelity. In this task, 

the system takes existing passages as source texts and attempts to adapt them to tar-

get levels from 1 to 5. Each adaptation run is limited to a maximum of five rounds, and 

the fidelity threshold is set to 0.72. The final reporting scope contains 240 samples in 

total, with 80 samples for each of three models: GPT-5-mini, Grok-4.1-fast, and 

DeepSeek-V3.2. The main evaluation indicators for Task B are target hit rate, average 

rounds, average fidelity, residual difficulty drift, and token consumption. 

5.2 Task A: Direct Generation 

5.2.1 Performance Across Different Models 
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Task A addresses Research Question 1, namely whether direct prompting can stably 

satisfy both length and difficulty constraints. The results show that direct prompting can 

generate English reading passages that are topically relevant and structurally usable, 

but that its difficulty control remains unstable. Across the statistical subset, the three 

models achieved hit rates of 31.6%, 21.1%, and 31.6%, respectively; average attempts 

ranged from 1.84 to 2.05; and length deviation ranged from 7.46% to 11.89%. 

Table 1.  Overall performance of direct generation in Task A 

These findings indicate that even when engineering measures improve structural out-

put and length control, one-shot prompting still does not provide reliable target-difficulty 

control. Direct generation can therefore serve as an entry point to the system, but it is 

insufficient as the final control mechanism for a graded reading-material system. 

5.2.2 Analysis of Level Drift in Task A 

When drift is analysed by target level, direct generation does not fail uniformly across 

all levels. Lower-level samples show some degree of negative drift, whereas from Level 

3 onward multiple models exhibit pronounced positive drift, meaning that the generated 

texts are harder than intended. The results show that overshoot for Levels 3 to 5 falls 

roughly within the range of +5 to +12 FK grade points. 

Model Length deviation (%) Hit rate (%) Average attempts 

openai/gpt-5-mini 8.11 31.6 1.84 

x-ai/grok-4.1-fast 7.46 21.1 2.05 

google/gemini-3-flash-

preview 

11.89 31.6 1.97 
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Figure 9. Difficulty drift across target levels in Task A. 

This pattern has important pedagogical implications. In a graded reading system, even 

if an output is fluent and topically relevant, it cannot be regarded as genuinely control-

lable instructional material if it systematically deviates from the target level. The results 

of Task A therefore provide direct justification for introducing a closed-loop feedback 

mechanism. 

Figure 9 offers an intuitive view of the structural bias in direct prompting. Its main signif-

icance is not that a given model occasionally fails, but that such failure exhibits a clear 

level-specific pattern: lower levels are under-shot, while higher levels are substantially 

over-shot. This is precisely why the thesis turns to closed-loop adaptation rather than 

attempting only further refinement of a single prompt. 

5.3 Task B: Closed-Loop Difficulty Adaptation 

5.3.1 Performance Across Different Models 

Task B addresses Research Questions 2 and 3, namely whether a closed-loop feed-

back mechanism can significantly improve hit rate and whether such improvement can 

be achieved without sacrificing content fidelity. The results show that within the final 

scope of 240 samples, closed-loop adaptation substantially improves target alignment: 
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the three models achieved hit rates of 92.5%, 98.8%, and 95.0%, respectively; the av-

erage number of rounds was approximately 1.68 to 1.78; and average fidelity remained 

between 0.92 and 0.93. 

Table 2. Overall results of closed-loop difficulty adaptation in Task B 

Model   Hit rate (%) Average rounds Average fidelity 

openai/gpt-5-mini 92.5 1.78 0.92 

x-ai/grok-4.1-fast 98.8 1.74 0.93 

deepseek/deepseek-v3.2 95.0 1.68 0.92 

 

Figure 10. Hit rate and fidelity after closed-loop adjustment. 

Compared with Task A, the results of Task B support the central claim of the thesis: 

target-difficulty control is more effectively treated as an iterative optimisation problem 

than as a one-shot generation problem. By recalculating metrics after each round, filter-

ing candidates, and imposing fidelity constraints, the system progressively moves texts 

toward the target difficulty while avoiding major loss of source information. 

Figure 10 further demonstrates the balance achieved by the system between improving 

hit rate and maintaining content fidelity. The results indicate that the increase in difficul-

ty alignment is not obtained by severely sacrificing text content, but rather under com-

paratively high fidelity. 

5.3.2 Cost and Residual-Drift Analysis 

From the perspective of token cost, different models exhibit different trade-offs between 

control precision and deployment cost. The results show that DeepSeek-V3.2 has the 
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lowest average token consumption, at approximately 8,754 tokens; Grok-4.1-fast occu-

pies the middle range at around 15,949 tokens; and GPT-5-mini has the highest aver-

age cost, at approximately 19,605 tokens. This indicates that model selection should 

not be based on hit rate alone but should also be informed by cost budgets and de-

ployment scenarios. 

 

Figure 11. Residual drift after closed-loop adjustment. 

Residual-drift analysis shows that the closed-loop method performs relatively stably for 

Levels 2 to 4, where residual bias is close to zero, but that positive drift remains at 

Level 5. This suggests that control near the upper end of the difficulty scale is more 

sensitive: even a small amount of lexical upgrading or syntactic expansion can have a 

substantial effect on grade-family metrics. It also indicates that the replacement-only 

strategy provides relatively limited operating space in the highest difficulty band. 
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Figure 12. Average token cost across models. 

Figure 11 shows that the closed-loop method does not work equally well at all levels: it 

is most stable in the middle difficulty bands, while overshoot remains at the highest 

level. Figure 12 complements this finding by adding an engineering perspective: a high 

hit rate does not automatically imply high cost-effectiveness. Model selection is, in 

practice, a combined trade-off among precision, fidelity, and cost. 

5.4 Discussion 

Taken together, the results of Task A and Task B support several observations. 

First, direct prompting is not entirely ineffective. It can generate passages that are topi-

cally relevant and structurally usable, and it can achieve a basically acceptable level of 

length control. Therefore, direct generation still has practical value in low-requirement 

or rapid-prototyping scenarios. 

Second, once the system objective shifts from generating a readable article to generat-

ing a pedagogically usable text that is accurate in difficulty, reproducible, and analysa-

ble, direct prompting is no longer sufficient. The results of this thesis show that prompt-

level difficulty labels do not correspond linearly and stably to measured readability indi-

cators, making later feedback and correction necessary. 

Third, the effectiveness of the closed-loop method does not derive merely from invok-

ing the model multiple times. It depends more fundamentally on explicit decision criteria 
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and candidate-selection logic. Without grade-family targets, fidelity constraints, and ac-

ceptance rules, simply increasing the number of rounds would not naturally produce 

stable improvement. In that sense, the core of the closed loop lies in the control logic 

rather than in repeated model calls themselves. However, Task B optimises the grade-

family mean and defines success by whether that same mean falls within the target 

band. The reported 92.5–98.8% hit rates therefore demonstrate effective control of the 

operationalised readability metric rather than independently validated control of peda-

gogical difficulty. Claims about educational difficulty should accordingly be limited to 

metric alignment until they are confirmed through human judgement or learner-

outcome evidence. 

Finally, from an application perspective, the system proposed here is not intended to 

replace teachers or content experts completely. Instead, it is intended to reduce repeti-

tive labour in reading-material preparation while providing a clear production trace and 

an interpretable basis for review. For instructional support and training-corpus con-

struction, this combination of controllable generation and traceable analysis have clear 

practical value. 
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6 CONCLUSION 

6.1 Research Conclusions 

This thesis addressed the demand for controllable English reading-material generation 

by designing and implementing a dynamic reading-material system based on large lan-

guage models, with particular emphasis on closed-loop difficulty adaptation. The study 

did not treat LLM generation as a purely prompt-level task, but as a system process in-

volving generation, measurement, feedback, archival, and analysis. The answers to the 

research questions are as follows. 

RQ1: Can direct prompting satisfy both length and difficulty constraints for reading pas-

sage generation at the same time? 

Direct prompting can produce basically usable reading passages, but it cannot satisfy 

both constraints with sufficient stability. As discussed in Chapter 5, the direct-

generation task achieved only 31.6%, 21.1%, and 31.6% target-hit rates across the 

three tested models, even though average length deviation remained within a compara-

tively moderate range of 7.46% to 11.89%. This means that the system-level length 

compensation and retry mechanism help with length control, but prompt-only genera-

tion still fails to provide reliable difficulty alignment. Direct prompting is therefore useful 

as an initial generation mechanism, but it is not sufficient as the main control method 

for graded reading-material production. 

RQ2: Can a closed-loop feedback mechanism significantly improve the hit rate for tar-

get difficulty? 

The closed-loop mechanism substantially improves difficulty alignment because it turns 

generation into an iterative evaluation-and-selection process. In Task B, the three 

models reached target-hit rates of 92.5%, 98.8%, and 95.0%, with average rounds be-

tween 1.68 and 1.78. These figures show that the improvement is not simply the result 

of unlimited repeated generation; rather, the system usually reaches an acceptable 

candidate within a small number of rounds. Instead of accepting the first model re-

sponse, the system recalculates readability metrics, compares candidates with the tar-

get profile, and updates the current best text according to explicit acceptance rules. 
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This supports the conclusion that difficulty control is more appropriately formulated as a 

feedback-driven optimisation problem than as a one-shot prompting problem. 

RQ3: Can improved difficulty control be achieved without substantially damaging con-

tent fidelity? 

The results indicate that improved difficulty control can be achieved while preserving 

the source content to a substantial degree. In Task B, average fidelity remained be-

tween 0.92 and 0.93 while the target-hit rate stayed above 92% for all three models. 

This supports the claim that the improvement in difficulty alignment was not achieved 

by freely rewriting away the source content. The adaptation module introduces fidelity 

constraints based on entity, number, and keyword recall, which prevents candidates 

with severe information loss from being accepted even if their readability metrics im-

prove. This design shows that difficulty alignment and content preservation can be 

jointly considered within the same adaptation process. 

Beyond these direct answers, the thesis makes several broader contributions. It pro-

poses a closed-loop control framework for English reading-material generation, repre-

sents reading difficulty as a calculable grade-family target rather than relying only on 

natural-language level labels, and implements an adaptation mechanism that combines 

readability alignment with content-preservation constraints. It also develops an opera-

tional system that supports generation, adaptation, archival, and statistical analysis. 

The value of the system lies not only in producing texts, but also in making the produc-

tion process traceable and reproducible. 

These conclusions suggest that educational text generation should not be understood 

merely as a matter of asking a model to write at a given level. In practice, the model 

output must be measured, compared with explicit targets, and revised under con-

straints. The significance of the proposed framework is therefore systemic: it reduces 

the instability of unconstrained generation and provides an auditable basis for later re-

view, replication, and refinement. 

6.2 Limitations and Threats to Validity 

Although the results support the effectiveness of the closed-loop method, several limi-

tations must be acknowledged. 

First, the final reporting subset for Task A remains relatively small, with only \(n=38\) 

samples per model. Accordingly, comparisons among different models in direct genera-

tion should be interpreted with caution. 
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Second, the evaluation in this thesis relies primarily on automatic metrics [22]. Although 

readability formulas and fidelity recall provide a calculable and reproducible observa-

tional basis, they cannot fully replace human pedagogical evaluation, nor can they fully 

capture discourse quality, instructional suitability, or actual learner comprehension out-

comes [23]. Moreover, Task B uses the grade-family mean both as the optimisation 

signal and as the principal success criterion, creating evaluation circularity. Its high hit 

rate should therefore be interpreted as evidence of metric-target control, not as inde-

pendent validation that the passages achieved the intended pedagogical difficulty. 

Third, the residual bias observed at Level 5 indicates that precise control at the upper 

boundary of difficulty remains challenging. Future work should continue exploring finer-

grained step control, alternative profile designs, or editing strategies better suited to 

highly complex texts. 

Fourth, the model sets used in Task A and Task B are not completely identical. There-

fore, the interpretation of the results should distinguish between conclusions about 

methodological effectiveness and conclusions about cross-model horizontal compari-

son. 

6.3 Future Work 

Future work should first introduce more systematic human evaluation [24]. Previous 

studies on LLM-based educational text generation, such as the work of Bezirhan and 

von Davier [4] and Xiao et al. [5], have shown that generated educational texts need to 

be judged not only by surface fluency but also by their pedagogical usefulness. This 

thesis mainly verifies controllability through automatic readability and fidelity indicators. 

A natural next step is to involve teachers or learners in evaluating whether the adapted 

passages are appropriate for classroom use, assessment preparation, or independent 

reading practice. 

Another direction is to improve the modelling of difficulty itself [22]. Prior work on read-

ability-controlled generation and simplification, including Huang et al. [9], Hsu et al. [10], 

and Kew et al. [11], indicates that LLMs can move text toward easier or harder levels, 

but that target mismatch and semantic distortion remain persistent problems. The pre-

sent thesis addresses this issue through grade-family profiles and feedback-based 

candidate selection. Future versions of the system could extend this representation by 

incorporating discourse structure, information density, cohesion, background 



42 
 

knowledge, and task-specific comprehension demand, rather than relying mainly on 

grade-like readability formulas [22]. 

The highest difficulty band also requires more refined control. The current replacement-

based strategy is interpretable and helps preserve source content, but it gives the sys-

tem limited room when the target requires very high complexity. Future work could ex-

plore adaptive step-size control, explicit overshoot penalties, or separate policies for 

lexical and syntactic adjustment. This would build on the current feedback framework 

while reducing the risk that high-level adaptation moves too far beyond the intended 

target range. 

Cost-aware control is another important extension. This thesis records token usage 

and shows that model choice involves a trade-off among precision, fidelity, and cost. 

Future work could make this trade-off part of the control policy itself. For example, the 

system could select cheaper models for easier cases, reserve stronger models for diffi-

cult or failed cases, or stop earlier when further improvement is unlikely to justify the 

additional cost. 

Finally, the system should be tested in more authentic educational contexts. The pre-

sent work implements a reproducible research platform and validates the closed-loop 

method experimentally, but it does not yet integrate deeply with a real teaching plat-

form or learner-facing exercise system. Future research could connect the generator 

with reading-comprehension tasks, learner profiles, teacher review workflows, or adap-

tive assignment systems. In that setting, the contribution of the system would no longer 

be limited to producing controlled passages; it could also support a broader cycle of 

material creation, learner response, evaluation, and instructional adjustment. 
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APPENDIX A: SUPPLEMENTARY MATERIALS 
FOR SYSTEM CONFIGURATION AND 
EXPERIMENTAL OUTPUTS 

 
Figure A1.    Example configuration for a passage-generation batch experiment. 

 

 
Figure A2.    Example configuration for a difficulty-adjustment batch experiment. 
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Figure A3.    Example archived JSON record for a generated passage. 
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Figure A4.    Example archived JSON record for a difficulty-adjusted passage. 
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Figure A5.    Example excerpt of TaskA experimental results. 
 

 
 

Figure A6.     Example excerpt of TaskB experimental results, including fidelity and 
token usage. 
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Figure A7.    Example screenshot of the front-end interface of the LLM reading sys-

tem. 


