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Abstract

Livestreaming platforms like Twitch generate a vast amount of mul-
timodal data, including the synchronized video, audio, and the chat
from the audience. Analyzing and summarizing this information is
difficult at scale. This paper presents an exploratory study which
introduces and evaluates an end-to-end framework that leverages
Multimodal Large Language Models (MLLMs) from the Google Gem-
ini family to automatically understand and summarize short-form
Twitch video clips. Our methodology uses a Chain-of-Thought-
based prompt to identify the key audio-visual moments and the
reactions of the chat. This information is then correlated across
the modalities to provide an overall comprehensive summary. The
quality of these summaries were assessed through a human-centric
evaluation on a curated dataset of 56 clips. Our analysis suggests a
clear generational leap in performance, with the Gemini 2.5 models
significantly outperforming the previous series. This improvement
represents a qualitative shift from descriptive to analytical reason-
ing, including the ability to understand domain-specific in-game
context. We also observe, through the modality ablation study, a
fundamental improvement in inherent video understanding capa-
bilities when solely utilizing audio-visual information as input. This
work serves as foundational research for the application of utiliz-
ing MLLMs to livestreaming content, providing a groundwork for
future studies in Long-form Video Understanding, such as the anal-
ysis of full matches or entire tournament broadcasts in the context
of esports.

CCS Concepts

« Computing methodologies — Video summarization; « Ap-
plied computing — Computer games; « Information systems —
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This work is licensed under a Creative Commons Attribution 4.0 International License.
GamiFIN 2026, Saariselkd, Finland

© 2026 Copyright held by the owner/author(s).

ACM ISBN 979-8-4007-2190-8/26/03

https://doi.org/10.1145/3789624.3789641

Raine Koskimaa
University of Jyvaskyld
Jyvéaskyla, Finland
raine koskimaa@jyu.fi

Jaakko Peltonen
Tampere University
Tampere, Finland
jaakko.peltonen@tuni.fi

Ida Toivanen
University of Jyviskyla
Jyvaskyla, Finland
ida.m.toivanen@jyu.fi

Keywords

video summarization, multimodal large language models, twitch,
video understanding, esports

ACM Reference Format:

Jari Lindroos, Raine Koskimaa, Jaakko Peltonen, Tanja Vilisalo, and Ida
Toivanen. 2026. Leveraging Large Language Models for Twitch Video Clip
Understanding and Summarization. In 10th Annual International GamiFIN
Conference 2026 (GamiFIN 2026), March 23-27, 2026, Saariselkd, Finland.
ACM, New York, NY, USA, 16 pages. https://doi.org/10.1145/3789624.3789641

1 Introduction

Livestreaming has become the dominant media for the spectator-
ship in competitive gaming, with audiences projected to surpass
640 million by 2025 [12], vastly outnumbering physical attendance
even at the major LAN events. Livestreaming platforms, such as
Twitch have fundamentally reshaped how video games are con-
sumed by shifting the focus from gaming alone to a community
based interaction, expanding the activity into a shared social ex-
perience where enjoyment is driven by a sense of community and
real-time engagement among viewers [17].

Twitch contains millions of user-created clips that capture the
highlighted moments from hours of live broadcasts. These clips
include a variety of multimodal content; a wide range of dynamic
scenes, dense on-screen information, and a complex interaction
between the visual video game action, the auditory context from the
commentary, and the text-based reactions from the massive live chat
audience [7], which all represent dense and valuable information
for understanding online communities and digital entertainment.

A typical esports broadcast may last several hours, containing
moments of intense gameplay but also periods of downtime of
interviews, advertisement and broadcast desk talking. However,
these broadcasts may include several highlight moments. Currently
identifying these moments relies on channel specific statistics such
as the view count of the clip, signaling popularity but often lack-
ing semantic details. Automated analysis of this content is crucial.
By understanding the multimodal content, we make it possible
to pinpoint specific events within the broadcast. Identifying and
analyzing these key events in the clips allows us to understand
exactly what triggers the communities’ engagement during these
moments.

However, the sheer volume and complexity of this data creates
a need for efficient tools for its analysis. The primary challenge lies
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in the multimodal nature of the data. A true understanding of a
Twitch clip requires not just the perception of events within each
modality but the synthesis of their interplay.

This creates a clear research gap for tools that can comprehen-
sively understand and summarize the information within these
complex multimedia clips.

Large Language Models (LLMs) are currently growing more
sophisticated [5, 6, 8, 21, 35, 36, 46], and as these models have
expanded to handle modalities beyond plain text, such as audio and
images, their application to understand multimodal content has
become a key area of investigation.

Despite its growing importance, large-scale analysis of gameplay
based video content remains largely unexplored. A recent review
found that only 9.2% of LLM-gaming research focuses on data anal-
ysis or generation, primarily focused to text or audio modalities,
specifically sentiment analysis of reviews and interviews, or syn-
thetic data generation for tasks like hate speech detection. The
overwhelming majority instead prioritizes game Al, game develop-
ment and narrative [33]. Even though games produce rich multi-
modal data ideal for LLMs, current models inherently struggle with
spatial reasoning capabilities, which are critical for understanding
fast-paced genres like first-person-shooters [9].

LLMs have been mainly used for single-modality specific pur-
poses in tasks like commentary generation [43], chat analysis [26],
detecting bug frames of gameplay videos [23] and video game qual-
ity assurance [34]. The capability to utilize and synthesize all three
modalities into a comprehensive overall summary of short-form
video content from livestreaming platforms related to gameplay
remains largely unexplored.

Motivated by this research gap, this study investigates the use
of state-of-the-art Multimodal Large Language Models (MLLMs)
for the task of Video Understanding by summarization. The goal is
to understand how effectively MLLMs can summarize the events
of these Twitch gameplay video clips by incorporating the video,
audio, and chat data as input.

We seek to identify the specific strengths and weaknesses of
these models in handling different types of gameplay content and
in capturing the dynamics of viewer engagement.

Our primary research questions are:

e RQ1: How effectively do the chosen MLLMs summarize the
key events and context of these gameplay focused Twitch
video clips; what are their primary strengths and weaknesses
in recognizing actors, events, and their temporal sequence?

e RQ2: How do the different modalities (video, audio, and
chat) affect the quality of the summaries; to what extent
the chat log acts as a "subtitle" that enhances the models’
understanding?

We answer the research goal and the above questions by analyz-
ing several key aspects of the generated summaries, including their
ability to recognize central actors and events, maintain the correct
temporal sequence, and establish the causal connections between
them.

To understand the current capabilities of state-of-the-art MLLMs
for tasks like video summarization of gameplay related livestream
clips we selected the Google Gemini model family as a represen-
tative case study [6, 36]. The Gemini family represents a class of
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MLLMs developed by Google, utilizing a mixture-of-experts archi-
tecture with a significantly large context window of up to 2 millions
tokens, enabling the input of multimedia content without the need
for additional frame sampling.

This choice for selection and focus was based on Gemini’s per-
formance on established both Video Understanding and Video
Question-Answering benchmarks [8, 20, 38, 39]. By analyzing the
generational advancements from the 1.5 [36] series to the latest
2.5 [6] variants, we can understand the evolving strengths and
weaknesses of these systems. The Gemini 2.5 models, in particu-
lar, represent a significant leap in Video Understanding, achieving
state-of-the-art results on benchmarks such as Video-MME [8] and
holding top rankings on the LMArena human preference leader-
boards for Vision and Text [5] at the time of this writing.

Our experiments show that:

e MLLMs are usable for gaming livestream clip summariza-
tion, but summarization quality is still variable, summarizing
many clips well but occasionally having notable imperfec-
tions such as failing to capture essential nuances of a clip or
misattributing events to the involved teams and players.

e Our analysis suggests a generational leap in performance,
with the newer Gemini 2.5 models significantly outperform-
ing the previous series.

¢ This improvement suggests a transformation from just de-
scriptive to more analytical reasoning, including the ability
to understand domain-specific information within the con-
text of each game;.

o The reliance on different modalities has evolved, with newer
models demonstrating even more robust video understand-
ing, even being independent of the chat log.

Ultimately, this work serves as foundational research for the
application of MLLMs to livestreaming content, providing a ground-
work for future studies in Long-form Video Understanding, such
as the analysis of full matches or entire tournament broadcasts in
the context of esports.

2 Related Work

The task of Multimodal Video Understanding, particularly in the
livestreaming context, involves several connected fields of research.
In this section, we review the literature in three key areas: advance-
ments in MLLMs for Video Understanding, Video Summarization
using LLMs, and research focused on multimodal based analysis in
gaming and livestreaming content.

2.1 Multimodal Large Language Models and
Video Understanding

The integration of Large Language Models with visual data has
rapidly advanced the field of multimodal understanding, reshaping
the entire lifecycle of video related technology [35, 46]. A significant
breakthrough in this domain comes from the Google Gemini model
family, which has demonstrated state-of-the-art performance on
key Video Understanding benchmarks [8] and human preference
leaderboards [5]. The introduction of Gemini 1.5 brought a major
leap in handling long-context multimodal inputs [36], while the
Gemini 2.5 series introduced further architectural innovations, such
as a "Thinking" [21] capability for more complex reasoning [6].
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A key focus for researchers have been addressing is the compu-
tational and memory challenges of Long-Video Understanding as
opposed to short-form content. Proposed solutions include frame-
works that extract object-centric information [30], employ memory
mechanisms to convert dense video tokens into sparse represen-
tations [31], or use recursive architectures to generate captions
at multiple levels of detail [15]. Other notable contributions in-
clude the development of models for detailed video-based dialogues
[24] and frameworks that enhance temporal reasoning capabilities
through preference learning [19].

However, generic models often struggle when applied to high-
velocity content. Zhang et al. introduced VideoAds to tackle fast-
paced video understanding, noting that standard MLLMs often fail
to track the rapid scene transitions and dense information flow
characteristic of entertainment media [44]. Based on this, we ex-
tend this into the domain of livestream gaming video clips, which
itself presents unique set of challenges. Unlike traditional video un-
derstanding tasks where the events unfold in a steady pace [8], one
highlight clip can contain quick camera movements between scenes
with overlapping dense on-screen information, including kill feeds,
round timers, and dynamic tournament-specific overlays, all ac-
companied by the narrative of the audio commentary and live chat
reactions. Identifying and understanding these moments requires
both spatial reasoning within the video and temporal grounding
[29, 41, 45] across the video, audio, and chat data.

2.2 Video Summarization with LLMs

Automatic Video Summarization is a well-established field that has
recently moved towards utilizing the semantic capabilities of LLMs
[1, 13]. However, some current approaches still rely on complex,
multi-stage pipelines to bridge the gap between visual data and
textual understanding. For instance, recent frameworks utilize a
Mixture of Experts to integrate multiple VideoLLMs to generate the
textual summaries [27], or employ complicated pipelines involving
separate captioning modules, pseudo-label scoring, and ranking
algorithms [2, 42]. Recent work has also begun to explicitly lever-
age the semantic understanding of LLMs for this task. Lee et al.
introduced a framework where an LLM first translates video frames
into captions and a second LLM assesses the importance of each
frame for the final summary [18].

Other approaches investigate the inherent capabilities of general-
purpose models or the necessity of multimodal balance. Chandran
et al. demonstrated that generic models like Google Gemini could
effectively extract and summarize content even from noisy web
data like YouTube transcripts [3]. Additionally, Pennec et al. in-
troduce a zero-shot multimodal summarization approach for TV
shows, integrating key video moments, transcripts, and character
information. The authors also propose a new multimodal metric for
evaluating the balance between the textual and visual information
in a summarization system [28]. For shorter videos Van Daele et
al. demonstrate that their system, ShortScribe, makes short-form
videos accessible to blind and low vision viewers by generating
hierarchical text summaries at three levels of detail [37].

A key challenge in summarization remains defining what is "im-
portant". Sul et al. introduced the Mr. HiSum benchmark, utilizing
the "Most replayed” intensity distributions of YouTube videos as
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a proxy for highlight detection and summarization [32]. Similarly,
Kim et al. used the same metrics to optimize key events for sum-
maries between time constraints [16]. However, these methods rely
on metadata and statistics of the videos rather than the real-time,
semantic reaction of the audience present in livestream chats.

Our framework explores this in a different fashion. We focus
first on isolating the key events of all three modalities. The visual
information of the gameplay, audio commentary, and audience
chat before synthesizing the information into a cohesive narrative
summary. This process is explicitly guided by a Chain-of-Thought
(CoT) based prompt, which forces the model to reason sequentially
rather than treating the modalities as unstructured inputs.

2.3 Gaming, Livestreaming, and Multimodal
Content Analysis

In the context of visual processing, work by Lu et al. [23] demon-
strated that Vision-Language Models (VLM) like GPT-40 can effec-
tively identify visual bugs in gameplay videos, focusing mostly on
static visual states such as missing textures. The models demon-
strated strong capability in automating game quality assurance,
particularly when identifying bugs with high visual contrast and
clear text alignment, such as lighting & shadow or physics & col-
lision errors. However, these models struggle significantly with
temporal anomalies like flickering events and frame-rate drops.
Similarly, Zhang et al. [43] introduced the Game-MUG dataset to
train models for commentary generation, however their framework
relied on structured game event logs (API data) to ground the text
generation.

Recent research into Twitch and livestream chat has mostly
focused on natural language processing approaches. Himaldinen
et al. analyzed Twitch chat logs, revealing that LLM-based user
embeddings combined with clustering can be used to categorize
community-specific slang and emotes [14]. Lindroos et al. devel-
oped a model to classify repetitive message content from original
messages, highlighting the problem with the constantly evolving
subculture of chat messages in Twitch [22]. Meng et al. introduced
the MMLSCU dataset for multimodal live streaming comment un-
derstanding, expanding the analysis beyond plain text input by also
utilizing the audio-visual context of the video to better classify the
intent of the viewer comments [26]. While their work validates the
importance of both CoT-based prompting and multimodal synthe-
sis in this domain, they still treat the text as the main target for
classification, utilizing the video mostly as a supporting context
feature. Melhart et al. investigated the capability of LLMs to pre-
dict player engagement levels directly from first-person-shooter
video gameplay footage, validating that model size and prompting
strategy has a critical impact on the performance of the models, but
acknowledging that overall the LLMs barely surpasses the baseline
of human-like performance [25].

Building on top of these findings, our work aims to adapt a dif-
ferent type of approach, by evaluating the quality of the generated
summaries by the correct recognition of actors and events, their
causal connections and the overall temporal sequence. Also un-
like previous approaches that treat chat as a target of analysis, we
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rather invert this by treating the chat more as a "subtitle" to investi-
gate whether it provides additional value to the understanding and
reasoning of the LLMs.

3 Methodology

Due to the nature of our research question, a new dataset was
created, as no existing dataset or benchmark was found to be suit-
able for this type of task, since the existing livestreaming datasets
were mostly each fit for different tasks. The dataset consists of
56 unique video clips which at their time were some of the most
viewed clips for their game or category for that week. The clips
were collected ! in 1080p resolution, each accompanied by its cor-
responding chat message log without any additional preprocessing.
A set of metadata was collected for each clip, including the clip
name, URL, channel, game category, clip length, language, and view
count (Table 1). The length of the video clips in Twitch can be
a maximum of 60 seconds. The distribution of the lengths of the
video clips within our collected dataset is shown in Figure 1. The
dataset is composed of clips from a range of different games, with
the following distribution of unique clips:

o Counter-Strike: 20 clips
e Variety: 9 clips

e Dota 2: 7 clips

Path of Exile 2: 7 clips

e World of Warcraft: 6 clips
e Valorant: 4 clips

o League of Legends: 3 clips

== Mean: 30.255
—— Median: 30.00s

Frequency

30
Clip Length (seconds)

Figure 1: Distribution of the video clip lengths.

The dataset was selected based on the distinct technical and
genre-specific challenges for multimodal analysis. Each esports
genre was selected to evaluate a specific aspect of game under-
standing to evaluate the models capabilities. The data included four
categories of esports games.

e (1) First-person-shooters (FPS), such as Counter-Strike and
Valorant act as one of the largest and most consistent viewer-
ships across Twitch with year-round tournament schedules
which generate high amounts of clipping action in the es-
ports context. This genre contains a lot of fast-paced action

https://collector-twitcher.2.rahtiapp.fi/
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and camera movements, with dense on-screen information
such as kill feeds and timers along with different overlays for
each tournament, which require both optical character recog-
nition and temporal alignment between the video, audio and
chat for identifying important moments.

e (2) Multiplayer online battle arena (MOBA) games League
of Legends and Dota 2 were also selected based on the pop-
ularity of the games in the Twitch platform. These games
are important for testing the models’ capability in visually
cluttered environments, such as team fights with multiple
overlapping events happening between multiple different
actors at the same time.

® (3) We also included two variants of role-playing video games
(RPG) (Path of Exile and World of Warcraft) in contrast to the
fast paced shooters or MOBAs. Understanding clips from this
genre requires interpreting information presented through
dense menus, icons and text, such as talent trees, player
itemization, and skill choices.

o (4) Finally, a "Variety" category, containing single-player
games with a mix of action, survival, simulation, and indie
genres, was included to assess the models’ grasp of gameplay
in narrative games. The category consisted of five games
such as Subnautica and Grand Theft Auto. For these clips,
the analytical focus shifts to understanding the narrative pro-
gression and the dialogue, rather than interpreting a score-
board or a kill feed.

For each clip, summaries were generated using various Gemini-
family large language models. The models generated four distinct
types of summaries:

¢ Video Key Events: A chronological reconstruction of the
clip’s visual narrative. This includes both the core gameplay
actions (e.g., player movements, kills, objectives) and also
the interpretation of on-screen information, such as player
names, stats from the broadcasting interface, and events
in the kill feed. It also covers broadcasting elements like
camera perspective shifts, replays, and the physical reactions
of players on their webcams or the live audience.

e Audio Key Events: A summary of the clip’s audio, focus-
ing on sounds that provide the context and the emotional
framing. This involves analyzing the caster’s or streamer’s
commentary, understanding their tone (e.g., calm, excited,
shocked). It also includes the identification of important in-
game sounds (e.g., gunshots, ability sounds, character move-
ment) and the presence and intensity of audience reactions
like the cheering of a crowd.

e Chat Reactions: A thematic and sentiment analysis of the
chat as captured in the chat log. Identifying the primary
topics of discussion, the sentiment (e.g., excitement, amuse-
ment), and the use and understanding of Twitch-specific lan-
guage, such as memes, copypasta and emotes (e.g., "KEKW,'
"Pog," "Cinema").

e Overall Summary: A comprehensive summary combining
the information from the audio-visual key events and chat
reactions.

To evaluate the quality of the generated summaries, we employed
a human-centric evaluation framework.
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Figure 2: An overview of the Twitch video clip summarization framework.

(1) For the Gemini 1.5 and 2.0 series models, each overall sum-
mary was rated by three raters on a Likert scale to establish
a performance baseline.

(2) For the newer Gemini 2.5 series models, we conducted a
preliminary qualitative analysis, with summaries rated by a
single experienced rater. The goal for this was not to provide
a definitive benchmark, but to gain initial insights into the
capabilities of the newer model generation.

The modality-specific summaries for all models were evaluated
qualitatively.

3.1 Model Selection and Prompt Design

The goal was to evaluate and compare the performance of several
state-of-the-art models from the Gemini family. The final models
used in the analysis include:

e gemini-1.5-flash-002
e gemini-1.5-pro-002
e gemini-2.0-flash

e gemini-2.5-flash-exp
e gemini-2.5-pro-exp

These models were run in Google Al Studio. All models were run on
default parameters (temperature = 1, top p = 0.95). For the gemini-2.5
series models, the "thinking" feature was enabled with its default
parameters to leverage the advanced reasoning capabilities. Each
run was started from scratch and only run in a single try single
prompt, with the conversation being reset after each answer to not
retain any previous information. Grounding with Google Search
was not enabled on any models. The prompt design was based
around the Chain-of-Thought approach which has been shown
to enhance the reasoning capabilities of these large-scale models
[40]. The prompt’s design can be broken down into several key
components, and each model was run with the exactly same prompt
(Appendix Table 7):

The model was first assigned the role of a domain-specific
assistant and the overall task was broken down into a struc-
tured workflow.

e The prompt guided the model to perform temporal event lo-
calization, identifying key visual moments (gameplay, streamer
actions) and extracting notable features from the audio track,
such as significant in-game sounds or background sounds.

o The model was instructed to analyze the chat log to analyze
the topics and sentiment of the discussion in the chat and
how they relate to the events in the video and audio.

o The model was instructed to correlate the events across the
modalities. This involved inferring the relationship between
video, audio, and chat to explain their dynamic interaction
in the video clip.

o Finally the model was instructed to provide a comprehensive

summary which covers the previous key events in the video

and audio, the chat’s overall sentiment and reactions, and

the interplay between all three elements (See Figure 2).

4 Evaluation

To assess the performance of the generated summaries, we em-
ployed a human-centric evaluation framework. Automated metrics
such as ROUGE and BLEU are common in text generation tasks,
but they have been shown to be not as efficient in capturing the
semantic quality of summaries since they primarily measure the
textual overlap [4]. The main core of our evaluation is based on a
5-point Likert scale [10]. Each summary was scored with respect to
the evaluated aspect on a scale of 1 to 5, where the scores denote
summary quality as follows.

e Score 1: Completely inaccurate, clearly misses the key infor-
mation, or hallucinates details.

e Score 2: Mostly inaccurate, contains significant errors or
oversights.



GamiFIN 2026, March 23-27, 2026, Saariselka, Finland

Lindroos et al.

Table 1: Dataset columns and statistics.

Column(s) Description

clip_name, clip_URL, clip_length, | Metadata describing the source
language, channel, game_category, | Twitch clip.

view_count, chat_messages

Model The model used for analysis.

Video_keyevents,
Chat_reactions, Summary

Audio_keyevents,

The four distinct outputs from the
LLM.

<Rater>_<Modality>_keyevents

Rater scores (1-5) for Video, Audio,
and Chat summaries.

<Rater>_acc

Rater scores (1-5) for the Overall
Summary.

<Rater>_notes

Qualitative notes from individual
raters.

Error_Cause, Notes

Columns for qualitative error anal-

ysis.
Dataset Statistics
Total Tokens 709,826
Total Video Tokens 491,810
Total Chat Tokens 218,016

e Score 3: Partially accurate, captures some key information
but with errors or missing details.

e Score 4: Mostly accurate, captures most key information
with minor errors or minor missing details.

e Score 5: Completely accurate, accurately reflects the content
of the clip.

The authors of this paper acted as human evaluators (raters) for
the summaries. The raters performed an independent evaluation
with full access and unlimited playback possibility of the clips and
their corresponding chat logs.

o In the first stage of evaluation the overall clip summaries
were divided between raters so that each overall summary
was evaluated by three raters on the 5-point Likert scale.

e In the second phase, the summaries of video key events,
audio key events, and chat reactions were each evaluated by
the raters with an emphasis on qualitative evaluation of the
clips with the worst and best clip summary evaluations. The
clips that received the highest (average score of 5) and lowest
(average score below 2.5) ratings were analyzed to identify
specific factors and error types that explained performance
differences.

o A third phase was also conducted with an emphasis on quali-
tative evaluation based on the modality specific performance
of the overall summary for video-only input and chat-only
input in comparison to using both modalities. For this phase
the analysis was conducted by a single experienced rater.
The selection of the clips was based on the five best per-
forming clips for each model, where the overall summary
received a score of at least 4.

The quality of these assessments is inherently subjective. To
assess our human evaluation process, an inter-annotator agreement
analysis was conducted. We calculated the Krippendorft’s alpha

for the overall summary scores across all five raters. The resulting
alpha coefficient (using the interval difference metric) was 0.665.

5 Results

Our analysis shows that MLLMs are starting to be usable and ef-
fective for clip summarization while still having imperfections.
Moreover, it reveals a significant evolution in the multimodal un-
derstanding capabilities across Gemini model generations. The find-
ings suggests a clear progression from basic event description in
earlier models to more detailed analysis and narrative synthesis in
the Gemini 2.5 series. This section details these findings, beginning
with a high-level overview, followed by a qualitative analysis of
specific model behaviors, and finally investigate the contributions
of the modalities affect the summary quality.

5.1 OQuantitative Overview

The human evaluation of the generated summaries suggests a clear
and consistent pattern in the improvement of performance across
the Gemini model generations. The average accuracy scores from
rater (E1) suggests a distinct generational leap in capability, with
the Gemini 2.5 series models achieving the highest ratings.

As shown in Table 2, the progression from the 1.5 to the 2.5 series
suggests a significant increase in summary quality. The gemini-1.5-
pro-002 model shows a better performance over its flash counter-
part. While gemini-2.0-flash shows a slight dip in performance
compared to gemini-1.5-pro-002, the trend resumes strongly with
the latest generation, where gemini-2.5-flash-exp (4.42) performs
very well, and gemini-2.5-pro-exp achieves the highest average
score of 4.80.

While the overall trend is positive, the results also highlights the
inherent subjectivity of the evaluation task. When examining the
average scores across all five raters, we observe a consistent relative
ranking, for instance, all raters scored gemini-1.5-pro-002 higher
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than gemini-1.5-flash-002. However, there is a clear variance in the
absolute scores assigned by each rater. As the table demonstrates,
there is a systematic difference in how strict each rater is, with the
average scores for the same model varying by as much as a full point
on the 5-point scale (e.g., from 2.78 to 3.86 for gemini-1.5-flash-002).

Table 2: Average scores for each model based on the overall
summary across all five human raters.

Model E1 E2 E3 E4 E5
1.5-flash-002 3.66 3.33 278 3.86 3.69
1.5-pro-002  4.11 3.63 336 4.14 393
2.0-flash 371 38 - 413 -
2.5-flash-exp 4.42 - -
2.5-pro-exp  4.80 - - - -
Average 414 361 3.07 4.04 381

5.2 Verbosity and Factual Accuracy

The preliminary key findings from the evaluation of the Gemini 2.5
models (pro and flash) shows a strong positive correlation between
the length of the generated summary (in characters) and its factual
accuracy. While initial results on older models showed no such
relationship, the 2.5 series leverages longer outputs correlating to
delivering higher-quality summaries. This increased verbosity is
not just plain padding but rather the direct result of the model’s
enhanced capability to capture this nuanced information, identify
multi-layered events, and describe context with even greater detail
(Appendix Table 5, Appendix Table 4). One might assume, that
increasing the amount of details in descriptions would open up
more possibilities for factual errors. However, this was not the
case, and the increase of detail was accompanied by high accuracy.
This suggests a potential shift in the models’ function from sim-
ply describing events to actually analyzing and synthesizing the
information.

5.3 Qualitative Analysis

To illustrate the performance gap between model generations, we
analyzed specific examples where their outputs differed signifi-
cantly.

Early Models (1.5 and 2.0 Series): The pre-2.5 models, while
often grasping the general subject matter, were prone to several
distinct categories of errors:

e Outdated knowledge: gemini-1.5-flash consistently misiden-
tified Counter-Strike 2 gameplay as its predecessor, Counter-
Strike: Global Offensive, indicating that its training data had
not kept pace with recent game releases.

¢ Entity recognition: The models struggled with specific en-
tity recognition. For instance, gemini-1.5-flash incorrectly la-
beled Grinding Gear Games, game director Jonathan Rogers
as a "streamer,’ while gemini-1.5-pro improved this to "GGG
developer!" This shows a progression but still falls short of
the precise identification ("GGG game director") which was
achieved by the newer models. In other Path of Exile clips
this lack of specificity was also evident in gameplay, where
the 1.5 models failed to extract key information present on
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the game’s Ul such as boss names or map areas. Their sum-
maries offered generic descriptions like "a snowy, monster-
filled area,” whereas the 2.5 models provided precise details,
identifying the area as "Treacherous Ground" and a specific
enemy as "Beira of the Rotten Pack" (Appendix Table 4).

e Weak contextual reasoning: Both 1.5 models would some-
times misidentify the active game map by reading a list of
all maps in the match series from an on-screen overlay, fail-
ing to reason that which was map being played, despite it
being recognizable such as bolded. In Dota 2 clips the mod-
els would misidentify which players belong to which teams,
and who did what. An example happened in a League of
Legends clip where the in-game UI clearly indicated that
one player secured a triple kill; however, because the au-
dio commentary and chat reactions were overwhelmingly
focused on the player Faker who was also a large part of
the occurring team fight, the models seemed to incorrectly
attribute this feat to him, demonstrating inability to prior-
itize the factual on-screen events over other noise present
from the other modalities. Similarly, the "ag1l 1vs1 clutch"
clip (Appendix Table 5) showcases a fundamental failure of
contextual reasoning by the gemini-1.5-pro-002 model. The
summary incorrectly states that "dupreeh plants the bomb".
This is not possible since dupreeh is playing on the Counter-
Terrorist side, and only players on the Terrorist side can
plant the bomb. This mistake reveals that the model is not
just misidentifying a player’s action but is failing to apply
the most basic rules and context of the game it is analyzing.

e Unpredictable failures: Model performance could also be
slightly unreliable. In one instance, gemini-2.0-flash failed to
recognize the "Sea Emperor" context from a Subnautica clip,
despite the term being present in the clip’s title as available
metadata. All other models, including the older 1.5 series, cor-
rectly used this information, suggesting a lack of robustness
in how the 2.0 model leveraged the provided information.

The Gemini 2.5 series suggests a profound improvement in
domain-specific knowledge and holistic understanding.

A primary example is the analysis of a key moment in a Counter-
Strike 2 match between teams FaZe and Navi (Table 3). The sum-
mary leads with the most dramatic element: FaZe winning a disad-
vantaged ’eco’ round, culminating in a clutch Tec-9 kill by player
Karrigan. It successfully fuses the visual action (the kill), the audio
context from casters, and the emotional payoff (the celebratory chat
reaction), identifying the core narrative of an ’eco upset’.

This demonstrates an ability to distinguish between supporting
details and the main action. Further examples of this advanced
capability include a more precise game state identification. Iden-
tifying a team fight in Dota 2 as occurring "in the Radiant jungle
near the Dire tier 2 mid-tower" or recognizing a player’s vehicle in
Subnautica as the "Seamoth based on the HUD elements." The level
of details is highlighted by this Valorant clip in which the entire
sequence is described with remarkable detail.

"Valorant match on the map Haven, between teams ZETA and FLC.
The round starts with ZETA (defenders) aggressively pushing towards
the Attacker spawn. Player UR (playing Sova) uses the ultimate ability
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Table 3: A comparison of model performance identified in the qualitative analysis, using the ’Faze winning moment against

Navi’ clip as an example.

and the game

securing the final kill and
incorrectly states FaZe de-

fused the bomb.

but misidentifies ropz as
making the final kill. Also
mididentifies the game ver-
sion as CS:GO.

Evaluation gemini-1.5-pro-002 gemini-2.0-flash gemini-2.5-pro-exp
Criterion

Identification | Fails to name the map or | Incorrectly identifies the | Correctly identifies all key
of  players, | specific game version. Crit- | game as CS:GO. Correctly | entities: "Counter-Strike,'
teams, map | ically, misidentifies ropz as | identifies the map "Ancient" | the map "Ancient,' the

"BLAST Premier World
Final" tournament, and the
correct players in the final
sequence (Karrigan kills
woOnderful).

Reporting of

Provides no numerical de-

Provides no numerical de-

Correctly identifies the

or reaction.

uted to the wrong player.

scores  and | tails about the score or | tails about the score or | match point score of 12-6.
timers. round. round.
Chronological | Presents a fundamentally | The sequence is generally | Gives a highly detailed and
ordering of | incorrect sequence of | correct but is flawed by at- | precise chronological break-
key events. events due to the major fac- | tributing the final, crucial | down of the final play:
tual error of FaZe defusing | kill to the wrong player | ropz gets an initial kill,
their own bomb plant. (ropz instead of karrigan). | wOnderful starts defusing,
Karrigan pushes and gets
the final kill.
Connecting The linking of events is bro- | Connects the win to chat | Explicitly states that the
in-game ken because it is based on | reactions, but the explana- | "disadvantageous eco buy"
events to a | anincorrect description of | tion of the specific in-game | is the direct cause for the
consequence | the key event. cause (the final kill) is attrib- | "surprising and dramatic

fashion" of the victory and
the specific nature of the
chat’s explosion.

Identification | Identifies general themes
of topics and | like celebration and mock-
conversation | ery but fails to structure
in chat. them into clear topics or

provide any explanation for
the context, leaving the
meaning of key terms un-
known.

Correctly identifies and sep-
arates key topics like praise
for Karrigan, general hype ,
and mockery of NaVi. How-
ever, it also identifies some
terms without providing ex-
plicit explanations.

Identifies and arranges mul-
tiple distinct chat themes
(Victory, Defeat, Eco win,
Karrigan praise) but also by
providing clear, contextual
explanations for key events,
such as defining what get-
ting ECOED means.

"Hunter’s Fury" to damage and reveal enemies near their spawn (0:02-
0:05). Immediately following this, player Suzu (playing Neon) uses
her speed abilities to dash directly into the Attacker Side Spawn area
(0:06-0:12). Intense, close-quarters combat ensues as Suzu slides and
shoots, rapidly eliminating four FLC players within their spawn zone
(0:12-0:18).".

This example shows an impressive capability in the ability to
track multiple entities, including players and their characters, and
their specific abilities across rapid scene changes, all while con-
structing a coherent and focused narrative of the main action.

In another Counter-Strike 2 clip, gemini-2.5-pro provided a fac-
tually dense description, identifying the game version, the map
("Dust2"), the series context ("having already won Nuke (16-14)"),
the final score, the winning player ("Sonic"), and the tournament
("Americas RMR"). In contrast, gemini-1.5-flash offered a generic
summary: "The video segment shows a Counter-Strike match between

Wildcard and 9z... showing a key round win." The older model saw a
game, while the newer model understood the entire event.

5.4

We performed an ablation study to see if using the chat log as input
was crucial for attaining more accurate summaries. A total of 14
clips were selected based on the criteria of each model which all
scored at least 4 based on rater (E1) scores. For each model, we
tested two variants for annotation and compared their scores to
the model that used both:

Modality Contribution

e Chat-only: The model was provided only with the transcript
of the chat log

¢ Video-only: The model was provided only with the video
clip and its associated audio.

The results show two clear findings: the ineffectiveness of using
chat as a sole input, and a significant evolution in the model’s
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Difference in scores: Modality vs. Both modalities
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Figure 3: Difference in scores for each model when provided
with either Video-only or Chat-only inputs, compared to
utilizing both modalities.

effectiveness when relying solely on the audio-visual input (Figure
3). Using chat as the sole input resulted in a significant drop in
performance across every model variant. This is expected, as chat
provides reactions and sentiment but very often lacks the primary
contextual information about what is going on in the event itself.
Without knowing what happened from the video, interpreting from
just the chat reactions is difficult.

Moreover evaluating the models with video only input shows a
clear sign of their evolution. The performance of the earlier mod-
els (1.5-flash, 1.5-pro, 2.0-flash) dropped without the chat input.
However, the gemini-2.5 variants seem to demonstrate effective-
ness when relying solely on the audio-visual information. The
gemini-2.5-flash variant maintained its score in 71.4% of the cases.
Meanwhile the gemini-2.5-pro variant maintained perfect effective-
ness in all of the cases, so removing the chat input had no negative
effect on the score.

Lastly we also ran an experiment with gemini-2.5-pro to see if
it relied on the human-provided clip filename for context. In 12
out of 14 cases, removing the clip name had no negative impact on
the summary’s quality. However, in two cases, it led to the loss of
minor, nuanced details. This seems to suggest that while the model
is not dependent on this metadata, it can still use it as a contextual
"hint" to identify and prioritize the main aspects of the event of the
video clip.

6 Discussion

The findings of this study highlight the potential of using LLMs
as tools for analyzing multimodal content from livestreaming plat-
forms. The generated summaries are particularly useful in research
contexts where essential information cannot be obtained from meta-
data, such as video titles alone. The ability of advanced models to
capture not just events, but also their context and audience reac-
tions in the chat, opens up new possibilities for qualitative and
quantitative research.

While the quantitative scores indicate a clear progression in the
performance of the different versions of the chosen LLM model, the
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qualitative analysis reveals the underlying reasons for this change,
highlighting the progression in multimodal reasoning. The key
finding is the progression from models that previously primarily
describe the video events to models that can analyze the context
and significance of the events. Previous works noted that while
LLMs show promise in gaming, they often struggle with spatial rea-
soning, present in fast-paced genres like FPS games [9] or temporal
anomalies [23]. The results of Gemini 1.5 series seem to align with
these limitations. As seen in Appendix Table 5, a fundamental game
state error by claiming a Terrorist player was defusing the bomb
he had just planted. Moreover, the Gemini 2.5 series demonstrates
improvements regarding these limitations. This is not limited to
a single result, but is rather observed across multiple examples
(Table 3, Appendix Table 4, Appendix Table 5). The context of the
domain related understanding, causal reasoning and the temporal
and spatial consistency is clearly seen. In the example of Table 3,
while older models could correctly identify the final kill and the
subsequent celebration, only the Gemini 2.5 model identified the
crucial context that FaZe was on a disadvantaged ’eco’ round, a
piece of domain-specific knowledge that explains why the win was
so dramatic to the viewers. In Appendix Table 4 the Gemini 2.5
model did not just describe that the character died, it first explained
the meaning of dying in the hardcore league of Path of Exile and
then identified the transitions from the fight with the enemies to
the death message, the loading screen, and the resurrection at the
town. In Appendix Table 5 the Gemini 2.5 model correctly describes
the whole action sequence between the players in the clip, even
pinpointing the locations the player start moving in the map. This
suggests that newer MLLMs are starting to show tremendous im-
provements in game situational understanding and multimodal
reasoning capabilities, moving beyond surface level information to
actually understanding the state of the games.

The results from our modality contribution, particularly the re-
liance on the chat log, align with and extend the findings of related
research. For instance, the Video-MME benchmark notes that subti-
tle information can significantly enhance video understanding [8].
Our results partially support this, especially for older models. Meng
et al. in their work on the MMLSCU dataset found that removing
either video or audio information or just relying on the text modal-
ity resulted in a decrease in model performance, indicating that all
modalities provide essential information for their tasks [26], while
showing that text-only performed the worst.

This finding is consistent with the behavior we also found in our
study, especially for the text-only modality. The performance of
earlier models also suffered when relying only on the audio-visual
information, suggesting reliance on the "subtitles" to make better
sense of the overall clip information. But in contrast our findings
for the newer models like gemini-2.5-pro-exp suggest that it is pos-
sible to achieve a complete and accurate understanding from the
audio-visual information alone, another indicator of a fundamen-
tal improvement in the models inherent capability in multimodal
reasoning (Appendix Table 6). However this does not imply that
the chat modality is unnecessary. For every other model evaluated,
the chat log still provided contextual information, as evidenced by
their performance degradation in the video-only cases. For some
clips collected, especially the shortest clips, there might not even
be enough chat activity to utilize any contextual information. But
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in other cases the chat might contain even more important contex-
tual information which would not be present in the audio-visual
information alone. Also the intensity of the chat messages by vol-
ume and viewer count naturally influences the type of information
available for analysis. Chat volume can be affected by viewer count
but can also reflect evocativeness of stream content. Future work
should further investigate how the varying chat volume possibly
impacts the model’s ability to extract meaningful information from
the chat.

Based on our findings, we identify three promising research
approaches that these advanced summarization capabilities could
enable:

First, the summaries could enable the identification and detection
of specific game events within large datasets of gameplay videos.
This would allow for the creation of curated video datasets directly
relevant to a particular research inquiry. In an esports context,
for example, we could automatically filter thousands of hours of
footage to find all instances where an underdog team manages to
overturn the match to claim victory, enabling a targeted analysis
of the strategies and player behaviors that lead to these outcomes.
Second, the summaries could be used to categorize large sets of
video clips based on their primary content, helping in thematic
content analysis. Clips could be automatically sorted by categories
such as "skillful individual performance,’ "excellent teamwork," "a
misplay,’ or "humorous accident." This automated categorization
would make the analysis of massive, unstructured video data more
practical. Third, the models’ ability to accurately understand and
parse through chat logs would make it possible to identify and
analyze affective audience reactions to specific gameplay events.
We could identify moments of high engagement (e.g., shock, humor,
excitement) and then analyze the corresponding in-game events
that trigger such these responses from the audience, providing
deeper insights into the viewer experience.

It is still important to acknowledge the limitations of this study.
One of these is our evaluation framework. The ratings were con-
ducted by the paper’s authors, which can introduce a potential risk
for bias. Therefore, the quantitative scores presented should be in-
terpreted as a preliminary, directional guide to model performance,
with the primary insights of this study being qualitative in nature.

Our evaluation also relied on a relatively small dataset of 56
clips only. While we tried to cover a range of genres and analytical
challenges, a larger-scale evaluation would still be necessary to
confirm the generalizability of these findings. Furthermore, due
to the unbalanced distribution of clips across different games, this
dataset is not fit to reliably quantitatively benchmark accuracy
differences between specific game genres. Future work utilizing
a balanced dataset is required to determine if MLLMs perform
statistically better on specific game types and pinpoint possible
failure points.

The average scores assigned by each rater ranged from 3.07 to
4.14 (Table 2) which shows that the evaluation of summarizations is
subjective—the raters might hold differing views on what classifies
as a ‘minor’ or a ‘'major’ error. One contributing factor was the level
of familiarity the raters had with the specific games being analyzed;
those with a deeper expertise in a particular game may assign
a greater importance to game-specific or technical terminology.

Lindroos et al.

Divergence in the scores is also affected by what constitutes as a
key detail for each rater.

While the Krippendorff’s alpha value was reasonably high con-
sidering the subtleties of the rating task, it indicates strict numeric
consensus about the summary quality was hard to achieve. This
supports the methodological decision to prioritize the qualitative
analysis presented in the Results section. The quantitative scores
serve as a directional guide for the research, but the core arguments
are built upon the more verifiable qualitative evidence. This limita-
tion is particularly significant for the Gemini 2.5 series; unlike the
earlier models which were assessed by three independent raters,
the 2.5 series was evaluated by only a single rater as a preliminary
case study, meaning that those insights lack the inter-annotator
reliability verification of the baseline models.

One observation was that every variant of the models seem to
make assumptions about the gender for players and casters in the
video clips. It would be important to consider this more in detail,
to see if these assumptions are based on auditive or visual cues (or
something else), and if there is any bias involved.

Furthermore, the analysis of the Gemini 2.5 series was deliber-
ately structured as a preliminary case study, performed by a single
experienced rater. The goal was to gain initial qualitative insights
into the capabilities of the next-generation models, not to provide
a definitive benchmark. Therefore the quantitative scores from
the Gemini 2.5 series models should be interpreted with caution
and viewed as indicative. Finally, this study was limited to only the
Google Gemini family. To provide a broader understanding, a larger-
scale comparative benchmarking including other state-of-the-art
LLMs is needed. We also acknowledge that during the review period
of this work, the Gemini 3.0 series [11] was released. The rapid evo-
lution of these models represents an unavoidable challenge to the
timeline of the study. However, the proposed evaluation framework
and methodology still remain applicable for assessing these and
future model generations.

Finally, as with all LLM evaluations, these results were performed
in a single generation pass, so the performance may vary slightly
across iterations due to the probabilistic nature of these models.

7 Conclusion

This study explored the effectiveness of using Multimodal Large
Language Models in understanding and summarizing Twitch video
clips, highlighting a significant generational leap in capability. Our
qualitative analysis suggests that the newest generation of MLLMs
represent a transformation from descriptive to analytical reasoning,
including the ability to understand domain-specific in-game con-
text. Furthermore we also observed preliminary evidence through
the modality contributions, suggesting a fundamental improvement
in the inherent video understanding from utilizing only the audio-
visual input. This study serves as a foundational step in extending
these steps to explore Long-form Video Understanding and interac-
tive analysis via Video Question Answering, scaling from a single
competitive match to a full day’s tournament stream, and finally
up-to the entire day’s broadcast.
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A Additional Qualitative Examples

Table 4, Table 5, and Table 6 show comparisons of generated sum-
maries for three additional clips.

B Experimental Setup

Table 7 shows the full system prompt used for the video clip sum-
marization.
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Table 4: Comparison of generated summaries for the ’zizaran ripped’ clip.

Summary Type

gemini-1.5-pro-002

gemini-2.5-pro-exp

Video Key Events

The video shows a game-
play segment of Path of
Exile. Initially, Zizaran’s
character is navigating a
snowy, monster-filled area.
He engages in combat with a
group of enemies. The scene
changes at [00:00:20] to a
"YOU HAVE DIED" screen,
confirming his character’s
death. Subsequently, the game
transitions to a darker, forest-
like environment, presumably
the starting area for a new
character.

The segment shows streamer Zizaran playing the game Path of Exile in the Hardcore
league (where character death is permanent for that league). He is navigating his
character through a dark, snowy/muddy area called Treacherous Ground. The char-
acter encounters a dense pack of monsters, including a unique enemy named "Beira
of the Rotten Pack". An intense fight ensues with numerous visual effects. Despite
maneuvering and using abilities, the character is overwhelmed and suddenly dies,
indicated by a large red "YOU HAVE DIED" message appearing on screen (around
0:19). The screen then transitions to a loading screen and subsequently shows the
character resurrected in the main encampment (Clearfell), signifying the move from
Hardcore consequences. Zizaran’s facecam shows a look of initial shock followed by
resignation.

Audio Key Events

Initially, there are sounds
of combat, spells being cast,
and monster growls. At the
moment of Zizaran’s death
[00:00:19], there’s a distinct
sound effect indicating the
character’s demise. Following
this, the audio shifts to a
calmer, more ambient sound-
track associated with the
new character’s starting area.
Zizaran expresses surprise and
frustration at his unexpected
death, saying, "Oh my God!"
He then discusses whether he
should continue playing hard-
core mode, acknowledging
the difficulty with a resigned,
almost humorous tone.

The audio begins with Zizaran calmly discussing the game. During the fight, intense
game sound effects (combat hits, monster sounds, ability activations) dominate. At
the moment of death (around 0:19), Zizaran exclaims a surprised and slightly high-
pitched "Oh my god!". Immediately following the death and loading screen (from
0:22 onwards), his tone shifts to one of resignation and slight amusement. He states,
"Oh I definitely think continuing in softcore is the play... when it’s that fucking
hard. I definitely think continuing in softcore is the play," confirming his decision to
abandon the Hardcore run due to the perceived difficulty.

Overall Summary

Zizaran dies unexpectedly in
hardcore Path of Exile, lead-
ing to a wave of "F" and "RIP"
messages in chat. Viewers find
humor in the situation, while
some discuss gameplay and on-
going server issues. Zizaran
expresses frustration but also
amusement at his own demise,
contemplating whether to con-
tinue in hardcore. The chat
offers a mix of condolences
and lighthearted banter in re-
sponse.

Streamer Zizaran experienced a sudden character death ("rip") while playing Path
of Exile in the challenging Hardcore league. His audible reaction of "Oh my god!”
was instantly met by a flood of "F"s, "RIP"s, and laughter ("LUL", "LMAQO") in chat.
Zizaran immediately decided audibly to switch to the Softcore league, prompting
further amusement and jokes from viewers about the quick decision and it being
a "#ClassicZiz" moment. The clip showcases a typical Twitch interaction where a
significant gameplay failure leads to synchronized streamer and chat reactions.
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Table 5: Comparison of the quality of the summaries for the ’ag1l 1vs1 clutch’ clip. With the gemini-1.5-pro-002 severely failing
to reason the bomb planting situation.

Summary Type

gemini-1.5-pro-002

gemini-2.5-pro-exp

Video Key Events

The clip showcases a
1vl clutch situation in
a Counter-Strike match.
dupreeh plants the bomb
but agll, the opposing
player, eliminates dupreeh.
The clip concludes with
dupreeh reacting to the
lost round by adjusting
his headphones, seemingly
frustrated.

The video shows a Counter-Strike 2 match (ESL Challenger Katowice 2024) on the
map Ancient. It’s a tense 1v1 post-plant situation on the B site between dupreeh
(Falcons - CT) and ag1l (SAW - T), with Falcons leading 11-10. dupreeh pushes into
the site from Cave, knowing ag1l is likely near the Ramp area after planting. dupreeh
throws a smoke grenade onto the default plant spot and taps the bomb, trying to
bait ag1l. He then seems to have trouble locating the exact defuse spot within the
smoke, moving around slightly. As he commits to the defuse inside the smoke, agil
peeks from the Ramp side and kills dupreeh through the edge of the smoke, winning
the round for SAW. The final shot shows dupreeh’s player camera, looking visibly
frustrated, adjusting his headset, and seemingly mouthing an expletive.

Audio Key Events

The commentator de-
scribes the situation, noting
dupreeh’s quick move-
ments and agll’s need for
certainty. They explain
the tense back-and-forth
between the players as a
"game of cat and mouse".
The commentator expresses
surprise when dupreeh
struggles to locate the
bomb and highlights the
opportunity this gives agll.
Finally, they express shock
at agll winning the clutch
despite the damage dupreeh
had inflicted.

Streamer’s Voice (Casters):

o The casters initially set the stage, describing the "cat and mouse" situation and
highlighting dupreeh’s advantage with a smoke and defuse kit. Their tone
builds tension as they note dupreeh heard ag1l’s steps and knows his general
location. The commentary shifts to surprise and tension as the caster exclaims,
"Dupreeh can’t find the bomb! He’s struggling to get on that defuse!" This
builds directly into the climax where ag1l gets the kill, with the caster excitedly
confirming the clutch win for SAW. They then comment on dupreeh’s failed
attempt despite the damage dealt earlier.

Game Sounds:

o Crucial sounds include the bomb plant ticking, footsteps (mentioned by casters
as key info for dupreeh), the smoke grenade deploying, the distinct sound of
the bomb being tapped, the gunfire from agll’s AK-47 securing the kill, and
the round end sound confirming SAW’s victory.

Background Noise:

e Standard tournament/game ambiance, no distinct crowd noise. dupreeh’s sigh
or frustrated utterance is faintly audible post-round via his player cam feed.

Overall Summary

This eslcs clip showcases a
failed 1v1 clutch attempt by
dupreeh. Despite planting
the bomb, dupreeh struggles
to find it again and is ulti-
mately eliminated by agil.
The chat reacts with a mix of
laughter, disbelief, and crit-
icism, with many labeling
him as a "bot" and ironically
pointing out his past "5 MA-
JORS!

In this ESL CS2 match clip between Falcons and SAW, dupreeh faced a 1v1 clutch
situation on Ancient B site with a significant advantage (info, kit, smoke). Video
shows him smoking the bomb site but then inexplicably struggling to locate the defuse
spot within his own smoke, allowing ag1l to peek and secure the round-winning
kill. Casters highlighted dupreeh’s struggle in real-time. The Twitch chat reacted

and heavy mockery (BOTPREEH, 5 MAJORS LULW), finding the veteran player’s
mistake comical and baffling. dupreeh’s visible frustration post-round further fueled
chat’s "mald" reactions. The segment showcases a stark contrast between player
expectation/advantage and execution, leading to a massive, primarily critical and
amused, chat reaction.
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Table 6: Comparison of generated summaries for the *timing kekw’ clip, utilizing only the audio-visual modality as input.

Summary Type gemini-1.5-pro-002 gemini-2.5-pro-exp
Video Key Events | The streamer is exploring a
dilapidated village environ- e 0:00 - 0:18: The player (STREAMER) navigates through a series of dark, di-
ment in a first-person per- lapidated wooden buildings in what appears to be a first-person survival or
spective. The buildings ap- horror game. The environment is detailed, with visible wear and tear, debris,
pear weathered and aban- and moody lighting filtering through windows. The player switches from a
doned, with overgrown veg- pistol to a shotgun. The overall atmosphere is tense and exploratory.
etation and scattered debris. ® 0:18 - 0:29: The player moves outside onto a porch and then into an overgrown
They start inside a small yard area, still surrounded by rundown wooden structures. The visual fidelity
wooden structure, transi- of the outdoor environment is showcased, with swaying grass and detailed
tion outside, and then look textures on the buildings.
through the window of an- e 0:29 - 0:31: A very sudden, loud, and guttural monster/creature screech occurs.
other building. The overall The player character’s view subtly flinches or sways, indicating a reaction or
visual style evokes a sense proximity to the sound’s source.
of desolation and realism. e 0:31 - 0:38: The player continues to look around, seemingly cautious after the
screech, approaching another wooden building.
e 0:38 - 0:42: The player looks through a window with wooden shutters into
another dark interior.
Audio Key Events | The streamer comments on | Streamer’s Voice (STREAMER):

the map’s beauty and re-
alistic detail, contrasting
it with generic, "plastic-
looking" maps. Background
noise is minimal, focusing
on the streamer’s commen-
tary. There are also sub-
tle environmental sound ef-
fects, such as light wind and
birds chirping, adding to the
atmosphere.

® 0:00 - 0:12: STREAMER expresses strong positive sentiment about the game’s
visuals and atmosphere. His tone is appreciative and impressed: "This map is
fucking beautiful... Oh my god... Like this is so good, dude.’

® 0:18 - 0:28: He elaborates on the quality, contrasting it with other games: "Like
it doesn’t just feel like one of those generic ass like Arena Breakout. This feels
like it’s like handcrafted.

® 0:33 - 0:35: Continues praising the graphics: "It doesn’t have a plastic look to
it, you know?"

® 0:38 - 0:42: After an in-game voice line, STREAMER reacts with clear amuse-
ment and surprise, repeating the line and exclaiming: "I smell bullshit. What
the fuck?" His tone shifts from appreciative to hilariously bewildered.

Game Sounds:

o Ambient sounds of wind, creaking wood, and footsteps are present throughout,
contributing to the immersive atmosphere.

® 0:29-0:30: Aloud, startling monster/creature screech suddenly erupts, creating
a jumpscare moment.

e 0:36 - 0:37: A distinct, gruff in-game voice line plays: "I smell bullshit." This is
unexpected and occurs shortly after the streamer’s praise and the monster
sound.

Background Noise: Minimal, focus is on game audio and streamer.

Overall Summary

The streamer explores a
highly detailed, realistic
map in a game, expressing
appreciation for its hand-
crafted feel and comparing
it favorably to more generic
environments.

STREAMER explores a visually impressive and atmospheric dilapidated environment
in a game, praising its handcrafted feel. The tension is briefly broken by a sudden, loud
monster screech that likely startled both him and the viewers. Almost immediately
after, an unexpected and gruff in-game voice line, "I smell bullshit," plays, leading
to STREAMER’s amused and bewildered reaction. This perfectly timed comedic
moment, highlighted by the clip’s "Timing KEKW" title, would have sent the chat
into fits of laughter, spamming emotes like KEKW and relishing the absurd humor.
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Table 7: System prompt used for the video clip summarization

System Role

You are an Al specializing in Twitch livestream analysis. Given a segment of a Twitch livestream video (including its audio
track) and its corresponding chat log, your task is to provide a comprehensive summary of the key events, topics, sentiments
expressed by the viewers, and how they relate to the video and audio content.

Data Input

o Filename: [The full filename of the Twitch chat log, including the date, channel name, clip name, and the "- Chat" portion.
Example: "[8-4-24] Channel123 - WHAT A CRAZY PLAY - Chat.txt"]
e Video Segment: A specific time frame of a Twitch livestream video, including the audio track.
e Chat Log: Corresponding chat messages during that video segment:
— Timestamp: HH:MM:SS
- Username:
— Message:

Instructions

(1) Analyze Key Video and Audio Events:
o Video: Identify and describe the most important visual moments (gameplay highlights, streamer interactions, on-screen
events, changes in mood or atmosphere).
o Audio: Analyze the audio track for notable elements like:
o Streamer’s Voice: Tone, excitement, frustration, humor, etc.
o Game Sounds: Significant in-game events (victories, defeats, etc.), music, sound effects.
o Background Noise: Audience reactions (cheers, laughter), music, other sounds.

(2) Summarize Chat Reactions: Determine the main topics of discussion in the chat and how they relate to the events in the
video and audio. Analyze viewer sentiment towards these events. Are they excited, surprised, critical, etc.? Use specific
chat examples to support your findings.

(3) Highlight Notable Chat Moments:
o Excitement over in-video/audio events
o Reactions to streamer’s words or tone of voice
o Inside jokes or references related to video/audio content
o Debates or disagreements sparked by video/audio content
o Spam or excessive emotes (mention if prevalent)

(4) Connect Video, Audio, and Chat: Explain how the chat, video content, and audio elements influence each other. Did
chat reactions affect the streamer’s actions or decisions? Did in-video events or the streamer’s tone of voice spark specific
discussions in chat?

(5) Concise Summary: Write a brief yet comprehensive overview that covers the key events in the video and audio, the

chat’s overall sentiment and reactions, and the interplay between all three elements.
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