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ABSTRACT 

Ridvan Alhourani: Comparative Analysis of AI-Augmented vs. Rule-Based SAST in Identifying 

Vulnerabilities 

Master’s Thesis 

Tampere University 

Master of Science (Technology), Information Technology 

June 2026 
 

The primary problem this study addresses is the need for a Static Application Security Testing 
(SAST) tool that is easy to integrate into a DevSecOps pipeline while maintaining a low rate of 
false positives. Although various solutions for high false positive rates have been attempted over 
the years, the field continues to evolve. Recent studies have utilized Large Language Models 
(LLMs) and Artificial Intelligence (AI) to address this issue with promising results; however, in this 
study and within the time of its processing; these solutions proved to be complicated and costly 
for individuals and small-sized teams to implement. 

This gap led to the central research question of whether an accessible, AI-augmented SAST 
tool exists in the market for such users. To investigate this scientifically, this study compares a 
traditional rule-based tool, SonarQube, with an AI-augmented SAST tool, Snyk against the 
vulnerability information described in the vulnerable OWASP Juice Shop app’s documentation. 

The investigation focused on verifying the tools' results in terms of code coverage, accuracy 
of findings, and vulnerability categorization accuracy. The author manually examined 558 findings 
to assess whether the tools demonstrated contextual awareness and to evaluate the quality of 
the remediation information provided. An important contribution of this research is the creation of 
a manually verified dataset of these findings, categorized by validity and utility, which serves as 
a point of reference for future security tool evaluations. 

The investigation concluded that the AI-augmented tool, Snyk, excelled in accuracy, 
contextual awareness, and the quality of its remediation guides. On the contrary, while 
SonarQube's coverage exceeded Snyk's by a small margin, it lagged in terms of accuracy and 
the utility of the remediation steps provided. Specifically, the manual verification revealed that 
73.4% of SonarQube’s findings were false positives, compared to a 77.9% false positive rate for 
Snyk. However, Snyk demonstrated superior contextual relevance in its valid findings. Finally, 
this study found that SAST tools alone are insufficient due to the nature of certain flaws that 
require alternative analysis methods, such as Dynamic Application Security Testing (DAST) or 
manual penetration testing. 
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USE OF AI IN THESIS 

I have utilized AI tools in my thesis: 
 

☐  No  

☒  Yes 

 
The AI tools utilized in my thesis and their purposes are described below: 
 

Application Version 

Microsoft Copilot  

Claude Sonnet 3.5 

Gemini 3 

 
 

Purpose of using AI tools: 

• Microsoft Copilot was used as a grammar and style assistant to ensure adherence to 
scientific writing standards and improve overall readability. 

• Claude Sonnet assisted in configuring the YAML file used to build the GitHub CI 
Actions pipeline. 

• Gemini was used to validate academic writing in the chapters of analysis and 
discussion and helped with mapping vulnerabilities categories to the categories of 
Juice Shop documentation. 

 
Sections where AI tools were used: 

• Microsoft Copilot was used throughout the document for language refinement, 
consistency, and clarity. 

• In the section titled "Experiment Environment Setup," Claude Sonnet was specifically 
utilized to support the creation and configuration of the YAML file responsible for 
defining the CI pipeline. 

• Mapping the vulnerabilities categories of tools findings to the official Juice Shop 
vulnerabilities found in its documentation. 
 

I acknowledge that I am fully responsible for the entire content of my thesis, including the parts 
generated by AI, and accept accountability for any violations of ethical standards in publications. 
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1 INTRODUCTION 

This chapter introduces the core problem and the motivation behind this research. It 

outlines the questions, objectives, and the specific methodology employed throughout 

this work, establishing a clear academic and practical scope for the evaluation. 

Additionally, by highlighting the gaps in traditional static security testing, this opening 

section sets the foundation for the upcoming analysis. It also provides a comprehensive 

overview of the thesis structure to guide the reader through each subsequent chapter. 

1.1 Problem Identification 

A persistent challenge with Static Application Security Testing (SAST) tools is their high 

rate of false positives [5][11][12][13]. Numerous attempts have been made to address 

this issue, such as combining multiple SAST tools [5] or developing customized rules. 

However, these approaches often require deep expertise and are difficult to maintain [6]. 

Recent advancements in Large Language Models (LLMs) and Artificial Intelligence (AI) 

have opened new avenues for exploration in this domain. Although some studies have 

proposed frameworks for integrating AI into DevSecOps pipelines [3][4], they often lack 

one crucial element: simplicity of use. The complex setup procedures, despite offering 

value, hinder quick and efficient deployment. 

1.2 Motivation 

This study is driven by two key objectives: to provide a reliable, easy‑to‑integrate SAST 

solution for individual developers and small teams, and to deliver scientifically validated 

insights into whether AI‑augmented SAST tools outperform traditional rule‑based 

alternatives. Furthermore, this work is motivated by the growing prominence of artificial 

intelligence across the software industry and the desire to contribute to the expanding 

knowledge base on how AI can be effectively leveraged to enhance software 

development and security practices. 
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1.3 Objectives 

The primary objective of this study is: 

• To develop a viable solution for integrating an AI-augmented SAST tool that is 

experimentally proven to be more effective than rule-based SAST tools in a CI 

pipeline. 

And it aims to answer the following questions: 

• RQ1: How does a traditional rule-based SAST tool perform in contrast with an AI-

augmented SAST tool in terms of accuracy, coverage, and usability within a CI 

pipeline? 

• RQ2: To what extent do static analysis tools align with documented OWASP 

Juice shop app’s vulnerability? 

• RQ3: How do the rule-based SonarQube tool and AI-augmented Snyk differ in 

their detection accuracy and developer utility? 

1.4 Methodology 

This study adopts an applied research methodology, focusing on a systematic process 

to test and evaluate existing SAST tools available in the market. The aim is to identify 

their strengths and weaknesses and determine which tool demonstrates the most 

effective performance. 

Effectiveness will be assessed based on several criteria: the rate of false positives, the 

breadth of vulnerability detection, and the overall developer experience when using the 

tool within a CI pipeline. These metrics will be evaluated both statistically and 

qualitatively by the author, through analysis of the results, the clarity of vulnerability 

explanations, the quality of suggested fixes and through comparing the findings of the 

tools against the OWASP Juice Shop project official documented vulnerability 

categorization. 

1.5 Structure of the Thesis 

This thesis consists of a background chapter discussing static analysis, SAST, DevOps 

and AI where the necessary general information needed to follow up on this study’s topic 

is provided. Chapter 3 consists of the literature review where the search process is 

explained in detail, followed by the latest research found from the search performed. 
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Chapter 4 provides the necessary technical information to set up the environment for the 

CI pipeline and SAST tools, where customized configurations are provided. Chapter 5 

represents the data analysis and methodology followed to extract and validate the 

findings of the tools and how they were refined and processed in the light of the official 

documentation data. Chapter 6 illustrates the findings and discusses them at a deep 

level based on facts. Chapter 7 addresses this research’s questions and links the results 

of this study to the related works followed by conclusion, reference section and 

appendices. 
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2 BACKGROUND: FROM TRADITIONAL SAST 
TO AI AND ML INTEGRATION 

This chapter provides a foundational overview of static analysis, establishing theoretical 

definitions, core techniques, and algorithmic principles that underpin modern security 

tools. It traces the technological evolution of the field from its early origins to the current 

hi-tech AI-augmented implementations utilized in modern DevSecOps environments. 

2.1 Static Program Analysis 

Thomson [5] explains static program analysis as programs or algorithms designed to 

extract facts from other programs’ source codes without executing the program in 

question. These facts which might be related to syntax or semantic of the programming 

language, unreachable code blocks, vulnerabilities and bugs, possible malicious input 

enablement, authentication and authorization issues, anything that can be read from 

codes and be analyzed based on industry standards such as CVS (Common 

Vulnerabilities and Exposures), CWE (Common Weakness Enumeration), coding 

principles and code design. These programs and algorithms are designed to extract 

these facts while a developer who uses this static analysis tool will evaluate the fact and 

either fix or ignore and mark it as a false positive finding. 

Jerónimo et al. [6] argue that because this analysis is performed directly on plain source 

code and involves fact-checking, it necessarily follows predefined rules. Thomson [5] 

further explains that this reliance on predefined rules is the reason such approaches are 

classified as rule‑based static analysis tools. Some of these tools even allow developers 

to extend the existing rules for additional enhancement by creating custom extensions; 

however, doing so requires extensive experience. 

Thomson [5] continues by explaining that facts are extracted from source code can fall 

into many categories. Modern tools typically target a single category and a specific 

language or family language, due to the wide variations in syntax and semantics across 

programming languages. For example, a tool analyzing a vulnerability would check for 

libraries or known problematic functions specific to the language in question. In contrast, 

high-level languages are often optimized for memory usage, which reduces the need to 

analyze aspects already handled automatically by the language itself. In opposition, 

lower-level languages such as C, which require explicit memory management, demand 

different rules to operate effectively. Following this line of reasoning, a compiler can be 
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considered a form of static analysis tool, as it performs multiple static checks; however, 

the term static analysis generally refers to external tools. 

Consequently, targeted static analysis approaches such as code styling or security 

vulnerability detection are usually implemented as separate programs. These can be 

installed locally or integrated with version‑control systems (VCS) and continuous 

integration/continuous deployment (CI/CD) pipelines, thereby enabling automated static 

analysis of the codebase on every commit which is the approach used in this study. 

Jerónimo et al. [6] conducted a systematic literature review and identified 7 traditional 

SAST techniques: 

• Syntactic Analysis: Uses language’s own syntax rules and grammatical 

structure to validate the correctness of used operators, variables or functions etc. 

based on the syntactic rules of the language. 

• Semantic Analysis: Examines the purpose of the code and how different parts 

of the codes relate to each other like inputs and outputs, examples can be buffer 

overflow vulnerabilities, code injection points, authentication and authorization. 

• Code Scanning: Scans the codes for known patterns and bad practices, SQL 

injections, Cross-Site script or BOLA (Broken object level authorization) and 

similar vulnerabilities. 

• Code Similarity: Identifies similar structured blocks of codes that may indicate 

poor design choices or illogical placement of code blocks, though they do not 

necessarily represent a security vulnerability, but it gives insights into better 

coding. 

• Pattern Matching: Focuses on comparing codes with patterns historically 

associated with known vulnerabilities or poor security practices. 

• Taint Analysis: Is a way to follow taint data from untrusted boundaries to trusted 

boundaries and checking if this taint data will be able to reach a sensitive area 

referred to as Sinks [6][9]. If the input data reaches the sinks without being 

sanitized it might be an indicator of a possible threat [8] 

• Control-flow Graph (CFG): By creating a call graph that transforms each path 

of the code to a node and identifies possible leakage nodes. 

  



 
15 

 

 

The Figure 1 shows how a Control-Flow Graph works. To illustrate we assume we have 

a constructor in C# and this constructor calls a method, the method then calls another 

method etc. The Control‑Flow Graph (CFG) is used to check whether the calls reach a 

sink, a code location where untrusted data may cause a security impact, allowing the 

path to be marked as tainted. 

 

 Control-flow graph example for C# method calls led to a sink [8][20]. 

2.2 Static Application Security Testing (SAST) 

Thomson [5] and Sehwan et al. [8] explain that SAST is one category of static analysis 

where focus is on security in the application, a collection of techniques and algorithms 

utilized to analyze source code to identify potential vulnerabilities or software faults. 

Building on the techniques outlined in the previous section, Nguyen-Duc et .al [7] explain 

that when a source code goes under analysis and any detected vulnerabilities are 

reported then not all reported findings are necessarily accurate. This brings us to a widely 

encountered challenge in static analysis: distinguishing between false and true 

negatives. 

It is therefore evident that static analyzers operate as a white box testing tools, examining 

the source code without executing it. A warning or reported vulnerability from such tools 

may not always reflect an actual issue and Nguyen-Duc et .al [7] summarize these as 

following: 

• The source code is secure (true negative). 

• The source code has vulnerability, but it is not reported (false negative) 

• For each correct finding an expert needs to decide if the finding represents  

o A (true positive), thus, it is a vulnerability, and it needs to be fixed. 
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o It does not represent vulnerability an attacker can exploit thus, it is a (false 

positive) and it can be ignored. 

Thomson [5] claims that “…programmers will often elect not to use a static-analysis tool 

that yields too many false positives.” Similarly, Jerónimo et al. [6] claim that SAST tools 

require a “...qualified and experienced personnel to properly configure the SAST tools 

and interpret the results. Failure to do so risks creating a false perception of the 

software's state, which can lead to serious consequences.” 

Additionally, Thomson [5] also says “Similarly, false negatives, such as security bugs 

that go undetected, can give programmers an unfounded confidence in the correctness 

of their code” and he also emphasizing that “…programmers can work around false 

positives with careful configuration of a given tool; but when it comes to false negatives 

it is more difficult to discover.” 

He also pointed out that using multiple SAST tools in tandem proved to reduce this kind 

of risk nevertheless, “...an analysis may detect issues that are valid in theory but benign 

in practice, such as violations of the numerous and fussy restrictions on named identifiers 

in C”. This challenge was addressed by integrating machine learning with static analysis 

in both Mittal’s [3] and Yulianto & Ngo [4] studies. They claim significant improvements 

achieved by their frameworks that use AI-augmented SAST. 

2.3 AI-Enhanced Static Analysis 

As Apostolidis et al. [11] explain, the main issue in traditional static analysis is the high 

rate of false positives. To improve performance, engineers often fine-tune SAST tools. 

However, this adjustment frequently sacrifices precision, which can lead to omitting 

actual security issues (known as false negatives). Recent research has attempted to 

solve this problem. For instance, Apostolidis et al. [11] utilized Vulnerability Prediction 

(VP), a machine learning (ML)-driven approach that uses software metrics to estimate 

vulnerability likelihood. This methodological focus is also supported by the work of 

Walden et al. [12]. 

According to Apostolidis et al. [11], Vulnerability Prediction (VP) methods face significant 

limitations. Because these checks are conducted at the class and function level, they 

lack sufficient context and fail to provide detailed information about a vulnerability's exact 

location and type. To address this issue, Pornprasit et al. [14] proposed a solution using 

deep learning to identify security flaws at the line-level. Their approach incorporates 

Explainable AI (XAI) through Local Interpretable Model-agnostic Explanations (LIME) to 

present classifier predictions in an interpretable manner [15]. Nevertheless, Apostolidis 
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et al. [11] claim that this method still lacks efficiency; it includes drawbacks such as 

generating irrelevant fake code, which can mislead the detection process [16]. To 

overcome the problem of false positives, Apostolidis et al. [11] propose utilizing Large 

Language Models (LLMs) on top of Vulnerability Prediction. This combined approach 

has shown promising results in reducing false alarms and increasing actionable alerts. 

2.4 From DevOps to DevSecOps 

Reflecting on past operational experiences, software updates were historically managed 

through manual file transfers to the server. This traditional process was highly inefficient, 

requiring sequential steps that included establishing an FTP connection, shifting files to 

a root folder via SSH, manually altering file permissions, and restarting host services. If 

any deployment issue occurred, the entire repetitive cycle had to be executed again from 

the beginning. 

Such manual file management is fundamentally error-prone, costly, and unsustainable. 

During a routine tasks execution using the command line, an accidental substitution of 

the remove command (rm) instead of the move command (mv) completely deleted critical 

project files. This single human error required an entire night of emergency recovery 

efforts, which ultimately restored only about 90% of the data. This incident caused severe 

team stress and delayed delivery to a customer who had been waiting two months for 

the project to go live. This experience clearly demonstrates that relying on manual server 

management is highly risky and highlights the critical necessity of transitioning to 

automated, secure deployment pipelines. 

In 2001 the Agile manifesto was created [18], later at this stage DevOps term was not 

existing or used but the idea of it was circulating in many forms. As an example in 2001, 

one of Agile manifesto principles that was set says “Deliver working software frequently, 

from a couple of weeks to a couple of months, with a preference to the shorter timescale” 

[19] and later in 2005 Kevin [17] in his book Sustainable Software Development: An Agile 

Perspective explains that “Sustainable software development is a mindset (principles) 

and an accompanying set of practices that enable a team to achieve and maintain an 

optimal development pace indefinitely”.  

Later with years, frameworks around Agile continued to evolve and concepts such as 

Continuous Integration and Continuous Delivery (CI/CD) became an essential part of 

software development especially with cloud-native applications saw light. Christof et al. 

[1] in their DevOps publication in 2016 say “DevOps is about fast, flexible development 

and provisioning business processes. It efficiently integrates development, delivery, and 
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operations.” and continue emphasizing on automation “DevOps integrates the two 

worlds of development and operations, using automated development, deployment, and 

infrastructure monitoring”. 

DevOps got its own share of discussions in different literatures, but what we need to take 

in this study is the benefits it provides from automated processes of Continuous 

Integration and Continuous Delivery CI/CD that allows fast feedback loop [1]. 

As we looked at the concept of DevOps and how automation is an integral part of it, Let’s 

look at DevSecOps, which is the term used for DevOps practices where security  is an 

essential component of DevOps to ensure securing all phases of DevOps process [2]. 

Focusing on the strong ability of fast feedback DevOps practices provide, our aim is to 

use DevOps with integration of a static analysis tool that targets vulnerability detection 

after each commit of code in the continuous integration phase. 

2.5 ML/AI Augmented DevSecOps 

There are limited recent studies bridging the gap between DevSecOps and AI. The 

concept here is to empower the CI/CD with AI capabilities. Mittal [3] in his study of 

Augmenting DevSecOps with AI capabilities using LLM achieved an attack detection rate 

of 98% while maintaining false positives under 5%. Yulianto et al. [4] also find that using 

AI to improve the basic methods and techniques of static analyzing improve the result of 

the scan and the explainability of the result. This study discusses this in more detail in 

next chapter. 
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3 LITERATURE REVIEW 

This chapter presents the literature review for this study, outlining the systematic search 

process and discussing current research regarding the integration of AI and SAST within 

DevSecOps pipelines. The review comprehensively examines academic literature 

published between 2020 and 2025, focusing specifically on the architectural and 

functional evolution of SAST methodologies as they transition toward AI-driven 

capabilities. 

3.1 Search Process 

To ensure the quality and relevance of the information used in this thesis, the literature 

selection focused primarily on recent articles, research papers, studies, and books 

published within the past five years, with a few exceptions. Peer-reviewed sources were 

prioritized whenever possible to enhance the credibility of this study. Table 1 outlines the 

databases consulted during the search process, along with the criteria applied. Most of 

the papers were retrieved from IEEE.org. 

Table 1. Databases used and filtering criteria. 

 

Table 2 illustrates a sample from the search diary, documenting the search dates, 

database sources, keywords, search terms, and search limits, alongside the results, 

evaluations, and relevant links. The complete search diary is available in Appendix B: 

Search Diary table. In this table, empty cells indicate that the information remains 

identical to the entry immediately above.  

  

Database Filtering Criteria 

Trepo Faculty, information technology, publication year 2025 

Scopus Faculty, top 10, Journal and Conference Proceedings, only open access 

Andor Available online and peer reviewed 

IEEE.org Years: 2016-2025, Journals, publication topics: Static analysis and security 
vulnerabilities. Journals, 2020+2025; Journals, 2020+2025, publisher IEEE, 
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The sample illustrates the methodology followed by the author to narrow results, either 

through stricter search limits or alternative keywords. Studies were selected based on 

an evaluation of their abstracts and the sorting order provided by the database. 

Table 2. Search diary sample in Andor on 23.09.2025. 

Search terms Search limits Results Evaluation 

AI AND vulnerability 
detection AND DevSecOps 

No filters 35 Broader and some precise 
results 

AI, Vulnerability detection, 
DevSecOps 

No filters 6 Some good results from 
books and articles 

AI AND vulnerability 
detection AND DevSecOps 

Available online 
and peer reviewed 

8 Same good result from 
previous step 

AI, Vulnerability detection No filters 310 Good result 

Cybersecurity, AI No filters 19285 Promising results but too 
wide 

Cybersecurity, AI Available online 
and peer reviewed 

2731 Promising results 

 

Table 3 presents the search strings used and categorized per themes. Throughout this 

study a conscious effort was made to reference original sources rather than relying on 

secondary citations. This approach ensured accuracy and led to additional valuable 

references that were incorporated into it. 

Table 3. Search string per theme. 

  

Theme Search strings 

Static analysis 

foundation 

(What is SAST OR SAST AND Techniques  

OR Tain analysis  

OR What is taint analysis  

OR (“Literature review” AND “Taint analysis”)  

OR CFG 

Static analysis & AI (Vulnerability detection AND AI) OR  

(Machine learning AND Vulnerability detection) OR  

(“Cybersecurity”, “AI”) OR (“Vulnerability", “AI”) OR  

(“AI”, “vulnerability detection”) OR  

(AI AND static analysis) OR 

(AI And “static analysis”) OR  

(“AI” And “Static analysis”) OR  

(How AI used to enhance static analysis) OR  

(how “AI” used to enhance “static analysis”) OR  

(How AI enhances static analysis) OR  

(AI enhancement static analysis) OR  

(“Deep Learning” and “Static Analysis”) 

AI-augmented 

DevSecOps pipeline 

(AI AND vulnerability detection AND DevSecOps)  

OR DevOps OR DevSecOps OR (AI DevSecOps)  

OR (History of DevOps) OR (Evaluation of “DevOps”) 

OR Sustainable Software Development  

OR History of continuous integration OR Continuous Integration) 
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3.2 Related Work 

The literature review revealed that the topic ‘Using AI to enhance static analysis testing 

tools in a continuous integration pipeline’ has been addressed in only a limited number 

of studies. In fact, only two studies were found to touch on this topic directly, and even 

then, it was discussed as part of a broader context.  

To enrich the review and to establish a solid foundation for subsequent sections of the 

thesis, the scope was expanded to include studies on techniques and concepts used in 

building SAST tools. The tables down list these studies and sort them based on their 

publication year in between 2021 to 2025; this should give an idea on the development 

of the topic throughout the years. 

Table 4 summarizes the articles investigated the foundations of static analysis 

techniques and algorithms & SAST. Studies of Thomson [5] and Jerónimo et al. [6] 

address the main challenges a static analysis techniques face. False positives high rate 

and configuration complexity. As they explain, both reasons hinder developers from 

adopting SAST tools.  

Table 4. Summary of articles investigate the foundations of static analysis techniques and 

algorithms & SAST. 

 

Both studies approached a solution to solve the mentioned issues and while Thomson 

explained that developers tend to use multiple SAST tool to reduce false positive rate, 

Jerónimo et al. explored the use of deep learning techniques as a way for further studies. 

Both studies agree on the benefits SAST tools bring such as early bug detection and fast 

feedback loop when integrating it in early development stages. 

  

Study Study description 

Thomson [5] 
 

Static analyses foundations, techniques evolution, and challenges; 
Categorization of static analysis; Early bug detection; false positives 
that hinder adoption. 

Jerónimo et al. [6] 
 

SAST techniques and their integration in early development stages; 
Internal mechanisms of SAST tools and their impact on software 
security; It identifies configuration complexity and skill requirements 
as barriers; 
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Table 5 summarizes studies focusing on enhancing existing static analysis techniques 

and algorithms such as explainable (XAI) for better understanding of the model decisions 

[16], enhancing vulnerability detection by scoping on line-level [13] and enhancing 

vulnerability prediction (VP) by using an LLM [11]. These studies do not address 

integrating static analysis in development pipelines. 

Table 5. Summary of studies investigate and propose using ML with static analysis techniques. 

 

Table 6 features the most recent studies that propose an AI-augmented frameworks for 

DevSecOps pipelines which include an analyzing of SAST tools logs by an ML, a bit 

more on these studies in next section. 

Table 6. Summary of studies propose an AI-augmented DevSecOps pipeline. 

  

Study Study description 

Sotgiu et al. [16] Conducting research on learning-based models proved that they use 
spurious features that human analyzers do not use. Explainable AI 
methods provide strong foundation for future studies with better 
precision in detecting vulnerabilities. 

Pornprasit et al. [13] Proposes a deep learning model for line-level defect prediction that 
improves precision over file-level methods. 

Apostolidis et al. [11] Using LLM with a Vulnerability Prediction Model (VPM) to filter out 
static analysis alerts demonstrated a significant decrease in the 
volume of the reported false alarms. 

Study Description of the study Gaps 

Yulianto et al. [4] Enhancing DevSecOps pipeline 
with AI; static code analysis using 
Convolutional Neural Network 
(CNN) model. 

Complexity of implementation; 
Limited focus on developer 
usability; A SAST tool was not 
really used; Cannot be used as a 
standalone solution. 

Mittal [3] Augmenting DevSecOps pipeline 
with AI; A holistic framework covers 
improving outputs of SAST, DAST 
tools using AI; Real time threat 
detection and automated response 
using VPM; behavior-based 
anomaly detection; XAI to explain 
results. 

Complexity of Implementation; 
SAST tools output analyzed by 
ML models, though there are no 
clear performance metrics in this 
area. SAST scanning cannot be 
used alone in this setup. 
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3.3 ML/AI Augmented DevSecOps 

The studies that contribute to my topic directly are limited. Mittal [3] in his study ‘AI-

Augmented DevSecOps Pipelines for Secure and Scalable Service-Oriented 

Architectures in Cloud-Native Systems’ suggests a framework that implements an ML 

model through three main components and one of them uses SAST vulnerability 

detection where the framework uses the output of SAST tools and combines them with 

ML-based anomaly detection and fuzzing. Mittal claims that his framework had an attack 

detection rate of 98% while maintaining false positives under 5% but no specific 

comparison for SAST traditional tool vs AI-augmented tools. 

In another study by Yulianto et al. [4] called ‘Enhancing DevSecOps Pipelines with AI-

Driven Threat Detection and Response’ they introduce a holistic framework where ML, 

AI algorithms and techniques are used in each phase of Software Development Life 

Cycle (SDLC), the framework implements a SAST using a Convolutional Neural Network 

(CNN) analysis tokenized source code where codes are analyzed on commit phase. The 

model blocks the commit if it contains malicious codes, the model analyses feature like 

lines changed, keywords and complexity. 

Both studies used empirical methods and gathered data on real applications in a 6-

months period time frame, both studies showed good results in terms of higher 

vulnerability detection rates though the weakness in these studies is that they are 

complex in term of setting up the frameworks and maintaining them for small projects 

and both are using an external LLM to enhance the results of the outputted logs and 

results of static analyzers. 

While these studies demonstrate promising results, their natural complexity remains a 

barrier to practical implementation, particularly for individuals and small teams. This 

thesis addresses this gap by providing a scientific comparison between emerging AI-

augmented SAST tools and traditional rule-based tools within a CI/CD setup. By 

evaluating these market-available solutions, this study aims to provide a practical guide 

for small-scale developers to effectively integrate AI-augmented SAST into their 

pipelines. 
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4 EXPERIMENTAL ENVIRONMENT SETUP 

This chapter provides an overview of the architecture followed in the experiment setup. 

To keep things simple and manageable for individuals, open-source tools were selected. 

The experiment utilizes a simple DevSecOps pipeline that integrates SAST stage to 

highlight the latest emerging principles in this field. 

4.1 Methodology 

To simplify configuration and ensure accessibility, the author of this study used open-

source tools. The Figure 2 illustrates the workflow of the experiment, which involves the 

use of the OWASP vulnerable application, Juice Shop. This open-source application is 

written in Node.js version 22 and is intentionally vulnerable by design, offering a wide 

range of options for conducting security analyses [21]. The setup consists of a public 

GitHub repository, CI Actions defined in a YAML file, and two SAST tools: SonarQube, 

which uses traditional rule-based analysis, and Snyk, which leverages AI-augmented 

capabilities. Both were defined as a separate job in the YAML file. 

 

 Pipeline flow from code commits till SAST results. 

When a Git commit is pushed to the public repository, the GitHub Actions CI workflow 

titled ‘Static Analysis Pipeline’ is triggered, initiating two SAST scans simultaneously. 

The ‘sonar’ scan job directly analyzes the project folder. In contrast, following Snyk’s 

recommendations, the ‘snyk’ job requires the installation of libraries and their 

dependencies; this ensures these components are included in the SAST scan to provide 



 
25 

 

 

a wider scope. However, for the sake of this study and to ensure a fair comparison, the 

findings investigated from Snyk were limited to the source code only, and external 

libraries were excluded from the results. Both tools integrate seamlessly with GitHub 

Actions and offer cloud-based solutions to review scan results, providing helpful 

information on vulnerabilities and mitigation strategies. 

4.2 Configuring SonarQube as a Traditional SAST Tool 

The pipeline was simplified by omitting the ‘build’ and ‘install’ stages to run the SAST 

stage directly. The SonarQube cloud service was utilized via SonarCloud.io by 

generating a token from the dashboard and adding it to the GitHub Actions secrets. The 

YAML configuration defines the SonarQube analysis job using variables for these tokens; 

the relevant code snippet is provided in Program 1, with the full YAML available in 

Appendix A: Full YML file of our experiment pipeline. 

1 

2 

3 

4 

5 

6 

7 

8 

9 

10 

11 

12 

13 

14 

15 

16 

17 

18 

19 

jobs: 

..sonar: 

....runs-on: ubuntu-latest 

....steps: 

......- name: Checkout code 

........uses: actions/checkout@v4 

........with: 

..........fetch-depth: 0 

 

......- name: SonarQube Analysis 

........uses: sonarsource/sonarqube-scan-action@v2 

........env: 

..........SONAR_TOKEN: ${{ secrets.SONAR_TOKEN }} 

..........SONAR_HOST_URL: ${{ secrets.SONAR_HOST_URL }} 

........with: 

..........args: > 

............-Dsonar.organization=${{ secrets.SONAR_ORG }} 

............-Dsonar.projectKey=rhourani_thesis-owasp-juice-shop 

............-Dsonar.sources=. 

Program 1. Sonar job configuration. 
 

The YML file configures the pipeline to be triggered whenever a commit is pushed or a 

pull request is made towards the master branch, as shown in Program 2. This 

configuration ensures that an automated scan is executed as part of the CI pipeline 

1 

2 

3 

4 

5 

on: 

..push: 

....branches: [ master ] 

..pull_request: 

....branches: [ master ] 

Program 2. Trigger job upon pull request configuration. 
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As a final step, SonarCloud offers automatic integration with GitHub that operates 

independently of an external CI pipeline. To enable the custom CI workflow for this study, 

the ‘Analysis method’ was switched from ‘Automatic Analysis’ to ‘CI-based Analysis.’ 

This configuration ensures that a SAST scan is triggered with every commit or pull 

request pushed to the main branch. The configuration of the pipeline to include only the 

SAST tools scan offers accelerated feedback that works better on lower environments. 

4.3 Configuring Snyk as an AI-Augmented SAST Tool 

As one of the recent emerging tools that use AI with SAST scanning is Snyk. The use of 

the tool and integrating it is quite straightforward with generating a token to be used with 

GitHub Action for the CI/CD configuration. After adding the tokens to GitHub Actions. 

The Snyk configuration section in the YML file as shown in Program 3 

1 

2 

3 

4 

5 

6 

7 

8 

9 

10 

11 

12 

13 

14 

15 

16 

17 

18 

19 

20 

21 

22 

23 

24 

25 

26 

27 

28 

29 

30 

31 

32 

33 

34 

35 

jobs: 

..snyk: 

....runs-on: ubuntu-latest 

....steps: 

......- name: Checkout code 

........uses: actions/checkout@v4 

........with: 

..........fetch-depth: 0 #Fetches all history for all branches and 

............................#tags 

......- name: "Use Node.js 22" 

........uses: actions/setup-node@v4 

........with: 

..........node-version: '22' 

 

......- name: "Install application" 

........run: | 

..........npm install --ignore-scripts 

..........cd frontend 

..........npm install --ignore-scripts --legacy-peer-deps 

 

......- name: Run Snyk Security Scan 

........uses: snyk/actions/node@master 

........env: 

..........SNYK_TOKEN: ${{ secrets.SNYK_TOKEN }} 

........with: 

..........args: > 

............--severity-threshold=low //Scan for all vulnerability 

............--all-projects //include all projects in the repo 

............--dev //Include development dependencies in the scan 

............--detection-depth=5 //subdirectories included in the 

...................................//scan 

............--sarif-file-output=snyk.sarif //Generates a report 

...........................................//with SARIF (Static 

...........................................//analysis Results 

...........................................//Interchange format)[23] 

Program 3. Snyk job configuration. 
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The Snyk tool is categorized under vulnerability scanning tools, therefore it offers few 

custom configurations. For example, the Software Composition Analysis (SCA) [22] 

ensures not only direct codes are analyzed but also dependencies of libraries used by 

the code as the vulnerability may lie in third party libraries. This setup requires that the 

libraries are installed in the solution when the scan takes place. The code snippet in 

Program 3 shows the step of installing libraries in Snyk while in Sonar set up, we did not 

need this step. The ‘args’ section that shown in the end of Program 3 snippet are 

essential for tuning the behavior of the scan. This configuration should provide us with a 

detailed report on vulnerabilities in the application including third libraries’ dependencies 

and development solutions such as test solutions. 
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5 DATA ANALYSIS AND VALIDATION 

The primary objective of this study was to evaluate the efficacy of AI-augmented and 

rule-based Static Application Security Testing (SAST) tools in a real-world scenario. To 

ensure a systematic and reproducible assessment, a multi-stage data refinement and 

analysis process was implemented. This process focused on verifying the accuracy of 

vulnerability detections, evaluating the quality of remediation guidance, and aligning 

disparate tool results with the official application documentation. 

5.1 Data Generation and Extraction 

Before the analysis phase, the target environment – the OWASP Juice Shop – was 

integrated into the CI pipeline as described in the previous chapter. The data analyzed 

in this study was generated by executing full-repository scans using both Snyk and 

SonarQube. The raw output from these scans, which contained several hundred security 

findings, served as the primary source material for the subsequent validation and 

mapping process. 

5.2 Data Collection and Initial Verification 

The initial dataset was constructed by extracting all security findings from the cloud-

based dashboards of Snyk and SonarQube and recording them in centralized analytical 

Excel sheets. These Excel sheets stored essential variables for each finding, including 

the file path, line number, tool-assigned severity, and a specific ‘Duplicate Status’ column 

used to flag findings appearing at the exact same location with identical descriptions. 

Fundamentally, the dataset included a comparison between the ‘Reported Root Cause’ 

assigned by the tool and the ‘Correct Root Cause’ verified through manual audit. This 

allowed this research to identify instances where a tool correctly spotted a code 

weakness but misclassified its nature or category. 

Following the data extraction, a precise manual verification phase was conducted to 

differentiate between valid vulnerabilities and false positives. In this assessment, a 

finding was marked as ‘Valid’ if the security weakness was technically present and 

accurate according to the code's logic, while ‘Invalid’ and ‘False Positive’ labels were 

assigned if the tool's detection logic was fundamentally flawed or contextually incorrect. 

For example, detections such as hard-coded credentials found within controlled mocks 

and test files were flagged as invalid. Although the tools correctly identified hard-coded 
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strings, these were categorized as non-valid vulnerabilities because they consisted of 

intentionally placed dummy data within a controlled environment for testing purposes 

rather than functional security flaws. This careful verification process supported by 

specific explanatory notes for every invalid result in the Excel dataset addressed the 

primary research question regarding the prevalence and nature of false positives in each 

tool's output. 

5.3 Handling of Duplicate Findings 

During the manual audit, a deduplication check was performed using unique identifiers 

specifically the combination of file name and line number. Findings appearing at the 

exact same location with identical descriptions were flagged as duplicates. 

Quantitatively, this subset comprised only eight findings. 

For this study, these duplicates were retained in the initial analysis to accurately reflect 

the total volume of redundancy a developer would encounter in a real-world workflow. 

Notably, seven of these eight duplicates were also identified as false positives. 

Consequently, while they appear in the total scan counts, they are naturally excluded 

from the final valid vulnerabilities’ dataset. This leaves only a single duplicate; given this 

marginal volume, its inclusion has a negligible impact on the comparative statistical 

analysis. 

5.4 Categorization and Mapping Logic 

To facilitate a direct comparison between the two tools and the ground-truth provided by 

the OWASP Juice Shop documentation, a standardized mapping logic was developed. 

Since the official juice shop documentation utilizes a specific set of 172 security 

challenges categorized by vulnerability type (e.g., broken authentication, injection, 

sensitive data exposure), it was necessary to align the tools' finding with these official 

categories. 

While AI assistance was utilized to suggest initial mappings, each classification was 

manually reviewed for accuracy. In cases where a tool-reported category did not have a 

direct equivalent in the Juice Shop documentation, a best-fit mapping was applied. For 

example, CWE-1287 (Improper Type Validation) was mapped to improper input 

validation as illustrated in the mapping workflow for SonarQube in Figure 3 and for Snyk 

in Figure 4. Any other findings that did not align with the specific categories of the 

OWASP Juice Shop were aggregated under the miscellaneous category, serving as the 

general classification within the official documentation. 
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 Mapping of SonarQube vulnerability categories to official OWASP Juice 
Shop categories. 

 

 Mapping of Snyk vulnerability categories to official OWASP Juice Shop 
categories. 
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5.5 Evaluation of Qualitative Guidance 

Beyond simple detection counts, this research assessed the utility of the tools' 

remediation guidance. Each finding was evaluated against a five-tier qualitative scale to 

determine if the explanations provided were actionable or misleading: 

• Not useful: Vague, generic, or misleading; provides no actionable information. 

• Low usefulness: Mentions the issue but lacks context, technical detail, or 

remediation. 

• Moderate: Explains the issue clearly but limited in depth or missing exploitability 

context. 

• Useful: Provides clear technical explanation and remediation steps. 

• Highly useful: Comprehensive technical detail, exploit scenario and reproducible 

remediation guidance. 

Besides these, a not applicable status also assigned to false positive items fall under the 

hardcoded credentials category in both tools as the security rule itself was technically 

correct but contextually irrelevant. 

5.6 Normalization of Severity Terminology and Data 
Aggregation 

SonarQube categorizes security issues using the labels blocker, high, medium, low, and 

Info. Within this research dataset, the Blocker classification was converted to critical to 

ensure consistency across the evaluated tools. Additionally, SonarQube identified 24 

items as Issues and 256 as security hotspots. While an Issue signifies a discovered 

problem that impacts application security and requires immediate remediation, a Hotspot 

highlights a security-sensitive piece of code that may not immediately impact overall 

security. In the latter case, the developer must review the code to determine whether a 

fix is necessary [24]. For this study, the dataset incorporates both categories, which were 

collectively processed and refined to facilitate a comparative analysis with the secondary 

tool and the vulnerability categories’ percentages provided in the Juice Shop app’s 

documentation. 
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5.7 Comparative Statistical Analysis and Synthesis 

The final phase involved the synthesis of the refined dataset into proportional 

visualizations. By aggregating tool findings after the mapping process, percentages for 

each vulnerability category were calculated for both Snyk and SonarQube. These results 

were compared with the official percentage distribution found in the OWASP Juice Shop 

documentation. These comparative metrics serve as the empirical foundation for the 

performance evaluation and detailed discussion presented in the subsequent chapter. 
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6 RESULTS AND COMPARATIVE ANALYSIS 

This chapter presents the empirical findings derived from a comparative evaluation of 

SonarQube, a traditional rule-based platform, and Snyk, an AI-augmented Static 

Analysis Security Testing (SAST) tool, compared with the official OWASP Juice Shop 

vulnerability documentation. The analysis transitions from a quantitative assessment of 

detection accuracy and precision to a qualitative evaluation of the security insights and 

remediation guidance provided by each platform. Furthermore, it examines the critical 

impact of severity classification on development workflows, highlighting how 

misclassified vulnerabilities can disrupt CI/CD pipelines and the practical utility of 

automated feedback within a DevSecOps lifecycle. 

6.1 Analysis of SonarQube Findings 

SonarQube’s reporting reflected its traditional rule-based approach, showing standard 

security findings associated with a generic template and multiple vulnerability 

categorizations. This classic methodology relies heavily on predefined patterns, which 

often limit the tool's ability to understand the specific context of the source code. This 

section explores two main areas: the distribution of vulnerability categorizations and the 

severity ratings provided by SonarQube.  

6.1.1 Vulnerability Categorization 

Figure 5 illustrates the distribution of identified vulnerabilities by category, distinguishing 

between valid security risks and invalid findings within each group. Notably, the ‘Use of 

Hardcoded Credentials’ category exhibited the highest volume of false positives, 

accounting for 171 out of 172 reported items. This was followed by ‘Cleartext 

Transmission – HTTP Instead of HTTPS’. Both categories were primarily flagged within 

test files in a controlled unit-test cases; because these files are meant to unit testing the 

logic therefore, isolated from the production environment, they do not represent a viable 

attack surface. 

Furthermore, the ‘Use of Cryptographically Weak Pseudo-Random Number Generator 

(PRNG)’ category contained several invalid items where the Random() function was used 

solely to generate mock data for testing. In one specific instance, the tool flagged a case 

where the function assigned a value to a variable that was never actually utilized in the 

code. Despite this lack of exploitability, these instances were reported as security issues 



 
34 

 

 

with medium severity. An overall observation during the dataset preparation was that 

SonarQube’s categorization is occasionally vague and non-specific, often associating 

several broad, overlapping categories with a single finding. 

The dataset extracted from the SonarQube dashboard, provided in the Appendix C: 

Findings Dataset, reveals few inconsistencies between the tool-reported categories and 

the actual root causes. For instance, the tool reported improper input validation in eight 

specific cases where the actual vulnerability was SQL injection, indicating an 

architectural inability to determine the precise exploit type. In other instances, the tool 

failed to report a root cause category entirely. In these cases, I manually assigned 

categories based on a technical analysis of the issues to ensure the results remained 

consistent when mapped to the official OWASP Juice Shop vulnerability categories. 

While the exact number of these manual assignments was not recorded, they constituted 

a recurring pattern throughout the audit process. 

 

 Count of valid and invalid vulnerabilities reported by SonarQube per 
category. 
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6.1.2 Severity Distribution 

Table 7 provides a detailed overview of the findings from SonarQube, which identified 

23 critical items, 21 of which were confirmed as valid. The two invalid items in this 

category were identified as hardcoded credentials within controlled test cases. 

At the high severity level, the tool reported 179 security hotspot findings. Of these, only 

nine items were confirmed as valid, all of which were accompanied by highly useful 

remediation explanations. The remaining 170 items were determined to be invalid; 

consequently, their remediation utility was classified as not applicable. 

The medium severity tier included a total of 26 findings, consisting of one Issue and 25 

security hotspots. Only six of these 26 items were validated as actual security risks. The 

20 invalid items were noted for having low explanation utility; specifically, nine were 

warnings regarding regular expression-based Denial of Service (DoS) that were not 

exploitable in the given context, and 11 related to the use of the Random() function for 

mock data generation. Within the Random() findings, one instance involved a value 

assigned to a variable that was never utilized. 

The low severity category comprised 58 items, all of which were security hotspots. 

Manual verification confirmed that 40 of these 58 items were valid findings. The 

remediation utility for these valid items was distributed as follows: five were highly useful, 

two were moderate usefulness, and 33 were useful. 

A cross-tool comparison of the 23 vulnerabilities marked as critical by SonarQube 

indicates that the majority were also captured by Snyk. However, manual verification 

suggests that SonarQube’s classification may be over-prioritized. Snyk offered a more 

nuanced risk assessment for these findings, designating 12 as high and 2 as medium 

severity. The remaining subset of SonarQube’s critical alerts was absent from the Snyk 

report, highlighting a variance in the detection logic and scoring models of the two 

platforms.  

Table 7. SonarQube reported issues and security hotspot by severity. 

Severity Reported Valid Invalid Notes 

Critical 23 21 2 Identified as hardcoded credentials within test files. 

High 179 9 170 9 valid with highly useful explanations. Rest is false positive. 

Medium 26 6 20 9 regex warnings; 11 for Random() in mock data. 

Low 58 40 18 Valid findings with even distribution of levels of explanations. 

Total 286 76 210 
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6.2 Analysis of Snyk Findings 

Snyk identified a total of 273 potential code vulnerabilities. Upon manual audit, these 

findings were evaluated based on their context within the codebase. A large portion of 

the alerts were found in test files, where hardcoded values and mock credentials are 

used within controlled environments; these were classified as invalid findings. 

6.2.1 Vulnerability Categorization 

Figure 6 illustrates the distributions of found vulnerabilities by their respective 

categorization and the valid and invalid items in each category. It can be noted that the 

category of using hardcoded credentials or passwords contains 0 valid items out of 176 

reported items. Followed by the Hardcoded non cryptographic secrets category which is 

an indicator that the tool identifies the pattern but lacks the context of the code logic. 

 

 Count of valid and invalid vulnerabilities reported by Snyk per category. 
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6.2.2 Severity Distribution 

Precision of Snyk’s reporting varied notably across severity levels. Of the 26 high severity 

issues reported, 24 were confirmed as valid, while 2 were identified as invalid due to their 

presence in test mocks. Similarly, for the 26 medium severity alerts, 21 were valid and 5 

were invalid.  

The low severity category exhibited the highest volume of noise, with 220 reported items. 

Of these, only 15 were confirmed as valid, while 205 were classified as invalid. The 

manual audit revealed that 6 of these invalid items were duplicate entries, while the 

remainder primarily consisted of hardcoded credentials used within test suites, Table 8 

shows this information. 

Table 8. Snyk reported issues by severity. 

Severity Reported Valid Invalid Notes 

High 26 24 2 The Invalid items were found in test mocks. 

Medium 26 21 5 The Invalid items were found in test mocks. 

Low 220 15 205 Invalids include 6 duplicates; others are in test-files 

Total 272 60 212 
 

6.3 Qualitative Evaluation of Explanation Utility 

This study aimed to provide a comprehensive review of the tools by assessing the quality 

of the explanations and the actionable suggestions provided. This section evaluates the 

usefulness metric, comparing how effectively each tool describes a vulnerability and its 

corresponding remediation path. 

6.3.1 SonarQube Explanation Accuracy and Rule Logic 

SonarQube’s rule-based feedback demonstrated a balanced distribution of utility among 

its confirmed findings. Out of the 76 valid findings, 53.9% (41 findings) were rated as 

highly useful, while 43.4% (33 findings) were categorized as useful. While SonarQube 

effectively identifies the line of code and the specific rule violation, it lacked the deep 

data-flow context that Snyk provided, making the remediation process more manual. 

The utility of SonarQube’s reporting significantly decreased for invalid findings. Of the 

210 total false positives, 170 items (primarily high-severity security hotspots) provided 

explanations classified as not applicable due to their contextual irrelevance. The 

remaining 40 invalid findings were largely categorized as low usefulness. These were 

primarily associated with Random() functions usage for mock data and non-exploitable 

ReDoS warnings. In these instances, the tool provided generic security warnings that 
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failed to account for the specific code logic and context, leading to misleading 

conclusions during the audit process. 

6.3.2 Snyk Explanation Accuracy and Developer Guidance 

Snyk’s AI-augmented engine excelled by providing a step-by-step trace through the code 

to reach the sinks, offering a holistic overview of how each vulnerability occurs; this 

demonstrated high qualitative accuracy for confirmed vulnerabilities. Out of the 60 valid 

findings, 88.3% (53 findings) were accompanied by highly useful explanations. These 

reports typically included detailed data-flow analysis, mapping the path from a malicious 

source to a vulnerable sink, alongside specific code examples for remediation. 

However, a distinct pattern emerged among the invalid findings. For the 212 false 

positives, Snyk largely provided explanations categorized as not applicable (205 

instances). This occurred because the tool flagged vulnerabilities in test files such as 

hardcoded mock tokens where the security rule itself was technically correct but 

contextually irrelevant. Only a small fraction of 7 reports was explicitly labeled as not 

useful due to being misleading or vague. 

The Table 9 qualitative data suggests that Snyk’s AI-augmentation provides superior 

educational experience for developers, as its valid reports are overwhelmingly highly 

useful. SonarQube, while accurate in its rule detection, provides more conservative, 

template-based explanations. Now after having the results of each tool, we will compare 

them together with the official documentation of juice shop 

Table 9. Comparison of explanation helpfulness for valid security risks. 

Utility Level Snyk SonarQube 

Highly useful 53 41 

Useful 1 33 

Moderate usefulness 4 2 

Low usefulness 2 0 

Not useful / N.A. 0 0 

Total Valid 60 76 
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6.4 Percentages Based on Juice Shop Documentation 

The comparison of findings against the official OWASP Juice Shop documentation 

requires a structured mapping approach. The official documentation identifies 172 

security challenges but does not provide granular details, such as file names or specific 

line numbers. Instead, it presents the vulnerability landscape through a percentage-

based distribution across various categories. The mapping methodology established in 

Chapter 5 serves as the foundation for evaluating tool performance against this 

documented point of reference. 

Figure 7 illustrates the distribution of these vulnerability challenges as defined by the 

official documentation. It is important to note that the documentation does not claim to 

be comprehensive; therefore, the point of reference represents an approximate 

distribution of the application's theoretical vulnerability surface. To ensure a realistic and 

transparent assessment, the analysis incorporates two distinct perspectives. First, the 

total vulnerabilities identified by the tools were mapped to the official categories to reflect 

the aggregate tool output. Second, a subsequent mapping was conducted following the 

exclusion of false positives based on the author's manual audit. 

 

 Distribution of official OWASP Juice Shop vulnerability challenges by 
category [25].
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6.5 SonarQube Results 

This section presents the empirical results obtained from the SonarQube scan and 

evaluates the tool’s detection efficacy in relation to the vulnerabilities categories in the 

Juice Shop documentation. The analysis moves beyond a simple count of identified 

issues by correlating the tool's output with the point of reference categories established 

in the application documentation. By comparing the validated findings against this point 

of reference values, this study identifies specific areas of detection strength and 

highlights the architectural limitations characteristic in the tool’s static analysis engine. 

6.5.1 Categorical Distribution of Aggregate Findings 

Figure 8 illustrates the distribution of SonarQube’s identified vulnerability categories after 

mapping them to the official OWASP Juice Shop documentation, including false positive 

findings. A substantial rate of false positivity is evident in the sensitive data exposure 

category, which accounts for over 77% of the total findings. In contrast, improper input 

validation accounts for nearly 7% of the results, compared to 11% in the official 

documentation, while the injection category identifies approximately half of the proportion 

suggested by the Juice shop documentation. 

The cryptographic Issues reported by SonarQube appear remarkably consistent with the 

official documentation. However, this alignment is noteworthy given that the SonarQube 

data includes false positives. This parity may stem from the insecure by design nature of 

the Juice Shop application, where a high density of fundamental weaknesses may 

inadvertently inflate the tool's detection metrics, though the exact cause remains 

undetermined. 

Several categories yielded a zero percent frequency in this dataset: XML External 

Entities (XXE), security misconfiguration, broken anti-automation, insecure 

deserialization, and security through obscurity. Other categories showed minimal 

representation, with only one or a few items identified; these include broken 

authentication, unvalidated redirects, broken access control, and miscellaneous findings. 

Notably, the vulnerable components category was unique in this subset; it was reported 

exclusively by SonarQube, whereas Snyk recorded no findings in this specific category. 
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 Categorical distribution of aggregate SonarQube findings (mapped to 
categories in Juice Shop docs). 

6.5.2 Categorical Distribution of Validated Findings 

Figure 9 illustrates the percentage distribution of SonarQube’s findings following the 

exclusion of false positives. When the data is refined to include only validated 

vulnerabilities, the distribution becomes much more balanced compared to the 

aggregate dataset. In this validated dataset, injection vulnerabilities represent the largest 

share at 24.00%, which is more than double the 10.4% documented in the official Juice 

shop documentation. improper input validation constitutes 20.00% of the findings, nearly 

twice the official Figure 7 of 11.3%. Similarly, Cross-Site Scripting (XSS) accounts for 

18.00% of the validated results, drastically exceeding the 8.5% cited in the Juice Shop 

documentation. 

The sensitive data exposure category, which dominated the aggregate report due to high 

false-positive rates, represents a more modest 12.00% of valid findings, closely 

approaching the point of reference of 16.0%. cryptographic Issues accounted for 8.00% 

of the validated results. Notably, vulnerable components were identified at a rate of 

6.00% (point of reference at 8.5%). This category is particularly noteworthy as it was 

exclusively detected by SonarQube and absent from Snyk’s reporting. 

The remaining categories, including broken access control (6.00%), broken 

authentication (2.00%), miscellaneous (2.00%), and unvalidated redirects (2.00%), 

showed lower but present frequencies. Conversely, several categories recorded a zero 
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security through obscurity, insecure deserialization, broken anti-automation, security 

misconfiguration, and XML External Entities (XXE). 

 

 Categorical distribution of validated SonarQube findings (mapped to 
categories in Juice Shop docs). 

6.5.3 Analysis of Categorical Distribution and Accuracy 

The empirical data presented in Table 10 provides a comprehensive comparison 

between the application’s theoretical vulnerability surface and the actual detection 

performance of SonarQube. This analysis, incorporating the official point of reference, 

the aggregate reported findings, and the manually validated results, reveals the 

operational strengths and innate methodological limitations of rule-based Static 

Application Security Testing (SAST). 

The data demonstrates a considerable divergence from the point of reference, primarily 
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example, while the official point of reference suggests that injection and improper input 

validation represent a combined 21.7% of the application's weaknesses, SonarQube’s 

validated findings for these categories reached 44.00%. This high volume indicates that 

the tool’s detection logic is heavily optimized for traceable code-level data flows. 

However, this sensitivity also results in a high degree of noise in other areas. The 

sensitive data exposure category, which accounted for an overwhelming 77.54% of all 

raw alerts, ultimately yielded only a 12.00% validation rate. 
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This disparity highlights a methodological limitation where static analysis lacks the 

contextual awareness required to distinguish between a functional test case such as 

hardcoded credentials within a test file and a production-level vulnerability. This 

observation aligns with the findings of Apostolidis et al. [11], who argued that conducting 

vulnerability prediction checks at the class and function level fails to provide sufficient 

context. As a result, these methods are incapable of providing detailed information 

regarding the exact nature and location of vulnerability. 

Furthermore, the complete absence of valid findings in categories such as XML External 

Entities (XXE) and security misconfiguration highlights a distinct limitation of the static 

perspective. Unlike Dynamic Application Security Testing (DAST) which observes an 

application in a running state, SAST is restricted to analyzing the non-executing source 

code which aligns with Jerónimo et al. [6] literature review about SAST techniques. 

Consequently, vulnerabilities that originate from runtime configurations, server-level 

settings, or the default behavior of external dependencies remain invisible. For instance, 

XXE vulnerability depends on how a parser is initialized within the execution 

environment; if this configuration is not explicitly defined in the scanned source files, a 

static engine cannot predict the risk. 

Therefore, while Table 10 demonstrates that the percentage distributions for certain 

categories are neither entirely aligned with nor drastically different from the point of 

reference, the data nonetheless provides a clear indication of the tool's core capabilities. 

Although relying solely on percentage-based values cannot fully capture the tool's 

effectiveness, evaluating other qualitative aspects of the dataset such as the remediation 

guidance assessed by the author provides a comprehensive perspective on the overall 

utility of SonarQube. 

Table 10. Comparative analysis of SonarQube findings. 

Category Name Official Doc. Total Findings Valid Only 

Cross Site Scripting (XSS) 8.5% 3.16% 18.00% 

Sensitive Data Exposure 16.0% 77.54% 12.00% 

Improper Input Validation 11.3% 6.67% 20.00% 

Broken Access Control 10.4% 1.05% 6.00% 

Vulnerable Components 8.5% 1.05% 6.00% 

Broken Authentication 8.5% 0.35% 2.00% 

Security through Obscurity 2.5% 0.00% 0.00% 

Miscellaneous 5.7% 0.35% 2.00% 

Insecure Deserialization 1.3% 0.00% 0.00% 

Broken Anti Automation 3.8% 0.00% 0.00% 

Injection 10.4% 4.21% 24.00% 

Security Misconfiguration 3.8% 0.00% 0.00% 

Cryptographic Issues 5.5% 5.26% 8.00% 

Unvalidated Redirects 1.4% 0.35% 2.00% 

XML External Entities (XXE) 2.4% 0.00% 0.00% 
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6.6 Snyk Results 

This section details the empirical findings derived from the Snyk security scan and 

assesses the tool's detection capabilities against the data in the official OWASP Juice 

Shop documentation. The analysis compares the aggregate reported findings with the 

point of reference categories’ percentages to determine the tool's precision and 

categorical accuracy. Furthermore, by evaluating the findings after the exclusion of false 

positives, this section identifies Snyk’s specific detection coverage and its ability to 

provide actionable security intelligence within the defined source code. 

6.6.1 Categorical Distribution of Aggregate Findings 

Figure 10 illustrates the distribution of Snyk’s identified categories after mapping the 

findings to the official OWASP Juice Shop documentation. Similar to the SonarQube 

results, the sensitive data exposure category represents approximately 80% of the total 

distribution. This concentration is due to the high volume of false positives identified 

within test files. Consequently, the remaining 14 categories represent a combined share 

of less than 20%. Within this subset, the miscellaneous category accounts for nearly 4% 

of the distribution. This presence indicates that the diverse variants reported by Snyk 

demonstrated high accuracy in determining the correct category during the manual audit. 

The subsequent three categories with sizable proportions are improper input validation, 

Cross-Site Scripting (XSS), and injection. 

 

 Categorical distribution of aggregate Snyk findings (mapped to categories in 
Juice Shop docs). 
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6.6.2 Categorical Distribution of Validated Findings 

Figure 11 illustrates the percentage distribution of Snyk findings following the exclusion 

of false positives. This refinement produces a more balanced distribution, though several 

major deviations from the official point of reference persist. A notable disparity exists in 

the miscellaneous category, which accounts for 16.67% of validated findings, nearly 

triple the 5.70% documented in the official documentation. While this discrepancy 

prompts questions regarding whether Snyk identified issues not listed in the official 

documentation or if the categorization itself is flawed, manual auditing confirms that 

Snyk's classification is accurate. Similarly, Cross-Site Scripting (XSS) and injection both 

represent 16.67% of the validated dataset. In the case of XSS, this is nearly double the 

official point of reference of 8.5%. 

Other categories demonstrate closer alignment with the point of reference. Broken 

access control recorded a 10.00% share, nearly matching the point of reference of 

10.4%. sensitive data exposure represents 13.33% of validated findings, which is 2.67% 

lower than the point of reference. improper input validation constitutes 18.33%, 

exceeding the official documentation by approximately 7%. Notably, Snyk failed to detect 

any issues within the vulnerable components category, resulting in a 0% share; this 

stands in direct contrast to SonarQube, which successfully identified valid issues in this 

area. 

 

 Categorical distribution of validated Snyk findings (mapped to categories in 
Juice Shop docs). 
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6.6.3 Analysis of Categorical Distribution and Accuracy 

The comparative data presented in Table 11 identifies the performance of the Snyk tool 

in relation to the point of reference in the official OWASP Juice Shop across three distinct 

metrics: the official distribution, the aggregate findings including false positives, and the 

validated results. 

The aggregate data shows that the sensitive data exposure category represents 80.88% 

of all reported findings, the highest concentration in the dataset. This volume is primarily 

attributed to false positives identified within the test files. Upon the exclusion of these 

false positives, the validated findings reveal a more even distribution among the identified 

categories. Specifically, the miscellaneous, Cross-Site Scripting (XSS), and injection 

categories each represent 16.67% of the validated dataset. This constitutes a 

considerable deviation from the point of reference, where XSS and injection are listed at 

8.5% and 10.4%, respectively. The miscellaneous category’s validated share is nearly 

triple the point of reference value of 5.70%, though manual auditing confirms the 

accuracy of Snyk’s categorization for these items. 

The broken access control category demonstrates the highest level of alignment with the 

point of reference, recording a 10.00% share of validated findings compared to the 10.4% 

listed in the official documentation. Conversely, improper input validation reached 

18.33%, which is approximately 7% higher than the point of reference. A notable 

detection gap is observed in the vulnerable components category, where Snyk recorded 

0% across both aggregate and validated findings. This result contrasts with the 

SonarQube analysis, where valid issues within this specific category were identified. 

Furthermore, six categories including security misconfiguration, broken anti-automation, 

and XML External Entities (XXE) remained undetected by the tool. 

Table 11. Comparative analysis of Snyk findings. 

Category Name Official Doc. Total Findings Valid Only 

Cross Site Scripting (XSS) 8.5% 3.68% 16.67% 

Sensitive Data Exposure 16.0% 80.88% 13.33% 

Improper Input Validation 11.3% 4.04% 18.33% 

Broken Access Control 10.4% 2.21% 10.00% 

Vulnerable Components 8.5% 0.00% 0.00% 

Broken Authentication 8.5% 0.74% 3.33% 

Security through Obscurity 2.5% 0.00% 0.00% 

Miscellaneous 5.7% 3.68% 16.67% 

Insecure Deserialization 1.3% 0.00% 0.00% 

Broken Anti Automation 3.8% 0.00% 0.00% 

Injection 10.4% 3.68% 16.67% 

Security Misconfiguration 3.8% 0.00% 0.00% 

Cryptographic Issues 5.5% 0.74% 3.33% 

Unvalidated Redirects 1.4% 0.37% 1.67% 

XML External Entities (XXE) 2.4% 0.00% 0.00% 
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6.7 Comparing Tools Performance Against Juice Shop 
Documentation 

The final phase of this analysis involves a direct comparison of the validated findings 

from SonarQube and Snyk against the point of reference in the official OWASP Juice 

Shop documentation. Table 12 summarizes the categorical distribution of confirmed 

vulnerabilities for both tools 

Table 12. Comparative validated findings: official documentation vs. SonarQube vs. Snyk. 

Category Official Doc. SonarQube Snyk 

Cross Site Scripting (XSS) 8.5% 18.00% 16.67 % 

Sensitive Data Exposure 16.0% 12.00% 13.33 % 

Improper Input Validation 11.3% 20.00% 18.33 % 

Broken Access Control 10.4% 6.00% 10.00 % 

Vulnerable Components 8.5% 6.00% 0.00 % 

Broken Authentication 8.5% 2.00% 3.33 % 

Security through Obscurity 2.5% 0.00 % 0.00 % 

Miscellaneous 5.7% 2.00% 16.67 % 

Insecure Deserialization 1.3% 0.00 % 0.00 % 

Broken Anti Automation 3.8% 0.00 % 0.00 % 

Injection 10.4% 24.00 % 16.67 % 

Security Misconfiguration 3.8% 0.00 % 0.00 % 

Cryptographic Issues 5.5% 8.00 % 3.33 % 

Unvalidated Redirects 1.4% 2.00 % 1.67 % 

XML External Entities (XXE) 2.4% 0.00 % 0.00 % 

6.7.1 Comparative Analysis of Detection and Accuracy 

The detection coverage of both tools demonstrates big overlap, particularly in high-traffic 

categories such as XSS and injection. However, distinct operational differences emerge 

upon closer examination. SonarQube excels in identifying vulnerable components, 

successfully capturing valid issues in the source code that Snyk failed to report. 

Conversely, Snyk demonstrates superior performance in categorization accuracy. 

During the manual audit, Snyk’s identified categories consistently aligned more precisely 

with the specific nature of the vulnerability, whereas SonarQube occasionally assigned 

multiple, broader categories to a single finding. 

Furthermore, the tools differ in their reporting of miscellaneous issues. Snyk’s high 

percentage in this category (16.67%) reflects a high accuracy in determining specific 

variants of vulnerabilities that do not fit standard labels. For both tools, the security 

through obscurity category remained undetected. This reflects a fundamental limitation 

of static analysis as this category relies on conceptual design practices and abstract 

logic, it resides outside the detection capabilities of automated code scanning. 
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6.7.2 False Positive, Severity, and Developer Experience 
Analysis 

The comparative analysis of false positives reveals a meaningful deviation in how each 

tool classifies, prioritizes, and presents invalid findings. Both SonarQube and Snyk 

reported high volumes of false positives, particularly concerning hardcoded credentials. 

This shared limitation indicates a systemic lack of contextual awareness, as the tools 

remain unable to differentiate between functional test code and production-level risk, a 

result aligning with previous study of Apostolidis et al. [11]. However, SonarQube 

produced a higher volume of false positives across a broader range of severity labels 

and categories compared to Snyk Table 7 & Table 8. 

The classification and prioritization of these invalid findings further highlight distinct logic 

within each tool. SonarQube reported these items primarily as security hotspots and 

assigned them a high severity rating as detailed in Table 7, a practice that necessitates 

an intensive manual review process and contributes to an inflated risk profile. In contrast, 

Snyk classified the same instances as security issues but assigned them a low severity 

rating as demonstrated in Table 8. This lower assignment acknowledges the potential 

for such items to be benign specifically when located within test files or non-production 

code. These findings demonstrate that while both tools identify identical code patterns, 

their internal scoring systems prioritize the risk of potential sensitive data exposure 

differently. 

The impact of these false positives extends directly into the developer experience and 

the efficiency of the remediation workflow. Snyk provides superior utility through high 

categorical accuracy and the implementation of traceability features. The tool offers a 

step-by-step walkthrough of the code lines, tracing a vulnerability from its origin (source) 

to its execution point (sink) as demonstrated in Table 9. This granular detail allows for a 

rapid understanding of the vulnerability’s context and facilitates the manual audit 

process. 

On the contrary, SonarQube utilizes a generalized template for its findings and frequently 

assigns multiple categories to a single issue. While this multi-categorization is technically 

accurate, the absence of specific, path-based guidance results in a more abstract 

reporting style necessitates greater manual effort from the developer to locate the issue's 

origin and evaluate its validity. 
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7 DISCUSSION 

This chapter evaluates the key findings of this work within the context of existing 

literature. It begins by addressing the primary research questions, followed by a 

comparative analysis with related work in the fields of rule-based Static Application 

Security Testing (SAST) and AI-augmented vulnerability detection. The objective is to 

highlight the specific contributions of this research and reflect on the implications for the 

future integration of SAST within the DevSecOps lifecycle. 

7.1 Addressing the Research Questions 

The first research question, RQ1, evaluated the performance of a traditional rule-based 

SAST tool in contrast with an AI-augmented alternative regarding accuracy, coverage, 

and usability within a CI pipeline. Based on the metrics derived from this investigation, 

the rule-based tool, SonarQube, demonstrated broader coverage with 286 findings 

compared to 272 findings from the AI-augmented tool, Snyk. However, manual validation 

revealed that only 72 and 60 findings, respectively, were valid. Both tools reported a high 

volume of false positives, with Snyk recording 212 instances as shown in Table 7 & Table 

8. 

In terms of accuracy, Snyk demonstrated clear superiority; 88.3% of its findings were 

assessed by the author as highly useful, whereas only 53.9% of SonarQube’s findings 

reached this classification. Regarding usability within a CI pipeline, both tools exhibited 

high feasibility and ease of setup, indicating that the integration of AI-augmented features 

does not necessarily increase implementation complexity. 

The second research question, RQ2, examined the extent to which static analysis tools 

align with documented vulnerability points of reference. Addressing this question 

requires acknowledging the methodological limitation concerning the mapping of 

aggregate documentation percentages to specific code locations. Within this constraint, 

the data indicates that the tools align with the point of reference primarily in high-traffic 

categories such as injection and Cross-Site Scripting (XSS). Specifically, SonarQube 

recorded a 24.00% share and Snyk a 16.67% share in the injection category, both 

exceeding the 10.4% point of reference. However, alignment fails radically in categories 

like security misconfiguration and XXE, where both tools recorded 0% detection despite 

the documentation indicating their presence. 
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The final question, RQ3, analyzed how SonarQube and Snyk differ in their detection 

accuracy and developer utility. Snyk demonstrated superior performance in developer 

utility due to its implementation of traceability features. The tool provides a visible data-

flow trace from sensitive sources to execution sinks, illustrating the impact of AI-

augmented analysis on identifying complex vulnerability paths. This contrast in utility is 

evident when compared to SonarQube’s reliance on generalized templates, which lack 

the granular, step-by-step guidance necessary for efficient remediation. 

7.2 Comparison to Related Studies 

This study presents a novel contribution to the industry by providing a scientifically 

approved solution regarding the comparative effectiveness of rule-based and AI-

augmented SAST tools. By delivering a rigorous assessment of SonarQube and Snyk, 

this research offers a rich dataset containing detailed findings and a manual evaluation 

of explanation usefulness. This study is unique in its specific focus on comparing 

traditional SAST with AI-augmented alternatives where ease of setup is an integral core 

component, offering a practical solution for individuals and small teams regarding tool 

expectations and implementation. 

Throughout the assessment of the findings, the author observed a pattern where both 

tools identified a Cross-Site Scripting (XSS) vulnerability by matching a fixed function 

name in Angular called bypassSecurityTrustHtml(). This observation aligns with Thomson’s 

[5] explanation that tools often scan for specific libraries or known problematic functions 

relevant to a language. This methodology is particularly evident in Snyk, which scans 

external libraries alongside the source code. Furthermore, this approach matches the 

techniques identified in Jerónimo et al. [6] for discovering vulnerabilities through pattern 

matching technique. Jerónimo et al. [6] also highlighted Taint Analysis, an area where 

Snyk excelled at; the power of taint analysis technique was clearly demonstrated as Snyk 

provided a detailed, step-by-step trace from the origin of the issue to the sensitive sink 

in the code. The taint analysis concept was previously outlined in Figure 1 when 

explaining the Control-Flow Graph (CFG) in the background section. 

Another key observation was the issue of false negatives, as both tools reported unique 

valid results that the other tool missed. This finding aligns with the study by Thomson [5], 

who noted that utilizing multiple tools in conjunction can reduce the risk of false 

negatives. However, I argue that this approach multiplies the workload required to verify 

all findings across both platforms. This challenge was also addressed in the studies of 

Mittal [3] and Yulianto & Ngo [4], who claimed that integrating machine learning with 
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static analysis through their specific frameworks offered significant improvements. 

However, the current findings do not provide a definitive support for this claim; as shown 

in Table 12, the results for both tools when compared with the point of reference 

remained within a close range, with neither tool significantly excelling over the other. 

The empirical results of this thesis confirm the findings of Apostolidis et al. [11], 

reinforcing that SAST tools continue to exhibit high rates of false positives and that 

vulnerability prediction methods often lack the contextual awareness required for 

accurate marking. Simultaneously, these observations align with the recommendations 

of Pornprasit et al. [14], who address these limitations by utilizing deep learning to identify 

issues at the line level and employing Explainable AI (XAI). This approach utilizes Local 

Interpretable Model-agnostic Explanations (LIME) to explain classifier predictions in an 

interpretable manner [15]. This is exemplified by Snyk’s method of explaining 

vulnerabilities and providing a walkthrough from the origin of the issue to the sink. 

On the other hand, the author's observation of duplicate explanations for the same code 

block where different variables from the same function led to a shared sink supports the 

claims of Apostolidis et al. [11], who argue that these methods can still be inefficient. 

Specifically, such drawbacks can include the inclusion of irrelevant or fake code that may 

mislead the detection process [16]. 
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8 CONCLUSIONS 

The main purpose of this study was to provide scientifically grounded solutions for the 

use of Static Application Security Testing (SAST) tools within a DevSecOps pipeline, 

specifically focusing on accessibility for individuals and small teams. Furthermore, this 

research aimed to determine empirically whether an AI-augmented SAST tool serves as 

a better alternative to traditional rule-based tools such as SonarQube. 

This study utilized an experimental methodology by leveraging GitHub Actions and 

YAML configuration files to integrate open-source code with the cloud-based dashboards 

of the selected tools. The experiment showed that the integration process for both tools 

was straightforward and highly feasible. Following the automated scans, a manual review 

was conducted to assess each finding individually. This evaluation determined the 

validity of the findings, the usefulness of the provided explanation and remediation 

guides, and the accuracy of the vulnerability categorization. 

The findings revealed that the AI-augmented tool, Snyk, demonstrated superior 

explainability and traceability across code paths, as well as a more accurate severity 

distribution. While the traditional rule-based tool, SonarQube, provided slightly higher 

detection coverage than Snyk by a small margin, it lagged in terms of accuracy, issue 

explainability, severity assessment and the correctness of its categorization. These 

findings align with previous research in the field, which supports the results of this work 

and strengthens established academic claims. 

8.1 Limitations and Future Work 

A primary limitation of this study resides in the technical difficulty of mapping automated 

tool findings to the points of reference in the official OWASP Juice Shop documentation. 

While this research involved an exhaustive manual verification of all findings’ files and 

line numbers to verify vulnerabilities, the official documentation solely provides category 

percentages. This absence of line-level documentation creates a significant gap in 

granular point of reference data and introduces several challenges to the verification 

process. 

The second limitation is the presence of categorical overlap, which complicates the 

comparative analysis. Multiple vulnerabilities within the Juice Shop environment can be 

classified under several OWASP categories simultaneously. For instance, an injection 
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flaw may also fulfill the criteria for broken access control, making a direct one-to-one 

comparison technically complex. 

The results of this research are also subject to specific methodological constraints 

regarding tool capabilities. The scope was strictly restricted to static code scanning to 

maintain a controlled comparison between the two platforms. Therefore, although Snyk 

offers broader features such as scanning for vulnerable dependencies and third-party 

libraries, these functionalities were excluded from the results. This focus ensures that 

the performance metrics reflect only the static analysis engine's ability to detect flaws 

within the source code.  

Another key limitation is the rapid pace of AI development, which creates a gap between 

commercial expectations and actual academic evidence. While the industry widely 

celebrates AI as highly effective, academic literature available during this study often 

highlights that these tools still face practical usability challenges. Because formal 

research naturally takes time to validate results while AI models evolve daily, the findings 

here reflect a specific snapshot of an ongoing technological transition and by the time 

this study is finalized, more advanced or better‑performing AI‑based solutions may 

already exist. 

In terms of future research, the analysis would benefit from the development of more 

granular benchmark data. Such data would allow for the confirmation of tool findings at 

the file and line level, moving beyond the limitations of aggregated categorization to 

provide more precise accuracy metrics. Additionally, further investigation into the 

application of AI-augmented Dynamic Application Security Testing (DAST) tools would 

be beneficial. Specifically, research should evaluate the efficacy of AI in detecting 

vulnerabilities during runtime by analyzing system logs. This approach would help 

determine if AI-augmented analysis can bridge the detection gaps found in static 

analysis, particularly for flaws that manifest only during execution. 
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APPENDIX A: FULL YML FILE OF OUR 
EXPERIMENT PIPELINE 

name: "Static Analysis Pipeline" 

 

on: 

  push: 

    branches: [ master ] 

  pull_request: 

    branches: [ master ] 

 

jobs: 

  sonar: 

    runs-on: ubuntu-latest 

    steps: 

      - name: Checkout code 

        uses: actions/checkout@v4 

        with: 

          fetch-depth: 0 

 

      - name: SonarQube Analysis 

        uses: sonarsource/sonarqube-scan-action@v2 

        env: 

          SONAR_TOKEN: ${{ secrets.SONAR_TOKEN }} 

          SONAR_HOST_URL: ${{ secrets.SONAR_HOST_URL }} 

        with: 

          args: > 

            -Dsonar.organization=${{ secrets.SONAR_ORG }} 

            -Dsonar.projectKey=rhourani_thesis-owasp-juice-shop 

            -Dsonar.sources=. 

 

  snyk: 

    runs-on: ubuntu-latest 

    steps: 

      - name: Checkout code 

        uses: actions/checkout@v4 

        with: 

          fetch-depth: 0 

 

      - name: "Use Node.js 22" 

        uses: actions/setup-node@v4 

        with: 

          node-version: '22' 

 

      - name: "Install application" 

        run: | 

          npm install --ignore-scripts 

          cd frontend 

          npm install --ignore-scripts --legacy-peer-deps 

 

      - name: Run Snyk Security Scan 

        uses: snyk/actions/node@master 

        env: 

          SNYK_TOKEN: ${{ secrets.SNYK_TOKEN }} 

        with: 

          args: > 

            --severity-threshold=low 

            --all-projects 

            --dev 

            --detection-depth=5 

            --sarif-file-output=snyk.sarif 
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APPENDIX B: SEARCH DIARY TABLE 

Date Source Keywords, Search terms Search limits Results Evaluation 

23.09.25 Trepo Vulnerability detection AND AI Faculty, 
information 
technology, 
publication year 
2025 

90 Maybe only 4 results are 
relevant 

Vulnerability detection AND AI Faculty, 
information 
technology, 
publication year 
2025 

5 1 result relevant 

Vulnerability detection AND AI Faculty, 
information 
technology 

16 Good result 

Machine learning AND 
Vulnerability detection 

Faculty, 
information 
technology 

237 Some good results but 
not very relevant to AI, it 
is more about ML 

23.09.25 Scopus "Cybersecurity", "AI" Faculty, top 10, 
Journal and 
Conference 
Proceedings, only 
open access 

9 No good result 

"Cybersecurity", "AI" Faculty, top 10 36 No relevant result 

"Vulnerability", "AI" No filters 1689 No relevant result 

23.09.25 Andor "Cybersecurity", "AI" No filters 19285 Promising results but too 
wide 

"Cybersecurity", "AI" Available online 
and peer reviewed 

2731 Promising results 

“AI”, “vulnerability detection”   310 Good result 

“AI”, “vulnerability detection”, 
"DevSecOps" 

  6 Some good results from 
books and articles 

AI AND vulnerability detection 
AND DevSecOps 

  35 Broader and some 
precise results 

AI AND vulnerability detection 
AND DevSecOps 

Available online 
and peer reviewed 

8 Same good result from 
previous step 

24.09.25 IEEE DevOps   
 

  

DevSecOps   
 

  

AI DevSecOps 2016-2025 27 Some good results 

27.09.25 IEEE What is SAST Journals, 
publication topics: 
Static analysis and 
security 
vulnerabilities 

43 On the topic results 

28.09.25 IEEE. SAST AND Techniques Journals, 
2020+2025 

38 Some good results 

Tain analysis Journals, 
2020+2025 

83 fair enough 

what is taint analysis Journals, 
2020+2025 

 
very wide 

"literature review" AND "taint 
analysis" 

Journals, 
2020+2025 

3 Not relevant 

28.09.25 Google what is taint analysis   
 

Goof result 

5.10.25 IEEE AI AND static analysis Journals, 
2020+2025, 
publisher IEEE,  

343   

6.10.25 IEEE how AI used to enhance static 
analysis 

Journals, 
2020+2025  

38 Not very relevant 

how "AI" used to enhance 
"static analysis" 

  14 Relevant results 

AI And "static analysis"   473 better results 

6.10.25 Trepo "AI" And "static analysis"   111 Not relevant 

7.10.25 Scopus "AI" And "static analysis"   0   

7.10.25 Andor AI And "static analysis"   473 Too wide 

how ai enhance static analysis   465 Too wide  

ai enhancement static analysis   117 No relevant results 

"deep learning" and "static 
analysis" 

  747 Some fine results 

9.10.25 IEEE  DevSecOps Journals 11 One relevant result 
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history of DevOps   
 

not relevant info 

Sustainable Software 
Development 

   no result 

continuous integration   6.793   

9.10.25 Trepo history of DevOps   147 No relevant results 

evaluation of "DevOps"   268   

9.10.25 Google history of continuous 
integration 

  
 

  

13.10.25 IEEE CFG   574 Doing the job result 
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APPENDIX C: FINDINGS DATASET 

Link to tools findings dataset stored on GitHub https://github.com/rhourani/thesis-owasp-

juice-

shop/blob/master/Reported%20vulnerabilties%20by%20tools%20investigation.xlsx 

https://github.com/rhourani/thesis-owasp-juice-shop/blob/master/Reported%20vulnerabilties%20by%20tools%20investigation.xlsx
https://github.com/rhourani/thesis-owasp-juice-shop/blob/master/Reported%20vulnerabilties%20by%20tools%20investigation.xlsx
https://github.com/rhourani/thesis-owasp-juice-shop/blob/master/Reported%20vulnerabilties%20by%20tools%20investigation.xlsx
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