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Deep learning methods have seen a surge in popularity in radar signal analysis tasks such
as deinterleaving and classification of transmissions. A commonly encountered chal-
lenge in developing such methods is the scarcity of labelled data, which has led to the
widespread use of simulated data for model training. However, discrepancies between
simulated and real data, referred to as the sim-to-real gap, can cause models trained on
simulated data to perform poorly in real signal environments. Decreasing the gap with
manual methods requires exhaustive data analysis but still may fail to capture the com-
plexity of real environments, acting as motivation for automatic and flexible approaches.

This thesis assesses an adversarial domain adaptation method for Pulse Descriptor Word
data, where a generator model is trained to learn an optimal sequence of transformation
functions from user-defined options that map simulated data closer to real data distribu-
tion. Simultaneously, a discriminator model is trained to distinguish between the two data
sources to provide feedback of the quality of the applied transformations. The method
is evaluated in a single-class setting using a Classifier Two-Sample Test, quantifying the
gap between the simulated and real data to a score in the form of classification accuracy.

The classification accuracy without transforms for the two datasets was 100%, confirming
a substantial sim-to-real gap between the data from the used simulation and real-world
recordings. Applying a sequence of learned transformations reduced the classification
accuracy to 96 %, indicating a small reduction in the sim-to-real gap, a reduction insuffi-
cient for domain adaptation. The training process for the method was found to be highly
unstable, with frequent failure modes, proving the proposed method infeasible in its cur-
rent state. Measures to improve training stability, more expressive options for transfor-
mations and alternative automatic approaches are identified as the primary directions for
future work.

Keywords: domain adaptation, sim-to-real, generative adversarial networks, radar, deep
learning
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Tutkapulssidatan ymparistoriippuvuus ja kilpailevat generatiiviset verkostot: Simulaation
ja todellisuuden valisen kuilun kaventaminen transformaatioilla
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Syvaoppimismenetelmien suosio on kasvanut tutkan signaalinkasittelyssa, kuten vastaa-
notettujen tutkalahetysten erottelussa seka luokittelussa. Yleinen haasten menetelmien
kehityksessa on ollut luokitellun datan vahaisyys, mika on johtanut simuloidun data yleis-
tyneeseen kayttoon mallien koulutuksessa. Simuloidun ja todellisen datan valinen kuilu
voi heikentaa simuloidulla datalla koulutettujen mallien suorituskykya oikeissa ymparis-
toissa. Kuilun kaventaminen manuaalisilla menetelmilla vaatii datan perusteellista ana-
lyysia, minka jalkeen data ei vielakaan valttamatta mallinna oikean data monimutkaisuut-
ta, mika motivoi automaattisten ja ketterampien menetelmien kehittamista.

Tassa diplomityossa esitellaan generatiiviseen malliin perustuva automaattinen mene-
telma, joka huomioi datan ymparistoriippuvuudet. Menetelmassa koulutetaan generatii-
vinen malli valitsemaan optimaalinen sarja funktioita, jotka muovaavat simuloidun da-
tan tilastollisesti lahemmas todellisen datan jakaumaa. Samanaikaisesti menetelmassa
koulutetaan malli luokittelemaan simuloituja ja todellisia otoksia, palautteen antamiseksi
generatiiviselle mallille sen valinnoista. Esitellyn menetelman laatua arvioidaan luokitte-
lupohjaisella kahden otoksen testilld, joka mittaa simuloidun ja todellisen datan vélisen
kuilun laajuutta luokittelutarkkuuden avulla.

Luokittelutulokseksi ilman datan muovaamista saatiin 100 %, miké osoittaa merkittavan
kuilun simuloidun ja todellisen datan ominaisuuksien valilla. Opitun funktiosarjan kaytta-
minen laski luokittelutarkkuuden 96 prosenttiin, osoittaen datalahteiden valisen kuilun ka-
ventuneen, mutta ei riittavasti, jotta esiteltyd menetelmaa voitaisiin pitaa kayttotarkoituk-
seensa riittavana. Koulutusprosessi osoittautui erittdin epavakaaksi, minka vuoksi me-
netelmaa ei voida suositella nykyisessa muodossaan. Koulutuksen vakautta parantavia
toimia sekd monipuolisempia funktioita voisi jatkossa kokeilla, menetelman parantami-
seksi. My0s vaihtoehtoisia automaattisia lahestymistapoja datalahteiden valisen kuilun
kaventamiseen on syyta tutkia.

Avainsanat: datan ymparistoriippuvuus, generatiiviset kilpailevat verkostot, tutka, syva-
oppiminen

Taman julkaisun alkuperaisyys on tarkastettu Turnitin Originality -ohjelmalla.
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1 Introduction

With the rise in popularity of Al during recent years, there has been an increasing
interest on replacing traditional approaches with deep learning methods across
different industries and academia [1]. With radar technologies, deep learning has
potential in accelerating traditional operation and establishes a variety of new pos-
sibilities [2].

A commonly faced challenge in developing deep learning methods for radar ap-
plications is the scarcity of labelled data. Collecting and labelling real received
radar transmission data can be labour intensive, costly and prone to errors, and
additionally may be subject to regulatory restrictions. As a result, data simulation
has become the standard for training deep learning models, offering the ability
to generate large and labelled training datasets with full control over received pa-
rameters. However, accurately capturing the complexity of real radar signal envi-
ronments is difficult. Radar simulation is typically modelled in an idealistic man-
ner, without the noise, inaccuracies and anomalies present in real data record-
ings. This discrepancy between simulated and real data and their distributions is
referred to as the sim-to-real gap, causing models trained on simulated data to
perform poorly when deployed to real scenarios.

Eliminating the sim-to-real gap with manual feature engineering is possible, but
it requires extensive domain knowledge and data analysis, often proven infeasi-
ble in practice. Automatic domain adaptation methods offer a scalable alterna-
tive, providing a means to transform simulated data to better match the statistical
properties of real data without requiring manual effort. Such automatic methods
are well suited to the radar domain, where the characteristics of real signal envi-
ronments are difficult to model and the availability of labelled datasets is limited.

In this thesis, we assess an adversarial domain adaptation method for radar pulse
data. The method extends the Generative Adversarial Network (GAN) based data
augmentation approach by Ratner et al. [3] to domain adaptation. The method
includes training an LSTM based generator to learn an optimal sequence of trans-
formation functions that transform simulated data statistically closer to the real
data. A discriminator that is trained simultaneously to distinguish data samples
between the two data domains provides feedback for the generator through a
reinforcement learning objective. The effectiveness of the learned transforma-
tion policy is evaluated using a Classifier Two-Sample Test [4] that quantifies the



distributional gap between simulated and real data before and after applying the
learned policy.

The thesis is structured as follows. Chapter 2 provides the background theory
for radar fundamentals, deep learning and reinforcement learning methods used
in the assessed method. Chapter 3 describes the domain adaptation method in
detail, including the structure of the used data, the model architecture and learn-
ing objectives. Chapter 4 presents the used training setup and validation for the
results. Chapter 5 reports the results from the method. Chapter 6 discusses the
results and outlines directions for future work.



2 Background theory

This chapter presents the theoretical background necessary for understanding
the methods assessed in this thesis. Section 2.1 introduces the fundamentals
of radar technologies and physical phenomena relevant to this thesis. Section
2.2 highlights key deep learning applications in the radar domain. Sections 2.2
and 2.4 cover the deep learning theory, utilised in the assessed methods. Finally,
Section 2.5 introduces the used training methods.

2.1 Radar fundamentals

A radar is a system that transmits and detects electromagnetic waves to gain
information about a desired environment. The word radar originates from an
acronym for radio detection and ranging, which illustrates traditional radar ap-
plications. Modern radar systems extend the original applications to a variety of
solutions for environmental sensing, such as tracking, identification, imaging, and
classification, all whilst avoiding external influence. [5], [6]

2.1.1 Electromagnetic waves

Electromagnetic (EM) waves are coupled oscillating electric and magnetic fields
that propagate through space with the speed of light. EM waves carry energy that
can be described with frequency, the rate of wave oscillation, measured in Hertz
(Hz). EM waves are classified into an electromagnetic spectrum by their frequen-
cies, describing their wave characteristics. Radars operate in the frequency region
of radio waves and microwaves, with frequencies ranging from 3 MHz to 30 GHz.

[5]

The radar operation frequencies are divided into subsets called radar bands, listed
in Table 2.1, with each band supporting different applications due to the specific
wave interactions with the environment at those frequencies. Lower radar bands
support longer range capabilities and higher bands support more accurate mea-
surements. There are also regulatory constraints to ensure uncongested opera-
tion. [6]



Radar band | Frequency range | Possible Radar application

HF 3-30 MHz Long range target detection

VHF 30 - 300 MHz Long range air surveillance

UHF 300 - 1000 MHz Long range ballistic missile tracking

L 1.0-2.0 GHz Long range air surveillance

S 2.0-4.0GHz Weather radar

C 4.0-8.0 GHz Compromise for radars between S and X band
X 8.0-12.0 GHz Marine navigational radar

Ku 12.0-18.0 GHz Military airborne radar

K 18.0-27.0 GHz Unusable due to high water absorption
Ka 27.0 GHz - 40 GHz | Short range targeting radar

mm 40 GHz - 300 GHz

Table 2.1: Standardized radar operating bands [7] with examples of possible radar
applications. All radar bands might not have practical usage for radars. [6]

2.1.2 Radar configuration

Radars consist of two major parts: transmitter and receiver. The transmitter emits
EM waves, by generating oscillating high power electric current and feeding the
current to an antenna that turns that power to radiation in form of EM waves. EM
waves are typically radiated in a narrow beam to concentrate energy in a partic-
ular direction. The shape of the beam is determined by the shape and form of
the transmitting antenna. To provide better coverage, the antenna can be rotated
over time. The rotation is done mechanically or electronically, creating different
transmission patterns. The objective of the receiver is to detect reflections of the
transmitted waves from the surrounding environment and targets. The receiver
can be configured to use the same antenna as the transmitter, or a separate one.
When receiving the transmitted signal as a reflection, the original signal is attenu-
ated by multiple magnitudes, creating a challenge to distinct the reflections from
other non-interesting signals. [5]

2.1.3 Environmental challenges

Between transmission and reception, the radar signal is attenuated. As the signal
propagates through space, it spreads into the surrounding environment, distribut-
ing its energy to a larger area and reducing the power density of the signal. This
phenomenon is called free-space path loss and largely contributes to radar signal
attenuation. Free-space path loss describes the loss of signal power in an ideal
environment, but in reality there are also various other additional factors involved



that hinder the performance of radars. [5]

Radar clutter is received reflections of the transmitted signal from non-interesting
objects, which interfere with the reception of the signal of interest. Clutter is sub-
jective in the sense that for air surveillance radar, weather-originating reflections
are considered as clutter, but for weather radar they are not. Clutter originates
from various different sources, e.g. buildings, rocks or even birds. The weather
might also attenuate the radar signal even further, as water molecules can ab-
sorb electromagnetic waves. Absorption occurs when an electromagnetic wave
interacts with a water molecule, and the wave energy is converted to heat inside
the molecule. Water molecules also scatter the radar signals. The frequency of
the transmitted waves affects the amount of atmospheric absorption. At certain
frequencies, such as the K-band, atmospheric absorption makes radar operation
impractical, as a significant amount of the transmitted energy gets absorbed dur-
ing propagation. [5]

2.1.4 Radar waveforms

A radar can function with continuous or pulsed waves. A continuous wave radar
simultaneously transmits and receives signals, compared to a pulsed wave radar
that switches between the two operating modes over time [5]. In this thesis, we
focus mainly on pulsed wave radars that transmit pulses similar as illustrated in
Figure 2.1.

PRI
A
F

PW

Figure 2.1: lllustration of radar pulse with measurable pulse features.

Pulsed wave radars transmit EM waves in short durations, or pulse widths (PW),
most often measured in microseconds or even nanoseconds. Pulse radars trans-
mit pulses in sequences and allocate the time between transmissions to receive
the pulse reflections. The transmitted pulse rate, called pulse repetition interval
(PRI), is defined as the time between consecutive transmitted pulses. By calculat-
ing the time difference between when a pulse is transmitted and when the same



pulse is received as a reflection, the pulse radar can determine the distance to
reflective objects. If the time between pulse transmission and reception is longer
than the PRI, the radar cannot determine target ranges due to ambiguities. To
address this, many radars utilise multiple pulse sequences with different PRIs
and different pulse characteristics for confident target ranging. The velocity of
detected moving objects can be determined by measuring the Doppler shift, a
phenomenon that offsets the reflected frequency based on the movement of the
object. [5]

2.1.5 Navigation radar

For marine vessels, radars are important instruments for navigation. Vessels use
radars that provide them 360 degree view of their surroundings to detect and avoid
collision with any objects. For this purpose, the vessels are traditionally fitted
with radars that are mechanically rotated to provide the desired coverage. Marine
radars have designated frequency operation ranges, with one group in the X-band
and another in the S-band. X-band marine radars provide better measurement
resolution or can have smaller antennas, while S-band radars perform better in
high humidity environments. Marine radars use different pulse widths to enhance
performance in varying environments, with generally shorter pulses having better
resolution at shorter ranges and longer pulses enabling longer range operation.
The radars also vary the operation frequency within their designated band. [8]

2.2 Deep learning in radar domain

Deep learning is an approach within the field of artificial intelligence, where neural
networks are used to extract meaningful information from data [9]. Although the
foundations for deep learning date back several decades, the field has risen in
popularity in recent years. The rise in popularity can be explained by recent scien-
tific breakthroughs and the improved accessibility in computational resources and
large accessible datasets. Currently, deep learning methods are applied across
virtually all sectors of industry and academia. [1]

We highlight two deep learning tasks for radar domain: classification and deinter-
leaving. Classification is a data analysis task, in which data are sorted to classes,
based on data properties. The deep learning approach to classification is to train
a neural network, called a classifier, that is able to perform the classification by
learning these data properties [9]. In radar domain, classification is performed
to identify characteristics of intercepted transmissions. The transmissions could



be classified to different level of details, from platform types to performed radar
tasks. In [10], different machine learning models are used to classify recorded
radar pulse sequences between different military and civil functions. The specifics
of the used dataset are not revealed, leaving it unclear how the labels required for
supervised learning were obtained. There is also a considerable effort to fill the
gaps within the dataset, indicating the scarcity of suitable training data. In[11], a
classifier is trained to classify simulated radar pulse data for adaptive radar jam-
ming techniques. The study comes to the conclusion that the amount of training
data correlates highly to the performance of the method. The classifier reaches
high scores with simulated data, but it is unclear how well the method transfers
to real scenarios.

Deinterleaving is the process of identifying and separating individual transmitters
from pulse data. When recording received pulsed transmissions, the data often
ends up containing pulses from an unknown number of different transmissions.
In deinterleaving, the pulses are sorted into subsets based on their recurring prop-
erties, a process known as clustering [12], [13], [14]. A key issue when training ma-
chine learning models for deinterleaving is the lack of labeled datasets, often over-
come with simulating pulsed transmissions. In [12] deinterleaving is performed
with a transformer model that reaches great scores on simulated data. The sim-
ulated data contains only transmissions with constant parameters, low variability
and limited lengths. Study [13] combines traditional clustering methods with ma-
chine learning to deinterleave pulses with similar features. In [14], deep learning
models are used to perform deinterleaving based on pulse amplitudes and PRIs.
Both studies test their methods on simple simulated scenarios, with limited num-
ber of pulsed transmissions and constant transmission parameters.

Both classification and deinterleaving are tasks where model performance is de-
pendent on the quality of the training data. As highlighted, models are commonly
trained on simulated data that is often limited in variability and specifically tailored
to controlled scenarios. Such data may not accurately reflect the complexity of
real signal environments, leaving the transferability of trained models to real-world
environment unclear. Domain adaptation addresses this issue, improving the re-
liability of deployed models that are trained on simulated data.



2.3 Deep learning theory

2.3.1 Neural networks

Neural networks (NN) are function approximators that model complex relation-
ships and patterns learned from given data. Neural networks are inspired by the
structure of the human central nervous system and consist of neurons, first con-
ceptualised in the 1940s by W. McCulloch and W. Pitts [15]. The output y of a mod-
ern neuron is calculated as a weighted sum of inputs x;, x,, ..., x,, with weights
wy, W, ..., w, and bias b [16]. By passing the output through an activation func-
tion o, the output is introduced with nonlinearity and kept within certain limits [17].
The structure of a neuron is illustrated in Figure 2.2.

Figure 2.2: lllustration of a neuron with non-linear activation

Neural networks contain interconnected layers constructed of stacks of indepen-
dent neurons. NN models usually contain three different categories of layers: an
input layer, optional hidden layers and an output layer. The inputs for the model
are passed on to the input layer and the outputs, i.e. predictions, are received from
the output layer, with both layers containing as many neurons as there are inputs
and outputs respectively. Hidden layers lie in the middle of the model and enable
learning more complex approximations. A neural network that includes one or
more hidden layers is called a deep neural network (DNN). A simple DNN with one
hidden layer is illustrated in figure 2.3. [16]

Neural network learning is an optimisation problem, where the weights and biases
of neuron connections are tuned based on feedback from the model prediction to
reach optimal output. A popular method that enables learning is the backprop-
agation algorithm, which calculates the contribution of each neuron to the error
in the model prediction. The error is calculated by comparing the model predic-
tion to the desired output and propagating the model connections backwards to
measure the error gradients, that describe the necessary degree of weight up-



Figure 2.3: lllustration of a deep neural network with one hidden layer.

dates [16]. The nonlinearity introduced by activation functions ensures that these
gradients are measurable. The error gradients are then used by an optimisation
algorithm to update the actual weight values for the next learning iteration [18].
Stochastic Gradient Descent (SGD) updates the model parameters by estimating
the error gradient within small batches of data, speeding up the optimization pro-
cess. While the SGD algorithm increases the convergence rate for the model, it
introduces instability and tendency to converge around the optimal solution. This
issue is partly solved with a momentum term, adding velocity from the previous
iteration to the current one, accelerating the optimisation process by limiting in-
stability. [19]

2.3.2 Recurrent neural networks

Recurrent neural networks (RNN), first conceptualised in the 1980s by Rumel-
hart et al. [20], are special neural networks suited to process sequential data
x!, x?,...,x! with temporal relationships. With sequential data the order of the
values matter and each value in the sequence may be dependent on past and
future values in time context. Compared to regular NNs, that store independent
weights for a value sequence, RNNs learn input relationships by keeping a history
of the information from past inputs in the network’s internal state, referred to as
the hidden state. For RNNs the output y* is calculated as a weighted sum of the
hidden state k!, which summarizes information from past hidden state h'~! and
current input x!, and bias b. The structure of a simple RNN is illustrated in Figure
2.4. [21]

For some applications, calculating the current output y* requires information from
the entire input sequence. A bidirectional RNN is a combination of two RNN layers,
one where the time information flows forwards and another where the information
flows backwards. With bidirectional RNNs, the current state h! considers states
ht—1 and hitl, [9]
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h
X1 ¥ Y1
¥ V2
X2 l Y3

Figure 2.4: Illustration of a recurrent neural network.

The temporal relationships are stored in weight matrices that tell the importance
of the hidden states at different time steps. Often during model training, for the
current output, long-term relationships are given smaller weights than short-term
relationships. Although there are no practical limits for the maximum learnable
relationship lengths, at some point, the long-term effects to the current output
approach zero, limiting the temporal context the model can learn from. During
backpropagation, the vanishing weights of longer-term hidden states lead to van-
ishing gradients, which provide no useful signal for the weight update, effectively
disabling the learning process. In contrast, when some weights are assigned with
too large values, the gradients start to exponentially accumulate, creating the so-
called exploding gradients phenomenon, leading to unstable learning due to too
large weight updates [9]. A solution for learning robust long-term relationships is
the Long Short-Term Memory (LSTM) model [21].

2.3.3 LSTM models

The Long-Short-Term Memory model (LSTM) [22] is a special RNN architecture
that controls what time context is stored within the network, using memory cells,
allowing long-term relationships to be learned while mitigating the chances that
the gradient vanishes or explodes [9]. Basic LSTM memory cells expand on RNN
neurons by introducing a cell state that runs alongside the hidden state between
the LSTM cells. Compared to the hidden state that contains an encoding of in-
formation from the previous time step, the cell state summarizes the information
of the entire input sequence up to the present time [22]. These cell states give
LSTM the ability to extract meaningful temporal information from the input se-
quence, whilst discarding the rest. In practice, the actual information stored in
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both hidden and cell states, depend highly on the task the model is trained for.

Figure 2.5: lllustration of the evolutions of hidden state h and cell state C with forget
gate f, input gate i and output gate o inside an LSTM cell.

LSTM cells have the ability to remove or add information to model states using
three multiplicative units, called gates. Originally, the LSTM model included only
two gates, an input gate and an output gate [22], with third gate, the forget gate,
added later in [23]. The gates are formulated as follows:

i = o(xqwy; + hy_ywp; + by),

Ji = o(xwyp + hi_qwpy + by),

(O G(xtho + ht—lwho + bo)a

with gate-specific weight parameters w and biases b at time step ¢ [24]. Sigmoid
activation is used to map the gated values to the interval (0,1). The function of
the forget gate is to control how much information from the previous cell state is
discarded, while the input gate controls how much information is taken to the cur-
rent cell state from the current input node C, derived from current input x, and the
last hidden state h;_,. Together they control the current cell state with equations:

ét - tanh(xthc + ht_lwhc + bC)

and
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C=/0O0C,+i,0C,

where Tanh activation maps the value of the input node to interval (—1,1) and ©
is a naive matrix multiplication between corresponding elements in two matrices
with same dimensions [24]. Essentially the equations weigh sequential informa-
tion based on importance, learning meaningful information for long sequences
without major gradient problems.

Finally, the hidden state of the cell is updated by multiplying the output gate o,
with the cell state C; and mapping the values to the interval (-1, 1):

h[ = Ot @ tanh(ct),

creating an output for the cell that gets passed to the next cell along with C; [24].
This process is repeated for all cells in the LSTM layer. The output of the LSTM
layer can be taken either from the last hidden state or by combining all hidden
states of the layer. [9] There exist multiple variations for the implementation of
the gates and connections, but the general idea remains the same [25]. The ar-
chitecture for the used LSTM is illustrated in Figure 2.5 and Figure 2.6.

S

Cell Cell Cell

he—2 ) — s hey

© © @ ©

Figure 2.6: lllustration of the evolutions of hidden state h and cell state C through
an LSTM layer.

2

The bidirectionality of RNNs can also be applied to LSTM models by stacking two
LSTM layers and concatenating their outputs [25].



13

2.4 Generative Adversarial Networks

Generative Adversarial Networks [26][27] are deep learning models that generate
new data by sampling from learned distributions [28]. GANs consist of two mod-
els, most often neural networks, that compete with each other: a generator that
generates data and a discriminator that differentiates whether given data is real
or generated [29]. The discriminator acts as a classifier, aiming to fully separate
the generated data from the real data, while the generator aims to generate data
that reduces classification accuracy. The goals of the generator and discriminator
models are contrary, creating a learning objective where an equilibrium between
the two is sought during training. [26]

GAN training is a minimax game between the generator and the discriminator,
rather than an optimization problem [26]. The minimax game has two adversaries
that both try to optimize their own expected payoffs, while reducing the expected
payoff of the opponent. The minimax game is defined with a value function that
converges in theory to the Nash equilibrium, a state where any changes to the
player strategies worsen their payoffs [30]. The value function for GAN is defined
as follows:

mGjn max V(D,G) = Exp,,, [109 D(X)] + E,..,_ [log (1 — D(G(2)))], (2.1)

where Discriminator D tries to maximise the expected value E of the first

term

X~Ddata

[Ex~pdata [log D(x)] ’

by assigning label 1 for data x sampled from a real distribution p,, and minimize

the expected value E of the second term

Z~pz

E;-p, [109(1 —D(G(2)))],

by assigning label 0 for data G(z), from generated distribution p, [26].

The objective of generator G is to maximise the expected value E of the sec-

ond term

Z~pz

Ez-p, [l0g(1 — D(G(2)))],
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by generating samples that fool the discriminator D to assign them with label 1.

The value function highlights the objectives during GAN training: the discriminator
tries to recognize the distribution from which the given data is sampled, while the
generator tries to produce data that accurately follow the real data distribution.
The Nash equilibrium is reached when p, = p, and the discriminator assigns
probabilities:
P =3, DGE@)=5.

In practice, the training equilibrium is rarely fully reached. More commonly, the
model training ends up oscillating around the equilibrium rather than converging
to it [26]. This oscillation occurs because updates to the G can increase the dis-
criminator’s loss, causing it to overcompensate the parameter update in the next
iteration. Such oscillation indicates that further training may not improve the qual-
ity of the generator’s output, serving as a signal to stop training.

Often at the start of training, the G generates low-quality data that is easily distin-
guished from real samples. This makes it easy for the D to quickly achieve high
accuracy in identifying generated data, saturating the second term in Equation
2.1. This saturation leads to vanishing gradients for G, preventing it from learning
and effectively stopping training [31]. Although prominent at the start of learning,
vanishing gradients can occur at any point during training. To mitigate the odds
of vanishing gradient during training, the over-confidence of the D can be miti-
gated with label smoothing, a process where the data is assigned with slightly
less definitive labels, tuned with a smoothing parameter [32].

Another common issue in GAN training is mode collapse, where G begins to gen-
erate data from a narrow subset of data distribution, causing low diversity in the
generated data. Mode collapse occurs when the G focuses on minimising the first
term in Equation 2.1, rather than maximising the second term. In other words, the
G focuses on exploiting weaknesses in the classification capabilities of D, rather
than learning to generate data that captures the richness and complexity of the
real data distribution. Mode collapse can lead to unstable or misleading gradients,
guiding the model to an unwanted direction. [31]

These issues can occur at any stage of training, and there is no recovery from
such states with the GAN value formulation. This has led to the development of
many different value functions and architectures for GAN models. [29]
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2.5 Reinforcement learning

Reinforcement learning (RL) is a learning approach in which an agent learns how
to act within an environment through feedback. Instead of being given correct an-
swers, as in supervised learning, the agent receives rewards that indicate whether
its actions move it closer to a set goal. These rewards can be immediate or de-
layed, requiring the agent to consider the long-term effects of its actions. The
agent uses this feedback to update itself, creating a set of actions through trial
and error that maximises the overall reward within the environment. [33]

One of the challenges in RL is the trade-off between exploration and exploitation
during action search. As the agent selects actions from a search space, it gradu-
ally begins to gravitate towards actions that appear to result in the highest reward,
i.e. exploit its current knowledge. However, simultaneously the agent must also
explore alternative actions, as they may lead to higher rewards that have yet to be
discovered. Excessive exploitation may cause the agent to converge prematurely,
failing to collect the maximum possible rewards. On the other hand, excessive
exploration can slow down the learning process and delay convergence. Neither
one can be pursued exclusively. The challenge for the agent training is to find an
appropriate balance between the two. [33]

The behaviour of the agent is defined by its policy 7z, specifying the probability P
of taking action a in state s of the environment:

n(als) =P,[A=a|S =s5].

The agent interacts with the environment in an iterative manner: at time step ¢,
the agent observes the current state s;, samples action a; according to its policy
7;, and receives a reward r,. The environment is then updated to a new state s, ,
and the process repeats, generating a trajectory of states, actions and rewards.
When training neural networks with RL, the policy is parametrised as 7,5, where 6
represents the parameters of the network. [2]

The desirability of a given state for an agent under policy pi is described by a value
function:
Vi(s) =E[R; | S; = 5],

that represents the expected cumulative reward, received when starting from a
state s at time ¢t and by following policy 7 going forward. The value function en-
ables the agent to evaluate states based on expected long-term rewards, guiding
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the agent towards preferable behaviour. The value of a state depends on both
current and future rewards. The sum of N total rewards is calculated as follows:

N
— i
R, = Z Vit1+is
i=0

where future rewards are discounted by a factor y € [0, 1], ensuring the conver-
gence of the sum and placing more emphasis on more immediate rewards. While
the longer-term rewards are important for learning, they are also uncertain, lead-
ing to high variance in reward trajectories. [2]

The optimal parameters 6 of policy 74 can be learned with policy gradient meth-
ods. In policy gradient methods, such as the REINFORCE algorithm, the objective
is to find the optimal parameters 6 that maximise the expected return J(6) by iter-
atively updating 6 in the direction of the gradient VJ(8). In REINFORCE algorithm
this gradient is estimated by sampling trajectories for the agent from the current
policy. The idea is to increase the probability of actions that lead to high rewards.
This is achieved by weighting the gradient of the log-policy V log 7g(a;|s;), with
the return R;. The REINFORCE gradient estimate over a trajectory of length T is
expressed as:

T
VJ(6) = Er, | Y. R VIogme(ay | s) |
t=0
When the policy 74 is represented with a neural network, the gradient of the log-
policy can be computed using backpropagation, resembling supervised learning
with gradient descent. [2]

An issue when estimating the policy gradient with REINFORCE is that the sam-
pled returns can vary greatly between trajectories, leading to high variance in gra-
dient estimates. While heavily discounting future rewards lowers the variance, it
introduces bias towards short-term rewards, degrading long-term performance.
Instead, a simple and effective way to variance reduction is to subtract returns
with a baseline b, commonly the mean of observed returns. With the introduced
baseline the REINFORCE gradient becomes as follows:

T
VI(0) = E, Z(Rt —by)Vlogmg(a; | s¢) |,
t=0

making the algorithm more stable with neural network training policies, by cen-
tring the gradient estimates more closer to zero. [34]
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3 Adversarial domain adaptation for radar
pulse data

This chapter describes the assessed adversarial domain adaptation method for
radar pulse data. Section 3.1 introduces the specifics of the used data and the
challenges associated with data collection. Section 3.2 provides an overview of
domain adaptation and addressing the sim-to-real gap. Section 3.3 describes the
assessed adversarial domain adaptation method in detail, including the model
architecture and learning formulation used in training.

3.1 Radar pulse data

For this thesis, active radar pulse transmissions are monitored over time and
recorded with a receiver consisting of multiple receiving antennas, arranged such
that it is capable of detecting transmissions across the radar bands in full 360
degree field of view. For this thesis, we are interested in pulsed radar transmis-
sions, the basis for the majority of radar platforms [35]. The characteristics of the
received pulses are digitized into Pulse Descriptor Words (PDW), as in [35] and
[36], containing measurements of their electromagnetical properties.

The Pulse Descriptor Words contain properties of the received pulses that are use-
ful for radar identification [35]. The measured properties include, but are not lim-
ited to, amplitude (A), frequency (F), pulse width (PW), direction of arrival (DOA),
and time of arrival (TOA). Pulse repetition interval (PRI) can also be extracted by
calculating the time difference between subsequent pulses of a transmission. As
PDWs compress information from full waveforms to just a small set of floating
point numbers, the data rates are reduced, allowing for computationally more
lightweight processing for signal analysis. PDWs offer the means for real-time
decision-making and can also be recorded for deeper analysis. An example PDW
recording of a single received radar transmission is illustrated in Figure 3.1.

PDW-recordings form the basis for radar classification and deinterleaving. Deep
learning models, such as LSTM, can be trained on PDW recordings with super-
vised learning to classify or deinterleave transmissions based on pulse charac-
teristics and temporal patterns, as discussed in Chapter 2.2. A key issue is that,
outside highly controlled signal environments, the true origin of a transmission is
often left unknown. In addition, the number of different active transmissions at a
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Figure 3.1: A snippet from a PDW recording of an X-band marine navigational radar
transmission. The radar is mechanically rotated, perceived as illuminations in the
receiver, where the received transmission power (amplitude) goes up and down as
the radar beam sweeps across the receiver during a scan of the environment. The
duration of the PDW recording snippet is approximately 1.2 seconds.

given time may not be reliably determined, as multiple active transmissions might
share similar characteristics and interfere with each other in crowded signal envi-
ronments. As a result, it is not often reasonable to manually label each individual
recorded transmission. For deinterleaving, datasets are typically labelled using
existing methods. This creates a fundamental cap for achievable performance,
as models trained on such labelled data can learn at best to replicate the existing
method, rather than learning to outperform it [12].

Signal interferences and clutter, described in Chapter 2.1.3, further complicate the
PDW picture by introducing non-interesting data points. The additional observa-
tions, more commonly referred as noise, can degrade the performance of both
classical and deep learning methods, and reduce the reliability of automatic and
manual data labelling. The characteristics and prevalence of noise are domain-
specific, meaning that they depend on the signal environment and circumstances
in which the data is collected, with domain referring to specific data distribution
defined by receiving sensor characteristics, environment and the range of present
radar transmissions. A model trained on data from one domain may fail to per-
form in another due to domain disparities.

As highlighted in the review in Chapter 2.2, training deep learning models with sim-
ulated PDW data is common practice. Simulation provides several advantages
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over real data collection for development. The use of simulation allows the gen-
eration of large datasets with precise labelling, which would be laborious to obtain
from real measurements. It also allows full control over the data generation, in-
cluding transmission parameters and environmental effects. Simulation makes
it possible to include scenarios that are difficult or even prohibited to capture, as
recording sensitive transmissions could raise legal constraints.

However, accurately modelling complex radar transmissions and realistic signal
environments remains challenging, which leads to differences between simulated
and real data. This mismatch between simulated and real data is referred as sim-
to-real gap, a term more frequently used in robotics [37], but also applicable to
other fields. The gap can significantly degrade the performance of deep learn-
ing models when tested in real environments, as they encounter unseen signal
characteristics that were not represented in the simulated training data.

3.2 Domain adaptation

The objective when training a deep learning model is to achieve good general-
isation, so that the model performs well on novel data [9]. The generalisation
relies on the assumption that the training and testing data originate from simi-
lar underlying distributions, an assumption that in reality is often violated. When
a model is trained on data collected from one distribution, and deployed in an
environment where the data follows a different distribution, the performance of
the model might degrade. This phenomenon, where the statistical properties of
the source data differ from the target data, is referred to as domain shift [38]. The
sim-to-real creates a domain shift, where the distribution of the simulated training
data may differ significantly from real testing data distribution.

Domain shift can be mitigated manually by transforming the data from the source
domain to better match with the target domain. In sim-to-real setting, this involves
engineering the features of simulated data to reflect the statistical properties ob-
served in real data, for example adding noise, distortions or interference present
in real signal environments.

These modifications are aimed to decrease the discrepancy between domains by
transforming the simulated data to better match with the real data. This process
often is time-consuming and costly, as it relies on extensive domain knowledge,
requiring thorough data analysis. Even so, the manual feature engineering often
fails to capture the full complexity of real signal environments, creating a need for
automated methods.
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Domain adaptation addresses the problem of domain shift by allowing a model
trained on data from source domain to generalise to data from target domain by
minimizing the distance between the two domain distributions. Domain adapta-
tion is particularly useful in scenarios where there is plenty of labelled data in the
source domain, but little to none labelled data in the target domain. In domain
adaptation the deep learning task remains the same, e.g. classification or dein-
terleaving. [38]

Domain adaptation can be achieved by fine-tuning the trained model, learning
domain-invariant feature representations for data or by aligning source and target
data distributions in feature space or at the input level. Such approaches transfer
well to sim-to-real setting, where models are trained on labelled simulated data
and tested and deployed in real environments, due to limited access to labelled
real data. [38]

Adversarial domain adaptation is a group of methods that reduce the distance be-
tween domain distributions using adversarial learning, inspired by GAN models. In
adversarial domain adaptation, a discriminator is trained to distinguish samples
between source and target domain, while a generator is trained to fool the discrim-
inator by transforming the source data to better match the target data. Through
this adversarial setup, the domain adaptation model learns domain-invariant rep-
resentations or transformation that improve the end model performance in target
domain. [38], [39]

3.3 Domain adaptation by learning domain-specific
transformations

Ratner et al. [3] introduce a method for automating data augmentation, a tech-
nique used to expand training datasets to improve generalisation within a cer-
tain domain [40]. Their approach assumes that a user possesses some domain
knowledge to specify plausible transformation functions, from which an optimal
set of functions is composed and parametrised through an adversarial objective.
A generator is trained to produce a sequence of transformation functions, while a
discriminator evaluates whether the transformed data remain consistent with the
target data distribution, allowing the generator to learn domain-preserving trans-
formation functions through feedback. The method can be applied across dif-
ferent datasets and domains without requiring labelled data for training, to learn
optimal augmentation strategies. [3]

The method assumes that some parametrised transformations may map data
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points outside the target distribution. The augmentation model is trained using
traditional GAN setup from Chapter 2.4, where the discriminator learns to confi-
dently assign low scores to data samples that are out of the target distribution and
high scores to samples that remain within the distribution. The generator learns
to generate a sequence of transformations that creates realistic, in-distribution
data samples. The generator is trained using policy gradient methods from Chap-
ter 2.5, receiving incremental rewards based on the decrease in the discrimina-
tor's score after each applied transformation. The effectiveness of the method
is demonstrated using multiple image and text datasets, where the learned aug-
mentation through transforms is observed to improve the generalisation of the
end model. The experiments also show that the method is robust to ill-defined
transformation functions, successfully learning to avoid those that map the data
out of target distribution. Therefore, weak domain knowledge does not render
the method useless, rather it allows the user to create beneficial augmentation
strategies without extensive data analysis. [3]

We extend the method to domain adaptation to learn transformations that map
data samples from the source domain to the target domain. Let Dgqyrce aNA Digrget
denote the source and target domains. The goal is to learn a policy G : Dgoyrce —
Drarget for the generator by selecting a sequence of L transformation functions
from a pre-defined set S of K options Tj, T, ..., Tx € S set by the user. Applying the
selected sequence T(x) = Ty o...o T;(x) to a data sample x € D, produces a trans-
formed sample £, that ideally resembles samples from D,qt. G is adversarially
trained using feedback for discriminator D, which scores data samples based on
how likely they are to originate from the target domain versus the source domain.

3.3.1 Model architecture

The generator G is implemented as an LSTM-based model that is unrolled for L
time steps to get the transformation function composition of the desired length.
For each time step ¢, the G outputs a vector h, € RX, representing the parameters
of a categorical probability distribution over K transformation functions, to pick
the transformation T; with the highest probability.

The architecture of G consists of a single LSTM layer followed by a fully-connected
layer and a softmax activation, illustrated in Figure 3.2. At each time step ¢, the
LSTM layer processes the previous transformation selection, fed back as a one-
hot encoded vector, and outputs a hidden state that captures the history of pre-
vious selections. The fully-connected layer maps this hidden state to a vector
of length K, over which the softmax activation produces a probability distribu-
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Figure 3.2: An illustration of the generator architecture used for learning transfor-
mations for domain adaptation.

tion across all available transformation functions. A transformation is sampled
at each time step, resulting in a sequence of L transformations. At the first time
step, where there are no previous selections, the LSTM input is initialised with ran-
domly sampled values from a uniform distribution, and both hidden state and cell
state are initialised with zeros.

M/ ﬁEﬁ — s — o

LSTMlayer  Fylly-connected layer

Figure 3.3: Anillustration of the discriminator used during learning, to classify data
sampled from real and simulated domains.

The D is also implemented as an LSTM based model, taking a PDW sequence
as input and outputting a single probability piaget € [0, 1], describing how likely
the input sequence is to originate from the target domain. The architecture of D
consists of a single LSTM layer followed by a fully-connected layer and sigmoid
activation, as illustrated in Figure 3.3. The LSTM layer enables the D to learn tem-
poral information from the input sequence. The fully-connected layer is given the
last hidden state of the LSTM layer as an input and it outputs a single logit, that
is turned into probability with the sigmoid activation to get the final output.

The generator G and the discriminator D are combined to create the full adversar-
ial domain adaptation model. The model pulls data in pairs from two databases,
one of which contains the real data and the other simulated data. The simulated
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Figure 3.4: An illustration of the adversarial domain adaptation model architecture.

data sample is incrementally transformed with transformation functions selected
by the G, before being passed to the D. The D gets learning signal based on how
well it classifies between real and simulated data. For G update, the transformed
simulated data sample is incrementally transformed and passed to the discrim-
inator, to get feedback on how well selected each transformation was. The full
adversarial domain adaptation model training setup is illustrated in Figure 3.4.

3.3.2 Learning formulation

The generator G, parametrised by 6, is trained using policy gradient estimation
with the REINFORCE algorithm from Chapter 2.5. The generator defines a stochas-
tic policy mg(z;|s;—1), selecting transformation T, at each time step ¢. The genera-
tor ends up producing a vector of transformation indices 7 = (13, %, ..., 77 ) of length
L, where each index corresponds to a selected transformation function. Applying
the selected transformations to the original data point x € D, Produces the
transformed sample * = T(x), with the goal that X better resembles samples from
the target distribution Di,rget.

At each time step ¢ the G receives an incremental reward defined as the change
in discriminator loss:

R, = lossp, —lossp,_,

where the discriminator loss is lossp(x, 7) = log(1 — D(%)) at time step t > 0, and
log(1—D(x)) attime step t = 0. The reward reflects how each transformation step
contributes to moving the data sample closer to the target distribution, making the
discriminator’s task harder.

The return for G is defined as the discounted sum of rewards:
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L
Rg, = ), Y* 'Ry,
k=t

where y € [0, 1] controls the importance of immediate rewards over future ones.

The G maximizes the expected returns J;. Using the REINFORCE algorithm, the
corresponding gradient becomes:

L
VI(6) = Ex,[ D, (Rg, — b)Verme(zils,)],
t=0
with baseline b, being the mean of the observed rewards that is subtracted to
reduce the variance of the rewards R, .

During training, we minimize the expected returns for error gradient estimation in
training loss calculation:

L
lossggy = —Ex, [Z(Rct — b)) Veme(z]s¢—1)] (3.1)
t

The discriminator parametrized by ¢ is trained in parallel using the standard GAN
objective from Section 2.4:

losspg) = —[Eprtarget[log(D(x))] — Egpgllog(l — D(2)]. (3.2

The theoretical Nash equilibrium is reached when the generator learns a transfor-
mation sequence that maps the input data sufficiently close to the real data dis-
tribution, with the discriminator assigning probabilities D(x) = D(%) = ; to both
transformed input data and target data. At this point the incremental rewards for
the generator approach zero, terminating the gradient update signal VJ(6) = 0
and stopping the learning process.

The assessed learning setup inherits challenges from both reinforcement and
GAN models. The generator may start to produce repetitive outputs due to over-
exploitation, a phenomenon commonly known as reward hacking, where G ex-
ploits weaknesses in the reward function instead of learning meaningful outputs
[41]. The simultaneous training of G and D can further destabilize the learning pro-
cess. If the D becomes too strong or too weak, the G ends up receiving negligible
rewards, effectively leading to vanishing gradients, stopping learning progress.
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4 Experimental setup and evaluation

This chapter describes the experimental setup that was used to train and evalu-
ate the assessed adversarial domain adaptation method. Section 4.1 describes
the datasets that were used in training and the applied preprocessing. Section
4.2 presents a benchmark for evaluating the automatically learned transforma-
tion policy. Section 4.3 introduces the Classifier Two-Sample Test, which is used
to measure the changes to the sim-to-real gap in the data with the applied trans-
formations.

4.1 Training data

We trained the adversarial domain adaptation model in a single-class setting,
where both simulated and real PDW datasets consisted exclusively of X-band
marine navigational radar transmissions. The simulated dataset contained 46
distinct transmissions, while the real dataset contained 17 transmissions. Each
transmission had a duration of 60 seconds and contained varying number of pulses.
The total unique PDW counts were 97120 for real dataset and 88199 for simulated
dataset.

The simulated transmissions were generated by idealistic transmission models,
where signals were assumed to be received exactly as they were transmitted, with-
out any attenuation from propagation effects or inaccuracies introduced by the
hardware. Transmission parameters were selected based on values reported in
radar literature.

The simulation modelled multiple transmission peaks, referred to as lobes, that
originate from the physical radiation properties of transmitting antennas [5]. These
lobes can be seen in the amplitude plot of the simulated recording shown in Fig-
ure 4.1. The lobe with the highest amount of energy, referred to as the main lobe,
corresponds to the desired transmission [5]. In practice, the lower-energy lobes
attenuate more rapidly than the main lobe, so the main lobe is most often the
only signal that is received. The amplitude plot of the real recording in Figure 4.1

illustrates this situation.

The real marine radar transmissions were collected by placing a marine naviga-
tional transmitter within receiving distance and running its transmissions across
multiple operating modes. The transmission of interest was identified and iso-
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lated from the recordings based on known transmission direction and frequency.
Although the real datasetincludes variation from different transmission parametriza-
tions, all recordings originate from the same hardware and signal environment,
resulting in relatively narrow target domain distribution.

Amplitude (dBm) Direction (deg) Frequency (MHz) Pulse Width (ns)

LN g e

9399

9401 3000

40 T EL 0401 2000

[, 6
. 2400 1000
o

. 34
-70 9400 ]

9399 —1000

Figure 4.1: Real (top) and simulated (bottom) PDW recordings of X-band marine
navigational radar transmissions, zoomed to a single illumination. While the two
recordings exhibit similar transmission characteristics, they do not depict the same
exact transmitter. The time axes are not scaled.

The training data were preprocessed by resampling the direction of arrival (DOA)
and amplitude values. The DOA values from both the simulated and real datasets
were varied within the range of 0 to 360 degrees, while preserving relative varia-
tions. The amplitude values were also varied, and pulses with unrealistically low
amplitudes were discarded from the datasets. Both features were varied by ran-
domly resampling new values from uniform distributions within the range of pos-
sible feature values. These preprocessing steps were implemented to introduce
variability in the relative distance and direction of the transmissions with respect
to the receiver. The goal was to prevent the discriminator from relying on absolute
DOA and amplitude values to differentiate between the two data sources, focus-
ing instead on the deviations inherent in the different data domains.

Each transmission was divided into fixed-length sequences containing 500 pulses,
with sequences shorter than 500 pulses padded to the length, with padding values
ignored during training. To increase the amount of training data, additional pulse
sequences were generated by sampling overlapping windows from the transmis-
sions and applying the preprocessing steps.
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For the simulated dataset, the transmission pattern repeats periodically with con-
stant characteristics. To increase variation between sampled sequences while
avoiding identical samples, each window was taken using a random starting TOA
offset between 0 and 40 ms, limits chosen to maximize variance between the
sequences. For real recordings the windows were sampled from random posi-
tions across the full recording duration, as the recordings exhibited time-varying
behaviour.

A total of 500 sequences were sampled from each domain for a balanced training
set. The sequences were shuffled and grouped into batches of 64 sequences.
Any incomplete batches were discarded to maintain consistent batch sizes during
training.

4.2 Manual domain adaptation

To benchmark the automatic domain adaptation, simple domain adaptation was
performed manually by estimating the measurement errors in the PDW features
of the real dataset and adding the errors to the simulated dataset with the help of
transformation functions.

For frequency, DOA and PW, errors were estimated by calculating the deviation of
each pulse measurement from the mean value of the feature in the corresponding
recording:

e =X;i— X,

where x; represents an individual measurement, x is the mean value of the record-
ing measurements, and e; is the resulting error component. The method assumes
that the transmission parameters stay constant. If there is modulation in the
transmissions, the error estimates are inflated. For PW, the error values were
rounded to the closest bins, describing the error as in multiples of measurement
accuracy e.

For amplitude, the measurement error was estimated by fitting a second-degree
polynomial regression model to the amplitude values and collecting the residuals
of the regression. Estimating the measurement errors by taking only the mean
of amplitude values would result in an unrealistically high error, as the measured
amplitudes often vary with time. In our datasets, amplitude measurements fol-
low quadratic functions as the radar transmission sweeps across the receiver, as
illustrated in Figure 4.1.
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Figure 4.2: The difference in the goodness of fitted polynomial regression between
a segment containing amplitude values from a single illumination (left), compared
to a segment of two illuminations (right).

Fitting the polynomial regression to amplitude data only provides an accuracy es-
timation if the data are first clustered by illumination level. The clustering is a
labour-intensive task that has to be performed separately for all recordings, so in-
stead we divide the recordings to pulse segments, to approximate the clustering.
Depending on the pulse rate of the recorded transmissions, the segments may
still contain pulses from more than one illumination. This causes the regression
to fail in capturing the true amplitude patterns, as the fitted polynomial averages
over the illuminations, leading to inflated error estimates. The Figure 4.2 illus-
trates this by comparing two pulse segments, with one containing pulses from
a single illumination and another containing pulses from two different illumina-
tions, together with the fitted regression curves. The error estimate for amplitude
with regression can be manipulated by the choice of segment size: increasing
the segment size increases the possibility that multiple illuminations are present
within the same segment, decreasing the quality of the regression analysis. We
settled on a segment size of 100 pulses as a compromise between minimising
the occurrence of multiple illumination within a segment and keeping sufficient
data to capture the illumination trends.

For DOA, amplitude and PW, the final measurement error estimates were obtained
by fitting a Gaussian distribution to the error components and calculating the stan-
dard deviation of the fitted distribution. The standard deviation values were then
used to create transformation functions for the simulated data that add inferred
measurement errors for each PDW feature as follows:

Direction of Arrival : 0.88°
Amplitude : 1.45dB
Frequency : 0.260 MHz

Pulse Width : ¢,
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Estimating errors for constant feature values is relatively straightforward, but as
value trends get more complex, distinguishing the inherent magnitude of noise
becomes rather challenging. These complex scenarios are where automatic do-
main adaptation demonstrates its full potential, enabling error estimation when
manual methods would turn out infeasible.

4.3 Measuring sim-to-real gap

To evaluate similarity between two datasets, we use a Classifier Two-Sample Test.
The approach involves training a binary classifier to distinguish between data
samples from the two different sources [4]. If the classifier fails to differenti-
ate them, resulting in a chance-level classifying accuracy, it suggests that the
datasets originate from similar distributions. On the other hand, if the classifier
notices discrepancy between the dataset distributions, the resulting classification
accuracy is higher.

In our setup, the classifier uses the same LSTM architecture as described in Sec-
tion 3.3.1. The classifier is trained with non-transformed data to output a binary
label, indicating whether a given data sample is sampled from the real or the sim-
ulated domain. The classification accuracy quantifies the gap between the two
domains, when the datasets are balanced:

« Accuracy < 50%: The classifier did not learn to classify the data

+ Accuracy ~ 50%: Simulated distribution closely matches the real data dis-
tribution

 Accuracy > 50%: Higher the accuracy, higher the discrepancy between the
two distributions

In this thesis, our hypothesis is that there exists a clear sim-to-real domain gap
between the two datasets, indicated by a high classifier score. We also hypoth-
esise that applying learned transformation functions to the simulated data re-
duces the sim-to-real domain gap, moving the simulated data statistically closer
to the real data. For evaluation, we compare the classification accuracy with non-
transformed data to two scenarios:

« Manual domain adaptation: The simulated data is transformed with manu-
ally selected transformations

+ Automatic domain adaptation: The simulated data is transformed with learned
transformations in adversarial setup

We expect the classifier accuracy to decrease when transformations are applied
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to the simulated data, indicating a reduced sim-to-real domain gap. We also hy-
pothesise that adversarially learned transformations will reduce the accuracy at
least as effectively as manually selected transformations. This validation proce-
dure provides a way to quantify the validity of the applied transformations.
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5 Results

An adversarial domain adaptation model based on framework proposed in [3] was
implemented in Python programming language using the open-source deep learn-
ing library PyTorch [42]. The model was trained on an NVIDIA RTX 2000 Ada Gen-
eration GPU with 16 GB of memory. Using GPU acceleration, the training averaged
on approximately 10,4 seconds per epoch. The number of trainable parameters
are listed in Table 5.1.

Model Trainable parameters
LSTM Generator 294 936
LSTM Discriminator 269 579
Total 564515

Table 5.1: The number of trainable parameters for the adversarial domain adapta-
tion model.

The model was trained for a maximum of 50 epochs, i.e. 50 full iterations through
the training datasets, using the assessed adversarial training setup. Both the gen-
erator and the discriminator were optimised using stochastic gradient descent
with momentum 8 = 0.9 and learning rate a = 0.005. To try to prevent the discrim-
inator from dominating during the training process, the generator was updated
twice for every discriminator update and label smoothing, described in Section
2.4, was used. The model parameters from the final completed training epoch
were used for evaluation.

After settling on the final training configuration, a total of eight training runs were
conducted to identify optimal training hyperparameters, of which the final three
runs resulted in stable convergence with consistent and appropriate transforma-
tion policies. All three successful training runs produced similar outcomes.

The generator was trained to select five transformations from a pool of 25 can-
didate transformation functions. The pool consisted of parametrised Gaussian
noise transformations applied independently to PDW feature i:

TT = X +N(O,Uz),

where 7 represents the index of the selected transformation from the list of op-
tions andiis the PDW feature index. The purpose of these transformations was to
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simulate measurement noise present in the real dataset. For each feature, multi-
ple noise levels were defined by varying the standard deviation o of the zero-mean
Gaussian distribution (0, 52), resulting in the 25 total options. More transforma-
tions were initially tested but later excluded to simplify the training process. The
parametrised transformation functions available to the generator are listed in Ta-
ble 5.2.

PDW Feature Standard Deviation
Direction of Arrival | 0.11 | 0.33 | 0.96 | 0.77 | 0.88 | 1.11
Amplitude 0.22 1043084098 |1.22|2.11|4.33
Frequency 0.11 | 0.34 | 0.30 | 0.24 | 0.26 | 0.55 | 0.99
Pulse Width € € €3 €4 €5

Table 5.2: Feature-specific Gaussian noise transformations and options for stan-
dard deviations available to the generator for selecting the optimal domain adapta-
tion policy. Standard deviations for PW are reported in error levels e.

The Table 5.2 includes the measurement error estimates from the real dataset
introduced in this thesis, with the addition of measurements derived from other
real-world datasets. Larger options for standard deviations were also included
to investigate the causes of mode collapse, where the model selects only one
transformation from all the possible options.

To monitor the training dynamics of the model, the generator’s transformation se-
lections were stored and visualised at the end of each training epoch. For each
epoch, the indices of the selected transformation functions were plotted as a
heatmap across all training batches and time steps. The heatmaps from each
epoch were combined into an animation, visualising the behaviour of the model
during the entire training process for monitoring purposes.

The visualisations were used primarily to identify model convergence and mode
collapse during the training process. A converged model learns a meaningful
transformation policy, where the selections of G become consistent and stable
across batches. When converged, the G selects a diverse set of transformations,
without excessively repeating the same selection. In the training visualisation,
convergence appears as persistent patterns that remain largely unchanged dur-
ing the later stages of training.

In our setup, mode collapse occurs when the generator converges to a policy with
low diversity, where the G repeatedly selects the same transformation regardless
of its temporal state. The mode collapse can happen when G learns to exploit
the weaknesses in the training objective, when the temporal dependency within G
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Figure 5.1: Heatmap of selected transformations from a training run with mode
collapse. After the seventh epoch, the model ends up exclusively selecting only one
transformation for the rest of the run.

Epoch 50

AN,

3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20
Transformation

Step
N Batches

Figure 5.2: Heatmap of selections from a training run where the model fails to con-
verge to a transformation policy. Note that the visualisation originates from a train-
ing run with a different set of possible transformations than those that are listed in

Table 5.2.

breaks down or when the discriminator overpowers the training dynamic, giving
an improper learning signal for G. In the visualisation, collapse shows up as iden-
tical transformation selections repeated across consecutive time steps across
all batches, producing repetitive structures in the heatmap, as illustrated in Figure

5.1.
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The model may also fail to learn meaningful transformation policies by failing to
converge towards a stable policy. In this situation, the selections randomly vary
throughout training, indicating that the model is unable to identify transformations
that move it towards the training objective. Visually this appears as uniformly dis-
tributed and rapidly changing patches across the heatmap, without recurring pat-
terns or visible structure, as illustrated in Figure 5.2. While such behaviour is ex-
pected during early training, its persistence over longer training periods indicates
learning incapability.

5.1 Verifying training setup

The training setup was validated using a simple experiment in which the genera-
tor selected from five transformation functions, of which only one was a plausible
selection, to see if the model would learn to make reasonable decisions. This
plausible transformation applied noise sampled from a unit normal distribution
N(0,1) across all PDW features to the simulated data, while the remaining trans-
formations pushed the data way out of the real data distribution. The expectation
was that G would learn to avoid the out-of-distribution transformations and con-
sistently select the single sensible option at every time step, indicating that the
model architecture and learning objective functioned as intended.

Epoch 2

64

Step
w
N Batches

1 2 3 4 5
Transformation

Figure 5.3: Heatmap of the transformation function selections by the model in a
dummy setup.
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The dummy experiment confirmed our hypothesis: only after two training epochs,
G converged to consistently selecting the sensible transformation, as seen in Fig-
ure 5.3. This result verified that the assessed training setup is in theory capable
of learning transformation policies.

5.2 Learned transformation policy

We use the transformation policy from the first appropriately converged model
for evaluation. The convergence of the model is visualised in Figure 5.5 and the
resulting policy is as follows:

t i Thy = xpy + N(0,€3) (5.1)
ty T = Xfrequency + N(0,0.992) (5.2)
ty : Ty = Xpw + N(0,€2) (5.3)
ty 0 Ty = Xamplituge + N(0,0.43%) (5.4)
ts © Toy = Xpw + N(0,€3), (5.5)

—— D_loss
G_loss

0 10 20 30 40 50
Epoch

Figure 5.4: Training losses for generator (Equation 3.1) and discriminator (Equation
3.2).

where t; denotes the i:th transformation applied to data sample x and 7 is the j:th
transformation in the list of transformation options. The loss curves for adver-
sarial model training are shown in Figure 5.4. The discriminator loss rapidly con-
verges to values close to zero, saturating the discriminator output. The saturation
leads to diminishing rewards for the generator, effectively stopping the training
process altogether. Around epoch 23 there is a small reward for the generator,
correlating with the final convergence.
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Epoch 1

64

Step
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1 0
1 2 3 4 5 6 7 8 9 1011 12 13 14 15 16 17 18 19 20 21 22 23 24 25
Transformation

Epoch 15

64

Step
w
N Batches

[}
7 8 9 1011 12 13 14 15 16 17 18 19 20 21 22 23 24 25
Transformation

Epoch 23
s 64

Step
N Batches

1
1 2 3 45 6 7 8 91011 12 13 14 15 16 17 18 19 20 21 22 23 24 25
Transformation

Figure 5.5: Evolution of transformation selections of a converging model. The
model searches the entire search space for options, before converging to a set it
considers optimal. By epoch 15 the selections have become concentrated, yet dif-
fer from those at epoch 23, indicating instability in the policy. After epoch 23 the
selections remain identical for the rest of the training, indicating full convergence.
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5.3 Classifier Two-Sample Test

The binary classifier for the two-sample test was trained on both simulated and
real datasets for ten epochs using binary cross-entropy loss and the SGD opti-
miser with momentum 8 = 0.9 and a learning rate @ = 0.05. The same datasets
from before were divided into training and test sets using an 80/20 split. Data
samples from both domains, together with their corresponding labels, were com-
bined and shuffled to form training batches of size 64. The model parameters
from the epoch with the lowest training loss were selected for evaluation. The
loss curve for training process is shown in Figure 5.6.

0.16 1 —— Training loss

0.14

0.12 4

0.10 v

Loss

0.06 1

0.04

0.02 A

2 4 6 8 10
Epoch

Figure 5.6: Training loss of the binary classifier used to distinguish between the real
and simulated domains.

The loss curve begins at a relatively low value and converges towards near-zero
values, indicating that the classifier is capable of distinguishing between the do-
mains with high accuracy, as observed already with the discriminator training loss
shown earlier in Figure 5.4, which also suggested a clear separation between the
domain distributions.

The classifier was evaluated on the simulated test dataset without any transfor-
mations to establish a baseline. Two transformation policies were then applied
individually to the simulated testing data: transformation policy with values from
manual domain adaptation in Section 4.2 and the automatically learned policy
from Section 5.2. The predicted domain probabilities from the classifier were
converted into binary class labels using a decision threshold of 0.5, meaning that
samples with a predicted probability above 0.5 are assigned to the real domain
and those below to the simulated domain. The resulting testing losses and clas-
sification accuracies are presented in Table 5.3.
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Testing loss | Accuracy
Baseline 0.01 1.0
Manual 0.08 0.98
Automatic 0.13 0.96

Table 5.3: Classifier Two-Sample Test results. The first column shows the binary
cross-entropy testing losses and the second column shows the classification accu-
racies.

Compared to the baseline accuracy of 100 %, the classifier accuracy decreases by
2% when using the manually defined transformation policy and by 4 % when using
the automatically learned policy. The testing loss of baseline 0.01, increases to
0.08 for manual policy and 0.13 for automatic policy.

The high testing accuracy proves a distinct sim-to-real gap in the data. When
comparing to the baseline, the reduction in classification accuracy suggests that
both transformation policies reduce the discrepancy between the simulated and
real domains. This is proven by the increase in binary cross-entropy loss, showing
that the predicted domain probabilities move closer to the decision threshold, as
the confidence in the predictions of the classifier decreases [43]. While both of the
transformation policies reduce the sim-to-real gap to some extent, the reduction
is modest and further improvement is needed for effective domain adaptation.
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6 Discussion and future Work

In this thesis we aimed to improve the process of deep learning model training on
simulated Pulse Descriptor Word data by proposing an automatic domain adapta-
tion method. The domain adaptation step was confirmed to be necessary to train
models on simulated data that are transferable to real-world scenarios, as there
exists a clear discrepancy between the simulated and real datasets. The discrep-
ancy, referred to as sim-to-real gap, is proven with a Classifier Two-Sample Test,
that confirms the hypothesized distributional difference, establishing a clear need
for domain adaptation. The difficulty of manual PDW feature analysis and the re-
quired domain knowledge for data collection further motivated the need for an
automatic approach.

The assessed method extended the GAN based data-invariant augmentation frame-
work by Ratner et al. [3] to domain adaptation by tuning the training objective
of the model. The model consisted of two LSTM-based networks: a generator
trained to select a sequence of transformation functions from a user-defined pool,
and a discriminator trained to distinguish sampled data between real and simu-
lated distributions. The generator received incremental rewards based on the de-
crease in the classification confidence of the discriminator due to the addition of
transformations, learning a transformation policy through reinforcement learning.

The datasets used in training and testing method introduced challenges for the
assessed method. Both datasets were limited to representing a single class of X-
band marine navigational radar transmissions. The real dataset used as a target
distribution contained only 17 recordings originating from the same hardware and
signal environment, capturing only a narrow slice of the possible intra-class vari-
ability across different X-band marine navigational transmissions. This makes it
a fairly inadequate representation for the single-class target distribution, simplify-
ing the classification task of the discriminator and hindering the training process.

In addition to the data related challenges, the training process turned out to be
unstable, with mode collapse and non-convergence being prevalent issues for the
model. The instability was a result of two sources of high variance: the training in-
stability inherent to the adversarial training dynamic of GAN models and the high
variance in gradient estimates characteristic of policy gradient methods, where
sampled trajectories can differ greatly between updates. Another contributing
factor to instability was the large sim-to-real gap that allowed the discriminator to
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learn to distinguish between the two data domains with great confidence, saturat-
ing its output and producing diminishing reward signals for the generator, which
became evident from the training loss curves in Figure 5.4. Rather than reach-
ing saturation due to Nash equilibrium, the training stopped due to discriminator
dominance. The small rewards caused the generator to settle on low-diversity
transformation policies with limited exploration.

Despite the challenges, three training runs converged to stable and consistent
transformation policies under one setup. The model was given a pool of 25 trans-
formation functions listed in Table 5.1, to create a policy from, with a sequence
length of five. All functions added Gaussian noise to PDW data features to simu-
late different types of measurement errors estimated through manual data anal-
ysis. The Classifier Two-Sample Test showed that applying the learned transfor-
mations reduced the classification accuracy during testing from 100 % to 96 %,
compared to 98 % for a manually defined benchmark policy. While both policies
reduced the sim-to-real gap slightly, the reductions remain insignificant in the con-
text of domain adaptation, demonstrating the limited expressiveness of the trans-
formation functions in the current pool and the substantial differences between
real and simulated data.

The results of the assessed method suggest that the method is capable of learn-
ing transformation policies for the domain adaptation of PDW data, but that the
given transformations are insufficient to bridge the sim-to-real gap in a meaning-
ful manner. As a consequence, a model trained on simulated data will not perform
well in real-world scenarios during inference. To reach better transferability, the
domain adaptation calls for both a richer set of transformations and an improve-
ment in the performance of the data simulation. In addition, better stability for the
model training should be reached for the method to become more viable.

6.1 Future Work

There is a clear need for automatic domain adaptation to achieve greater model
generalisation across different Pulse Descriptor Word distributions, not only be-
tween simulated and real data but also across varying environments. The method
assessed in this thesis does not fully address this need without further develop-
ment. There are several potential directions for improvement that are worth ex-
ploring, yet out of the scope of this work.

One approach for improving training stability is to replace the binary cross-entropy
discriminator with a Wasserstein based alternative. Rather than returning a prob-
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ability between 0 and 1, a Wasserstein discriminator returns a scalar distance
between two data distributions, providing the generator more direct feedback on
how much each transformation moves the input data closer to the target data dis-
tribution [44]. Another alternative would be to use Hinge loss, which introduces
a margin around the decision boundary of the discriminator and eliminates near-
zero returns for the generator gradient update [45]. Both approaches help with the
saturation of the generator rewards, giving more robust learning signals.

The generator reward function could be supplemented with a diversity objective
to give an incentive for exploring across the model search space. This objective
would penalize repetitive outputs, encouraging a set of transformations that is
more diverse. Such an objective could be formulated as an increase in the en-
tropy of the generator’s output distribution, rewarding higher uncertainty during
the early stages of training before the model converges. The diversity objective
would encourage exploration over exploitation, addressing one issue observed
during model training [46].

The pool of available transformation functions could also be expanded with more
meaningful options. The transformations used in this thesis were limited to addi-
tive noise, which proved insufficient to bridge the sim-to-real gap. Identifying more
expressive transformations would require careful investigation to the differences
between the simulated and real-world data distributions. This process somewhat
conflicts with the original motivation of the framework, which was supposed to
provide tools for domain adaptation without extensive domain knowledge.

In the current setup, reinforcement learning with policy gradient methods is nec-
essary to train the generator due to its categorical output, preventing the use of
standard backpropagation for parameter updates. This requirement introduces
the characteristic high variance into the training dynamic. An alternative approach
would be to use the Gumbel-Softmax trick, which provides a differentiable approx-
imation to categorical sampling, allowing the model to be trained fully with back-
propagation, reducing potential sources of variance [47].

Most modern domain adaptation methods rely on learning domain-invariant fea-
ture representations for data, rather than transforming the data at the input-level
[38]. Such an approach could be suited to the PDW setting, where an adversarial
domain adaptation model could learn a shared feature space across the four PDW
features that is invariant to domain-specific changes. The feature space could
then be used in the end model training to train models with greater generalisation
across different domains.

Finally, the GAN based training framework could be replaced with Variational Au-
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toencoder (VAE) based approach. VAE models offer more stable training dynam-
ics compared to GAN models, as the variational training objective avoids insta-
bilities inherent in adversarial GAN training [48]. While VAE models are prone to
producing smoothed and blurry outputs, this tendency could be beneficial in the
PDW setting, as it would naturally simulate the variance and measurement error
characteristics of real PDW data.
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7 Conclusion

This thesis assessed an automatic domain adaptation method for Pulse Descrip-
tor Word data and examined whether a distributional discrepancy between two
datasets originating from different domains can be reduced using an adversar-
ial training framework. The motivation for the method came from the common
practice in the radar domain where deep learning models are trained using simu-
lated data, causing the models to underperform in real environments due to the
sim-to-real gap.

The model for the assessed method consisted of two deep learning networks
with LSTM based architecture: a generator trained to select an optimal sequence
of transformation functions from a user-defined pool of transformations, and a
discriminator trained to distinguish between data samples from the simulated
and real domains. The generator received incremental rewards based on the de-
crease in the discriminator’s classification confidence, learning a transformation
policy using policy gradient methods. A Classifier Two-Sample Test was deployed
to quantify the distributional discrepancy between the two data domains and to
evaluate the effect of learned transformation policy.

The test confirmed a large sim-to-real gap in the data, with an accuracy of 100 %
when distinguishing between non-transformed simulated and real samples. Ap-
plying the automatically learned transformation policy reduced the classification
accuracy to 96 %, compared to 98 % achieved with manually derived policy. The
drop in classification accuracy alongside the increase in testing loss indicates
that the prediction confidence of the classifier decreased, suggesting the policies
moved the simulated data statistically closer to the real data, with the automatic
method outperforming the manual approach.

The overall reduction in the distributional discrepancy remains modest. The ad-
versarial training process of the model was highly unstable, with mode collapse
and non-convergence being frequent issues throughout the training. The insta-
bility and insufficiency of the assessed method make it inadequate in its current
state for consistent domain adaptation for PDW data. The insufficiency could
be addressed by using more expressive transformations that better capture the
complexity of real signal environments, while the instability could be handled by
formulating alternative training objectives to mitigate the saturation of the reward
functions or by changing the architecture of the models to remove the need for
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high-variance policy gradient methods altogether.

Different approaches to domain adaptation could be worth exploring, such as
learning domain-invariant feature representations for PDW data, instead of trans-
forming the data at the input-level. This approach could avoid some of the insta-
bility issues present in this work and may prove more robust method in bridging
the sim-to-real gap. Domain-invariant feature representations could also gener-
alise better across different signal environments, not just across simulated and
real domains.

Despite the limitations of the assessed method, the results demonstrate that auto-
matic domain adaptation for PDW data is both possible and necessary direction.
We confirmed a substantial sim-to-real gap in the used datasets that would likely
degrade the performance of any deep learning model trained only on simulated
data, highlighting the importance of domain adaptation in the training pipeline.
The results presented in this thesis provide foundation for future goal of auto-
matic domain adaptation for PDW data.



45

References

[1]

[2]

[3]

[4]

[5]

[6]

[7]

[8]

[9]

[10]

[11]

0. S. Ekundayo and A. E. Ezugwu, “Deep learning: Historical overview from
inception to actualization, models, applications and future trends”, Applied
Soft Computing, vol. 181, p. 113378, 2025, ISSN: 1568-4946. Dol: https://
doi.org/10.1016/j.asoc.2025.113378. [Online]. Available: https://www.
sciencedirect.com/science/article/pii/S1568494625006891.

S. "Kuzdeba, "Radio frequency machine learning: A practical deep learning
perspective”, "en”. "Norwood, MA": "Artech House”, Jan. 2025.

A.J. Ratner, H. R. Ehrenberg, Z. Hussain, J. Dunnmon, and C. Ré, “Learning to
compose domain-specific transformations for data augmentation”, in Pro-
ceedings of the 31st International Conference on Neural Information Process-
ing Systems, ser. NIPS'17, Long Beach, California, USA: Curran Associates
Inc., 2017, pp. 3239-3249, 1SBN: 9781510860964.

D. Lopez-Paz and M. Oquab, Revisiting classifier two-sample tests, 2018.
arXiv: 1610.06545 [stat.ML]. [Online]. Available: https://arxiv.org/abs/
1610.06545.

M. A. Richards and W. L. Melvin, Principles of modern radar: Basic principles,
2nd ed. SciTech Publishing, 2023, vol. 1.

M. I. Skolnik, Radar Handbook, Third Edition, 3rd ed. "New York, NY”: McGraw-
Hill Professional, Jan. 2008.

“521-1976 - ieee standard letter designations for radar-frequency bands”,
Dol: 10.1109/ieeestd.1976.7428784. [Online]. Available: http://dx.doi.org/
10.1109/IEEESTD.1976.7428784.

A. Bole, A. Wall, and A. Norris, Radar and ARPA manual : radar, AlS and target
tracking for marine radar users (Gale eBooks), eng, 3rd ed. Waltham, MA:
Butterworth-Heinemann, 2014, 1sBN: 9780080977713.

I. Goodfellow, Y. Bengio, and A. Courville, Deep Learning. MIT Press, 2016,
http://www.deeplearningbook.org.

I. Jordanov, N. Petrov, and A. Petrozziello, “Supervised radar signal classifi-
cation”, in 2076 International Joint Conference on Neural Networks (IJCNN),
2016, pp. 1464-1471. pol: 10.1109/IJCNN.2016.7727371.

S.-J. Hong, Y.-G. Yi, J. Jo, and B.-S. Seo, “Classification of radar signals with
convolutional neural networks”, in 2018 Tenth International Conference on
Ubiquitous and Future Networks (ICUFN), 2018, pp. 894-896. pol: 10.1109/
ICUFN.2018.8436647.


https://doi.org/https://doi.org/10.1016/j.asoc.2025.113378
https://doi.org/https://doi.org/10.1016/j.asoc.2025.113378
https://www.sciencedirect.com/science/article/pii/S1568494625006891
https://www.sciencedirect.com/science/article/pii/S1568494625006891
https://arxiv.org/abs/1610.06545
https://arxiv.org/abs/1610.06545
https://arxiv.org/abs/1610.06545
https://doi.org/10.1109/ieeestd.1976.7428784
http://dx.doi.org/10.1109/IEEESTD.1976.7428784
http://dx.doi.org/10.1109/IEEESTD.1976.7428784
http://www.deeplearningbook.org
https://doi.org/10.1109/IJCNN.2016.7727371
https://doi.org/10.1109/ICUFN.2018.8436647
https://doi.org/10.1109/ICUFN.2018.8436647

[12]

[13]

[14]

[15]

[16]

[17]

[18]

[19]

[20]

[21]

[22]

[23]

46

E. Gunn, A. Hosford, D. Mannion, J. Williams, V. Chhabra, and V. Nockles,
Radar pulse deinterleaving with transformer based deep metric learning, 2025.
arXiv: 2503.13476 [eess.SP]. [Online]. Available: https://arxiv.org/abs/
2503.13476.

H. Mu, J. Gu, and Y. Zhao, “A deinterleaving method for mixed pulse signals
in complex electromagnetic environment”, in 2079 International Conference
on Control, Automation and Information Sciences (ICCAIS), 2019, pp. 1-4.
DOI: 10.1109/ICCAIS46528.2019.9074573.

C. Wang, Y. Wang, X. Li, and D. Ke, “A deinterleaving method for mechanical-
scanning radar signals based on deep learning”, in 2022 7th International
Conference on Intelligent Computing and Signal Processing (ICSP), 2022, pp. 138-
143. pol: 10.1109/I1CSP54964.2022.9778808.

W. S. McCulloch and W. Pitts, “A logical calculus of the ideas immanent
in nervous activity”, The Bulletin of Mathematical Biophysics, vol. 5, no. 4,
pp. 115-133, Dec. 1943. poi: 10.1007 / bf02478259. [Online]. Available:
https://doi.org/10.1007/bf02478259.

Pearson Education, "Machine Learning, 1e”, en. "Upper Saddle River, NJ":
"Pearson Education”, 2019.

D. "Graupe, “Principles of artificial neural networks”, “en”. "World Scientific”,
2013, ch. 2-3.

A. Géron, Neural networks and deep learning, eng, 1st edition. Beijing: O'Reilly
Media, Inc., 2018, ch. 1-2, 1SBN: 9781492037354.

Y. Tian, Y. Zhang, and H. Zhang, “Recent advances in stochastic gradient de-
scent in deep learning”, Mathematics, vol. 11, no. 3, 2023, I1SSN: 2227-7390.
pol: 10.3390/math11030682. [Online]. Available: https://www.mdpi.com/
2227-7390/11/3/682.

D. E. Rumelhart, G. E. Hinton, and R. J. Williams, “Learning representations
by back-propagating errors”, Nature, vol. 323, no. 6088, pp. 533-536, Oct.
1986, ISSN: 1476-4687. pol: 10.1038/323533a0. [Online]. Available: http:
//dx.doi.org/10.1038/323533a0.

A. Graves, Supervised Sequence Labelling with Recurrent Neural Networks.
Springer Berlin Heidelberg, 2012, ISBN: 9783642247972. pol: 10.1007/978-
3-642-24797-2. [Online]. Available: http://dx.doi.org/10.1007/978-3-642-
24797-2.

S. Hochreiter and J. Schmidhuber, “Long short-term memory”, Neural Com-
putation, vol. 9, no. 8, pp. 1735-1780, 1997. pol: 10.1162/neco0.1997.9.8.
1735.

F. Gers, “Learning to forget: Continual prediction with Istm”, in 9th Interna-
tional Conference on Artificial Neural Networks: ICANN 99, vol. 1999, IEE,


https://arxiv.org/abs/2503.13476
https://arxiv.org/abs/2503.13476
https://arxiv.org/abs/2503.13476
https://doi.org/10.1109/ICCAIS46528.2019.9074573
https://doi.org/10.1109/ICSP54964.2022.9778808
https://doi.org/10.1007/bf02478259
https://doi.org/10.1007/bf02478259
https://doi.org/10.3390/math11030682
https://www.mdpi.com/2227-7390/11/3/682
https://www.mdpi.com/2227-7390/11/3/682
https://doi.org/10.1038/323533a0
http://dx.doi.org/10.1038/323533a0
http://dx.doi.org/10.1038/323533a0
https://doi.org/10.1007/978-3-642-24797-2
https://doi.org/10.1007/978-3-642-24797-2
http://dx.doi.org/10.1007/978-3-642-24797-2
http://dx.doi.org/10.1007/978-3-642-24797-2
https://doi.org/10.1162/neco.1997.9.8.1735
https://doi.org/10.1162/neco.1997.9.8.1735

[24]

[25]

[26]

[27]

[28]

[29]

[30]

[31]

[32]

[33]

[34]

47

1999, pp. 850-855. poi: 10.1049/cp:19991218. [Online]. Available: http:
//dx.doi.org/10.1049/cp:19991218.

Pytorch, Lstm: Pytorch reference api, https://docs.pytorch.org/docs/stable/
generated/torch.nn.LSTM.html, Accessed: 2026-03-18.

Y. Yu, X. Si, C. Hu, and J. Zhang, “A review of recurrent neural networks:
Lstm cells and network architectures”, Neural computation, vol. 31, no. 7,
pp. 1235-1270, 2019.

|. Goodfellow et al., “Generative adversarial networks”, Commun. ACM, vol. 63,
no. 11, pp. 139-144, Oct. 2020, IssN: 0001-0782. pol: 10.1145/3422622.
[Online]. Available: https://doi.org/10.1145/3422622.

M. Arjovsky, S. Chintala, and L. Bottou, “Wasserstein generative adversarial
networks”, in Proceedings of the 34th International Conference on Machine
Learning - Volume 70, ser. ICML’17, Sydney, NSW, Australia: JMLR.org, 2017,
pp. 214-223.

T. Liang, “How well generative adversarial networks learn distributions”, Jour-
nal of Machine Learning Research, vol. 22, no. 228, pp. 1-41, 2021. [Online].
Available: http://jmlr.org/papers/v22/20-911.html.

J. Gui, Z. Sun, Y. Wen, D. Tao, and J. Ye, “A review on generative adver-
sarial networks: Algorithms, theory, and applications”, IEEE Transactions on
Knowledge and Data Engineering, vol. 35, no. 4, pp. 3313-3332, 2023. po!:
10.1109/TKDE.2021.3130191.

R. Rathore, P. Sharma, U. C. Sharma, A. Jenasamanta, S. Shilpa, and P. K.
Sahu, “Game theory applications in ai”, in 2024 4th International Conference
on Advancement in Electronics Communication Engineering (AECE), 2024,
pp. 255-260. pol: 10.1109/AECE62803.2024.10911263.

K.-L. A. Yau, Y.-W. Chong, X. Fan, F. Nejati, M. K. Chamran, and S. Darmaraju,
“Combinations of generative adversarial network and reinforcement learn-
ing: A survey”, Neurocomputing, vol. 650, p. 130847, 2025, 1ISSN: 0925-2312.
Dol: https://doi.org/10.1016/j.neucom.2025.130847. [Online]. Available:
https://www.sciencedirect.com/science/article/pii/S092523122501519X.
A. J. Saeed and A. A. Hashim, “Application of smoothing labels to allevi-
ate overconfident of the gan's discriminator”, Revue d'Intelligence Artificielle,
vol. 38, no. 2, pp. 407-415, 2024.

R. S. Sutton and A. G. Barto, Reinforcement Learning: An Introduction, Sec-
ond. The MIT Press, 2018. [Online]. Available: http://incompleteideas.net/
book/the-book-2nd.html.

L. Weaver and N. Tao, The optimal reward baseline for gradient-based rein-
forcement learning, 2013. arXiv: 1301.2315 [cs.LG]. [Online]. Available:
https://arxiv.org/abs/1301.2315.


https://doi.org/10.1049/cp:19991218
http://dx.doi.org/10.1049/cp:19991218
http://dx.doi.org/10.1049/cp:19991218
https://docs.pytorch.org/docs/stable/generated/torch.nn.LSTM.html
https://docs.pytorch.org/docs/stable/generated/torch.nn.LSTM.html
https://doi.org/10.1145/3422622
https://doi.org/10.1145/3422622
http://jmlr.org/papers/v22/20-911.html
https://doi.org/10.1109/TKDE.2021.3130191
https://doi.org/10.1109/AECE62803.2024.10911263
https://doi.org/https://doi.org/10.1016/j.neucom.2025.130847
https://www.sciencedirect.com/science/article/pii/S092523122501519X
http://incompleteideas.net/book/the-book-2nd.html
http://incompleteideas.net/book/the-book-2nd.html
https://arxiv.org/abs/1301.2315
https://arxiv.org/abs/1301.2315

48

[35] VY.-S.Liang and M.-Y. Ku, “Generation of modern pulse radar signals for elec-
tronic warfare applications”, in 2023 IEEE 6th International Conference on
Knowledge Innovation and Invention (ICKIl), 2023, pp. 67-69. pol: 10.1109/
ICKI158656.2023.10332557.

[36] A.AlhashimiandS. Abdullah, “Deinterleaving of radar signals and prf identi-
fication algorithms”, Radar, Sonar Navigation, IET, vol. 1, pp. 340-347, Nov.
2007. por: 10.1049/iet-rsn:20070037.

[37] W. Zhao, J. P. Queralta, and T. Westerlund, “Sim-to-real transfer in deep re-
inforcement learning for robotics: A survey”, in 2020 IEEE Symposium Se-
ries on Computational Intelligence (SSCI), 2020, pp. 737-744. pol: 10.1109/
SSCI47803.2020.9308468.

[38] A.Farahani, S. Voghoei, K. Rasheed, and H. R. Arabnia, “A brief review of do-
main adaptation”, in Advances in Data Science and Information Engineering,
R. Stahlbock, G. M. Weiss, M. Abou-Nasr, C.-Y. Yang, H. R. Arabnia, and L.
Deligiannidis, Eds., Cham: Springer International Publishing, 2021, pp. 877-
894, ISBN: 978-3-030-71704-9.

[39] “Adversarial discriminative domain adaptation”, eng, in 20717 IEEE Confer-
ence on Computer Vision and Pattern Recognition (CVPR), IEEE, 2017, pp. 2962-
2971, 1SBN: 1538604574.

[40] A. Mumuni and F. Mumuni, “Data augmentation: A comprehensive survey
of modern approaches”, Array, vol. 16, p. 100258, 2022, 1ISSN: 2590-0056.
Dol: https://doi.org/10.1016/j.array.2022.100258. [Online]. Available:
https://www.sciencedirect.com/science/article/pii/S2590005622000911.

[41] J. Skalse, N. H. R. Howe, D. Krasheninnikov, and D. Krueger, “Defining and
characterizing reward hacking”, in Proceedings of the 36th International Con-
ference on Neural Information Processing Systems, ser. NIPS 22, New Or-
leans, LA, USA: Curran Associates Inc., 2022, 1ISBN: 9781713871088.

[42] A.Paszke et al., “Pytorch: An imperative style, high-performance deep learn-
ing library”, in Proceedings of the 33rd International Conference on Neural In-
formation Processing Systems. Red Hook, NY, USA: Curran Associates Inc.,
2019.

[43] T. Silva Filho, H. Song, M. Perell6 Nieto, R. Santos-Rodriguez, M. Kull, and P.
Flach, “Classifier calibration: A survey on how to assess and improve pre-
dicted class probabilities”, Machine Learning, vol. 112, pp. 1-50, May 2023.
DOI: 10.1007/s10994-023-06336-7.

[44] M. Arjovsky, S. Chintala, and L. Bottou, Wasserstein gan, 2017. arXiv: 1701.
07875 [stat.ML]. [Online]. Available: https://arxiv.org/abs/1701.07875.

[45] J.H.LimandJ.C.Ye, Geometric gan,2017. arXiv: 1705.02894 [stat.ML].
[Online]. Available: https://arxiv.org/abs/1705.02894.


https://doi.org/10.1109/ICKII58656.2023.10332557
https://doi.org/10.1109/ICKII58656.2023.10332557
https://doi.org/10.1049/iet-rsn:20070037
https://doi.org/10.1109/SSCI47803.2020.9308468
https://doi.org/10.1109/SSCI47803.2020.9308468
https://doi.org/https://doi.org/10.1016/j.array.2022.100258
https://www.sciencedirect.com/science/article/pii/S2590005622000911
https://doi.org/10.1007/s10994-023-06336-7
https://arxiv.org/abs/1701.07875
https://arxiv.org/abs/1701.07875
https://arxiv.org/abs/1701.07875
https://arxiv.org/abs/1705.02894
https://arxiv.org/abs/1705.02894

[46]

[47]

[48]

49

S. Pei, R. Y. D. Xu, S. Xiang, and G. Meng, Alleviating mode collapse in gan
via diversity penalty module, 2021. arXiv: 2108.02353 [cs.CV]. [Online].
Available: https://arxiv.org/abs/2108.02353.

E. Jang, S. Gu, and B. Poole, Categorical reparameterization with gumbel-
softmax, 2017. arXiv: 1611.01144 [stat.ML]. [Online]. Available: https:
//arxiv.org/abs/1611.01144.

D. P. Kingma and M. Welling, Auto-encoding variational bayes, 2022. arXiv:
1312.6114 [stat.ML]. [Online]. Available: https://arxiv.org/abs/1312.
6114.


https://arxiv.org/abs/2108.02353
https://arxiv.org/abs/2108.02353
https://arxiv.org/abs/1611.01144
https://arxiv.org/abs/1611.01144
https://arxiv.org/abs/1611.01144
https://arxiv.org/abs/1312.6114
https://arxiv.org/abs/1312.6114
https://arxiv.org/abs/1312.6114

	Introduction
	Background theory
	Radar fundamentals
	Electromagnetic waves
	Radar configuration
	Environmental challenges
	Radar waveforms
	Navigation radar

	Deep learning in radar domain
	Deep learning theory
	Neural networks
	Recurrent neural networks
	LSTM models

	Generative Adversarial Networks
	Reinforcement learning

	Adversarial domain adaptation for radar pulse data
	Radar pulse data
	Domain adaptation
	Domain adaptation by learning domain-specific transformations
	Model architecture
	Learning formulation


	Experimental setup and evaluation
	Training data
	Manual domain adaptation
	Measuring sim-to-real gap

	Results
	Verifying training setup
	Learned transformation policy
	Classifier Two-Sample Test

	Discussion and future Work
	Future Work

	Conclusion
	References

