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This thesis investigates the role of prior knowledge elicitation in Bayesian reliability

modelling for rolling element bearings, and assesses how posterior inference and

sensitivity are affected by different elicitation methods.

Three hierarchical Bayesian Weibull models are developed and compared, each

differing only in the prior distributions. Model M1 derives its prior through a fitting

approach using catalogue load ratings and bearing life equations. Model M2 adopts

a supra-Bayesian approach, synthesizing the catalog prior with life-scaled Pronostia

experimental data. Model M3 uses a weakly informative prior as a baseline.

The IMS bearing dataset is used as the experimental testbed. Kurtosis is selected

as the vibration feature and failure onset times are determined by expert visual

inspection of the kurtosis trajectories. The posterior is estimated using the No-

U-Turn Sampler (NUTS) via PyMC. Models are compared using prior predictive

conflict checks and direct RUL prediction accuracy against ground truth.

Results show that the supra-Bayesian model M2 achieves the best prior calibra-

tion confirmed by prior-data conflict checks, and produces the narrowest posterior

credible intervals, demonstrating that principled synthesis of multiple prior sources

reduces uncertainty more effectively. All three models converge toward similar poste-

rior regions for the shape parameter (µ̂β ≈ 1.5 - 2.7), confirming moderate wear-out

behaviour. M2 consistently produces the median RUL estimates closest to the true

values for all three failed bearings. For the Test 1 bearings, their sensitivity to prior

specifications is limited to approximately 200–220 h. However, all three models tend

to overestimate the RUL of S2 B1. The thesis concludes with a discussion of the

methodological positioning of population-level Bayesian reliability models relative

to degradation-trajectory approaches, and identifies directions for future work.

Keywords: Bayesian reliability, prior elicitation, Weibull distribution, hierarchical

model, IMS bearing dataset, supra-Bayesian, MCMC, prior predictive check.
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1 Introduction

1.1 Background and Motivation

Bayesian statistical methods provide a principled framework for incorporating prior

knowledge together with observed data when performing statistical inference. In

the Bayesian framework, prior distributions represent existing beliefs or knowledge

about unknown parameters before observing the data, and these priors are com-

bined with the likelihood through Bayes’ theorem to yield posterior distributions.

Depending on the application context, the choice of prior distributions can have

a substantial influence on the resulting posterior inferences. Careful specification

of prior distributions is therefore a critical component of Bayesian modelling, par-

ticularly in settings where available data are sparse or where strong engineering

knowledge about the system is available (Gelman et al. 2013).

Prior elicitation refers to the systematic process of translating expert knowl-

edge, domain experience, or previously available information into probabilistic prior

distributions for use in Bayesian models. Rather than selecting priors arbitrarily,

elicitation aims to construct priors that faithfully reflect meaningful beliefs about

observable quantities or model parameters. Recent work has emphasised the impor-

tance of integrating prior elicitation within the broader Bayesian workflow, where

elicited priors are validated through prior predictive checks and sensitivity analysis

to ensure that they lead to scientifically interpretable conclusions (Mikkola et al.

2024; Gabry et al. 2019).

Prior elicitation methods have been applied in many practical settings where sta-

tistical modelling must incorporate domain knowledge alongside observed data. Such

situations arise in fields such as medicine, environmental science, economics, and en-

gineering. In reliability engineering in particular, prior information about system

behaviour, expected lifetimes, and failure mechanisms is often available from engi-

neering experience, historical studies, or manufacturer specifications. Incorporating

such knowledge through structured prior elicitation can improve model interpretabil-

ity and stability, especially when the available data are limited or when failures are

rare events. As a result, Bayesian reliability models with elicited priors have been

increasingly used to support decision-making in maintenance planning, risk assess-

ment, and predictive maintenance applications (Mikkola et al. 2024; O’Hagan et al.

2006; Gelman et al. 2013).

To demonstrate the practical implementation of prior elicitation in an engineering

reliability context, this thesis considers the problem of modelling degradation and

predicting the remaining useful life (RUL) of rolling element bearings. Bearings
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are critical components in many rotating machines, and their failures can lead to

significant operational disruptions and maintenance costs. The IMS Bearing Run-

to-Failure Dataset is used as the primary application case to investigate how prior

elicitation can be incorporated into Bayesian reliability models using real engineering

data.

1.2 Research Objectives

The thesis pursues four interconnected objectives:

1. To construct and formally justify three distinct prior distributions for the

Weibull shape and scale parameters of the IMS bearing population, using three

methodologically distinct elicitation strategies: the fitting approach (M1), the

supra-Bayesian approach (M2), and weakly informative reference priors (M3).

2. To implement a hierarchical Bayesian Weibull model with Type I censoring

that is structurally identical across all three models, so that posterior differ-

ences are attributable solely to the elicitation methodology.

3. To quantify and compare the effect of prior choice on posterior inference, pos-

terior uncertainty, and RUL prediction using prior predictive checks, posterior

credible interval widths, and direct comparison of posterior median RUL esti-

mates against ground truth.

4. To critically position the population-level Bayesian reliability modelling paradigm

relative to the degradation-trajectory modelling approaches dominant in the

IMS bearing literature, and to identify the methodological contribution clearly.

1.3 Scope and Limitations

The thesis focuses on population-level Bayesian reliability modelling using the two-

parameter Weibull distribution as the lifetime model. The analysis is restricted to

IMS bearing Sets 1 and 2 (8 bearings total: 3 failures, 5 censored), using kurtosis as

the sole vibration feature for failure onset detection. The prior elicitation is confined

to the parameter space (Weibull shape β and scale η), using the Rexnord ZA-2115

catalogue and the Pronostia dataset as the only elicitation sources. Model compar-

ison is performed using prior predictive checks, posterior credible interval widths,

and direct RUL prediction accuracy against ground truth across three competing

prior specifications.

The thesis does not develop a new prognostics algorithm, does not incorporate

time-varying covariates into the reliability model, and does not address online or

streaming inference. The conditional RUL estimates produced by the model do not
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condition on the observed degradation trajectory, which is the primary driver of

systematic RUL overestimation discussed in Chapter 6.

1.4 Thesis Structure

The remainder of this thesis is structured as follows. Chapter 2 reviews the the-

oretical foundations covering reliability modelling, Bayesian inference, hierarchical

models, prior elicitation, and prior sensitivity analysis. Chapter 3 presents the pro-

posed methodology, including the hierarchical Weibull model, elicitation procedure,

and sensitivity analysis protocol. Chapter 4 describes the experimental datasets and

setup. Chapter 5 reports and analyses the empirical results. Chapter 6 discusses

findings, limitations, and directions for future work. Chapter 7 concludes the thesis.
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2 Background and Related Work

2.1 Reliability Modelling

2.1.1 Repairable and Non-Repairable Systems

A fundamental distinction in reliability engineering is between repairable and non-

repairable systems. For repairable systems, the primary measure of interest is the

Mean Time Between Failures (MTBF), defined as:

MTBF =
Total operating time

Number of failures
. (2.1)

For non-repairable components, the relevant measure is the Mean Time To Failure

(MTTF), which is the expected lifetime under the assumed lifetime distribution:

MTTF =

∫ ∞

0

S(t) dt = η Γ
(
1 + 1

β

)
, (2.2)

where S(t) is the survival function and the right-hand expression gives the Weibull

MTTF in terms of the Gamma function Γ(·) (Meeker and Escobar 1998, Ch. 3).

For non-repairable systems such as many spacecraft components or systems eval-

uated over a critical mission duration, the probability of successful operation over

a given time horizon is the more natural reliability measure (Quanterion Solutions

Incorporated 2025).

In the context of the IMS bearing test setup, the test rig itself can be regarded as

repairable because failed bearings can be replaced and testing resumed, as demon-

strated by the three sequential test sets conducted on the same apparatus. However,

the individual bearings within each test run are treated as non-repairable compo-

nents. Each bearing contributes a single lifetime observation, either an exact failure

time or a right-censored survival time, making Weibull-based survival analysis an

appropriate statistical framework (Meeker and Escobar 1998). Repairable system

models such as renewal processes or the Power Law process (Ascher and Feingold

1984) are not applicable at the bearing level of analysis.

2.1.2 Bearing Rating Life and the Lundberg-Palmgren For-

mula

The standard framework for predicting the service life of rolling element bearings

is rooted in the work of Lundberg and Palmgren, whose foundational 1947 paper
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established the basis for all subsequent bearing life calculations (Lazović et al. 2024).

Their approach, codified in the first ISO bearing life standard (ISO/R 281) in 1962,

expresses the basic rating life as the number of operating hours at which 10% of a

population of identically loaded bearings are expected to have failed due to contact

fatigue the L10 life at 90% reliability. The Lundberg-Palmgren formula, as presented

in McKenzie, Correns, and Snyder (2010) and reviewed in Lazović et al. (2024), takes

the form

L10 =

(
C

P

)p

, (2.3)

where C is the basic dynamic load rating of the bearing (the constant radial load

under which a group of identical bearings can theoretically endure 106 revolutions

with 90% reliability), P is the equivalent dynamic radial load applied to the bearing,

and p is a load-life exponent equal to 3 for ball bearings and 10/3 for roller bearings.

Since the Rexnord ZA-2115 is a double-row spherical roller bearing, the exponent

p = 10/3 applies (Lazović et al. 2024; McKenzie, Correns, and Snyder 2010).

The L10 life in Equation ( 2.3) is expressed in units of 106 revolutions and can

be converted to hours at a given rotational speed n (RPM) as

L10h =
L10 × 106

n× 60
. (2.4)

From the Rexnord bearings catalogue (Rexnord Industries, LLC 2020), the Rexnord

ZA-2115 (Size Code 6) has a basic dynamic load rating of Ctable = 128,509 N

(28,890 lbs) and a static load rating of C0 = 109,233 N, as tabulated in Table 2

of the Engineering Section (catalogue p. 19). As detailed in Section 3.3.1, a 15%

reduction mandated by two catalogue notes for 2000-series setscrew units gives a

corrected load rating Cadj = 109,233 N, which is the value used in all life calcula-

tions. Under the IMS test conditions of P = 26,689 N (6,000 lbs) radial load and

n = 2000 RPM, the corrected L10h life is approximately 913 hours (see Section 3.3.1

for the full derivation).

2.1.3 Lifetime Distributions and the Weibull Model

The two-parameter Weibull distribution is the standard statistical model for com-

ponent lifetime data in reliability engineering, adopted here following Meeker and

Escobar (1998, Ch. 3–4). A lifetime T follows a Weibull distribution with shape

parameter β > 0 and scale parameter η > 0, denoted T ∼ Weibull(β, η), if its prob-

ability density function (pdf), cumulative distribution function (cdf), and survival
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function are respectively

f(t; β, η) =
β

η

(
t

η

)β−1

exp

[
−
(
t

η

)β
]
, t > 0, (2.5)

F (t; β, η) = 1− exp

[
−
(
t

η

)β
]
, (2.6)

S(t; β, η) = exp

[
−
(
t

η

)β
]
. (2.7)

The scale parameter η is the characteristic life: the time at which 63.2% of the

population has failed, regardless of β. The shape parameter β governs the failure rate

behaviour: β < 1 indicates a decreasing hazard (infant mortality); β = 1 reduces

the Weibull to the memoryless exponential distribution; and β > 1 indicates an

increasing hazard consistent with wear-out failure, which is the physically expected

regime for rolling contact fatigue (Lazović et al. 2024; Meeker and Escobar 1998).

Values of β in the range 1.5–3.5 are typical for bearing fatigue failures (Lazović et al.

2024).

The connection between the Weibull distribution and the L10 reliability metric

is direct: L10 is the 10th percentile of the failure time distribution, i.e. the time at

which F (t; β, η) = 0.10. Inverting Equation ( 2.6) at F = 0.10 gives

L10 = η ·
(
− ln 0.90

)1/β
= η · (0.10536)1/β. (2.8)

This relationship, combined with the catalogue-derived L10h value from Equation ( 3.6),

allows the Weibull scale parameter η to be expressed as a function of the shape pa-

rameter β, forming the basis of the moment-matching elicitation in Section 3.3.1.

2.1.4 Censoring and Likelihood Construction

In the IMS run-to-failure experiments, not every bearing exhibits a clear onset of

failure within the observation window. Bearings that were not declared as failed

in the readme documentation are treated as right-censored observations: their true

failure time is unknown but is known to exceed the observed test duration. This is

a case of Type I censoring, where the censoring time is fixed by the experimental

design rather than being a random variable (Meeker and Escobar 1998, Ch. 6).

Let ti denote the observed lifetime for bearing i, and let δi = 1 if bearing i failed

(exact failure time) and δi = 0 if it was censored. The log-likelihood contribution of

each bearing under the Weibull model is

ℓi(β, η) = δi log f(ti; β, η) + (1− δi) logS(ti; β, η), (2.9)
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and the total log-likelihood over all n bearings is ℓ(β, η) =
∑n

i=1 ℓi(β, η) (Hamada

et al. 2008, Ch. 4). In the hierarchical model, each bearing has its own parameters

(βi, ηi) drawn from a population distribution, so the likelihood in Equation ( 2.9) is

evaluated at the bearing-specific values. Each observed degradation onset is treated

as a single lifetime observation regardless of the underlying physical failure mecha-

nism. Keller-McNulty (2005, Ch. 1)

2.2 Bearing Degradation and Prognostics

2.2.1 Failure Modes and Physical Mechanisms

Rolling element bearings fail primarily through contact fatigue mechanisms that de-

velop progressively under cyclic loading. The main failure modes are classified by the

affected component: the inner race, the outer race, and the rolling elements (balls

or rollers) (Randall and Antoni 2011). Inner race defects arise from fatigue spalling

on the rotating inner ring raceway, typically generating periodic high-amplitude im-

pact pulses at the ball-pass frequency of the inner race (BPFI). Outer race defects

develop on the stationary outer ring and produce impacts at the ball-pass frequency

of the outer race (BPFO). Rolling element defects produce impacts at twice the ball

spin frequency (BSF) and are generally harder to detect because the defect alter-

nately contacts the inner and outer race, modulating the impulse amplitude. Cage

defects, while less common, produce low-frequency signatures at the fundamental

train frequency (FTF).

In practice, faults are not always isolated to a single component: the IMS

Dataset 1 exhibits both an inner race defect (Bearing 3) and a roller element de-

fect (Bearing 4) simultaneously, making it an important testbed for evaluating fea-

ture sensitivity across heterogeneous failure modes, as discussed in Section 4.4.2.

Dataset 2 presents an outer race failure (Bearing 1), completing the three main

failure mode categories represented in the retained data.

2.2.2 Vibration-Based Condition Monitoring and Feature

Extraction

Vibration-based condition monitoring uses accelerometers mounted on the bearing

housing to capture the mechanical vibration generated by the contact forces within

the bearing. As a defect develops, the periodic impact forces it generates manifest

as characteristic changes in the statistical and spectral properties of the recorded

vibration signal (Randall and Antoni 2011). Time-domain statistical features are

widely used for their computational simplicity and interpretability. The three pri-

mary features used in the present exploratory data analysis (EDA) are root mean
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square (RMS), kurtosis, and crest factor. Each captures a distinct aspect of the

signal distribution. For a vibration snapshot of N samples x1, . . . , xN , these are

defined as:

RMS =

√√√√ 1

N

N∑
n=1

x2
n, (2.10)

Kurtosis =
1

N

N∑
n=1

(
xn − x̄

σ̂

)4

, (2.11)

Crest Factor =
maxn |xn|
RMS

, (2.12)

where x̄ is the sample mean and σ̂ is the sample standard deviation. RMS measures

the overall energy content of the signal; kurtosis measures impulsiveness through

the fourth standardised moment, with a Gaussian signal giving kurtosis ≈ 3; and

crest factor measures the ratio of peak amplitude to RMS, capturing how extreme

the highest amplitudes are relative to the average energy level. Full derivations and

implementation details are given in Section 4.4.1.

Different features exhibit different sensitivities across defect types and stages of

degradation. Kurtosis and crest factor are particularly responsive to early-stage

localised defects because a small defect generates high-amplitude impulses that are

sparse relative to the background noise, inflating the tail-weight measures without

necessarily increasing overall energy (Randall and Antoni 2011). RMS, by contrast,

tends to increase monotonically as the defect grows and contact forces increase, mak-

ing it more reliable as a late-stage energy indicator. This complementary behaviour

motivates the multi-feature EDA presented in Section 4.4.

2.2.3 Degradation and Failure Definition

Failure times used in the statistical analysis are derived from the vibration signal

degradation trajectories. In this thesis, statistical kurtosis is used as the primary

degradation indicator because it is sensitive to the onset of localised fault-induced

impulsiveness at an earlier stage than RMS, and because it consistently detects

fault onset across different failure modes including the roller element defect in S1 B4

where RMS provides only an ambiguous signal (see Section 4.4.2 for the full feature

comparison).

Failure onset time t∗ is assigned by expert visual inspection of the kurtosis tra-

jectory for each failed bearing: the first point at which the kurtosis exhibits a clear,

sustained, and irreversible departure from the near-Gaussian baseline (κ ≈ 3) is
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taken as the failure onset. This procedure yields an annotated onset time for the

three failed bearings, and a right-censored survival time equal to the test end time

for the five bearings that did not exhibit a detectable fault signature before the test

concluded, consistent with Type I censoring (Meeker and Escobar 1998, Ch. 6).

2.2.4 The IMS Bearing Run-to-Failure Dataset

The IMS Bearing Run-to-Failure Dataset is widely used in research on condition

monitoring, reliability analysis, and prognostics of rotating machinery. The dataset

was generated by the Center for Intelligent Maintenance Systems (IMS) at the Uni-

versity of Cincinnati as part of an experimental study designed to investigate the

degradation behaviour of rolling element bearings under controlled operating con-

ditions (Qiu, Lee, and J. Lin 2006). In the experiment, multiple bearings were

mounted on a rotating shaft and operated under constant load and speed conditions

until failure occurred. Vibration signals were recorded periodically using accelerom-

eters mounted on the bearing housings, producing time-series measurements that

capture the progressive degradation of the bearings over their operational lifetime.

The experimental test rig and sensor placement are illustrated in Figure 2.1.

Figure 2.1 IMS bearing test rig (schematic and photograph). Four Rexnord ZA-2115
double-row bearings are mounted on a common shaft driven at 2000 RPM under a constant
radial load of 6000 lbs. PCB 353B33 accelerometers are mounted on each bearing housing
to record vibration signals. Figure reproduced from Hur and Akpudo (2020).

The dataset consists of three run-to-failure experiments. Each experimental run

corresponds to a separate test configuration and contains simultaneous measure-

ments from multiple bearings. The runs differ in the number of bearings monitored,

the duration of the experiment, and the specific bearing that ultimately failed,

resulting in multiple degradation trajectories with varying lifetimes and signal char-

acteristics. This structure makes the dataset well suited for hierarchical reliability

modelling, as it supports the analysis of both within-run degradation patterns and

variability across experimental runs (Lee et al. 2014).
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When selecting test runs for statistical analysis, several practical considerations

must be taken into account. The experimental runs exhibit varying observation

lengths, differences in failure behaviour, and potential inconsistencies in the recorded

signals. Some runs may contain incomplete degradation trajectories or ambiguous

failure indications, which can complicate statistical modelling of failure times. In

addition, the vibration signals may contain noise or transient artefacts unrelated to

the underlying degradation process. Careful selection of suitable runs is therefore

required to ensure that the data used for analysis accurately represent the degrada-

tion process of interest. Similar challenges in interpreting and selecting appropriate

runs from this dataset have been noted in previous studies (Lee et al. 2014).

2.2.5 Remaining Useful Life Prediction

Remaining Useful Life (RUL) is defined as the amount of time from the current

moment until a component can no longer perform its required function. Formally,

if the current time is t∗ and the failure time is T , then RUL(t∗) = T − t∗ for T > t∗.

Predicting RUL requires both a definition of failure and a model that relates current

observations to future failure times.

Three broad approaches to RUL prediction exist in the literature (Lei et al. 2018;

Jardine, D. Lin, and Banjevic 2006). Model-based approaches use physical or ana-

lytical models of the degradation mechanism (e.g. Paris crack growth law, Hertzian

contact models) to predict future system state. These offer physical interpretability

but require detailed knowledge of the failure mechanism and are difficult to generalise

across systems. Data-driven approaches learn the relationship between observable

features and failure times directly from historical run-to-failure data, using machine

learning, neural networks, or statistical models. They are flexible but require suffi-

cient training data. Hybrid approaches combine physical and data-driven elements

to exploit the strengths of both.

The present thesis adopts a Bayesian statistical approach that sits within the

data-driven paradigm: a hierarchical Weibull survival model is used to characterise

the population-level distribution of bearing lifetimes, and the posterior predictive

distribution of RUL(t∗) is derived from the conditional survival function. The key

distinction from degradation-trajectory approaches and the source of systematic

RUL overestimation is discussed in detail in Section 6.3.
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2.3 Bayesian Inference

2.3.1 Bayes’ Theorem and the Posterior Distribution

In the Bayesian framework, all unknowns are treated as random variables with

probability distributions. Prior to observing data D, beliefs about parameters θ are

encoded in the prior distribution p(θ). After observing data, the prior is updated

through Bayes’ theorem:

p(θ | D) =
p(D | θ) p(θ)

p(D)
, (2.13)

where p(D | θ) is the likelihood, p(D) =
∫
p(D | θ) p(θ) dθ is the marginal likeli-

hood (normalising constant), and p(θ | D) is the posterior distribution, representing

updated beliefs about θ after observing the data. For reliability modelling, the

posterior predictive distribution for a new observation t̃ is

p(t̃ | D) =

∫
p(t̃ | θ) p(θ | D) dθ, (2.14)

which averages the likelihood over the full posterior uncertainty in θ (Gelman et al.

2013).

2.3.2 Hierarchical Bayesian Models

In a hierarchical Bayesian model, individual-level parameters are assumed to be

drawn from a common population distribution whose parameters (hyperparameters)

are themselves assigned priors (Gelman et al. 2013). For the IMS bearing problem,

each bearing i has its own Weibull parameters (βi, ηi), which are modelled as draws

from a population:

βi ∼ LogNormal(µβ, σ
2
β), ηi ∼ LogNormal(µη, σ

2
η), (2.15)

with population hyperparameters (µβ, σβ, µη, ση) assigned the elicited priors de-

scribed in Chapter 3. This structure implements partial pooling: bearings share

strength through the common population distribution, but each bearing’s posterior

adapts to its own observations. Partial pooling is particularly valuable when indi-

vidual bearings have few observations (as is the case for censored bearings in the

IMS dataset), since the population distribution provides regularisation (Gelman et

al. 2013, Ch. 5).
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2.3.3 Posterior: MCMC Sampling

For the hierarchical Weibull model, the posterior p(θ | D) is not available in closed

form, requiring numerical approximation. Markov chain Monte Carlo (MCMC) gen-

erates samples from the posterior by constructing a Markov chain whose stationary

distribution is the target posterior. The No-U-Turn Sampler (NUTS), an adaptive

variant of Hamiltonian Monte Carlo (HMC), is used in this thesis via the PyMC

probabilistic programming library (Salvatier, Wiecki, and Fonnesbeck 2016). NUTS

uses gradient information from the log-posterior to propose efficient transitions that

avoid the random-walk behaviour of simpler samplers, making it well-suited to the

correlated, hierarchical posterior geometry of the Weibull model (Gelman et al.

2013).

Convergence of the MCMC chains is assessed using the split-R̂ statistic (values

below 1.01 indicate convergence) and the bulk effective sample size (effective sample

size, ESS; values above 400 indicate sufficient mixing). Posterior predictive RUL

distributions are computed by evaluating the conditional survival function (Equa-

tion ( 5.1)) over a grid of residual life values for each posterior sample (Hamada

et al. 2008, Ch. 5, 7).

2.4 Prior Elicitation

2.4.1 The Prior Specification Problem

Specifying prior distributions is a fundamental step in Bayesian modelling. Sev-

eral approaches exist for constructing priors: non-informative or weakly informative

priors, and informative priors derived from expert knowledge or historical data.

Among these, prior elicitation the systematic translation of domain expertise into

prior distributions is particularly valuable when meaningful engineering knowledge is

available but data are limited. Mikkola et al. (2024) provide a comprehensive review

of prior elicitation methods, organising the literature along seven key dimensions.

These dimensions, collectively referred to as the prior elicitation hypercube, cover:

(D1) properties of the prior distribution itself (e.g. univariate vs. multivariate, para-

metric vs. nonparametric); (D2) the model family and the method’s dependence on

it (model-specific vs. model-agnostic); (D3) the elicitation space (parameter space

vs. observable space, including predictive elicitation); (D4) the elicitation model

(fitting approach vs. supra-Bayesian approach); (D5) computational requirements;

(D6) the form and quantity of interaction with the expert (assessment tasks, ac-

tive elicitation, multiple experts); and (D7) the capability of the expert in terms

of both domain knowledge and statistical understanding, including susceptibility to

heuristics and cognitive biases. The hypercube is illustrated in Figure 2.2.
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Figure 2.2 The prior elicitation hypercube proposed by Mikkola et al. (2024). The seven
dimensions D1–D7 characterise the space of prior elicitation methods along axes spanning
the prior and model (D1–D2), the elicitation algorithm (D3–D5), and assumptions about
the expert (D6–D7). Reproduced from Mikkola et al. (2024).

2.4.2 Elicitation Approaches

Several approaches have been proposed for eliciting priors, including direct param-

eter elicitation, quantile-based elicitation, and predictive elicitation methods that

focus on observable quantities rather than abstract model parameters (Mikkola et

al. 2024; O’Hagan et al. 2006). In many practical applications, elicitation is per-

formed by asking experts to assess probabilities, plausible ranges, or quantiles of ob-

servable outcomes, which are then translated into prior distributions for the model

parameters. One common approach referred to as the fitting approach in Mikkola

et al. (2024) involves fitting a parametric distribution to a set of elicited summaries

such as quantiles or moments, reconciling any inconsistencies through least-squares

minimisation.

2.4.3 Prior Elicitation in the Bayesian Workflow

Recent work emphasises the importance of integrating prior elicitation within the

broader Bayesian workflow, where elicited priors are validated through prior pre-

dictive checks and sensitivity analysis to ensure that they lead to reasonable and

scientifically interpretable inferences (Mikkola et al. 2024; Gabry et al. 2019). The

selection of test data, the assumptions made about the degradation process, and the

degree of between-run variability all influence prior specification. For this reason,

it is important to ensure that modelling assumptions are consistent with both the

data characteristics and the underlying engineering knowledge about bearing failure

processes. Evaluating the plausibility of these assumptions and examining the sen-

sitivity of results to alternative prior specifications are therefore essential steps in a

scientifically rigorous Bayesian reliability analysis (Gelman et al. 2013).
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2.5 Prior Sensitivity Analysis

2.5.1 Motivation

The choice of prior distribution can have a substantial impact on posterior infer-

ences, particularly in small-data settings where the likelihood provides limited infor-

mation (Gelman et al. 2013). In reliability engineering, run-to-failure experiments

are expensive and time-consuming, resulting in small sample sizes with few observed

failures. Under these conditions, the prior can dominate the posterior, making it

essential to understand and quantify the degree of prior influence. Prior sensitivity

analysis assesses how the posterior changes as the prior is varied, distinguishing re-

sults that are robust to prior specification from those that are highly sensitive to it

(Evans and Moshonov 2006).

2.5.2 Power-Scaling Sensitivity Diagnostics

One principled approach to prior sensitivity analysis is the power-scaling method of

Kallioinen et al. (2021), which raises the prior to the power α ∈ (0, 2]:

pα(θ) ∝ p(θ)α · p(D | θ). (2.16)

For α < 1 the prior is weakened; for α > 1 it is strengthened. The resulting change in

the posterior measured by Kullback-Leibler divergence or the Wasserstein distance

quantifies how sensitive the posterior is to the prior’s precision. A posterior that is

highly sensitive to α indicates strong prior influence; one that is insensitive indicates

the data dominate. In the present thesis, prior sensitivity is assessed through the

systematic comparison of M1, M2, and M3 posteriors (Chapter 5, Section 5.5), which

spans a range of prior informativeness equivalent to a power-scaling exploration.

2.5.3 Prior Robustness in Reliability Models

Prior sensitivity is particularly consequential in Bayesian Weibull reliability models

because the shape parameter β and scale parameter η can be highly correlated in

the posterior under small samples, and the shape parameter is often poorly identi-

fied from few failure observations (Meeker and Escobar 1998). In the IMS dataset

(3 failures, 5 censored), the posterior for β retains substantial prior influence, as

evidenced by the spread of posterior µβ estimates across M1, M2, and M3 in Ta-

ble 5.3. This motivates the use of multiple elicitation strategies and explicit model

comparison as a form of sensitivity analysis, rather than relying on a single prior

specification.
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3 Methodology

3.1 Overview

The analysis pipeline proceeds in five stages. First, the raw IMS vibration data

are loaded in chronological order and time-domain features (RMS, kurtosis, crest

factor) are extracted from each one-second snapshot. Second, kurtosis trajectories

are inspected visually to identify failure onset times t∗ for the three documented

failed bearings; all remaining bearings are treated as right-censored at their test end

times. Third, the three prior distributions (M1, M2, M3) are elicited from indepen-

dent external sources as described in Section 3.3. Fourth, a hierarchical Bayesian

Weibull model with Type I censoring is fitted to the observed failure and censoring

times using NUTS via PyMC, separately for each prior specification. Fifth, the

fitted models are compared using prior predictive checks, posterior credible interval

widths, and direct RUL prediction accuracy; posterior predictive RUL distributions

are evaluated at the failure onset times of the three failed bearings.

3.2 Hierarchical Weibull Reliability Model

3.2.1 Degradation Indicator and Failure Time Derivation

Kurtosis is used as the primary degradation indicator in this thesis. As demon-

strated in the EDA (Section 4.4.2), kurtosis is sensitive to the early-stage onset of

localised fault-induced impulsiveness and consistently detects failure onset across

all three failure modes present in the retained dataset are namely inner race defect,

roller element defect, and outer race failure. RMS, by contrast, shows limited dis-

criminative power for the roller element defect in S1 B4 and is therefore not used as

the primary indicator for failure time derivation.

Failure onset time t∗ for each failed bearing is assigned by expert visual inspection

of the smoothed kurtosis trajectory, identifying the first point of clear, sustained,

and irreversible departure from the near-Gaussian baseline (κ ≈ 3). This procedure

yields an annotated failure onset time for the three failed bearings (S1 B3, S1 B4,

and S2 B1) and also a right-censored survival time, that is equal to the test end

time and for the five bearings that did not exhibit a detectable kurtosis departure

before the test concluded, consistent with Type I censoring (Meeker and Escobar

1998, Ch. 6). The resulting onset times and true RUL values are reported in Table

4.3.
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3.2.2 Weibull Likelihood

The Weibull distribution is adopted as the failure time model following Meeker

and Escobar (1998, Ch. 3–4). For a bearing with Weibull parameters (βi, ηi), the

pdf, survival function, and hazard function are given by Equations ( 2.5)–( 2.7).

The log-likelihood contribution of each bearing under Type I censoring is given by

Equation ( 2.9). The observed failures arise from heterogeneous physical failure

modes, but these are not modelled separately; each observed failure contributes a

single lifetime observation to the Weibull likelihood. (Keller-McNulty 2005, Ch. 1):

Each bearing’s failure time is attributed to the first-occurring mode, and the log-

likelihood is evaluated at the observed time regardless of which mode is responsible.

3.2.3 Hierarchical Prior Structure

Rationale for a hierarchical model A non-hierarchical (fixed-effects) specifi-

cation would either assume a single shared parameter pair (β, η) across all eight

bearings, thereby fully pooling the data and disregarding between-bearing hetero-

geneity, or estimate separate parameter pairs (βi, ηi) for each bearing independently,

thereby neglecting the shared population-level structure. Both approaches are in-

adequate in the present setting.

Complete pooling obscures meaningful variability between bearings arising from

distinct failure mechanisms (inner race, rolling element, and outer race failures),

and consequently yields posterior distributions that are overly concentrated and

potentially overconfident. Conversely, fully independent estimation is not feasible

in practice, as five of the eight bearings are right-censored and therefore provide

no direct observations of failure times. As a result, their corresponding parameters

cannot be reliably identified without partial pooling and information sharing across

the population.

A hierarchical modelling framework addresses these limitations by allowing in-

formation to be shared across bearings while still accommodating bearing-specific

deviations from the population-level behaviour.

The hierarchical structure resolves both problems through partial pooling. Each

bearing’s parameters (βi, ηi) are drawn from a common population distribution with

mean (µβ, µη) and spread (σβ, ση). This means:

1. Censored bearings contribute. Even a bearing that never failed constrains

the population distribution: surviving to time ti without failure is evidence

that the population characteristic life µη is not very small. All eight bearings

jointly estimate the four population parameters.

2. Shrinkage toward the population mean. Individual bearing estimates are
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pulled toward the population mean in proportion to how sparse the bearing-

level data are. Bearings with more informative observations (the three failed

bearings) retain individual-level information; censored bearings rely more heav-

ily on the population prior. This regularisation prevents overfitting to sparse

data.

3. Between-bearing variability is quantified. The spread parameters σβ and

ση directly measure how much Weibull parameters vary across bearings of this

type. This is itself a useful reliability engineering quantity, reflecting popu-

lation heterogeneity due to manufacturing tolerances, lubrication differences,

and mounting variation.

Following the hierarchical treatment of Hamada et al. (2008, Ch. 6), each bearing i =

1, . . . , 8 has its own Weibull parameters (βi, ηi) drawn from population distributions:

ln βi ∼ N (µβ, σ
2
β), ln ηi ∼ N (µη, σ

2
η). (3.1)

The log-normal parameterisation ensures positivity of βi and ηi, since both Weibull

parameters must be strictly positive. The population-level means (µβ, µη) are as-

signed the elicited priors described in Section 3.3. The population spread parameters

(σβ, ση) are assigned weakly informative HalfNormal hyperpriors. The distributions

used are defined below.

LogNormal(µ, σ2). A random variable X ∼ LogNormal(µ, σ2) satisfies lnX ∼
N (µ, σ2), so X is positive by construction. Its median is eµ, its mean is

eµ+σ2/2, and its support is (0,∞). The log-normal is the natural choice for

multiplicatively structured quantities such as Weibull parameters, where un-

certainties compound on the log scale rather than the linear scale.

HalfNormal(0, τ). The HalfNormal distribution is the positive half of a Normal

distribution folded at zero. If X ∼ HalfNormal(0, τ) then X ≥ 0 with density

f(x) =
2

τ
√
2π

exp

(
− x2

2τ 2

)
, x ≥ 0, (3.2)

mean τ
√

2/π, and mode 0. It is used here because spread parameters (σβ, ση)

must be non-negative and are expected to be small, so a distribution concen-

trated near zero with a light tail is appropriate. Specifically, σβ ∼ HalfNormal(0, 0.5)

and ση ∼ HalfNormal(0, 200), providing weak regularisation that prevents the

sampler from exploring degenerate solutions while allowing the data to deter-

mine the degree of between-bearing variability.
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3.3 Prior Elicitation

Three prior specifications are constructed and compared in this thesis, denoted M1,

M2, and M3. M1 and M2 are informative priors elicited from independent external

sources; M3 is a weakly informative reference prior used as a sensitivity check.

All three share an identical likelihood (Section 3.2.2) and hierarchical structure

(Section 3.2.3); only the hyperpriors on the population shape µβ and scale µη differ.

The IMS bearing data are reserved exclusively for the likelihood in all three models

and play no role in prior construction.

When eliciting the prior distributions, Gamma-distributed shape parameters

are summarised using their mean and standard deviation, as these are the natu-

ral summaries associated with the moment-matching procedure used to determine

the hyperparameters. In contrast, LogNormal-distributed scale parameters are sum-

marised using their median and 95% prior predictive interval. This choice is mo-

tivated by the right-skewed nature of the LogNormal distribution, for which the

median, given by eµ, provides a more representative measure of central tendency

than the mean, which is more strongly influenced by the heavy right tail.

3.3.1 M1: Fitting Approach from Manufacturer Specifica-

tions

The first elicitation approach uses data from the Rexnord ZA-2115 bearing product

catalogue (Rexnord Industries, LLC 2020), following the fitting approach described

in Mikkola et al. (2024). This source is well suited for elicitation because it provides

specifications for the exact bearing type used in the IMS experiments, documents the

operating conditions under which the ratings are defined, and is entirely independent

of the IMS run-to-failure data used in the likelihood. The IMS data are reserved

exclusively for the likelihood function, ensuring that prior and likelihood contribute

genuinely separate information to the posterior.

Catalogue correction for the ZA-2115. The catalogue Table 2 (Engineering

Section, p. 19) lists the basic dynamic load rating for Size Code 6 as Ctable =

128,509 N (28,890 lbs). However, two catalogue notes mandate a reduction specific

to the ZA-2115:

• “Values in table represent the 9000 and 6000 series bearings. When commercial

grade shafting and clearance mounting are used, the table values should be

reduced up to 15% for the 2000 series.”

• “For setscrew mounted bearings, reduce C Dynamic Load rating by 15%.”
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The ZA-2115 is a 2000-Series Single Locking Collar unit confirmed by the catalogue

product index. Both notes mandate the same 15% reduction, yielding the corrected

dynamic load rating:

Cadj = Ctable × 0.85 = 128,509× 0.85 = 109,233 N. (3.3)

Under the IMS test conditions of a constant radial load P = Fr = 26,689 N with no

thrust component, the load ratio is Cadj/P = 4.093 and P/Cadj = 0.244, placing the

IMS operating condition at 24.4% of the corrected load rating just within the cata-

logue’s advisory threshold of 25%, consistent with the IMS documentation that all

failures occurred after exceeding the designed bearing lifetime (Rexnord Industries,

LLC 2020).

Eliciting the shape parameter β. Under Lundberg-Palmgren fatigue theory,

the load-life exponent p = 10/3 for roller bearings is directly identified with the

Weibull shape parameter (Lazović et al. 2024; McKenzie, Correns, and Snyder 2010):

β̂ = p = 10
3
≈ 3.333. (3.4)

This value is consistent with the empirical range β ∈ [2.5, 4.0] for spherical roller

bearings undergoing surface fatigue failure (Lazović et al. 2024) and satisfies β > 1,

confirming the wear-out failure regime. A Gamma prior is selected for µβ because

the Gamma distribution is supported on (0,∞), consistent with β > 0, and is

flexible enough to represent shapes from right-skewed to approximately symmetric

depending on the shape parameter. Under the shape-scale parameterisation used

throughout this thesis, X ∼ Gamma(α, θ) has mean αθ, variance αθ2, and mode

(α−1)θ for α ≥ 1. (0,∞), unimodal, and standard for positive shape parameters in

reliability analysis (Hamada et al. 2008). Setting the prior mean to β̂ = 3.333 and a

coefficient of variation of CVβ = 0.25 gives std(β) = 0.25× 3.333 = 0.833. Moment

matching then yields:

µβ ∼ Gamma(α = 16.00, θ = 0.2083) [mean = 3.333, std = 0.833]. (3.5)

Eliciting the scale parameter η. The corrected L10 life under IMS conditions

is obtained from Equation ( 2.4) with Cadj/P = 4.093 and n = 2,000 RPM:

L10h = (4.093)10/3 × 106

60× 2,000
= 109.53× 8.333 ≈ 913 hours. (3.6)
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Using Equation ( 2.8) with β̂ = 10/3, the implied characteristic life is:

η̂ =
L10h

(− ln 0.90)1/β̂
=

913

(0.10536)0.300
≈ 1,795 hours. (3.7)

A LogNormal prior is used with the prior median set to η̂ = 1,795 h and log-

scale spread σ = 0.5, reflecting the uncertainty in translating idealised catalogue

conditions to real IMS operating conditions:

µη ∼ LogNormal(µ = 7.493, σ = 0.5) [median = 1,795 h, 95% PI = [659, 4,886] h].

(3.8)

3.3.2 M2: Supra-Bayesian Approach: Catalogue and Pronos-

tia Fusion

The supra-Bayesian approach (Mikkola et al. 2024) treats prior elicitation as a

Bayesian inference problem: the analyst maintains a prior belief p(θ) over the param-

eters and updates it upon receiving data from multiple independent expert sources

through an elicitation likelihood:

p(θ | D) ∝ p(D | θ) p(θ). (3.9)

The posterior p(θ | D) then becomes the model prior for the subsequent update with

IMS data. Inconsistencies between sources are handled through per-source noise

parameters σe,k,θ, where subscript e denotes elicitation noise, k ∈ {C,P} denotes

the source (catalogue or Pronostia), and θ ∈ {β, η} denotes the parameter being

updated. These encode the analyst’s confidence in each source’s transferability to

the IMS context. Two sources are used: the Rexnord catalogue (same as M1) and

independently collected Pronostia run-to-failure data (Nectoux et al. 2012), which

used SKF 7005C ball bearings under accelerated conditions at the FEMTO-ST

Institute in France. Neither source overlaps with the IMS data.

Shape parameter synthesis. Each source provides an estimate zk of β modelled

as a noisy observation: zk | β ∼ N (β, σ2
e,k). Starting from the diffuse analyst prior

µ
(0)
β ∼ Gamma(2, 1) (mean = 2, allowing all failure regimes), the catalogue datum

zC = 3.333 with noise σe,C,β = 0.5 and the Pronostia MLE datum zP = 2.173 with

noise σe,P,β = 0.8 (higher to reflect cross-bearing-type uncertainty) are incorporated

sequentially via numerical grid-based Bayesian updating. The resulting posterior,

well approximated by a Gamma distribution via moment matching, is:

µβ ∼ Gamma(α = 47.562, θ = 0.0608) [mean = 2.891, std = 0.419]. (3.10)
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The tighter posterior compared to M1 (std = 0.419 vs. 0.833) reflects the additional

Pronostia information. The lower mean (2.891 vs. 3.333) reflects that empirical run-

to-failure data consistently yield lower Weibull slopes than the theoretical load-life

exponent, because real degradation involves variability in material, lubrication, and

initial condition not captured by the idealised Lundberg-Palmgren model.

Scale parameter synthesis with life scaling. Pronostia lifetimes (1 to 7 h

under accelerated conditions) are translated to ZA-2115/IMS-equivalent lifetimes

through a proportional life-scaling equation. The theoretical basis is the Lundberg-

Palmgren load-life relationship (Lundberg and Palmgren 1947; International Orga-

nization for Standardization 2007; Harris and Kotzalas 2007), which establishes that

the L10 life is proportional to the load ratio raised to the exponent p:

L10 ∝
(
C

P

)p

. (3.11)

The ratio of L10 lives between two bearing types under their respective operating

conditions therefore provides a direct proportional scaling factor. Applying this

proportionality to translate a Pronostia observed lifetime tP,i to an IMS-equivalent

lifetime gives:

tscaled,i = tP,i ×
LZA-2115, IMS
10

L
SKF 7005C, Condi
10

, (3.12)

where the denominator uses the SKF 7005C basic dynamic load rating CSKF =

11,200 N (ball bearing, exponent p = 3) and the Pronostia operating conditions.

Scale factors range from 4.5× to 7.3× across the three Pronostia operating con-

ditions. A Weibull MLE fitted to the scaled lifetimes gives η̂scaledP ≈ 24 hours.

Nectoux et al. (2012) explicitly note that the L10 formula does not accurately pre-

dict Pronostia bearing lives; accordingly this source is assigned the higher noise

parameter σe,P,η = 1.0, double the catalogue noise σe,C,η = 0.5.

The scale synthesis proceeds on the log scale using conjugate Normal-Normal up-

dating (Equation ( 3.9)), starting from the diffuse analyst prior ln(η) ∼ N (8.0, 4.0).

After the catalogue update (zC = ln(1,795) = 7.493, σe,C,η = 0.5) and the Pronostia

update (zP = ln(24) = 3.178, σe,P,η = 1.0), the elicited prior for η is:

µη ∼ LogNormal(µ = 6.695, σ = 0.436) [median = 808 h, 95% PI = [344, 1,901] h].

(3.13)

The precision weighting ensures the catalogue (precision 1/0.52 = 4.0) contributes

four times as much as the Pronostia datum (precision 1/1.02 = 1.0). The posterior

median of 808 h represents a principled compromise between the catalogue estimate

(1,795 h, which over-predicts life under non-ideal conditions) and the Pronostia-
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scaled datum (24 h, which under-corrects due to the known limitation of the L10

formula). The IMS geometric mean failure time across the three documented failures

is approximately 486 h, indicating that the M2 prior is substantially better calibrated

to observed bearing behaviour than M1.

Independence verification. Both elicitation sources are entirely independent of

the IMS dataset: the Rexnord catalogue data originate from ISO 281 standardised

laboratory testing; the Pronostia data were collected at FEMTO-ST Institute in

France using a different bearing type and test rig. Neither source has any overlap

with the IMS vibration records, which are reserved exclusively for the likelihood

function.

3.3.3 M3: Weakly Informative Reference Prior

The third model uses a weakly informative prior that encodes minimal assumptions

about the failure process. M3 serves as a sensitivity reference: if the posterior under

M3 is close to the posteriors under M1 and M2, the conclusions are data-driven and

robust to prior choice; if the posteriors differ substantially, the elicited priors are

influential and their justification is important.

For the shape parameter, a Gamma(2, 1) distribution is used, which has mean 2

and standard deviation 1.41. This prior is deliberately non-committal across failure

regimes: it assigns approximately 26% prior probability to the infant mortality

regime (β < 1), 67% to the moderate wear-out regime (1 < β < 5), and 7% to

strong wear-out (β > 5), without assuming the wear-out behaviour that M1 and M2

concentrate on (Hamada et al. 2008, Ch. 3):

µβ ∼ Gamma(α = 2, θ = 1) [mean = 2, std = 1.41]. (3.14)

For the scale parameter, a LogNormal prior with median exp(7.0) ≈ 1,097 hours

and standard deviation σ = 2.0 is used, spanning approximately three orders of

magnitude in the 95% prior interval [22, 55,000] hours:

µη ∼ LogNormal(µ = 7.0, σ = 2.0) [median = 1,097 h, 95% PI ≈ [22, 55,000] h].

(3.15)

The M3 prior on η is approximately four times more diffuse than M1 and M2

(σ = 2.0 vs. σ ≈ 0.5). The median of 1,097 h is set as the geometric mean of

the IMS test durations (168–816 h) and the catalogue L10 life (3,086 h), using

only publicly available information and not the IMS failure times themselves. The

original candidate of LogNormal(0, 10) was rejected after prior predictive checking

revealed that it assigns only 11.5% probability to failure times in the physically
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plausible range of 500–30,000 hours; the M3 specification gives 55–65% coverage of

this range, consistent with the requirements for a weakly informative prior (Gelman

et al. 2013; Mikkola et al. 2024).

The three prior specifications are summarised in Table 3.1.

Table 3.1 Summary of the three prior specifications for the population shape µβ and
scale µη. LN = LogNormal distribution.

Model Source µβ prior µη prior Purpose

M1 Rexnord catalogue Gamma(16.0,

0.208)

LogNormal

(7.493, 0.50)

Fitting; mean β =

3.33, median η =

1,795 h

M2 Catalogue + Pronostia Gamma(47.6,

0.061)

LogNormal

(6.695, 0.436)

Supra-Bayesian;

mean β = 2.89,

median η = 808 h

M3 Reference Gamma(2, 1) LogNormal

(7.0, 2.0)

Weakly informa-

tive; covers all

failure regimes

3.4 Prior Elicitation Computations

This section presents the step-by-step numerical derivations for all three prior spec-

ifications. The derivations follow directly from the methodology described in Sec-

tion 3.3.

3.4.1 M1: Fitting Approach Computations Step-by-Step

Step 1 — Catalogue load rating correction.

Ctable = 128,509 N

Cadj = Ctable × 0.85 = 128,509× 0.85 = 109,233 N (3.16)

Step 2 — L10 life under IMS conditions. Applied load P = 26,689 N, speed

n = 2,000 RPM, exponent p = 10/3:

L10 =

(
Cadj

P

)p

=

(
109,233

26,689

)10/3

= (4.093)3.333 = 109.53× 106 rev

L10h =
L10

n× 60
=

109.53× 106

2,000× 60
≈ 913 h (3.17)
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Step 3 — Weibull scale parameter from L10. Inverting the Weibull CDF at

F = 0.10 with β̂ = 10/3:

η̂ =
L10h

(− ln 0.90)1/β̂
=

913

(0.10536)0.300
≈ 1,795 h (3.18)

Step 4 — Moment matching for prior distributions. Setting CVβ = 0.25,

so std(β) = 0.25× 3.333 = 0.833. Gamma moments αθ = µ and
√
α θ = std:

α =
( µ

std

)2
=

(
3.333

0.833

)2

= 16.00, θ =
µ

α
=

3.333

16.00
= 0.2083

µβ ∼ Gamma(16.00, 0.2083)
[
β̄ = 3.333, σβ = 0.833

]
(3.19)

Setting the LogNormal median to η̂ and log-scale spread σ = 0.5:

µη ∼ LogNormal(7.493, 0.5)
[
median = e7.493 = 1,795 h, 95% PI = [659, 4,886] h

]
(3.20)

3.4.2 M2: Supra-Bayesian Approach Computations Step-

by-Step

Shape parameter: sequential grid update for β. Analyst starting prior:

Gamma(2, 1). Two noisy observations on a grid of 20,000 points over β ∈ (0, 10]:

Source 1 (catalogue): zC = 10
3
= 3.333, σe,C,β = 0.5

Source 2 (Pronostia MLE): zP = 2.173, σe,P,β = 0.8

Posterior moment-matched to:

µβ ∼ Gamma(47.562, 0.0608)
[
β̄ = 2.891, σβ = 0.419

]
(3.21)

Scale parameter: Pronostia life scaling. SKF 7005C load rating CSKF =

11,200 N (ball bearing, p = 3). Scale factors from Pronostia operating conditions:

tscaled,i = tP,i ×
LZA-2115, IMS
10

L
SKF 7005C, Condi
10

⇒ η̂scaledP ≈ 24 h (3.22)

Scale factors range from 4.5× to 7.3× across the three Pronostia operating condi-

tions.

Scale parameter: conjugate Normal-Normal update on log scale. Analyst

starting prior: ln(η) ∼ N (8.0, 4.0).
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Step A Catalogue update (zC = ln(1,795) = 7.493, σe,C,η = 0.5, precision τC =

1/0.25 = 4.0):

σ2
A =

(
1

4.0
+

1

0.25

)−1

=

(
1

4.0
+ 4.0

)−1

= 0.235, µA = 0.235×
(
8.0

4.0
+

7.493

0.25

)
= 7.523

(3.23)

Step B Pronostia update (zP = ln(24) = 3.178, σe,P,η = 1.0, precision τP = 1/1.0 =

1.0):

σ2
B =

(
1

0.235
+

1

1.0

)−1

= 0.190, µB = 0.190×
(
7.523

0.235
+

3.178

1.0

)
= 6.695

(3.24)

Final elicited prior:

µη ∼ LogNormal(6.695, 0.436)
[
median = e6.695 = 808 h, 95% PI = [344, 1,901] h

]
(3.25)

The catalogue contributes precision τC = 4.0 and the Pronostia datum contributes

precision τP = 1.0, so the catalogue is weighted four times more heavily in the

update.

3.4.3 M3: Reference Prior Computation Summary

M3 requires no numerical derivation. The hyperparameters are set directly by judge-

ment, with validation by prior predictive check:

µβ ∼ Gamma(2, 1)
[
β̄ = 2, σβ = 1.41, 95% PI = [0.14, 6.28]

]
(3.26)

µη ∼ LogNormal(7.0, 2.0) [median = 1,097 h, 95% PI = [22, 55,000] h] (3.27)

The original candidate LogNormal(0, 10) was rejected: prior predictive coverage of

the plausible range [500, 30,000] h was only 11.5%. The M3 specification achieves

55–65% coverage, consistent with a genuinely weakly informative prior (Gelman et

al. 2013).

3.4.4 Summary of Elicited Hyperparameters

Table 3.2 collects all derived hyperparameters for reference.
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Table 3.2 Derived hyperparameters for the three prior specifications. All values are exact
to the precision shown.

Model αβ θβ µln η σln η Median η (h)

M1 16.000 0.2083 7.493 0.500 1,795

M2 47.562 0.0608 6.695 0.436 808

M3 2.000 1.0000 7.000 2.000 1,097

3.5 Sensitivity Analysis Protocol

3.5.1 Power-Scaling Diagnostics

In this thesis, prior sensitivity is assessed through systematic model comparison

across three prior specifications spanning a range of informativeness from highly

informative (M1, M2) to deliberately diffuse (M3). Four complementary evaluation

dimensions are used: the prior predictive conflict check (pppc), posterior highest den-

sity interval (HDI) widths, direct RUL prediction accuracy against ground truth,

and posterior median shift from prior to posterior. Together these provide a multi-

faceted picture of how prior choice influences inference, consistent with the recom-

mendation of Mikkola et al. (2024) to evaluate elicitation quality across multiple

criteria rather than relying on a single metric.

3.5.2 Global Prior Perturbation

Global sensitivity is assessed by comparing posterior summaries (means, HDI widths,

and posterior median RUL estimates) across the three prior specifications. The

sensitivity range for a given quantity q is defined as maxk qk−mink qk across models

k ∈ {M1, M2, M3}. As shown in Figure 5.23, the sensitivity range for posterior

median RUL is approximately 214 h for S1 B3 and 217 h for S1 B4. For S2 B1, all

three models produce massive overestimates relative to a true RUL of only 2.8 h,

with the sensitivity range of approximately 146 h being small relative to the absolute

overestimation of 543 to 689 h, reflecting that prior choice matters far less than

the fundamental limitation of the population-level model when onset is detected

immediately before failure.

3.6 Implementation

The hierarchical Weibull model was implemented in Python using PyMC (Salvatier,

Wiecki, and Fonnesbeck 2016). Each model was sampled with 4 independent chains,

2,000 tuning (warm-up) steps, and 2,000 draw steps per chain, yielding 8,000 pos-

terior samples total. The target acceptance probability was set to 0.95 to reduce di-
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vergent transitions. All posterior diagnostics and summary statistics were computed

using the ArviZ library. The random seed was fixed throughout for reproducibility.

Posterior predictive RUL distributions were computed by evaluating Equation ( 5.1)

over a grid of residual life values for each of the 8,000 posterior samples, following

Hamada et al. (2008, Ch. 5, 7).
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4 Experimental Setup and Data Analysis

4.1 Dataset Description

4.1.1 Test Rig and Operating Conditions

The IMS Bearing Run-to-Failure Dataset was generated at the Center for Intelligent

Maintenance Systems (IMS), University of Cincinnati, using an endurance test rig

described in detail by Qiu, Lee, and J. Lin (2006). Four Rexnord ZA-2115 double-

row rolling element bearings were mounted on a common shaft and driven at a

constant speed of 2000 RPM by an AC motor coupled via rub belts. A constant

radial load of 6000 lbs (26,690 N) was applied to the shaft by a spring mechanism,

and all bearings were force-lubricated by a circulating system that regulated both

flow and temperature. The test was terminated when the accumulation of metallic

debris on a magnetic plug exceeded a level indicative of impending failure. The key

geometric characteristics of the Rexnord ZA-2115 bearing are summarised in Table

4.1.

Table 4.1 Geometric characteristics of the Rexnord ZA-2115 double-row rolling element
bearing (Rexnord Industries, LLC 2020; Gousseau et al. 2016).

Parameter Imperial SI

Pitch diameter 2.815 in 71.5 mm

Rolling element diameter 0.331 in 8.4 mm

Rolling elements per row 16 16

Contact angle 15.17° 15.17°
Static load rating 6000 lbs 26,690 N

PCB 353B33 High Sensitivity Quartz ICP accelerometers were mounted on the

bearing housings to record vibration signals. Each snapshot consists of 20,480 sam-

ples acquired at a sampling frequency of 20 kHz, corresponding to approximately

one second of vibration data per file. Snapshots were recorded every ten minutes

throughout each test run, with the exception of the first 43 files of Test 1, which were

recorded at five-minute intervals. The experimental test rig and sensor placement

are illustrated in Figure 2.1.

4.1.2 Data Structure and Experimental Runs

The IMS dataset comprises three independent run-to-failure experiments conducted

sequentially on the same test rig. The key properties of each test are summarised
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in Table 4.2.

Table 4.2 Summary of the three IMS run-to-failure test sets (Qiu, Lee, and J. Lin 2006;
Gousseau et al. 2016).

Test Files Channels Duration Documented failure(s)

Test 1 2,156 2 per bearing 827.6 h (34.5 days) Bearing 3: inner race;

Bearing 4: rolling ele-

ment

Test 2 984 1 per bearing 163.8 h (6.8 days) Bearing 1: outer race

Test 3 4,448 1 per bearing ≈744 h (31 days) Bearing 3: outer race

Test 1 is distinguished from the other two runs by its dual-channel instrumenta-

tion: two accelerometers were mounted on each bearing housing, measuring vibra-

tion along orthogonal x (horizontal) and y (vertical) axes, yielding eight channels

in total. Tests 2 and 3 each carry a single accelerometer per bearing, providing four

channels.

4.2 Test Run Selection and Exclusion of Test 3

The three experimental runs differ substantially in observation length, channel con-

figuration, and signal quality, and not all runs are equally suitable for statistical

reliability modelling.

Timestamp discrepancy in Test 3. A notable anomaly in the IMS dataset

concerns the documented test end time for Test 3. The readme file states that

data collection ended on 4 April 2004 at 19:01:57, corresponding to approximately

752.6 hours of operation, and identifies Bearing 3 as having experienced an outer race

failure. However, the actual data files extend substantially beyond this stated end-

point: the signal remains at a near-baseline level throughout the readme-documented

period and only shows a sharp rise in RMS and kurtosis well beyond the 752.6-hour

mark, as shown in Figure 4.1. This discrepancy means there is no observable ev-

idence of Bearing 3 degradation prior to the readme’s stated test end, making it

impossible to assign a credible failure onset time based on the signal alone. This

provides an additional data-quality argument for Test 3 exclusion that is indepen-

dent of the diagnostic finding of Gousseau et al. (2016): even if a fault signature

were present, the ambiguity in the timestamp record would prevent reliable failure

time attribution. The IMS readme file documentation is therefore treated as the

authoritative failure record for Tests 1 and 2, where the signal evidence and readme

annotations are mutually consistent.
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Figure 4.1 Comprehensive feature evolution (RMS, kurtosis, crest factor) for the docu-
mented failed bearings. Left column: Test 1 Bearings 3 and 4 (both failed); centre: Test 2
Bearing 1; right: Test 3 Bearing 3 (supplementary, greyed region). The orange dashed line
in the Test 3 column marks the readme-documented end time (752.6 h); actual data con-
tinue to approximately 1,080 h, revealing the timestamp discrepancy discussed above. No
fault signature is visible in Test 3 prior to the readme end point, corroborating exclusion
based on Gousseau et al. (2016).
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Gousseau et al. (2016) conducted a systematic diagnostic study of all three IMS

test sets using a range of advanced signal processing methods including time analysis,

spectral analysis, blind deconvolution, spectral coherence, and envelope spectrum

analysis. While clear fault signatures consistent with the announced failure modes

were recoverable from Tests 1 and 2, the analysis of Test 3 failed to reveal any

detectable fault signature in the vibration signals despite the documented outer

race failure of Bearing 3. The authors explicitly characterise this as a false negative

result, concluding that the signals of Test 3 do not contain diagnostic information

sufficient to confirm the announced failure. This finding implies that the vibration

signals of Test 3 are not reliable indicators of the underlying degradation process,

making it impossible to define a credible failure time from the signal alone.

From a statistical modelling perspective, the reliability of the failure time obser-

vations is essential for valid Weibull-based survival analysis. Including a test run

whose failure time cannot be confidently derived from the vibration signal would

introduce unquantifiable uncertainty into the likelihood rather than genuine infor-

mation. Tests 1 and 2 together provide three failure time observations with well-

defined degradation trajectories, Bearings 3 and 4 in Test 1, and Bearing 1 in Test 2,

which form the basis of the present analysis.

4.3 Data Preprocessing

For each retained test run, the raw vibration data files were loaded in chronological

order, with file timestamps parsed from the filename to construct an accurate op-

erating time axis. Test 1 contains a series of recording interruptions corresponding

to overnight shutdowns; these gaps were preserved in the time axis using the actual

file timestamps rather than treating the record as a continuous sequence.

Since Test 1 provides two orthogonal acceleration channels per bearing, a com-

bined RMS was computed for each snapshot as the vector-magnitude average of the

two single-axis RMS values:

RMScombined =

√
RMS2

x +RMS2
y

2
, (4.1)

where RMSx and RMSy denote the root-mean-square amplitudes along the horizon-

tal and vertical axes, respectively. This combination preserves the physical unit (g)

and yields an isotropic estimate of the vibration energy per axis, consistent with

the interpretation of RMS as a power-averaged scalar quantity. For all other scalar

features (kurtosis, crest factor, etc.), the x-axis channel was used as the primary

measurement direction, as this corresponds to the principal load direction in most

test rig configurations. For Test 2, which provides a single channel per bearing,
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features were computed directly from that channel.

4.4 Exploratory Data Analysis

An exploratory data analysis (EDA) was conducted on Tests 1 and 2 to characterise

the degradation behaviour of the bearings, to justify the selection of features used in

the reliability model, and to guide the specification of the failure onset. The analysis

encompasses time-domain statistical features, raw waveform inspection, inter-feature

correlation, and feature-space trajectory analysis. Eight figures were produced and

are referenced throughout this section.

4.4.1 Time-Domain Feature Definitions

Three primary time-domain statistical features were extracted from each one-second

vibration snapshot: root mean square (RMS), kurtosis, and crest factor. These

features were selected because together they capture complementary aspects of the

vibration signal’s amplitude distribution and are widely used in bearing condition

monitoring (Randall and Antoni 2011; Lei et al. 2018).

Root Mean Square. The RMS amplitude, defined in Equation ( 4.1) for the

dual-axis Test 1 case, has the single-channel form as in equation ( 2.10)

where xn denotes the n-th sample and N = 20,480 is the number of samples per

one-second snapshot. RMS quantifies the overall energy content of the vibration

signal and is a well-established degradation indicator (Keller-McNulty 2005, Ch. 6).

Figure 4.2 shows RMS, kurtosis, and crest factor together for all four Test 1 bearings,

enabling direct comparison of feature sensitivity across the two documented failure

modes.

Kurtosis. Kurtosis measures the impulsiveness of the vibration signal through the

normalised fourth central moment as in the equation ( 2.11)

where x̄ is the sample mean and σ is the sample standard deviation. For a

Gaussian signal, kurtosis = 3. As shown in Figure 4.2 (centre panel), kurtosis is

critically more sensitive than RMS for failure onset identification. Both documented

failed bearings in Test 1 exhibit sharp, unmistakable kurtosis rises that clearly de-

part from the Gaussian baseline irrespective of the failure mode. For Bearing 4

(roller element defect), where RMS showed only a modest increase, kurtosis clearly

reveals the fault onset, making it the superior feature for consistent failure time

identification across both failure modes present in Test 1.

Kurtosis is therefore the preferred health indicator for failure onset detection in
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this study. However, as is well-known in the bearing diagnostics literature, kurto-

sis may decline in the late stage of degradation as the fault grows and the signal

transitions from impulsive to broadband (Randall and Antoni 2011). This non-

monotonic behaviour means kurtosis cannot be used as a threshold-crossing indi-

cator for Weibull failure time extraction; instead, failure onset times are assigned

by expert visual inspection of the smoothed kurtosis trajectories (Section 4.4.2 and

Table 4.3).

Crest Factor. The crest factor, as in the equation ( 2.12) is the ratio of the peak

amplitude to the RMS and provides a normalised measure of the peakedness of the

signal. Figure 4.2 (bottom panel) shows that the crest factor exhibits high baseline

variability throughout the healthy period and does not provide a consistent or clean

departure for either failed bearing prior to the late stage. Its elevated noise floor

makes it unsuitable as the primary feature for failure onset identification in this

dataset. It is retained as a complementary exploratory feature but plays no role in

failure time derivation.

Extended features. In addition to these three primary features, an extended

set of features such as peak-to-peak amplitude, impulse factor, and shape factor

were computed for the failed bearings to provide a more complete picture of the

degradation dynamics. These features are defined in Equations ( 4.2), ( 4.3) and

( 4.4):

P2P = max
n

xn −min
n

xn, (4.2)

IF =
maxn |xn|
1
N

∑N
n=1 |xn|

, (4.3)

SF =
RMS

1
N

∑N
n=1 |xn|

. (4.4)



34

4.4.2 Primary Feature Trends

Figure 4.2 Feature comparison for Test 1. All four bearings are shown; Bearings 3
(red) and 4 (purple) are documented failures. RMS shows a sharp, sustained rise only for
Bearing 3 (inner race defect), while Bearing 4 (roller element defect) exhibits only a modest
increase until the final hours. In contrast, kurtosis shows clear, elevated impulsive activity
for both failed bearings from approximately 620 h and 667 h respectively, demonstrating
superior sensitivity to fault onset across different failure modes. Crest factor shows elevated
variability throughout and does not clearly discriminate between failed and healthy bearings
prior to the final stage.

The RMS, kurtosis, and crest factor trends across the full operating lifetime for all

bearings are visible in Figure 4.2 for Test 1.

In Test 1, the RMS signals of Bearings 3 and 4 remain near their baseline levels

(≈ 0.12 g) for the majority of the 827.6 hour test duration before exhibiting a

pronounced upward trend in the final hours preceding failure. The kurtosis signals

present a qualitatively distinct picture: the failed bearings show a sharp, impulsive

rise well before the RMS elevation, confirming kurtosis as more sensitive to early-

stage localised defect onset the precise regime of interest for failure detection. This

is the physically expected behaviour: a localised defect on the race or rolling element

generates periodic impact pulses that inflate the fourth moment before causing a

significant increase in overall vibration energy. In Test 2, the kurtosis of Bearing 1
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exhibits a clear early departure from baseline before the RMS rise, with a sharp and

irreversible increase consistent with outer race failure.

The kurtosis and crest factor trends complement each other, both being sensitive

to early-stage impulsive events. However, kurtosis is selected as the primary health

indicator for failure onset detection because it is a normalised, dimensionless mea-

sure of signal impulsiveness that is robust to changes in operating speed and load

magnitude, making it more readily interpretable and comparable across the two test

sets.

4.4.3 Inter-Feature Correlation

Figure 4.3 Pearson correlation matrices of RMS, kurtosis (Kurt), and crest factor (CF)
for each of the three failed bearings, presented as separate 3 × 3 panels. Left: S1 B3 (in-
ner race defect). Kurtosis and crest factor are strongly correlated (r = 0.87), reflecting
their shared sensitivity to impulsive inner race impacts; RMS is weakly correlated with both
(r = 0.24, 0.35). Centre: S1 B4 (roller element defect). Kurtosis and crest factor again
show strong correlation (r = 0.86); RMS is moderately correlated with kurtosis (r = 0.40)
and crest factor (r = 0.56), consistent with the more distributed energy signature of roller
element defects. Right: S2 B1 (outer race failure) - RMS and kurtosis are strongly cor-
related (r = 0.77), reflecting the rapid, energy-accompanied kurtosis rise in this abrupt
failure mode; crest factor is weakly correlated with both. The distinct intra-bearing corre-
lation patterns across the three failure modes confirm that each mode produces a unique
feature evolution, motivating a hierarchical model that allows bearing-level parameter vari-
ation.

The Pearson correlation heatmap (Figure 4.3) presents inter-feature correlations for

all three RMS–kurtosis–crest factor combinations across the three failed bearings.

The most important finding is that the correlation structure varies across defect

types, reflecting how different fault mechanisms produce different signal character-

istics.
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For S1 B3 (inner race defect), kurtosis and crest factor are strongly correlated

(r = 0.87), while both are weakly correlated with RMS (r = 0.24 and 0.35 respec-

tively). The inner race defect generates periodic impulsive excitations that elevate

both kurtosis and crest factor together, but does not yet produce a sustained energy

increase large enough to shift RMS.

For S1 B4 (roller element defect), kurtosis and crest factor remain strongly corre-

lated (r = 0.86), but both show a stronger moderate correlation with RMS (r = 0.40

and 0.56) than in S1 B3. The roller element contacts both races on every revolution,

distributing damage energy more broadly and producing a more detectable RMS rise

alongside the impulsive signature.

For S2 B1 (outer race failure), the correlation pattern shifts markedly: RMS and

kurtosis become strongly correlated (r = 0.77), while crest factor is weakly correlated

with both. The outer race defect produces a sustained, energy-accompanied kurto-

sis rise rather than a purely impulsive one, explaining the elevated RMS–kurtosis

coupling and the decoupling of the crest factor.

These defect-type-specific correlation patterns confirm that no single feature uni-

versally captures all failure modes, providing further justification for selecting kur-

tosis as the primary onset indicator on the grounds of cross-failure-mode consistency

rather than amplitude sensitivity.

Pearson correlation was used here as an exploratory measure of linear co-movement

across the full bearing lifetime. Given the non-stationary nature of degradation sig-

nals, Spearman rank correlation would be more robust to the monotonic trends

present in the late degradation stage; the Pearson values reported here should

therefore be interpreted as indicative rather than definitive measures of feature co-

movement.

4.4.4 Failure time identification

A key observation relevant to the reliability model is the non-monotonic behaviour

of kurtosis in the late degradation stage: as the fault grows and the contact geometry

deteriorates, the signal becomes more broadband and less impulsive relative to the

noise floor, causing kurtosis to decline even as RMS continues to rise. This means

kurtosis is not suitable as a threshold-crossing degradation indicator for Weibull

failure time extraction. Instead, failure onset times are determined by expert visual

inspection of the smoothed kurtosis trajectories, identifying the first point of clear,

sustained, and irreversible departure from the healthy baseline, consistent with the

observable-space elicitation dimension D3 of the Mikkola et al. (2024) framework.

The kurtosis trajectories and visually identified onset markers for the three failed

bearings are shown in Figures 4.4, 4.5, and 4.6.
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Figure 4.4 Smoothed kurtosis trajectory for S1 B3 (inner race defect). The kurtosis re-
mains near the Gaussian baseline (κ ≈ 3) for the first 700 h before a sustained, irreversible
rise beginning at approximately 741 h. The shaded region marks the identified degradation
window.

Figure 4.5 Smoothed kurtosis trajectory for S1 B4 (roller element defect). A clear
departure from the baseline is visible from approximately 667 h. The kurtosis rises earlier
than for S1 B3, consistent with the different failure mode.
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Figure 4.6 Smoothed kurtosis trajectory for S2 B1 (outer race failure). The kurtosis
remains near baseline throughout most of the 163.8-hour test and rises sharply only at ap-
proximately 161 h, just before test termination. This abrupt, late-stage onset is consistent
with outer race failure, which tends to produce a sudden impact signature rather than a
gradual progressive rise.

The resulting failure onset times for the three documented failures are presented

in Table 4.3.

Table 4.3 Failure onset times determined by expert visual inspection of smoothed kurtosis
trajectories. RUL = test end time − onset time.

Bearing Failure mode Test end (h) Onset t∗ (h) RUL (h)

S1 B3 Inner race defect 827.6 741 86.6

S1 B4 Roller element 827.6 667 160.6

S2 B1 Outer race failure 163.8 161 2.8

The five remaining bearings (S1 B1, S1 B2, S2 B2, S2 B3, S2 B4) are treated as Type I

right-censored observations at their respective test end times.

4.4.5 Raw Waveform and Spectral Analysis

Raw vibration waveforms sampled at three stages of each bearing’s operational life

early stage (approximately 5% of total operating time), mid-life stage (50%), and

late pre-failure stage (95%) reveal a clear amplitude growth between the mid-life

and late-stage snapshots for the failed bearings. For healthy bearings, the wave-

form amplitude remains essentially constant across all three stages, consistent with
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stationary operating conditions.

Spectral analysis using fast Fourier transform (FFT) amplitude spectra and

Welch power spectral density estimates at the early and late stages of each test

reveals that energy is redistributed across the frequency spectrum as degradation

progresses. The late-stage spectra of failed bearings show broadband elevation of

spectral energy compared to their early-stage counterparts, whereas non-failed bear-

ings show no appreciable spectral change between early and late stages. This broad-

band elevation, particularly evident in the mid and high frequency bands, is charac-

teristic of distributed surface damage on rolling contact components (Randall and

Antoni 2011), consistent with the documented failure modes.

4.5 Evaluation Framework

Because the dataset contains only three observed failures, a single aggregate metric

lacks the statistical power to discriminate between the three models. Instead, model

comparison in this thesis is structured around four complementary evaluation tech-

niques that together address different stages and dimensions of predictive quality

(Table 4.4). Taken together, these techniques form a multi-faceted sensitivity anal-

ysis: the first technique evaluates the prior before any IMS data are seen, while the

remaining three evaluate the posterior after MCMC sampling. A model that per-

forms well across all four dimensions provides stronger evidence of methodological

quality than one that excels on only a single metric.

Table 4.4 Summary of the four model evaluation techniques used in this thesis, organised
by the stage of the Bayesian workflow at which they are applied.

Technique Stage What it mea-

sures

Key quantity

Prior predictive con-

flict check

Before data Prior calibration to

the IMS operating

context

pppc ∈ [0.05, 0.95]

= no conflict

Posterior HDI width After fitting Uncertainty reduc-

tion from prior elic-

itation

Width of 95% HDI

for µη (hours)

Prior-to-posterior

shift

After fitting Degree of prior-

data tension

∆µη = posterior

mean − prior me-

dian

Posterior median

RUL vs. true RUL

After fitting Practical predic-

tion accuracy

Overestimation

factor = r̂/rtrue
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4.5.1 Prior Predictive Conflict Check

The prior predictive conflict check is applied before any IMS data enter the analysis.

It tests whether the observed IMS failure times are plausible under each elicited

prior, providing a direct measure of prior calibration that is entirely independent of

the posterior.

For a candidate observation Tobs, the pppc statistic is defined as the prior predic-

tive quantile of the observation:

pppc = P (Tsim ≤ Tobs) =

∫ Tobs

0

pprior(t) dt, (4.5)

where Tsim is a lifetime drawn from the prior predictive distribution pprior(t) =
∫
p(t |

β, η) p(β) p(η) dβ dη. In practice, pppc is estimated by Monte Carlo: drawing N =

10,000 samples (βs, ηs) from the prior and simulating a lifetime Ts = ηs · (− lnU)1/βs

for each, then computing the fraction satisfying Ts ≤ Tobs.

Values near zero indicate that the prior assigns very little probability to failures

occurring as early as Tobs the prior over-predicts life relative to the observed fail-

ure. Values near one indicate the opposite. Following Evans and Moshonov (2006)

and Gelman et al. (2013), values outside the interval [0.05, 0.95] are flagged as evi-

dence of prior-data conflict: the observed data are in the tail of the prior predictive

distribution, suggesting the prior is systematically miscalibrated for this operating

context.

Three IMS-like placeholder failure times are used: T ∈ {350, 620, 850} h, chosen

to be representative of the IMS failure range [161, 741] h. A prior that passes all three

checks assigns reasonable prior predictive probability to IMS-like failures across the

full range, confirming that the elicitation has correctly transferred the engineering

knowledge to the IMS context.

4.5.2 Posterior Highest Density Interval Width

After MCMC sampling, the 95% Highest Density Interval (HDI) quantifies the pos-

terior uncertainty that remains about the population-level parameters after updating

on the IMS data. The HDI is the shortest interval [l, u] such that:∫ u

l

p(µη | D) dµη = 0.95, (4.6)

and similarly for µβ. The HDI is preferred over equal-tailed credible intervals be-

cause it identifies the region of highest posterior probability density, which is more

meaningful for asymmetric distributions such as the LogNormal-based posterior for

µη.
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The width of the HDI u − l is used as the primary uncertainty metric. A nar-

rower HDI means the posterior is more tightly concentrated, which in turn means

the elicited prior contributed informative, well-calibrated information. If all three

models were updated with the same IMS data and the posterior HDI widths dif-

fer, those differences are entirely attributable to differences in prior informativeness.

This makes HDI width a direct, interpretable measure of the practical benefit of

more sophisticated elicitation.

HDI widths are computed from the 8,000 posterior samples using the ArviZ li-

brary (Salvatier, Wiecki, and Fonnesbeck 2016). The primary comparison is for µη

(characteristic life), since this parameter is more practically important for mainte-

nance planning and is more directly affected by the elicitation methodology.

4.5.3 Prior-to-Posterior Shift

The prior-to-posterior shift measures how much the posterior mean has moved rel-

ative to the prior centre:

∆µη = µ̄ post
η − µ̃ prior

η , (4.7)

where µ̄ post
η is the posterior mean and µ̃ prior

η is the prior median. A large negative

shift posterior mean substantially below the prior median indicates prior-data ten-

sion: the prior placed its mass in a region inconsistent with the IMS observations,

and the likelihood pulled the posterior away from the prior. A small shift indicates

that the prior was already well-calibrated to the data.

Prior-data tension is not a simple defect it can arise from a genuinely informative

prior that simply reflects conditions different from those in the data (for example,

idealised catalogue conditions vs. the accelerated IMS test). However, large tension

reduces the effective contribution of the prior to the posterior, meaning that the

information invested in constructing the prior is partially wasted. A well-calibrated

elicitation should produce a prior that requires modest updating rather than large

correction.

The prior-to-posterior shift is computed separately for µβ and µη across all three

models, and the results are visualised alongside the marginal posterior distributions

in Section 5.3.

4.5.4 Posterior Median RUL vs. Ground Truth

The most practically relevant evaluation dimension is whether the fitted model pro-

duces useful remaining useful life predictions. At each bearing’s failure onset time

t∗, the posterior predictive conditional survival function gives the full distribution
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of residual life:

P (T > t∗ + r | T > t∗, D) = Eβi,ηi|D

[
exp

(
−
(
t∗ + r

ηi

)βi

+

(
t∗

ηi

)βi

)]
, (4.8)

where the expectation is taken over the posterior samples (βi, ηi | D) for each bearing

i. The posterior median RUL r̂ is the value at which this conditional survival

function equals 0.5.

The ground truth is rtrue = tend − t∗, the operating time remaining from onset

detection to actual test termination (Table 4.3). The overestimation factor r̂/rtrue

summarises prediction accuracy in a scale-invariant way. Predictions are evaluated

for all three failed bearings: S1 B3, S1 B4, and S2 B1.

It is important to note that this metric evaluates the model under its intended

paradigm: a population-level conditional survival model. The model does not con-

dition on the current kurtosis trajectory, only on the survival time to date. System-

atic overestimation is therefore expected and is discussed in detail in Section 6.3.

The relevant comparison across models is not whether any model achieves a small

overestimation factor, but which model achieves the smallest overestimation fac-

tor i.e. which elicitation approach produces the best-calibrated prediction given the

paradigm’s constraints.
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5 Results

5.1 Prior Predictive Check

5.1.1 Elicited Prior Distributions

M1 Fitting approach priors. Figures 5.1 and 5.2 visualise the M1 prior dis-

tributions for β and η respectively.

Figure 5.1 M1 prior on the Weibull shape parameter β: Gamma(α = 16.00, θ = 0.208).
The distribution is centred on the Lundberg-Palmgren load-life exponent β = 10/3 = 3.333
(orange dashed line), with a 95% prior interval of [1.91, 5.15]. This prior strongly assumes
wear-out failure behaviour (β > 1) and encodes the theoretical expectation from rolling
contact fatigue mechanics (Lazović et al. 2024; McKenzie, Correns, and Snyder 2010).
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Figure 5.2 M1 prior on the characteristic life η: LogNormal(µ = 7.49, σ = 0.5), me-
dian = 1,795 h, 95% PI = [674, 4,783] h. Vertical orange dashed lines mark the operating
durations of the three retained IMS test sets at failure detection time (Set 2: 164 h; Set 3
reference: 731 h; Set 1: 960 h). The prior median substantially exceeds all three IMS
operating times, reflecting the catalogue’s idealised conditions vs. the accelerated IMS test
load.
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M2 Supra-Bayesian priors. Figures 5.3 and 5.4 show the M2 priors resulting

from the sequential supra-Bayesian update.

Figure 5.3 M2 prior on β: Gamma(α = 47.56, θ = 0.061), mean = 2.891, 95% PI
= [2.13, 3.77]. The distribution is narrower than M1 (95% PI width: 1.64 vs. 3.24 for
M1), reflecting the additional information from the Pronostia empirical data. The lower
mean (2.891 vs. 3.333) reflects the pull of real run-to-failure data toward moderate rather
than strong wear-out behaviour.
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Figure 5.4 M2 prior on η: LogNormal(µ = 6.69, σ = 0.436), median = 808 h, 95%
PI = [344, 1,901] h. Compared to M1 (median 1,795 h), the M2 prior places substantially
more mass in the range consistent with the IMS failure observations (orange dashed lines).
The tighter spread (σ = 0.436 vs. 0.5 for M1) reflects the precision-weighted fusion of the
catalogue and Pronostia information sources.
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Comparison of β priors across all three models. Figure 5.5 overlays the β

priors for all three models (M1 fitting, M2 supra-Bayesian, M3 weakly informative).

Figure 5.5 Comparison of the shape parameter β prior distributions. M1 (dashed red)
is a broad, high-mean distribution centred on the theoretical load-life exponent. M2 (solid
blue) is the narrowest, reflecting the precision added by supra-Bayesian synthesis; its lower
mean reflects the empirical pull of Pronostia data. M3 (dotted grey, Gamma(2, 1)) is
deliberately diffuse, assigning approximately 26% prior probability to the infant mortality
regime (β < 1) and 67% to the moderate wear-out regime. The contrast between M2 and
M3 captures the entire range of the elicitation-vs-reference comparison in this thesis.

5.1.2 Prior Predictive Check with IMS-like Placeholder Ob-

servations

Before conditioning on any IMS data, the three priors were validated using a prior-

data conflict check with IMS-like placeholder failure times T ∈ {350, 620, 850} h.

The pppc statistic (Equation ( 4.5)) measures each placeholder’s quantile within the

prior predictive distribution: values in [0.05, 0.95] indicate no prior-data conflict

(Evans and Moshonov 2006; Gelman et al. 2013).

M1 fitting approach prior predictive check. Figures 5.6, 5.7, and 5.8

present the M1 prior predictive check.
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Figure 5.6 M1 prior predictive lifetime distribution (10,000 simulations). The prior me-
dian of 1,541 h lies well above the IMS failure range [164, 960] h (pink shaded region), with
the 5th percentile at 489 h and 95th percentile at 4,145 h. The substantial fraction of prior
mass above the IMS failure range indicates that M1 over-predicts bearing characteristic
life under the IMS accelerated test conditions.

Figure 5.7 M1 prior predictive survival curve S(t) = P (T > t) with 95% credible band.
The mean prior survival function is smooth and well-concentrated (narrow credible band),
consistent with M1’s informative β prior. The three IMS-like placeholder observations
are marked: S(350) = 0.979, S(620) = 0.910, S(850) = 0.818. These high survival
probabilities at the placeholder times confirm that M1 assigns a low prior probability to
failure having already occurred at these times the prior expects bearings to last much longer.
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Figure 5.8 M1 prior-data conflict check. The pppc values are 0.021 (T = 350 h),
0.090 (T = 620 h), and 0.182 (T = 850 h). The T = 350 h observation falls below the
conflict threshold (0.05), indicating that M1 assigns insufficient prior probability to failures
occurring as early as 350 h. The other two placeholders fall within the no-conflict region
[0.05, 0.95], though the low values close to the boundary confirm the general tendency of
M1 to over-predict life. These findings are consistent with the known gap between idealised
catalogue conditions and the accelerated IMS test environment.
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M2 supra-Bayesian prior predictive check. Figures 5.9, 5.10, and 5.11

present the M2 prior predictive check.

Figure 5.9 M2 prior predictive lifetime distribution (10,000 simulations). The prior
median of 684 h sits within the IMS failure range [164, 960] h (pink shaded region), with
the 5th and 95th percentiles at 222 h and 1,723 h respectively. The M2 prior is substantially
better calibrated to the IMS operating conditions than M1, with more probability mass
overlapping the observed failure range.

Figure 5.10 M2 prior predictive survival curve with 95% credible band. The survival
probabilities at the three placeholder times are S(350) = 0.851, S(620) = 0.564, S(850) =
0.357. These values are substantially lower than for M1, reflecting that M2 places a much
higher prior probability on failures occurring at these times. The narrowing of the credible
band compared to M3 reflects M2’s informative prior; it is slightly wider than M1 in the
mid-range, reflecting the reduced certainty from incorporating the heterogeneous Pronostia
source.
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Figure 5.11 M2 prior-data conflict check. The pppc values are 0.149 (T = 350 h), 0.436
(T = 620 h), and 0.643 (T = 850 h). All three values fall within the no-conflict region
[0.05, 0.95], confirming that the M2 supra-Bayesian prior does not conflict with IMS-like
failure observations. The monotonically increasing pppc values indicate that M2 assigns
approximately equal plausibility to failures at 350, 620, and 850 h relative to the prior
predictive distribution a desirable property for a prior that is meant to be calibrated to the
IMS operating context without over-committing to a specific failure time.

Comparison and interpretation. The prior predictive check clearly distinguishes

M1 from M2: M1 shows marginal prior-data conflict at T = 350 h (pppc = 0.021

< 0.05), while M2 passes all three checks. The key insight is that the supra-Bayesian

synthesis of catalogue data with Pronostia experimental evidence produces a prior

that is not only theoretically grounded but also empirically calibrated to the IMS

operating conditions without using any IMS data. This is precisely the role that a

well-constructed informative prior should play: reducing prior-data tension before

the inference begins, so that the posterior update is driven by the signal in the IMS

data rather than by the need to correct a mis-specified prior.

5.2 MCMC Convergence Diagnostics

All three models were sampled using the No-U-Turn Sampler (NUTS) with 4 chains

of 2,000 draws each (2,000 tuning steps, target acceptance probability 0.95). Con-

vergence diagnostics for the population-level parameters are reported in Table 5.1.
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Table 5.1 MCMC convergence diagnostics for the population-level parameters across the
three models.

Model Divergences R̂ < 1.01 ESS > 400 Assessment

M1 293 PASS PASS Means reliable; tails un-

certain

M2 101 PASS PASS Best geometry; most re-

liable

M3 771 PASS PASS Most divergences; vague

prior funnel

All three models pass the R̂ < 1.01 and ESS > 400 thresholds for the population-

level parameters µβ, µη, σβ, and ση, indicating that the posterior means, medians,

and central credible intervals are reliable. The divergent transitions arise primarily

in the (σβ, ση) dimensions a known pathology of hierarchical models with limited

data where the posterior concentrates near σ ≈ 0, forming Neal’s funnel. M3 exhibits

the most divergences (771) because its vague prior allows the sampler to explore a

larger and geometrically more challenging posterior surface. M2 exhibits the fewest

divergences (101), reflecting that its tighter, better-calibrated prior provides stronger

regularisation of the hierarchical geometry.
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5.3 Posterior Parameter Estimates

Figures 5.12 and 5.13 show the prior and posterior distributions for the population-

level parameters µβ and µη across all three models (dashed = prior, solid = poste-

rior).

Figure 5.12 Prior (dashed) and posterior (solid) distributions for the population shape
parameter µβ. M1 (blue): the prior is centred at 3.333; the posterior shifts left to approx-
imately 2.7, indicating the data support lower β than the catalogue implies. M2 (orange):
the tight supra-Bayesian prior (mean 2.891) is updated modestly, yielding a posterior near
2.7. M3 (green): the diffuse prior (mean 2.0) is updated upward toward 1.5–1.6, reflecting
the data’s limited power to identify β precisely from only three failures. All three posterior
modes converge to µβ ∈ [1.5, 2.8], consistent with moderate wear-out behaviour (β > 1).
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Figure 5.13 Prior (dashed) and posterior (solid) distributions for the population scale
parameter µη. M1 (blue): the prior median of approximately 3,071 h is updated strongly
downward to a posterior mode near 1,148 h, reflecting substantial prior-data tension. M2
(orange): starting from a prior median of 808 h, the posterior concentrates near 895 h the
smallest shift of the three models, consistent with the M2 prior being better calibrated to the
IMS data. M3 (green): the extremely diffuse prior is updated to a broad posterior centred
near 1,413 h with a very wide spread. Posterior medians from the plot: M1 ≈ 1,148 h,
M2 ≈ 895 h, M3 ≈ 1,413 h.

The joint posterior density of (µβ, µη) provides a complementary view to the

marginal plots, revealing both the concentration of the posterior and any correlation

between the two population parameters. Figures 5.14– 5.16 show the 3D kernel

density estimate of the joint posterior surface for each model, with 50%, 90%, and

95% credible region (CR) contours projected onto the base plane. The Spearman

rank correlation between the posterior samples of µβ and µη is also reported for each

model.
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Figure 5.14 Joint posterior density surface for M1 (Fitting approach). The distribution
is concentrated in the region µβ ∈ [1.5, 4.0] and µη ∈ [300, 2,000] h. The Spearman corre-
lation (r) is -0.280 and it reflects a moderate negative trade-off between shape and scale:
larger posterior shape values (faster wear-out) tend to be associated with lower character-
istic life estimates, consistent with the Weibull parametrisation. The 95% CR is relatively
elongated, indicating residual uncertainty from prior-data tension.
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Figure 5.15 Joint posterior density surface for M2 (Supra-Bayesian approach). The
distribution is markedly more concentrated than M1 or M3, with a sharp peak near µβ ≈ 2.7
and µη ≈ 700 h. The Spearman correlation of r = −0.085 is negligible, indicating that the
tight M2 prior has effectively decorrelated the two population parameters in the posterior
a desirable property for stable inference. The compact 95% CR reflects the uncertainty
reduction achieved by the supra-Bayesian elicitation.
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Figure 5.16 Joint posterior density surface for M3. The distribution is substantially
broader than M1 and M2, particularly along the µη axis, reflecting the limited regularisation
provided by the diffuse reference prior. The Spearman correlation of r = −0.347 is the
strongest of the three models, indicating that when the prior offers little guidance, the
likelihood alone introduces a stronger shape–scale trade-off in the posterior. The 50%
CR extends over a wide region, confirming that M3 leaves considerably more posterior
uncertainty unresolved compared to the elicited priors.
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5.3.1 Posterior Predictive Check

A posterior predictive check was performed for each model to assess how well the

fitted posterior reproduces future IMS-like bearing lifetimes. For each of the 8,000

posterior samples (βs, ηs), a lifetime was simulated as Ts = ηs · (− lnU)1/βs with

U ∼ Uniform(0, 1), yielding a posterior predictive distribution of simulated failure

times. These are compared against the observed IMS failure range of [161, 741] h

(the documented onset times across Tests 1 and 2), shown as the pink shaded region

in Figures 5.17– 5.19. Unlike the prior predictive conflict check (Section 4.5.1),

which evaluates calibration before data, this check evaluates how well the posterior

can reproduce the range of observed bearing lifetimes after updating on the IMS

observations.

Figure 5.17 Posterior predictive lifetime distribution for M1 (Fitting approach). The
posterior predictive median is 903 h, with a 90% interval of [337, 1,937] h (width = 1,600 h).
The pink shaded region marks the IMS failure range [161, 741] h; red vertical lines mark
the three observed onset times. Although the posterior has shifted substantially downward
from the M1 prior median of ∼1,795 h, the posterior predictive distribution still places
its bulk above the observed IMS failure range, reflecting residual prior-data tension. The
heavy right tail indicates non-negligible probability mass at lifetimes well above the IMS
observations.

Table 5.2 compares the key posterior predictive statistics across the three mod-

els. While all three medians converge to a similar region (765–903 h), confirming

that all models have updated meaningfully from the IMS data, the spread differs

dramatically. M2 achieves the narrowest 90% interval at 1,190 h, which is 2.5 times

narrower than M3’s 3,017 h. This difference in predictive precision is attributable

entirely to the prior: the likelihood is identical across all three models, so the spread
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Figure 5.18 Posterior predictive lifetime distribution for M2 (Supra-Bayesian approach).
The posterior predictive median is 765 h, with a 90% interval of [287, 1,477] h (width =
1,190 h). Compared to M1, the distribution is more concentrated and its median sits closer
to the upper end of the observed IMS failure range, consistent with M2’s better-calibrated
prior. The 90% interval is 410 h narrower than M1’s, reflecting the additional information
incorporated through the supra-Bayesian synthesis of catalogue and Pronostia data.

of the posterior predictive distribution reflects the spread of the prior. A tighter,

better-calibrated prior produces a tighter posterior predictive distribution.

Table 5.2 Posterior predictive check summary statistics for the three models. IMS ob-
served onset range: [161, 741] h. Width = 95th percentile − 5th percentile.

Model Median (h) 5th pctile (h) 95th pctile (h) 90% width (h)

M1 903 337 1,937 1,600

M2 765 287 1,477 1,190

M3 821 135 3,152 3,017

Table 5.3 summarises the posterior means and 95% highest density intervals

(HDI) for the three models alongside the prior means for reference.
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Figure 5.19 Posterior predictive lifetime distribution for M3. The posterior predictive
median is 821 h, with a 90% interval of [135, 3,152] h (width = 3,017 h) and it is the
widest of the three models by a large margin. Despite a similar median to M1 and M2,
M3 retains a substantially heavier right tail extending beyond 6,000 h, reflecting the vague
prior’s inability to regularise the posterior away from implausibly long lifetimes. The 5th
percentile of 135 h also places more mass at very short lifetimes than M1 or M2, confirming
that M3 is the least precise model in both directions.

Table 5.3 Population-level posterior summary. Prior means shown for comparison. HDI
= highest posterior density interval.

M1 M2 M3

Parameter Mean 95% HDI Mean 95% HDI Mean 95% HDI

µβ 2.711 [1.49, 3.99] 2.749 [2.05, 3.53] 1.632 [0.44, 3.10]

µη (h) 1,132 [608, 1,797] 895 [528, 1,284] 1,413 [362, 2,962]

Prior mean µβ 3.333 2.891 2.000

Prior median µη (h) 1,795 808 1,097

Three key observations follow from Table 5.3. First, all three models produce

posterior µβ estimates in the range 1.5 to 3.0, consistent with the wear-out fail-

ure mode expected for rolling contact fatigue (β > 1). Second, the M1 posterior

mean for µη shifts substantially downward from its prior (from 1,795 to 1,132 h),

demonstrating strong data influence against the high catalogue prior a signature of

prior–data tension. The M2 posterior for µη moves only modestly upward from its

prior (from 808 to 895 h), because the M2 prior was already in a region consistent

with the IMS failure observations. M3, with its extremely vague prior, yields the

widest posterior interval (362 to 2,962 h), reflecting that the eight bearings (three
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failures, five censored) provide insufficient data to tightly identify the characteristic

life when the prior offers little guidance. Third, the 95% HDI width for µη varies

substantially across models: M2 has the narrowest interval (756 h wide) and M3 the

widest (2,600 h wide), illustrates a 3.4-times difference attributable entirely to the

difference in prior informativeness.

5.4 RUL Prediction Results

Posterior RUL predictions are evaluated at the failure onset time t∗ for each of the

three failed bearings (as defined in Table 4.3). The conditional survival function

P (T > t∗ + r | T > t∗) = exp

[
−
(
t∗ + r

ηi

)βi

+

(
t∗

ηi

)βi

]
(5.1)

is evaluated over a grid of residual life values r for each posterior sample (βi, ηi),

yielding a full posterior distribution over RUL. The posterior median RUL and 95%

credible intervals are reported in Table 5.4.

Table 5.4 Posterior median RUL predictions evaluated at failure onset time t∗ for the
three failed bearings, compared against the true RUL. All values in hours. True RUL =
test end − t∗. indicates CI data not shown (see Figure 5.23).

M1 M2 M3

Bearing True RUL Med. Over-est. Med. Over-est. Med.

S1 B3 86.6 ∼281 3.2× ∼202 2.3× ∼416

S1 B4 160.6 ∼278 1.7× ∼199 1.2× ∼415

S2 B1 2.8 ∼656 234× ∼543 194× ∼689

All three models overestimate RUL for all three failed bearings, for reasons dis-

cussed in Section 6.3. The degree of overestimation varies substantially across bear-

ings and is most extreme for S2 B1, where the true RUL is only 2.8 h but all models

predict 543–689 h an overestimation factor of approximately 200×. For S1 B3 (true

RUL = 86.6 h) and S1 B4 (true RUL = 160.6 h) the overestimation factors are

2.3–3.2× and 1.2–1.7× respectively, substantially less extreme. Across all three

bearings, M2 consistently produces the closest median estimates to the true RUL.

M3 consistently produces the widest intervals and highest medians. M1 lies between

the two.

Figure 5.23 illustrates the posterior RUL distributions for S1 B3 and S1 B4 (the

Test 1 failures), comparing M1, M2, and M3.
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5.5 Sensitivity Analysis: Prior Influence on Posterior and

RUL

To quantify the sensitivity of the posterior and RUL predictions to the choice of

prior, Figures 5.20– 5.23 present a systematic visual comparison of prior-to-posterior

shifts and posterior HDI widths across the three models.

Figure 5.20 Sensitivity analysis for µβ. Dashed curves show the priors; solid curves
show the posteriors. Arrows indicate the direction and magnitude of the prior-to-posterior
shift. M1 (blue): large leftward shift from the high catalogue-based prior. M2 (orange):
small shift, prior already consistent with data. M3 (green): rightward shift from the diffuse
reference prior. The convergence of all three posteriors to a similar region (µβ ∈ [1.5, 2.8])
suggests that the data are informative about the shape parameter despite the small sample.



63

Figure 5.21 Posterior 95% HDI width for µβ (bar = HDI, dot = median). M2: HDI
width 1.5, median 2.7. M1: HDI width 2.7, median 2.7. M3 (Weakly Informative Ref-
erence): HDI width 3.3, median 1.6. M2 achieves the narrowest HDI for µβ a 1.8-fold
reduction relative to M3 reflecting the additional information incorporated through the
supra-Bayesian synthesis. The similar median for M1 and M2 confirms that both priors
update to the same location, but M2 does so with greater certainty.
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Figure 5.22 Posterior 95% HDI width for µη (bar = HDI, dot = median). M2: HDI
width ≈763.6 h, median 895 h. M1: HDI width ≈1,148.4 h, median 1,148 h. M3: HDI
width ≈2,375 h, median 1,413 h. The M2 HDI for µη is 3.1 times narrower than M3 and
1.5 times narrower than M1, directly quantifying the uncertainty reduction of M2.
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Figure 5.23 RUL sensitivity across models for S1 B3, S1 B4, and S2 B1. Bars show the
95% credible interval; dots show the posterior median. S1 B3: M1 = 281 h, M2 = 202 h,
M3 = 416 h; sensitivity range = 214 h; M2 is closest. S1 B4: M1 = 278 h, M2 = 199 h,
M3 = 415 h; sensitivity range = 217 h; M2 is closest. S2 B1: M1 = 656 h, M2 = 543 h,
M3 = 689 h; overestimation of 180–230 times. All models produce predictions far in
excess of the true value, illustrating the limitation of population-level survival modelling
when onset is detected only at the point of imminent failure.
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6 Discussion

6.1 The Value of Prior Elicitation: Evidence from the Re-

sults

The comparison between M2 and M3 provides direct empirical evidence for the

practical value of prior elicitation. M2’s informative supra-Bayesian prior reduces

the 95% HDI width for µη from 2,600 h (M3) to 756 h (M2) a 3.4-fold reduction

in posterior uncertainty. The joint posterior density plots (Figures 5.14– 5.16)

further illustrate this: M2 produces a sharply peaked joint posterior with a near-

zero Spearman correlation between µβ and µη (r = −0.085), indicating that the

two population parameters are effectively decoupled by the tight elicited prior. By

contrast, M3’s broader joint posterior carries a stronger negative correlation (r =

−0.347), reflecting that without informative priors the data alone introduce a shape–

scale trade-off that inflates posterior uncertainty. In a maintenance decision context,

a credible interval of 756 h allows meaningfully more precise planning than one of

2,600 h.

The M1 posterior mean for µη shifts substantially downward from its prior (from

a median of approximately 3,071 h to a posterior mean of 1,132 h), indicating prior–

data tension: the catalogue-implied characteristic life, based on idealised standard-

ised conditions, is substantially higher than the IMS observed failure times of 161,

667, and 741 h. This is physically expected because the IMS experiment applies a

radial load of 6,000 lbs at 2,000 RPM continuously until failure, conditions more

severe than the standardised test environment underlying the catalogue rating. By

contrast, M2’s prior median of 808 h requires only a modest upward shift to reach

the posterior mean of 895 h, confirming that M2’s elicited prior was already well-

calibrated to the IMS operating conditions before any IMS data were observed.

M3, with its extremely vague prior, yields the widest posterior interval, reflecting

that the eight available observations provide insufficient data to tightly identify the

characteristic life without prior guidance.

This finding illustrates the thesis’s central argument: the quality of the prior

elicitation methodology matters. The supra-Bayesian synthesis of multiple sources,

despite the complexity of the life-scaling procedure, produced the best-calibrated

prior across all four evaluation dimensions passing all prior-data conflict checks,

yielding the narrowest posterior credible intervals, and producing the closest RUL

estimates consistent with the recommendation of Mikkola et al. (2024) that model-

agnostic, multi-source elicitation methods are needed for practical impact.
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6.2 Mapping to the Prior Elicitation Hypercube

Table 6.1 positions the three elicitation strategies within the Mikkola et al. (2024)

hypercube framework.

Table 6.1 Mapping of the three elicitation strategies to the Mikkola et al. (2024) prior
elicitation hypercube.

Dimension M1 M2 M3

D1: Prior type Parametric, uni-

variate

Parametric, uni-

variate

Parametric, uni-

variate

D2: Model de-

pendence

Model-specific

(Weibull)

Model-specific

(Weibull)

Weakly model-

agnostic

D3: Elicitation

space

Parameter (β, η) Parameter (β, η) Parameter (β, η)

D4: Elicitation

model

Fitting approach Supra-Bayesian Default / refer-

ence

D5: Computa-

tion

Analytical (closed

form)

Conjugate + grid

update

None required

D6: Expert in-

teraction

One-shot (cata-

logue)

Iterative (multi-

source)

One-shot (con-

vention)

D7: Expert ca-

pability

Engineering

knowledge

Engineering +

statistical

Minimal required

The fitting approach (M1) operates entirely in the parameter space (D3) using

a one-shot interaction with the catalogue (D6), requiring only engineering knowl-

edge of bearing life formulas (D7). The supra-Bayesian approach (M2) extends this

by treating elicitation as a formal Bayesian inference problem (D4), incorporating

multiple heterogeneous sources through sequential updating (D6) and requiring sta-

tistical knowledge to set noise parameters and perform the precision-weighted syn-

thesis (D7). M3 requires neither domain knowledge nor expert interaction, making

it accessible but potentially wasteful of available prior information.

6.3 Why All Models Overestimate RUL

The systematic RUL overestimation by all three models is a direct consequence

of the paradigmatic difference between population-level reliability modelling and

degradation-trajectory modelling. The conditional survival function in Equation ( 5.1)

conditions only on the fact that the bearing has survived to time t∗, but it does not

condition on the observed kurtosis signal, the rate of degradation, or any current

health state indicator. The model asks: “Given a randomly selected bearing from
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this population that has survived to time t∗, how much longer will it survive?”, not

“Given that this specific bearing’s kurtosis is currently elevated at this level and

rising, how much longer will it survive?”

Although the IMS readme describes the experiment as a “test-to-failure” cam-

paign, it is ambiguously documented whether this represents catastrophic mechani-

cal failure or a researcher-determined stopping point after fault signatures reached

a critical level. For S1 B3 and S1 B4, it is therefore possible that the true RUL

values of 86.6 h and 160.6 h are lower bounds on actual remaining useful life rather

than exact failure times, and the model predictions of 202 h (M2) and 281 h (M1)

for S1 B3 may not be physically implausible in that context. S2 B1 presents a con-

trasting case: the outer race failure mode is abrupt and the 2.8 h gap between onset

and test end strongly suggests the bearing was at or very near catastrophic failure

at tend = 163.8 h, making the ground truth a reliable reference for that bearing.

The S2 B1 result makes the paradigmatic limitation most vividly apparent.

Kurtosis-based onset was identified at t∗ = 161 h, only 2.8 h before the test end

time of 163.8 h, yet all three models predict a median residual life of 543–689 h.

This is not a failure of the parameter estimates: the population model correctly

learns that bearings of this type typically survive several hundred hours after onset.

What it cannot know is that for this specific bearing, the kurtosis rose only at the

very moment of catastrophic outer race failure, leaving essentially no measurable

RUL. The model’s prediction is correct in a population sense that the average bear-

ing with these parameters does survive much longer after onset, but deeply wrong

in an individual sense. This distinction is fundamental to the thesis contribution:

the population-level model with elicited priors is a tool for characterising fleet-level

reliability, not for real-time individual prognostics.

The dominant approach in the IMS bearing RUL literature is the Weibull Pro-

portional Hazards Model (WPHM), which addresses the trajectory conditioning

limitation by expressing the Weibull scale parameter as a function of time-varying

health covariates such as RMS or kurtosis:

η(t) = η0 · exp
(
γ1x1(t) + γ2x2(t) + · · ·

)
, (6.1)

allowing the hazard rate to respond in real time to the observed degradation signal.

The population-level Weibull model used in this thesis cannot do this: its parameters

are fixed at inference time and do not update with the observed signal trajectory.

This is not a flaw in the thesis contribution, but it is the intended scope, which

focuses on the elicitation methodology rather than on developing a new prognostics

algorithm. Crucially, the elicitation framework developed here transfers directly

to the WPHM setting: the same catalogue-derived and supra-Bayesian procedures
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could be applied to elicit informative priors for β and the baseline scale η0, while

γ1, γ2, . . . would be estimated from the observed degradation trajectories. Extending

to a Bayesian WPHM in this way is identified as the primary direction for future

work.

6.4 Limitations

The following limitations of this work should be acknowledged.

Small failure count. Only three failure observations and five censored observa-

tions provide limited statistical power for model discrimination. The posterior is

sensitive to prior choice precisely because the likelihood from three failures cannot

overwhelm the prior information. Under Bayesian asymptotics, the likelihood domi-

nates as n → ∞; with n = 3 failures, the prior can account for a substantial fraction

of the posterior. This is simultaneously a limitation of this specific study and the

primary motivation for it: principled prior elicitation adds the most value in ex-

actly this data-scarce regime, which is the typical condition in industrial reliability

practice.

Onset time subjectivity. Failure onset times were assigned by expert visual

inspection of the kurtosis trajectories, introducing subjectivity. Automated detec-

tion methods such as, including threshold crossing on the smoothed kurtosis and

change-point detection algorithms were evaluated but found inconsistent across the

three heterogeneous failure modes. The visual inspection procedure is defensible

and common in the literature, but different analysts might assign slightly different

onset times, introducing an unquantified source of variation.

Test end time ambiguity. The IMS readme describes the experiment as a “test-

to-failure” campaign, but it is ambiguously documented whether the test end time

tend represents catastrophic mechanical failure or a researcher-determined stopping

point after fault signatures reached a critical level. For S1 B3 and S1 B4, the true

RUL values of 86.6 h and 160.6 h should therefore be interpreted as lower bounds

on actual remaining useful life rather than exact failure times. S2 B1, where the

outer race failure is abrupt and the test ended 2.8 h after onset, is a more reliable

ground truth.

Pronostia life-scaling assumptions. The M2 elicitation scales Pronostia bear-

ing lifetimes to IMS conditions using the Lundberg-Palmgren load-life proportion-

ality (Section 3.4.2). This assumes that the ratio of observed lifetimes between the
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SKF 7005C (ball bearing) and the Rexnord ZA-2115 (roller bearing) scales pro-

portionally to their theoretical L10 life ratio. This is an assumption that holds

exactly under idealised conditions but is approximate in practice due to differences

in bearing geometry, material, lubrication regime, and failure mechanism. The noise

parameter σe,P,η = 1.0 explicitly acknowledges this uncertainty, but it may not fully

capture the cross-bearing-type transfer error.

Population-level paradigm. The conditional RUL computation does not condi-

tion on the observed kurtosis degradation trajectory, but only on the fact that the

bearing has survived to time t∗. This is the primary driver of systematic RUL over-

estimation across all three models and is inherent to the population-level paradigm

rather than a deficiency of the elicitation methodology. This limitation is discussed

in detail in Section 6.3.

MCMC geometry. All three models exhibit divergent transitions (M1: 293, M2: 101,

M3: 771), concentrated in the spread parameter dimensions σβ and ση. This is con-

sistent with the known funnel geometry of hierarchical posteriors where the group-

level spread and individual-level parameters are strongly correlated under the cen-

tred parameterisation. Despite passing R̂ < 1.01 and ESS > 400 diagnostics for all

population-level parameters, the tails of σβ and ση may be underexplored, poten-

tially underestimating between-bearing variability.

6.5 Future Work

Three directions for future work are identified. First, incorporating the kurtosis

degradation trajectory as a time-varying covariate in a Bayesian WPHM would

directly address the RUL overestimation problem identified in Section 6.3; the prior

elicitation methodology developed here for β and η0 could be applied directly to

the WPHM baseline hazard. Second, a stronger non-centred reparameterisation of

prior on the spread parameters σβ and ση would reduce MCMC divergences and

improve exploration of the hierarchical posterior tails (Gelman et al. 2013). Third,

extending the supra-Bayesian synthesis of additional information sources, including

interactive expert elicitation of the kind envisioned by Mikkola et al. (2024) would

further validate the elicitation methodology and address the D6 (expert interaction)

and D7 (expert capability) dimensions of the hypercube that this thesis leaves largely

unexplored.
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7 Conclusions

This thesis has developed and compared three methodologically distinct approaches

to Bayesian prior elicitation for a hierarchical Weibull reliability model applied to

IMS bearing run-to-failure data. The central finding is that prior elicitation

methodology has a measurable and practically significant effect on poste-

rior uncertainty, demonstrated across four complementary evaluation dimensions:

prior predictive conflict checks, posterior credible interval widths, prior-to-posterior

shifts, and RUL prediction accuracy against ground truth.

The supra-Bayesian model M2, which formally synthesises Rexnord catalogue

data with life-scaled Pronostia experimental data through sequential Bayesian up-

dating, is the only model that passes all three prior-data conflict checks, achieves the

narrowest posterior credible intervals (95% HDI width for µη: 764 h vs. 2,375 h for

M3, a 3.1-fold difference), and produces the closest median RUL estimates for both

failed Test 1 bearings. A critical implementation detail the 15% load rating reduc-

tion mandated by the Rexnord catalogue for 2000-series setscrew-mount bearings

reduces the catalogue-implied characteristic life from 3,086 h to 1,795 h, highlighting

the importance of careful catalogue reading in engineering prior elicitation.

The thesis makes four concrete contributions to the prior elicitation literature

in reliability engineering. First, it applies the Mikkola et al. (2024) elicitation hy-

percube as an organising framework for bearing reliability priors, demonstrating its

practical utility in a non-trivial engineering context. Second, it provides a detailed,

reproducible procedure for deriving informative Weibull priors from catalogue data

using the ISO 281 life equation with documented bearing-type corrections. Third,

it implements and applies the supra-Bayesian elicitation procedure for combining

heterogeneous information sources manufacturer specifications and independent ex-

perimental data with explicit uncertainty quantification via per-source noise param-

eters. Fourth, it clearly positions the population-level Bayesian reliability modelling

paradigm relative to the degradation-trajectory approaches dominant in the bearing

prognostics literature, identifying the paradigmatic difference as the primary driver

of systematic RUL overestimation and providing a concrete research direction for

future work.
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APPENDIX A. Rexnord ZA-2115 Bearing

Specifications and Catalogue Correction

Table 1 reproduces the key Rexnord ZA-2115 specifications from the catalogue

(Rexnord Industries, LLC 2020), Table 2, Engineering Section (p. 19, Size Code 6).

The 15% load rating correction is applied as described in Section 3.3.1.

Table 1 Rexnord ZA-2115 bearing specifications and corrected load ratings.

Parameter Imperial SI

Pitch diameter 2.815 in 71.5 mm

Rolling element diameter 0.331 in 8.4 mm

Rolling elements per row 16 16

Contact angle 15.17° 15.17°
Tabulated dynamic load rating Ctable 28,890 lbs 128,509 N

Corrected dynamic load rating Cadj (15% reduction) 24,557 lbs 109,233 N

Static load rating C0 24,557 lbs 109,233 N

Max speed (K seal, commercial shafting) 2,800 RPM 2,800 RPM

IMS operating load P 6,000 lbs 26,689 N

Load ratio Cadj/P 4.093 4.093

Corrected L10 life at 2,000 RPM 913 h

Implied η̂ (at β = 10/3) 1,795 h
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APPENDIX B. MCMC Diagnostics

Figures 1– 4 present the MCMC trace plots for the four population-level parameters

(µβ, µη, σβ, ση) across all three models. Each figure shows the marginal posterior

KDE (left panels) and the sample trace over the 2,000 post-warm-up draws for each

of the 4 chains (right panels). Black tick marks on the KDE plots indicate divergent

transitions.

Figure 1 Trace plots for M1 (Fitting approach, Rexnord catalogue prior). The µβ trace
mixes well with all four chains overlapping. The µη posterior is centred around 600–1,000 h
with occasional excursions to 2,000 h. Both σβ and ση show diffuse marginal posteriors
concentrated near zero, consistent with partial pooling in a small dataset. Divergent tran-
sitions (grey ticks) are visible primarily in the ση dimension.
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Figure 2 Trace plots for the population-level parameters across all three models com-
bined, showing µk (shape), σk (shape spread), µlam (scale), and σlam (scale spread). The
right-hand traces show good mixing overall for µk and µlam, but σlam exhibits a wide and
somewhat diffuse posterior, reflecting the limited ability of 8 observations to tightly identify
the between-bearing spread. Divergent transitions (black ticks on KDE) are concentrated
in the σlam dimension, consistent with the known funnel geometry of hierarchical models.
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Figure 3 Trace plots for M2 (Supra-Bayesian approach). The µβ trace shows tight mixing
between 1.5 and 4, consistent with the narrow M2 prior. The µη posterior concentrates
more tightly (500–1,500 h) than M1, reflecting the better-calibrated prior. σβ and ση show
similar diffuse near-zero posteriors to M1. M2 has the fewest divergent transitions (101)
of the three models, consistent with its better-regularised geometry.
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Figure 4 Trace plots for M3 (Weakly Informative Reference prior). The µβ posterior is
broad (0–7), reflecting the vague Gam(2, 1) prior and the limited data available to constrain
the shape. The µη posterior spans a wide range (0–2,500 h). M3 exhibits the most divergent
transitions (771), concentrated in the σβ and ση dimensions, consistent with the vague
prior allowing the sampler to explore a larger and geometrically more challenging posterior
surface.
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