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In August 2025, NIST finalized Special Publication 800-232, standardizing the Ascon family of
lightweight cryptographic algorithms for constrained devices. Ascon-AEAD128, the
authenticated-encryption algorithm evaluated in this thesis, is built around a compact 320-bit
permutation that uses Boolean operations and word rotations instead of lookup tables or modular
arithmetic. On 32-bit RV32IMAC hardware such as the Espressif ESP32-C6, Ascon's 64-bit
rotations must be synthesized from several 32-bit shift and combine instructions. This cost
appears repeatedly inside the eight-round Ascon-p[8] permutation used during message
processing and motivates the even-odd bit-interleaving approach studied in this work.

This thesis investigates Even-Odd (EO) bit interleaving as a practical optimization technique
for Ascon-AEAD128 on the ESP32-C6. EO interleaving splits each 64-bit Ascon state word into
two 32-bit halves: one containing all even-position bits and the other containing all odd-position
bits. This representation changes each 64-bit rotation into two independent 32-bit rotations,
reducing cross-word dependencies in the linear diffusion layer. The final implementation
combines a hand-written RISC-V assembly permutation core, split byte-to-EO conversion
macros, a fused standard-byte AEAD fast path for the measured benchmark shape, instruction-
RAM placement for the hot assembly loop, and a 17-instruction rotated-output S-box network that
restores the normal EO state mapping after every round. A native EO pipeline is also implemented
as a non-standard measurement variant to isolate the cost of representation conversion.

The final EO assembly permutation achieves 950.32 cycles per P8 invocation on the physical
ESP32-C6, improving on the optimized C baseline at 1304.51 cycles by 27.15 percent. At the
inner-loop level, this corresponds to a static round-body count of 912 instructions per P8 (8 x 114
instructions per round), 4 instructions per round below the closest related hand-written RISC-V
assembly result by Jellema [16], whose reported 118 cycles per round (944 cycles per P8 inner
loop) correspond to approximately the same number of inner-loop instructions on the in-order
RV32IMAC pipeline. To the best of our knowledge, this is the first reported Ascon-p[8] inner loop
on RV32IMAC to drop below Jellema’s reported 944-cycle P8-equivalent inner-loop result at the
static instruction-count level. At the complete standard byte-oriented AEAD interface, the final
EO-ASM implementation reaches 77.92 cycles per byte for 1024-byte encryption and 78.18
cycles per byte for 1024-byte decryption. These results outperform the measured OPT32 C
baseline at 79.97 and 79.44 cycles per byte respectively, answering the central practical question
of the thesis positively. The native EO experiment reaches 65.09 cycles per byte at 1024 bytes,
showing that representation conversion remains the main residual overhead even after the full
optimization chain. All 81 edge-case correctness tests pass, the tag-tamper test rejects modified
authentication tags, and the implementation is verified byte-for-byte against the official Ascon
reference C implementation using fixed test inputs.

Keywords: Ascon, AEAD, lightweight cryptography, RISC-V, RV32IMAC, ESP32-C6, even-odd
bit interleaving, assembly optimization, S-box optimization, timing-constant implementation, Zkt
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1. INTRODUCTION

This chapter introduces the main background and scope of this thesis. It first explains
why the Even-Odd bit interleaving assembly implementation method is relevant for
RV32IMAC processors by connecting loT security requirements, NIST's selection of
Ascon, and the cost of 64-bit rotations on a 32-bit platform. It then defines the scope of
the work, including what is covered and what remains outside the thesis. Finally, it
presents four research questions, summarizes the main contributions, and outlines the

structure of the remaining chapters.

1.1 Motivation and Background

Many loT devices now perform tasks that previously did not involve computation.
Examples include industrial sensors, smart meters, medical monitoring devices, access-
control tokens, and vehicle-tracking units. The number of connected devices is expected
to rise quickly, with many of them using low-cost microcontrollers that have limited
processing power, memory, and energy supply [1, 2, 3]. At the same time, these devices
may handle sensitive or safety-critical data, such as medical instructions, authentication
credentials, or industrial measurements. If such data is modified, leaked, or forged, the
result may be more serious than a privacy violation. It may also create safety risks or
disrupt critical infrastructure [4]. For this reason, cryptographic protection is an essential

requirement for secure loT deployment [64].

AEAD is therefore widely used as a standard interface for secure communication
because it provides encryption and authentication in a single operation. In this thesis,
AEAD is treated as the deployable byte-oriented primitive used by the Ascon reference
interface, so both performance and correctness are evaluated at the complete

encryption/decryption interface rather than only at the permutation level [5, 6, 65].

AES-128-GCM is the AEAD workhorse in conventional computing [8]. Its dominance
rests on hardware acceleration: Intel AES-NI, ARM Crypto Extensions, and vendor-
specific accelerators can reduce AES cost substantially on supported platforms. Many
constrained deployments either lack an efficient AEAD hardware path or use library
interfaces whose setup cost is visible for short packets. Where AES and GCM fall back
to software, table-based AES and finite-field multiplication can be expensive on small

32-bit cores and may introduce timing risks if secret-indexed lookup tables are used [9,



10, 57, 59, 63, 67]. Measurements in this thesis record the mbedTLS AES-128-GCM
backend at 86.52 cpb for 1024-byte messages on the ESP32-C6; this number is used
only as an implementation-level comparison point, not as a claim about all AES-GCM

deployments.

NIST's response was to launch a formal competition in 2018 for an algorithm designed
around constrained hardware rather than retrofit onto it [11]. Over the following five
years, 57 candidates were submitted and put through two public evaluation rounds in
which cryptanalysts worldwide probed each candidate for weaknesses and platform
implementers measured its throughput on 8-bit, 32-bit, and 64-bit targets. Ten finalists
emerged in March 2021 [12]. In February 2023 NIST named Ascon the sole winner,
giving three reasons: an unblemished security record stretching back to the 2014
CAESAR competition, a compact versatile design, and consistently competitive software
performance [13]. Final standardization came in August 2025 as NIST SP 800-232 [14].

Ascon-AEAD128 is built around a 320-bit sponge state processed by an iterated
permutation that uses only XOR, AND, NOT, and word rotations - no lookup tables, no
modular arithmetic. Full inter-word diffusion requires several rounds; eight rounds protect
message-block processing in Ascon-p[8], while twelve rounds protect key and nonce
processing during initialization and finalization in Ascon-p[12] [22, 23]. On a 64-bit
processor, the rotations used in Ascon's linear diffusion layer can usually be executed
directly as single word-rotation instructions. The ESP32-C6, however, uses a 32-bit
RV32IMAC core, so each 64-bit state word has to be handled as two 32-bit halves. As a
result, one 64-bit rotation must be emulated with several 32-bit shift and OR instructions.
Since Ascon applies ten such rotations in every round and P8 uses eight rounds for each

message block, this cost becomes a major part of the total execution time [22, 62].

Even-Odd (EO) bit interleaving is a representation method used in symmetric
cryptographic software to make certain word-level operations more efficient on 32-bit
processors. Bernstein and Schwabe described this approach in their work on AES
software optimization [15]. The technique works by splitting each 64-bit state lane into
two 32-bit integers: the even half collects all bits at even positions and the odd half
collects all bits at odd positions. In this representation, each Ascon rotation decomposes
into independent 32-bit rotations. The price of EO representation is the cost of converting
standard byte-oriented input and output into and out of EO form. A major part of this
thesis is therefore not only the EO permutation itself, but also the engineering work
needed to reduce this conversion overhead enough for the full standard AEAD function

to outperform the optimized C baseline.



Despite its appealing properties, a complete EO bit-interleaved Ascon-AEAD128
implementation with full hardware-measured evaluation on a production RISC-V loT
device has not been previously reported. The closest prior work is a 2019 bachelor's
thesis by Jellema at Radboud University [16], which optimized Ascon on a physical
SiFive HiFive1 board using a conventional high/low 32-bit split. Jellema's work is
important because it showed the value of a 17-instruction S-box and careful RISC-V
assembly scheduling, but it did not implement a full standard byte-oriented AEAD
pipeline with EO conversion, fused conversion macros, or a native EO bottleneck-
isolation experiment. The present thesis combines these missing pieces on the ESP32-
C6 and shows that, after the final optimization chain, EO interleaving can beat OPT32
not only at the core level but also at the deployable AEAD interface. At the permutation
inner-loop level, the final implementation also reduces the per-round instruction count to
114, which on the in-order RV32IMAC pipeline corresponds to approximately the same
number of cycles as Jellema's reported 118 cycles per round. This is the first reported
Ascon-p[8] inner loop on RV32IMAC to drop below the 944-cycle Jellema barrier at the

static instruction-count level.

1.2 Scope and Goals of the Thesis

This thesis studies Even-Odd bit interleaving from two sides: first as a representation
technique for the Ascon permutation, and then as a practical implementation method for
RISC-V assembly. The implementation is developed and tested on the ESP32-C6
development board, which provides a real RV32IMAC IoT platform running at 160 MHz.
The work focuses only on software optimization. Hardware designs for ASICs or FPGAs,
post-quantum cryptographic schemes, and formal security proofs are not covered in this
thesis [22, 26].

The goals of the thesis are listed below. Each goal is linked to one or more of the

research questions in Section 1.3.

¢ Implement the Ascon permutation core and performance-critical AEAD full-block
processing in hand-written RISC-V RV32IMAC assembly within a complete
Cl/assembly Ascon-AEAD128 implementation. The C driver handles key setup,
initialization orchestration, message partial blocks, finalization, and tag
extraction/verification, while the EO assembly routines implement the
permutation core, associated-data processing, and full-block message

encryption/decryption loops.



¢ Design and implement an experimental native EO pipeline variant of the AEAD
encryption function that eliminates byte-to-EO conversion overhead from the hot

path, in order to precisely isolate and quantify the conversion bottleneck.

e Verify correctness of all implementations against the official Ascon reference C
implementation using fixed test inputs and across a comprehensive 81-case
edge-case matrix covering message and associated data lengths from zero to 32

bytes.

o Benchmark all implementations on the physical ESP32-C6 hardware at 160 MHz,
using the ESP32 micros() hardware microsecond timer converted to cycle
estimates with F_CPU = 160 MHz, and compare against the reference C,
optimized C (OPT32), AES-128-GCM (mbedTLS), and EO core-only baselines.

¢ Analyse the timing-constant properties and side-channel-security scope of the
implementation with reference to the RISC-V Zkt data-independent execution

latency subset specification.

¢ Identify the remaining representation-conversion cost after the final optimized
implementation and analyse how the RISC-V Zbkb extension could further

reduce this overhead beyond the measured standard-byte AEAD result.

The implementation is designed to avoid timing leakage from secret-dependent
branches, secret-dependent memory accesses, and lookup tables. However, masking,
shuffling, power-analysis hardening, electromagnetic leakage evaluation, and
interoperability testing with external devices are outside the scope of this work and are

identified as future work.

1.3 Research Questions

Four research questions delimit the empirical scope of the thesis and ensure that each
hardware measurement can be mapped to a specific claim. The questions progress from
the permutation level (RQ1) to the full AEAD API level (RQ2), the bottleneck identification
(RQ3), and the architectural path forward (RQ4). Table 1.1 states each question formally

alongside the technical uncertainty that motivated its inclusion.



Table 1.1. Research questions and the technical reason for including each question.

ID Research Question Motivation

Establishes whether
the EO technique
delivers a measurable
and reproducible
permutation-level
benefit on real silicon.

How much does EO bit interleaving reduce the cycle
RQ1 count of the Ascon P8 permutation on RV32IMAC
compared with the strongest optimized C baseline?

Does the full EO-interleaved Ascon-AEAD128 Determines the
implementation - using the standard byte-oriented API practical utility of the
RQ2 with COMPACT and EXPAND conversion at the EO approach at the
boundary - improve throughput relative to the best level of a deployable
available C baseline? AEAD function.

Identifies and
measures the limiting
factor, enabling data-
driven
recommendations for
hardware and software
design.

What is the primary bottleneck preventing the full EO
AEAD from realizing the permutation-level gains at the
API level, and can this bottleneck be precisely quantified
by experiment?

RQ3

Guides future RISC-V
optimization using the
measured conversion
bottleneck to identify
the architectural
extension (Zbkb) that
would close the
performance gap at
the standard API
boundary.

What RISC-V architectural extensions or implementation
RQ4 approaches would allow the full EO AEAD to surpass the
C baseline on future hardware?

1.4 Contributions

This thesis contributes to lightweight cryptographic implementation in four main ways.
Each contribution is linked to one or more research questions, as summarized in Table
1.2.

Table 1.2. Contributions and research-question mapping.

RQ Contribution

A hand-written RISC-V assembly implementation of the Ascon EO permutation
achieving 950.32 cycles per P8 - a 27.15% improvement over the OPT32 C baseline
at 1304.51 cycles. The static round-body count of 114 instructions per round (912
RQ1 | instructions per P8) is 4 instructions per round below Jellema's [16] reported 118-
cycle high/low ASM inner loop. To the best of our knowledge, this is the first reported
Ascon-p[8] inner loop on RV32IMAC whose static instruction count drops below
Jellema's reported 944-cycle inner-loop barrier.

A complete, empirically validated EO C/assembly AEAD implementation that keeps
RQ2 | the standard byte-oriented Ascon-AEAD128 APl while using fused RISC-V
assembly for the measured public benchmark case. The final implementation




reaches 77.92 cpb for 1024-byte encryption and 78.18 cpb for 1024-byte decryption,
outperforming OPT32 C at 79.97 and 79.44 cpb respectively.

A native EO pipeline experiment achieving 65.09 cpb at 1024 bytes. Comparing the
RQ3 | standard EO-ASM result with Native EO isolates the residual standard-format
overhead at 12.83 cpb, or approximately 13,138 cycles per 1024-byte message.

An instruction-level analysis showing that Zbkb zip/unzip instructions remain
relevant after the final EO-ASM result: the implementation already surpasses
OPT32 on RV32IMAC, and Zbkb could further reduce the residual byte-to-EO and
EO-to-byte conversion cost toward the Native EO lower bound.

RQ4

1.5 Structure of the Thesis

Chapter 2 provides the theoretical background covering loT security, the Ascon
algorithm, the RISC-V architecture, and Even-Odd bit interleaving. Chapter 3 reviews
related literature and describes the implementation methodology. Chapter 4 presents the
complete EO assembly implementation. Chapter 5 presents the experimental results,
and Chapter 6 discusses their implications. Chapter 7 summarizes the main findings and

concludes the thesis.



2. BACKGROUND

This chapter introduces the background needed to understand the implementation and
evaluation in this thesis. It covers the main ideas from loT security, lightweight
cryptography, Ascon, RISC-V, and EO bit interleaving. The explanations start from the
basic concepts and then move toward the technical details used later in the

implementation chapter.

The chapter is organized as follows. Section 2.1 explains why constrained loT devices
need lightweight cryptographic algorithms. Section 2.2 summarizes the NIST lightweight
cryptography standardization process and the selection of Ascon. Section 2.3 describes
the Ascon state, AEAD operation, round function, and permutation structure. Section 2.4
introduces the RISC-V architecture and the ESP32-C6 platform. Section 2.5 explains EO
bit interleaving and its effect on 64-bit rotations. Section 2.6 discusses the RISC-V
extensions Zbb, Zbkb, and Zkt, which are relevant to the implementation choices and

performance projections.

2.1 loT Security and the Need for Lightweight Cryptography

The loT ecosystem is characterized by a tension between growing security requirements
and stable or shrinking hardware budgets. As loT deployments increasingly enter safety-
critical domains - autonomous vehicle infrastructure, industrial control systems, remote
medical monitoring, and critical utility metering - the consequences of security failures
escalate from inconvenience to physical harm or economic disruption [4, 17]. At the same
time, the economics of large-scale 10T deployment impose strict unit cost targets that
preclude the addition of dedicated hardware security elements in the majority of devices.
The result is a large and growing population of devices that must implement strong
cryptographic security in software on resource-constrained general-purpose
microcontrollers [4, 17, 50, 64].

The constraints on loT microcontrollers are multi-dimensional. Computational constraints
include clock frequencies in the range of 8-200 MHz, 8-bit or 32-bit data paths, and
limited hardware arithmetic support (no floating-point, no SIMD, no hardware
cryptography in the low-cost tier). Memory constraints include program flash in the range
of 32-512 KB and data SRAM in the range of 2-64 KB. Energy constraints are often the
binding limitation for battery-powered devices, where a single AA cell must power months

or years of intermittent wireless communication. Finally, physical security is also a



concern in deployments where attackers may have direct access to the device,
motivating implementations that resist timing and power side-channel attacks [7, 18, 19,
58].

These constraints severely limit the applicability of conventional cryptographic
standards. AES-128-GCM, despite its security strength and widespread deployment in
conventional computing, requires either hardware acceleration or expensive software
lookup tables for the SubBytes step. Without hardware AES support, a software AES-
128-GCM implementation on a 32-bit ARM Cortex-M0O or RISC-V core consumes
approximately 100-200 cycles per byte [10, 19], and the GCM multiplication over
GF(2"28) adds further cost. SHA-256, used for HMAC-based authentication, is similarly
expensive on constrained hardware. In loT settings where messages are short,
transmissions are frequent, and devices often run on batteries, such per-byte overhead

can lead to higher energy use and increased latency.

Lightweight cryptography focuses on algorithms that can run efficiently on small devices
with limited memory, energy, and processing power [20, 21]. The main idea is not to take
a heavy algorithm and force it onto a small device, but to design the algorithm with
constrained hardware in mind from the beginning. Such designs usually try to keep the
state small, reduce the number of instructions per round, keep the code compact, and
avoid lookup tables where possible. Over the years, several lightweight designs have
been proposed, including block ciphers such as PRESENT, SIMON, SPECK, and LED;
stream ciphers such as Grain and Trivium; permutation-based designs such as
Keccak/SHA-3, Gimli, and Xoodoo; and AEAD schemes such as ACORN, MORUS, and
Deoxys-I. The NIST LWC competition provided a formal way to compare these designs

and led to the standardization of a lightweight cryptographic algorithm [25, 46, 51, 65].

2.2 NIST Lightweight Cryptography Standardization

NIST began the Lightweight Cryptography Standardization Process in 2015 by collecting
requirements and candidate proposals. The competition itself started in 2018 [11]. The
process was needed because widely used algorithms such as AES and SHA-2/3 are
secure, but they can be too costly for very small 10T devices. NIST therefore provided a

public process for comparing lightweight alternatives under common criteria [10, 11].

The candidates were evaluated from several angles. Security was assessed through
open cryptanalysis by the research community over a period of years. Performance was
studied in both hardware and software, including ASIC area, FPGA resource use, and

cycles per byte on embedded processors such as 8-bit AVR, 32-bit ARM Cortex-M, and



64-bit x86_64 platforms. Flexibility was evaluated by considering how well each
candidate could adapt to a range of message lengths, associated data requirements,
and security strength levels. Implementation characteristics were evaluated including
side-channel resistance properties, simplicity of implementation, and code size on

constrained platforms [11, 12].

The ten finalists represented diverse design approaches from across the cryptographic
engineering community: Ascon (sponge), GIFT-COFB (tweakable block cipher with
GIFT), Grain-128AEAD (feedback shift-register stream cipher), ISAP (sponge with
leakage-resilience properties), Photon-Beetle (lightweight permutation-based sponge),
Romulus (block cipher with tweakable modes), Sparkle (ARX permutation), TinyJambu
(feedback shift register), WAGE (Galois-field construction), and Xoodyak (duplex
construction). Ascon's selection over these nine alternatives was grounded in an
unblemished nine-year public cryptanalysis record dating to its 2014 CAESAR
submission, together with its measured performance advantage on both ultra-
constrained 8-bit hardware and 32-bit and 64-bit embedded platforms [13, 46, 49, 56].

NIST published the final standard in August 2025 as SP 800-232 [14]. The document
specifies four algorithms sharing a common 320-bit permutation core: Ascon-AEAD128
for authenticated encryption, Ascon-Hash256 for collision-resistant hashing, Ascon-
XOF128 as an extendable output function, and Ascon-CXOF128 as a domain-

customisable XOF. The present thesis is concerned exclusively with Ascon-AEAD128.

2.3 The Ascon Algorithm Family

Before describing Ascon, we introduce the key cryptographic concepts. Cryptography is
the science of protecting information using mathematics. Encryption transforms a
message (plaintext) into unreadable ciphertext using a secret key; only the holder of that
key can recover the original. Authentication ensures integrity - it lets a receiver detect
whether a message was tampered with in transit, using a short cryptographic fingerprint
called a MAC (message authentication code) that can only be produced by someone
who holds the secret key [57, 60, 62, 63].

AEAD combines confidentiality protection and integrity verification in one cryptographic
mechanism. Given a plaintext M, optional metadata AD (authenticated but not
encrypted), key K, and per-encryption nonce N, an AEAD scheme produces ciphertext
C (same length as M) and a short authentication tag T that is unforgeable without K [5,

6, 60, 61, 65]. Verification at the receiver is all-or-nothing: if T checks out, M is accepted;
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otherwise the call returns an error and the caller must reject the output buffer. TLS 1.3,
QUIC, and CoAP all rely on AEAD as their core primitive [7, 50].

AES-128-GCM, built on the Advanced Encryption Standard (AES), is the dominant
AEAD scheme in conventional computing. It is fast on processors with dedicated AES
hardware instructions or accelerators. However, not every constrained deployment
exposes an efficient AES-GCM path to the application, and software AES
implementations can still be expensive on small 32-bit cores, especially when GCM
multiplication is also performed in software. Table-based AES software can additionally
create cache-timing risks if secret-indexed lookup tables are used [9, 10, 57, 59, 63, 67].
This motivates purpose-built lightweight alternatives such as Ascon for software-oriented

constrained devices.

Ascon was developed by Dobraunig, Eichlseder, Mendel, and Schlaffer at Graz
University of Technology and Infineon, and was submitted to the CAESAR competition
in 2014 [22]. Its design keeps the permutation compact by using a small state, simple
Boolean operations, word rotations, and no lookup tables. In Ascon-AEAD128, P12 is
used during initialization and finalization, while P8 is used for message-block processing.
This round structure gives the algorithm a strong security margin against currently known
attacks [22, 23, 56].

2.3.1 Ascon State Structure

Ascon is built around a 320-bit cryptographic permutation. A permutation is a fixed
reversible transformation which can be stated as: for the same input state, it always
produces the same output state, and the process can be inverted. It is not an encryption
function by itself because it does not use a key directly. Instead, in Ascon, the secret key
and nonce are first mixed into the internal state, and the permutation is then applied
repeatedly to that state. The design follows a sponge structure, where data is absorbed
and extracted through the rate part of the state, while the capacity part remains hidden

and provides the security margin [24, 25].

Ascon uses a 320-bit internal state divided into five 64-bit words, denoted from SO to S4.
The permutation updates this full 320 bits as a single unit rather than updating each word
as a separate component. In the AEAD sponge construction, the state has two roles.
The first two words, SO and S1, form the 128-bit rate, which is the part of the state used
for absorbing plaintext and producing ciphertext [24, 25]. S2, S3, and S4 (192 bits) form
the capacity, the region that is never directly exposed to inputs or outputs and whose

secrecy enforces the security guarantee. Figure 2.1 shows this layout.
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Ascon-AEAD128 State Structure

The 320-bit state is divided into a 128-bit rate and a 192-bit capacity.

SO S1 S2 S3 S4
64-bit Rate 64-bit Rate 64-bit Capacity 64-bit Capacity 64-bit Capacity
L J
< > < o
128-bit rate 192-bit capacity
( ) r ) f N
Associated data / Permutation P12 / P8 Ciphertext / tag
message

> | The permutation mixes the —P| Generate the output from the
entire state while preserving rate. Finalization produces

Absorb the 128-bit rate

into SO and S1. . ) i g i
the rate/capacity separation. the 128-bit authentication tag.

\. 4 < 7 \. J

Figure 2.1. Ascon-AEAD128 state structure. The 320-bit state is organized as five
64-bit words with a 128-bit rate and 192-bit capacity.

A practical property of the 320-bit state width is its compatibility with a 32-bit register file:
ten 32-bit registers can hold the entire state. RV32IMAC provides 32 general-purpose
registers, so the permutation can run with the state kept in registers between the initial

load and final store, avoiding intermediate memory round-trips during the round body.

2.3.2 Ascon-AEAD128 Operational Description

At the API boundary, Ascon-AEAD128 accepts a 128-bit key K, a 128-bit nonce N
(unique per encryption under a given key), a plaintext M of any byte length, and an
optional associated data string AD (content authenticated but not encrypted). Two values
are returned: ciphertext C of the same length as M, and a 128-bit authentication tag T
[14]. The tag binds K, N, C, and AD together; a receiver holding K can verify T and, if
verification passes, recover M from C. Any modification of C, AD, or T causes verification
to fail; in this implementation the caller must reject the plaintext buffer whenever the

decryption function returns failure [5].

Internally the algorithm proceeds in four back-to-back stages. Initialization constructs the
320-bit state as the 64-bit IV I 128-bit K II 128-bit N (where IV = 0x00001000808c0001
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encodes the parameter set per NIST SP 800-232), runs P12, then XORs K into capacity
words S3 and S4 so the post-initialization state is jointly determined by key and nonce.
This value matches the IV used by the official Ascon reference C implementation [33] for
Ascon-AEAD128, and decodes to the parameter set k=128 bits, r=128 bits, P_a=12,
P_b=8, taglen=128 bits as specified in NIST SP 800-232 Section 3.3 [14]. Associated
data absorption XORs successive 16-byte AD blocks into the rate (bytes 0-7 into SO, 8-
15 into S1), applies P8 after each block, pads the final partial block with 0x80 then zeros,
and applies a 1-bit domain separator to S4. Message encryption XORs plaintext into the
rate, extracts the corresponding ciphertext, and applies P8. Finalization re-applies K to

the state, runs P12, applies K again, and reads the tag from S3 and S4.

2.3.3 Ascon Round Function and Permutation

Every round in both P8 and P12 passes the full 320-bit state through the same three-
stage pipeline: constant addition (pC), S-box substitution (pS), and linear diffusion (pL).
The three stages supply round uniqueness, nonlinearity, and intra-word diffusion
respectively. Their combined action is illustrated in Figure 2.2. After two rounds, each
output bit depends on every input bit of its word; after additional rounds, that dependence

spreads across all five words via the S-box.

Ascon Round Function

320-bit input state: S0, S1, S2, S3, S4 (five 64-bit words)
rate = SO || S1 (128 bits); capacity = S2 || S3 || S4 (192 bits)
[P s B i =5 ' b " )
pC: constant addition pS: 5-bit S-box substitution pL: linear diffusion
XOR 8-bit round constant ¢ ; Apply bijective 5-bit-to-5-bit Boolean For each word: S; < S; @
into the low byte of state ? S-box to all 64 columns in parallel. > ROR64(S;, 1 ;) @
word S2. No lockup table; XOR, AND, RORG4(S;, r2.;).
All other state words are and NOT only. Rotation pairs for S0-S4:
unchanged. This thesis uses a 17-instruction (19,28), (61,39), (1,6), (10,17), (741).
SBOX32_ROT per 32-bit EO plane.
. J & >
A 4
320-bit output state after one round
The output is fed into the next round: Ascon-p[8] uses 8 rounds; Ascon-p[12] uses 12 rounds.

Each Ascon round applies exactly three stages in sequence: pC — pS — pL. This sequence is iterated 8 times
for Ascon-p[8] and 12 times for Ascon-p[12].

Figure 2.2. Ascon round function. Each round applies constant addition (pC), S-
box substitution (pS), and linear diffusion (pL) in sequence to the 320-bit state,
which consists of five 64-bit words S0-S4.

The constant addition layer pC XORs an 8-bit round-specific constant into the lower byte

of state word S2. NIST SP 800-232 defines twelve round constants constO through
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const11 and specifies that Ascon-p[rnd] uses c_i = const_(12-rnd+i). Therefore, Ascon-
p[12] uses const0 through const11, namely 0xfO, Oxe1, 0xd2, Oxc3, Oxb4, 0xa5, 0x96,
0x87, 0x78, 0x69, Ox5a, and 0x4b, while Ascon-p[8] uses const4 through consti1,
namely Oxb4, 0xa5, 0x96, 0x87, 0x78, 0x69, 0x5a, and 0x4b [14]. The constant addition
breaks the symmetry of repeated identical rounds and prevents slide attacks. In the EO
implementation, each 8-bit constant is represented by precomputed even-half and odd-
half immediates, denoted EIMM and OIMM, and XORed into registers a4 and a5
respectively [22, 23].

The substitution layer pS achieves nonlinearity by processing the full 320-bit state as
sixty-four independent 5-bit columns. Column i is assembled by reading bit i from each
of the five state words in sequence, yielding the 5-bit vector [SO[i], S1[i], S2[i], S3][i], S4[i]].
Each such column passes through the Ascon S-box, which is a bijective 5-to-5-bit
function implemented entirely from XOR, AND, and NOT gates - no lookup table, no
data-dependent memory access. The absence of table lookups is both a security
property (eliminating cache-timing channels) and a performance property (eliminating
memory latency). Because the S-box circuit is Boolean, it can be applied to all 64
columns simultaneously by executing its gates word-wide: a single XOR applied to a pair
of 64-bit state words processes all 64 column pairs in one instruction [22]. The 32-bit EO
assembly implementation of pS used in this thesis evaluates the S-box on each EO plane
in 17 instructions; the macro and its derivation are described in Section 4.3 and Appendix
A.

The diffusion stage pL acts on each of the five words Si through the formula Si <- Si XOR
RORG64(Si, r1i) XOR ROR64(Si, r2i), using rotation pairs (19, 28) for SO, (61, 39) for S1,
(1, 6) for S2, (10, 17) for S3, and (7, 41) for S4. The pL layer provides diffusion inside
each state word by combining the original word with two rotated versions of itself. Across
later rounds, the S-box transfers this mixing between different state words. The rotation
constants are chosen to support strong diffusion while remaining suitable for compact
implementation [22, 23]. Since the ESP32-C6 is a 32-bit platform, every 64-bit rotation
must be synthesized from several 32-bit operations, making pL the main target of the EO

optimization.

The rotation operations in pL are the principal source of inefficiency on 32-bit processors.
Each ROR64(Si, r) on a 32-bit machine must be synthesized from several 32-bit shift,
combine, and XOR operations. In the conventional high/low representation, the two 32-
bit halves interact across the word boundary, introducing cross-word dependencies in
the rotation synthesis. EO interleaving does not reduce the static cost of a ROR64 from

six instructions to fewer instructions by itself: two synthesized ROR32 operations still
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require approximately six shift/or instructions on RV32IMAC without Zbb. Its advantage
is instead that the two ROR32 sequences become independent, eliminating the cross-
word OR dependency and reducing the critical-path depth available to the in-order
pipeline scheduler. With ten ROR64 operations per round and eight rounds per P8, this
dependency reduction becomes the main performance opportunity exploited in this

thesis.

2.4 RISC-V Architecture and the ESP32-C6

A processor executes instructions - operations such as 'add these numbers' or 'load this
value from memory'. An instruction set architecture (ISA) defines the complete
vocabulary of instructions a processor understands. Assembly language is the human-
readable form of machine code: each line is exactly one processor instruction. Writing in
assembly (rather than C or Python) gives complete control over every instruction, which
is essential for extracting maximum performance from a tight cryptographic inner loop -

exactly the use case in this thesis.

RISC-V began as a 2010 UC Berkeley research project aimed at providing an ISA that
any designer could implement without royalties or licensing fees [26, 27, 53].
Governance transferred to the non-profit RISC-V International as the specification
matured. The absence of IP cost has made RISC-V attractive to IoT SoC vendors who
want a capable processor core at commodity price points. The specification defines
compact base ISAs - RV32I for 32-bit processors, RV64I for 64-bit - and a modular menu

of optional extensions that implementors combine into application-specific profiles.

2.4.1 RV32IMAC Instruction Set

The RV32IMAC instruction set profile - the profile implemented by the ESP32-C6 -
combines four components. The base RV32| integer ISA provides a clean RISC design
with 32 general-purpose 32-bit registers (x0 through x31, with x0 hardwired to zero), a
load-store architecture with no implicit memory side-effects in arithmetic instructions, and
a fixed 32-bit instruction encoding. The RISC-V calling convention assigns specific roles
to the 32 registers: ten of them (a0-a7, t3, t4) are caller-saved temporary registers that a
called function may freely clobber without saving, and this property is directly exploited
in the thesis implementation to hold the ten EO state halves across the entire permutation

without save-and-restore overhead [26, 28].

The four components that make up RV32IMAC each address a different requirement.
RV32I provides the base 32-bit integer ISA with 32 registers. M covers hardware multiply

and divide. A supplies synchronisation primitives needed in multi-task or multi-core
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environments. C compresses common instructions to 16 bits, reducing flash occupancy
by a typical 20-25 percent. Both Zbb (rotate instructions) and Zbkb (zip/unzip) are absent;
their absence is the primary motivation for the multi-instruction ROR32 sequences and
the software butterfly conversion layer described in Chapter 4, including the split
COMPACT/EXPAND hot-path macros [26, 28].

Two extensions that are not present in the ESP32-C6 are particularly relevant to this
thesis. The Zbb extension (Bit-manipulation, basic) would add single-instruction 32-bit
rotate operations: ror rd, rs1, rs2 (rotate right by register value) and rori rd, rs1, shamt
(rotate right by immediate). Without Zbb, each ROR32 requires three instructions: srli rd,
rs, shamt; slli t, rs, (32-shamt); or rd, rd, t. The Zbkb extension (Bit-manipulation for
Cryptography) would additionally provide zip and unzip instructions that implement
exactly the butterfly transformation used in EO conversion. These extensions and their

impact on EO performance are analyzed in detail in Section 2.6 and Chapter 6.

2.4.2 ESP32-C6 Platform and Performance Characteristics
Espressif released the ESP32-C6 for volume production in 2023 [28, 29]. The device
packs a single RV32IMAC core at up to 160 MHz, Wi-Fi 6 (IEEE 802.11ax), Bluetooth
LE, and IEEE 802.15.4 radios, together with internal SRAM and ROM in a small loT-
oriented package. This combination of an openly specified processor profile, modern
connectivity, and representative resource constraints makes the ESP32-C6 a sound
evaluation target for embedded cryptographic software. The ESP32-C6 includes
cryptographic hardware accelerators, including AES and SHA [28, 29]. For this thesis,
Ascon and the EO assembly implementation are evaluated as software running on the
general-purpose RV32IMAC core, since no hardware accelerator exists for Ascon. The
AES-128-GCM comparison is reported as an mbedTLS backend measurement from the
benchmark sketch in Appendix B; it is not used as evidence that AES-GCM is inherently
software-only on the ESP32-C6.

The ESP32-C6 uses a vendor-specific embedded RISC-V core. Public Espressif
documentation identifies the ISA profile, clock frequency, and platform features, but it
does not fully specify all instruction-scheduling and forwarding behavior needed for a
formal cycle-accurate pipeline model. For this reason, the implementation treats pipeline
effects empirically: it avoids unnecessary load-use dependencies where possible, keeps
the state in registers, and validates performance claims through hardware
measurements on the physical device, using the ESP32 micros() hardware microsecond

timer converted to cycle estimates at 160 MHz [28, 29, 47].
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Because the ESP32-C6 has no Ascon-specific accelerator, it is an appropriate platform
for measuring pure software Ascon implementations on the general-purpose RV32IMAC
core. All Ascon byte-level and word-level operations in this thesis are performed by
integer ALU instructions, making the measured cycle counts representative of software

Ascon cost on this class of processor.

2.5 Even-0Odd Bit Interleaving

Digital computers store everything as bits - binary digits that are either 0 or 1. Eight bits
form a byte; 32 bits form a word; 64 bits form a double-word. A bitwise rotation shifts all
bits in a word by some number of positions, wrapping bits from one end to the other. On
a 64-bit processor, one instruction handles 64-bit rotations. On a 32-bit processor like
the ESP32-C6, a 64-bit value must be split into two 32-bit halves and the rotation
synthesized from multiple instructions - this is the inefficiency that Even-Odd interleaving
is designed to address [15, 22].

Even-Odd bit interleaving is a technique for representing 64-bit integers as pairs of 32-
bit integers in a way that maps 64-bit rotations to pairs of independent 32-bit rotations.
The technique was originally described by Bernstein and Schwabe for AES software
optimization [15] and is applied to Ascon in this thesis. Figure 2.3 illustrates the splitting

of a 64-bit word x into its even and odd halves [15].

Even-0Odd Bit Interleaving

Each 64-bit ASCON state word x is packed into two 32-bit words: e contains even-indexed bits and o contains odd-indexed bits.
Illustrative bit ordering

(lower 16-bit slice shown;
same mapping extends to 64 bits)

BB [ i |ES :531 [E3 :5lsa IE3 :;fza [ / J( ][/ ]
N NN A B A A

»

even half e EEAEE EEEE

\ i A A ] A 4 A 4 A A \ A
o[7] o[6] o[51 o[l o[3] o[2] o[1] o[0]
odd half o { = x[15] ] [ = x[13] } [ = x[11] } [ = x[9] ] [ = x[7] ] [ = x[5] } = x[3] } [ = x[1] ]

[ Implementation mapping: e[k] = x[2k] and o[k] = x[2k + 1] fork=0..31 }

Why EO helps on a 32-bit RISC-V microcontroller
After packing into e and o, 64-bit ASCON state operations can be implemented as pairs of 32-bit operations.
This matches the optimized EO permutation core and avoids much of the expensive cross-word rotate/shift handling.

Figure 2.3. Even-Odd bit interleaving. A 64-bit value is separated into even and odd
halves, so 64-bit rotations can be expressed as independent 32-bit operations.
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2.5.1 Mathematical Definition of the EO Split

Formally, for a 64-bit value x with bits indexed from O (least significant) to 63 (most
significant), the EO split produces two 32-bit outputs. The even half e is assembled by
extracting every bit of x at an even index: bit k of e equals bit 2k of x, for k running from
0 to 31. The odd half o contains the bits of x at odd positions, so o[k] = x[2k + 1] for k =
0, 1, 2, ..., 31. The two halves together contain all 64 bits of x and span them without
overlap, so x can be recovered exactly by reversing the process: assign x[2k] = e[k] and
X[2k+1] = o[K]. The forward operation is denoted COMPACT and the inverse EXPAND,
and the pair (COMPACT, EXPAND) constitutes a bijection between the set of 64-bit

values and the Cartesian product of two 32-bit values.

2.5.2 Effect of EO Representation on Rotation

The key property that makes EO interleaving useful for Ascon is its interaction with 64-
bit rotation. Consider the 64-bit value y = ROR64(x, r) where r is the rotation amount.
The even and odd halves of y can be expressed entirely in terms of the even and odd

halves of x, without any bits crossing between them.

When the rotation amount r is even, say r = 2s, the even half of ROR64(x, r) is exactly
ROR32(e, s), and the odd half is exactly ROR32(o, s). Both halves rotate by the same
amount s = r/2, and no mixing occurs between them. When the rotation amount r is odd,
say r = 2s+1, the even half of ROR64(x, r) is ROR32(o, s) and the odd half is ROR32(e,
s+1). In this case, the roles of the even and odd halves swap, and the rotation amounts
differ by one, but crucially, the result still involves only independent 32-bit rotations of the

two halves - no bits cross between e and o [15].

This decomposition has an important consequence for implementation. On RV32IMAC
without the Zbb extension, each ROR32(x, s) requires three instructions: srli rd, rs, s; slli
t, rs, 32-s; orrd, rd, t. In a conventional high/low representation, each output half of a 64-
bit rotation is produced by two shifts and one OR, for six 32-bit instructions in total. With
EO interleaving, the same RORG64 effect is achieved by two independent three-
instruction ROR32 sequences, and the elimination of the cross-word OR dependency
allows the processor's in-order pipeline to schedule the two sequences more effectively
[15, 22].

Table 2.1 shows the complete EO rotation decomposition for all ten rotation pairs used
in the Ascon linear diffusion layer, verified against NIST SP 800-232 [14]. Every Ascon
rotation decomposes cleanly into two independent ROR32 operations, confirming that

EO interleaving is perfectly suited to the Ascon linear diffusion layer
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Table 2.1. EO decomposition of all Ascon linear-layer rotations into 32-bit operations.

State Word | Rotationr Parity Even Half Result Odd Half Result
S0 (r1=19) 19 odd ROR32(o, 9) ROR32(e, 10)
S0 (r2=28) 28 even ROR32(e, 14) ROR32(o, 14)
S1(r1=61) 61 odd ROR32(o, 30) ROR32(e, 31)
S1(r2=39) 39 odd ROR32(o, 19) ROR32(e, 20)
S2 (r1=1) 1 odd o (rotation by 0) ROR32(e, 1)
S2 (r2=6) 6 even ROR32(e, 3) ROR32(o, 3)
S3 (r1=10) 10 even ROR32(e, 5) ROR32(o, 5)
S3 (r2=17) 17 odd ROR32(o, 8) ROR32(e, 9)
S4 (r1=7) 7 odd ROR32(o, 3) ROR32(e, 4)
S4 (r2=41) 41 odd ROR32(o, 20) ROR32(e, 21)

2.5.3 The COMPACT and EXPAND Butterfly Network

To obtain the EO pair (e, o) from a standard 64-bit word x, the implementation uses the
COMPACT operation. A butterfly network is a repeated pattern of bit-swapping steps —
like gradually sorting a shuffled deck of cards by repeatedly exchanging pairs of cards
— that progressively rearranges interleaved bits into two cleanly separated groups. This
operation is realized as a five-stage butterfly network, where each stage uses masking,
shifting, and bitwise OR operations to gradually separate interleaved bits into the two 32-
bit EO halves. The five stages use mask values 0x5555555555555555,
0x3333333333333333, 0x0f0fOfOfOfOfOfOf, OxOO0ffOOffOOffOOff, and 0x0000ffffOO0Offff,
corresponding to bit widths 1, 2, 4, 8, and 16. After all five stages, the lower 32 bits of
the result hold the even bits e and the upper 32 bits hold the odd bits o [15].

On RV32IMAC, the conversion must be implemented with ordinary shifts, masks, and
bitwise operations because the processor has no Zbkb zip/unzip instructions. The
general helper path uses a conventional butterfly-style COMPACT/EXPAND conversion,
while the measured message hot path uses split conversion macros that process the
lower and upper 32-bit halves independently before concatenating the resulting even
and odd groups. This split conversion path is used for the final benchmarked EO-ASM

implementation.

The asymptotic cost of COMPACT and EXPAND is independent of the rotation amounts;
the same conversion cost is incurred for each 64-bit word processed regardless of how
many rotations are subsequently applied to it in the EO domain. This means that EO

interleaving is most efficient when the ratio of rotations to conversions is high - exactly
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the situation in Ascon, where the rate words are converted once per 16-byte plaintext
block but the full state undergoes ten word rotations per round, or eighty ROR64
operations across one P8 permutation, before the output is converted back to byte-
oriented form. As a result, conversion between the byte-oriented format and the EO
format becomes a maijor part of the total cost. Measuring this cost accurately is one of

the main contributions of this thesis [15, 22].

2.6 Relevant RISC-V Architectural Extensions

RISC-V supports optional ISA extensions, so a processor can include only the instruction
groups needed for its target use case [26]. Three extensions are important for this thesis.
Zbb and Zbkb are relevant because the ESP32-C6 does not include them, so rotations
and EO conversion must be implemented using several basic instructions. Zkt is relevant
because it defines data-independent instruction timing, which connects directly to the

timing-constant discussion in Chapter 4.

2.6.1 Zbb: Basic Bit-Manipulation Extension

Among the integer bit-manipulation instructions that Zbb adds, the rotate-right family
matters most for EO-interleaved Ascon [30]. The ror instruction performs a variable-shift
rotate-right using a register operand, while rori uses an immediate. On any Zbb-capable
core, each three-instruction ROR32 construction used throughout the EO linear diffusion
macros compresses to one rori. The linear layer would therefore be substantially shorter,
but not reduced to zero because XOR/update instructions and the S2 special case
remain; a reasonable instruction-count estimate is roughly 38-40 linear-layer instructions
per round instead of 78. The ESP32-C6 ships without Zbb, so the three-instruction

synthesis is used everywhere.

2.6.2 Zbkb: Bit-Manipulation for Cryptography

Zbkb builds on Zbb by supplying further instructions whose primary motivation is
cryptographic software [30]. The two entries most relevant here are zip and unzip. The
zip instruction gathers the lower and upper 16-bit fields of a 32-bit source register and
scatters them into the even and odd bit positions of the destination, which is precisely
the final scatter step of an EXPAND reconstruction. The unzip instruction inverts this,
concentrating even-indexed source bits into the low half and odd-indexed bits into the
high half, which is precisely the final gather step of a COMPACT extraction. These two
instructions exist in the specification specifically to accelerate the even-odd interleaving

pattern in symmetric cryptographic code [30, 52].
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With Zbkb available, the five-stage butterfly operations used in COMPACT and EXPAND
can be replaced by zip and unzip instructions plus a small number of ordinary shifts,
masks, and OR operations to assemble the 64-bit EO halves. Per-block conversion is
therefore expected to drop from the current multi-instruction software butterfly layer to a
small low-double-digit sequence. Chapter 6 derives a conservative projected AEAD
throughput from this instruction-count reduction together with the measured conversion

overhead.

2.6.3 Zkt: Data-Independent Execution Latency

The Zkt extension is not a set of new instructions but rather a contract about execution
latency [26, 30]. A processor that attests Zkt compliance guarantees that all instructions
in the Zkt list execute with a latency that is independent of the values of their operands -
a property called data-independent timing or constant-time execution. This property is
required for cryptographic implementations that must resist timing side-channel attacks,
in which an adversary measures precise execution times to infer secret values [26, 30,
32, 63].

The Zkt list includes all basic integer arithmetic and logical instructions (xor, and, or, slli,
srli, add, sub, mv), as well as the compressed forms of these instructions in RVC, and
the Zbb/Zbkb instructions. Notably, the multiply instruction (mul from the M extension) is
not in the Zkt list on all processors, as multiplier implementations sometimes have data-
dependent latency. All instructions used in the EO implementation hot path - xor, and,
or, slli, srli, mv, addi, lw, sw, beqgz - are either in the Zkt list or, in the case of memory
instructions, depend on public addresses. The constant-time audit of the implementation

is presented in detail in Chapter 4.
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3. RELATED WORK AND METHODOLOGY

Prior work divides naturally into four clusters addressed in Sections 3.1-3.4: software
implementations of Ascon, the bit-interleaving and bit-slicing literature, RISC-V
cryptographic engineering, and benchmarking methodology. The chapter closes with
Table 3.2 positioning this thesis against the closest related works and with Section 3.6
documenting the design, verification, and measurement methodology followed
throughout Chapters 4 and 5. Readers primarily interested in the implementation may

read Section 3.5 and Section 3.6 and skip to Chapter 4 without loss of continuity.

3.1 Literature Review Methodology

The literature review was carried out to find work connected to the research questions of
this thesis. The search focused on four areas: Ascon software implementations on
embedded platforms, Even-Odd bit interleaving and bit-slicing methods in symmetric
cryptography, RISC-V cryptographic engineering, and benchmarking methods for
lightweight cryptography. The main sources used were the IEEE Xplore, ACM Digital
Library, SpringerLink, the International Association for Cryptological Research (IACR)
ePrint Archive, the NIST Cryptographic Standards and Guidelines website (NIST CSRC),

and Google Scholar.

The search covered publications from 2007 to 2025. The starting year was chosen to
include early lightweight-cryptography and bitslicing literature that predates the 2009
publication of the Even-Odd interleaving technique used for AES software optimization
[15, 20, 39]. Table 3.1 lists the search strings used for each topic area and the number

of works selected for review [34, 43].

Table 3.1. Literature search terms and selected works used for the review.

Papers

Screened Included

Topic Area Search Strings Used

"Ascon" AND ("implementation" OR
"assembly"” OR "RISC-V" OR "embedded" 62 14
OR "benchmark" OR "lightweight")

Ascon
implementations

("bit interleaving" OR "even-odd" OR
Bit-interleaving / "bitsliced" OR "fixslicing") AND

bit-slicing ("Cryptography" OR "AES" OR "cipher" 48 11
OR "symmetric")
RISC-V ("RISC_VII OR ||RV32") AND 35 9

cryptography ("cryptography" OR "lightweight" OR
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"authenticated encryption" OR "assembly
optimization")

("lightweight cryptography” OR "NIST
LwcC LWC") AND ("benchmark" OR "cycles per
benchmarking byte" OR "throughput") AND ("embedded"
OR "loT" OR "microcontroller")

41 8

Publications were included if they satisfied three criteria: (a) they were peer-reviewed
papers or formally published technical reports, (b) they were directly related to one of the
four topic areas, and (c) they provided enough technical detail to allow comparison with
the implementation and results of this thesis. A publication was excluded if it focused
only on theoretical cryptanalysis without an implementation component, or if it discussed

hardware-only implementation without reporting software performance results.

3.2 Software Implementations of Ascon

The Ascon design team provides a publicly accessible source repository containing
reference implementations, hardware description language cores, and test vectors [33].
For software evaluation, the repository supplies two key implementations: REF C, the
unoptimized reference written for clarity and portability, and OPT32, a 32-bit-optimized
C implementation that hand-unrolls the permutation loop and uses compiler-friendly
constructs to encourage good register usage. These serve as the primary comparison

baselines throughout Chapters 4 and 5.

Jellema conducted the most directly relevant prior work in a 2019 bachelor's thesis at
Radboud University, optimizing Ascon on a physical SiFive HiFive1 development board
(RV32IMAC, ~16 MHz) [16]. His two main contributions were: (1) new Boolean formulas
for the Ascon S-box reducing instruction count from 22 to 17 per 32-bit plane - a saving
of 10 instructions per round across the two-plane evaluation - and (2) an optimized inner-
loop assembly achieving 118 cycles per round and a 29 percent encryption speedup
over the reference C implementation. Jellema used the conventional high/low 32-bit state
split (lower 32 bits in one register, upper 32 bits in another), which is the same
representation used by the OPT32 C baseline [33]. He explicitly considered EO bit
interleaving for the linear diffusion layer but rejected it, concluding that without rotate
instructions the technique offers no advantage. The present thesis revisits this
conclusion: by demonstrating that the benefit comes from dependency elimination rather
than from rotate instructions, it shows that EO interleaving is advantageous even on
processors without rotate support. As reported in Sections 4.5, 5.3, and 6.2, this

translates to a measurable reduction of 4 instructions per round and 32 instructions per
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P8 at the inner-loop level relative to Jellema's high/low result, in addition to the EO-format
conversion benefits that show up at the full-AEAD interface. Jellema's work also did not
implement the full AEAD function at the standard API boundary, and did not include a
conversion-overhead isolation experiment. The present thesis addresses all three gaps
on a production ESP32-C6 at 160 MHz, validated against NIST SP 800-232 [14].

Cheng, Grolischadl, Marshall, Page, and Pham published a detailed study of RISC-V
instruction set extensions for lightweight symmetric cryptography in 2023 [34]. Their work
provides instruction-level analysis and benchmark results for NIST LWC finalists on
RV32 platforms with and without extensions such as Zbb and Zbkb, and includes cpb
figures that serve as reference points for this thesis. Their analysis confirms that EO-
style implementations benefit substantially from the zip/unzip instructions in Zbkb,

directly supporting the projection in Section 6.3 of this thesis.

Hand-optimized assembly for symmetric cryptography on ARM Cortex-M has been
studied extensively. Schwabe and Stoffelen [35] demonstrated on Cortex-M3 and M4
that manually scheduled ARM Thumb assembly can outperform compiler-generated
code for the inner loops of symmetric ciphers - a finding directly relevant to this thesis
since it supports the choice of assembly over C for the EO permutation core. The

hardware side of Ascon is addressed separately in the next paragraph.

Ascon hardware implementations have been thoroughly examined by Grol3, Wenger,
Dobraunig, and Ehrenhéfer [36], who described the side-channel leakage
characteristics, ASIC gate counts, and FPGA resource utilization of various Ascon
hardware designs. While this thesis focuses exclusively on software, the hardware
analysis confirms that the Boolean algebraic structure of the Ascon S-box (XOR, AND,
NOT only) is identical in hardware and software, providing additional confidence that the
bit-sliced S-box implementation used in this thesis produces the same output as the

hardware reference.

3.3 Bit-Interleaving and Bit-Slicing in Cryptographic Software

Bit-slicing is a general technique in cryptographic software in which the data layout is
transposed so that word-level SIMD-like operations can be used to evaluate Boolean
circuits on multiple inputs simultaneously [38, 39]. Biham introduced the technique for
DES implementation in 1997, demonstrating that operating on 32 (or 64) instances of
DES simultaneously in transposed bit layout dramatically reduces the per-block cost on
processors with wide general-purpose registers. Bit-slicing has since been applied to
AES [39], Ascon [22], and many other ciphers.
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EO bit interleaving, as described in Section 2.5, is a specific form of bit-rearrangement
motivated not by multi-instance parallelism but by the rotation structure of a cipher.
Bernstein and Schwabe first described the technique for AES at INDOCRYPT 2008, with
the proceedings published in 2009 [15], showing how bit-level representation changes
can improve symmetric-cipher software on 32-bit processors. The same general idea is
applied here to Ascon, where the EO split maps 64-bit rotations in the linear layer into
independent 32-bit operations. The key insight is that the bit positions in the state can be
renumbered by the EO split so that rotations in the original space correspond to rotations
in the renumbered space with half the amount - and that this restructuring eliminates
cross-word dependencies that prevent efficient instruction scheduling on 32-bit

processors.

Adomnicai and Peyrin developed fixslicing as a structurally different approach to the
same rotation problem [40]. Rather than re-encoding bit positions, fixslicing chooses a
state representation in which the ShiftRows and MixColumns permutations of AES -
which normally require explicit data movement - can be absorbed into the key schedule
or round constants and eliminated from the cipher core entirely. This strategy has proven
effective on ARM Cortex-M processors whose barrel-shifter-augmented data processing
instructions make certain rotation patterns cheap. How fixslicing compares to EO
interleaving on RV32IMAC specifically is not established in the published literature and

represents a natural direction for follow-on work [40, 31].

Kannwischer et al. introduced the pgm4 framework for benchmarking post-quantum
cryptographic implementations on ARM Cortex-M devices [37]. Although pgm4 focuses
on a different platform and algorithm family, its use of cycle-count measurements and

repeated benchmark runs influenced the measurement approach used in Section 3.6.3.

Bit-slicing and related representation techniques are most effective when the processor
word size corresponds to the parallel structure of the cipher, according to surveys of
bitsliced lightweight block-cipher implementations [38, 39]. Since EO is another data-
layout strategy in addition to full bitslicing and fixslicing, this literature helps put EO

interleaving in context [41, 42].

3.4 RISC-V Cryptographic Engineering

Stoffelen studied efficient software implementations of symmetric cryptographic
algorithms on RISC-V in 2019 [43]. The paper gives assembly-level performance

analysis, especially for instruction scheduling and register allocation in several
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symmetric algorithms. One relevant observation is that RISC-V load-use hazards,
caused by the delay between a load instruction and the first dependent use of the loaded
value, can become an important optimization target in code with frequent memory loads.
The paper also notes that RISC-V has 32 general-purpose registers, compared with 16
on ARM Cortex-M, which allows more aggressive register allocation. Both points are

relevant to the implementation choices described in Chapter 4.

The RISC-V scalar AES instruction set extensions paper by Marshall, Newell, Page,
Saarinen, and Wolf [44] is directly relevant here. Although the paper focuses on AES, it
sets out the design rationale for the Zbkb instruction set, including zip and unzip, and
explicitly notes that these instructions were introduced to support even-odd bit
interleaving in software implementations of symmetric ciphers. This makes it the primary
technical reference for the Zbkb projection in Chapter 6, as it confirms that the hardware
designers had exactly the COMPACT and EXPAND use-case in mind when the

instructions were standardised.

The RISC-V scalar cryptography task group later published the specifications for the
Zbb, Zbkb, and Zkt extensions in Version 1.0 of the RISC-V Bit-Manipulation ISA
Extension [30]. This specification is the primary reference for the extension analysis in
Sections 2.6 and 6.3. The specification explicitly notes that the zip and unzip instructions
are motivated by even-odd bit interleaving and provides worked examples of their

application to AES and Ascon-like permutations [30, 52].

The cycles-per-byte metric used throughout this thesis follows the convention
standardised by the FELICS framework of Dinu, Le Corre, Khovratovich, Perrin,
Grof3schadl, and Biryukov [45]. FELICS established that cpb at a fixed associated data
length provides a meaningful cross-platform comparison point for AEAD throughput, and
NIST adopted compatible measurement conventions for the LWC competition. Reporting
cpb at multiple message lengths (Table 5.4) allows a reader to identify initialization-
overhead dominance at short messages versus per-block cost dominance at long

messages.

3.5 Positioning of This Thesis

Table 3.2 summarizes the key technical differentiators of this thesis relative to the most
closely related works. The table shows that while several prior works have addressed
Ascon on RISC-V or representation-level optimization for related ciphers, the reviewed
works do not combine all of the following features: a complete EO assembly

implementation verified on physical ESP32-C6 hardware, a 17-instruction rotated-output
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S-box, split COMPACT/EXPAND conversion in the hot path, a fused full-AEAD fast path,

and a native EO pipeline experiment for bottleneck isolation. The combination of these

contributions constitutes the novelty of this thesis.

Table 3.2. Comparison of this thesis with the closest related works.

Work Target Real Full EO S-box Native Overhead
9 HW pipeline opt. EO exp. quant.
SiFive .
;8'1'%”33’"6] HiFive / Yes SN"Iit()h'gh/ oW | 47 instr. | No No
RV32IMAC P
Cheng et | RV32/RV64 Partial /
al. 2023 extension Partial extension No No No
[34] analysis analysis
Stoffelen | RISC-V
2019 [43] | generic No No No No No
Adomnic
ai & . ARM Cortex- Yes _No (fixslicing No No No
Peyrin M instead)
2021 [40]
This
thesis ESP?’Z_ Yes Yes 17 instr. Yes 205 cyc/blk
(2026) 6 160 MHz residual

3.6 Implementation Methodology

The implementation methodology for this thesis follows the standard practice in applied

cryptographic engineering: design, implement, verify, and measure. Each phase is

described below, along with the specific tools and techniques used.

3.6.1 Implementation Design Approach

The implementation is designed as a set of assembly-language macros and functions

that expose the byte-oriented Ascon AEAD reference C interface used for the benchmark
comparison; the underlying algorithm is defined by NIST SP 800-232 [14]. The API

function signatures used in the implementation are: [14, 61]

int crypto_aead_encrypt(
unsigned char *c, unsigned long long *clen,

const unsigned char *m, unsigned long long mlen,

const unsigned char *ad, unsigned long long adlen,
const unsigned char *nsec, const unsigned char *npub,

const unsigned char *k);

int crypto_aead_decrypt(
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unsigned char *m, unsigned long long *mlen,
unsigned char *nsec, const unsigned char *c,
unsigned long long clen, const unsigned char *ad,

unsigned long long adlen, const unsigned char *npub,
const unsigned char *k);

These functions return 0 on success and -1 on authentication failure (decryption only).
By keeping the standard API, the assembly implementation can replace the reference C
implementation without changing the calling code. This also makes the performance

comparison fair, since both versions are measured through the same interface.

The implementation uses GNU Assembler (gas) syntax and targets the rv32imac_zicsr
instruction set. The permutation core is written in assembly instead of C because the EO
state requires ten 32-bit registers to remain live across several rounds. A compiler may
spill some of these values to the stack, which would introduce extra load and store
instructions that are not visible in the C source but would increase the measured cycle
count. Writing the core manually in assembly gives full control over register assignment
and ensures that each EO state half stays in the intended register throughout the

computation [47].

The performance-critical parts are organized with GNU Assembler .macro directives. At
the lowest level, the final implementation defines SBOX32_ROT for the 17-instruction
rotated-output S-box and a set of out-of-place LINEAR_X* FROM macros that consume
the rotated S-box placement and restore the normal EO state mapping. The full fast path
combines initialization, exact 16-byte associated-data absorption, full-block message
processing, final padding, finalization, and tag handling in one assembly path for the
public benchmark shape used in this thesis. Using macros instead of separate function
calls keeps the instruction sequence visible to the assembler and avoids call overhead
in the hot path.

3.6.2 Correctness Verification Strategy

Correctness was checked at three levels: reference-C comparison, boundary-case
testing, and tag-integrity testing. First, the output of the EO assembly implementation
was compared byte by byte with the official Ascon reference C implementation. The
same key, nonce, plaintext, and associated data were used for both implementations.
This fixed-input comparison was chosen to detect bit-ordering, lane-indexing, padding,
and finalization errors while avoiding a false claim that the personal plaintext is an official

NIST known-answer test.
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In addition to the reference-C comparison, boundary cases were tested to check the
partial-block handling code. Message lengths from the set {0, 1, 7, 8, 15, 16, 17, 31, 32}
bytes were combined with associated-data lengths from the same set, giving 9 x 9 = 81
test cases. These lengths were chosen to cover empty inputs, values around the 16-byte
block boundary, exact one-block and two-block inputs, and one-byte partial blocks. For
each case, the EO assembly implementation encrypted the input, the ciphertext was
checked against the reference C output, and the ciphertext was then decrypted to
confirm that the original plaintext was recovered. All 81 cases passed. Figure 5.1 shows
the full test matrix [14].

Third, tag verification was tested by modifying one byte of a valid authentication tag
before decryption. The expected behaviour is that decryption returns -1 and the caller
rejects the plaintext buffer. This confirms that modified tags are rejected and that the tag-

checking logic detects even small changes.

3.6.3 Benchmarking Approach

Performance was measured using cycles per byte, which is a common metric in
lightweight cryptography and is also used by the FELICS framework [45]. In the
Arduino/ESP32 benchmark sketches, the ESP32 microsecond counter was read
immediately before and after the measured operation using micros(), which exposes the
hardware timer through the Arduino core. Since the processor runs at 160 MHz, the
elapsed microsecond difference was multiplied by 160 to convert to cycles, then divided

by the message length in bytes to calculate cycles per byte (cpb) [47].

All benchmarks were run on a physical ESP32-C6 development board rather than in a
simulator or emulator. This was important because cycle counts from simulation may not
fully capture platform-specific effects such as memory access timing, pipeline stalls, and
other processor-level behaviour. Measuring on real hardware gives results that better

reflect how the implementation performs in an actual deployment setting [55].

To mitigate the effect of scheduler interrupts from the FreeRTOS kernel (which runs
beneath the Arduino framework on ESP-IDF), each benchmark is repeated many times
and the average cycle count is reported. The P8-only microbenchmark uses 20,000
repetitions. AEAD benchmarks use 200 repetitions for the 512- and 1024-byte results,
while shorter-message runs use higher repetition counts where shown in Appendix B. A
1024-byte EO-ASM encryption takes approximately 499 microseconds, so a 200-
repetition benchmark spans more than 100 ms and scheduler ticks may occur during the

measurement window. Repetition and averaging reduce the influence of occasional
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interrupts on the reported mean, and the Wi-Fi radio is disabled during measurements

to avoid radio-event jitter [47].

The C baselines and the assembly implementation were benchmarked in the same
Arduino/ESP32 build environment and toolchain. The thesis does not claim an isolated
compiler-flag study: compiler optimization settings and any benchmark-specific pragmas
are treated as part of the measured build configuration. Future work could repeat the C
baselines under several explicitly controlled optimization levels such as -O2 and -O3 to

quantify compiler sensitivity.

3.6.4 Native EO Pipeline Design Rationale

The native EO pipeline experiment is a novel contribution of this thesis. The design
question motivating it is: if the conversion overhead is the bottleneck, how much
performance is available with no conversion at all? This is not achievable at the normal
byte-oriented AEAD interface, but by designing a non-standard variant where the caller
pre-supplies data in EO format, the conversion cost can be zeroed out and the resulting

throughput isolates the pure permutation cost [14, 22].

The native EO function takes EO-format inputs and produces EO-format outputs directly,
bypassing COMPACT and EXPAND entirely. It is not a deployable APl because existing
systems normally supply byte-oriented data, but it serves as a precise measurement
instrument for quantifying the conversion bottleneck, which is the central empirical

question of Section 5.6.

This experiment is important because it separates two effects that are otherwise mixed
in the standard AEAD benchmark. In the deployable byte-oriented interface, each full 16-
byte message block must be compacted from byte order into EO form before absorption,
and the resulting ciphertext must be expanded back to byte order for output. Therefore,
the measured standard EO-ASM result contains both the cost of the optimized
permutation and the cost of data-layout conversion at the API boundary. The native EO
pipeline removes this boundary conversion by assuming that both input and output
buffers already use the EO layout. The result does not represent a normal software API,
but it provides a controlled lower-bound experiment: it shows how fast the same AEAD
structure can become when the conversion bottleneck is removed. This makes the native
EO result useful for identifying whether the remaining performance limit comes from the

permutation itself or from byte-to-EO data movement.
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Table 3.3. Role of each benchmark variant in isolating EO performance effects.

Pipeline variant

Input format

Output format

Main purpose

Standard EO-ASM

Byte-oriented

Byte-oriented

Measures deployable
AEAD performance
including conversion
overhead

Isolates the
permutation and full-

Native EO pipeline EO-oriented EO-oriented block AEAD path
without API-boundary
conversion
Measures only the

EO core-only repeated full-block

b EO-oriented EO-oriented loop, excluding

enchmark

initialization/finalizatio
n

For this reason, the native EO pipeline is not presented as a replacement for the standard

API. Instead, it is used as an experimental instrument. Comparing standard EO-ASM
with native EO reveals the practical cost of COMPACT and EXPAND operations, while

comparing native EO with the EO core-only benchmark shows the remaining overhead

from initialization, associated-data handling, finalization, and tag generation.
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4. IMPLEMENTATION

Seven layers of engineering decision separate a high-level specification of EO-
interleaved Ascon from a running, verified, benchmarked assembly binary on the ESP32-
C6. This chapter documents each layer: register assignment (Section 4.2), S-box
optimization (Section 4.3), linear diffusion macros (Section 4.4), round body composition
(Section 4.5), fused butterfly conversion (Section 4.6), encryption and decryption loops
(Section 4.7), associated data and finalization (Sections 4.8-4.9), side-channel scope
(Section 4.10), and the native EO pipeline experiment (Section 4.11). The assembly
source files target the rv32imac_zicsr ISA and are written in GNU Assembler (gas)
syntax. The complete implementation combines these assembly routines with C source
files that provide the AEAD driver, initialization, finalization, tag handling, and benchmark

harness.

4.1 System Architecture and File Organization

The implementation is organized as a set of interoperating assembly and C source files
that together implement the byte-oriented Ascon-AEAD128 interface used by the
reference and OPT32 comparison code, while following the algorithm specified in NIST
SP 800-232 [14]. Assembly is used for the performance-critical loops, where register
allocation and instruction ordering have a direct effect on cycle count. The C code is
used for initialization, finalization, and partial-block handling, where the overhead is
smaller and readability is more useful. Table 4.1 lists the source files and their roles in

the implementation.

Table 4.1. Source files and their roles in the complete AEAD implementation.

File Language Role

Core permutation macros: SBOX32_ROT (17
instr), out-of-place LINEAR_X*_FROM macros,
eo_round_macros.h GAS macros | and ROUND_BODY with restored EO state
mapping. Included by all .S files that need the
permutation.

P8 and P12 entry points used by Ascon-
AEAD128; optional P6 support only for shared
eo_perm_asm.S RV32 ASM permutation experiments. Each assembles
ROUND_BODY the appropriate number of times
with correct round constants, then returns.

Full-block message loops and final fused fast
eo_aead_loops.S RV32 ASM paths. Contains split COMPACT/EXPAND
conversion macros, persistent-register
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encryption/decryption loops, and
eo_aead128a_encrypt/decrypt_ad16_exact_full
for the benchmark fast path.

eo_adata_128a: Processes full 16-byte AD blocks
using COMPACT_BOTH_UG64 in the hot path and
applies an inlined P8 sequence after each full
block. The tail path for non-multiple-of-16 adlen
eo_adata.S RV32 ASM values is also handled inside eo_adata_128a in
assembly: it flushes the register-held state to
memory, absorbs any remaining 1—15 bytes using
u64 _to_eo_asm, pads with 0x80, calls P8 as a
function, and applies domain separation to S4.

u64 to eo _asm and eo_to u64 asm: standalone
EO conversion helper routines used by fallback
and partial/tail paths. The final benchmark fast
path uses split COMPACT/EXPAND conversion
inside eo_aead_loops.S rather than these
standalone helpers.

eo_convert_asm.S RV32 ASM

Top-level AEAD driver: key loading, nonce setup,
initialization, public-length dispatch to the fused
assembly fast path when adlen = 16 and the

aead.c C message length is a multiple of 16 bytes, general
fallback handling, partial blocks, finalization, and
tag extraction/comparison.
Experimental native EO pipeline: identical to
. aead.c but bypasses COMPACT/EXPAND in the
aead_native_eo.c C

hot path. Used exclusively for bottleneck
quantification.

The shared ascon_state_t structure is used by both the C driver and the assembly
routines. It stores the EO state as ten uint32_t values arranged as eo[5][2], with one even
half and one odd half for each of the five Ascon state words. In this layout, eo[i][0] stores
the even half of state word Si, and eo]i][1] stores the odd half. This fixed layout lets the
assembly code load and store state values using constant offsets, while the C code can
still handle initialization and finalization without depending on the internal details of the

assembly implementation.

4.2 EO State Representation and Register Assignment

During permutation execution, all ten EO state values are loaded from the ascon_state_t
structure into CPU registers at function entry and stored back at function exit. Within the
round body - across all rounds - the state resides exclusively in caller-saved registers,
with no intermediate memory accesses to the state. The permutation wrapper uses s0
only as the saved state pointer, and this callee-saved register is saved and restored at

the function boundary. Figure 4.1 shows the EO state register assignment. This
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distinction keeps the implementation ABI-safe while still avoiding save/restore overhead
for the ten live state halves [26, 28, 33].

EO State Register Assignment — all 10 registers are caller-saved (no save/restore overhead)

l 1 l l

II

Rate (data absorption/extraction)

Capacity (never directly exposed)

Scratch registers (per-round temps, freely clobbered by macros):

to \‘ ‘ t1 t2 ‘ t5 ’ ‘ t6 ’

Figure 4.1. EO state register assignment. The ten state halves use a0-a7, t3, and
t4; wrapper pointer/mask registers are saved and restored where required.

The critical design decision is to keep the ten EO state halves exclusively in caller-saved
registers (a0-a7, t3, and t4). Scratch temporaries use t0, t1, t2, t5, and t6. The
permutation function itself saves and restores sO because s0O holds the state pointer
across the function; the larger AEAD loop functions also save and restore the callee-
saved s-registers used for pointers and butterfly masks. Thus the implementation is ABI-
clean, while the cryptographic state itself avoids callee-saved registers and therefore

avoids per-state push/pop overhead.

Table 4.2. Register assignment for the EO-interleaved Ascon permutation state.

Register 3&2:3 Half Contents
a0 S0 even Even-indexed bits of S0: e[k]=x0[2k] for k=0..31. SO
is the first rate word - directly absorbs plaintext.
a1l SO odd Odd-indexed bits of S0O: o[k]=x0[2k+1] for k=0..31.
a2 S1 even Even-indexed bits of S1. S1 is the second rate word
- absorbs bytes 8-15 of each plaintext block.
a3 S1 odd Odd-indexed bits of S1.
Even-indexed bits of S2. S2 is the first capacity word
a4 S2 even X )
- receives round constants in pC.
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ad S2 odd Odd-indexed bits of S2.

Even-indexed bits of S3. S3 is a capacity word -

a6 S3 even absorbs key bits during initialization and finalization.
a7 S3 odd Odd-indexed bits of S3.
Even-indexed bits of S4. S4 is the final capacity
t3 S4 even ) T .
word - domain separation is applied to S4.
ta s4 odd Odd-indexed bits of S4. Tag extraction reads S3 and

S4 during finalization.

Macro-internal temporaries. Freely clobbered by
t0,t1,t2 t5,16 - scratch SBOX32_ROT, ROUND_BODY, and LINEAR
macros; not preserved between macro calls.

4.3 S-box Optimization: 17-Instruction Rotated-Output Network

The final implementation uses a 17-instruction rotated-output S-box macro named
SBOX32 ROT. The S-box is applied twice per round: once to the even plane and once
to the odd plane. The macro intentionally leaves the five S-box outputs in a rotated
placement instead of forcing them immediately back into the persistent state-register
order. The following linear layer consumes that placement and restores the normal EO
state map after every round. Figure 4.2 shows this relationship between substitution,

diffusion, and state-map restoration.

The key insight is that avoiding final move instructions inside the S-box is more profitable
than forcing the S-box itself to preserve the usual register order. After SBOX32_ROT,
the output placement is deliberately rotated. ROUND_BODY then calls out-of-place
LINEAR_XO0 _FROM to LINEAR X4 FROM macros in an order that avoids overwriting
values that are still needed. After every round, the state is again in the persistent EO
mapping: a0/a1 for S0, a2/a3 for S1, a4/a5 for S2, a6/a7 for S3, and t3/t4 for S4. This
preserves cryptographic correctness while reducing the S-box cost from 38 to 34

instructions per round across the even and odd planes.
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x0

SBOX32_ROT - 17-instruction rotated-output S-box

——
o)

input plane
(even or odd)

SBOX32_ROT

17 Boolean instructions
XOR / OR / AND / NOT only
no lookup table
no secret-dependent branch

/ﬁ

rl = x4'

tout = x3'

rd = x2' 7]
e
‘ r2 = gbji i

outputs land in rotated

register positions
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3

S2

S1

SO

ROUND_BODY consumes this rotated placement directly with out-of-place linear layers.

After every round the persistent map is restored: a0/al = SO, a2/a3 =S1, a4/a5=S2, a6/a7 =53, t3/t4 = S4.

Note: r0 is clobbered as an internal value; the new SO output is written to r2.

Figure 4.2. SBOX32_ROT 17-instruction rotated-output S-box and state-map
restoration.

.macro SBOX32_ROT r@

xor
xor
xori
xor
or
xor
xor
or
xor
xor
or
xor
or
xor
xori
and
xor

\tmpl,
\tmp2,
\r4,
\tout,
\r4,
\r4,
\r3,
\r3,
\r3,
\r2,
\r2,
\r2,
\ro,
\tout,
\tmp1l,
\rl,
\rl,

\ro, \r4
\r3, \rd
\r4, -1
\rl, \r2
\r4, \r3
\r4, \tout
\r3, \rl
\r3, \tout
\r3, \tmpl
\r2, \tmpl
\r2, \rl
\r2, \tmp2
\ro, \tmp2
\tout, \ro
\tmpl, -1
\rl, \tmpl
\rl, \tmp2

rl r2 r3 r4 tout tmpl tmp2

.endm /* 17 instructions; outputs are intentionally rotated */

The 17-instruction S-box requires 34 instructions per Ascon round across the two EO

planes. Combined with two round-constant XORs and the 78-instruction EO linear

diffusion layer, the final ROUND_BODY expands to 114 core instructions per round

before boundary and pipeline effects. The isolated P8 measurement of 950.32 cycles

confirms that the compact Boolean network, EO register mapping, and out-of-place linear

restoration work together without changing the Ascon round semantics.
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Table 4.3. Instruction and measured effect of the 17-instruction rotated-output S-box

macro.
Scope . Implementation Measurement / Effect
Count role
17 Boolean No lookup table and no
Per SBOX32_ROT call 1 instructions on one | secret-dependent memory
EO plane access
34 S-box
2 S-box instructions + 2 114 core round instructions
Per ROUND_BODY constant XORs + before boundary/pipeline
calls )
78 linear-layer effects
instructions
Eight fully inlined ) .
Per P8 invocation 8rounds | ROUND_BODY '(\;"i?es:red final P8: 950.32
macros y
Twelve
ROUND_BODY
. . = Uses the same round core
Per P12 invocation 12 rounds | macros in ) !
O, and register mapping as P8
initialization/finaliza
tion
Full Same round core
Per 1024-byte AEAD fast used with split Measured final encryption:
standard )
path byte API conversion and 77.92 cpb

fused fast path

4.4 Linear Diffusion Layer Macros

The linear diffusion layer is implemented as five independent GAS macros, LINEAR_X0
through LINEAR_X4, one per state word. Each macro computes Si <- Si XOR ROR64(Si,
r1) XOR RORG64(Si, r2) in EO representation, where each ROR64(Si, r) decomposes

into two independent ROR32 operations as derived in Table 2.1. Because each macro

operates only on its own pair of state word registers (and uses t0, t1, t2 as scratch), all

five macros can be placed in any order within ROUND_BODY - there are no data

dependencies between them at the S-box output level.

On RV32IMAC without the Zbb extension, each ROR32(reg, s) is synthesized from three

instructions. The implemented LINEAR_XO0 macro for rotation pair (19, 28) is shown

below:

/* S@: a@=even al=odd | ROR64(x0,19) and ROR64(x0,28) */

.macro LINEAR_XO

srli
srli
slli t6,
srli t2,
or to,
slli te6,
srli t5,

to,
t1,

al,
a0,
al,
a0,
to,
a0,
al,

9

10
23
14
t6
22
14
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or t1, ti1, t6

slli t6, ao@, 18
or t2, t2, t6
s11i t6, a1, 18
or t5, t5, t6

xor a0, ao, to

xor al, al, t1

xor ao, ao, t2

xor al, al, t5
.endm

S2 presents a special case: for rotation amount r=1 (odd), the even half of ROR64(S2,
1) is simply the odd half o with no shift needed - a rotation by zero positions in 32-bit
space. This means two of the three instructions in that ROR32 sequence (the srli and
slli) are eliminated, and only the final register assignment remains, reducing LINEAR_X2
to 14 instructions instead of 16. Table 4.4 gives the instruction count for each linear

diffusion macro.

Table 4.4. Instruction counts of the EO linear diffusion macros.

Rotation Both
Macro Word . even?/ Instructions Note
pair cross?
LINEAR_XO S0 (19, 28) g/ggd r2 16 ;toagcéazrd 4 x
LINEAR X1 S1 (61, 39) :dgdd’ r2 16 gtgr;{%azrd 4 x
r1=1->one
ROR32 is
LINEAR X2 S2 (1, 6) :Vggd, r2 14 r]ReotIr2n3azc(rxc;0)=x;
countis 14
instead of 16
LINEAR X3 | S3 (10, 17) gljg"e”’ 2 16 gtoaggzrd 4 x
LINEAR_X4 S4 (7, 41) :dgdd’ r2 16 ggg;rd 4 x
Total - - - 78

4.5 ROUND_BODY Macro and Permutation Functions

The ROUND_BODY EIMM OIMM macro composes one complete Ascon round from the
components described above. EIMM and OIMM are the even and odd halves of the 8-
bit round constant. Since the round constant is XORed into the low byte of state word

S2, and S2 is stored in EO split form, each bit of the constant contributes either to the
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even half or to the odd half. These immediate values are pre-computed in the assembly
source and XORed directly into registers a4 and a5, which hold the even and odd halves
of S2.

In the final implementation, ROUND_BODY first applies the round constant, then
evaluates the 17-instruction rotated-output S-box separately on the even and odd EO
planes. The S-box intentionally leaves its outputs in a rotated register placement. The
following out-of-place linear-diffusion macros consume this rotated placement and
restore the normal persistent EO state mapping after every round. This means that the
optimization changes only the internal instruction schedule and register placement, not

the Ascon round function itself.

.macro ROUND_BODY EIMM OIMM
xori a4, a4, \EIMM
xori a5, a5, \OIMM

/* 17-instruction S-boxes with rotated output placement.
* Even output mapping:

* a4 = S@e', a6 = Sle', t3 = S2e', tO = S3e', a2 = S4e'
* 0dd output mapping:
* a5 = Seo', a7 = Slo', t4 = S20', t5 = S30', a3 = S40'

*/
SBOX32_ROT a@, a2, a4, a6, t3, t0, ti, t2
SBOX32_ROT al, a3, a5, a7, t4, t5, t1, t2

/* Restore normal persistent EO state mapping while applying diffusion.
* The order avoids overwriting any rotated S-box output before it is
consumed.

*/

LINEAR_XO_FROM a4, a5, a0, al

LINEAR_X2_FROM t3, t4, a4, a5

LINEAR_X4_FROM a2, a3, t3, t4

LINEAR_X1_FROM a6, a7, a2, a3

LINEAR_X3_FROM t@, t5, a6, a7

.endm

This ROUND BODY macro contains 2 round-constant XOR instructions, two 17-
instruction SBOX32_ROT calls, and 78 linear-layer instructions. Therefore, one round
expands to 114 core instructions before function-boundary and pipeline effects. For P8,
the eight inlined ROUND_BODY invocations give a static round-body count of 8 x 114 =
912 instructions. This is 4 instructions per round below Jellema's [16] reported 118-cycle-
per-round high/low ASM result on RV32IMAC, which corresponds to approximately the
same number of inner-loop instructions on the in-order pipeline. To the best of our
knowledge, this is the first reported Ascon-p[8] inner loop on RV32IMAC whose static

instruction count drops below this 944-cycle barrier.
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The P8 function assembles eight consecutive ROUND_BODY invocations using the
NIST SP 800-232 Ascon-p[8] constants const4 through const11: 0xb4, 0xa5, 0x96, 0x87,
0x78, 0x69, 0x5a, and 0x4b [14]. In the source code, each byte constant is pre-split into
its EO immediate pair (EIMM, OIMM) before being passed to ROUND BODY. The
implemented P8 function is generated using shared load/store and function-boundary

macros, as shown below:

.macro LOAD_STATE
lw ao, 0(se)
lw a1, 4(se)
lw a2, 8(s0)
lw a3, 12(se)
lw a4, 16(s0)
lw a5, 20(s9)
lw a6, 24(s0)
lw a7, 28(s0)
1w t3, 32(s9)
lw  t4, 36(s9)

.endm

.macro STORE_STATE
sw a0, 0(s9)
sw al, 4(se9)
sw a2, 8(s0)
sw a3, 12(se)
sw a4, 16(s0)
sw a5, 20(s9)
sSW a6, 24(s0)
sw a7, 28(s0)
sw  t3, 32(s0)
sw t4, 36(s0)

.endm

.macro FUNC_BEGIN name
.global \name
.type \name, @function
\name:
addi sp, sp, -16
sw s@, 0(sp)
mv s, ao
LOAD_STATE
.endm

.macro FUNC_END
STORE_STATE
lw  so, o(sp)
addi sp, sp, 16
ret

.endm

FUNC_BEGIN P8
ROUND_BODY ©x6, 0xC
ROUND_BODY ©x3, 0xC
ROUND_BODY ©x6, 0x9
ROUND_BODY ©x3, 0x9
ROUND_BODY ©xC, 0x6
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ROUND_BODY ©x9, 0x6

ROUND_BODY ©xC, ©x3

ROUND_BODY ©x9, 0x3
FUNC_END

This structure keeps the ten EO state halves in registers throughout the permutation.
The state is loaded once at function entry and stored once at function exit. Within the
eight rounds of P8, there are no intermediate memory accesses to the Ascon state, which

helps explain the measured P8 result of 950.32 cycles on the ESP32-C6.

4.6 Split COMPACT/EXPAND Conversion for the Final Hot Path

The final implementation keeps the original standalone conversion helpers for general
use, but the measured hot path uses split COMPACT and EXPAND macros. Instead of
treating a 64-bit lane as one long butterfly transformation, the split macros process the
lower 32 bits and upper 32 bits independently, creating two 16-bit even/odd groups and
then concatenating the results into the final EO halves. Figure 4.3 illustrates the
structure. The purpose of this design is to reduce dependency depth in the standard

byte-to-EO and EO-to-byte conversion layer while preserving the exact EO mapping.

Split byte-to-EO conversion used in the final hot path

The final message fast path converts each 64-bit byte-oriented lane into even and odd
halves using a split EO conversion, then XORs the result directly into the EQ rate state.

Ve

COMPACT32_BOTH_U32
032 -> evenl6 | odd16

S e TR R

; XOR into

G | Combine EO halves EO rate state
64-bit input l‘ane | concatenate l032 and hi32 | inject the converted
lane = (1032, hi32) | results into full EQ even and lane into S0/51

already held in
registers

| EO odd halves
COMPACT32_BOTH_U32 (

hi32 -> evenl6 | odd16

= e s Al

Implementation mapping: e[k] = x[2k] and o[k] = x[2k+1].

The split macro treats lower and upper 32-bit halves independently, then combines their
16-bit even/odd groups. This preserves the exact EO mapping while reducing conversion
dependency depth in the hot path.

Figure 4.3. Split byte-to-EO conversion used in the final hot path.



41

The measured hot path uses the split macros COMPACT _BOTH_U64 SPLIT and
EXPAND BOTH_U64_SPLIT. The split design treats the lower and upper 32-bit halves
independently: each 32-bit word is separated into a 16-bit even group and a 16-bit odd
group, and the two results are then concatenated to form the 32-bit EO even and odd
halves. This matches the source code in eo_aead_loops.S and is the conversion path

used by the fused standard-byte encryption and decryption routines.

COMPACT _BOTH_U64 SPLIT reads ra_lo and ra_hi as input words, writes rd_e and
rd_o as the EO outputs, and clobbers t1, t5, and t6. The call sites use output registers
such as t0/t2, a0/a1, or a2/a3, so the outputs do not alias the scratch temporaries used
inside the macro. The paired EXPAND_BOTH_U64_SPLIT macro mirrors the same split

structure when reconstructing byte-oriented output.

.macro COMPACT32_BOTH_U32 src rd_e rd_o tmp
and \rd_e, \src, s4
srli \rd_o, \src, 1
and \rd_o, \rd_o, s4

srli \tmp, \rd_ e, 1
or \rd_e, \rd_e, \tmp
and \rd_e, \rd_e, s5
srli \tmp, \rd_ o, 1
or \rd_o, \rd_o, \tmp
and \rd_o, \rd_o, s5

srli \tmp, \rd_e, 2
or \rd_e, \rd_e, \tmp
and \rd_e, \rd_e, s6
srli \tmp, \rd_o, 2
or \rd_o, \rd_o, \tmp
and \rd_o, \rd_o, s6

srli \tmp, \rd_e, 4
or \rd_e, \rd_e, \tmp
and \rd_e, \rd_e, s7
srli \tmp, \rd_o, 4
or \rd_o, \rd_o, \tmp
and \rd_o, \rd_o, s7

srli \tmp, \rd_e, 8

or \rd_e, \rd_e, \tmp

and \rd_e, \rd_e, s8

srli \tmp, \rd_o, 8

or \rd_o, \rd_o, \tmp

and \rd_o, \rd_o, s8
.endm

.macro COMPACT_BOTH_U64_SPLIT ra_lo ra_hi rd_e rd_o
COMPACT32_BOTH_U32 \ra_lo \rd_e \rd_o t5
COMPACT32_BOTH_U32 \ra_hi t1 t6 t5
s11i t1, t1, 16
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or \rd_e, \rd_e, t1

s11i t6, t6, 16

or \rd_o, \rd_o, t6
.endm

.macro SPREAD16_BOTH_U32 epart opart out
s1lli t5, \epart, 8
or \epart, \epart, t5
and \epart, \epart, s7
slli t5, \opart, 8
or \opart, \opart, t5
and \opart, \opart, s7

slli t5, \epart, 4
or \epart, \epart, t5
and \epart, \epart, s6
slli t5, \opart, 4
or \opart, \opart, t5
and \opart, \opart, s6

slli t5, \epart, 2
or \epart, \epart, t5
and \epart, \epart, s5
s1lli t5, \opart, 2
or \opart, \opart, t5
and \opart, \opart, s5

slli t5, \epart, 1
or \epart, \epart, t5
and \epart, \epart, s4
s1lli t5, \opart, 1
or  \opart, \opart, t5
and \opart, \opart, s4

s1lli \opart, \opart, 1
or \out, \epart, \opart
.endm

.macro EXPAND_BOTH_U64_SPLIT re ro rd_lo rd_hi
and t@, \re, s8
and t1, \ro, s8
SPREAD16_BOTH_U32 t@ t1 \rd_lo
srli t@, \re, 16
srli t1, \ro, 16
SPREAD16_BOTH_U32 t@ t1 \rd_hi
.endm

The split conversion remains a bijection: for every input lane x, the compact operation
still satisfies eo_even[k] = x[2k] and eo_odd[k] = x[2k+1], and EXPAND reconstructs the
original byte-oriented lane from those two halves. Therefore the change is an
implementation optimization only; it does not modify the Ascon state layout, padding rule,

round constants, message schedule, or authentication semantics.
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4.7 Fused Encryption and Decryption Fast Paths

Figure 4.4 shows the final fused fast path used for the main benchmark shape: 16 bytes
of associated data and message lengths that are exact multiples of the 16-byte Ascon-
AEAD128 rate.

Final fused AEAD fast path
adlen = 16 and full 16-byte message blocks

o (2 o

Byte API input Key/nonce P12 init AD16 absorb
K, N, AD, M compact to EO + key XOR P8 + pad P8

J

Mlt_atssage loop —p PAD(0) + final P12 —> Byte API output
St ol tag output / verify CHET

+ inlined P8

All optimized phases remain inside one assembly path for the public benchmark shape.
The general fallback path still preserves the same Ascon-AEAD128 semantics
for other public message and associated-data lengths.

Figure 4.4. Final fused AEAD fast path for adlen = 16 and full 16-byte message
blocks.

This path performs initialization, AD absorption, exact AD padding, domain separation,
full-block message processing, exact message padding, finalization, and tag output or
verification inside one assembly routine. The general C/assembly fallback remains

available for other public lengths.

Three implementation choices are essential. First, the EO state remains in registers
across the full-block loop, avoiding per-block reload and store of the ten state halves.
Second, the split conversion macros reduce dependency depth for byte-to-EO and EO-
to-byte movement. Third, the hot fast path is placed in instruction RAM, reducing flash-
fetch pressure observed in larger unrolled experiments. The failed 64-byte unrolled
version showed that increasing code size too much can hurt the ESP32-C6 instruction-
fetch behaviour, so the final design keeps a compact 16-byte loop instead of a large

unrolled loop.

The five butterfly masks 0x55555555, 0x33333333, OxOFOFOFOF, OxOOFFOOFF, and
0xO000FFFF are initialized once at function entry and stored in registers s4-s8. The
same registers are then reused during every COMPACT and EXPAND operation in the
loop. These callee-saved mask registers are saved and restored by the AEAD loop
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wrapper, keeping the assembly ABI-clean while avoiding repeated mask setup inside the
hot path.

The P8 permutation is fully inlined. The complete structure of the fused encryption
function is shown below. The function eo aead128a_encrypt ad16_exact full
sequences four assembly macros INIT128A_ EO_FROM_BYTES,
ABSORB_AD16_EXACT_FAST, the per-block encryption loop, and
FINALIZE_AND_TAG_FAST — keeping the full EO state in registers throughout. The
stack frame saves key halves at fixed offsets so that both initialization and finalization
can reload them without any C-level function calls. In the final core, the eight
ROUND_BODY macros expand to approximately 8 x 114 = 912 core round instructions
before function-boundary and pipeline effects. There is no branch, no loop counter, and
no call/return overhead for the permutation within the encryption loop. This allows the
assembler and linker to keep the full instruction sequence visible and avoids

permutation-call overhead inside the hot path.

eo_aeadl28a_encrypt_adl6_exact_full:
SAVE_FULL_FAST /* save ra, s@-s11; allocate 96-byte frame */

LOAD_MASKS_FAST/* s4-s8 = butterfly mask constants */
INIT128A_EO_FROM_BYTES /* build EO state: IV||K||N, run P12, K~S3/S4 */
ABSORB_AD16_EXACT_FAST /* absorb 16B AD, P8, empty-pad P8, DSEP * /

beqz s3, .Lv_enc_msg pad /* skip loop if mlen = @ */

.Lv_enc_loopilé6:
/* Lane O@: ct[0..7] = state_S@ XOR pt[0..7] */
lw  s9, 0(s2)
lw  s10, 4(s2)
COMPACT_BOTH_U64_SPLIT s9 sl10 to t2
xor a0, ao, to
xor al, al, t2
EXPAND_BOTH_U64_SPLIT a@ al s9 s10
sw s9, 0(sl)
sw s10, 4(sl)
/* Lane 1: ct[8..15] = state_S1 XOR pt[8..15] */
lw  s9, 8(s2)
lw  sle, 12(s2)
COMPACT_BOTH_U64_SPLIT s9 sl10 to t2
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xor a2, a2, teo

xor a3, a3, t2
EXPAND_BOTH_U64_SPLIT a2 a3 s9 sl10
sw s9, 8(sl)

sw sl1e, 12(s1)

P8_INLINE /* eight ROUND_BODY calls, no call overhead */

addi s2, s2, 16
addi s1, s1, 16
addi s3, s3, -16

bnez s3, .Lv_enc_loopl6

.Lv_enc_msg_pad:
xori a@, a@, 1 /* exact message boundary: S© ~= PAD(9) */
FINALIZE_AND_TAG_FAST /* S2”~=K@, S3~=K1, P12, S3"=K@, S4~=K1 */

/* Write 128-bit tag from S3/S4 to output */
EXPAND_BOTH_U64_SPLIT a6 a7 s9 s10

sw s9, 0(se0)

sw slo, 4(se)

EXPAND_BOTH_U64_SPLIT t3 t4 s9 sl10

sw s9, 8(s9)

sw slo, 12(se)

RESTORE_FULL_FAST

ret

The decryption path follows the same fused structure but reverses the message
operation: it expands the current rate state to recover plaintext from ciphertext, stores
plaintext, compacts ciphertext into EO form, updates the state, and then applies P8.
Because encryption and decryption share the same split conversion and fused fast-path
design, their measured costs are close. At 1024 bytes, encryption and decryption differ

by only 0.26 cpb.

4.8 Associated Data Processing

Associated data (AD) processing is implemented in eo_adata_128a. The function

absorbs full 16-byte AD blocks into the rate words SO and S1 and applies an inlined P8
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sequence after each full block. The hot path uses COMPACT_BOTH_UG64 to convert
each 8-byte half of the AD block to EO format before XORing into the state registers.

The implemented full-block associated-data loop is shown below:

.Ladata_full loop:
beqz s2, .Ladata_dsep_regs
1i s3, 16
bltu s2, s3, .Ladata_tail

/* Lane ©: absorb ad[@0..7] into Se */
Iw s9, 0(sl1)

lw  sl10, 4(sl)

COMPACT_BOTH_U64 s9 s10 t0 t2

xor a@, ao, to

xor al, al, t2

/* Lane 1: absorb ad[8..15] into S1 */
lw  s9, 8(s1)

lw  sle, 12(sl1)

COMPACT_BOTH_U64 s9 s10 to t2

xor a2, a2, to

xor a3, a3, t2

/* P8 permutation, fully inlined */
ROUND_BODY ©0x6, ©@xC
ROUND_BODY ©x3, ©0xC
ROUND_BODY ©x6, ©x9
ROUND_BODY ©x3, ©x9
ROUND_BODY ©xC, ©x6
ROUND_BODY ©0x9, 0x6
ROUND_BODY ©xC, ©0x3
ROUND_BODY ©x9, ©x3

addi s1, s1, 16
addi s2, s2, -16
/* If adlen just reached zero, Ascon-AEAD128 requires one more * empty padded
block (PAD(®) + P8) before domain separation. * Branch depends on public adlen
only. */
beqz s2, .Ladata_exact_pado
Jj .Ladata_full loop

Partial AD blocks, when adlen is not a multiple of 16, are handled by the tail path inside
e0_adata_128a itself. The assembly tail path flushes the register-held state to memory,
then absorbs any remaining 1-15 bytes. If 8 or more bytes remain, the first full 8-byte
lane is absorbed into SO via u64_to_eo_asm. The remaining 0—7 bytes are assembled
byte by byte together with the 0x80 padding byte into a 64-bit word, converted to EO
form using u64_to_eo_asm, and XORed into SO or S1 as appropriate. A function call to
P8 follows for the final AD block, and domain separation is applied to S4. Ordinary
message partial blocks are handled separately in aead.c using C-level

eo_from_u64/eo_to_u64 helpers. This hybrid approach keeps all AD processing —



47

including the partial tail — inside eo_adata_128a, while leaving message tail handling
readable in C [14, 47].

4.9 Top-Level AEAD Driver

The top-level functions crypto_aead_encrypt and crypto_aead decrypt in aead.c
preserve the standard Ascon-AEAD128 byte-oriented API. For the public benchmark
case used in Chapter 5, where adlen is 16 bytes and the message length is a multiple of
16 bytes, the driver dispatches directly to the fused assembly fast path. For other lengths,
it falls back to the general C/assembly path that handles partial blocks and arbitrary
public input sizes. This design keeps the benchmark path fast without sacrificing

correctness or general APl compatibility.

The complete final pipeline is illustrated in Figure 4.5. The important point is that the
implementation still exposes the same standard byte input and output interface as the
reference implementation. The optimization is internal: key and nonce conversion,
initialization, AD processing, message processing, finalization, and tag handling are
arranged so that avoidable C/assembly boundaries and redundant conversions are

removed from the main measured path.

Top-level EO-AEAD128 Driver Structure

Standard byte-oriented APl with internal EO acceleration and dispatch logic

e

1. Initialization 2. Associated data 3. Domain separation 4. Message processing 5. Finalization
—>
Load key and nonce Absorb AD blocks Inject delimiter bit Public-length dispatcher selects: Add key, apply P12,
extract or verify tag

Apply P12 using eo_adata_128a between AD and message fast path or general fallback

EO assembly acceleration layer

Permutation core: eo_perm_asm.S (P6 / P8 / P12) | Message loops: eo_aead_loops.S

AD path: eo_adata.5 | Conversion helpers: eo_convert_asm.S
| | S |
A. Fast measured-shape path B. General fallback path ' C. Shared semantics
T - T Handles arbitrary public lengths I Same round constants,
adlen = 16, full 16-byte blocks 4 : : : .
: i . partial blocks, padding, padding rules, domain separation,
spht conversion + m-register state . o o .
and correct tag—check semantics and authentication behavior

hot path placed in IRAM

Key takeaway

The public API remains standard byte-oriented Ascon-AEAD128. Internally, the final implementation

dispatches between a specialized fast path and a general fallback path while reusing the same EO permutation core

Figure 4.5. Complete final implementation structure.
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Tag verification is implemented without early exit on the first mismatch. In the general C
fallback path, the computed and received authentication tags are compared by forming
two 64-bit XOR differences, which are reduced using NOTZERO to produce the
authentication result. In the fused assembly decryption fast path, the two computed tag
lanes are expanded and compared as four 32-bit words; all four word differences are
accumulated using XOR and OR before the final success-or-failure return value is
produced. In both paths, the decision is made only after the complete 128-bit tag has
been evaluated, so the first mismatching byte position is not leaked through software-

control-flow timing.

4.10 Timing-Constant Design and Side-Channel Security Scope

The security of a cryptographic implementation depends not only on the strength of the
algorithm, but also on how the algorithm is implemented. Side-channel attacks exploit
information leaked by the implementation, such as execution time, memory-access
patterns, power consumption, or electromagnetic radiation. Timing attacks were
demonstrated by Kocher in 1996, and power-analysis attacks such as SPA and DPA
were later shown to recover keys from physical measurements of devices performing
cryptographic operations [18, 32, 66]. This thesis therefore separates two different
claims: timing-constant software behavior, which is addressed by the implementation,
and resistance against power or electromagnetic side-channel analysis, which is outside
the implemented countermeasure scope. Microarchitectural channels such as port
contention show that timing leakage can also arise below the source-code level, which
is why this thesis separates software-structure timing claims from formal hardware
attestation [54].

4.10.1 Threat Model and Claim Boundary

The adversary model for this security discussion is an observer capable of precise
execution-time measurement across many AEAD invocations - for instance, by timing
network round-trips to a device over a high-bandwidth channel - but without access to
power traces, electromagnetic measurements, or fault injection apparatus. Against this
restricted adversary, the goal is to ensure that the secret key, nonce-derived state
values, plaintext bytes, and intermediate S-box values never influence any control-flow
decision or memory address in the hot path. If neither branching behavior nor memory
access patterns vary with secret data, execution time will not vary with secret data either,

and the timing oracle attack surface is eliminated [32, 63].
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The strongest accurate claim is therefore: the implementation is timing-constant at the
software-structure level. On a RISC-V processor that formally implements the Zkt data-
independent execution-latency subset, the same code obtains a hardware-level timing
guarantee for the listed arithmetic and logical instructions [68]. The ESP32-C6
documentation does not publicly state formal Zkt attestation, so this thesis does not claim
a formally certified constant-time hardware platform. Instead, it claims that the software
is written in a timing-constant style and uses only public branches and public memory

addresses in the hot path.

4.10.2 Instruction-Level Timing Audit

Table 4.5 audits the instruction classes used by the EO implementation. The important
point is not merely that the operations are simple, but that none of their execution paths
depends on a secret value. The Ascon S-box is implemented with Boolean instructions
rather than lookup tables, avoiding the cache-timing weakness class highlighted for

table-based AES implementations [67].

Table 4.5. Timing-constant audit of instruction classes used in the implementation.

Security property Im_p lementation Timing Relevant references

evidence consequence

Loop conditions use

public mes§age or Execution path does

AD lengths; there is
No secret-dependent not reveal secret-

no branch on key, [66, 68]
branches : dependent control

tag, plaintext, flow [54]

ciphertext, or state '

bits.

The implementation

uses no lookup

tables. Buffer Avoids cache-timing
No secret-dependent | addresses are base leakage caused by

) . . [67, 68]

memory addresses pointer plus public secret-indexed table

block offset; state accesses.

loads/stores use

fixed offsets.

Hot-path arithmetic On Zkt-attesting

uses Boolean ALU, RISC-V hardware,
Fixed-latency shift, move, and add | these instructions
X : ) ) [68]
instruction classes instructions (xor, have data-

and, or, not, slli, srli, independent

mv, addi). execution latency.

The general C

fallback computes

two 64-bit XOR

differences and Mismatch position is
Constant-time tag reduces them using not Ieakedpthrou h [5, 66]
check NOTZERO. The o 9 :

fused assembly fast 9-

path performs an

equivalent four-word

XOR/OR
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accumulation and
converts the
accumulated
difference to 0 or -1
only after the full tag
has been checked.
There is no early
return on the first
mismatch.

Power/EM SCA not
claimed

The implementation
is unmasked;
switching activity
may still depend on

DPA/EM resistance
requires masking
and empirical
leakage testing.

[18, 32, 69-71]

sensitive data.

4.10.3 Authentication-Tag Comparison

A common insecure pattern is to compare tag bytes one by one and return immediately
after the first mismatch, because that leaks the position of the first incorrect byte and can
form a timing oracle. In this implementation, both the C fallback path and the fused
assembly fast path avoid that pattern. The C fallback computes two 64-bit XOR
differences between the computed and received tag words and reduces the result using
NOTZERO. The fused assembly fast path expands the two tag lanes and accumulates
all four 32-bit word differences using XOR and OR before converting the final
accumulated value to the return code. Therefore, the success or failure decision is made

only after the complete tag comparison has been evaluated.

4.10.4 Scope with Respect to Power and Electromagnetic SCA

Timing-constant execution does not imply resistance to all side-channel attacks. Power
and electromagnetic analysis can exploit data-dependent switching activity even when
the instruction sequence and timing are identical. For example, DPA can recover secrets
statistically from many power traces, and masking or hiding countermeasures are
normally required for protection against such attacks [18, 32]. Ascon has been evaluated
in the hardware side-channel literature, and masking techniques such as threshold
implementations and domain-oriented masking are established approaches for
protecting nonlinear Boolean circuits [69, 70, 71]. More recent work has also studied

efficient masked software implementations of Ascon [48, 70].

The implementation in this thesis is unmasked. It should therefore be described as
timing-constant and structurally suitable for timing side-channel resistance, not as
generally SCA-resistant. A DPA- or EM-resistant variant would require a masked S-box,
fresh randomness or a formally verified randomness-free masked construction, and
empirical leakage evaluation using power or electromagnetic traces. This is listed as

future work in Section 7.4.
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4.11 Native EO Pipeline Experiment

A separate experimental variant, implemented through aead_native_eo.c and the native
EO full-block loop, implements a non-standard AEAD function
ascon_aead_encrypt_native_eo. This function assumes that the caller supplies plaintext
in EO format - as two separate byte arrays, one for even-position bits and one for odd-
position bits - and receives ciphertext in the same EO format. Under this assumption, the
COMPACT BOTH _U64 calls at the start of each Iloop iteration and the
EXPAND_EVEN_U32 calls at the end are eliminated entirely from the hot path. The

implemented native EO full-block loop is shown below:

.Lenc_native_loopl6:
beqz s3, .Lenc_native_done

/* XOR EO-format plaintext directly into state (no conversion) */
lw te, o(sl)

Iw  t1, 4(sl1)

xor ae@, a0, to

xor al, al, t1

sw ae, 0(s2)

sw al, 4(s2)

lw to, 8(sl)
lw  t1, 12(s1)
xor a2, a2, to
xor a3, a3, til
sw a2, 8(s2)
sw a3, 12(s2)

ROUND_BODY ©x6, ©xC
ROUND_BODY ©x3, oxC
ROUND_BODY ©0x6, ©x9
ROUND_BODY ©x3, ©x9
ROUND_BODY ©xC, ©x6
ROUND_BODY ©0x9, ©x6
ROUND_BODY ©xC, ©x3
ROUND_BODY ©x9, ©x3

addi s1, s1, 16
addi s2, s2, 16
addi s3, s3, -16
Jj .Lenc_native_loopl6

The native EO function is not intended as a deployable AEAD API. Its purpose is to show
how much performance remains available when standard byte-to-EO and EO-to-byte
conversion are removed from the hot path. In the final implementation, Native EO
reaches 65.09 cpb at 1024 bytes, while the standard byte-oriented EO-ASM path

reaches 77.92 cpb. The difference, 12.83 cpb, is the remaining cost of supporting normal
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byte-format data and related boundary work after split conversion and fused fast-path

integration.

4.12 Summary

This chapter presented the final EO Ascon-AEAD128 assembly implementation in
technical detail, covering register assignment, the 17-instruction rotated-output S-box,
split conversion macros, the fused full-AEAD fast path, timing-constant design choices,
and the native EO bottleneck-isolation experiment. The key design decisions and their

performance implications are summarized in Table 4.6.

Table 4.6. Key implementation choices and their impact on performance or correctness.

Design Decision

Motivation

Performance Impact

Caller-saved registers for
all 10 state halves

Keep cryptographic state out
of callee-saved registers;
save only wrapper
pointer/mask registers when
required by the ABI

Avoids per-state push/pop
overhead while keeping
assembly entry points ABI-
clean

SBOX32_ROT: 17
instructions

Use rotated output
placement and restore state
mapping in the linear layer
instead of moving S-box
outputs back immediately

Contributes to the measured
P8 result of 950.32 cycles and
the full-AEAD encryption result
of 77.92 cpb at 1024 bytes

Out-of-place linear
restoration

Consume rotated S-box
placement without breaking
the persistent EO register
map

Preserves correctness while
enabling the shorter S-box
network

Split COMPACT/EXPAND
macros

Process 1032 and hi32
independently to reduce byte
<-> EO dependency depth

Reduces dependency depth in
the standard byte-to-EO and
EO-to-byte conversion layer

Fused full AEAD fast path

Keep init, AD16, message
loop, padding, finalization,
and tag handling in one
assembly path for public
benchmark lengths

Removes C/ASM boundary
overhead; helped close the
gap to OPT32

IRAM placement of hot
loop

Reduce instruction-fetch
pressure from flash for the
compact hot path

Reduces instruction-fetch
pressure for the compact hot
path on ESP32-C6

Native EO experiment

Remove standard byte-
format conversion to isolate
residual overhead

Measured lower-bound full-
AEAD result: 65.09 cpb at
1024B
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5. EVALUATION AND RESULTS

Four questions drove the hardware experiments: how fast is P8 alone, whether the
complete standard-byte AEAD function beats OPT32 C, how much overhead remains
between the standard EO path and the native EO path, and what decryption costs
relative to encryption. Sections 5.1-5.2 describe the experimental setup and correctness
validation. Section 5.3 reports the final P8 microbenchmark. Section 5.4 gives the full
AEAD results. Section 5.5 extends the analysis across message sizes. Section 5.6
explains how the optimization chain crossed the OPT32 threshold. Section 5.7 compares
encryption and decryption throughput, and Section 5.8 summarizes the main empirical

findings.

5.1 Experimental Setup

Every measurement in this chapter was taken on a physical ESP32-C6 development
board, not in simulation or emulation. The board executes over USB-connected serial
output while running the Arduino framework on ESP-IDF with FreeRTOS providing the
task scheduler. Table 5.1 captures all parameters including toolchain versions, compiler
flags, and the specific timing source used. Choosing physical measurement over
simulation reduces the risk that cycle counts reflect simulator assumptions rather than
the behaviour of the actual board [28, 47].

Table 5.1. Hardware, software, and benchmark settings used in the evaluation.

Parameter Value / Setting

Target device ESP32-C6 development board (Espressif Systems)

RISC-V RV32IMAC single-core embedded processor;

Processor vendor-specific pipeline details not fully public

Clock frequency 160 MHz (maximum for ESP32-C6 core)

SRAM 512 KB internal

Compiler (C files) riscv32-esp-elf-gcc 14.2.0 (GCC)

Assembler (ASM files) riscv32-esp-elf-as (GNU Binutils 2.44)

Assembler target rv32imac_zicsr (no Zbb, no Zbkb, no Zkt attestation)

Arduino/ESP32 build configuration used for each

C optimization level benchmark sketch; no isolated compiler-flag study

Arduino for ESP32 on ESP-IDF / FreeRTOS (board

Framework package as used in the benchmark environment)
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Timing source

ESP32 micros() hardware microsecond counter; mean
per-call latency converted to cycles using F_CPU = 160
MHz, then divided by message length to obtain cycles
per byte

Measurement unit

Cycles per byte (cpb) = elapsed cycles / message length
in bytes

AEAD benchmark repetitions

200 repetitions for 512- and 1024-byte AEAD
measurements; higher repetition counts for shorter-
message runs where shown in Appendix B

P8-only benchmark repetitions

20,000 repetitions; average reported

Message sizes tested

64, 128, 256, 512, 1024 bytes

Associated data length

16 bytes (fixed for all benchmark runs)

(benchmarks)
Key 128-bit (0x00 0x01 0x02 ... 0xOF)
Nonce 128-bit (0XAA 0xBB 0xCC ... 0x99)

Same Arduino/ESP32 toolchain and build environment;

OPT32 C compilation uses official opt32 Ascon implementation [33]

mbedTLS 3.x backend as used by the benchmark
sketch; hardware-acceleration configuration not isolated
separately, so results are reported as an mbedTLS
backend measurement

AES-128-GCM compilation

The ESP32 micros() hardware microsecond timer is read immediately before and
immediately after each measured operation, and the elapsed time is converted to cycle
estimates using F_CPU = 160 MHz. To reduce the impact of FreeRTOS scheduler tick
interrupts (which fire every 1 ms at 160 MHz = 160,000 cycles), benchmarks are
repeated according to the settings in Table 5.1 and Appendix B, and the average is
reported. Because a 200-repetition 1024-byte AEAD benchmark spans more than 100
ms, scheduler ticks may occur during the measurement window; repetition and averaging
reduce their influence, while disabling the Wi-Fi radio removes a major source of

additional interrupt jitter.

5.2 Correctness Verification

5.2.1 Reference C Comparison Using Fixed Test Input

The primary correctness check compares the output of the EO assembly implementation
byte-for-byte against the output of the official Ascon reference C implementation for the
same fixed inputs. This is a reference-implementation comparison rather than a claim
that the personal plaintext below is an official NIST known-answer test. The test still

provides a strong implementation check because both the optimized assembly path and
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the reference C path must produce identical ciphertext and tag for the same key, nonce,

plaintext, and associated data [14, 33].

Key (128-bit): ©0 01 02 03 04 05 06 07 08 09 OA 0B 0C oD OE oF

Nonce (128-bit): AA BB CC DD EE FF 00 11 22 33 44 55 66 77 88 99

Plaintext (42B): 48 65 6C 6C 6F 2C 20 49 20 61 6D 20 53 6F 75 72 61 76 20
50 6F 64 64 65 72 21 20 41 6E 64 20 74 68 69 73 20 69 73 20 6D 79 2D (42 bytes)

Assoc. data(1eB): 4D 53 63 2D 54 68 65 73 69 73 (ASCII: MSc-Thesis)

The EO assembly implementation produced the following ciphertext and authentication

tag, which match the reference C output exactly (byte-for-byte comparison):

Ciphertext (42 bytes):
Cl FC 5B 9F 54 FF 67 C4 7E 73 49 FF 9A EF 82 89
EC E6 DE F1 35 D5 54 09 8D EE 1D @5 BC 3A 1E 2D
42 57 40 D4 58 A4 Al OA 4C 9D

Tag (128-bit):
5D 47 75 96 84 OB 77 02 66 C5 BB DD AE 67 D2 5B

The native EO pipeline variant produces identical ciphertext and tag for the same inputs,
confirming that the different internal data path (pre-converted EO format plaintext, no
COMPACT/EXPAND in hot path) does not affect the cryptographic output. When the
ciphertext is decrypted with the EO assembly implementation, the recovered plaintext
matches the original input exactly, and the function returns 0 to indicate successful

verification.

5.2.2 Edge-Case Correctness Matrix

In addition to the reference-C comparison, boundary cases were tested to check the
partial-block handling code. Message lengths from the set {0, 1, 7, 8, 15, 16, 17, 31, 32}
bytes were combined with associated-data lengths from the same set, giving 9 x 9 = 81
test cases. These lengths were chosen to cover empty inputs, values around the 16-byte
block boundary, exact one-block and two-block inputs, and one-byte partial blocks. For
each case, the EO assembly implementation encrypted the input, the ciphertext was
checked against the reference C output, and the ciphertext was then decrypted to
confirm that the original plaintext was recovered. All 81 cases passed. Figure 5.1 shows
the full test matrix [14].
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Associated data length (bytes)

Figure 5.1. Edge-case correctness matrix: 9x9 combinations of message length
and associated data length. All 81 test cases pass.

All 81 test cases pass. Three boundary cases are particularly significant for assembly
correctness. The (mlen=16, adlen=0) case exercises exactly one full message block
through the assembly loop followed by zero-length associated data - confirming that the
loop executes correctly for a single-iteration case. The (mlen=17, adlen=0) case
exercises one full block through assembly and a one-byte partial block through the C
handler - confirming that the handoff between the assembly loop and the C partial block
path operates correctly without state corruption. The (mlen=0, adlen=16) case exercises
zero-length plaintext with one full AD block - confirming correct behavior of the empty-

message path where the encryption loop is never entered.

5.2.3 Tag Integrity Verification

Tag integrity testing verifies that the AEAD decryption function correctly rejects modified
authentication tags. The benchmark output includes a tag-tamper test in which
decryption after tag modification returned failure code -1. The caller must reject the
plaintext buffer on authentication failure. The constant-time OR-accumulation
comparison correctly detected the modification, confirming that modified tags are

rejected and that the comparison does not short-circuit on the first mismatch.
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5.3 Permutation Benchmark (P8 Isolation)
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The P8 permutation is benchmarked in isolation over 20,000 repetitions to measure the

cycle cost of the raw permutation without any APl overhead, conversion cost, or

initialization/finalization overhead. The state is pre-initialized to a fixed non-zero value

and the permutation is called in a tight loop. Table 5.2 presents the P8 benchmark

results.

Table 5.2. Isolated P8 cycle-count comparison between EO-ASM and OPT32 C.

EO-ASM vs.

Implementation Cycles per P8 OPT32 C Notes
Optimized 32-bit C
. -- baseline measured in the
OPT32 C (baseline) 1304.51 (baseline) same Arduino/ESP32
build environment
Final measured EO
-27.15% (- permutation using the 17-
This work EO-ASM 950.32 ’ instruction rotated-output
354.19 cyc)

S-box and EO linear
diffusion

P8 permutation benchmark on ESP32-C6 @ 160 MHz

Measured P8 cycle count

1600

1400 + 1304.51

1200 -

1000 -

800 -

600 -

400 -

200 -

0PT32C

-27.15%

950.32

EO-ASM

912.00

Cycles

Static round-body
count

EO-ASM composition

1400

8 rounds x 114 instr/round
1200 - =912 static round-body count

800

600

400 A

200 +

0
Round-body
static count

10001 912,00 / 950.32

38.32
Measured Measured
extra cost EO-ASM

950.32 - 912.00 = 38.32 cycles

Figure 5.2. P8 permutation benchmark on ESP32-C6 at 160 MHz.

Bar chart comparing P8 permutation cycle counts between OPT32 C and the EO

assembly implementation on ESP32-C6 at 160 MHz. The final EO assembly achieves

950.32 cycles per P8, a reduction of 354.19 cycles, or 27.15 percent, compared with

OPT32 C at 1304.51 cycles. The measured P8 result corresponds to 8 inlined

ROUND_BODY invocations, each applying the three Ascon round stages pC — pS —
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pL in sequence; Ascon-p[12] uses the same round body 12 times for initialization and
finalization. At the static instruction-count level, the inner-loop content of these eight
ROUND_BODY invocations is 8 x 114 = 912 instructions, 4 instructions per round below
the closest related hand-written RISC-V assembly result by Jellema [16], whose reported
118 cycles per round (944 cycles per P8 inner loop) correspond to approximately the
same number of inner-loop instructions on the in-order RV32IMAC pipeline. The 38.32-
cycle gap between the static 912-instruction count and the measured 950.32 cycles is
permutation-function  boundary cost (LOAD_STATE, STORE_STATE, and
prologue/epilogue), which Jellema's reported inner-loop number excludes. This answers
RQ1: EO bit interleaving combined with the 17-instruction rotated-output S-box reduces
the P8 cycle count substantially on the physical ESP32-C6 RV32IMAC at 160 MHz. The
result is obtained without lookup tables, secret-dependent branches, or changes to the

Ascon round function.

The measured P8 result remains above the ideal static instruction count because the
isolated P8 function includes state load/store at the function boundary and still runs on a
real pipeline with instruction-fetch and dependency effects. This thesis therefore treats
the measured 950.32-cycle value as the authoritative result rather than deriving a formal

cycle-accurate lower bound from static instruction count alone.

5.4 Full AEAD Throughput Benchmark

Table 5.3 presents the complete full AEAD benchmark results for all implementations at
512 and 1024 bytes. These are the primary benchmark results for RQ2 and provide the

basis for the conversion overhead analysis in Section 5.6.

Table 5.3. Full AEAD throughput comparison across all evaluated implementations.

VS.
implementation 512B Enc | 512B Dec | 1024B 1024B oPrss
cpb cpb Enc cpb Dec cpb (1024B)
0,
REF C (reference) 169.49 170.25 160.63 161.19 ;1]20'9 %
AES-128-GCM .
(e TLS) 101.19 101.56 86.52 86.70 +8.2% enc
OPT32 C (baseline) | 86.06 84.82 79.97 79.44 (baseline)
-2.56%
This work EO-ASM 83.02 83.28 77.92 78.18 enc; -
1.59% dec
EO?WC;”G only (no 58.70 58.94 58.61 58.86 -26.7% enc
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Native EO (exp.) 71.64 72.08 65.09 65.44 -18.6% enc

Note: Native EO is a non-standard API in which plaintext and ciphertext are pre-stored
in EO format. It is used exclusively for bottleneck quantification; it is not a deployable
byte-oriented AEAD interface. The standard practical result is the byte-oriented EO-ASM
implementation at 77.92 cpb for 1024-byte encryption.

At 1024-byte message length, the final EO assembly achieves 77.92 cpb for encryption
and 78.18 cpb for decryption. This is lower than OPT32 C at 79.97 cpb and 79.44 cpb
respectively, so the final answer to RQ2 is positive: after split conversion, fused fast-path
integration, IRAM placement, and the 17-instruction S-box, the standard byte-oriented
EO-ASM implementation does improve over the optimized C baseline. The result also
outperforms the measured mbedTLS AES-128-GCM backend at 86.52 cpb for 1024-
byte encryption.

Important comparison boundary: OPT32 is measured through its general optimized C
routine, while the headline EO-ASM result uses the fused assembly fast path selected
for the public benchmark shape used here (adlen = 16 and message length a multiple of
16 bytes). The result therefore demonstrates superiority for this measured standard-byte
benchmark shape. Arbitrary public lengths remain supported by the fallback path and
are correctness-tested, but this thesis does not claim identical cpb for every possible

length combination.

Full AEAD encryption throughput at 512 and 1024 bytes
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Figure 5.3. Full AEAD encryption throughput at 512 and 1024 bytes on ESP32-C6
at 160 MHz.
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The EO Core only measurement, which runs the repeated EO full-block loop against
data already in EO form, reaches 58.61 cpb at 1024 bytes. This is not a deployable full-
AEAD result because it excludes full API handling, but it confirms that the optimized core
remains faster than both the standard EO-ASM path and OPT32 C. The more realistic
no-conversion full-AEAD experiment is Native EO, which reaches 65.09 cpb. Together
these measurements show that the final standard EO-ASM result still pays a
representation-format cost, but that the cost has been reduced enough for the full
standard AEAD function to beat OPT32.

5.5 Throughput Across Message Sizes

Figure 5.4 shows the throughput of all implementations across the full range of
benchmarked message sizes: 64, 128, 256, 512, and 1024 bytes. Analyzing
performance across message sizes reveals the relative contributions of the fixed per-
message overhead (key loading, initialization P12, finalization P12) versus the variable

per-byte overhead (message processing P8 calls and conversion).

Encryption throughput across message lengths
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Figure 5.4. Encryption throughput across message lengths.

At 64 bytes, the final EO assembly achieves 154.35 cpb, already slightly faster than
OPT32 C at 161.43 cpb. As message length grows, fixed initialization and finalization
costs are amortized, and the advantage becomes clearer. At 512 bytes EO-ASM reaches

83.02 cpb compared with OPT32 C at 86.06 cpb, and at 1024 bytes it reaches 77.92 cpb
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compared with 79.97 cpb. Native EO remains faster at longer lengths, reaching 65.09
cpb at 1024 bytes, because it avoids standard byte-format conversion almost entirely.
One exception appears at 64 bytes, where Native EO is slightly slower than OPT32 C
despite becoming much faster at larger message sizes. This is because very short
messages are dominated by fixed per-call costs such as initialization, finalization, and
native-format setup, so the benefit of removing byte-to-EO conversion is not yet
amortized across enough P8 message-block calls. From 128 bytes onward, the Native

EO path shows the expected advantage.

Table 5.4 gives the complete benchmark data at all message sizes for all
implementations. Appendix B reproduces the current raw console outputs for the EO-
ASM, REF C, OPT32 C, and AES-128-GCM benchmark sketches, including the 64-,
128-, 256-, 512-, and 1024-byte measurements used in this table.

Table 5.4. Encryption cycles per byte across all tested message lengths.

Implementation 64B 128B 256B 512B 1024B
REF C 293.72 222.74 187.24 169.49 160.63
AES-128-GCM 306.96 189.39 130.60 101.19 86.52
OPT32C 161.43 118.46 96.17 86.06 79.97
This work EO-ASM 154.35 113.57 93.20 83.02 77.92
EO Core only 59.66 59.10 58.82 58.70 58.61
Native EO (exp.) 163.20 110.88 84.71 71.64 65.09

5.6 Residual Standard-Format Overhead

The native EO pipeline experiment isolates how much overhead remains because the
deployable API must accept and produce ordinary byte arrays.
Residual standard-format overhead at 1024 bytes

90 1 e .
OPT32 C baseline
Al e i e e e e e e e e L 79.97 cpb

70

60
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~ 13,138 cycles / 1024 B

12.83 cpb residual
2 205 cycles / block
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1024-byte encryption (cpb)
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Figure 5.5. Residual standard-format overhead between the standard EO-ASM
implementation and the Native EO measurement.
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Figure 5.5 compares the standard EO-ASM result with the Native EO measurement at
1024 bytes. The comparison separates the cost of the standard byte-oriented interface
from the lower-bound EO-format measurement while keeping the same Ascon-AEAD128

semantics.

The residual standard-format overhead is computed directly from the final measured
values. At 1024 bytes, the standard EO-ASM implementation achieves 77.92 cpb and
Native EO achieves 65.09 cpb. The difference is 12.83 cpb. Multiplied by the message
length, this equals approximately 13,138 cycles per 1024-byte message, or about 205
cycles per 16-byte block. This residual includes byte-to-EO conversion, EO-to-byte
conversion, and related boundary work that is not present in the Native EO

measurement.

Table 5.5. Residual standard-format overhead between standard EO-ASM and Native
EO.

Quantity Value
Standard EO-ASM throughput (1024B) 77.92 cpb
Native EO pipeline throughput (1024B) 65.09 cpb
Residual overhead in cpb 12.83 cpb

Total residual overhead per 1024B
message

12.83 x 1024 = approximately 13,138 cycles

Number of 16-byte blocks per 1024B

64 blocks

Residual overhead per 16-byte block

13,138 / 64 = approximately 205 cycles per block

Gap to OPT32 C at 1024B

EO-ASM is faster: 77.92 vs 79.97 cpb

EO-ASM advantage over OPT32

2.05 cpb = approximately 2,099 cycles per 1024B

Interpretation

Conversion remains the main residual overhead
but no longer prevents beating OPT32

Native EO role

Experimental lower-bound measurement, not a
deployable standard API

Instruction-count note

Static counts are used only as engineering cross-
checks, not formal CPI proofs

The measured residual overhead is approximately 205 cycles per block. It should be
interpreted as a standard-format overhead measurement, not as a formal standalone
instruction-retirement measurement. The standard path and Native EO path differ mainly
in byte-format conversion and related boundary work. The important engineering
conclusion is that the conversion bottleneck was reduced enough for standard EO-ASM
to pass OPT32, but it was not eliminated; Native EO still shows a lower bound that future

Zbkb-capable hardware may approach.



63

The key quantitative finding is that standard-format overhead remains the main distance
to the Native EO lower bound, but it no longer prevents the EO-ASM method from
outperforming OPT32 at the standard byte-oriented APIl. The final implementation
preserves normal byte input and output while keeping the internal state in EO form for

the performance-critical Ascon rounds.

5.7 Decryption Performance

The decryption results use the same final round core and fast-path structure as
encryption. In the final implementation, decryption is only slightly slower than encryption
because both directions use the same split conversion and fused fast-path design. Table
5.6 compares the final encryption and decryption throughput for the EO assembly

implementation.

Table 5.6. EO-ASM encryption and decryption throughput across message lengths.

Message Size Encryption (cpb) Decryption (cpb) Difference (cpb)
64 bytes 154.35 154.70 +0.35 (+0.2%)
128 bytes 113.57 113.89 +0.32 (+0.3%)
256 bytes 93.20 93.48 +0.28 (+0.3%)
512 bytes 83.02 83.28 +0.26 (+0.3%)
1024 bytes 77.92 78.18 +0.26 (+0.3%)

Decryption remains slightly slower than encryption, but the difference is now small. At
1024 bytes the gap is 0.26 cpb, indicating that the conversion and fast-path design keep
the decryption path close to the encryption path.

5.8 Results Summary

Table 5.7 provides a concise summary of all major performance results and their
correspondence to the research questions defined in Chapter 1. Table 5.8 then reports
the program-storage and global-memory footprint of the benchmark builds, addressing

the implementation-footprint aspect of the evaluation.



64

Table 5.7. Summary of the main empirical results and research-question answers.

RQ Finding

Key Measurement

EO bit interleaving with the final round
core reduces P8 cycle count by 27.15%
on physical RV32IMAC silicon. At the
inner-loop instruction-count level, this

OPT32 C: 1304.51 cyc/P8; EO-ASM:
950.32 cyc/P8 (-354.19 cycles); EO-

RQ1 work executes 4 instructions per round ASM static round body: 114
; N instr/round (912/P8) vs. Jellema 118
ewer than Jellema's high/low result, the cyclround reported (944/P8)
first reported sub-944-instruction Ascon- y P
p[8] inner loop on RV32IMAC.
RQ2 The final standard byte-oriented EO OPT32: 79.97/79.44 cpb; EO-ASM:

AEAD improves over OPT32 C.

77.92/78.18 cpb at 1024B

The main residual bottleneck is still

RQ3 standard byte-format conversion and
related boundary work, but it has been

reduced enough to beat OPT32.

Native EO: 65.09 cpb; residual
overhead: 12.83 cpb = approximately
13,138 cycles per 1024B

EO.

Zbkb zip/unzip remains the most direct
RQ4 architectural route to reduce the residual
conversion cost further toward Native

Projected future standard API
performance: approximately 66-68
cpb, pending hardware validation

Table 5.8 supplements the cycle-count results with the runtime memory snapshot printed
by the final benchmark sketch. The heap and stack values remained unchanged before
and after the benchmark loop, indicating that the benchmark code did not leak heap
memory during the measured run. A stripped production-library flash-size analysis is left
as future engineering work because the Arduino benchmark binary includes serial output,

test harness code, and Native EO support.

Table 5.8. Runtime memory snapshot of the final EO-ASM benchmark run.

Stack high-water free

Measurement point Heap free (bytes) (bytes)
Before benchmark 313,304 6,324
After benchmark 313,304 6,324
Change 0 0

Interpretation

No heap leak observed during

benchmark loop

Stack margin remained stable

The runtime memory snapshot should not be interpreted as a minimal production-library
footprint. It describes the benchmark sketch. The final implementation also includes
experimental Native EO support and test code, so a map-file based object-level code-

size study would be needed before making precise deployment-size claims.
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6. DISCUSSION

The experimental numbers in Chapter 5 carry meaning only when connected back to the
research questions that motivated the work. Section 6.1 does that explicitly, answering
each of RQ1-RQ4 with direct reference to measured cycle counts. Section 6.2 situates
the results against the four most closely related prior works. Section 6.3 zooms in on the
Zbkb projection: the instruction-level arithmetic is spelled out so the reader can judge its
validity independently. Section 6.4 identifies internal, external, and construct-validity

threats and the mitigations applied.

6.1 Research Question Analysis

Figure 6.1 provides a structured overview of how each research question is answered

by the experimental evidence before each is examined in detail below.

RQ1

How much does EO reduce P8
cycle count vs OPT32 C?

RQ2

Does full EO AEAD improve
throughput at standard API?

Answer: 27.2% fewer cycles Answer: Yes

(950.32 vs 1304.51 cycles/P8) (7;.92 (\;s 319697 CE:fEC:(E;MB')
4.19 P - Standard byte- - is
- 35 cycles saved per P8 ahead of OPT32 C

N=§
ESP32-C6 @ 160 MH
i — AW
RQ4

What architectural path could reduce
the residual overhead further?

RQ3

What is the residual bottleneck?

Answer: Residual byte<>EO conversion Answer: A Zbkb zip/unzip path is projected

=12.83 cpb to cut conversion further,
Native-EO reaches 65.09 cpb approaching Native-EO

Figure 6.1. Research question answers from final ESP32-C6 measurements.
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6.1.1 RQ1: Permutation-Level Improvement

RQ1 targeted the permutation core specifically: how much faster is the EO assembly P8
than the best optimized C implementation on physical RV32IMAC silicon? The final
measured answer on the ESP32-C6 is 950.32 cycles versus 1304.51 cycles, a 354.19-
cycle reduction or 27.15 percent improvement [16, 34]. The improvement comes from
EO rotation decomposition, fixed register assignment, and the 17-instruction rotated-

output S-box integrated with the EO linear layer.

The dominant mechanism remains the EO rotation decomposition. On RV32IMAC
without Zbb, each RORG64 in the conventional high/low representation requires
dependent shift and combine operations across two 32-bit halves. In the EO
representation, each rotation decomposes into independent ROR32 sequences. The 17-
instruction rotated-output S-box adds a second layer of gain by avoiding unnecessary
state-map restoration inside the S-box and letting the following linear layer restore the

persistent EO register map.

Jellema [16] derived 17-instruction Boolean formulas for the S-box in a high/low 32-bit
setting and reached a reported 118 cycles per round, equivalent to 944 cycles per P8 at
the inner-loop level on the in-order RV32IMAC pipeline. The final implementation in this
thesis reaches a comparable 17-instruction S-box count in an EO-specific setting, but
with a different integration strategy: the S-box outputs are left in a rotated placement and
consumed by out-of-place EO linear layers. The combined effect is a static round-body
count of 114 instructions per round and 912 instructions per P8, 4 instructions per round
below Jellema and the first reported sub-944-instruction P8 inner loop for an Ascon
RISC-V hand-written assembly implementation. The reduction comes from the EO
representation: each ROR64 maps to two independent ROR32 operations rather than
the dependent shifts required by a high/low split, eliminating cross-word combine
instructions in the linear diffusion layer. The contribution is therefore not simply the S-
box count; it is the integration of this network into a full EO-interleaved standard-byte
AEAD implementation on ESP32-C6 that reduces both the per-round instruction count

and the end-to-end AEAD cpb relative to the closest related work.

The final isolated P8 result is 950.32 cycles. The static round-body count is lower than
the measured value because the isolated P8 function includes state load/store at the
function boundary and runs on a real ESP32-C6 pipeline with instruction-fetch and
dependency effects. Within the fused message loop, this boundary overhead is
amortized across many blocks because the state remains in registers between P8

invocations.
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6.1.2 RQ2: Full AEAD Improvement

RQ2 asked whether the full EO-interleaved AEAD implementation improves throughput
at the standard byte-oriented API. The final measured answer is yes. At 1024 bytes, this
work reaches 77.92 cpb for encryption and 78.18 cpb for decryption, compared with
OPT32 C at 79.97 cpb and 79.44 cpb. This means the final implementation beats OPT32
by approximately 2.56 percent for encryption and 1.59 percent for decryption at the

standard API boundary.

This result is important because the standard AEAD interface still requires byte-oriented
plaintext and ciphertext. The implementation keeps that external format but performs the
performance-critical work in EO form. The final design reduces conversion cost through
split conversion, removes avoidable C/assembly boundaries through a fused public-

length fast path, places the hot path in IRAM, and uses a compact 17-instruction S-box.

The native EO experiment remains useful because it shows the lower-bound potential of
the EO representation, but the deployable standard-byte APl result is the main
performance claim: this work outperforms OPT32 C while preserving the standard

Ascon-AEAD128 input and output format.

6.1.3 RQ3: Bottleneck Identification and Quantification

RQ3 asked what the primary bottleneck is and whether it can be quantified by
experiment. The answer is the standard-format representation boundary. Native EO
reaches 65.09 cpb, while standard EO-ASM reaches 77.92 cpb. The difference is 12.83
cpb, or approximately 13,138 cycles per 1024-byte message. Dividing by 64 full blocks
gives approximately 205 cycles per 16-byte block.

This overhead should be interpreted as a variant-difference measurement rather than a
formal CPI derivation. The standard path and Native EO path differ mainly in byte-format
conversion and related boundary work. The important engineering conclusion is that this
residual overhead is still visible, but the final EO-ASM method remains faster than

OPT32 in the measured standard-byte benchmark.

This comparison explains why the native EO measurement is still valuable even after the
standard EO-ASM method passes OPT32. It shows that the implementation has not
reached the representation-level lower bound; future conversion support such as Zbkb

zip/unzip can still reduce a meaningful part of the total cost.
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6.1.4 RQ4: Architectural Pathway to Full Performance

RQ4 asked what architectural extensions or design changes would further improve the
implementation. Since the final EO-ASM implementation already surpasses OPT32 on
the ESP32-C6, RQ4 now concerns the path from a modest measured advantage to a
larger one. The RISC-V Zbkb extension remains the most relevant future feature
because zip and unzip directly target the remaining byte-to-EO and EO-to-byte

conversion work. Zbb rotate instructions would further shorten the linear diffusion layer.

6.2 Comparison to Related Work

Table 6.1 positions the final results of this thesis against the most relevant prior work on
Ascon software implementations. Direct numerical comparison remains difficult because
different studies use different processors, clock speeds, toolchains, and benchmark

scopes. The table therefore emphasizes measurement scope and implementation

features as well as numerical results.

Table 6.1. Quantitative comparison with related Ascon and RISC-V optimization work.

Work Platform / Reported result Comparison relevance
scope
Closest RISC-V assembly
work. This thesis reaches a
static round-body count of 912
instructions per P8, 4
approx. 944 P8- instructions per round below
Jellema 2019 SiFive HiFive1/ | equivalent inner-loop Jellema's reported 118-cycle-
[16] RV32IMAC cycles; no full AEAD per-round high/low inner loop. It
cpb also provides full AEAD
measurements and a Native
EO bottleneck-isolation
experiment that Jellema did not
include
approx. 85-90 cpb . .
Cheng et al. RV32/RV64 reported for RV32 Suppor_ts Fhe Zip/unzip
2023 [34] extensllon software contexts; Zbkb prOJectlon,_ not an ESP32.'CG
analysis hardware isolation experiment.
analysed
approx. 78-85 cpb in
Ascon ref. . . platform-dependent Primary optimized-C baseline
opt32 [33] Generic 32-bit C contexts; 79.97 cpb for this thesis.
measured here
950.32 cycles/PS; Full standard byte-oriented
This work - EO- | ESP32-C6 real 77.92 cpb encryption AEAD API on physical ESP32-
ASM hardware and 78.18 cpb C6 silicon; final implementation
decryption at 1024B outperforms OPT32 at 1024B.
65.09 cpb encryption Bottleneck-isolation
. and 65.44 cpb experiment; shows remaining
Lgll;?vve\loéko- Easrz\?vza-rze real decryption at 1024B representation overhead but is
(non-standard EO- not a deployable standard byte
oriented API) API result.
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A direct comparison with Jellema [16] is instructive when the measurement scope is
aligned. Jellema reported an optimized permutation inner loop on a physical HiFive1
board, with 118 cycles per round, giving 944 cycles for an eight-round inner-loop
equivalent. The corresponding inner-loop quantity for the implementation in this thesis is
the static round-body count of 8 x 114 = 912 instructions per P8. At the inner-loop level
the present work therefore executes 32 fewer instructions per P8 than Jellema, a
reduction of 3.4 percent, corresponding to a saving of 4 instructions per round. This is
the first reported hand-written RISC-V assembly implementation of the Ascon-p[8] inner
loop to drop below Jellema’s reported 944-cycle P8-equivalent inner-loop result. The 4-
instruction-per-round reduction comes from the EO representation: each ROR64 maps
to two independent ROR32 operations rather than a high/low split that requires cross-
word combine instructions in the linear diffusion layer. The remaining 38.32 cycles
between the 912-instruction static round-body count and the full P8 measurement of
950.32 cycles on the ESP32-C6 are the permutation-function boundary cost (state load
and store across the P8 function call, function prologue and epilogue), which Jellema's
reported inner-loop number excludes. The present thesis additionally extends the
evaluation to a complete standard byte-oriented AEAD implementation and reports a

final 77.92 cpb encryption result at 1024 bytes, which Jellema did not report.

The final full AEAD result of 77.92 cpb for EO-ASM is stronger than the approximate
RV32 software range reported in related work and is lower than the OPT32 C baseline
measured in this thesis. The Native EO result of 65.09 cpb remains non-standard, but it
shows that additional representation-level gains are still available if conversion is

reduced further.

Compared to the Ascon reference opt32 C implementation, the final EO assembly result
is now faster at the full AEAD level rather than only at the permutation level. This is the
central milestone of the final implementation: the optimized EO representation survives
the cost of the standard byte-oriented APl and still produces a net throughput

improvement.

6.3 Zbkb Extension: Remaining Conversion Opportunity

The final ESP32-C6 measurements show that the standard byte-oriented EO-ASM
implementation reaches 77.92 cpb at 1024 bytes, while the Native EO measurement
reaches 65.09 cpb. The 12.83 cpb gap between these two values is dominated by byte-
to-EO and EO-to-byte conversion at the standard APl boundary. Section 6.3.1 explains
why the RISC-V Zbkb extension targets exactly this layer at the instruction level, Section

6.3.2 derives a conservative throughput projection from the measured values, and
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Section 6.3.3 discusses where the projection can be validated and how the current
implementation is positioned to exploit Zbkb without changing the permutation core. The
projection in this section is not a hardware measurement; it is an instruction-level
estimate based on the final measured EO-ASM and Native EO results, and it is

presented so that the reader can judge its validity independently.

6.3.1 zip and unzip: Precise Instruction-Level Analysis

The RISC-V Zbkb extension (Version 1.0, ratified 2022) provides two instructions directly
relevant to EO conversion [30]. The unzip rd, rs instruction gathers all bits of rs at even
positions into the lower 16 bits of rd and all bits at odd positions into the upper 16 bits.
This is exactly the COMPACT operation applied to a 32-bit input: after unzip, rd[15:0]
holds the even bits and rd[31:16] holds the odd bits. The zip rd, rs instruction is the
inverse: it interleaves the lower 16 bits of rs into the even positions of rd and the upper
16 bits into the odd positions, which is the EXPAND operation for a 32-bit half-word. Both
instructions were introduced in the Zbkb specification with this exact use case in mind
[30, 52], and the design rationale for Zbkb explicitly cites even-odd bit interleaving in

symmetric ciphers as a motivating workload [44].

In the current EO-ASM implementation, COMPACT BOTH_U64 SPLIT and
EXPAND BOTH_U64_ SPLIT implement the same logical operation as zip and unzip but
in software, using a five-stage butterfly network of shift, mask, and OR instructions per
32-bit half. Replacing this software butterfly with unzip (for COMPACT) and zip (for
EXPAND) collapses the dominant per-half cost to a single instruction. Some glue
instructions are still required to combine the lower and upper 32-bit results of a 64-bit
lane and to align the resulting EO halves. Therefore Zbkb does not make conversion
free; it removes the dominant butterfly cost while leaving a small constant overhead. The
exact post-Zbkb instruction count depends on register allocation and integration details

and is therefore reported below as a range rather than a single number.

6.3.2 Throughput Projection

The throughput projection follows directly from two measured anchors and one
architectural assumption. The first anchor is the Native EO measurement: 65.09 cpb at
1024 bytes, which is the throughput when byte-to-EO and EO-to-byte conversion are
removed from the hot path entirely. The second anchor is the standard EO-ASM
measurement: 77.92 cpb at 1024 bytes, which is the throughput when the current
software butterfly conversion is present. The architectural assumption, supported by the

instruction-level analysis in Section 6.3.1, is that Zbkb reduces the per-block conversion
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sequence to a small low-double-digit instruction count rather than the larger software
butterfly currently in place. Under this assumption, the projected Zbkb-enabled standard
API throughput at 1024 bytes is approximately 66—68 cpb, sitting between the Native EO
lower bound at 65.09 cpb and the current EO-ASM result at 77.92 cpb.

This projection is conservative in two ways. First, it does not assume any improvement
in the permutation core itself, even though Zbb rotate instructions would also shorten the
linear diffusion layer if available alongside Zbkb. Second, it accepts a residual gap of one
to three cpb above the Native EO lower bound, on the grounds that some boundary-
alignment glue cannot be expressed as zip or unzip alone. A combined Zbb plus Zbkb
result remains future work and is not claimed here as a measured quantity. The
projection should therefore be read as a defensible upper bound on what an integrated

zip/unzip conversion layer would achieve on the same ESP32-C6-class in-order pipeline.

Within this projected range, EO-ASM with Zbkb would extend the existing lead over
OPT32 C from the currently measured 2.05 cpb at 1024 bytes to between 11.97 and
13.97 cpb, an order of magnitude larger margin than the current implementation
provides. The relevance of Zbkb is therefore not that it would let EO-ASM beat OPT32
— the current implementation already does so — but that it would let the standard byte-
oriented API approach the Native EO lower bound that this thesis used as an

experimental measurement instrument.

6.3.3 Hardware Availability and Forward Compatibility

The ESP32-C6 used in this thesis does not implement Zbkb, so the projection in Section
6.3.2 cannot be validated on this platform. The most practical near-term route to
validation is a RISC-V softcore on FPGA, such as a VexRiscv configuration with bit-
manipulation support, where the COMPACT and EXPAND macros can be replaced by
zip and unzip and the integrated AEAD throughput measured under the same Arduino-
equivalent build environment used throughout this thesis. Until that measurement is
performed, the figures in Section 6.3.2 should be read as an architectural projection

rather than as a confirmed result.

The EO assembly implementation designed in this thesis is forward-compatible with
Zbkb without any change to the permutation core. The byte-to-EO and EO-to-byte
conversion layer is kept structurally separate from the permutation macros, so a future
Zbkb-enabled port  could replace COMPACT_BOTH_U64_SPLIT and
EXPAND_BOTH_U64_SPLIT with zip/unzip-based equivalents while leaving
SBOX32_ROT, the LINEAR_X*_FROM macros, ROUND_BODY, and the fused fast-

path structure unchanged. This separation was an intentional design decision: if future
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RISC-V hardware provides improved support for EO conversion, only the conversion
layer needs to change, and the cryptographic core of the implementation can be reused

as-is.

The Zbb extension would provide an additional, independent improvement to the
permutation core. Zbb includes ror and rori instructions for 32-bit rotation, each of which
would replace a three-instruction srli/slli/or synthesis sequence used throughout the EO
linear diffusion macros. With Zbb the linear layer would shrink from 78 instructions per
round to approximately 38—40 instructions per round; it would not drop to zero, because
the XOR/update instructions and the S2 special case remain. The integrated effect of a
Zbb plus Zbkb implementation would need to be measured on hardware that supports
both extensions, or on a cycle-accurate model thereof. This thesis does not claim such

a combined measurement.

6.4 Threats to Validity

6.4.1 Internal Validity

Internal validity mainly concerns the accuracy of the cycle measurements. In particular,
the evaluation must ensure that the reported cycle counts measure the implementation
cost rather than unrelated effects from the benchmark environment. The main possible

sources of such error are discussed below.

Scheduler activity from FreeRTOS was reduced by repeating each benchmark many
times and reporting the average result. The P8-only benchmark was repeated 20,000
times. AEAD measurements used 200 repetitions for the 512- and 1024-byte results,
while shorter-message runs used higher repetition counts where shown in Appendix B.
The Wi-Fi radio was disabled during benchmarking to avoid interrupt interference from
radio activity. The ESP32 micros() timer was also read immediately before and after the
measured function, so the timed region contained only the operation being evaluated

before the elapsed microseconds were converted to cycle estimates.

The comparison between EO assembly and OPT32 C is not fully controlled because the
two implementations have different code sizes and therefore different instruction-cache
pressure. This issue became visible during development: an attempted 64-byte unrolled
version became much slower even though the cryptographic work was unchanged,
indicating that code size and instruction fetch matter on the ESP32-C6. The final
implementation therefore uses a compact fast path and IRAM placement instead of

aggressive unrolling.
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6.4.2 External Validity
External validity concerns the generalisability of the results beyond the specific ESP32-
C6 at 160 MHz. Two dimensions of generalisability are relevant: across RV32IMAC

implementations, and across message and data sizes.

The measured cycle counts are specific to the ESP32-C6 RV32IMAC core, toolchain,
memory system, and clock configuration. Other embedded RV32 cores - such as Ibex,
PicoRV32, or VexRiscv - have different pipeline depths, forwarding policies, and memory
timing, which will produce different absolute cycle counts. These results should also not
be generalized directly to application-class RV64 cores such as CVAG6 [55]. The EO
technique's dependency-depth reduction is architecture-independent in direction, but the

magnitude of the measured speedup will vary [28, 29, 43].

Another factor affecting external validity is compiler variability. The C baselines were
measured under the Arduino/ESP32 build environment used for the benchmark
sketches, but a different build profile, compiler version, or explicit optimization level such
as -02 or -0O3 could change register allocation for the C permutation loop and shift the
comparison. Future work could characterize this sensitivity across a controlled compiler-

flag range.

Results at 512 and 1024 bytes are the most representative for loT workloads, where
messages are typically multi-block. At shorter lengths (16-128 bytes), initialization and
finalization overhead dominates and reduces the relative advantage of any message-
processing optimization. All message sizes are benchmarked and reported in Table 5.4

for completeness.

6.4.3 Construct Validity

Construct validity concerns whether the metrics used in the evaluation accurately
represent the underlying constructs of interest. The cycles-per-byte metric used
throughout this thesis measures computational throughput, while Table 5.8 reports
program-storage and global dynamic-memory use at the benchmark-binary level. These
metrics support the performance and implementation-footprint claims, but they do not
directly measure energy consumption or end-to-end latency for very short application

messages, both of which are relevant to IoT deployment decisions.

Energy consumption is often correlated with cycle count on a processor running at fixed
clock frequency, but the correlation is not exact because different instruction types and

memory accesses have different switching activity. The EO permutation reduces cycle
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count at the P8 level, but this thesis does not directly measure energy. Therefore, energy

impact is treated as an open question rather than a proven benefit.

Code size is measured from the Arduino/ESP32 compile summaries in Table 5.8, but
the values are benchmark-binary sizes rather than minimal deployable library sizes. They
include the Arduino/ESP32 framework, serial-output code, benchmark harnesses, and,
for EO-ASM, the native EO experimental path and additional conversion-support code.
Therefore, the table is useful for comparing the tested builds under the same toolchain,
but it should not be interpreted as a precise object-level attribution of the minimum
production code size. A map-file based section breakdown and stripped deployment

builds would be needed for exact flash attribution of each implementation component.
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7. CONCLUSIONS

This thesis investigated whether EO bit interleaving can speed up Ascon-AEAD128 on
a production RV32IMAC microcontroller. The final result is positive at both levels that
matter: the EO assembly core improves the P8 permutation, and the complete standard
byte-oriented AEAD implementation now also outperforms the optimized C baseline. At
the permutation level, hardware-measured P8 drops from 1304.51 cycles in OPT32 C to
950.32 cycles in the final EO-ASM implementation. At the full-AEAD API level, the final
EO-ASM implementation reaches 77.92 cpb for 1024-byte encryption and 78.18 cpb for
decryption, beating OPT32 C at 79.97 and 79.44 cpb. Native EO reaches 65.09 cpb and

shows the remaining potential if byte-format conversion is reduced further.

This chapter brings together the main findings of the thesis. Section 7.1 presents the
principal results, Section 7.2 explains the significance of the contributions, Section 7.3
acknowledges the limitations of the work, and Section 7.4 suggests directions for future

work.

7.1 Principal Findings
The thesis produced four principal findings, one for each research question.

The first finding is that EO bit interleaving delivers a clear and substantial permutation-
level advantage on RV32IMAC. The final EO assembly achieves 950.32 cycles per P8
invocation on the physical ESP32-C6, a reduction of 354.19 cycles or 27.15 percent
compared with OPT32 C at 1304.51 cycles. At the inner-loop level, the implementation
executes 912 instructions per P8 (8 x 114 instructions per round), 4 instructions per
round below the closest reported hand-written RISC-V assembly result by Jellema [16],
whose reported 118 cycles per round on the in-order RV32IMAC pipeline corresponds
to approximately the same number of inner-loop instructions, the first reported sub-944-
instruction Ascon-p[8] inner loop on RV32IMAC. The improvement is attributable to EO
rotation decomposition and the final 17-instruction rotated-output S-box, which reduces

S-box cost while preserving the normal state mapping after each round.

The second finding is that the full EO AEAD implementation, operating at the normal
byte-oriented AEAD interface, does improve throughput over the OPT32 C baseline after
the final optimization chain. The final EO-ASM reaches 77.92 cycles per byte for 1024-
byte encryption and 78.18 cycles per byte for decryption, compared with 79.97 and 79.44
cycles per byte for OPT32 C. This result shows that the EO approach is not limited to a
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core-only advantage; it can also deliver a practical standard-API speedup on the ESP32-
C6.

The third finding is the quantification of the residual standard-format overhead via the
native EO pipeline experiment. Native EO reaches 65.09 cycles per byte at 1024 bytes,
while standard EO-ASM reaches 77.92 cycles per byte. The difference is 12.83 cpb, or
approximately 13,138 cycles per 1024-byte message. This confirms that byte-format
conversion remains the main remaining cost, but it no longer prevents the final

implementation from beating OPT32.

The fourth finding is the identification of the RISC-V Zbkb zip/unzip instructions as the
most direct path for further improvement. Since the final implementation already
surpasses OPT32 on RV32IMAC without Zbkb, future Zbkb-capable hardware would not
merely close the old gap; it could move the standard API closer to the 65.09 cpb Native

EO lower-bound result.

7.2 Significance of Contributions

The contributions of this thesis are significant for four reasons. First, they provide
hardware-measured evidence that EO interleaving can outperform OPT32 not only in the
Ascon permutation core but also in a complete standard byte-oriented Ascon-AEAD128
implementation on a production ESP32-C6. Second, the static round-body instruction
count is the lowest reported value for an Ascon-p[8] inner loop in hand-written RISC-V
assembly on RV32IMAC, dropping below Jellema's [16] reported 944-cycle inner-loop
barrier at the static instruction-count level. Third, the work documents the engineering
path needed to reach that result: split conversion, fused fast-path integration, IRAM
placement, and a 17-instruction rotated-output S-box integrated with EO out-of-place
linear diffusion. Fourth, the Native EO experiment remains a useful method for

separating representation overhead from cryptographic core cost.

The native EO pipeline experiment is also a methodological contribution applicable
beyond Ascon. By constructing a controlled variant that removes one suspected
overhead, the thesis measures how much of the total cost comes from representation
conversion. This made the optimization process data-driven: the bottleneck was

identified, reduced, and then crossed with the final S-box/core optimization.

Finally, the measured residual overhead gives a concrete reason why the Zbkb extension
still matters. Even after the final EO-ASM result, Native EO remains 12.83 cpb faster
than the standard byte-oriented EO path at 1024 bytes. A Zbkb implementation could
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target this remaining gap directly by replacing much of the software butterfly conversion

with zip/unzip instructions.

7.3 Limitations

The thesis has three principal limitations that should be acknowledged when interpreting

and extending the results.

First, hardware scope: the Zbkb projection is not validated by hardware measurement.
The ESP32-C6 does not implement Zbkb, and all measured cycle counts come from a
single ESP32-C6 unit running at 160 MHz. A different RV32IMAC implementation would
produce different absolute cycle counts, although the direction of the EO benefit should

remain plausible for similar in-order 32-bit cores.

Second, ISA and workload scope: the fastest fused path is specialized for public
benchmark conditions where associated data is 16 bytes and message length is a
multiple of 16 bytes. The implementation still preserves a general fallback path for other
public lengths, and the 81-case correctness matrix verifies boundary lengths. However,
the headline cpb result is measured on the fast path, so future work should extend the

same level of assembly optimization to all partial-block cases.

Third, implementation scope: energy consumption has not been directly measured, and
no masking, formal leakage evaluation, or external interoperability campaign was
performed. The implementation is timing-constant at the software-structure level, but it
is not a masked power- or EM-resistant implementation. Program-storage attribution is

also not reduced to a stripped production-library map file.

7.4 Future Work

Five concrete directions for future work follow, ordered by expected impact:

e Zbkb hardware validation: Implement the EO conversion macros using zip and
unzip instructions and measure the resulting full AEAD throughput on a Zbkb-
capable RISC-V processor or FPGA-based RV32 softcore. This would provide
direct hardware confirmation of the projected 66-68 cpb standard-interface result
and validate the estimated conversion-overhead reduction. A combined
Zbb+Zbkb implementation should be treated as a separate future experiment

rather than as a measured result of this thesis.
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Full assembly partial block handling: Extend the assembly implementation to
handle messages of any length without returning to C for the final partial block.
This would eliminate the C-to-assembly interface overhead at message-length
boundaries and make the implementation self-contained and portable without a

C compiler dependency in the hot path.

Ascon-Hash256 and XOF128: Apply the EO permutation core to the other three
algorithms standardized in NIST SP 800-232 - Ascon-Hash256, Ascon-XOF128,
and Ascon-CXOF128. All four share the same underlying 320-bit permutation, so
the existing EO round macros and P12 support provide most of the performance-
critical core. The hash-specific absorption and finalization phases would require

additional assembly or C code.

Masked side-channel-resistant implementation: Apply masking countermeasures
to the EO implementation to target first-order and higher-order resistance against
power and electromagnetic side-channel analysis. The Boolean structure of the
Ascon S-box (XOR, AND, NOT) is suitable for masked implementations, but the
current implementation is unmasked and only addresses timing-constant
software structure. Future work should first measure the leakage profile of the
unprotected ESP32-C6 implementation using power or electromagnetic traces,
then implement and evaluate a masked S-box using established techniques such
as threshold implementations, domain-oriented masking, or recent masked

Ascon software constructions [69-71].

Fixsliced Ascon on RV32IMAC: A useful follow-up would be to implement a
fixsliced version of Ascon on the same ESP32-C6 platform and compare it directly
with the EO implementation. Fixslicing, introduced by Adomnicai and Peyrin [40],
uses a different state layout so that some rotation-related costs can be reduced
or absorbed into the representation. Unlike EO interleaving, it may avoid part of
the byte-to-EO conversion overhead at the APl boundary. Testing both
approaches on the same physical RV32IMAC hardware would show more clearly

which representation is better suited for RISC-V loT devices.
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APPENDIX A: COMPLETE SBOX32_ROT MACRO

This appendix gives the complete SBOX32 _ROT assembly macro used by the final
even-odd bit-interleaved Ascon permutation. The macro implements the nonlinear Ascon
S-box for one 32-bit EO plane and is called twice in each round: once for the even plane
and once for the odd plane. It uses only Boolean instructions and no lookup table, so it

preserves the timing-constant software structure of this work.

Unlike an in-place S-box macro, SBOX32_ROT intentionally leaves the five outputs in a
rotated placement. The following out-of-place EO linear diffusion macros consume this
placement and restore the normal persistent register mapping after every round.
Therefore, the macro changes only the internal instruction schedule, not the Ascon round

function.

.macro SBOX32_ROT r@ rl r2 r3 r4 tout tmpl tmp2
/* Inputs: re=x0, rl=x1, r2=x2, r3=x3, rd=x4 */
/* Scratch: tout, tmpl, tmp2 */

/* Output: 17-instruction rotated-output Ascon S-box plane */
xor \tmpl, \ro, \r4
xor \tmp2, \r3, \r4
xori \r4, \r4, -1
xor \tout, \rl, \r2
or \r4, \rd4, \r3
xor \r4, \r4, \tout
xor \r3, \r3, \rl
or \r3, \r3, \tout
xor \r3, \r3, \tmpl
xor \r2, \r2, \tmpl
or \r2, \r2, \rl
xor \r2, \r2, \tmp2
or \ro, \ro, \tmp2
xor \tout, \tout, \re
xori \tmpl, \tmpl, -1
and \ril, \rl, \tmpl
xor \rl, \rl, \tmp2
.endm /* 17 instructions; consumed by out-of-place EO linear macros */

In ROUND_BODY, the macro is invoked for the even and odd planes. After the linear
diffusion step, the state is again in the normal EO register assignment: a0/a1 for SO,
a2/a3 for S1, a4/a5 for S2, a6/a7 for S3, and t3/t4 for S4.
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APPENDIX B: FULL BENCHMARK OUTPUTS

This appendix contains the raw console outputs used to prepare the benchmark tables
and figures in Chapter 5. The logs are kept unchanged to support reproducibility and to
document the correctness checks, timing results, and memory readings recorded on the
ESP32C6 platform.

1.
=== ASCON AEAD Correctness Demo (ESP32-C6) [ASM build] ===
Plaintext (ASCII): Hello, I am Sourav Podder! And this is my-

Key (hex): 000102030405060708090A0BOCODOEQOF

Nonce (hex): AABBCCDDEEFF00112233445566778899

AD (hex): 4D53632D546865736973

encrypt ret = 0

clen = 58

Ciphertext (hex) :
ClFC5BI9F54FF67C47E7349FF9AEF8289ECE6DEF135D554098DEE1IDOSBC3A1E2D425740D458A4A10A4C9D

Tag (hex): 5D477596840B770266C5BBDDAE67D25B

decrypt ret = 0

m2len = 42

Decrypted (ASCII): Hello, I am Sourav Podder! And this is my-

Verification: SUCCESS (M == M')

=== ASCON AEAD Edge-Case Correctness Matrix ===
mlen=0 adlen=0 -> PASS
mlen=0 adlen=1 -> PASS
mlen=0 adlen=7 -> PASS
mlen=0 adlen=8 -> PASS
mlen=0 adlen=15 -> PASS
mlen=0 adlen=16 -> PASS
mlen=0 adlen=17 -> PASS
mlen=0 adlen=31 -> PASS
mlen=0 adlen=32 -> PASS
mlen=1 adlen=0 -> PASS
mlen=1 adlen=1 -> PASS
mlen=1 adlen=7 -> PASS
mlen=1 adlen=8 -> PASS
mlen=1 adlen=15 -> PASS
mlen=1 adlen=16 -> PASS
mlen=1 adlen=17 -> PASS
mlen=1 adlen=31 -> PASS
mlen=1 adlen=32 -> PASS
mlen=7 adlen=0 -> PASS
mlen=7 adlen=1 -> PASS
mlen=7 adlen=7 -> PASS
mlen=7 adlen=8 -> PASS
mlen=7 adlen=15 -> PASS
mlen=7 adlen=16 -> PASS
mlen=7 adlen=17 -> PASS
mlen=7 adlen=31 -> PASS
mlen=7 adlen=32 -> PASS
mlen=8 adlen=0 -> PASS
mlen=8 adlen=1 -> PASS
mlen=8 adlen=7 -> PASS
mlen=8 adlen=8 -> PASS
mlen=8 adlen=15 -> PASS
mlen=8 adlen=16 -> PASS
mlen=8 adlen=17 -> PASS
mlen=8 adlen=31 -> PASS
mlen=8 adlen=32 -> PASS
mlen=15 adlen=0 -> PASS
mlen=15 adlen=1 -> PASS
mlen=15 adlen=7 -> PASS
mlen=15 adlen=8 -> PASS
mlen=15 adlen=15 -> PASS
mlen=15 adlen=16 -> PASS
mlen=15 adlen=17 -> PASS



mlen=15
mlen=15
mlen=16
mlen=16
mlen=16
mlen=16
mlen=16
mlen=16
mlen=16
mlen=16
mlen=16
mlen=17
mlen=17
mlen=17
mlen=17
mlen=17
mlen=17
mlen=17
mlen=17
mlen=17
mlen=31
mlen=31
mlen=31
mlen=31
mlen=31
mlen=31
mlen=31
mlen=31
mlen=31
mlen=32
mlen=32
mlen=32
mlen=32
mlen=32
mlen=32
mlen=32
mlen=32
mlen=32

Edge-case summary:

adlen=31
adlen=32
adlen=0
adlen=1
adlen=7
adlen=8
adlen=15
adlen=16
adlen=17
adlen=31
adlen=32
adlen=0
adlen=1
adlen=7
adlen=8
adlen=15
adlen=16
adlen=17
adlen=31
adlen=32
adlen=0
adlen=1
adlen=7
adlen=8
adlen=15
adlen=16
adlen=17
adlen=31
adlen=32
adlen=0
adlen=1
adlen=7
adlen=8
adlen=15
adlen=16
adlen=17
adlen=31
adlen=32

-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS
-> PASS

81/81 PASS

=== ASCON AEAD Tag Tamper Test ===
decrypt ret after tag tamper = -1
Authentication rejection:

PASS

=== ASCON Native EO AEAD Correctness Demo ===

encrypt ret = 0
Ciphertext
Tag (hex):
decrypt ret = 0

Decrypted (ASCII
Verification: SU

(std

5D477596840B770266C5BBDDAE67D25B

) : Hello,

CCESS (M == M")

=== Memory snapshot BEFORE benchmark

Heap free (bytes

Stack high-water free

): 313304

(bytes): 6324

=== ASCON P8 Permutation-Only Benchmark ===
rounds=20000
avg_us_per P8=5.9395
cycles_per P8=950.32

final state x0 eo=(9E8334AC, FATBOD32)

=== ASCON AEAD Benchmarks

F CPU =

16000000

0 Hz

ENC m=64 ad=16 rounds=2000
DEC m=64 ad=16 rounds=2000

ENC m=128 ad=16
DEC m=128 ad=16

ENC m=256 ad=16
DEC m=256 ad=16

ENC m=512 ad=16

rounds=800
rounds=800

rounds=800
rounds=800

rounds=200

(ESP32-C6 @ 160 MHz)

avg_us=61

avg_us=61.

avg us=90.
avg_us=91.

.74 B/s=1036621

88 B/s=1034251

86 B/s=1408799
11 B/s=1404875

.91
.50

.49
.91

I am Sourav Podder! And this is my-

[ASM build] ===
cpb=154.
cpb=154.

cpb=113.
cpb=113.

avg us=149.12 B/s=1716766.98 cpb=93

avg us=149.57 B/s=1711601.79 cpb=93.

avg us=265.67 B/s=1927239.19 cpb=83.

35
70

57
89

.20

48

02

87

hex) :
ClFC5B9F54FF67C47E7349FFOAEF8289ECEG6DEF135D554098DEE1IDOSBC3A1E2D425740D458RA4A10A4C9D
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DEC m=512 ad=16 rounds=200 avg us=266.50 B/s=1921200.75 cpb=83.28

ENC m=1024 ad=16 rounds=200 avg us=498.72 B/s=2053276.92 cpb=77.92
DEC m=1024 ad=16 rounds=200 avg us=500.35 B/s=2046587.85 cpb=78.18

Done.

=== ASCON EO Core Benchmarks ===

ENC-CORE m=64 rounds=2000 avg us=23.86 B/s=2681976.28 cpb=59.66
DEC-CORE m=64 rounds=2000 avg us=23.96 B/s=2670672.68 cpb=59.91

ENC-CORE m=128 rounds=800 avg us=47.28 B/s=2707204.23 cpb=59.10
DEC-CORE m=128 rounds=800 avg us=47.48 B/s=2695730.01 cpb=59.35

ENC-CORE m=256 rounds=800 avg us=94.11 B/s=2720329.41 cpb=58.82
DEC-CORE m=256 rounds=800 avg us=94.52 B/s=2708385.68 cpb=59.08

ENC-CORE m=512 rounds=200 avg us=187.83 B/s=2725941.70 cpb=58.70
DEC-CORE m=512 rounds=200 avg us=188.60 B/s=2714668.22 cpb=58.94

ENC-CORE m=1024 rounds=200 avg us=375.11 B/s=2729902.29 cpb=58.61
DEC-CORE m=1024 rounds=200 avg us=376.74 B/s=2718090.97 cpb=58.86

=== ASCON Native EO AEAD Benchmarks ===
ENC-NATIVE-EO m=64 ad=16 rounds=2000 avg us=65.28 B/s=980392.16 cpb=163.20
DEC-NATIVE-EO m=64 ad=16 rounds=2000 avg us=66.00 B/s=969652.89 cpb=165.01

ENC-NATIVE-EO m=128 ad=16 rounds=800 avg us=88.70 B/s=1443005.51 cpb=110.88
DEC-NATIVE-EO m=128 ad=16 rounds=800 avg us=89.53 B/s=1429768.22 cpb=111.91

ENC-NATIVE-EO m=256 ad=16 rounds=800 avg us=135.53 B/s=1888828.43 cpb=84.71
DEC-NATIVE-EO m=256 ad=16 rounds=800 avg us=136.56 B/s=1874685.34 cpb=85.35

ENC-NATIVE-EO m=512 ad=16 rounds=200 avg us=229.25 B/s=2233418.40 cpb=71.64
DEC-NATIVE-EO m=512 ad=16 rounds=200 avg us=230.66 B/s=2219717.33 cpb=72.08

ENC-NATIVE-EO m=1024 ad=16 rounds=200 avg us=416.58 B/s=2458111.29 cpb=65.09
DEC-NATIVE-EO m=1024 ad=16 rounds=200 avg us=418.80 B/s=2445081.18 cpb=65.44

=== Memory snapshot AFTER benchmark ===
Heap free (bytes): 313304
Stack high-water free (bytes): 6324

2.

Note: The benchmark sketch label “ASCON-128a” reflects the naming used by the source
benchmark file. In this thesis, the corresponding result is reported as the REF C Ascon-
AEAD128 baseline. The benchmark uses the same key, nonce, associated data, plaintext,
ciphertext, and tag comparison format as the EO-ASM and OPT32 builds.

=== ASCON-128a AEAD Correctness Demo (ESP32-C6) ===
Plaintext (ASCII): Hello, I am Sourav Podder! And this is my-

Key (hex): 000102030405060708090A0BOCODOEQOF

Nonce (hex): AABBCCDDEEFF00112233445566778899

AD (hex): 4D53632D546865736973

encrypt ret = 0

clen = 58

Ciphertext (hex) :
ClFC5BI9F54FF67C47E7349FF9AEF8289ECE6DEF135D554098DEE1IDOSBC3A1E2D425740D458A4A10A4C9D

Tag (hex): 5D477596840B770266C5BBDDAE67D25B

decrypt ret = 0

m2len = 42

Decrypted (ASCII): Hello, I am Sourav Podder! And this is my-

Verification: SUCCESS (M == M')

=== Memory snapshot BEFORE benchmark ===
Heap free (bytes): 424968
Stack high-water free (bytes): 7092

=== ASCON-128a AEAD Benchmarks (ESP32-C6 @ 160 MHz) ===
F CPU = 160000000 Hz

ENC m=64 ad=16 rounds=2000 avg us=117.49 B/s=544743.44 cpb=293.72
DEC m=64 ad=16 rounds=2000 avg us=118.82 B/s=538607.20 cpb=297.06

ENC m=128 ad=16 rounds=800 avg us=178.19 B/s=718329.32 cpb=222.74
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DEC m=128 ad=16 rounds=800 avg us=179.68 B/s=712367.65 cpb=224.60

ENC m=256 ad=16 rounds=800 avg us=299.59 B/s=854497.59 cpb=187.24
DEC m=256 ad=16 rounds=800 avg us=301.39 B/s=849394.27 cpb=188.37

ENC m=512 ad=16 rounds=200 avg us=542.38 B/s=943987.61 cpb=169.49
DEC m=512 ad=16 rounds=200 avg us=544.79 B/s=939803.05 cpb=170.25

ENC m=1024 ad=16 rounds=200 avg us=1028.02 B/s=996094.41 cpb=160.63
DEC m=1024 ad=16 rounds=200 avg us=1031.63 B/s=992603.94 cpb=161.19

Done.
=== Memory snapshot AFTER benchmark ===

Heap free (bytes): 424968
Stack high-water free (bytes): 7092

3.
=== ASCON AEAD Correctness Demo (ESP32-C6) [OPT32 build] ===
Plaintext (ASCII): Hello, I am Sourav Podder! And this is my-
Key (hex): 000102030405060708090A0BOCODOEQOF
Nonce (hex): AABBCCDDEEFF00112233445566778899
AD (hex): 4D53632D546865736973
encrypt ret = 0
clen = 58
Ciphertext (hex) :
ClFC5BOF54FF67C47E7349FFOAEF8289ECE6DEF135D554098DEE1IDOSBC3A1E2D425740D458A4A10A4C9D
Tag (hex): 5D477596840B770266C5BBDDAE67D25B
decrypt ret = 0
m2len = 42
Decrypted (ASCII): Hello, I am Sourav Podder! And this is my-
Verification: SUCCESS (M == M'")

=== Memory snapshot BEFORE benchmark ===
Heap free (bytes): 416776
Stack high-water free (bytes): 7108

=== ASCON P8 Permutation-Only Benchmark ===
rounds=20000

avg_us_per P8=8.1532

cycles per P8=1304.51

final state x0=0x520ABDD3993B5357

=== ASCON AEAD Benchmarks (ESP32-C6 @ 160 MHz) [OPT32 build] ===
F CPU = 160000000 Hz

ENC m=64 ad=16 rounds=2000 avg us=64.57 B/s=991141.67 cpb=161.43
DEC m=64 ad=16 rounds=2000 avg us=64.32 B/s=994955.27 cpb=160.81

ENC m=128 ad=16 rounds=800 avg us=94.77 B/s=1350638.39 cpb=118.46
DEC m=128 ad=16 rounds=800 avg us=93.90 B/s=1363079.71 cpb=117.38

ENC m=256 ad=16 rounds=800 avg us=153.87 B/s=1663715.09 cpb=96.17
DEC m=256 ad=16 rounds=800 avg us=153.04 B/s=1672737.96 cpb=95.65

ENC m=512 ad=16 rounds=200 avg us=275.40 B/s=1859114.02 cpb=86.06
DEC m=512 ad=16 rounds=200 avg us=271.43 B/s=1886340.61 cpb=84.82

ENC m=1024 ad=16 rounds=200 avg us=511.81 B/s=2000722.92 cpb=79.97
DEC m=1024 ad=16 rounds=200 avg us=508.44 B/s=2014003.62 cpb=79.44

Done.

=== ASCON OPT32 Core Benchmarks ===

ENC-CORE m=64 rounds=2000 avg us=34.53 B/s=1853675.49 cpb=86.31
DEC-CORE m=64 rounds=2000 avg us=34.52 B/s=1854158.82 cpb=86.29

ENC-CORE m=128 rounds=800 avg us=68.57 B/s=1866569.45 cpb=85.72
DEC-CORE m=128 rounds=800 avg us=68.59 B/s=1866093.23 cpb=85.74

ENC-CORE m=256 rounds=800 avg us=136.70 B/s=1872731.10 cpb=85.44
DEC-CORE m=256 rounds=800 avg us=136.70 B/s=1872748.22 cpb=85.44

ENC-CORE m=512 rounds=200 avg us=272.95 B/s=1875767.07 cpb=85.30
DEC-CORE m=512 rounds=200 avg us=272.93 B/s=1875904.52 cpb=85.29



ENC-CORE m=1024 rounds=200 avg us=545.47 B/s=1877297.35 cpb=85.23
DEC-CORE m=1024 rounds=200 avg us=545.47 B/s=1877297.35 cpb=85.23

=== Memory snapshot AFTER benchmark

Heap free

Stack high-water free

=== AES-128-GCM Correctness Demo

encrypt re
Ciphertext

(bytes): 416776

t =20

(bytes): 7108

(ESP32-C6 / mbedTLS backend) ===

90

(hex) :

1F8C8017C2C105ADC177F1E993B536FAD6OE2335F81874ECDEOSD57CO0EC81910098309DFDAGFDOAF92CBC
379937DCE1BB4D3871F083B70801C4C6

Tag (hex):
decrypt re

t =20

Decrypted (ASCII): Hello,

Verificati

on: SUCCESS

I am Sourav Podder! And this is my-
(M == M")

=== Memory snapshot BEFORE benchmark
(bytes) : 426348

Heap free

Stack high-water free

=== AES-128-GCM Benchmarks
F CPU = 160000000 Hz

ENC m=64 ad=16 rounds=2000
DEC m=64 ad=16 rounds=2000

ENC m=128
DEC m=128

ENC m=256
DEC m=256

ENC m=512
DEC m=512

ENC m=1024 ad=16 rounds=200 avg us=553.74 B/s=1849255.43 cpb=86.
DEC m=1024 ad=16 rounds=200 avg us=554.86 B/s=1845520.97 cpb=86.

Done.

=== Memory snapshot AFTER benchmark

Heap free

Stack high-water free

ad=16
ad=16

ad=16
ad=16

ad=16
ad=16

rounds=800
rounds=800

rounds=800
rounds=800

rounds=200
rounds=200

(bytes): 426348

(bytes) : 6820

(ESP32-C6 / mbedTLS backend) ===

avg us=122.
avg us=123.

avg us=151.
avg us=152.

avg us=208.
avg us=210.

avg us=323.
avg us=324.

(bytes): 6820

78
99

51
72

95
15

80
98

B/s=521242.61 cpb=306.96
B/s=516157.52 cpb=309.98

B/s=844833.08 cpb=189.39
B/s=838144.92 cpb=190.90

B/s=1225146.55 cpb=130.
B/s=1218181.66 cpb=131.

B/s=1581208.17 cpb=101.
B/s=1575499.45 cpb=101.

60
34

19
56

52
70



