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Integrating live non-visible data streams, such as radiometric thermal imagery, into Mixed Reality 

(MR) creates opportunities for human augmentation but introduces a critical underexplored chal-

lenge: how users should interact with a live, dynamic sensory feed that is fundamentally different 

from the static virtual objects addressed by most Extended Reality (XR) interaction research. This 

thesis presents two primary contributions to address this challenge. First, a complete open-source 

thermal-MR platform is developed that integrates a Teledyne FLIR Hadron 640R (640×512 pixel) 

thermal sensor with a Varjo XR-3 head-mounted display via a low-latency ZeroMQ pipeline on an 

NVIDIA Jetson Nano, achieving a photon-to-photon latency of less than 50 ms. Second, a con-

trolled empirical study with 24 participants compares two interaction modalities for operating this 

system across three thermal inspection tasks of increasing cognitive complexity: a gaze-based 

dwell-trigger technique (Gaze-Enlarge) and a gesture-based wrist-menu technique (Hand-Menu 

Zoom). A Linear Mixed-Effects Model on log-transformed completion times revealed no significant 

main effect of modality on task performance (p = .530), with performance differences dominated 

by task complexity rather than input method, and both modalities supported near-ceiling accuracy 

across all tasks. However, the two modalities imposed qualitatively different subjective costs: 

gaze interaction received substantially higher System Usability Scale scores (mean ≈70 vs. ≈42, 

Δ = 27.81, p < .001, Hedges’ g = 0.94), lower NASA Task Load Index workload ratings (p = .018), 

and significantly higher perceived naturalness ratings (p = .002). Interaction effort analysis further 

revealed a key adaptive strategy: under high cognitive load, participants shifted from continuous 

hand-slider adjustments to discrete button presses, prioritising interaction stability over fine-

grained control. These findings demonstrate that perceptual and motor effort in MR are co-regu-

lated, support a gaze-to-select, hand-to-confirm design paradigm for augmented perception in-

terfaces, and introduce the concept of Perceptual Equilibrium to describe users’ self-regulation of 

zoom behaviour toward a consistent perceptual information density regardless of the control mo-

dality employed. All software, hardware configurations, and 3D models are released openly to 

support reproducible research. 

Keywords: augmented vision, thermal imaging, mixed reality, gaze interaction, hand gestures, 

human augmentation, extended reality, multimodal interaction 
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(Anthropic) was used to refine the structure, tone, and flow of written content. The 
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LIST OF SYMBOLS AND ABBREVIATIONS 

The abbreviations used in this thesis are listed below in alphabetical order. Each abbre-

viation is also defined at the point of first use in the text. 
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HCI Human-Computer Interaction 

HMD Head-Mounted Display 

HPUI Hand Proximate User Interface 

HTI Human-Technology Interaction 

HUD Heads-Up Display 

ICC Intraclass Correlation Coefficient 

LMM Linear Mixed-Effects Model 

LWIR Long-Wave Infrared 

MAGIC Manual And Gaze Input Cascaded 

MR Mixed Reality 

NASA-TLX NASA Task Load Index 

NDT Non-Destructive Testing 

NUI Natural User Interface 

OST Optical See-Through 

PiP Picture-in-Picture 

POV Point of View 
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RQ Research Question 

SDK Software Development Kit 

SLAM Simultaneous Localisation and Mapping 

SUS System Usability Scale 

UI User Interface 

VR Virtual Reality 

XR Extended Reality 

ZMQ ZeroMQ (asynchronous messaging library) 
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CHAPTER 1: INTRODUCTION 

1.1 Overview 

The human sensory system operates within a narrow band of the electromagnetic spec-

trum, approximately 380-700 nanometers. Thermal radiation and other physical phenom-

ena that fall outside this visible range remain imperceptible without instrumentation. His-

torically, sensors such as thermal cameras, Geiger counters, and ultrasonic devices 

have made these phenomena measurable, but at the cost of sustained attention: opera-

tors must divert focus from their primary task to consult a separate display, producing a 

split-attention effect in which diagnostic information is available but perceptually discon-

nected from the task environment Raisamo et al. (2019a). 

The maturation of Mixed Reality (MR) hardware, the miniaturization of high-fidelity radi-

ometric sensors, and advances in human augmentation research have together made it 

technically feasible to close this perceptual gap. The field is transitioning from tool-medi-

ated sensing toward embodied augmentation, in which non-visible data is integrated di-

rectly into the operator's egocentric view of the physical world rather than displayed on 

a secondary screen. This thesis investigates this domain through the design, implemen-

tation, and evaluation of a system that augments human vision with co-located, live ther-

mal imagery Anuragi et al. (2026). 

The potential applications of such augmented vision span several critical domains. In 

firefighting, access to thermal information through the operator's field of view enables 

identification of fire seats, trapped individuals, and structural hazards without consulting 

a handheld device Li et al. (2019). In industrial inspection, overlaying thermal anomalies 

directly onto equipment supports predictive maintenance more efficiently than the con-

ventional stop-and-scan workflow, in which a technician alternates attention between a 

handheld FLIR camera and the physical environment Bastian, (2004). In medicine, real-

time visualization of tissue perfusion overlaid onto the operative field presents possibili-

ties for surgical practice that do not require diverting gaze to an external monitor Health  

(2025). 

The central challenge that motivates this research is not display but interaction. A thermal 

feed is dynamic, radiometrically volatile, and continuously fluctuating, unlike the static 

virtual objects that dominate existing HCI research in XR. The user must be able to scale, 

filter, and inspect this data fluidly, and the interaction technique employed to support 

these operations constitutes the primary research concern of this thesis. 
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This thesis is closely related to a peer-reviewed conference paper co-authored by the 

present author: Anuragi et al. (2026), "Augmenting Vision with Co-Located Live Thermal 

View in Mixed Reality," presented at the Augmented Humans International Conference 

2026 (AHs 2026), Okinawa, Japan. The thesis draws on the same experimental platform 

and user study as the conference publication, and extends it through a comprehensive 

literature review, detailed methodological documentation, and expanded analysis of find-

ings. The author's specific contributions to the shared work include the conceptualization 

of the user study design, co-development of the experimental system, and conduct of 

the empirical evaluation with 24 participants. 

This research investigates two interaction modalities for controlling augmented thermal 

vision: eye gaze and hand gestures. Through the development of an open-source, re-

producible thermal-MR pipeline and a comparative user study with 24 participants, this 

work provides empirical evidence on the trade-offs between the Midas Touch problem 

inherent in gaze interaction Kytö et al. (2018) and the arm fatigue cost of mid-air hand 

input Faleel et al. (2024). The findings contribute foundational knowledge for the design 

of perceptually efficient human augmentation interfaces. 

1.2 Research background and motivation 

To situate this research, it is necessary to establish the theoretical framework of human 

augmentation and the technical evolution of Extended Reality (XR). This section de-

scribes the transition from traditional Human-Computer Interaction (HCI) toward the 

more embodied domain of Human-Technology Interaction (HTI), with particular focus on 

the augmentation of human sensing. 

1.2.1 The paradigm of human augmentation 

Human augmentation is an interdisciplinary field that aims to enhance human abilities 

through medicine or technology, enabling individuals to exceed their natural biological 

limits. Raisamo et al., (2019) provide a taxonomy that categorizes augmentation into 

three distinct domains: 

• Augmented Sensing: Extending the reception of environmental information 

(e.g., thermal vision, ultrasonic hearing). 

• Augmented Action: Enhancing physical capabilities (e.g., robotic exoskele-

tons, tele-operation). 

• Augmented Cognition: Outsourcing or enhancing mental processing (e.g., AI 

assistants, external memory aids). 
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This thesis is situated within the domain of Augmented Sensing. The motivation for this 

focus derives from the bandwidth constraints of human decision-making: decisions can 

only be made on the basis of available data. Extending the sensory bandwidth by provid-

ing access to thermal information improves downstream cognitive and operational out-

comes. For example, a firefighter equipped with thermal vision can make more informed 

decisions about safe entry points (Cognition) and navigate more efficiently to rescue vic-

tims (Action) Baudin & Maillard, (2021). 

Early implementations of sensory extension were predominantly Sensory Substitution 

devices, which translated one sense into another, for example, converting visual data 

into tactile vibrations for visually impaired users Pinardi et al., (2023). Sensory Augmen-

tation in Mixed Reality, by contrast, targets Sensory Integration: the goal is not to replace 

vision but to overlay additional information upon it. This approach requires a high degree 

of spatial and temporal synchronization, as latency or misalignment between the thermal 

overlay and physical reality produces simulation sickness and cognitive dissonance 

Yang et al., (2019). 

1.2.2 The invisible world: the critical value of thermal imaging 

Industrial and Safety Applications 

Electrical faults in high-voltage transmission lines commonly manifest as localized hot 

spots due to increased resistance before visible failure occurs. In mechanical systems, 

worn bearings or misaligned shafts generate heat through friction Bastian, (2004). The 

conventional inspection workflow requires a technician to alternate between a handheld 

thermal camera and the physical equipment, creating the split-attention effect described 

above. An augmented reality system that overlays thermal anomalies directly onto the 

corresponding machine component would support continuous, hands-free inspection 

with improved spatial accuracy Li et al., (2019). 

Medical and Physiological Applications 

Skin surface temperature is a proxy for blood perfusion and inflammation. During recon-

structive surgery, monitoring tissue flap perfusion is clinically critical; a cold flap indicates 

venous congestion. Augmented thermal vision could enable surgeons to assess perfu-

sion in real time without redirecting gaze to external monitors Health, (2025). Additional 

applications include inflammation detection in diabetic foot syndrome and continuous 

monitoring of localized temperature changes in neonatal care, where non-contact moni-

toring could improve clinical outcomes Iqbal et al., (2024). 
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Search and Rescue 

Search and rescue operations in smoke-filled environments represent a particularly com-

pelling application. Because the wavelength of infrared radiation exceeds the particle 

size of smoke, thermal cameras can image through smoke without the scattering that 

renders visible-light cameras ineffective. Integrating this capability into a heads-up dis-

play or a video pass-through visor allows operators to navigate as if smoke were trans-

parent, identifying fire seats and structural hazards that would otherwise be invisible Li 

et al., (2019). 

1.2.3 Mixed reality as the convergence point 

Delivering augmented thermal vision requires a display medium that can blend physical 

and digital content. Mixed Reality (MR), situated within the Reality-Virtuality Continuum, 

provides this capability. This research employs Video Pass-through MR, in which high-

resolution cameras capture the physical world and digital content, in this case the thermal 

feed, is composited electronically before presentation to the user Laghari et al., (2025). 

Video pass-through offers specific advantages over Optical See-Through (OST) ap-

proaches, such as the Microsoft HoloLens, for thermal augmentation. OST devices op-

erate as additive displays: they superimpose light onto the user's existing view and can-

not represent dark or opaque colors. Thermal imagery frequently requires high-contrast 

visualizations in which cold objects are represented as dark or black. Video pass-

through, as a fully digital reconstruction of the scene, permits complete pixel-level control 

and supports opaque, high-contrast thermal overlays that are necessary for accurate 

readability Anuragi et al. (2026). 

The Varjo XR-3 headset represents the current state of the art in video pass-through 

fidelity. With a central-field resolution exceeding 60 pixels per degree (PPD), the device 

approaches the limits of human visual acuity, eliminating the screen-door effect that has 

historically limited fine-detail inspection in head-mounted displays. This display fidelity is 

a prerequisite for the evaluation of fine-grained interaction techniques with thermal data; 

lower-resolution hardware would introduce a confounding variable in which task failures 

reflect display limitations rather than interaction design Anuragi et al. (2026). 

1.3 Research context and problem statement 

The value of thermal augmentation is well-established, and the necessary display hard-

ware is available. The missing component is a validated interaction paradigm. Users 
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require the ability to control the thermal layer, adjusting scale, filtering noise, and inspect-

ing fine details, without compromising primary task performance. 

1.3.1 The challenge of interaction with live sensory data 

Most XR interaction research addresses static virtual objects, such as placing a virtual 

item in a room or selecting from a menu. Interacting with a live sensory feed presents a 

qualitatively different set of challenges Visualizing the Invisible: A Generative AR System 

for Intuitive Multi-Modal Sensor Data Presentation, (2024): 

• Dynamic Range and Automatic Gain Control (AGC): A thermal image is con-

tinuously updated. The camera sensor maps 16-bit radiometric data to an 8-bit 

visible image through a dynamic normalization process in which the hottest 

pixel maps to white and the coldest to black. As the user moves their head, the 

color representation of individual objects can invert when a hotter or colder ob-

ject enters the frame Anuragi et al. (2026). An effective interaction technique 

must allow the user to manage this visual volatility, for example by locking the 

color scale or zooming to exclude outliers. 

• Visual Clutter and Occlusion: A full-field thermal overlay can be disorienting 

and can occlude physical features of the environment. The augmentation is 

therefore commonly presented as a picture-in-picture (PiP) tile or “magic lens” 

that the user can position or resize, introducing a window management chal-

lenge in three-dimensional space. 

• Latency Sensitivity: Interaction must be tightly coupled to the live feed. Any 

delay between a user action, such as zooming, and the system response 

breaks the perceptual loop, increasing cognitive load and reducing task perfor-

mance Yang et al., (2019). 

1.3.2 The conflict of modalities: gaze vs. Hand 

Two candidate natural user interface (NUI) modalities are evaluated in this research: eye 

gaze and hand gestures. Each presents characteristic strengths and limitations in the 

context of augmented thermal vision. 

The Midas Touch Problem (Eye Gaze) 

The eye constitutes the fastest pointing mechanism available to the human body. Sac-

cadic movements are ballistic and largely subconscious, with visual attention directed 

toward an object before deliberate intent is consciously formed Yeo et al., (2025). 
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However, the eye is primarily a sensory organ rather than an actuator; it is continuously 

active and scanning the environment. This gives rise to the Midas Touch problem: the 

system risks interpreting every fixation as an intentional command Kytö et al., (2018). 

The standard mitigation strategy is a dwell threshold, requiring sustained fixation for a 

defined duration, typically between 500 and 1000 milliseconds, before triggering an ac-

tion. While this reduces unintended activations, it converts rapid attentional shifts into 

deliberate stares, introducing potential eye strain and disrupting the natural flow of visual 

scanning Velloso et al., (2015). 

The Gorilla Arm Effect (Hand Gestures) 

Hand tracking enables interaction through natural mid-air gestures without a physical 

controller, leveraging the user's innate proprioception and motor skills Yeo et al., (2025). 

However, mid-air interaction carries a significant physiological cost: sustaining the hand 

against gravity places continuous load on the deltoid, bicep, and trapezius muscles, pro-

ducing fatigue in a phenomenon referred to as the Gorilla Arm effect Faleel et al., (2024). 

Current hand-tracking implementations are additionally subject to occlusion when one 

hand blocks the other, and the absence of haptic feedback requires users to rely on 

visual or auditory confirmation, increasing the cognitive overhead of each interaction 

Kang et al., (2025) 

1.3.3 The knowledge gap 

The existing literature has extensively studied gaze and hand interaction for abstract 

motor tasks, particularly Fitts' law target selection in simplified pointing paradigms. What 

is largely absent is empirical research that applies these modalities to augmented per-

ception, where the interaction target is a live, dynamic, information-rich sensory feed 

rather than a static virtual element. Identifying a subtle heat anomaly in a thermal image 

constitutes a cognitively and perceptually distinct task from selecting a target on a 

screen: it requires sustained attention, pattern recognition under visual noise, and the 

concurrent management of a fluctuating overlay whose color mapping changes as the 

thermal scene evolves. 

The gap this thesis addresses is precisely defined: there is no established empirical un-

derstanding of how the gaze-hand trade-off manifests when the object of interaction is 

live thermal imagery under varying cognitive loads. Whether the speed advantage of 

gaze outweighs the Midas Touch problem during rapid environmental scanning, and 

whether the explicit control afforded by hand input justifies the physical fatigue cost dur-

ing detailed thermal inspection, remain open empirical questions. Addressing these 
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questions moves the research beyond generic XR interaction studies toward domain-

specific design guidelines for human augmentation interfaces Anuragi et al. (2026). 

1.4 Research objectives and questions 

The primary objective of this thesis is to evaluate the usability, efficiency, and ergonomic 

impact of gaze-based versus hand-based interaction for controlling augmented thermal 

vision in a Mixed Reality environment. This objective is pursued through the development 

of a functional prototype and a comparative user study. 

The research is guided by three specific Research Questions (RQs). The hypotheses 

stated below were formulated prior to data collection; where empirical findings diverge 

from expectations, this is discussed in Chapters 4 and 5. 

RQ1: How does the interaction method (gaze vs. hand) affect task comple-

tion time, accuracy, and interaction effort when inspecting live thermal 

data? 

This question focuses on quantitative performance metrics. 

Hypothesis 1a (Time): Gaze interaction was expected to result in faster task comple-

tion times for simple identification tasks, due to the ballistic nature of saccadic movement 

Kang et al., (2025). For complex manipulation tasks, however, the dwell time required to 

confirm a gaze action was expected to reduce or eliminate this advantage. 

Hypothesis 1b (Accuracy): Hand interaction was expected to offer higher accuracy 

and stability for fine-tuning the view, for example zooming to a specific magnification 

level, because it decouples the looking action from the control action, whereas gaze 

coupling may introduce instability due to natural jitter Kang et al., (2025). 

Interaction Effort: Effort was operationalized by counting discrete interaction events: 

the number of dwell-trigger entries for gaze and the number of button presses plus slider 

drags for hand, required to complete each task. 

RQ2: How do these methods influence perceived workload and usability? 

Performance efficiency does not always correlate with user satisfaction. This question 

examines the subjective experience of each modality using standardized psychometric 

instruments. 

Perceived Workload: Using the NASA Task Load Index (NASA-TLX), this study 

measures the interaction cost of each modality. Hand interaction was expected to score 
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higher on Physical Demand, consistent with the Gorilla Arm effect Faleel et al., (2024), 

while gaze interaction was expected to score higher on Frustration due to unintended 

Midas Touch activations Kytö et al., (2018). 

Usability: The System Usability Scale (SUS) was used to determine which modality 

was perceived as more usable and learnable by novice users, a factor critical for adop-

tion in professional settings where training time is limited. 

RQ3: What qualitative strategies and user preferences emerge under differ-

ent task demands? 

Quantitative data does not fully capture the reasoning behind user behavior. This ques-

tion examines the strategies participants adopted to manage the limitations of each mo-

dality. 

Adaptive Behavior: A key question was whether users modify their interaction ap-

proach when tasks become cognitively demanding, for example shifting from continuous 

zoom adjustments to discrete step-based control in order to reduce cognitive overhead. 

Contextual Preference: This research examined whether users prefer different mo-

dalities for different phases of a task, for instance gaze for initial detection and hand for 

detailed analysis. This pattern has implications for the design of multimodal interfaces 

capable of switching between input methods based on task context Velloso et al., (2015). 

1.5 Scope 

The scope of this research is defined by the hardware, software, and experimental pa-

rameters employed. These choices reflect a balance between high-fidelity simulation and 

reproducible research design. 

1.5.1 Hardware configuration 

The research employs a high-end hardware stack configured to represent a professional 

augmentation scenario rather than a consumer-grade experience. 

• Headset: Varjo XR-3. This device was selected for its bionic display technology, 

which provides human-eye resolution (>70 PPD) in the central field of view. This 

characteristic is critical for thermal inspection evaluation: low-resolution headsets 

would introduce a confound in which task failures reflect display limitations rather 

than interaction modality differences. The XR-3 also integrates Ultraleap hand 
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tracking (v5 Gemini) and 200 Hz eye tracking, enabling high-precision measure-

ment of both input modalities Anuragi et al. (2026). 

• Thermal Sensor: Teledyne FLIR Hadron 640R. This sensor was selected be-

cause it provides radiometric data, meaning actual temperature values for every 

pixel rather than a processed color video feed. This capability allows real-time 

image processing, including normalization, that replicates professional thermog-

raphy tools. The sensor has a resolution of 640×512 pixels and a thermal sensi-

tivity of <50 mK, representing the current state of the art in compact thermal sens-

ing Anuragi et al. (2026). 

1.5.2 Software architecture 

The system employs a distributed architecture to achieve low latency and high rendering 

performance. 

• Edge Computing: An NVIDIA Jetson Nano acts as a dedicated thermal server, 

handling raw 16-bit frame capture, radiometric conversion, and data normaliza-

tion. Offloading this processing preserves sufficient computational resources on 

the main VR PC to maintain a 90 Hz headset frame rate, which is necessary to 

prevent motion sickness Anuragi et al. (2026). 

• Network Transport: Processed frames are transmitted from the Jetson Nano to 

the Unity client via ZeroMQ (ZMQ) over a Gigabit Ethernet connection. This cus-

tom pipeline was developed because standard video streaming protocols such 

as RTSP introduce latency exceeding 200 ms, which is incompatible with real-

time augmented reality. The ZMQ pipeline achieves a photon-to-photon latency 

of less than 50 ms, within the acceptable threshold for hand-eye coordination 

tasks Anuragi et al. (2026). 

1.6 Research approach and methodology 

This thesis adopts a Constructive Research Approach, a methodology common in engi-

neering and design science. The approach involves the construction of a novel artifact, 

the thermal-MR system, to address a practical problem, followed by a rigorous empirical 

evaluation that generates theoretical knowledge Anuragi et al. (2026). 

1.6.1 The artifact: an open-source platform 

A secondary contribution of this thesis is the development of an open-source research 

platform [https://github.com/AslanDevbrat/XRMultimodalFusion]. The hardware 
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schematics, including 3D-printed mounting components, the Jetson Nano Python pro-

cessing stack, and the Unity client code are fully documented and publicly released. This 

contribution directly addresses the reproducibility gap in XR research, where many stud-

ies rely on proprietary or closed-source implementations that cannot be independently 

verified or extended by other research groups Anuragi et al. (2026). 

1.6.2 The empirical evaluation: user study design 

To address the research questions, a controlled laboratory experiment was conducted 

with 24 participants. The study employs a mixed design: 

• Within-Subjects: For the baseline task (Task 1: Identification), all participants 

performed the task using both gaze and hand methods in counterbalanced order, 

enabling direct pairwise comparison of speed and preference. 

• Between-Subjects (Counterbalanced): For the more complex and physically 

demanding tasks (Task 2: Search and Task 3: Dual-Task), participants were as-

signed to alternate conditions to minimize learning effects and physical exhaus-

tion Anuragi et al. (2026). 

The Tasks: 

Tasks were designed to simulate representative real-world requirements of human aug-

mentation: 

• Task 1 (Warm/Cold Identification): A rapid scanning task in which participants 

identify the hottest and coldest objects in a row of soda cans. This task measures 

the low-level psychomotor speed of the interaction modality Anuragi et al. (2026). 

• Task 2 (Room Sweep): A spatial search task in which participants locate thermal 

anomalies distributed throughout a cluttered room. This simulates an inspection 

or search-and-rescue scenario and evaluates the modality's suitability for wide-

area scanning. 

• Task 3 (Clue Reading, Dual Task): Participants read textual clues from a paper 

via the video pass-through view and verify the thermal properties of correspond-

ing objects. This task imposes high cognitive load by requiring concurrent atten-

tion across semantic and visual processing channels, making it the primary test 

of the adaptive behavior investigated in RQ3 Anuragi et al. (2026). 

 

Data Analysis: Completion times and error rates are analyzed using Linear Mixed-

Effects Models (LMM), which account for random effects such as individual participant 
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variability. Non-parametric Wilcoxon Signed-Rank tests are applied to ordinal data from 

the NASA-TLX and SUS instruments. Thematic Analysis is applied to post-experiment 

interview transcripts to extract qualitative insights regarding user strategies Anuragi et 

al. (2026). 

1.6.3 Structure of the thesis 

The remainder of this thesis is organized as follows: 

• Chapter 2: Related Work provides a thematic review of the literature underpin-

ning this research. The review covers systems for augmented perception and 

thermal-XR integration, gaze-based and hand-based interaction in extended re-

ality, multimodal gaze-hand synergy, haptic and thermal feedback, and evalua-

tion frameworks for XR interaction. The chapter concludes by synthesizing the 

identified gaps that motivate the present contribution Anuragi et al. (2026). 

• Chapter 3: Research Methodology and Materials details the technical implemen-

tation of the open-source thermal-MR platform and the full experimental protocol. 

It describes the hardware fabrication and 3D-printed mounting rig, the radio-

metric-to-RGBA processing pipeline running on the Jetson Nano, the Unity-

based mixed reality client, and the two interaction modalities, Gaze-Enlarge and 

Hand-Menu Zoom. The experimental design, participant recruitment, task de-

scriptions, ethical considerations, and data logging procedures are documented 

in full. 

• Chapter 4: Results and Analysis presents the empirical findings, using data vis-

ualizations to illustrate differences in performance and workload. It highlights the 

statistical significance of the findings, including the divergence between objective 

task performance and subjective usability ratings for gaze interaction Anuragi et 

al. (2026). 

• Chapter 5: Discussion interprets the findings through the lens of the Research 

Questions. It discusses design implications for adaptive XR systems capable of 

dynamically switching modalities in response to estimated workload Anuragi et 

al. (2026). 
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CHAPTER 2: RELATED WORK 

This chapter provides a comprehensive review of the literature that underpins the design, 

implementation, and evaluation of the augmented thermal vision system presented in 

this thesis. While the preceding introduction established the motivation and problem 

statement, this chapter examines the specific bodies of prior work that inform each facet 

of the research. The review is organized thematically: beginning with the systems engi-

neering of thermal-XR integration, progressing through the individual interaction modal-

ities of gaze and hand input, examining their multimodal fusion, and concluding with the 

evaluation frameworks used to measure performance and workload. 

2.1 Systems for augmented perception and thermal-xr integra-
tion 

The concept of augmenting human vision with non-visible data streams has been ex-

plored across multiple technological generations. Early investigations into alternative vi-

sion modes used depth cameras and thermal sensors to extend the range of human 

perception beyond the visible spectrum Abdelrahman et al., (2018). These foundational 

studies demonstrated that overlaying infrared data onto a user’s view was technically 

feasible, but they also revealed significant challenges related to display fidelity, latency, 

and the cognitive cost of interpreting unfamiliar visual data. 

The integration of thermal imagery with extended reality headsets has been particularly 

motivated by safety-critical applications. In firefighting, Li et al., (2019) developed a re-

connaissance robot that combined SLAM-based positioning with thermal imaging and 

AR display, illustrating how real-time thermal data can be critical for navigating smoke-

filled environments where visible light is entirely occluded. Abdelrahman et al. (2017) 

extended this concept by directly evaluating how augmented visual perception using 

depth and thermal cameras could support firefighters, finding that the augmentation im-

proved situational awareness but also introduced new perceptual demands that needed 

careful interface design. (Baudin & Maillard, 2021) provided a complementary perspec-

tive from the ergonomics literature, analyzing the bodily challenges that arise when fire-

fighters use augmented vision systems during physically demanding activity, highlighting 

the tension between informational benefit and physical burden. 

In industrial contexts, thermal imaging serves as a standard tool for non-destructive test-

ing, where electrical faults and mechanical wear manifest as thermal anomalies long 

before visible failure occurs Bastian, (2004). Akhmetov et al., (2023) specifically investi-

gated thermal perception through augmented reality for industrial safety, demonstrating 
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that AR-mediated thermal feedback could enhance workers’ ability to identify hazardous 

thermal conditions. However, these systems typically relied on a “stop-and-scan” work-

flow where the operator alternated between a handheld thermal camera and the envi-

ronment, creating the split-attention effect that co-located augmented vision seeks to 

eliminate. 

Beyond practical applications, a parallel line of research has investigated how thermal 

visualizations influence human perception at a fundamental level. Erickson et al., (2019) 

conducted a study analyzing how augmented reality temperature visualization affected 

thermoception, finding that virtual thermal cues could systematically bias users’ subjec-

tive estimates of ambient temperature. This perceptual influence extends even further: 

Erickson et al., (2020) demonstrated that temperature-associated virtual stimuli could 

alter subjective perception of time duration, a phenomenon they termed “virtual synes-

thesia.” These findings are significant because they reveal that thermal augmentation is 

not merely an informational overlay; it actively reshapes the user’s perceptual experience 

of the environment. 

The technical challenges of delivering this augmented perception in real-time have been 

examined by Erickson et al., (2021), who investigated the mediation of extrasensory sig-

nals through head-worn augmented reality. Their work highlighted that latency and spa-

tial registration error between the thermal feed and the physical world are primary 

sources of cognitive load, a finding corroborated by Orlosky et al., (2017), whose 

VisMerge system explored light-adaptive vision augmentation via spectral and temporal 

fusion. Orlosky et al., (2017) demonstrated that fusing non-visible light with the visual 

stream required careful attention to temporal synchronization even small misalignments 

between the augmented data and the user’s head movements produced disorientation 

and increased error rates. 

Thermal sensing has also been explored as an input modality rather than purely as a 

display channel. Sahami Sahami Shirazi et al., (2014) pioneered the exploitation of ther-

mal reflection for interactive systems, demonstrating that residual heat signatures left by 

touch interactions on surfaces could be detected and used as implicit input. Despite 

these advances, the majority of thermal-XR systems described in the literature rely on 

bespoke or proprietary hardware configurations that are difficult to reproduce Birlo et al., 

Brown et al., (2022; 2023). This reproducibility gap limits the ability of the research com-

munity to build upon prior findings and compare results across studies. 
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2.2 Gaze-based interaction in extended reality 

Eye gaze has emerged as one of the most extensively studied natural input modalities 

in extended reality, that may explains its potential for rapid, low-effort target acquisition. 

This section reviews the maturation of gaze as a pointing and selection mechanism, the 

persistent challenge of intent disambiguation, and the empirical evidence on its perfor-

mance characteristics. 

2.2.1  Gaze as a pointing modality 

The fundamental appeal of gaze interaction lies in the speed of saccadic eye move-

ments, which are largely subconscious. Hirzle et al., (2019) provided a comprehensive 

design space for gaze interaction on head-mounted displays, mapping out the dimen-

sions along which gaze-based interfaces vary: from implicit attention tracking to explicit 

gaze-triggered commands. Comparative studies have consistently found that eye-gaze 

surpasses head-gaze in precision efficiency. Severitt et al., (2025) investigated the inter-

play of user preference and precision across different gaze-based interaction methods 

in virtual environments, concluding that eye-gaze tracking provided a more direct map-

ping between intention and action, though users’ subjective preferences did not always 

align with objective performance metrics. Nukarinen et al., (2018) compared ray casting 

with two gaze-based pointing techniques for object selection in virtual reality, finding that 

gaze-based approaches were competitive with traditional controller-based ray casting 

for selection tasks, particularly when targets were within the central visual field. 

The performance of gaze interaction has traditionally been benchmarked using Fitts’ law 

(MacKenzie, 1992), which models the trade-off between movement distance and target 

size. However, the applicability of Fitts’ law to gaze input has been questioned. Monteiro 

et al., (2023), in their evaluation of hands-free VR interaction methods during a Fitts’ 

task, noted that gaze movements do not follow the same motor control dynamics as 

manual pointing, since saccadic latency is relatively constant regardless of distance. This 

has led researchers to propose alternative metrics, such as selections-per-minute, that 

more accurately capture the throughput of gaze-based interfaces Monteiro et al., (2023). 

2.2.2 The midas touch problem and mitigation strategies 

The central challenge of gaze interaction remains the disambiguation of intent, com-

monly known as the “Midas Touch” problem: because the eyes are always active, every 

fixation risks being interpreted as a command Kytö et al., (2018). The earliest and most 

widely adopted mitigation strategy is dwell-based selection, where a fixation must be 
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sustained for a defined threshold, typically between 300 and 1000 milliseconds, before 

it triggers an action. Monteiro et al., (2023) systematically evaluated dwell time alongside 

other hands-free selection techniques, finding that while dwell-based methods were reli-

able, they introduced a perceptual “waiting cost” that users found frustrating during rapid 

interaction sequences. 

To move beyond dwell time, researchers have explored a range of alternative confirma-

tion mechanisms. Mutasim et al., (2021) directly compared pinch, click, and dwell as 

selection techniques for eye-gaze-based pointing in virtual reality. Their results showed 

that combining gaze with a manual pinch gesture outperformed pure dwell selection in 

both speed and user satisfaction, suggesting that hybrid approaches can preserve the 

speed advantage of gaze while adding the intentionality of a discrete manual trigger. Lai 

et al., (2024) took an entirely different approach with GazePuffer, a hands-free input 

method that leveraged cheek-puff gestures for confirmation, demonstrating that even 

subtle facial actions could serve as effective gaze complements. 

Peripheral and context-aware interfaces represent another line of mitigation.  Pfeu et al., 

(2021) introduced ARtention, a design space for gaze-adaptive user interfaces in aug-

mented reality. Their framework proposed that interfaces should dynamically adapt their 

behavior based on whether the user’s gaze was ambient (scanning the environment) or 

focal (deliberately inspecting a target). This distinction is directly relevant to the aug-

mented thermal vision context of this thesis, where users must freely scan a room while 

occasionally fixating on the thermal overlay for detailed inspection. Zhang et al., (2020) 

explored a complementary strategy of locking the gaze cursor once a target was se-

lected, which improved performance by decoupling the selection confirmation from on-

going eye movement, thus reducing the Midas Touch effect during multi-step interac-

tions. 

2.2.3 Gaze fatigue and performance under load 

While gaze interaction minimizes physical effort, it is not without physiological cost. 

Masopust et al., (2021) conducted a comparative study of fatigue progression between 

eye-tracked and motion-controlled interaction in immersive environments. Their findings 

revealed that prolonged gaze-based interaction induced a distinct pattern of ocular fa-

tigue, characterized by increased blink rates and reduced fixation stability, that differed 

qualitatively from the musculoskeletal fatigue associated with motion-controlled input. 

This distinction has implications for the design of augmented perception systems where 

users may need to inspect thermal data for extended periods. 
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The impact of visual distraction on gaze performance is particularly relevant to aug-

mented vision scenarios. Räthel et al., (2024) evaluated targeting methods in spatial 

computing interfaces in the presence of visual distractions, demonstrating that gaze-

based selection performance declined significantly when users were required to process 

concurrent visual information. This finding challenges the ecological validity of results 

obtained from simplified Fitts’ law tasks and underscores the importance of evaluating 

gaze interaction under realistic perceptual conditions, as the present study does with its 

live thermal feed and dual-task scenarios. 

2.3 Hand and mid-air gesture interaction 

Hand-based interaction in extended reality encompasses a broad spectrum of tech-

niques, from controller-mediated input to unencumbered bare-hand gestures. This sec-

tion reviews the empirical evidence on the performance characteristics and physiological 

costs of these approaches. 

2.3.1 Controllers versus bare-hand interaction 

Handheld controllers remain the default input mechanism in consumer virtual reality due 

to their haptic feedback, button affordances, and tracking reliability Monteiro et al.,(2023). 

However, they impose constraints that are incompatible with many augmented percep-

tion scenarios: they occupy the user’s hands, prevent tool use, and break the naturalness 

of the interaction. Faleel et al., (2024) provided a systematic comparison of unencum-

bered interaction techniques for head-mounted displays, including hand-based ray point-

ing, direct mid-air manipulation, and Hand Proximate User Interfaces (HPUIs). Their find-

ings confirmed that while bare-hand techniques were generally perceived as more intui-

tive than controllers, they exhibited measurable performance costs in both speed and 

precision, particularly for small or distant targets. 

Sidenmark et al., (2023) compared gaze, head, and controller selection of dynamically 

revealed targets in head-mounted displays, providing direct evidence on how these mo-

dalities perform when targets appear unpredictably, a scenario analogous to discovering 

thermal anomalies in a cluttered environment. Controllers provided the most consistent 

selection times, but gaze was faster for initial acquisition, while hand-based methods 

occupied a middle ground. Wagner et al., (2023) extended this analysis with a dedicated 

Fitts’ law study of gaze-hand alignment for selection in 3D user interfaces, finding that 

the spatial coordination between where the user looks and where they reach introduces 

systematic alignment errors that affect throughput. 
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2.3.2 Arm fatigue and the gorilla arm effect 

Mid-air interaction incurs a well-documented physiological cost that has been formalized 

in the concept of “Consumed Endurance” Faleel et al., (2024). Unlike mouse or 

touchscreen interaction where the arm is supported, XR gestures require maintaining the 

hand against gravity, leading to rapid fatigue in the deltoid, bicep, and trapezius muscles. 

Chaffangeon Caillet et al., (2023) specifically investigated this problem in the context of 

3D selection in mixed reality, designing a two-phase selection technique intended to re-

duce fatigue by minimizing the duration of unsupported arm extension. Drewes et al., 

(2024) explored hands-free selection in scroll lists for AR devices, motivated by the ob-

servation that even brief mid-air interactions accumulate fatigue rapidly in practical use. 

Their work demonstrated that alternative input channels could alleviate the physical bur-

den of hand interaction without sacrificing selection accuracy, reinforcing the argument 

for multimodal approaches that distribute effort across multiple body channels. 

The absence of haptic feedback in bare-hand interaction compounds these difficulties. 

When users press a virtual button in mid-air, no tactile confirmation is provided, forcing 

reliance on visual or auditory feedback to verify that the action was registered. Parida et 

al., (2021) discussed how emerging thermal technologies could enable augmented real-

ity experiences with richer sensory feedback, though practical implementation of haptic 

feedback for XR hand tracking remains an active area of development. 

2.4 Multimodal interaction: gaze-hand synergy 

The limitations of unimodal input have motivated substantial research into multimodal 

interaction, where complementary modalities are combined to produce more robust and 

natural interfaces. (Oviatt, 1999), in a foundational contribution, debunked several per-

sistent myths about multimodal interaction, including the assumption that users always 

prefer multimodal input. Her work established that the effectiveness of multimodal sys-

tems depends critically on how well the modalities complement each other’s strengths 

and weaknesses. 

2.4.1  Gaze-pinch and gaze-hand fusion 

The most prevalent hybrid approach in XR interaction combines the rapid targeting ca-

pability of gaze with the explicit confirmation provided by a manual gesture. The founda-

tional concept for this synergy is Zhai et al., (1999) MAGIC (Manual And Gaze Input 

Cascaded) pointing technique, which warped a cursor to the user’s gaze location before 
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allowing manual refinement. While originally designed for desktop displays, the MAGIC 

paradigm has been extensively adapted for three-dimensional XR environments. 

Subsequent empirical work has confirmed the advantage of gaze-hand fusion over uni-

modal alternatives. Ghasemi & Jeong, (2022) demonstrated that using gaze-based in-

teraction could alleviate situational mobility impairment in extended reality, showing that 

when users’ hands were occupied or constrained, gaze provided a viable primary input 

channel. However, they also noted that for tasks requiring precision, a manual confirma-

tion step was essential. Kim et al., (2025) introduced PinchCatcher, a technique enabling 

multi-selection through gaze combined with pinch gestures, demonstrating that the fu-

sion approach scales beyond simple point-and-click interactions to support complex se-

lection patterns. 

Wagner, Asferg Jacobsen, et al., (2024) investigated eye-hand movement of objects in 

near-space extended reality, providing detailed empirical data on how users coordinate 

gaze and manual reach when manipulating virtual content at arm’s length. Their findings 

revealed that gaze consistently led manual reach by 200–400 milliseconds, confirming 

the natural “look-then-act” sequence that multimodal interfaces can exploit. Wagner, Al-

brecht, et al., (2024) further explored this theme with their Gaze, Wall, and Racket tech-

nique, which combined gaze pointing with a hand-controlled interaction plane, demon-

strating that spatially decoupling the gaze target from the manual action surface could 

improve selection accuracy for complex 3D scenes. 

Chen et al., (2023) introduced GazeRayCursor, which facilitated virtual reality target se-

lection by blending gaze and controller raycasting. Their approach allowed the system 

to dynamically weight gaze and manual input depending on the user’s current behavior, 

producing a cursor that was faster to position than pure manual input but more stable 

than pure gaze. Sidenmark et al., (2022) developed a complementary approach with 

Weighted Pointer, an error-aware gaze-based interaction system that used a fallback 

modality to compensate for gaze estimation errors.  

Park et al., (2025) addressed a specific temporal coordination challenge with Gaze-

HandSync, which mitigated late-trigger errors that occur when the manual confirmation 

gesture is delayed relative to the gaze fixation. This synchronization problem is particu-

larly relevant for rapid inspection tasks where the user’s gaze moves quickly between 

targets and the hand must keep pace with a confirmation gesture for each one. Patel et 

al., (2025) proposed the most comprehensive multimodal cascade to date with H2E 

(Hand, Head, Eye), integrating all three input channels into a natural cascade where 
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gaze provides coarse targeting, head orientation refines the selection area, and hand 

gesture confirms the action. 

2.4.2  Gaze combined with other modalities 

Beyond gaze-hand fusion, researchers have explored gaze in combination with less con-

ventional modalities. Wang et al., (2021) investigated a flexibly configurable augmented 

reality system integrating gaze, gesture, and speech, demonstrating improved task com-

pletion times. However, their study also identified a consistent gap between objective 

performance and user preference: participants sometimes favoured simpler, slower com-

binations over the objectively fastest multimodal configuration, underscoring that subjec-

tive comfort and cognitive simplicity are powerful determinants of modality choice, a pat-

tern directly relevant to the subjective findings of the present study. 

Pai et al., (2019) explored the combination of gaze with electromyography (EMG) in VR, 

using facial muscle activation as a confirmation signal to achieve fully hands-free inter-

action. Their results showed that EMG-gaze fusion could match tracked-controller per-

formance for certain tasks, demonstrating that the Midas Touch problem can be ad-

dressed through channels entirely independent of manual input. (Lazaro & Kim, 2025) 

provided a comprehensive review of multimodal interaction in optical see-through aug-

mented reality, finding that while multimodal interfaces consistently outperform unimodal 

ones in controlled studies, the coordination of multiple input channels introduces new 

failure modes and usability challenges. 

2.5 Evaluation frameworks, perceptual load, and usability in xr 

The evaluation of interaction techniques in extended reality has evolved from simple mo-

tor performance metrics toward more holistic frameworks that account for cognitive load, 

subjective experience, and contextual factors. This section reviews the measurement 

instruments and theoretical models that inform the evaluation methodology of this thesis. 

2.5.1  Fitts’ law and its limitations 

Fitts’ law (MacKenzie, 1992) has served as the foundational performance model for 

pointing tasks in human-computer interaction for decades. The law predicts that move-

ment time is a logarithmic function of the ratio between target distance and target width, 

providing a standardized throughput metric that enables comparison across input de-

vices. However, its applicability to XR interaction, and particularly to gaze-based input, 

has been increasingly questioned. 
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Ghasemi et al., (2023) provided a comprehensive evaluation framework for wearable 

extended reality interactions, incorporating online remote surveys and in-laboratory ex-

perimental methods. Their approach addressed the need for evaluation tools that cap-

ture the situational factors, such as mobility constraints and environmental complexity, 

that influence XR interaction performance in ways that abstract Fitts’ law tasks cannot. 

Card et al., (1983) GOMS (Goals, Operators, Methods, and Selection Rules) model has 

also been proposed as a complementary predictive framework for XR, though its opera-

tors require significant adaptation to account for the three-dimensional nature of spatial 

computing and the novice errors common among first-time XR users Ghasemi et al., 

(2023). 

Given these identified limitations, the present study does not employ Fitts' law as its 

primary evaluation framework. The tasks designed for this thesis simulate real-world 

augmented perception scenarios, rapid thermal scanning, spatial search, and dual-task 

reading under cognitive load, that cannot be meaningfully reduced to abstract target-

distance-width parameters. Instead, the evaluation is grounded in ecologically valid task 

performance, NASA-TLX workload ratings, and SUS usability scores, aligned with the 

emerging consensus that XR interaction research requires instruments that capture sit-

uational, perceptual, and cognitive dimensions rather than isolated motor performance 

Ghasemi et al., (2023). 

2.5.2  Workload measurement and nasa-tlx 

The NASA Task Load Index (NASA-TLX) has become the standard instrument for meas-

uring subjective workload in XR studies Ghasemi et al., Schramm et al., (2023; 2023). 

Its six dimensions (Mental Demand, Physical Demand, Temporal Demand, Perfor-

mance, Effort, and Frustration) provide a multifaceted view of the cognitive and physical 

costs of interaction. (Luro & Sundstedt, 2019) used NASA-TLX in their comparative study 

of eye tracking and hand controller for aiming tasks in virtual reality, finding that the work-

load profiles of gaze and controller input differed qualitatively: gaze imposed lower phys-

ical demand but higher mental demand due to the concentration required for precise 

fixation. 

The System Usability Scale (SUS) has been widely deployed as a complement to NASA-

TLX for measuring perceived usability Billinghurst et al., Brown et al., (2015; 2023). Its 

validated 10-item structure provides a single composite score that enables rapid com-

parison across interface designs. In the context of augmented reality head-mounted dis-

plays, Brown et al., (2023) conducted a systematic review of usability assessments, find-

ing that SUS scores for AR interfaces varied substantially depending on the interaction 
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modality, with gaze-based systems typically scoring higher than hand-based alternatives 

for inspection and navigation tasks. 

2.5.3  Perceptual load and its impact on modality choice 

The concept of perceptual load has become increasingly central to the evaluation of 

augmented reality interaction. As AR interfaces overlay additional visual information onto 

the physical world, the risk of cognitive overload rises. Räthel et al., (2024) provided 

direct evidence that visual distractions significantly degrade gaze-based selection per-

formance, a finding that has implications for thermal augmentation where the live thermal 

feed itself constitutes a persistent visual distractor. Their work challenged the validity of 

evaluating gaze interaction in simplified laboratory conditions and argued for assessment 

under realistic perceptual loads. 

Abdelrahman et al., (2018) demonstrated that the perceptual demands of processing 

alternative vision modes, including thermal imagery, varied significantly depending on 

the visualization strategy employed. Dense overlays increased processing time and error 

rates, while spatially separated displays (such as picture-in-picture arrangements) pre-

served faster scanning at the cost of requiring explicit attention shifts. This trade-off be-

tween overlay density and attentional cost is a key design consideration for the “magic 

lens” approach used in the present research. 

Schramm et al., (2023) assessed augmented reality selection techniques for passengers 

in moving vehicles, a scenario that imposes both perceptual and vestibular load simulta-

neously. Their finding that interaction modality choice must account for the full sensory 

context, not just the visual display, reinforces the argument that evaluating augmented 

perception interfaces requires ecologically valid task designs. Pfeuffer et al., (2020) con-

tributed to this discussion by empirically evaluating gaze-enhanced menus in virtual re-

ality, demonstrating that the combination of gaze awareness with manual interaction 

could reduce the attentional cost of menu navigation by pre-loading visual information 

before the user initiated a selection action. 

The influence of perceptual load on interaction strategy is further illuminated by Ghasemi 

& Jeong, (2022), who showed that gaze-based input was particularly beneficial when 

users experienced situational mobility impairment. Under conditions of restricted physi-

cal access, gaze provided a reliable interaction channel that compensated for the re-

duced availability of hand-based control. This finding is directly relevant to augmented 

thermal vision in professional contexts where operators’ hands may be occupied with 

tools or protective equipment. 
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2.6 Summary and identification of the research gap 

The literature reviewed in this chapter reveals several key themes and an identifiable 

gap that this thesis addresses. 

First, systems for thermal-XR augmentation have demonstrated clear potential in safety-

critical and industrial applications Abdelrahman et al., Akhmetov et al., (2017; 2023), but 

existing implementations typically rely on proprietary hardware and do not provide the 

open-source, reproducible platforms necessary for systematic interaction research. 

Second, gaze and hand interaction have each been extensively studied as individual 

modalities, with well-characterized strengths and limitations. Gaze offers speed and min-

imal physical effort but suffers from the Midas Touch problem and degrades under per-

ceptual load Masopust et al., Räthel et al., (2021; 2024). Hand interaction provides ex-

plicit control and stability but incurs arm fatigue and lacks haptic feedback Chaffangeon 

Caillet et al., Faleel et al., (2023; 2024). Multimodal fusion of gaze and hand has shown 

promise Chen et al., Lazaro & Kim, Wagner, Albrecht, et al., Wagner, Asferg Jacobsen, 

et al., (2023; 2025; 2024; 2024), but the empirical evidence remains mixed, with perfor-

mance advantages varying substantially depending on the task context. 

Third, evaluation of XR interaction has shifted from abstract motor tasks toward more 

ecologically valid scenarios Ghasemi et al., Schramm et al., (2023; 2023), but the specific 

domain of augmented perception, where the “target” is a live, information-rich sensory 

feed rather than a static virtual object, remains largely unexplored. Existing studies com-

pare gaze and hand for selecting dots or menu items; none have examined how these 

modalities perform when users must interpret dynamic thermal imagery, manage visual 

complexity, and make real-time perceptual judgments under varying cognitive loads. 

Fourth, while the haptic and thermal feedback literature has produced promising tech-

nologies Farooq et al., Mazursky et al., Villa et al., (2023; 2024; 2024), the interaction 

paradigms for controlling augmented thermal vision remain underdeveloped Watkins et 

al., (2025). There is no established understanding of how users naturally adapt their in-

teraction strategies when working with live thermal data, particularly under the dual-task 

conditions characteristic of professional workflows. 

This thesis addresses these gaps by providing an open-source thermal-MR platform and 

conducting a controlled empirical comparison of gaze and hand interaction specifically 

designed for the augmented thermal perception context. By incorporating tasks of vary-

ing cognitive complexity and analyzing both objective performance and subjective expe-

rience, the evaluation goes beyond the traditional Fitts’ law paradigm to capture the 
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nuanced trade-offs that arise when interaction serves not merely as a pointing mecha-

nism but as the control interface for an augmented human sense. 
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CHAPTER 3: RESEARCH METHODOLOGY AND 

MATERIALS 

This chapter details the two primary contributions of this thesis: the technical construction 

of an open-source thermal-MR platform, and the design and execution of the controlled 

empirical study used to evaluate it. The experimental protocol was designed to assess 

the two resulting interaction modalities under task conditions of increasing cognitive com-

plexity, following the research questions and study design outlined in Chapter 1. Where 

applicable, design decisions are justified with reference to the constraints identified in 

Chapters 1 and 2. 

3.1 System architecture overview 

The experimental platform consists of two network-connected computing systems: a 

dedicated thermal video processing server built around an NVIDIA Jetson Nano module, 

and a mixed reality client workstation running Unity on a Windows PC connected to a 

Varjo XR-3 headset. These two systems communicate over a wired Gigabit Ethernet link. 

The server is responsible for all thermal data acquisition, radiometric conversion, and 

frame preparation; the client handles mixed reality rendering, interaction logic, and data 

logging. 

Figure 3.1 illustrates the full software architecture of the system. The Server component, 

comprising the Avermedia DN1110 NVIDIA Jetson Nano engineering kit with the FLIR 

Hadron 640R thermal camera attached, runs a Python processing script built on OpenCV 

and ZeroMQ. The Client component, comprising the Windows PC and Varjo XR-3 head-

set, hosts the Unity application and a Python bridge script. The User's POV panel illus-

trates the final composite view: the live thermal tile rendered on a World Space Canvas 

within the user's mixed reality field of view. 
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Figure 3.1: Software architecture of the thermal-MR system. The Server (Jetson Nano) 
captures, processes, and normalizes the thermal stream. The Client (PC/Unity) requests 
frames via a ZMQ bridge and renders the thermal tile in the user's mixed reality view. 
Figure from Anuragi et al. (2026). 

3.2 Hardware fabrication and mounting 

The physical integration of the thermal sensor and compute module with the Varjo XR-3 

headset required a custom mounting solution, as no commercial off-the-shelf bracket 

exists for this hardware combination. A 3D-printed mounting frame was designed to co-

locate the FLIR Hadron 640R camera and the Avermedia DN1110 Jetson Nano module 

with the headset body. The geometry was modelled in FreeCAD for parametric precision 

and refined in Blender to achieve ergonomic balance and clearance for the Hadron's 32-

pin Flexible Flat Cable (FFC), whose fixed length of approximately 100 mm constrained 

the spatial relationship between the camera and the compute module and required the 

Jetson to be mounted on the front of the headset rather than in a rear counterweight 

position. 

All structural components were printed on an Original Prusa MK4S printer using a 0.6 

mm high-flow nozzle with Generic PLA filament. Print parameters included a 0.15 mm 

structural layer height, 100% infill density for mechanical rigidity, and supports enabled 

across all overhangs with a brim for bed adhesion. The resulting frame provided stable 

optical axis alignment for the camera while maintaining sufficient comfort for extended 

study sessions. The completed rig is shown in Figure 3.2. 
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Figure 3.2: The custom 3D-printed hardware rig shown as (left) an annotated CAD model 
and (right) the physical prototype worn by a participant. The frame co-locates the FLIR 
Hadron 640R and the Avermedia DN1110 Jetson Nano with the Varjo XR-3 headset. 
Figure from Anuragi et al. (2026). 

 

The thermal sensor selected for this system is the Teledyne FLIR Hadron 640R, a com-

pact dual-sensor module combining a 640×512 pixel Long-Wave Infrared (LWIR, 8–14 

μm) radiometric thermal sensor operating at 60 Hz with a co-boresighted 1080p RGB 

camera at 60 FPS. The radiometric capability of the Hadron, meaning its ability to encode 

calibrated absolute temperature values in each pixel rather than a processed colour rep-

resentation, was a primary selection criterion, as it enables real-time normalization pro-

cedures that replicate professional thermography workflows. The sensor's thermal sen-

sitivity of less than 50 mK ensures that subtle temperature gradients relevant to the in-

spection tasks are resolvable at the display resolutions afforded by the Varjo XR-3. 

The FLIR Hadron 640R required a dedicated FLIR Board Support Package (BSP) that 

is only compatible with the Avermedia DN1110 engineering kit. The Jetson Nano module 

must be flashed with this BSP before the camera drivers are accessible, which con-

strained the choice of edge compute hardware to this specific combination and precluded 

the use of alternative Jetson or Raspberry Pi platforms. 

3.3 Thermal video server 

The Jetson Nano thermal server performs three sequential operations each processing 

cycle: raw frame acquisition from the Hadron sensor, radiometric conversion and nor-

malization, and network transmission to the Unity client. 
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3.3.1  Frame acquisition and radiometric conversion 

A custom Python module built on OpenCV accesses the raw 16-bit Y16 data stream from 

the Hadron 640R infrared sensor. Each acquired frame is converted to a 32-bit floating-

point temperature map in which each pixel value represents a calibrated temperature 

reading in degrees Celsius. This radiometric representation preserves the full thermal 

dynamic range of the scene and is a prerequisite for the normalization step described 

below. 

3.3.2  Dynamic normalization and colormap generation 

The temperature map is normalized on a per-frame basis using the current frame's min-

imum and maximum temperature values, mapping the coldest pixel to 0 and the hottest 

to 255. This dynamic normalization, equivalent to the Automatic Gain Control (AGC) 

mechanism discussed in Section 1.3.1, maximizes contrast within the visible scene at 

each moment. The practical consequence is that the colourmap automatically adjusts to 

emphasize the thermal structure of the current view: a newly introduced hot object 

causes the remainder of the scene to shift towards darker, cooler tones, while its own 

pixels are rendered in the lightest, hottest end of the colourmap. This behaviour is by 

design; it makes thermal anomalies visually conspicuous at a glance, which is a core 

requirement of all three experimental tasks. 

The normalized map is rendered as an RGBA image with a pseudo-colour lookup table 

and an alpha channel, producing a texture that can be loaded directly into Unity's Tex-

ture2D format without further processing on the client side. A temperature legend is over-

laid on the rendered frame to provide users with contextual information about the dis-

played temperature range. 

3.3.3  Network transmission 

The processed RGBA frames are transmitted from the Jetson Nano to the Windows cli-

ent using ZeroMQ (ZMQ) in a Request-Reply pattern (REP server on the Jetson). For 

network stability and minimal jitter, the Jetson was assigned a static IP address 

(192.168.1.10) and connected directly to the Windows PC via a dedicated Gigabit Ether-

net cable, bypassing any switching infrastructure. The server loop awaits an incoming 

frame request message and replies with the most recent processed frame as a raw byte 

stream. This pull-on-demand architecture ensures that the client always receives the 

most recent available frame rather than consuming a backlogged queue, which would 

introduce systematic latency under conditions of processing variance. The resulting 
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round-trip photon-to-photon latency is less than 50 ms, within the threshold established 

in the literature for hand-eye coordination tasks Anuragi et al. (2026). 

3.4 Interaction modality implementation 

Two distinct interaction techniques were implemented within the same Unity scene, op-

erating on the same thermal tile but relying on different physical input channels and soft-

ware mechanisms. 

3.4.1  Gaze-enlarge 

The Gaze-Enlarge technique allows the user to scale the thermal tile through sustained 

eye fixation, without any manual input. The thermal tile's Rect Transform pivot was set 

to the lower-left corner (0, 0), so that scaling operations extend the canvas upward and 

rightward from a fixed spatial anchor, preserving the tile's position in the scene during 

enlargement and preventing the disorientation that would result from centre-based scal-

ing. 

When the SphereCast from the foveal gaze direction detects intersection with the thermal 

tile's Box Collider, a dwell timer variable (canvasDwellTimer) begins incrementing each 

frame. If gaze remains stable on the tile for a duration exceeding the dwell threshold 

(dwellToAnimateTime = 0.5 s), the canvas is animated toward a zoomed-in scale using 

Vector3.Lerp, a Unity linear interpolation function that produces a smooth continuous 

transition rather than a discrete jump. Looking away from the tile at any point resets the 

dwell timer and reverses the Lerp transition, returning the canvas to its default scale. 

This produces a dwell-based zoom-and-release mechanism that is entirely eyes-oper-

ated and requires no hand or controller involvement. The dwell threshold of 0.5 s falls 

within the lower end of the 500–1000 ms range surveyed in the gaze interaction literature 

Kytö et al., (2018) and was selected to balance responsiveness against accidental acti-

vation rates during pilot testing. 

The Gaze-Enlarge technique is illustrated in Figure 3.3, which shows the thermal tile in 

both its default and enlarged states within the user's mixed reality field of view. 
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Figure 3.3: The Gaze-Enlarge interaction technique. The live thermal tile (top-right of the 
user's field of view) enlarges smoothly when the user fixates on it for longer than 500 
ms. Looking away reverses the zoom. No manual input is required. Figure from Anuragi 
et al. (2026). 

3.4.2  Hand-menu zoom 

The Hand-Menu Zoom technique provides manual control of the thermal tile's scale 

through a floating wrist-mounted menu panel. The menu is spawned when the Ultraleap 

system detects an upward palm orientation, a gesture that was trained with participants 

during the practice phase. The panel contains two virtual buttons, colour-coded green 

for zoom-out and red for zoom-in, and a continuous slider for proportional magnification. 

Button presses trigger discrete zoom increments through the IncreaseScale() and De-

creaseScale() functions in UIManager.cs, while slider interactions allow continuous ad-

justment of the magnification parameter. Participants could combine both control mech-

anisms within a single trial depending on their preferred strategy, and the system logged 

each control event type independently. 

The Hand-Menu Zoom technique is illustrated in Figure 3.4, which shows the wrist-

mounted control menu and its virtual elements as rendered through the Varjo XR-3. 
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Figure 3.4: The Hand-Menu Zoom interaction technique. A wrist-mounted floating menu 
containing a slider and two buttons (green = zoom out, red = zoom in) is spawned by 
raising the palm. The menu enables both discrete and continuous control of the thermal 
tile's scale. Figure from Anuragi et al. (2026). 

3.5 Data logging and synchronization 

A unified logging system captured synchronized data streams across both interaction 

modalities throughout each task. The experimenter triggered data collection manually 

using keyboard shortcuts: the P key initiated logging at task start and the S key termi-

nated it at task completion. Each participant's session produced log files containing the 

following variables: 

• Task completion time: the interval in milliseconds between the start and stop 

keypress events. 

• Event frequency: for the gaze condition, the count of dwell-trigger entry and 

exit events on the thermal tile; for the hand condition, the count of button 

presses and slider drag events separately. 

• Interaction dynamics: the time-series trajectory of the thermal tile's scale 

value, sampled each frame, enabling post-hoc analysis of magnification behav-

iour over the course of each trial. 

• Accuracy: for Task 1, the number of correctly identified hot and cold objects 

out of a possible four; for Task 2, the number of correctly identified hot objects 
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out of ten; for Task 3, the number of correctly matched clue-object pairs out of 

twelve. 

• Contextual metadata: task identifier, interaction modality, participant ID, and 

Unix timestamp for each logged event. 

3.6 Experimental design 

3.6.1 Study design and objectives 

The experiment employed a mixed-methods design combining quantitative per-

formance measurement with subjective workload assessment and qualitative in-

terview data. The primary objective was to compare the two interaction modalities 

across three tasks that varied systematically in cognitive and perceptual demand, 

as described in Chapter 1. 

Task 1 (Warm/Cold Identification) used a within-subjects design: all 24 partici-

pants performed the task under both interaction conditions in counterbalanced 

order (half used gaze first, half used hand first). This design enables direct paired 

comparison of performance and subjective ratings for the same individual under 

both conditions, providing the statistical power to detect small effect sizes. 

Tasks 2 (Room Sweep) and 3 (Clue Reading) used a between-subjects assign-

ment: participants who used gaze in Task 2 used hand in Task 3, and vice versa. 

This assignment was implemented to minimize cumulative physical fatigue and 

task-specific learning effects across the two more demanding and time-consum-

ing tasks. The counterbalancing ensures that condition order effects are distrib-

uted symmetrically across the participant sample. 

3.6.2 Participants 

Twenty-four participants were recruited through convenience sampling at Tam-

pere University. The sample was predominantly young adults, with 79% aged 

between 25 and 34 years. All participants self-reported normal colour vision, a 

prerequisite given the pseudo-colour rendering of the thermal feed. Prior XR ex-

perience was generally low: 50% reported using VR rarely, 29% reported never 

having used VR, and only three participants used XR on a weekly basis. Thermal 

imaging experience was minimal; while 15 participants had previously 
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encountered thermal images in everyday contexts, only one had ever operated a 

thermal camera. All participants were adults without self-reported disability and 

provided written informed consent prior to participation. Participants received a 

10-euro compensation for their time. 

Table 3.1 summarises the participant sample characteristics 

Characteristic Category N % 

Age group 18–24 4 17% 

 25–34 19 79% 

 35–44 1 4% 

Colour vision Normal (self-reported) 24 100% 

XR frequency Never 7 29% 

 Rarely 12 50% 

 Weekly 3 13% 

 Daily 2 8% 

Thermal camera use Never operated one 23 96% 

 Used once or more 1 4% 

 

Note. XR frequency refers to self-reported frequency of use of any virtual or augmented 
reality headset in everyday life. 

3.6.3 Apparatus and experimental environment 

Each session was conducted in a controlled laboratory environment at the TAU-

CHI Research Center. The participant was seated on a chair approximately 1.5 

m from the centre of the workspace, which contained twelve common objects 

(metal cans, ceramic cups, glass bottles, and electronics components) distributed 

across three temperature categories: hot (above 50°C), cold (below 0°C), and 

room temperature (approximately 24°C), as measured via the thermal camera. 

Participants were instructed to remain seated or standing within a 180-degree 

rotation arc and to avoid moving outside this boundary, in order to maintain track-

ing system performance and consistent sensor coverage. 

The mixed reality scene rendered a World Space Canvas displaying the live ther-

mal overlay in RGBA colour mapping with consistent per-frame temperature scal-

ing throughout all tasks. The Varjo XR-3 workstation was connected to the Jetson 
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Nano thermal server via the dedicated Ethernet link described in Section 3.3.3. 

Connectivity between both systems was verified by the experimenter at the start 

of each session. 

3.6.4 Pre-study preparation and training 

Each session lasted approximately 30 minutes in total. At the start of the session, 

the participant read and signed a written informed consent form and then com-

pleted a short background questionnaire collecting data on age group, XR famil-

iarity, and prior exposure to thermal imaging equipment. The experimenter fitted 

and adjusted the Varjo XR-3 headset for comfort and optical alignment. Varjo's 

built-in eye-tracking calibration procedure was then performed to ensure accurate 

gaze capture for the participant's specific inter-pupillary distance and seating po-

sition. 

Participants were introduced to both interaction methods through a practice 

phase conducted in a neutral demonstration scene that contained no experi-

mental stimuli. The practice phase covered: 

• Gaze-Enlarge: the participant fixated on the thermal tile and experienced the 500 

ms dwell-triggered enlargement, then looked away to observe the zoom reversal. 

Practice continued until the participant could reliably reproduce the zoom-and-

release behaviour. 

• Hand-Menu Zoom: the participant practised the palm-up gesture to summon the 

wrist menu, and then used both the discrete buttons and the continuous slider to 

adjust the tile scale. Practice continued until the participant had successfully used 

each control element at least twice. 

No performance targets were set during training, and participants were encour-

aged to ask clarifying questions before proceeding to the main tasks. Training 

data were not recorded. 

3.6.5 Experimental tasks 

Participants completed the three tasks described in Chapter 1 in counterbalanced 

order. The task designs are reproduced here with the full operational details nec-

essary for replication. 



 
 

34 
 

Task 1: Warm/Cold Identification 

Ten identical opaque soda cans were arranged in a horizontal row at tabletop 

height, filled with cold water (below 0°C, achieved with ice), hot water (above 

50°C, achieved with a kettle), or room-temperature water (approximately 24°C). 

The specific positions of hot and cold cans were randomized between partici-

pants. Participants used the assigned interaction method to inspect the thermal 

feed, located the two hottest and two coldest cans, and identified them verbally. 

The experimenter recorded responses and pressed P and S to mark task start 

and end. Immediately after completing both modality conditions for Task 1, par-

ticipants rated the Speed, Ease, and Comfort of each interaction method on five-

point Likert scales. 

Task 2: Complex Room Sweep 

Ten predefined hot objects were distributed throughout the experimental environ-

ment at varying heights and occlusion levels, embedded among room-tempera-

ture and cold objects. Participants were informed that ten hot objects were pre-

sent and were instructed to find and name as many as possible using the as-

signed interaction modality. The task was capped at a maximum duration of ten 

minutes. The experimenter recorded each correctly and incorrectly identified ob-

ject. 

Task 3: Clue Reading (Dual Task) 

Twelve printed clue cards were presented sequentially. Each card described the 

material and thermal property of a specific object in the experimental environment 

(for example, Cold aluminium can or Hot ceramic cup). Participants read each 

clue through the video pass-through view of the headset and then verbally con-

firmed whether the described object was present in the room. Six clue cards de-

scribed objects that were genuinely present; six described plausible decoy ob-

jects designed to induce attention switching between the text card and the ther-

mal feed. Participants responded verbally (present or not present), and the ex-

perimenter logged correctness. Task start and stop times were marked with the 

P and S keys as in Task 1. 
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This dual-task design, in which semantic text reading and thermal visual inspec-

tion must be performed concurrently, operationalises the high cognitive load con-

dition specified in RQ3. The decoy items were included specifically to prevent 

participants from adopting a strategy of confirming all objects as present without 

engaging the thermal feed. 

3.6.6 Questionnaires and debriefing 

Following completion of all three tasks, participants completed two standardized 

instruments for each interaction modality: 

• NASA Task Load Index (NASA-TLX): a six-dimension subjective workload meas-

ure covering Mental Demand, Physical Demand, Temporal Demand, Perfor-

mance, Effort, and Frustration. Participants rated each dimension on a 21-point 

scale, with higher scores indicating greater load. The raw unweighted TLX pro-

cedure was used, as it has been shown to correlate closely with the weighted 

version while reducing completion time Hart, (2006). 

• System Usability Scale (SUS): a ten-item questionnaire producing a composite 

score on a 0–100 scale, where scores above 68 are conventionally considered 

above average usability. The SUS was administered once per modality, not per 

task, to produce a holistic usability rating for each interaction technique. 

After completing the questionnaires, each participant took part in a brief semi-

structured interview. Participants were asked to describe the strategies they 

adopted when each method felt difficult, to explain any instances in which they 

preferred one modality over the other, and to provide any open-ended comments 

about the system. Interview responses were audio-recorded and subsequently 

transcribed for thematic analysis. 

3.7 Ethical considerations 

The study was conducted in accordance with the ethical guidelines of Tampere Univer-

sity for research involving human participants. All participants provided written informed 

consent prior to the study. Participation was voluntary, and participants were informed of 

their right to withdraw at any time without consequence. No personally identifiable infor-

mation was retained in the analysis data; participants were assigned anonymous nu-

meric codes at the point of data collection. The study involved no deception, no exposure 

to hazardous stimuli, and no physiological instrumentation beyond standard eye-tracking 
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calibration. Participant compensation (10 euros) was set at a level consistent with the 

session duration and the norms of the research unit. 
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CHAPTER 4: RESULTS AND ANALYSIS 

This chapter presents the empirical findings of the comparative user study described in 

Chapter 3. The results are organised to address each of the three Research Questions 

in sequence. Section 4.1 reports task completion times as the primary objective perfor-

mance measure. Section 4.2 reports task accuracy and structured behavioural ratings. 

Section 4.3 reports interaction effort as measured through event counts and the ratio of 

discrete to continuous control actions within the hand condition. Section 4.4 reports the 

canvas magnification analysis. Section 4.5 presents the subjective usability and work-

load findings from the SUS and NASA-TLX instruments. Section 4.6 presents the quali-

tative themes extracted from the post-task interviews. A summary of the complete find-

ings in relation to the three Research Questions closes the chapter in Section 4.7. 

Where statistical tests are reported, significance is evaluated at α = 0.05. Effect sizes 

are reported as Hedges' g throughout to enable comparison across tests of different 

types. 

4.1 Task completion time (rq1) 

Task completion times were analysed using a Linear Mixed-Effects Model (LMM) on log-

transformed times, with Method (gaze vs. hand), Task (T1, T2, T3), and their interaction 

as fixed effects, and random intercepts for participant. This low ICC is consistent with 

the within-session counterbalancing employed in the study design. 

The model revealed a significant main effect of Task (β = 0.941, p = .002), suggested by 

Task 3 (Clue Reading) producing systematically longer completion times than Task 1 

(Warm/Cold Identification). This pattern is consistent with the cognitive demand gradient 

built into the task sequence: T1 is a rapid psychomotor identification task, T2 involves 

spatial search across a wider environment, and T3 requires concurrent semantic pro-

cessing alongside thermal inspection. The increase in completion time from T1 to T3 

therefore reflects the intended increase in cognitive complexity rather than a feature of 

the interaction modality. 

Critically, no significant main effect of Method was observed (Hand vs. Gaze: β = 0.155, 

p = .530), and no reliable Method × Task interaction emerged across any of the three 

tasks (all p > .40). Task-stratified checks, using a within-subjects comparison for T1 and 

between-subjects comparisons for T2 and T3, produced the same pattern: neither gaze 

nor hand interaction was systematically faster across the task set. Performance was 

dominated by task complexity rather than input modality choice. 
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Figure 4.1 illustrates mean task completion times with 95% confidence intervals for each 

modality across the three tasks. Mean gaze times trend slightly higher than hand times 

in Task 3, but this trend does not approach statistical significance and is fully accounted 

for by the between-subjects assignment in that task. The figure suggests that the error 

bars for both modalities substantially overlap at every task level, consistent with the null 

Method effect reported by the model. 

 

Figure 4.1: Mean task completion times (seconds) across the three experimental tasks 

for gaze and hand interaction. Error bars denote 95% confidence intervals. The mixed-

effects model found no significant main effect of modality on task completion time. Figure 

from Anuragi et al. (2026). 
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Table 4.1: Fixed-Effects Estimates from the Linear Mixed-Effects Model on Log-Transformed 

Task Completion Time 

Predictor β p-value 

Intercept - - 

Method (Hand vs. Gaze) 0.155 .530 

Task: T3 vs. T1 0.941 .002* 

Method × Task: T2 - >.40 

Method × Task: T3 - >.40 

 

Note. *p < .05. ICC ≈ 0.003. Random intercepts for participant included. 

4.2 Task accuracy and structured behavioural ratings (rq1) 

In addition to completion times, structured accuracy measures and post-task Likert rat-

ings were collected to evaluate perceived performance efficiency across the three tasks. 

The within-subjects and between-subjects assignment structure described in Section 

3.7.1 was maintained for these analyses. 

4.2.1  Task 1: warm/cold identification 

Task 1 employed a within-subjects design, enabling paired comparisons for the same 

participants across both conditions. Participants consistently rated gaze interaction as 

superior to hand interaction across all three Likert dimensions. Paired t-tests confirmed 

significant advantages for gaze on Speed (t(23) = 4.61, p < .001, Hedges' g = 1.46), 

Ease (t(23) = 7.40, p < .001, Hedges' g = 1.46), and Comfort (t(23) = 2.85, p = .009, 

Hedges' g = 0.91). These effect sizes fall in the large range by conventional benchmarks, 

indicating that the perceived superiority of gaze for rapid scanning was not a marginal 

trend but a substantial and consistent pattern across the sample. 

The intercorrelations among the three dimensions were moderate to strong (r = .58–.69), 

suggesting that participants experienced Speed, Ease, and Comfort as a unified sense 

of interaction fluency during the rapid identification task. This convergence across di-

mensions is consistent with the nature of T1 as a low-complexity psychomotor task in 

which the absence of manual effort in gaze interaction translates directly into perceived 

speed and comfort. 
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Figure 4.2 presents mean perceived ratings for Task 1 with standard error bars for both 

modalities. 

 

Figure 4.2: Mean perceived ratings (1–5, higher = better) for the Warm/Cold Identification 

task (T1). Error bars denote ±1 standard error. Gaze interaction was rated significantly 

faster, easier, and more comfortable across all three dimensions (all p < .01). Figure from 

Anuragi et al. (2026). 

4.2.2  Task 2: room sweep 

Accuracy in Task 2 was near-ceiling for both modalities. Participants using gaze correctly 

identified a mean of 9.83 out of 10 target objects (SD not separately reported), while 

those using hand interaction identified a mean of 9.58 out of 10. The between-groups 

comparison did not yield a statistically significant difference (p = .19), although the me-

dium effect size (Hedges' g ≈ 0.53) indicates a directional trend toward slightly higher 

identification rates under gaze. Given the search-based nature of this task, which re-

quires sustained spatial attention over a wide area rather than fine manual control, both 

interaction interfaces supported reliable target detection once participants had adapted 

to the thermal display. The near-ceiling performance across both conditions suggests 

that the thermal visualization itself, rather than the interaction modality, was the primary 

enabler of task success. 
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4.2.3  Task 3: clue reading (dual task) 

In the dual-task condition, accuracy remained high for both methods. Participants using 

gaze correctly matched a mean of 10.5 out of 12 clue-object pairs; those using hand 

interaction correctly matched a mean of 10.2 out of 12. The between-groups difference 

was not significant (p = .54), and the effect size was small (Hedges' g ≈ 0.24). The con-

vergence of accuracy between modalities under high cognitive load is a theoretically 

meaningful finding: it indicates that when attentional resources are constrained by con-

current semantic processing, the performance gap visible in the T1 subjective ratings 

disappears at the objective accuracy level. Both modalities supported equivalent correct 

response rates despite the additional task complexity. 

Figure 4.3 presents normalised mean accuracy across all three tasks for both modalities. 

 

Figure 4.3: Mean normalised accuracy (0–1) across the three experimental tasks for 

gaze and hand interaction. Error bars denote ±1 standard error. Both modalities main-

tained high accuracy, with a modest decline from T2 to T3 reflecting increased cognitive 

load. Figure from Anuragi et al. (2026). 
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Table 4.2: Mean Accuracy by Task and Interaction Method 

 

Task Gaze (Mean 

Correct) 

Hand (Mean 

Correct) 

Max 

Score 

p-value Hedges' g 

T1: Warm/Cold ID 3.92 / 4 3.79 / 4 4 - - 

T2: Room Sweep 9.83 / 10 9.58 / 10 10 .19 0.53 

T3: Clue Reading 10.5 / 12 10.2 / 12 12 .54 0.24 

 

Note. T1 accuracy is reported descriptively; the within-subjects design for T1 did not reveal a 

significant accuracy difference between modalities. T2 and T3 used between-subjects 

assignment. 

4.3 Interaction effort (rq1 and rq3) 

Interaction event counts were modelled using a Generalized Estimating Equations (GEE) 

approach with a Negative Binomial response distribution. The model revealed a signifi-

cant main effect of Task, with event counts in T2 (Room Sweep) substantially exceeding 

those in T1 (β = 0.735, p = .003), reflecting the longer duration and larger search space 

of that task. No significant overall main effect of Method was found (p = .864), indicating 

that, averaged across tasks, neither modality generated systematically more interaction 

events than the other. 

A selective Method × Task interaction was observed for T3: hand interaction required 

significantly fewer events than gaze in the Clue Reading task (β = −1.389, p = .008). This 

finding indicates that under the high cognitive load of the dual-task condition, participants 

using hand interaction became more parsimonious in their control actions relative to par-

ticipants using gaze, whose dwell-trigger events continued to accumulate at a higher 

rate. 

4.3.1  Adaptive control strategy within the hand condition 

A particularly informative pattern emerged from the analysis of the two control mecha-

nisms available within the hand condition. During exploratory tasks (T1 and T2), slider 

drag events dominated control actions, accounting for over 90% of all hand interaction 

events (button-to-slider ratios of approximately 0.04–0.14). This pattern reflects a 
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preference for continuous, proportional adjustment during free visual search, where the 

user is dynamically adapting the thermal tile's magnification to suit changing environ-

mental conditions. 

In Task 3, this pattern reversed sharply. During the dual-task Clue Reading condition, 

button presses outnumbered slider drags, producing a mean button-to-slider ratio of ap-

proximately 1.24. This shift represents a deliberate movement toward discrete, stable 

magnification levels at the expense of fine-grained continuous control. The pattern is 

consistent with the interpretation that participants, faced with divided attentional re-

sources across reading and thermal inspection, elected to lock the zoom level to a fixed 

value using the discrete buttons in order to remove one ongoing source of cognitive 

overhead. The slider's requirement for sustained manual adjustment became incompat-

ible with concurrent text reading, whereas a single button press to a preferred zoom level 

could be executed and forgotten. 

Table 4.3: GEE Negative Binomial Model Estimates for Interaction Event Counts 

Predictor β p-value 

Task: T2 (Room Sweep) vs. T1 0.735 .003* 

Method (main effect) - .864 (n.s.) 

Method × Task T3 (Hand < Gaze) −1.389 .008* 

 

Note. *p < .05. n.s. = not significant. Negative β for the Method × T3 interaction indicates that 

hand required fewer events than gaze specifically in Task 3. 

4.4 Canvas magnification and scale use 

To examine whether the two modalities produced different levels of effective visual en-

largement, a normalised perceptual scale measure was computed as the median canvas 

scale divided by the viewing distance from the user (z = 1 m for gaze, z = 2 m for hand). 

This distance-corrected measure provides a comparable index of effective angular mag-

nification across the two conditions. 

A mixed-effects model on log-transformed perceptual scale with Method and Task as 

fixed effects and random intercepts for participant revealed no significant main effects of 

either Method (β = 0.043, p = .45) or Task (all p > .36). Both gaze-based and hand-based 
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interactions produced statistically equivalent effective magnification across all three 

tasks. 

This equivalence supports an important interpretive conclusion: the differences in per-

ceived workload and usability reported in Section 4.5 cannot be attributed to differences 

in the amount of visual information available to participants in each condition. Both mo-

dalities delivered the same effective zoom level; the divergence in subjective experience 

therefore arises from the interaction dynamics themselves rather than from any percep-

tual inequity in the information presented. This finding is consistent with models of em-

bodied perception in which users self-regulate their motor behaviour to maintain a con-

sistent perceptual information density Sidenmark & Gellersen, Wagner, Asferg Jacob-

sen, et al., (2019; 2024). 

4.5 Subjective usability and workload (rq2) 

4.5.1 System usability scale 

A mixed-effects model with Method as a within-subjects fixed effect revealed a highly 

significant difference in SUS scores between the two modalities (β = −27.812 for hand, 

p < .001). A permutation-based paired test confirmed the effect (mean difference = 27.81 

points, p = .0004), with a large effect size (Hedges' g = 0.94). Gaze interaction received 

a mean SUS score of approximately 70, placing it at the conventional threshold for 

above-average usability. Hand interaction received a mean SUS score of approximately 

42, which falls in the marginal-to-poor range by the same convention. 

Cronbach's alpha for the SUS items was modest in both conditions (Gaze: α = 0.24; 

Hand: α = 0.33), reflecting the known heterogeneity of SUS item content rather than 

measurement error. Given the convergence of the SUS findings with the NASA-TLX and 

naturalness ratings reported below, the composite score is treated as a valid summary 

of perceived usability for each modality. 

Figure 4.5 presents the distribution of individual SUS scores for both modalities as a box 

plot. 
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Figure 4.5: Distribution of SUS scores (0–100) for gaze and hand interaction. Gaze in-

teraction clustered towards higher usability ratings (mean ≈ 70), while hand interaction 

scores were lower and more variable (mean ≈ 42). The difference was statistically sig-

nificant (β = −27.8, p < .001; Hedges' g = 0.94). Figure from Anuragi et al. (2026). 

4.5.2 Nasa task load index 

The NASA-TLX was administered once per modality across the full task set, producing 

a workload profile for each interaction method. The LMM on overall TLX scores revealed 

a significant main effect of Method (β = 0.75, p = .018), with the hand condition rated as 

more demanding than the gaze condition overall. 

Examination of individual TLX dimensions reveals a qualitatively informative pattern. The 

largest differences between conditions appeared on the Effort and Frustration dimen-

sions, where hand scores were visibly higher than gaze scores. Physical Demand also 

trended higher for hand interaction, consistent with the mid-air gesture requirement. 

Mental Demand was the dimension that showed the smallest difference between modal-

ities, indicating that both interaction techniques were conceptually understandable; the 

additional burden imposed by the hand condition was primarily motor and operational 

rather than cognitive. This pattern aligns with the completion time analysis, which 

showed no difference in the objective cognitive component of task performance (accu-

racy) between modalities. 

Figure 4.6 presents a radar plot of the four reported TLX dimensions for both interaction 

methods. 
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Figure 4.6: Radar plot of mean subjective workload (NASA-TLX dimensions) and objec-

tive performance metrics (Combined Accuracy, Completion Time) for gaze and hand in-

teraction. Hand interaction elicited consistently higher physical demand, effort, and frus-

tration relative to gaze. Figure from Anuragi et al. (2026). 

Table 4.4: Summary of Subjective Usability and Workload Outcomes 

Measure Gaze 

(Mean) 

Hand 

(Mean) 

Difference p-value Hedges' g 

SUS Score (0–100) ≈70 ≈42 +27.81 < .001* 0.94 

NASA-TLX Overall Lower Higher β = 0.75 .018* - 

Effort (TLX dim.) Lower Higher Largest gap - - 

Frustration (TLX dim.) Lower Higher Second largest 

gap 

- - 

Mental Demand (TLX dim.) Similar Similar Smallest gap - - 

Physical Demand (TLX 

dim.) 

Lower Higher Moderate gap - - 
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Measure Gaze 

(Mean) 

Hand 

(Mean) 

Difference p-value Hedges' g 

Perceived Naturalness (1–

5) 

≈4 (median) Lower / 

variable 

β = −0.833 

(Hand) 

.002* - 

 

Note. *p < .05. SUS values are approximate means. NASA-TLX raw unweighted scores. Per-

ceived naturalness was measured on a 5-point Likert scale, higher = more natural. 

4.5.3 Perceived naturalness 

Participants rated the perceived naturalness of each modality on a five-point Likert scale. 

A mixed-effects model confirmed that gaze was rated as significantly more natural than 

hand interaction (β = −0.833 for hand, p = .002). Gaze interaction ratings clustered to-

ward the upper end of the scale, with a median of approximately 4 out of 5, while hand 

interaction ratings were lower and more variable, with individual responses spanning a 

wider range. The naturalness advantage for gaze is consistent with its structural align-

ment with normal visual behaviour: looking at something and having the system respond 

requires no additional learned motor programme beyond the participant's existing visual 

scanning habits. 

Figure 4.7 illustrates the distribution of naturalness ratings for both conditions. 

 

Figure 4.7: Distribution of perceived naturalness ratings (1–5 Likert scale) for gaze and 

hand interaction. Gaze ratings clustered toward the upper end of the scale, indicating 

stronger alignment with participants' intuitive sense of interacting in mixed reality. Figure 

from Anuragi et al. (2026). 



 
 

48 
 

4.6 Qualitative results (rq3) 

Thematic analysis of the 24 post-task interview transcripts produced three primary 

themes. These themes address the subjective experience of each modality, the strate-

gies participants adopted under cognitively demanding conditions, and the perceived 

qualities of the thermal visualization system itself. Representative participant quotations 

are provided below; participants are identified by anonymous codes (P04–P26). 

4.6.1 Theme 1: gaze as effortless but involuntary 

The dominant characterisation of gaze interaction in participant accounts was its per-

ceived effortlessness. The majority of participants described gaze as the preferred and 

more natural interaction method, using terms including natural, effortless, faster, and less 

physically straining. One participant summarised the experience as follows: 

It was easy for me to get hold of things and easy to zoom things. (P10) 

However, the same effortlessness that made gaze attractive also constituted its primary 

limitation. The absence of deliberate intent required for gaze to trigger an action meant 

that participants experienced involuntary activations during ordinary visual scanning of 

the environment, directly instantiating the Midas Touch phenomenon discussed in Chap-

ter 2. Participants described this as irritating and disruptive to their scanning strategy. 

Participant P18 noted: 

Gaze was highly irritating since the top right window moves when you are looking around 

simply to search. 

A related concern was the attentional cost of maintaining fixation on the thermal tile for 

the full dwell duration. Participant P26 reported feeling uncomfortable because of the 

need to look very straight into it, indicating that the dwell requirement, intended to dis-

ambiguate intent, was experienced as an unnatural visual constraint that disrupted the 

free-scanning behaviour that makes gaze interaction attractive in the first place. 

This duality, highly preferred overall but specifically frustrating during environmental 

search, represents a contextual limitation of dwell-based gaze interaction that emerges 

clearly under realistic inspection conditions but would not be apparent in simplified Fitts' 

law pointing paradigms. 
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4.6.2 Theme 2: hand interaction as controllable but demanding 

Participant accounts of hand interaction were structured around the contrast between its 

explicit control affordance and its physical and operational overhead. The majority of 

participants described the hand menu as tedious, finicky, and difficult to operate. Partic-

ipant P23 observed: 

Easier to look for things in the eye gaze interaction method than to look at your palm 

each time. 

Despite this, a minority of participants expressed preference for hand interaction, and 

their accounts converged on a single explanatory theme: explicit, stable control. These 

participants valued the fact that the thermal tile remained at its set scale regardless of 

where they directed their eyes, a property that gaze interaction cannot provide. Partici-

pant P14 stated: 

It stays there, my eyes do not need to look at it constantly. 

Participants P22 and P26 expressed the same preference in terms of perceived agency: 

Because it felt like I am more in control. 

This preference for explicit control was particularly salient during Task 3, where the re-

quirement to read text and simultaneously inspect thermal objects made the involuntary 

gaze-triggered zoom a source of attentional interference. The accounts of these partici-

pants provide qualitative corroboration for the quantitative shift toward discrete button 

control documented in Section 4.3.1: participants who preferred hand interaction under 

high load were, in effect, implementing the same adaptive strategy, prioritising stability 

over speed. 

4.6.3  Theme 3: system validation through dynamic colourmap 

A third theme, present across both modality preference groups, concerned participant 

responses to the thermal visualization system itself. Multiple participants commented on 

the effectiveness of the dynamic colourmap in making thermal anomalies immediately 

detectable. Participant P10 noted: 

Easy and clear to detect the things. 

Participant P04 described the colourmap as convenient in terms of recognising cold or 

hot objects. These responses validate the core design decision of the Jetson Nano serv-

er's per-frame AGC normalization pipeline: the automatic adjustment of the colour scale 
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to the current scene's thermal dynamic range was perceived by participants as actively 

aiding detection rather than as a source of perceptual volatility. This feedback confirms 

that the system's thermal visualization layer was not a confounding source of task diffi-

culty; rather, it functioned as intended, reducing the perceptual effort required to locate 

thermal anomalies across all three tasks. 

4.7 Summary of results in relation to research questions 

The findings across all measures are summarised in relation to the three Research 

Questions below. 

4.7.1 Rq1: task performance, accuracy, and interaction effort 

Neither modality demonstrated a statistically significant advantage in task completion 

time or accuracy across any of the three tasks. Performance differences were dominated 

by task complexity rather than input modality. However, interaction effort showed a se-

lective Method × Task effect in the highest-load condition: hand interaction required 

fewer events than gaze specifically during Task 3, where a shift from continuous slider 

adjustment to discrete button control reduced the operational overhead of the hand con-

dition under divided attention. Participants dynamically adapted their control strategy 

based on task demands, a behavioural pattern that was invisible at the level of comple-

tion time and accuracy but clearly visible in the event count data and qualitative accounts. 

4.7.2 Rq2: perceived workload and usability 

Gaze interaction received substantially higher SUS scores than hand interaction (mean 

difference = 27.81 points, p < .001, Hedges' g = 0.94), was rated as significantly more 

natural (β = −0.833, p = .002), and produced lower overall NASA-TLX workload ratings 

(β = 0.75, p = .018). The workload advantage for gaze was most pronounced on the 

Effort and Frustration dimensions, while Mental Demand showed the smallest difference 

between conditions. These results establish that despite equivalent objective perfor-

mance, the two modalities impose qualitatively different subjective costs on the user, 

with the motor overhead of mid-air gesture interaction translating directly into higher per-

ceived effort and frustration. 

4.7.3 Rq3: qualitative strategies and preferences 

Participants reported a predominantly gaze-preference pattern grounded in its effortless-

ness and alignment with natural visual behaviour. However, this preference was 
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moderated by the Midas Touch problem under search conditions, where involuntary ac-

tivations disrupted the scanning strategy. Participants who preferred hand interaction, or 

who shifted to discrete hand control under high cognitive load, converged on explicit 

control and interaction stability as the motivating factors. The qualitative accounts directly 

corroborate the quantitative finding of adaptive control strategy shifts in Task 3, providing 

a coherent mechanistic explanation: when attentional resources are constrained, partic-

ipants trade speed for stability, selecting discrete motor acts that can be executed and 

cognitively released rather than continuous adjustments that require sustained attention. 

These findings are interpreted through the lens of the Research Questions and dis-

cussed in the context of the existing literature in Chapter 5. 
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CHAPTER 5: DISCUSSION 

This chapter interprets the findings presented in Chapter 4 in light of the research ques-

tions, the theoretical framing established in Chapter 1, and the literature reviewed in 

Chapter 2. The objective is not to restate the results but to explain them: to identify what 

the patterns of data reveal about the nature of gaze and hand interaction in the specific 

domain of augmented thermal perception, and to draw out the implications that follow for 

system design and future research. 

The chapter is organised as follows. Sections 5.1 through 5.3 address each Research 

Question in turn, interpreting the findings in relation to prior work. Section 5.4 translates 

the empirical findings into concrete design principles for augmented perception inter-

faces. Section 5.5 addresses the limitations of the present study. Section 5.6 outlines 

directions for future research. Section 5.7 summarize the whole chapter. 

5.1 Performance, accuracy, and interaction effort (rq1) 

The absence of a significant main effect of modality on task completion time is the central 

objective finding of this study. Neither gaze nor hand interaction was faster overall, and 

no reliable Method × Task interaction emerged across the completion time analysis. This 

result is consistent with prior work demonstrating that, in well-designed XR interaction 

studies, performance is frequently constrained by task complexity rather than by the 

properties of the input device Faleel et al., Monteiro et al., (2024; 2023). The cognitive 

bottleneck imposed by interpreting a live thermal scene, reading printed clues, and cross-

referencing object properties dominated completion time in ways that were orthogonal to 

whether the participant controlled the thermal tile with their eyes or their hands. 

This finding is theoretically important because it challenges the assumption, common in 

the gaze interaction literature, that the ballistic speed of saccadic eye movements will 

translate into faster task performance relative to manual alternatives Kang et al., (2025). 

The present results suggest that this speed advantage is neutralised once the task de-

mands extend beyond simple target acquisition into the domain of perceptual interpreta-

tion. When the primary source of task difficulty is understanding what the thermal image 

contains rather than physically operating an interface, the input modality becomes a sec-

ondary factor. Both gaze and hand interaction were, in the phrasing used by Faleel et al. 

(2024), good enough to not impede task completion. 

Accuracy results reinforced this interpretation. Near-ceiling performance in Task 2 for 

both modalities, and equivalent accuracy in Task 3 despite the high cognitive load of the 
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dual-task condition, indicates that both techniques supported reliable thermal detection 

and identification once participants had adapted to the display. The slight directional 

trend toward higher accuracy under gaze in Task 2 (Hedges' g ≈ 0.53), while not statis-

tically significant, is nonetheless consistent with the interpretation that gaze alignment 

between the inspection target and the control action reduces the number of attentional 

switches required to monitor the thermal tile, a consideration that may become more 

pronounced in longer-duration or more complex search scenarios. 

The interaction effort analysis introduced a critical qualification to the overall null perfor-

mance result. The selective Method × Task effect in Task 3, where hand interaction gen-

erated significantly fewer control events than gaze under the dual-task condition, re-

vealed that the two modalities impose their cognitive costs through structurally different 

mechanisms. Gaze interaction generates a continuous stream of dwell-trigger events as 

long as the user's gaze intersects the thermal tile; under high cognitive load, the user 

has limited capacity to deliberately manage this event stream, and accidental activations 

accumulate. Hand interaction, by contrast, is event-discrete by design: an action occurs 

only when the participant performs a deliberate motor act. This distinction explains why 

hand interaction became relatively more parsimonious in Task 3 without becoming ob-

jectively faster or more accurate. 

The within-hand-condition shift from continuous slider adjustment (dominant in T1 and 

T2) to discrete button presses (dominant in T3) provides the clearest evidence of task-

driven adaptation in the dataset. The shift in mean button-to-slider ratio from approxi-

mately 0.04–0.14 in exploratory tasks to approximately 1.24 in the dual-task condition 

reflects a principled trade-off: participants sacrificed fine-grained magnification control in 

order to reduce the ongoing attentional cost of continuous slider management. This 

adaptive behaviour has a direct parallel in the two-phase fatigue reduction technique 

described by Chaffangeon Caillet et al., (2023) in which users shift between coarse and 

fine control phases to manage physical and cognitive load. The present study extends 

this observation to the cognitive load domain specifically: the shift to discrete control was 

driven not by physical fatigue but by the need to release attentional resources for con-

current semantic processing. 

5.2 Perceived workload and usability (rq2) 

The divergence between the objective performance findings of Section 5.1 and the sub-

jective experience findings reported in Section 4.5 constitutes the most significant and 

theoretically productive tension in this dataset. Both modalities produced equivalent task 
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completion times and accuracy; yet gaze interaction received a mean SUS score ap-

proximately 28 points higher than hand interaction, was rated as significantly more nat-

ural, and generated lower workload across all four NASA-TLX dimensions examined. 

This pattern, referred to in the conference paper as a critical disconnect between objec-

tive performance and subjective experience Anuragi et al. (2026), requires careful inter-

pretation. 

The explanation lies in the nature of the cognitive costs that each modality imposes. As 

the NASA-TLX profile in Section 4.5.2 demonstrated, the workload advantage of gaze 

was concentrated on the Effort and Frustration dimensions, while Mental Demand 

showed the smallest difference between conditions. This profile indicates that both mo-

dalities were equally comprehensible conceptually; participants understood what each 

interface required of them. The additional burden imposed by hand interaction was not 

cognitive but motor and operational: the physical act of raising the arm, summoning the 

wrist menu, locating the desired control, and executing a press or drag constituted a 

chain of actions that gaze interaction replaced with a single sustained fixation. Each link 

in that chain represents an additional unit of effort that, in aggregate, translated into 

higher Effort and Frustration ratings despite producing no difference in the thermal infor-

mation ultimately available to the participant. 

This dissociation between objective performance and subjective experience has prece-

dent in the XR interaction literature. Brown et al., (2023) found that gaze-based systems 

consistently scored higher than hand-based alternatives on usability assessments for 

inspection tasks, a pattern attributed precisely to the removal of manual overhead. Luro 

and Sundstedt (2019) similarly reported that gaze interaction imposed lower physical 

demand than controller-based input while producing comparable accuracy. The present 

findings replicate and extend these results into the specific domain of live dynamic sen-

sory data, where the inspection target is itself continuously changing and placing de-

mands on the user's visual attention. Under these conditions, any interaction technique 

that competes for visual attention with the primary inspection task carries a higher usa-

bility cost than one that exploits the same visual channel as the task itself. 

The naturalness advantage for gaze (β = −0.833, p = .002) can be interpreted as the 

perceptual side of this same phenomenon. Gaze interaction is structurally aligned with 

the user's normal visual behaviour: looking at the thermal tile and having it respond re-

quires no additional learned motor programme beyond ordinary attentional direction. For 

a participant with no prior XR experience, of whom the present sample had many, this 

alignment with habitual behaviour reduces the adaptation cost of the interface. Hand 
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interaction, by contrast, requires the user to acquire a new motor skill, namely mid-air 

gesture production in the absence of haptic feedback, on top of the novel perceptual task 

of interpreting live thermal imagery. The convergence of low naturalness ratings and high 

frustration in the hand condition reflects this double novelty burden. 

The pre-study hypothesis that gaze would score higher on Frustration due to Midas 

Touch activations (Section 1.4) was not confirmed by the NASA-TLX data. While quali-

tative accounts clearly documented Midas Touch frustration in specific scanning con-

texts, this frustration was not sufficient, at the aggregate level, to elevate gaze's Frustra-

tion score above hand's. The motor overhead of the hand menu was pervasively present 

across all tasks; the Midas Touch problem was contextually concentrated during broad 

environmental search in Task 2. This difference in scope, pervasive vs. contextual, sug-

gests the net NASA-TLX advantage for gaze despite the acknowledged presence of un-

intended activations. 

5.3 Qualitative strategies and user preferences (rq3) 

The qualitative findings reported in Section 4.6 offer a mechanistic account of why the 

quantitative patterns took the form they did. The three themes, gaze as effortless but 

involuntary, hand as controllable but demanding, and system validation through the dy-

namic colourmap, each address a specific dimension of the user experience that the 

quantitative measures could not fully resolve. 

The characterisation of gaze as effortless maps directly onto the SUS and naturalness 

advantage documented quantitatively. The characterisation of it as involuntary maps 

onto the contextual Midas Touch frustration documented in the effort analysis and in 

individual NASA-TLX Frustration ratings for participants who performed Task 2 under 

gaze. Together, these two aspects of the gaze experience constitute a coherent interac-

tion profile: gaze is a low-effort, low-overhead channel that delivers rapid inspection ca-

pability at the cost of reduced intentional control. This profile is well-suited to tasks that 

require frequent, rapid attentional shifts across a large environmental space, such as 

broad thermal scanning, but less well-suited to tasks that require sustained, voluntary 

fixation on a specific target while simultaneously processing other visual information. 

The minority preference for hand interaction, and the convergence of those accounts on 

explicit control and interaction stability as the motivating factors, provides a complemen-

tary profile. Hand interaction is a high-effort, high-overhead channel that delivers precise, 

intentional control at the cost of motor and attentional expenditure. This profile is well-

suited to tasks that require fine-grained, stable manipulation of the thermal view, such 
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as locking the zoom level to a specific magnification during detailed inspection. The qual-

itative data suggest that this is the condition under which participants are willing to absorb 

the overhead: when the alternative, gaze-driven involuntary movement of the thermal 

tile, constitutes a more disruptive cost than the effort required to set and hold a fixed 

scale. 

The adaptive strategy shift documented in Section 4.3.1 can be understood as a rational 

response to precisely this cost-benefit calculation. As cognitive load increased in Task 

3, the cost of managing continuous hand-slider adjustments exceeded the cost of toler-

ating a fixed zoom level, and participants switched to discrete button control. Simultane-

ously, the cost of tolerating gaze-driven involuntary zoom also increased, because the 

concurrent reading task reduced the attentional resources available to suppress or coun-

teract unintended activations. These converging pressures explain why the performance 

gap between modalities closed in Task 3 despite the strong gaze preference expressed 

in T1 ratings: each modality became more costly in its own characteristic way as cogni-

tive load increased. 

This strategic adaptation echoes findings reported by Wang et al. (2021), who observed 

that participants sometimes preferred simpler, slower interaction combinations over ob-

jectively faster multimodal configurations when the simpler option reduced cognitive 

overhead. The present results extend this observation by showing that the preference 

shift is not merely a between-participants variation but an within-session, within-partici-

pant adaptation occurring in real time as task demands change. 

5.4 Design implications for augmented perception interfaces 

The findings of this study, taken together, motivate a set of design principles for inter-

faces that present live dynamic sensory data in mixed reality. These principles are 

grounded in the empirical evidence from Chapter 4 and are informed by the theoretical 

frameworks developed in Section 5.4. 

5.4.1 Adopt a gaze-to-select, hand-to-confirm paradigm 

The complementary performance profiles of gaze and hand interaction identified in this 

study provide empirical support for a division of labour between the two modalities. Gaze 

is the most perceptually efficient channel for rapid target acquisition and initial scene 

inspection: it aligns the detection action with the attentional act that drives it, requires no 

additional motor programme, and delivers the lowest overhead for tasks that primarily 

demand visual scanning. Hand interaction provides the stable, intentional confirmation 
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that gaze cannot reliably deliver: it registers an explicit motor act as the selection trigger, 

decouples the confirmation event from ongoing eye movement, and allows the user to 

lock a control state, such as a fixed zoom level, without requiring sustained fixation to 

maintain it. 

A multimodal interface that assigns these complementary roles to gaze and hand re-

spectively, using gaze for rapid coarse targeting and hand for deliberate confirmation or 

fine-grained adjustment, would address the primary limitation of each unimodal imple-

mentation. This paradigm has theoretical precedent in the MAGIC pointing model Zhai 

et al., (1999) and empirical support in more recent gaze-pinch fusion work Mutasim et 

al., Park et al., (2021; 2025), and the present results provide specific evidence for its 

applicability to augmented thermal perception tasks. The adaptive shift to discrete hand 

button control observed in Task 3 can be understood as a manually implemented ap-

proximation of this division of labour, with participants improvising a gaze-to-identify, but-

ton-to-confirm workflow within the constraints of a unimodal hand interface. 

5.4.2 Design for adaptive workload management 

The evidence of task-driven adaptation in Section 4.3.1 indicates that users naturally 

modulate their interaction strategy in response to cognitive load changes. An interface 

designed to support this adaptation explicitly, rather than leaving it to the user to impro-

vise, would reduce the overhead of the transition. Concretely, this suggests that hand-

based thermal interfaces should offer a dedicated lock or freeze control that allows the 

user to fix the current zoom level with a single discrete action, releasing the attentional 

resources that would otherwise be consumed by continuous slider management. The 

data show that participants already sought this functionality through the existing button 

controls; a dedicated affordance would make the behaviour more accessible and less 

reliant on participants discovering the strategy themselves. 

More ambitiously, a system that estimates the user's current cognitive load from physio-

logical or behavioural signals, such as gaze dispersion, interaction event rate, or re-

sponse latency, could dynamically adjust the sensitivity of the gaze dwell threshold or 

the granularity of hand control increments to match the user's available attentional ca-

pacity. Sidenmark et al. (2022) demonstrated a related principle with their Weighted 

Pointer technique, which degraded gracefully from gaze to manual input when gaze con-

fidence was low. The present findings suggest that a workload-aware analogue, adjust-

ing interaction parameters based on estimated cognitive state rather than gaze quality, 

could reduce the Frustration cost of both modalities under high-load conditions. 
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5.4.3 Minimise attentional friction in augmented sensing con-
texts 

A recurring theme across the quantitative and qualitative findings is the cost of attentional 

friction: any interaction technique that competes with the primary perceptual task for vis-

ual or cognitive attention imposes a disproportionate overhead in augmented sensing 

contexts. For thermal inspection, the primary task is fundamentally visual; the user must 

look carefully at the thermal overlay to detect anomalies, interpret temperature gradients, 

and locate spatial relationships between thermal features and physical objects. An inter-

action technique that requires the user to direct attention away from this visual task, 

whether to a wrist menu, a virtual button cluster, or a dwell countdown indicator, inter-

rupts the perceptual flow and increases the risk of missing a thermally significant event 

during the interruption. 

This principle suggests that future interaction designs for augmented thermal systems 

should minimise the number of attentional redirections required per control action. Ap-

proaches that have shown promise in the literature include gaze-anchored context-

aware menus that appear within the user's current visual focus area rather than at a fixed 

peripheral location Kim et al., (2025), confirmation gestures that exploit proprioceptive 

rather than visual feedback such as subtle finger pinches or cheek-puff activations Lai et 

al., (2024), and temporal synchronisation mechanisms that compensate for the latency 

between gaze fixation and manual confirmation Park et al., (2025). Each of these ap-

proaches reduces the visual cost of the interaction layer, preserving the user's attentional 

resources for the thermal data itself. 

5.4.4 Leverage dynamic normalization as an interaction re-
source 

The qualitative finding that participants explicitly valued the dynamic colourmap as an 

aid to thermal detection, documented in Theme 3 of Section 4.6.3, has an interaction 

design implication that extends beyond the current study. The per-frame AGC normali-

zation implemented in the Jetson Nano server was designed as a visualization engineer-

ing decision; the user study revealed that participants perceived it as an active perceptual 

tool. This suggests that the normalization parameters themselves, specifically the range 

and anchor points of the temperature-to-colour mapping, could be exposed as interactive 

controls rather than treated as a fixed background process. 

An interface that allowed users to lock the normalization range to a defined temperature 

interval, preventing the colourmap from shifting when an outlier object enters the frame, 
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would address one of the three core interaction challenges identified in Section 1.3.1. 

The gaze interaction in the current study provides a partial implementation of this through 

zoom: enlarging the thermal tile to exclude peripheral hot or cold objects narrows the 

effective input range to the AGC algorithm. A dedicated normalization lock control would 

provide a more direct and precise mechanism for managing thermal visual volatility, par-

ticularly in environments where the user cannot control which objects enter the sensor's 

field of view. 

5.5 Limitations 

Several limitations of the present study constrain the generalisability of the findings and 

should be considered when interpreting the results. 

5.5.1 Single-session design and absence of longitudinal data 

Each participant completed the study in a single session of approximately 30 minutes. 

This design provides valid comparisons of first-exposure usability and performance but 

does not capture learning effects, fatigue accumulation over extended use, or the poten-

tial for the hand interaction overhead to diminish with practice. The physical fatigue cost 

of the Gorilla Arm effect documented in the literature Faleel et al., (2024) is known to 

accumulate over use periods longer than those tested here; conversely, participants' fa-

miliarity with the hand menu may have increased substantially over a multi-session pro-

tocol, potentially narrowing the usability gap observed at first exposure. Longitudinal 

studies are required to determine whether the gaze advantage in SUS and NASA-TLX 

scores persists, diminishes, or reverses as users develop expertise with each modality. 

5.5.2 Hardware-specific constraints 

The choice of hardware, specifically the Teledyne FLIR Hadron 640R and the Avermedia 

DN1110 Jetson Nano engineering kit, was constrained by driver compatibility require-

ments as detailed in Section 3.2. This dependency limits the direct replicability of the 

system to research groups with access to the same hardware combination. The front-

mounted placement of the Jetson Nano module, necessitated by the fixed-length FFC 

cable connecting the camera to the compute board, introduced additional frontal weight 

and inertia that may have influenced hand interaction ergonomics through altered head 

movement dynamics. Future hardware revisions should explore rear-mounted counter-

weight configurations or wireless compute-to-headset communication to mitigate these 

ergonomic confounds. 



 
 

60 
 

The evaluation was conducted using the Varjo XR-3, a high-end research headset with 

a retail price that places it outside the range of most consumer or industrial deployments. 

The high display resolution of this device was a deliberate prerequisite for evaluating 

fine-grained thermal inspection; however, it also means that the findings may not directly 

generalise to interaction with thermal overlays on lower-resolution headsets, where the 

perceptual demands of reading subtle thermal gradients would be qualitatively different. 

5.5.3 Thermal-rgb spatial registration 

No extrinsic calibration was performed between the FLIR Hadron thermal sensor and the 

Varjo XR-3's passthrough cameras. The thermal tile was presented as a supplementary 

overlay at a fixed position within the mixed reality scene rather than as a spatially regis-

tered augmentation aligned to the physical geometry of the environment. Participants 

therefore needed to mentally associate the thermal view with the physical objects they 

could see in the passthrough feed, rather than seeing the thermal data co-registered with 

the spatial positions of the objects themselves. This limitation reduces the ecological 

validity of the system relative to a fully registered thermal-MR implementation and may 

have underestimated the cognitive load benefits of spatial co-registration. Extrinsic cali-

bration between the thermal sensor and the headset cameras is identified as a priority 

direction for future system development. 

5.5.4 Subjective workload measurement only 

Workload was assessed exclusively through self-report instruments, specifically the 

NASA-TLX and SUS. While these instruments are well-validated and widely used in XR 

interaction research Ghasemi et al., (2023), they capture participants' subjective percep-

tions of workload rather than physiological correlates. Objective physiological measures 

such as heart rate variability, galvanic skin response, or pupillometry-based cognitive 

load estimation would provide a complementary and potentially more sensitive index of 

the true cognitive and physical cost differences between modalities, particularly for de-

tecting the moment-to-moment load variations associated with the adaptive strategy 

shifts documented in Section 4.3.1. 

5.5.5 Controlled laboratory setting 

The study was conducted in a seated, controlled laboratory environment with restricted 

participant movement. While this ensured consistent tracking quality and data validity, it 

substantially constrains the ecological validity of the findings for the primary motivating 
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use cases identified in Chapter 1, namely firefighting operations, industrial field inspec-

tion, and surgical practice, all of which involve mobile operators working in physically 

demanding and perceptually complex environments. The interaction overhead of the 

hand modality, for example, may be substantially greater in a walking or physically active 

scenario due to increased arm fatigue and reduced postural stability for precise gesture 

execution. Conversely, gaze interaction accuracy may degrade in high-movement sce-

narios due to vestibulo-ocular reflex interactions and increased head motion. Validation 

studies in ecologically representative field conditions are necessary before the design 

principles of Section 5.5 can be applied with confidence to these operational contexts. 

5.6 Future research directions 

The findings of this study open several lines of inquiry that extend beyond what was 

feasible within its scope. 

5.6.1 Multimodal gaze-hand fusion for augmented thermal in-
spection 

The most immediate research direction motivated by this study is the empirical evalua-

tion of a combined gaze-to-select, hand-to-confirm interface for thermal inspection tasks. 

The present study established the performance baseline for each unimodal implementa-

tion; the next necessary step is to determine whether a multimodal fusion of the two, 

building on paradigms such as gaze-pinch Mutasim et al., (2021), GazeHandSync Park 

et al., (2025), or the H2E cascade Patel et al., (2025), achieves the predicted combina-

tion of low workload and explicit control. The open-source platform developed for this 

thesis provides an accessible instrument for implementing and testing such a fusion in-

terface without requiring new hardware. 

5.6.2 Workload-adaptive interaction 

The evidence of cognitive-load-driven strategy adaptation in Task 3 suggests that a sys-

tem with access to a reliable real-time workload estimate could dynamically switch be-

tween interaction modes or adjust interface parameters to match the user's current cog-

nitive capacity. Developing and evaluating such a workload-adaptive thermal-MR inter-

face would require both a validated workload sensing pipeline and a principled algorithm 

for mapping workload estimates to interface adjustments. The scale use data and event 

count data collected in this study provide a preliminary behavioural signal that could be 

explored as a proxy for workload estimation without requiring physiological instrumenta-

tion. 
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5.6.3 Spatial registration and co-located thermal augmentation 

The absence of spatial registration between the thermal sensor and the headset cam-

eras, identified as a limitation in Section 5.5.3, is also the most significant remaining 

technical gap between the current system and a fully realised augmented thermal vision 

platform. Implementing extrinsic calibration, potentially using the Hadron's co-

boresighted RGB camera as a registration reference, would enable co-located thermal 

augmentation in which the thermal overlay is geometrically aligned to the physical sur-

faces and objects visible in the passthrough feed. This capability would eliminate the 

spatial association burden that participants currently absorb, potentially reducing cogni-

tive load further and enabling more ecologically valid inspection tasks. 

5.6.4 Field deployment in target application domains 

The design principles developed in Section 5.5 require validation in the application do-

mains that originally motivated this research. Evaluating the thermal-MR system with 

professional end users, such as industrial maintenance technicians, firefighters, or sur-

gical trainees, in representative operational settings would determine whether the labor-

atory findings generalise and would surface domain-specific usability requirements that 

controlled laboratory tasks cannot reveal. Such studies would also enable assessment 

of the longer-term adoption factors, including training time requirements, equipment in-

tegration into existing workflows, and tolerance for hardware limitations, that will ulti-

mately determine whether augmented thermal vision systems of this kind move from 

research prototypes to practical deployment. 

5.6.5 Longitudinal fatigue and learning 

Longitudinal studies that track both physiological fatigue accumulation and skill acquisi-

tion over repeated sessions with each modality would address the most significant tem-

poral limitation of the current design. Specifically, it remains unknown whether the sub-

jective workload disadvantage of hand interaction diminishes as users develop familiarity 

with the wrist menu, and whether the Midas Touch frustration associated with gaze in-

teraction reduces as users learn to manage their natural scanning behaviour in the pres-

ence of a dwell-triggered interface. The answers to these questions would substantially 

inform the design of training protocols for professional users of augmented thermal vision 

systems. 
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5.7 Chapter summary 

Table 5.1 provides a consolidated summary of the findings in relation to the three Re-

search Questions and the pre-study hypotheses. 

 

Table 5.1: Summary of Research Questions, Hypotheses, and Findings 

 

RQ / Hypothesis Pre-Study 

Expectation 

Finding Verdict 

RQ1: Task time Gaze faster for sim-

ple tasks; dwell 

penalty for complex 

tasks 

No significant differ-

ence in time across 

any task (p = .530). 

Task complexity 

dominated. 

Hypothesis partially 

supported: speed ad-

vantage of gaze did not 

emerge even for T1. 

RQ1: Accuracy Hand more accu-

rate for fine-tuning 

due to decoupled 

control 

Near-ceiling accuracy 

for both modalities 

across all tasks; no 

significant difference. 

Hypothesis not 

supported. 

RQ1: Effort 

(adaptive) 

Not hypothesised Hand required fewer 

events than gaze spe-

cifically in T3; discrete 

button use rose 

sharply under high 

load. 

Novel finding: task-

driven adaptive strat-

egy shift documented. 

RQ2: Workload Hand higher Physi-

cal Demand; Gaze 

higher Frustration 

Hand higher on all 

TLX dimensions, es-

pecially Effort and 

Frustration. Gaze 

Frustration not 

elevated at aggregate 

level. 

Partially supported: 

hand Physical Demand 

confirmed; gaze Frus-

tration hypothesis not 

confirmed at aggregate 

level. 

RQ2: Usability Not specifically 

hypothesised 

Gaze SUS mean ≈70 

vs. Hand SUS mean 

≈42 (Δ = 27.81, p < 

.001, g = 0.94). 

Strong gaze advantage 

confirmed. 
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RQ / Hypothesis Pre-Study 

Expectation 

Finding Verdict 

RQ3: Strategies Contextual prefer-

ence: gaze for de-

tection, hand for de-

tail 

Confirmed qualita-

tively and quantita-

tively: gaze preferred 

for scanning; hand 

(discrete) preferred 

for stable inspection 

under load. 

Hypothesis supported. 

 

Note. All p-values and effect sizes as reported in Chapter 4. 

 

The central contribution of this chapter is the interpretive account of the disconnect be-

tween objective performance equivalence and substantial subjective experience differ-

ences between the two modalities. The absence of a time or accuracy difference does 

not indicate that the choice of interaction modality is inconsequential; it indicates that the 

costs imposed by each modality are absorbed through different mechanisms that are 

invisible to performance-only measurement. Gaze interaction imposes perceptual costs 

through contextual involuntary activations; hand interaction imposes motor and opera-

tional overhead that is present consistently across all task types. For the augmented 

thermal perception domain specifically, where the primary task is inherently visual and 

cognitively demanding, the pervasive overhead of hand interaction represents a greater 

net cost than the contextual frustration of gaze interaction, accounting for the strong and 

consistent subjective preference for gaze observed across the sample. 
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