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Abstract

Permanently installed GNSS reference stations form the backbone of modern geodetic
infrastructure, supporting applications that range from structural deformation monitor-
ing and national coordinate reference frames to telecommunications timing and precision
agriculture. At these sites, Precise Point Positioning (PPP) can achieve centimetre-level
accuracy of the reference station position using only a single receiver and external precise
orbit and clock products, without the need for a nearby base station. After orbital, clock,
and atmospheric errors have been removed; however, multipath interference  caused
by satellite signals re ecting off surrounding structures  remains the dominant residual
error source and directly limits both positioning accuracy and convergence speed.

This thesis evaluates six multipath mitigation methods using two independent datasets.
The primary dataset was collected over 31 days at a u-blox AG rooftop antenna in Thalwil,
Switzerland; models are trained on Days 1 10 and evaluated on Days 11 31 (21-day test
window). Cross-site validation is performed using three selected test days at the Interna-
tional GNSS Service reference station at Curtin University in Perth, Australia, to validate
the trained models via cross-site testing without any pipeline modi cation. Two classical
mitigation strategies  the Multipath Hemispherical Map (MHM) and the Sidereal Fil-
ter (SF)  are compared against four machine learning models: XGBoost, LightGBM,
CatBoost, and Multilayer Perceptron (MLP). All methods are applied to ionosphere-free
post- t pseudorange and carrier-phase residuals from GPS and Galileo PPP processing
and evaluated using the root-mean-square (RMS) reduction.

On the Thalwil dataset, tree-based machine learning models (XGBoost, LightGBM,
CatBoost) achieve average pseudorange RMS reductions of 36.9 37.3% for the combined
GPS/Galileo constellation, compared to 27.6% for MHM and 29.5% for SF. On Galileo



pseudorange residuals speci cally, XGBoost reaches 41.9%, compared to 27.3% for the
Sidereal Filter  the weakest method on this con guration. The disparity arises be-
cause the SF reference day for Galileo is ten days prior, aligned with the 10-day orbital
repeat period, and the environmental gap between reference and test day introduces at-
mospheric and thermal variability that degrades correction quality. On GPS carrier-phase
residuals, by contrast, the SF (30.4%) performs comparably to the tree models (XGBoost
31.1%, LightGBM 32.0%) the one con guration where a one-day temporal lag trans-
fers cleanly. MLP trails the tree cluster by 3 4 percentage points on pseudorange and
4 5 percentage points on carrier-phase. At the positioning level, XGBoost correction re-
duces GPS-only convergence time by 50.8% (from 32.5 to 16.0 minutes) and improves
the post-convergence three-dimensional position RMS by 29.2% for the GPS+Galileo
con guration (from 17.4 to 12.3 mm).

On the Curtin University dataset, the pseudorange residual standard deviation after
XGBoost correction (1.06 1.16 m across three test days) is comparable to that observed
at Thalwil (1.05 1.15 m), despite the two sites having different multipath environments,
con rming that the trained pipeline transfers to an independent site without modi cation.

Keywords: Precise Point Positioning, multipath mitigation, machine learning, XGBoost,
Galileo, sidereal lter, post- t residuals, GNSS, gradient boosting.

The originality of this thesis has been checked using the Turnitin Originality Check service.
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1. Introduction

1.1 Motivation and Problem Statement

Global Navigation Satellite Systems have grown well beyond consumer navigation. To-
day, networks of permanently installed GNSS reference stations underpin some of the
most demanding applications in science and industry: they anchor national coordinate ref-
erence frames that surveyors and civil engineers depend on daily, track millimetre-scale
deformation in bridges and dams over years, synchronise the timing infrastructure of mo-
bile networks and nancial systems, and provide the xed reference points from which
centimetre-accurate corrections are distributed to agricultural machinery, autonomous ve-
hicles, and construction equipment. The International GNSS Service (IGS) maintains
roughly 500 such stations globally [6]; the United States CORS network alone operates
more than 1,900. In parallel, newer distributed networks such as GEODNET have reached
over 3,000 consumer-deployed stations since their launch in 2022, with stated targets of
50,000 to 100,000 stations. Companies including u-blox AG, Trimble, Hexagon/Leica,
and Septentrio design and manufacture the high-grade receivers at the centre of these de-
ployments, and the achievable accuracy at a permanently sited installation is the direct
subject of this thesis.

Among high-accuracy GNSS techniques, Precise Point Positioning has gained wide
adoption for static reference applications [7, 8]. By combining carrier-phase and pseu-
dorange observations with precise satellite orbit and clock products from the 1GS, PPP
achieves horizontal positioning accuracy at the centimetre level without requiring a nearby
reference station. This independence from local infrastructure makes it well-suited for re-
mote monitoring sites, offshore platforms, and the densi cation of geodetic networks in
regions where installing a local base is not practical.

Despite this capability, a persistent error source limits what PPP can deliver in prac-
tice. After satellite orbit errors, clock offsets, ionospheric delay, and tropospheric delay
have been corrected, multipath interference  caused by satellite signals reaching the
antenna via re ections off nearby structures in addition to the direct line-of-sight path

emerges as the dominant residual error at xed installations. Pseudorange observa-
tions can be corrupted by up to several metres and carrier-phase observations by several
centimetres, directly degrading 3D positioning accuracy and prolonging the initial con-
vergence period during which the PPP solution remains unreliable [2,9]. Multipath error
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is not random: at a xed installation, the surrounding re ective environment does not
change between days, and the same satellite passes the same region of the sky at the
same local time on consecutive days. This repeatability, governed by each constellation’s
orbital period, is the property that all mitigation methods in this thesis exploit in some
form.

The distinction between professional geodetic monuments and the newer generation
of consumer-deployed stations matters here. A geodetic monument is carefully sited to
minimise re ections: the antenna is placed on a tall mast, obstructions are surveyed, and
choke-ring antennas are used to suppress ground re ections. A rooftop station deployed
by a farmer or a construction company has none of these guarantees. Its multipath en-
vironment is determined by whatever roof equipment, adjacent buildings, and re ective
surfaces happen to surround it. As distributed reference networks scale to tens of thou-
sands of sites, the proportion of stations with uncontrolled multipath environments grows,
and the need for methods that can mitigate multipath automatically ~ without manual site
characterisation ~ becomes more pressing.

Classical mitigation methods address this by exploiting the orbital repeatability of
each constellation. The Multipath Hemispherical Map (MHM) bins historical post- t
residuals into azimuth elevation cells and applies the per-cell mean as a correction for
subsequent days [10]. The Sidereal Filter (SF) operates differently: it subtracts yester-
day’s post- t residuals epoch-by-epoch, relying on the fact that the satellite returns to the
same sky position after one orbital repeat. For GPS, this repeat period is approximately
23 h 56 min  one sidereal day  so a one-day lag aligns training and test geometry
almost exactly [11]. Galileo’s geometry, by contrast, repeats only after a full 10-day cy-
cle [12,13], so the SF reference day for Galileo is ten days prior rather than one. Even
with this adjusted lag, the 10-day separation between reference and test introduces atmo-
spheric variability, thermal changes in re ective surfaces, and shifts in satellite ground
tracks that reduce how well the reference day represents the test day. The result is that
the SF performs well on GPS carrier-phase but is the weakest method on Galileo code
residuals, occasionally producing active degradation rather than improvement.

Machine learning offers an alternative that does not assume any xed orbital period.
Instead of operating in the time domain, ML models learn a direct mapping from observ-
able geometric and signal-quality features  satellite elevation angle, azimuth encoded
as sine and cosine components, carrier-to-noise density ratio (C=Ny), and satellite iden-
ti er to the expected multipath residual, trained on data from preceding days. This
geometry-driven approach adapts to any constellation without modi cation. Prior work
has demonstrated its promise for GPS multipath correction in short-baseline and static
contexts [14, 15], but systematic comparisons against classical methods on real multi-
constellation PPP post- t residuals, over extended evaluation periods, remain limited in
the literature. The behaviour of sidereal-based methods on Galileo and the degree to
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which ML models can close that gap have not been studied in a controlled side-by-side
setting.

1.2 Research Objectives
This thesis addresses the gap described above through the following objectives:

1. Compare classical and machine learning multipath mitigation methods on ionosphere-
free post- t pseudorange and carrier-phase residuals using two independent datasets:
a 31-day GPS and Galileo PPP dataset collected at a u-blox AG rooftop antenna in
Thalwil, Switzerland. All six methods are evaluated under identical experimental
conditions on the Thalwil dataset.

2. Validate the trained models via cross-site testing at the International GNSS Ser-
vice reference station at Curtin University, Perth, Western Australia. Since mul-
tipath is site-dependent, the three gradient-boosted tree models were retrained on
ten days of local data at that site using the identical pipeline  the same architec-
ture, hyperparameters, and feature set applied at Thalwil ~ and evaluated on three
test days. This cross-site testing assesses whether the methodology generalises to a
different multipath environment without any pipeline modi cation.

3. Quantify residual-level performance over the 21-day held-out test window (Days 11
31) from the Thalwil dataset, under three constellation con gurations: GPS and
Galileo combined (ALL), GPS-only, and Galileo-only. and a 13-day dataset (10
training days, 3 test days) collected at the International GNSS Service reference
station at Curtin University, Perth, Australia. The three gradient-boosted tree mod-
els are additionally validated at Curtin University.

4. Evaluate positioning-level impact, measuring how multipath correction at the ob-
servation level affects PPP convergence time and steady-state three-dimensional
position accuracy.

1.3 Thesis Structure

Chapter 2 provides the theoretical background: GNSS system architecture, the signal
observables used in PPP, the GPS and Galileo constellations, and the physical mechanisms
of multipath error including its dependence on satellite geometry, signal modulation, and
carrier-to-noise density ratio (C=Ny).

Chapter 3 describes the two classical mitigation methods: the Sidereal Filter and
the Multipath Hemispherical Map, including their implementation and the constellation-
speci c considerations for GPS and Galileo.
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Chapter 4 covers the four machine learning models: XGBoost, LightGBM, CatBoost,
and Multilayer Perceptron. It describes the feature set, the training procedure, and the
hyperparameter tuning methodology shared across all four models.

Chapter 5 describes the experimental setup: the Thalwil rooftop antenna site, the 31-
day dataset, the gLAB PPP processing pipeline with IGS precise products, and the metric
evaluation protocol used throughout.

Chapter 6 presents the results: residual-level performance over 21 test days for all six
methods under three constellation con gurations, followed by positioning-level conver-
gence and accuracy analysis, and the Curtin University cross-site validation.

Chapter 7 discusses the results: the comparison between classical and ML meth-
ods, the structural reasons for the SF’s behaviour on Galileo, temporal stability, and the
constellation-speci ¢ performance asymmetry between GPS and Galileo.

Chapter 8 summarizes the contributions and identi es two directions for future work:
extending the evaluation to more diverse deployment environments beyond geodetic rooftop
installations, and adapting the pipeline to kinematic receivers where the spatial repeata-
bility assumption does not hold.
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2. Background and Theory

This chapter provides the theoretical foundation necessary to understand the methods
and results presented in this thesis. It begins with an overview of Global Navigation
Satellite Systems (GNSS), covering system architecture, signal structure, and the GPS
and Galileo constellations. It then introduces Precise Point Positioning (PPP), including
its mathematical model, linear combinations, and the role of post- t residuals. Finally,
multipath error is examined in detail, including its physical mechanisms, characteristics,
and its relationship to satellite geometry and signal quality.

2.1 GNSS Fundamentals

2.1.1 System Architecture

Global Navigation Satellite Systems (GNSS) are space-based positioning systems that
provide accurate position, velocity, and timing information to users worldwide [4, 9].

A typical GNSS is composed of three main segments: the space segment, the control
segment, and the user segment [9, 16]. The overall structure of a GNSS is illustrated in
Figure 2.1.

Figure 2.1: Overview of GNSS system architecture illustrating the space, control, and
user segments.
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The space segment consists of constellations of satellites orbiting the Earth in well-
de ned trajectories. These satellites continuously transmit navigation signals containing
precise timing information and orbital parameters [4]. Several global GNSS constellations
are currently operational:

The Global Positioning System (GPS) operates a constellation of at least 24 medium
Earth orbit (MEO) satellites (currently over 30 operational) at an altitude of approx-
imately 20,200 km [3].

The European Galileo system employs a MEO constellation at an altitude of ap-
proximately 23,222 km. As of May 2026, 32 satellites have been launched, of which
27 are operational and contributing to service provision, with one additional satel-
lite (GSAT0234) currently undergoing in-orbit commissioning. The rst-generation
constellation is designed for 24 operational satellites and 6 in-orbit spares dis-
tributed across 3 orbital planes in a Walker 24/3/1 con guration [17].

The Russian GLONASS system operates 24 satellites at an altitude of approxi-
mately 19,100 km with a different orbital inclination and frequency division multi-
ple access (FDMA) signal structure [4].

The Chinese BeiDou Navigation Satellite System (BDS-3) provides global cov-
erage using a hybrid constellation of 24 MEO, 3 inclined geosynchronous orbit
(1GS0), and 3 geostationary orbit (GEO) satellites, completed in July 2020 [18].

The control segment is responsible for monitoring and maintaining the satellite con-
stellations. It consists of a global network of ground stations that continuously track
GNSS satellites, estimate precise orbital parameters and satellite clock corrections, and
upload updated navigation messages [9]. For GPS speci cally, the control segment in-
cludes monitoring stations, ground antennas, and a master control station responsible for
system operation and integrity [3].

The accuracy of GNSS positioning strongly depends on the quality of these orbit and
clock products, which are further re ned by organisations such as the International GNSS
Service (IGS) to provide precise products for high-accuracy applications such as Precise
Point Positioning (PPP) [6].

The user segment comprises GNSS receivers that process signals transmitted by
satellites to compute position, velocity, and time [16]. These receivers measure key
observables such as pseudorange and carrier phase, which are used in positioning al-
gorithms [4]. In advanced techniques such as PPP, the user segment integrates precise
satellite products and applies sophisticated models to mitigate various error sources, in-
cluding atmospheric delays, satellite clock offsets, and multipath effects [7, 8].

The interaction between these three segments enables GNSS positioning: satellites
broadcast signals, the control segment ensures their accuracy and integrity, and the user
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segment performs the positioning computations [9]. Understanding this architecture is
fundamental for analysing GNSS error sources particularly multipath and for devel-
oping advanced mitigation techniques as explored in this thesis.

2.1.2 Signal Structure and Observables

GNSS satellites transmit signals on multiple carrier frequencies. Each signal consists of
three components [4, 16]:

Carrier signal: Asinusoidal wave at a speci c frequency (e.g., GPS L1 at 1575.42 MHz,
Galileo E1 at the same frequency) that serves as the medium for modulating the
ranging codes and navigation data [3, 4].

Ranging codes: Pseudo-random noise (PRN) sequences modulated onto the car-
rier. The receiver correlates a locally generated replica of the code with the received
signal to determine the signal travel time, yielding the code pseudorange observ-
able [9].

Navigation message: A low-rate data stream containing satellite ephemeris, clock
corrections, and health status information [3].

Two primary observables are used in GNSS positioning [4]:

Code Pseudorange. The code pseudorange P is the measured signal travel time multi-
plied by the speed of light [4]. It can be expressed as:

P= +c(t t)+T+I1+ np+ np (2.1)

where is the true geometric range, c is the speed of light, t, and t° are the receiver and

satellite clock errors respectively, T is the tropospheric delay, 1 is the ionospheric delay,
m:p 1S the pseudorange multipath error, and .p represents measurement noise [4]. Code

pseudoranges are unambiguous but relatively noisy (decimetre to metre level) [16].

Carrier Phase. The carrier phase observable measures the phase of the received car-
rier wave relative to a locally generated replica [4]:

= +c¢(t, )+T I+ N+ . + , (2.2)

where is the carrier wavelength, N is the integer phase ambiguity, n. is the carrier-
phase multipath error, and . represents carrier-phase measurement noise [4]. The neg-
ative sign on the ionospheric term re ects the dispersive nature of the ionosphere act-
ing differently on code and phase [5]. Carrier phase measurements are highly precise
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(millimetre level) but contain an unknown integer ambiguity N that must be resolved or
estimated [19]..

Carrier-to-Noise Density Ratio. The carrier-to-noise density ratio (C=Ng) quanti es
the received signal power relative to the noise power spectral density, expressed in dB-Hz
[9].C=Nqy is closely related to satellite elevation angle and the local re ective environment,
making it a useful indicator of multipath contamination [20] (Section 2.3.4).

2.1.3 Ranging Codes and Navigation Message

GNSS ranging codes are binary sequences with near-ideal autocorrelation properties, en-
abling precise time-of-arrival measurements. GPS employs the Coarse/Acquisition (C/A)
code on L1 and the Precision (P) code on L1 and L2 [3]. Galileo uses its own code
families on E1, E5a, E5b, and E6 frequencies [4].

The navigation message is broadcast at low data rates (e.g., 50 bps for GPS) and
contains the satellite ephemeris parameters needed to compute satellite positions and ve-
locities, along with satellite clock polynomial coef cients and ionospheric model param-
eters [4]. In PPP processing, broadcast ephemeris is replaced by precise post-processed
products from the International GNSS Service (IGS) to achieve centimetre-level accu-
racy [6].

2.1.4 GPS and Galileo Constellations

This thesis focuses on two GNSS constellations: the American GPS and the European
Galileo system. Their key characteristics are summarised in Table 2.1.

Table 2.1: Key characteristics of GPS and Galileo constellations [3,4].

Parameter GPS Galileo
Operator USA (DoD) EU (GSA/ESA)
Orbital altitude 20,200 km 23,222 km
Orbital period 11h 58min 14h 05min
Primary frequencies L1,L2,L5 EI1, Eba, E5b, E6
Sidereal repeat 23h 56min 10 days

The orbital repeat periods have direct implications for multipath mitigation. GPS
satellites complete a near-repeat ground track approximately every sidereal day ( 23h
56min), meaning multipath error patterns repeat with the same periodicity [11] the basis
of sidereal Itering (Section 3.4). Galileo’s longer repeat period of approximately 10 days
means that sidereal ltering requires a longer calibration baseline [12].

24



2.1.5 Satellite Orbits and Clocks

Accurate knowledge of satellite positions and clock states is essential for PPP [7]. Satel-
lite positions are described by Keplerian orbital elements broadcast in the navigation mes-
sage, but these broadcast ephemerides carry errors at the decimetre level [4]. For PPP,
precise orbit and clock products computed by the IGS are used instead, reducing orbit
errors to the centimetre level and clock errors to below 0.1 ns [6] (see Section 5.2.2).

Satellite clock errors arise from frequency offsets and drift in the onboard atomic
frequency standards (caesium or rubidium oscillators) [9]. These must be modelled and
removed before the remaining signal errors can be isolated.

2.1.6 Coordinate and Time Systems

Coordinate Reference Systems. GNSS positioning is performed in the Earth-Centred,
Earth-Fixed (ECEF) frame, aligned with WGS84 for GPS [21] and the Galileo Terres-
trial Reference Frame (GTRF) for Galileo both closely aligned with the International
Terrestrial Reference Frame (ITRF) [22]. For analysis and reporting, position errors are
typically expressed in the local East-North-Up (ENU) frame centred at the reference sta-
tion [4], which provides an intuitive decomposition into horizontal (East, North) and ver-
tical (Up) components. This convention is used throughout Chapter 6.

Time Systems. GNSS uses several time scales. GPS Time (GPST) is a continuous
atomic time scale with a xed offset from International Atomic Time (TAI) [3]. Galileo
System Time (GST) is similarly de ned and steered to agree with TAI to within 33 ns [4].
The sidereal day the period of Earth’s rotation relative to the stars is approximately
23h 56min 4s, slightly shorter than the solar day. This distinction is fundamental to side-
real ltering: GPS satellite ground tracks repeat on a sidereal, not solar, cycle [11].

2.1.7 Error Sources Overview

GNSS measurements are affected by a range of systematic and stochastic error sources
[4,9]. Table 2.2 provides an overview of the main contributors.

In PPP, most systematic errors are either modelled troposphere [23] and phase wind-
up [24] or estimated (receiver clock, ambiguities), or corrected using external products
such as precise satellite orbits, clocks [6], and hardware phase biases [25]. The residual
error that remains after all corrections is dominated by multipath [2, 26], which is the
focus of this thesis.
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Table 2.2: Overview of main GNSS error sources and their typical magnitudes [4, 5].

Error Source Type Affects Typical Magnitude
lonospheric delay ~ Systematic Code & Phase 1 50 m (single-frequency)
Tropospheric delay Systematic Code & Phase 2 25 m (slant)

Satellite clock Systematic Code & Phase 1 3 m (broadcast residual)
Satellite orbit Systematic Code & Phase 0.5 2 m (broadcast)
Hardware biases Systematic Code & Phase 0.1 10ns( cm dm)
Relativistic effects ~ Systematic Code & Phase 10 m (corrected)

Earth rotation Systematic Code & Phase upto 133 ms equivalent
Multipath Systematic/Stochastic Code & Phase 1 2m (code)/1 2 cm (phase) [2,9]
Receiver clock Systematic Code & Phase variable (estimated)

Phase wind-up Systematic Phase only up to one cycle

Thermal noise Stochastic Code & Phase dm/mm level

2.2 Precise Point Positioning

Precise Point Positioning (PPP) is a GNSS positioning technique that achieves centimetre
to decimetre accuracy using a single receiver, without the need for a nearby reference
station [7]. It was rst introduced by [7] and further developed by [8]. PPP achieves this
accuracy by replacing broadcast satellite products with precise orbit and clock corrections,
and by carefully modelling or estimating all signi cant error sources in the observation

equations [27].

2.2.1 PPP Mathematical Model

The ionosphere-free (IF) linear combination is the standard observable used in PPP [27]
(see Section 2.2.2). The dual-frequency IF code and phase observation equations for a
single satellite receiver pair are [7,8]:

where:

I:)IF

IF

+c( t,

+c( t,

t) +T +bp,

t)+T+ eNg+b

s
bP + P

(2.3)

b* + (2.4)

is the geometric range computed from precise satellite and receiver positions,
including solid Earth tides [28], ocean loading, and antenna phase centre corrections

[29];

t., tSare the receiver and satellite clock offsets;

T is the slant tropospheric delay, split into a hydrostatic component corrected with
the Global Mapping Function [23] and a wet component estimated as a random

walk;
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N is the non-integer IF phase ambiguity, absorbing receiver and satellite hardware
biases [25];

bp.r, b3, b ., b are receiver and satellite hardware biases for code and phase [30];
terms represent residual noise and multipath [2].

The unknown parameter vector typically estimated in PPP is [27]:
X= 1t Zues INEG (2.5)

where r is the receiver position, Z is the zenith wet tropospheric delay, and fN,ng are
the IF ambiguities for each tracked satellite j. The system is solved via a least-squares
adjustment or Kalman Iter [31].

2.2.2 Linear Combinations

Dual-frequency GNSS measurements can be combined to eliminate or isolate speci ¢
error terms [4,5]. Several linear combinations are relevant to this thesis.

lonosphere-Free Linear Combination (IF-LC). The ionospheric delay is dispersive
and frequency-dependent [4]. For two frequencies f; and T, the ionosphere-free combi-
nation eliminates the rst-order ionospheric delay [8]. Here P, and P, denote the code
pseudorange measurements on frequencies f; and T, respectively, and ;, ; denote the
corresponding carrier-phase measurements. The ionosphere-free combinations are:

_ f2Py P,

f? 2
Pir = =1_- 22

f2 f2 T2 12 (26)

This combination is standard in PPP [7]. Its main drawback is noise ampli cation by a
factor of 3 relative to the raw measurements [5].
2.2.3 1GS Precise Products

The International GNSS Service (IGS) is a voluntary federation of research institutions
that provides high-quality GNSS data and products [6]. For PPP, the key IGS products
are:

Precise orbits: Satellite positions at 15-minute intervals, with accuracy of 2.5cm
for nal products (available with  13-day latency) [6].

Precise clocks: Satellite clock corrections at 30-second or 5-second intervals, with
accuracy below 0.1 ns for nal products [6].
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Phase bias products: Satellite phase biases enabling integer ambiguity resolution
(PPP-AR), available from several IGS analysis centres [25, 30].

Earth orientation parameters: Polar motion and UT1-UTC corrections for pre-
cise coordinate frame transformation [32].

In this thesis, IGS nal orbit and clock products are used for all PPP processing (Sec-
tion 5.2).

2.2.4 Convergence Behaviour

A well-known limitation of PPP is its extended initialisation period, commonly called the
convergence time [8]. This arises because the oat ambiguity parameters require time
to converge to stable values as observations accumulate [31]. Convergence times of 20
40 minutes are typical for standard PPP [8], during which horizontal positioning errors
may exceed several decimetres.

Multipath contributes to slow convergence by introducing systematic biases into the
observations [2]. Reducing multipath contamination therefore has the potential to im-
prove both the convergence rate and the nal steady-state accuracy [33] a key motivation
for this work. Convergence time improvement is evaluated quantitatively in Section 6.3.2.

2.2.5 Post- t Residuals and Their Interpretation

After the PPP parameter estimation, post- t residuals are computed as the difference be-
tween the observed and modelled observables [31]:

v=y AX (2.7)

where y is the observation vector, A is the design matrix, and % is the estimated parameter
vector.

Ideally, post- t residuals should contain only white noise. In practice, they carry the
portion of multipath that cannot be absorbed by the estimated parameters [2]. Because
multipath is spatially correlated depending on satellite azimuth and elevation relative
to the xed receiver site systematic patterns emerge in the residuals that are repeatable
across observations from the same sky direction [33, 34].

This repeatability property is fundamental to both classical and machine learning mul-
tipath mitigation approaches in this thesis: it allows multipath to be learned from historical
residuals and predicted for future observations from the same sky directions [34] (Chap-
ters 3 and 4).
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2.3 Multipath Error

2.3.1 Physical Mechanism

Multipath occurs when a GNSS signal arrives at the receiver antenna via multiple paths:
the direct line-of-sight (LOS) path and one or more re ected or diffracted paths off nearby
surfaces such as buildings, vehicles, or the ground [2,26]. The re ected signals introduce
a time delay and phase shift relative to the direct signal.

When the direct and re ected signals are superimposed at the receiver, they interfere
constructively or destructively depending on the differential path length d [2]:

d = 2hsin (2.8)

where h is the re ector heightand is the satellite elevation angle above the re ector [2].
As the satellite moves across the sky, changes continuously, causing the multipath-
induced error to oscillate with a period that depends on the satellite’s angular motion and
the re ector geometry [2].

2.3.2 Code vs. Phase Multipath Characteristics

Multipath affects code and carrier phase observables differently [2].

Code Multipath. Code multipath errors depend on the re ector geometry and the re-
ceiver’s correlator design [9]. The error is bounded by the code chip length and varies
relatively slowly (tens of seconds per oscillation cycle) [2]. Code multipath is the dom-
inant noise source for pseudorange-based positioning once other systematic errors are
removed [5].

Phase Multipath. Carrier phase multipath is bounded by a quarter of the carrier wave-
length [2], resulting in maximum errors of 4.8 cm for L1/E1 (wavelength 19 cm).
Although smaller in magnitude, phase multipath is signi cant for high-precision PPP be-
cause carrier phase measurements are used at the millimetre precision level [4]. Phase
multipath introduces systematic biases that slow PPP convergence and degrade ambiguity
resolution [33].

2.3.3 Elevation and Azimuth Dependence

Multipath is strongly dependent on satellite geometry [2, 26]. Low-elevation satellites
have longer signal paths through the near-receiver environment, encountering more po-
tential re ectors and incurring larger path delays [9]. This is why elevation-dependent
weighting functions (e.g., / 1=sin ) are used in PPP to down-weight low-elevation
observations [27].
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The azimuth dependence arises from the non-isotropic re ective environment around
a receiver site [26, 34]. Buildings or structures in speci c directions create localised mul-
tipath that is only experienced when satellites pass through those sky regions. Together,
elevation and azimuth de ne a unique sky direction for each observation epoch, and the
multipath experienced depends primarily on this direction making sky-plot representa-
tions a natural tool for characterisation and mitigation [34].

2.3.4 C=Nj as a Multipath Indicator

The carrier-to-noise density ratio (C=Ng), expressed in dB-Hz, quanti es the received
carrier power relative to the noise power spectral density [9]. It is recorded in RINEX
observation les as the S1 and S2 signal strength observables, with typical values ranging
from approximately 25 dB-Hz for weak low-elevation signals to 50 dB-Hz for strong
high-elevation signals.

In the absence of multipath, C=Ng varies smoothly with elevation angle following a
predictable antenna gain pattern [9]. Constructive and destructive interference between
the directand re ected signals modulates the received power, causing deviations from this
smooth trend that serve as an indicator of multipath activity [20, 35]. In this thesis, the
S1 and S2 C=N, observables are included as features in the ML-based multipath models
described in Chapter 4, where their contribution is quanti ed through feature importance
analysis (Section 4.2.1).

2.3.5 Multipath Repeatability

A key property that makes multipath tractable for mitigation is its spatial and temporal
repeatability [34, 36]. Because multipath depends on the satellite’s position in the sky
relative to the receiver environment, and because satellite orbits are highly repeatable,
multipath errors at a static station tend to recur whenever a satellite passes through the
same sky direction [34]. However, this repeatability is an approximation rather than a
guarantee. The environment around a static receiver is never truly xed: passing vehicles,
wind-induced motion of nearby vegetation, seasonal changes in foliage density, or con-
struction activity can introduce or remove re ectors between calibration and application
epochs [26]. Multipath therefore depends not only on satellite geometry but also on the
state of the surrounding environment at each observation epoch.

For GPS, the sidereal repeat period of 23h 56min means that multipath patterns
observed on day d reappear on day d + 1 with a time offset of approximately 246 s
[11, 36]. For Galileo, the repeat period is approximately 10 sidereal days [12]. This
repeatability is the theoretical justi cation for:

1. Sidereal Itering [11,36] (Section 3.4): corrections derived from one day’s resid-
uals are applied to the next day’s observations.
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2. Multipath hemispherical maps [34] (Section 3.5): a spatially averaged map of
multipath as a function of sky direction, built from multiple days of data.

3. Machine learning sky-plot models [14] (Chapter 4): gradient boosting models
trained on azimuth, elevation, and C=N, features to predict the expected multipath
correction for any sky direction.

The repeatability assumption holds best for static, geodetic-grade installations in sta-
ble, open environments [34], such as the Thalwil and Curtin University sites used in this
thesis. It degrades progressively as environmental variability increases, and breaks down
entirely in dynamic or heavily obstructed settings [26].
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3. Classical Multipath Mitigation Methods

3.1 Overview

Classical multipath mitigation approaches fall into two broad categories: hardware-level
methods, which reduce multipath susceptibility at the point of signal reception, and post-
processing methods, which use the temporal and spatial repeatability of multipath to es-
timate and subtract it from the observations. In practice, a geodetic installation com-
bines both: a multipath-resistant antenna to attenuate the worst re ections, followed by a
residual-based correction applied during post-processing.

Hardware methods act before the observation is formed. They include specialised
antenna geometries, receiver correlator architectures, and signal-quality-based weighting
schemes. These approaches can substantially reduce the amplitude of multipath, but they
cannot fully suppress site-speci c, direction-dependent re ections in complex environ-
ments [2, 9].

Post-processing methods exploit the property that, for a static receiver, multipath re-
peats whenever a satellite returns to the same sky position relative to the local environment
(Section 2.3.5). The two methods implemented and evaluated in this thesis are sidereal

Itering (SF) and the multipath hemispherical map (MHM). Both are described in Sec-
tions 3.4 and 3.5 respectively, together with the implementation choices made and the
practical dif culties encountered.

3.2 Receiver-Based Multipath Mitigation Techniques

3.2.1 Antenna Design

The antenna is the rst line of defence against multipath. Geodetic-grade antennas incor-
porate design features intended to attenuate signals arriving from low or negative elevation
angles, where re ected paths are most prevalent [5].

Choke-ring antennas. The most effective hardware solution for high-precision appli-
cations is the choke-ring antenna: a series of concentric metallic cylinders embedded in
a ground plane beneath the antenna element. The ring geometry is tuned to the carrier
wavelength to trap and dissipate surface waves from re ected signals, providing strong
suppression of low-elevation multipath [2]. Choke-ring antennas also exploit the polar-
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isation reversal that occurs on re ection  the right-hand circular polarisation (RHCP)
of the direct signal inverts to LHCP after a single re ection, and a well-designed RHCP
antenna naturally rejects such signals [9]. The Thalwil rooftop antenna used in this thesis
is equipped with a choke-ring assembly, which limits the gross multipath environment at
the site.

Ground planes. A simpler alternative is a at metallic ground plane beneath the an-
tenna. Ground planes reduce low-elevation multipath by blocking upward-propagating
surface waves, but diffraction at the ground plane edges limits their effectiveness com-
pared to choke rings [2].

Controlled Reception Pattern Antennas (CRPA). Controlled reception pattern anten-
nas use phased array elements to adaptively steer nulls in the antenna gain pattern toward
directions of incoming interference or multipath [9]. Unlike passive choke-ring designs,
CRPAs actively update their beam pattern in real time based on the received signal en-
vironment, making them effective against both narrowband interference and directional
multipath. CRPAs are widely deployed in high-integrity and safety-critical applications,
including aviation and defence, and are increasingly considered for geodetic reference
installations where the multipath environment is complex or variable [9].

3.2.2 Correlator-Based Techniques

Standard GNSS receivers track the incoming ranging code using a delay-locked loop
(DLL) with early, prompt, and late correlator taps separated by one chip width. Multipath
displaces the correlation function’s peak and biases the pseudorange estimate. Several
correlator designs were developed speci cally to reduce this bias.

Narrow correlator. Reducing the early late spacing from one chip to 0:1 0:2 chips
sharpens the correlation peak and narrows the multipath error envelope, particularly for
medium-delay re ections [9]. It offers limited bene t for short-delay multipath, where
the re ected peak overlaps the direct signal within the correlator bandwidth.

Double-delta correlator. The double-delta, or strobe correlator, uses a pair of differ-
ence correlators to suppress the multipath-distorted shoulders of the correlation func-
tion [9], improving code tracking accuracy for specular re ections with moderate path-
length differences.

Multipath estimating delay-locked loop. More advanced receivers model the com-
posite received signal as a superposition of direct and re ected components and estimate
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their parameters jointly [9]. This signi cantly reduces multipath-induced tracking error
but requires substantially more processing.

3.2.3 Signal Processing Techniques

Carrier smoothing (Hatch Iter). The Hatch Iter [37] reduces pseudorange noise
and short-period multipath by smoothing the pseudorange with the precise but ambiguous
carrier-phase. The smoothed pseudorange P}, at epoch n is:

1 n 1
I:yn:ﬁpn'*' n I:yn 1+ n o (31)

where | is the carrier-phase increment. Smoothing over hundreds of epochs substan-
tially reduces pseudorange noise, while the carrier-phase remains unaffected by the slow
pseudorange multipath component [5].

3.24 C=Ng-Based Filtering

Constructive and destructive interference between direct and re ected signals modulates
the total received power, causing oscillations in the carrier-to-noise density ratio (C=Ny)
that are correlated with multipath-induced pseudorange errors [20, 35]. In the absence
of multipath, C=Ng varies smoothly with elevation angle following a predictable antenna
gain pattern; deviations from this trend serve as a multipath indicator. Observations with
abnormally depressed C=N, can be downweighted or excluded from the PPP estimator
[20, 27]. In this thesis, the C=Ng observables recorded as S1 and S2 in the RINEX les
are included as input features to the ML-based models described in Chapter 4, where
their contribution to prediction accuracy is quanti ed through feature importance analysis
(Section 4.2.1).

3.2.5 Limitations of Receiver-Based Methods

A choke-ring antenna attenuates low-elevation signals globally, but a receiver placed near
tall buildings or structures may experience concentrated multipath at speci ¢ azimuths
and moderate elevations  sky regions where the choke ring provides little bene t. Cor-
relator improvements are largely ineffective for short-delay multipath (path length differ-
ences below 10 m), which is typical of the near- eld re ectors at a rooftop installation.
These hardware constraints motivate the post-processing approaches described in the fol-
lowing sections, which directly estimate and subtract the systematic, spatially repeatable
component of the residual multipath.
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3.3 PPP Processing and Residual Extraction

Both classical methods described in this chapter  the Sidereal Filter and the Multipath
Hemispherical Map  operate on ionosphere-free post- t residuals produced by a Pre-
cise Point Positioning solution. All PPP processing in this thesis is performed using gLAB
(GNSS-Lab Tool Suite), an open-source processing platform developed by the Research
Group of Astronomy and Geomatics at the Universitat Polittcnica de Catalunya [38]. Pre-
cise orbit and clock products from the International GNSS Service (IGS) replace broad-
cast ephemeris, eliminating satellite-side errors so that the dominant remaining signal in
the post- t residuals is multipath and thermal noise [2, 6].

After each daily PPP solution converges, per-epoch per-satellite post- t residuals
for both ionosphere-free pseudorange and carrier-phase observables are extracted from
gLAB’s POSTFIT output. The rst 60 minutes of each daily session are discarded to
exclude the convergence period, during which residuals re ect incomplete parameter es-
timation rather than the steady-state multipath environment. The satellite azimuth and
elevation angles accompanying each residual record are used directly as spatial coordi-
nates by both methods. A full description of the processing con guration, convergence
threshold, and residual preprocessing steps is provided in Chapter 5.

3.4 Sidereal Filtering

Sidereal Itering exploits the near-exact repetition of satellite ground tracks to subtract
multipath corrections derived from a previous orbital cycle [11, 36]. For GPS, this means
using yesterday’s residuals as a correction for today’s observations; for Galileo, the equiv-
alent reference epoch is ten sidereal days earlier. While the idea is straightforward, the
practical implementation required several iterations to get right, particularly the sign con-
vention and the per-satellite calibration of the actual shift time.

3.4.1 GPS Sidereal Repeat Period

GPS satellites orbit Earth twice per sidereal day. The ground-track repeat period  the
interval after which a satellite returns to the same position relative to the xed stars

is not exactly one sidereal day (Tsgy = 86;164:1 s) due to perturbations from Earth’s
oblateness and lunisolar gravity. Agnew and Larson [11] showed that the true repeat time
differs from one solar day (86;400 s) by approximately:

meaning each day the satellite arrives at the same sky position roughly 240 seconds ear-
lier in solar time. This is the shift that must be applied when aligning a previous day’s
residuals to the current day’s observation epochs.
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In practice, the exact shift varies from satellite to satellite. Yang et al. [1] compared
three estimation methods  the Broadcast Ephemeris Method (BEM), the Correlation
Coef cient Method (CCM), and the Aspect Repeat Time Method (ARTM)  and found
per-satellite GPS shifts ranging from roughly 241 s to 250 s across the constellation for a
21-day analysis window, with consistent agreement across the three methods (Figure 3.1).
This spread is not negligible: applying a single xed value of 240 s to all PRNs leaves
a misalignment of up to 10 s for some satellites, which translates directly into a residual
multipath error in the corrected observations.

Figure 3.1: Per-satellite GPS sidereal shift times estimated by three independent methods
(BEM, CCM, ARTM) over DOY 161 181, 2018. Individual satellite shifts range from
approximately 241 s to 250 s, illustrating that a single xed correction is suboptimal for
the full constellation. After [1].

3.4.2 Galileo Orbital Repeat Period

Galileo satellites orbit at a higher altitude than GPS ( 23,222 km versus 20,200 km)
and complete 17 revolutions in exactly 10 sidereal days. The corresponding ground-track
repeat period is [4,12]. This means that the training epoch for Galileo must come from
ten days earlier, not one. In practice, orbital perturbations cause the empirical shift to
differ from the nominal value; Yang et al. [1] report per-satellite shifts in the range 2,418
2,434 s across the constellation, with all three estimation methods in close agreement
(Figure 3.2).
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Figure 3.2: Per-satellite Galileo sidereal shift times (BEM, CCM, ARTM) over DOY
161 191, 2018. All satellites cluster in the range 2,418 2,434 s, re ecting the 10-day
orbital repeat structure. After [1].

3.4.3 Implementation

Training le selection. The implementation retains the core principle of sidereal |-
tering: corrections for a given test day are derived from a reference day whose orbital
geometry closely matches that of the test day. For GPS, the reference le is the immedi-
ately preceding day (d 1), separated by one sidereal period of approximately 240 s in
solar time. For Galileo, the reference leisten days prior (d 10), aligned with the 10-day
orbital repeat period of approximately 2,420 s. This constellation-speci ¢ selection is the
only role that sidereal periodicity plays in the implemented method; the actual correction
lookup operates in the geometric domain rather than the time domain, as described below.

Initial approach and the sign problem. The rst attempt at sidereal ltering used a

xed shift of t = 246 s for GPS and subtracted the previous day’s residuals at each
epoch. This produced slightly worse results than the uncorrected residuals. The issue
turned out to be the sign convention: given that today’s satellite arrives earlier in solar
time than yesterday’s, the correct relationship between a test-day epoch t and its corre-
sponding training-day epoch is:

rtrain(t + t) rtest(t); (3-3)

NOt Fain(t t) as might be assumed intuitively. Applying the correction with the wrong
sign introduces additional multipath-like error rather than reducing it, which explained
the degradation observed initially.

From time-domain alignment to geometric matching. Time-domain alignment re-
quires an accurate estimate of the per-satellite sidereal shift ;. For GPS, where the shift
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is close to 240 s and the orbit repeat is tight, this estimation is reliable. For Galileo,
however, the 10-day repeat introduces substantially more orbital drift, and the cross-
correlation peak used to locate ; becomes shallow and unreliable for many satellites.
Early experiments showed that time-domain corrections degraded Galileo pseudorange
residuals by up to 6% rather than improving them, directly as a consequence of this esti-
mation uncertainty.

The implemented solution replaces time-domain alignment with a geometric nearest-
neighbour lookup. Since multipath is fundamentally a function of satellite sky position
rather than time, the training residual at the closest matching sky position is an equally
valid correction regardless of when it was observed. This removes the dependency on an
accurate shift estimate entirely and treats GPS and Galileo uniformly through the same
correction procedure.

Sidereal repeat time estimation (diagnostic). Although the shift ; no longer enters
the correction computation, it remains informative for characterising the orbital behaviour
of each satellite. A cross-correlation analysis is therefore performed in parallel as a di-
agnostic: for each satellite, the Pearson correlation between the training and test code
residual time series is evaluated across a lag search window of t; 300 s in steps of
15 s. The lag at the correlation maximum is reported as the estimated per-satellite repeat
time. To prevent interpolation across satellite visibility gaps ~ which would assign spu-
rious residual values to epochs where the satellite was below the horizon  a gap mask
is applied: any interpolated point whose nearest real observation in the training series lies
more than 60 s away (two observation intervals) is excluded from the correlation. If the
peak correlation falls below a threshold of 0.10, the nominal shift t, is reported in place
of the cross-correlation estimate. These diagnostics are saved to a separate output le for
each test day but do not modify the corrections applied to the observations.

3.5 Multipath Hemispherical Map

The Multipath Hemispherical Map (MHM) constructs a spatially averaged model of mul-
tipath as a function of satellite azimuth and elevation by stacking residuals from multiple
training days [10, 34]. Unlike sidereal ltering, it does not depend on any assumption
about orbital repeat periods and can therefore be applied identically to GPS, Galileo, or
any future constellation. The correction for a given sky direction is simply the weighted
mean of all residuals collected from that direction during training, making the approach
transparent and straightforward to implement.
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3.5.1 Concept and Mathematical Formulation

The hemisphere is partitioned into a regular grid of rectangular bins, each referred to as a
cell. Acellisde ned by a xed range of azimuth and elevation angles: cell k covers the
interval [ «; «+ ) [k «x+ ), where and are the azimuth and elevation
bin widths respectively. An observation is assigned to cell k if its azimuth  and elevation

satisfy 2[ x; k+ )and 2[; «+ ), implemented by integer truncation of
the observed angles. For each cell k, the MHM correction is computed as an elevation-
weighted mean of all training residuals assigned to that cell:

sin {(t) r{(1)
M G ) = o — : (3.4)
sin ;' (t)
(i:d;0)2Sx

where Sy is the set of (satellite, day, epoch) triples assigned to cell k, rd(t) is the post-

t residual, and the sin  weights downweight near-horizon observations, which carry
larger noise and are more susceptible to non-systematic multipath [10, 34]. Cells con-
taining fewer than ve observations are excluded from the map; test observations whose
sky position falls in an empty cell receive a correction from the nearest populated cell
(Section 3.5.3).

Separate maps are built for pseudorange and carrier-phase residuals, and GPS and
Galileo observations are kept as distinct constellations within the same grid (indexed by
a constellation ag), allowing the map to capture any constellation-speci ¢ systematic
patterns at a given sky direction.

3.5.2 Grid Resolution and Sky Coverage

A binsizeof 1 1 (azimuth elevation) was used throughout, giving a maximum
of 360 90 = 32;400 possible cells per constellation. This ne resolution was chosen
to preserve local multipath structure that would be smoothed out by coarser grids, at the
cost of requiring a suf cient number of training observations per cell for the mean to be
statistically reliable. With 10 training days (Days 1 10) the coverage proved adequate in
the parts of the sky regularly visited by each constellation, though sparsely observed sky
regions  particularly near the zenith  had fewer occupied cells.

The actual sky coverage achieved by the training data differed markedly between con-
stellations. For GPS, 7,196 cells were populated (22% of the hemisphere), re ecting the
discrete track structure of a constellation with a one-day repeat: the same satellite ground
tracks are retraced each day, so only the speci c arcs swept during 10 days are populated
(Figure 3.3a). Galileo coverage was considerably better at 14,763 cells (46%), because
the 10-day orbital repeat means different sections of each track are visited each day, dis-
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tributing observations more evenly across the sky (Figure 3.3b).

3.5.3 Implementation

Training. Post- tresiduals from Days1 10 were loaded, combined into a single dataframe,
and assignedto1l 1 grid cells by integer truncation of the azimuth and elevation angles.
The elevation-weighted mean was then computed per cell separately for pseudorange and
carrier-phase residuals. The resulting maps capture the systematic multipath environment

at the Thalwil site, including any persistent re ector signatures.

Prediction. For each test epoch, the satellite’s azimuth and elevation are truncated to
thenearest1 1 grid cell and the stored map value is retrieved. When a test observation
falls in a populated cell, the correction is subtracted directly from the raw observation
before re-running the PPP solution.

When a cell is unpopulated, a nearest-neighbour fallback is applied rather than de-
faulting to zero. A separate cKDTree is built for each constellation from the (az;el)
coordinates of all populated cells. For any unpopulated test cell, the correction from the
geometrically closest populated cell in the same constellation is used instead. This en-
sures that observations at the edges of satellite arcs ~ which account for roughly 5 10%
of Galileo epochs and a somewhat higher fraction of GPS epochs due to its lower sky
coverage  still receive a meaningful correction rather than none at all. The fallback
correction comes from a sky direction that is physically close, so the extrapolation error
remains small for cells near arc boundaries and only becomes uncertain for sky regions
far from any training track.

Pseudorange multipath maps. The pseudorange MHM sky plots for GPS and Galileo
are shown in Figure 3.3. The dominant feature in both maps is a cluster of large positive
residuals (up to +7 m) in the northwest quadrant at elevations of roughly 7:5 20 . This
pattern is consistently seen across training days and is therefore con dently attributed
to a persistent re ector at the Thalwil site  likely a rooftop structure or facade to the
northwest of the antenna. Outside this hotspot, pseudorange residuals are mostly within

2 m, consistent with the low-multipath environment expected for a geodetic choke-ring
installation. The GPS map (Figure 3.3a) shows the characteristic arc-like track structure,
while the Galileo map (Figure 3.3b) has a more uniformly lled sky due to its denser
coverage.
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(@) GPS (7,196 cells, 22% sky coverage) (b) Galileo (14,763 cells, 46% sky coverage)

Figure 3.3: MHM pseudorange multipath maps built from Days 1 10 at the Thalwil
rooftop antenna site, Switzerland. Colour indicates the mean pseudorange residual in
metres foreach 1 1 azimuth elevation cell. The northwest hotspot ( 7:5 20 eleva-
tion) is a persistent re ector visible in both constellations. The discrete track structure in
the GPS map re ects the one-day orbital repeat, while the Galileo map achieves broader
sky coverage due to its 10-day repeat.

Carrier-phase multipath maps. The corresponding carrier-phase MHM maps are shown
in Figure 3.4. Phase multipath is an order of magnitude smaller than pseudorange multi-
path, with map values contained within roughly 0:07 m. The northwest re ector signa-
ture is still present but less pronounced, as carrier-phase multipath from a single specular
re ector tends to be more oscillatory and partially cancels when averaged over multiple
observation epochs. The maps show a predominantly cyan-to-yellow colour eld ( 0
+0:02 m), suggesting a weak positive mean carrier-phase bias across most of the sky, with
localised depressions in the south and southwest at low elevations.
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(@) GPS (7,196 cells, 22% sky coverage) (b) Galileo (14,763 cells, 46% sky coverage)

Figure 3.4: MHM carrier-phase multipath maps built from Days 1 10 at the Thalwil
rooftop antenna site, Switzerland. The colour scale is  0:07 m. Carrier-phase multipath is
substantially smaller than pseudorange multipath; the northwest re ector that dominates
the pseudorange maps produces a weaker and more diffuse carrier-phase signature.

3.6 Limitations of Classical Methods and Motivation for ML

Both classical methods evaluated in this thesis  the Sidereal Filter (SF) and the Mul-
tipath Hemispherical Map (MHM)  deliver genuine multipath reduction for the static
Thalwil installation, but each has structural limitations that became apparent during im-
plementation.

The Sidereal Filter works well for GPS when the per-satellite shift is estimated cor-
rectly, but it requires a separate reference le for each test day: the previous day for GPS,
ten days prior for Galileo. This means the 21-day test period demands access to training
data ranging back to Day 1 for Galileo corrections on Day 11, which constrains how the
calibration window can be organised. More fundamentally, the Iter is a point-to-point
time-series subtraction: if a satellite has a data gap on the reference day  due to a cycle
slip, low elevation, or a processing failure  the corresponding test epochs receive no
correction at all, not even a degraded one. In a 21-day experiment these gaps accumulate
and can leave a non-negligible fraction of observations uncorrected.

The MHM addresses the gap problem by averaging over all 10 training days, so a
missing arc on one day is compensated by the remaining nine. The nearest-neighbour
fallback described in Section 3.5.3 further ensures that test observations in unpopulated
cells still receive a correction derived from the closest sky direction seen during training,
rather than defaulting to zero. Even so, the correction quality for cells far from any train-
ing arc is inherently uncertain: the fallback borrows from a neighbouring sky direction
that may have a genuinely different multipath environment. This is most relevant for GPS,
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where the sparse 22% sky coverage leaves large unobserved gaps between arc segments.
The 1 1 resolution also means that within each populated cell, ne-scale multipath
gradients are averaged out. A nearby building that produces a sharp multipath bound-
ary at a speci c azimuth is represented in the map only as a blurred mean, potentially
under-correcting observations near the boundary and over-correcting those further from
it.

A more fundamental limitation shared by both the SF and MHM is that they model
multipath purely as a function of sky direction. They make no use of signal quality in-
formation such as the carrier-to-noise density ratio (C=Ng), which carries real-time infor-
mation about the strength of the re ected signal at each epoch. Incorporating C=Nq as
an additional feature  alongside azimuth and elevation  has the potential to resolve
ambiguities in the sky-direction-only map: two observations at the same sky position but
with very different C=N, values are likely experiencing different multipath conditions,
and a direction-only map cannot distinguish between them. Machine learning models,
which can learn non-linear interactions between multiple input features, are well suited to
exploit this additional information. The design and training of these models are described
in Chapter 4.
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4. Machine Learning-Based Multipath Modeling

4.1 Approach Overview

The classical multipath mitigation methods presented in Chapter 3 the Sidereal Filter
and the Multipath Hemispherical Map  both model multipath strictly as a function of
satellite sky direction. While effective for static installations with stable re ective envi-
ronments, they share a fundamental limitation: neither method can exploit the per-epoch
signal quality information that is available in every RINEX observation le. As argued in
Section 3.6, two observations at identical azimuth and elevation but with markedly differ-
ent C=Ng values are likely experiencing different multipath conditions, and a direction-
only model cannot distinguish between them.

This chapter introduces four supervised machine learning models that are trained to
predict pseudorange and carrier-phase multipath residuals from a richer feature set that
includes satellite geometry and C=Ny measurements on both RINEX signal-strength ob-
servables. Formulating multipath mitigation as a regression task trained on post- t resid-
uals mapped by sky direction was rst demonstrated in a GNSS context by [15], who
showed that XGBoost outperforms both sidereal Itering and the MHM on GPS short
baselines using azimuth and elevation alone. The present work extends this approach to
Precise Point Positioning, incorporates C=Ng on both frequencies as an additional feature,
and evaluates three gradient-boosted tree implementations alongside a neural network al-
ternative across GPS and Galileo constellations simultaneously.

The four models evaluated are three gradient-boosted tree ensembles ~ XGBoost
[39], LightGBM [40], and CatBoost [41] and a Multilayer Perceptron (MLP) [42]
representing the neural network family. This selection covers the two dominant families
of supervised regression on structured tabular data. Gradient-boosted trees consistently
achieve state-of-the-art results on tabular problems [41] and are the natural choice for
a feature set of moderate dimensionality such as the one used here; the three imple-
mentations differ in their tree growth strategy, regularisation mechanism, and gradient
estimation procedure, which makes their direct comparison informative. The MLP is
included as a representative of the neural network family, whose continuous response
surface may model smooth azimuth-elevation-C=Nj interactions differently from axis-
aligned tree splits. All four models share the same input features, training data, and eval-
uation protocol, enabling a direct comparison of prediction accuracy, training ef ciency,
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and generalisation behaviour across the 21-day test period.

Section 4.2 describes the common training pipeline that applies to all models. Sec-
tions 4.3 4.6 describe the algorithm speci c¢s and hyperparameter choices for each model
individually.

4.2 Common ML Framework and Training Pipeline

All four models in this chapter operate within a shared training framework. This section
describes the design decisions that are common across models: feature construction, the
rationale for separating GPS and Galileo training, the elevation-based sample weighting
scheme, the dual-target design for code and phase, and the train/test data split.

4.2.1 Feature Engineering

Each training sample corresponds to a single observation epoch for one satellite, and is
described by ve geometric and signal-quality features.

Elevation. Satellite elevation angle is included directly in degrees. Elevation is strongly
correlated with multipath amplitude  low-elevation signals travel a longer path through
the near-ground re ective environment, producing larger multipath errors [2]  and is
therefore the single most important feature in the model. It is retained as a raw value rather
than a trigonometric transform because the relationship between elevation and multipath
magnitude is generally decreasing with increasing elevation angle, and this trend is well-
behaved for gradient-boosted trees.

Azimuth encoding. Raw azimuth in degrees is a cyclic variable: 0 and 360 refer to
the same sky direction, but their numerical difference is 360. For models that process
inputs as continuous quantities  particularly neural networks  this discontinuity at
north is problematic, as the network would assign very different internal representations
to observations at 359 and 1 despite their physical proximity. To avoid this, azimuth
is decomposed into its sine and cosine projections:

sin =sin 180 : COS = COS 180 : (4.1
Together, (sin ; cos ) map each azimuth direction to a unique point on the unit circle,
eliminating the discontinuity at the 0 =360 boundary [43]. For the MLP, this encoding is
essential as the network cannot naturally reconcile the circular topology of azimuth from
a raw integer representation. For the gradient-boosted tree models, the primary bene tis
removing the arti cial 0 =360 boundary: trees split on one feature at a time and therefore
cannot jointly interpret sin  and cos as a circular coordinate, but can still approximate
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the boundary through combinations of splits on each component independently. The en-
coding is applied uniformly across all four models for consistency.

C=Ny on both signal-strength observables (S1 and S2). The received signal strength
on each tracking frequency as the S1 and S2 observables, expressed in dB-Hz. These
values represent the carrier-to-noise density ratio (C=Ng) on frequency 1 and frequency 2
respectively and dimensionless [9]. For GPS, S1 and S2 correspond to the L1 and L2
frequencies; for Galileo, to E1 and E5a respectively. C=Ng carries real-time information
about the re ected signal power: a sudden depression in S1 or S2 at a given sky direction
is a strong indicator of constructive multipath interference [20,35]. By including C=Ng on
both frequencies, the model can detect differential multipath effects that are not captured
by geometry alone.
The full feature vector for a single observation is therefore:

X = Elev;sin ;cos ;:S;;S, : (4.2)
with an additional PRN component for GPS models as described in Section 4.2.2.

4.2.2 PRN as a Feature: GPS versus Galileo

GPS satellites repeat their ground track to within a few minutes every sidereal day ( 23 h 56 min)
[11]. This means that during the 10-day training period, each GPS satellite revisits the

same sky positions multiple times, and its individual multipath signature  which de-
pends on the satellite’s broadcast power, antenna pattern, and signal path  recurs pre-
dictably. Including PRN as a feature allows the model to learn per-satellite offsets from

the population mean, effectively encoding a satellite-speci c bias term.

Galileo’s orbital repeat period is approximately 10 days [12], which is exactly the
length of the training window used in this work. Each Galileo satellite therefore appears
at most once in each sky cell during training. Including PRN under these conditions would
create satellite-speci ¢ lookup behaviour with no generalisable signal ~ the model would
memorise individual arcs rather than learning a transferable multipath pattern. PRN is
therefore excluded from the Galileo feature vector.

As a result, the three gradient-boosted tree models use six features for GPS,

Xgps = Elev; sin ; cos ; Si; S;; PRN ; (4.3)

while all models use ve features for Galileo,
XeaL = Elev; sin ; cos ; Si; S, (4.4)
The MLP uses the ve-feature vector for both constellations; the rationale for this depar-
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ture from the tree-based design is discussed in Section 4.6.2.

4.2.3 Dual-Target Design: Separate Code and Phase Models

Pseudorange (code) multipath and carrier-phase multipath have fundamentally different
statistical properties. Code multipath can reach several metres at low elevation, while
carrier-phase multipath is typically two orders of magnitude smaller, on the order of a few
centimetres [2]. Their dependence on azimuth, elevation, and C=Nj also differs in detail.
Training a single model to predict both simultaneously would require a common loss scale
that either over-regularises the phase model or under-regularises the code model.

To avoid this, separate models are trained for each observable. For each constellation
(GPS and Galileo) and each model family, four independent models are therefore pro-
duced: GPS code, GPS phase, Galileo code, and Galileo phase. During inference, the
appropriate model pair is selected based on the satellite identi er, and the two corrections
are applied to the corresponding RINEX observables.

4.2.4 Train/Test Data Split and Hyperparameter Selection

The dataset consists of 31 days of RINEX observations from the Thalwil rooftop antenna.
Days 1 10 are used exclusively for model training across all four methods; Days 11 31
form a 21-day held-out test set against which nal performance is evaluated.

Hyperparameter selection protocol. Rather than selecting hyperparameters from the
training data alone  which would give no signal about how well a con guration gener-
alises to unseen days three days were drawn from the test period to serve as a validation
proxy: Day 11, Day 16, and Day 25. These days were chosen to span the full range of
the test window: Day 11 is the rst test day and probes immediate generalisation from
the 10-day training window; Day 16 sits at the midpoint and captures medium-term be-
haviour as orbital geometry evolves; Day 25 lies near the end of the test period and probes
longer-term temporal stability. Using a single validation day would risk selecting param-
eters that happen to suit one particular orbital con guration; spanning early, mid, and late
positions in the test window reduces that risk substantially.

The procedure was iterative and applied identically to all four models. A candidate
hyperparameter con guration was trained on Days 1 10, then evaluated on Days 11, 16,
and 25. The primary criterion at each step was the residual standard deviation reduction
rate.  computed separately for code and phase observables and for each constellation
(GPS and Galileo)  giving six cross-validation signals per candidate con guration. A
con guration was retained only if it produced consistent reduction rates across all three
validation days and both constellations; con gurations that performed well on Day 11 but
degraded on Day 25, or that bene ted one constellation at the expense of the other, were
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rejected as over t to a speci c orbital geometry or satellite distribution. The winning
con guration for each model was then xed, and the full 21-day evaluation in Chapter 6
was conducted without any further adjustment.

Days 11, 16, and 25 are included in the 21-day evaluation alongside the remaining test
days. Because these three days in uenced hyperparameter selection, the reported metrics
for them carry a small degree of optimistic bias relative to the other 18 test days. This is
disclosed here so that the reader can take it into account when interpreting the results.

The training set is assembled by concatenating the 10 daily residual CSV les and
splitting by constellation. Observations with missing azimuth, elevation, C=Ny, or resid-
ual values are discarded before training.

4.3 XGBoost

4.3.1 Algorithm Overview

XGBoost (eXtreme Gradient Boosting) is a scalable, regularised implementation of gradient-
boosted decision trees introduced by [39]. Like all gradient boosting methods, it con-
structs an additive ensemble of weak learners  regression trees  where each succes-
sive tree ts the negative gradient of the loss function evaluated on the current ensemble’s
residuals [44]. XGBoost extends the standard gradient boosting framework in several
important ways that are relevant to this application.

First, the objective function explicitly includes a regularisation term on tree complex-
ity: > >

LC)= “(uyD+ (fi); (4.5)
i k
where “ is the squared loss for regression, fy are the individual trees, and (fy) = T +
% kwk? penalises the number of leaves T and the magnitude of leaf weights w [39]. This
built-in regularisation reduces over tting without requiring an explicit validation set for
early stopping.

Second, XGBoost uses an exact greedy algorithm for split nding at each node, evalu-
ating all possible split points on all features and selecting the one that maximises the gain
in the regularised objective. This makes it robust for moderately sized tabular datasets
such as the one used here.

Third, the subsample and colsample_bytree parameters introduce stochastic-
ity: only a random fraction of training rows and features is used to build each tree. This
decorrelates the ensemble members and further reduces variance.

4.3.2 Hyperparameter Con guration

GPS and Galileo models share the same hyperparameter values for XGBoost; the only
structural difference is the GPS model’s additional PRN feature (Section 4.2.2). Table 4.1
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summarises the con guration.

Table 4.1: XGBoost hyperparameters used for GPS and Galileo models.

Parameter GPS Galileo
n_estimators 1200 1200
max_depth 10 10
learning_rate 0.05 0.05
subsample 0.8 0.8
colsample_bytree 0.8 0.8
objective reg:squarederror

A max_depth of 10 allows the trees to capture the complex non-linear interactions
between elevation, azimuth, and C=Nj that characterise multipath, while remaining shal-
low enough to avoid memorising individual satellite passes. The learning rate of 0.05 with
1200 trees provides a conservative step size that promotes smooth convergence. Row and
column subsampling at 80% each introduce suf cient stochasticity to reduce variance
without sacri cing too many training samples per tree.

4.3.3 Predicted Multipath Sky-plots: Day 11

Figures 4.1 and 4.2 show the XGBoost predicted multipath sky-plots for Day 11 under
GPS and Galileo constellations, for pseudorange and carrier-phase observables respec-
tively. XGBoost is shown as the representative tree-based model; LightGBM and Cat-
Boost produce visually indistinguishable maps and are therefore not shown separately to
avoid redundancy their quantitative differences are documented in the full 21-day eval-
uation in Chapter 6. The MLP produces the same spatial structure but with a smoother,
lower-amplitude surface due to its continuous function approximation, as discussed in
Section 4.6.2.

These sky-plots represent the model’s predicted multipath correction for each sky
direction on Day 11  that is, the correction values the model has learned to subtract
from each observation, not the residuals remaining after correction. Comparing these
maps with the MHM training maps (Figures 3.3 and 3.4).
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Figure 4.1: XGBoost predicted pseudorange multipath sky-plots for Day 11 at the Thal-
wil rooftop antenna site, GPS (left) and Galileo (right). Colour scale is 7 m. The north-
west low-elevation hotspot is the dominant feature in both constellations, corresponding
to a persistent re ector at the site.
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Figure 4.2: XGBoost predicted carrier-phase multipath sky-plots for Day 11 at the Thal-
wil rooftop antenna site, GPS (left) and Galileo (right). Colour scale is  0:07 m. Carrier-
phase multipath amplitudes are an order of magnitude smaller than pseudorange [2], and
the spatial structure is more diffuse. The northwest hotspot remains visible but with lower
contrast than in the pseudorange maps.
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4.4 LightGBM

4.4.1 Algorithm Overview

LightGBM is a gradient-boosted framework developed by [40] with a focus on training
speed and memory ef ciency at large scale. It differs from XGBoost in two principal
algorithmic choices that affect both performance and training time.

The rstis the leaf-wise (best- rst) tree growth strategy. While XGBoost grows trees
level-wise, expanding all nodes at a given depth before moving deeper, LightGBM always
splits the leaf with the highest potential gain regardless of depth. This typically produces
lower training loss for a given number of leaves, but can lead to deeper and more imbal-
anced trees. The maximum tree complexity is therefore controlled by the num_ leaves
parameter rather than depth alone; both max_depth and num_leaves are set to bound
the tree size from above.

The second key contribution of the original LightGBM framework is Gradient-based
One-Side Sampling (GOSS), which accelerates training by down-sampling low-gradient
observations while retaining all high-gradient ones [40]. Observations with small gradi-
ents contribute little to the current model update and can be sampled at a fraction of their
original weight without signi cantly affecting the learned function.

LightGBM also supports L1 and L2 regularisation on leaf weights directly through the
reg_alpha and reg_lambda parameters, analogous to XGBoost’s term in Equa-
tion 4.5.

4.4.2 Hyperparameter Con guration
Table 4.2 lists the LightGBM parameters used for both GPS and Galileo models.

Table 4.2: LightGBM hyperparameters used for GPS and Galileo models.

Parameter GPS Galileo
n_estimators 2000 2000
max_depth 15 15
num_leaves 64 64
learning_rate 0.03 0.03
subsample 0.8 0.8
colsample_bytree 0.8 0.8
reg_alpha 0.05 0.05
reg_lambda 0.5 0.5

The higher tree count (2000 vs. 1200 for XGBoost) is compensated by a lower learn-
ing rate of 0.03, maintaining a comparable effective model capacity while allowing Light-
GBM’s leaf-wise growth to identify ne-grained residual structure at each iteration. The
num_leaves = 64 cap ensures that individual trees do not exceed a complexity level
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that would risk memorising speci c training arcs. The small L1 regularisation (reg_alpha =
0:05) provides shrinkage of small leaf weights, while the L2 term (reg_lambda = 0:5)
provides additional smoothing of the learned response surface.

4.5 CatBoost

4.5.1 Algorithm Overview

CatBoost is a gradient-boosted tree library developed by Yandex [41]. Its name re ects
its original motivation  handling categorical features without manual encoding  but
its algorithmic innovations extend well beyond that use case and are relevant here even
though all features in this work are numerical.

The central contribution of CatBoost is ordered boosting, a modi cation of the stan-
dard gradient boosting procedure that eliminates a subtle but important source of over-

tting. In standard gradient boosting, the gradient estimates used to t each tree are
computed on the same data that was used to build the preceding trees. This creates a
target leakage: each observation’s gradient is computed using a model that was partially
trained on that observation, introducing a conditional shift between training and test dis-
tributions [41]. Ordered boosting resolves this by maintaining a separate model for each
training sample, trained only on preceding observations in a random permutation of the
dataset. In practice, CatBoost approximates this principle ef ciently using a set of model
copies trained on nested pre xes of the data.

A second feature is CatBoost’s use of symmetric trees (also called oblivious trees), in
which all nodes at the same depth share the same split condition. This structure regularises
the ensemble by limiting the number of distinct splits per tree and makes the trees highly
cache-friendly during inference.

CatBoost exposes row and feature subsampling through its subsample and colsample_byleve
parameters, with the bootstrap_type="Bernoul 11~ setting required when subsample <
1.

4.5.2 Hyperparameter Con guration

Because GPS and Galileo have different training set sizes and different noise charac-
teristics, the CatBoost models use slightly differentiated hyperparameter sets for each
constellation. Table 4.3 summarises the con guration.

The key difference between the GPS and Galileo con gurations is in the regularisation
strength. The Galileo model uses a larger L2 leaf regularisation (12_leaf _reg = 5:0
vs. 3:0) and a higher minimum leaf population (min_data_in_leaf = 30 vs. 20).
Both choices re ect the greater risk of over tting in the Galileo case: Galileo contributes
more training observations per day than GPS (the Galileo constellation achieves approx-
imately 46% sky coverage during the 10-day training period, compared to 22% for GPS,
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Table 4.3: CatBoost hyperparameters used for GPS and Galileo models.

Parameter GPS Galileo
iterations 2000 2000
depth 10 10
learning_rate 0.05 0.05
12_leaf _reg 3.0 5.0
subsample 0.8 0.8

colsample_bylevel 0.8 0.8
min_data_in_leaf 20 30
bootstrap_type Bernoulli

as discussed in Section 3.5), but because PRN is excluded from the Galileo feature vector,
the model must generalise across all satellites without per-satellite correction, requiring
stronger regularisation to prevent the model from tting noise in individual arcs.

4.6 Multilayer Perceptron

4.6.1 Algorithm Overview

A Multilayer Perceptron (MLP) is a fully connected feedforward neural network in which
information ows from the input layer through one or more hidden layers to a scalar
output [42,43]. Each hidden layer applies an af ne transformation followed by a non-
linear activation function:

h® = WORT D 4 O - (4.6)

where W® and b® are the weight matrix and bias vector for layer I, and () is the
activation function. The output layer uses a linear activation for regression.

The principal advantage of the MLP over the gradient-boosted models is its ability
to learn smooth, continuous response surfaces over the input space. Tree-based methods
partition the feature space into rectangular regions and produce piecewise constant predic-
tions within each region. An MLP with suf cient width and depth can approximate any
continuous function arbitrarily closely [45], and may therefore capture smooth azimuth-
elevation-C=Nj interactions more naturally than axis-aligned splits. The trade-off is that
MLPs are more sensitive to hyperparameter choices, require careful normalisation of in-
put features, and typically need considerably more data and computation to match the
performance of well-tuned gradient-boosted trees on structured tabular problems [41].
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4.6.2 Architecture and Training Design

The MLP models follow the same GPS/Galileo and code/phase separation as the tree-
based models, yielding four independent networks. A four-hidden-layer architecture with
widths (512; 256; 128; 64) is used, applying a progressive narrowing that compresses the
learned representation from the input space down to the scalar multipath prediction. The
ReLU activation function [46] is used throughout the hidden layers, and the output neuron
uses a linear activation for unconstrained regression.

Input normalisation and target scaling. Unlike the tree-based models, an MLP is sen-
sitive to the absolute scale of both inputs and outputs. All input features are standardised
to zero mean and unit variance using statistics computed exclusively from the training set;
the same tted scaler is applied at inference time to avoid distribution shift. The predic-
tion target (code or phase residual) is similarly standardised before training, and model
outputs are inverse-transformed back to metres before evaluation and correction. Separate
scalers are maintained for the GPS and Galileo subsets.

PRN feature. Unlike the gradient-boosted tree models, PRN is excluded from the fea-
ture vector for both GPS and Galileo. Feeding a raw integer PRN into a neural network
imposes an implicit ordinal relationship  the network interprets satellite G32 as being
31 units from satellite GO1 in a meaningful direction  which is physically meaningless.
The correct alternative, one-hot encoding, would add approximately 30 additional input
neurons for the GPS constellation alone, substantially increasing the number of trainable
parameters and the risk of over tting on the 10-day training window. Both constellations
therefore use the same ve-feature input vector:

Xuep = Elev; sin ; cos ; S S, ; 4.7)

where S; and S, are the RINEX C=Ng observables on frequency 1 and frequency 2 re-
spectively. This is a noted difference from the tree-based approach, where PRN is a
natural categorical split key that carries no ordinal assumption.

Optimisation and regularisation. The network is trained by minimising the mean
squared error loss using the Adam optimiser [47] with an initial learning rate of 5 10 *
and an adaptive schedule that reduces the rate when training stalls. L2 weight regularisa-
tionwith = 0:001 is applied to all weight matrices to control over tting. Early stopping
monitors a held-out validation split of 10% of the training data and terminates training if
the validation score does not improve for 20 consecutive epochs, up to a maximum of 600
epochs. Training uses mini-batches of 4096 observations.
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Computational complexity. The four-layer architecture with widths (512; 256; 128; 64)
and a ve-feature input yields approximately 175,000 trainable parameters per network.
Across the four models (GPS/Galileo  code/phase), the total parameter count is approx-
imately 700,000. Training each model requires up to 600 forward and backward passes
over a mini-batch dataset, making the MLP considerably more computationally demand-
ing than any of the gradient-boosted models: where XGBoost and CatBoost each train in
seconds to minutes on the 10-day dataset, MLP training takes tens of minutes per model
on the same hardware. Inference time, however, is fast for all methods once training is
complete, as MLP prediction reduces to a sequence of matrix multiplications. The high
training cost is a practical limitation for operational deployment scenarios where models
must be retrained frequently.

4.6.3 Hyperparameter Con guration

Table 4.4 summarises the hyperparameters used for all four MLP models. GPS and
Galileo models share identical settings; the only structural difference is the ve-feature
input vector used for both, compared to the six-feature (PRN-inclusive) GPS vector in the
tree-based models.

Table 4.4: MLP hyperparameters used for GPS and Galileo models.

Parameter GPS  Galileo
hidden_layer_sizes (512;256;128;64)
activation relu
solver adam
learning_rate adaptive
learning_rate_init 5 10 4
alpha (L2) 0:001
batch_size 4096
max_iter 600
early_stopping True
validation_fraction 0:1
n_iter_no_change 20

Note: Full 21-day evaluation of the MLP models across all constellation and ob-
servable combinations is ongoing at the time of writing. Comparative residual-level and
positioning-level results are presented in Chapter 6 alongside the tree-based models as
testing is completed.
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5. Data Collection, Processing, and Experimental Setup

This chapter describes the dataset, processing pipeline, and experimental design that un-
derpin all results presented in this thesis. The overall work ow follows two sequential
phases. In the training phase (Days 1 10), raw GNSS observations are processed through
PPP, post- t residuals are extracted and used as the multipath signal, features are com-
puted, and machine learning models are tted. In the testing phase (Days 11 31), trained
models predict the multipath correction for each unseen day, the correction is subtracted
directly from the RINEX observables, and PPP is re-run on the corrected observations
to evaluate residual and positioning improvement. The complete pipeline is illustrated in
Figure 5.1, and each stage is described in detail in the sections that follow.

Processing Pipeline Training > Prediction -> Correction -> Re-run PPP

PHASE 1 — TRAINING (Days 1-10)

RINEX Observations E F
(10 days of GPS + GAL) PPP Processing Post-fit Residuals i xttr:' ?;tle e:turlecs/N . Train ML Models
1GS products > After 1 hour By fzmuth-Flevation: (N~ B xGB -LGBM - CatBoost -
(SP3 orbits+CLK clockstANTEX ELAB- = BASELINE Code Residual - Fhase MLP
e Residual

Learned mapping : f (Azimuth, Elevation, SNR) = Multipath correction

PHASE 2 — TESTING (Unseen days — Day 11 to Day 31)

Unseen Day Predict MP Correct RINEX Re-run PPP Extract Residuals
RINEX observations 9 per satellite - Azim/Elev/ % Subtract predicted MP from % 4LAB on corrected RINEX % After 1 hour - Compare
C/No obs before/after

Figure 5.1: Two-phase processing pipeline applied to both datasets. Inputs: RINEX ob-
servation les and IGS precise products (SP3 orbit les, CLK clock les, and ANTEX
antenna corrections) are fed into gLAB for PPP processing. Phase 1 (Training): post- t
residuals are extracted after the 1-hour convergence window; features (azimuth, elevation,
C=Ny) are computed and used to train XGBoost, LightGBM, CatBoost, and MLP mod-
els. For the Thalwil dataset (Switzerland), training covers Days 1 10 of January 2025.
For the Curtin University dataset (Australia), training covers 10 days of January 2024.
Phase 2 (Testing): trained models predict the multipath correction per satellite; the pre-
diction is subtracted from the raw RINEX observables; PPP is re-run on the corrected le
and residuals are re-extracted after the convergence window. For Thalwil, testing covers
Days 11 31 (21-day window); for Curtin University, three test days are used for cross-site
validation.
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5.0.1 Thalwil Rooftop Antenna (u-blox AG)

This thesis uses two independent GNSS datasets. The primary dataset was collected at
the u-blox AG headquarters in Thalwil, Switzerland, as part of the ELEVATEZ2 research
collaboration between Tampere University and u-blox, comprising 31 consecutive days of
dual-constellation observations in January 2025 (10-day training set, 21-day test set). A
second dataset from the International GNSS Service reference station at Curtin University,
Perth, Australia, is used for cross-site validation and is described in Section 6.4.1. The
Thalwil reference antenna is mounted on a short mast atop the rooftop equipment room of
the main of ce building  a multi-storey U-shaped structure  and maintains an unob-
structed view of the sky at high elevation angles. At low-to-mid elevations, however, the
antenna is surrounded by rooftop infrastructure including ventilation stacks, mechanical
housings, and the building parapet, all of which act as potential signal re ectors. This
constitutes a realistic and challenging multipath environment representative of the urban-
industrial class of GNSS deployments for which this work is intended.

Figure 5.2 shows an aerial view of the u-blox campus alongside photographs of the
rooftop environment and the antenna installation. The site characteristics are well-suited
to multipath research: the antenna position is xed, the surrounding architecture is stable,
and the multipath patterns are therefore spatially repeatable over time  a property that
both the classical and machine learning methods studied here seek to exploit [15, 36].

The receiver tracks both GPS and Galileo constellations simultaneously and logs ob-
servations in standard RINEX format at a 30-seconds sampling interval. carrier-to-noise
density ratio (C=Ng) measurements on all relevant frequency bands L1 and L2 for
GPS, E1 and E5a for Galileo  are included in the observation les and serve as an
auxiliary input feature in the machine learning pipeline (Section 5.3.4).

As visible in Figure 5.2, a second GNSS patch antenna is present on the rooftop in the
vicinity of the primary reference antenna. This patch antenna, mounted on the roof of the
equipment room, represents an additional near- eld re ector that may contribute to the
multipath environment at low-to-mid elevation angles. Its presence reinforces the char-
acterisation of the Thalwil site as a moderately complex, realistic multipath environment,
and underscores the value of an ML-based approach that can learn the full spatial structure
of such site-speci c effects rather than relying on simpli ed geometric assumptions.
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Figure 5.2: The u-blox rooftop GNSS reference station in Thalwil, Switzerland. Top:
aerial view of the u-blox AG headquarters campus showing the U-shaped of ce building
and rooftop access area. Bottom-left: rooftop environment illustrating the gravel surface,
ventilation infrastructure, and surrounding suburban setting  sources of low-to-mid ele-
vation multipath. Bottom-right: GNSS antenna mounted on a short mast atop the rooftop
equipment room, with clear sky visibility at high elevations. Site photographs taken dur-
ing summer conditions; GNSS data were collected in January 2025.

5.1 Dataset Overview and Experimental Design

5.1.1 Data Acquisition Period

Continuous GNSS observations were collected throughout January 2025, yielding 31 con-
secutive days of dual-constellation data (GPS and Galileo). Each day provides a full 24-
hour RINEX observation le sampled at 30s, covering all satellites in view above a 7:5

elevation cut-off angle. The dataset was assembled speci cally to support a temporally ex-
tended evaluation: by spanning an entire calendar month, it enables assessment of model
stability well beyond the initial training period, as satellite geometry slowly evolves over
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weeks and the multipath environment undergoes minor seasonal variations.

5.1.2 Train Test Split

The 31 days are partitioned into a non-overlapping training set and a test set with a strict
temporal boundary:

Training set (Days 1 10, 10 days): Ten days of observations used to extract post-

t residuals, preprocess features, and t all models. After removing the 60-minute
convergence period, each day yields approximately 2,760 observation epochs at
30s sampling, giving roughly 27,600 total epochs across the training window.

Test set (Days 11 31, 21 days): Twenty-one consecutive unseen days providing
approximately 57,960 observation epochs in total. Models are applied to each test
day independently, with no retraining or recalibration between days.

This purely temporal split  as opposed to random sampling  is essential for honest
evaluation of a method that exploits the spatial repeatability of multipath. A random
split would allow training data from days interleaved with test days, arti cially in ating
performance because the satellite geometry on a test day would closely resemble that of
nearby training days. By xing the training window to the rst ten days and evaluating
only on subsequent days, the experimental design re ects the realistic operational scenario
in which a model trained on a historical calibration window must generalise to future,
unseen observations [15].

5.1.3 Constellation Con gurations

All processing and evaluation is performed under three distinct constellation con gura-
tions:

ALL (GPS + Galileo): A combined dual-constellation PPP solution using all avail-
able satellites. This con guration provides the richest satellite geometry and repre-
sents the primary operational mode.

GPS-only: A single-constellation solution restricted to GPS satellites. This allows
direct comparison with existing GPS-centric literature and isolates GPS multipath
behaviour.

Galileo-only (GAL): A single-constellation solution restricted to Galileo satel-
lites. This con guration is particularly informative for assessing the Sidereal Fil-
ter, whose GPS-derived repeat period assumption ( 23h 56min) does not apply to
Galileo’s 10-day orbital repeat [1, 12].
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Separate ML models are trained for GPS and Galileo, re ecting the different multipath
characteristics and (C=Ng) frequency bands of the two constellations. For the ALL solu-
tion, the GPS and Galileo models are applied simultaneously to their respective satellite
subsets, and the corrected observations are combined in the subsequent PPP step.

5.1.4 Evaluation Protocol

Model performance is quanti ed at the residual level using six complementary statistics
computed on the post- t residuals of the re-processed (corrected) PPP solution and com-
pared against the uncorrected baseline:

Standard Deviation (STD): Captures the spread of residuals around their mean,
re ecting the consistency and stability of the correction independent of any bias.

Root Mean Square (RMS): The giimarx headline metric, combining both bias and
spread. Itis de nedas RMS = % N vZ, where v; are the individual post- t
residuals.

RMS Reduction (RMS Red%b): The percentage reduction in RMS relative to the
uncorrected baseline:

RMSbaseline I:\)'\/Iscorrected

RMS Red% =
RI\/Isbaseline

100 (5.1)

This is the primary gure of merit reported throughout Chapter 6.

Evaluation is carried out across all 21 test days to produce statistically robust averages,
and two snapshot days  Day 16 (approximately one week after the training window) and
Day 25 (approximately two weeks after)  are reported in full detail to illustrate short-
term and medium-term temporal stability. All metrics are computed separately for code
and phase residuals, and for each of the three constellation con gurations.

5.2 PPP Processing Pipeline

5.2.1 Software: gLAB

All PPP processing in this thesis is performed using gLAB (GNSS Laboratory), an open-
source GNSS data processing tool developed by the Research Group of Astronomy and
Geomatics (JAGE) at the Universitat Polittcnica de Catalunya (UPC) [38]. gLAB im-
plements the full PPP observation model in static mode, including ionosphere-free com-
bination of dual-frequency code and phase observables, precise satellite orbit and clock
corrections, tropospheric delay modelling, phase wind-up correction, and antenna phase
centre variation (PCV) calibration. Its structured output format provides direct access to
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per-epoch, per-satellite post- t residuals, which are the primary input to the multipath
modelling pipeline.

The processing is con gured in static PPP mode, consistent with the xed-position
installation of the Thalwil rooftop antenna. Precise satellite products and antenna calibra-
tion les are applied as described in Section 5.2.2. A 7:5 elevation cut-off is applied to
exclude satellites at very low elevations where tropospheric modelling errors and signal
degradation are most severe [27]. An elevation-dependent weighting scheme is applied to
down-weight low-elevation observations in the least-squares adjustment, consistent with
standard PPP practice [4].

5.2.2 1GS Precise Products

To eliminate satellite-side error sources and isolate site-speci ¢ multipath in the post- t
residuals, all PPP solutions use precise products from the International GNSS Service
(IGS) [6]. Three categories of IGS products are applied:

Precise orbits and clocks. 1GS nal orbit products (SP3 format) and clock correction
les (CLK format) replace the broadcast ephemerides. 1GS nal products are available
with a latency of 12 18 days and achieve orbit accuracies below 2.5cm and clock accu-
racies below 0.075 ns [27], effectively removing satellite orbit and clock errors as signif-
icant contributors to the post- t residual. This ensures that the residuals extracted by the
pipeline are dominated by site-speci ¢ multipath rather than satellite-side artefacts.

Antenna phase centre variations (PCV). The IGS absolute antenna phase centre model
(ANTEX format, 1gs20.atx) is applied to correct for the offset between the antenna
reference point (ARP) and the electrical phase centre, as well as its elevation- and azimuth-
dependent variations [29]. Applying PCV corrections at both the satellite and receiver
ends removes a systematic elevation-dependent bias that would otherwise contaminate
the extracted multipath signal.

Earth orientation parameters. IERS Earth orientation parameter (EOP) les are ap-
plied to transform between celestial and terrestrial reference frames during orbit integra-
tion [32]. These corrections ensure consistency between the 1GS orbit products (expressed
in ITRF) and the receiver position estimation.

5.2.3 Convergence Period Removal

PPP requires a convergence period at the start of each processing session during which
the carrier phase ambiguities and the receiver clock drift are not yet well-determined [8].
Residuals extracted during this period are contaminated by incomplete state estimation
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and do not re ect the true multipath environment. To ensure that all residuals used for
training and evaluation correspond to a fully converged solution, the rst 60 minutes of
each daily processing session are discarded. This conservative threshold is consistent with
values reported in the PPP literature for static receivers using IGS nal products [7,27].

The effect of convergence period removal on residual quality is discussed further in
Chapter 6, where both pre- and post-convergence residual distributions are examined. The
choice of convergence threshold is also revisited in the context of positioning accuracy
evaluation (Section 6.3.2).

5.3 Residual Extraction and Preprocessing

5.3.1 Post- t Residual Extraction

Following PPP processing, the per-epoch, per-satellite post- t residuals for both code and
phase observables are extracted directly from gLAB’s POSTFIT output message. The
POSTFIT message is produced at each Iter execution and reports the corrected pre ts

that is, the difference between the observed value and the model-predicted value after
the Iter has converged. These residuals are de ned as:

V' =Yobs Ypred (5'2)

where Yops is the ionosphere-free observable (code or phase) and ypreq is the model predic-
tion after applying all corrections described in Section 5.2. Because all modelled errors
ionosphere, troposphere, satellite clock and orbit, and PCV  have been removed, the
residual v is dominated by multipath and thermal noise [2]. Code residuals are expressed
in metres and are typically at the decimetre-to-metre level; phase residuals are expressed
in metres and are typically at the centimetre level.
The following POSTFIT elds are used in the extraction pipeline:

Field 6 (GNSS system): used to separate GPS and Galileo observations into their
respective model subsets.

Field 7 (PRN satellite identi er): used to associate each residual with the correct
satellite and to group observations into continuous arcs for Itering (Section 5.3.3).

Field 12 (satellite elevation, degrees): one of the two primary spatial features passed
to all models.

Field 13 (satellite azimuth, degrees): the second primary spatial feature.

Field 16 (measurement-corrected model value, post- t, metres): the post- t resid-
ual v, used as the multipath training target for code observables.
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Field 18 (smoothed measurement value, metres): the smoothed post- t residual
used as the training target for phase observables, where smoothing has been en-
abled in gLAB to suppress high-frequency noise prior to low-pass ltering (Sec-
tion 5.3.3).

The full POSTFIT message speci cation, including all 24 elds and a sample output
line, is shown in Figure 5.3.

POSTFIT messages

Postfiter values message. It provides the corrected prefits with the fitter estimation. It is shown in each filter execution. Messages wil be sorted by
constellation, with this order: GPS, Galleo, GLONASS, GEQ, BeiDou, QZSS, IRMNSS. All time tags are in GPS time.

* Field 1: 'POSTFIT' + Field 12: Satelite elevation [degrees]

= Field 2: Year * Field 13: Satelite azimuth [degrees]

= Field 3: DoY * Field 14: Measuremeant identifier (as string)

* Field 4: Seconds of day + Field 15: Measurement identifier for smoothing (as string)

= Field 5: Time of day * Field 16: Measurement-corrected model value (postfit) [m]

= Field 6: GMNSS System * Field 17: Measuremeant value [m]

* Field 7: PRN satelite identifier + Field 18: Smoothed measurement value[m])

= Field 8: Satelite block type * Field 19: Corrected model value with the fitter estimations [m]
= Field 9: SVN (Space Vehicle Number) * Field 20: Estimated inter-system clock bias [m]

* Field 10: Arc number + Field 21: Only given for carrier phase measurements. It is the estimated carrier phase ambiguity
= Field 11: Arc length [m]

* Field 22: Estimated ionosphera [metras of the signal frequency]
* Field 23: Estimated satelite DCB [metres of the signal frequency]
* Field 24: Estimated receiver DCB [metres of the signal frequency]

Sampla: POSTFIT 2019 025 85862.00 23:51:02.00 GPS 21 BLOCK_IIR-A 45 1 363 38.373 61.866 C1C L1P 0.0803 37372802.1720 37372802.0569
37372801.9021 0.0000

If no smoothing is enabled, field 15 wil be a dash (-") and field 18 wil be 0.
If smoothing is enabled, field 15 is the measurement used for smoothing.

Figure 5.3: gLAB POSTFIT message eld speci cation. Fields used in this thesis are:
Field 6 (GNSS system), Field 7 (PRN), Field 12 (elevation), Field 13 (azimuth), Field 16
(post- t code residual), and Field 18 (smoothed phase residual).

Each extracted record contains the epoch timestamp, GNSS system, PRN, azimuth,
elevation, code residual, and phase residual. These records are subsequently augmented
with (C=Ng) features drawn from the RINEX observation les, as described in Sec-
tion 5.3.4.

5.3.2 Azimuth and Elevation Retrieval

For each satellite epoch pair, the satellite azimuth angle  (measured clockwise from
north, 0 360 ) and elevation angle " (0 90 ) are retrieved from gLAB’s output along-
side the residuals. These geometric quantities describe the direction from the receiver to
the satellite at each epoch and are the primary spatial coordinates used to map multipath
patterns across the sky hemisphere. Since multipath at a static installation is predomi-
nantly a function of signal arrival direction  determined by the local re ective geometry
rather than epoch time  azimuth and elevation serve as the core input features for all
models evaluated in this thesis [15, 34].

Azimuth is decomposed into its sine and cosine components (sin , cos ) before be-
ing passed to machine learning models, ensuring continuity across the 0 /360 boundary
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and removing the implicit ordinal relationship that a raw azimuth angle would impose on
the models.

5.3.3 Low-pass Filtering and Multipath Isolation

The raw post- t phase residual v contains both the multipath component and high-
frequency thermal noise. Since the multipath signal is spatially structured and repeatable
across days, while thermal noise is uncorrelated from epoch to epoch, the two can be
separated by low-pass Itering along the time axis for each individual satellite arc [2]. A
moving-average low-pass Iter is applied to each continuous satellite arc (de ned as an
uninterrupted sequence of phase observations without a cycle slip), producing a smoothed
estimate of the slowly varying multipath component v . The resulting Itered signal sup-
presses high-frequency noise while preserving the spatially structured multipath pattern
that the models are trained to predict.

For code residuals, the raw signal is used directly as the prediction target, since code
multipath is already at a level that dominates thermal noise and no additional ltering is
needed to isolate the multipath component.

5.3.4 C=Ng Feature Extraction

The carrier-to-noise density ratio (C=Ny) is extracted from the RINEX observation les as
an additional input feature. C=Ng is recorded in RINEX as the S1 and S2 signal-strength
observables, expressed in dB-Hz. For GPS satellites, S1 and S2 correspond to the L1
and L2 frequency bands; for Galileo, to E1 and E5a. Although the RINEX speci ca-
tion historically labels these observables as SNR, the values stored are in dB-Hz, which
is by de nition the unit of C=Ny rather than SNR [9]. The distinction matters: SNR is
bandwidth-dependent and dimensionless, whereas C=Ng is independent of receiver band-
width and is the standard measure of signal quality used in GNSS post-processing.

C=Nqy is closely related to satellite elevation angle  higher-elevation satellites gen-
erally receive stronger signals  but also encodes information about the local re ective
environment: multipath-affected signals typically exhibit characteristic C=Ng oscillations
as the satellite moves across the sky [20]. Including S1 and S2 alongside azimuth and
elevation therefore has the potential to resolve ambiguities in sky-direction-only maps, as
two observations arriving from the same sky direction but with different C=N, values are
likely experiencing different multipath conditions. The role of C=Ny relative to the geo-
metric features is examined in the feature importance analysis presented in Section 4.2.1.
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6. Results and Validation

This chapter presents the experimental results of all multipath mitigation methods eval-
uated in this thesis. Section 6.1 characterises the baseline multipath environment at the
Thalwil site, establishing the spatial structure and elevation dependence of the uncor-
rected residuals. Section 6.2 quanti es residual-level performance across all methods and
constellation con gurations over the 21-day test window, including a GPS Galileo break-
down. Section 6.3 examines the downstream effect on positioning accuracy and conver-
gence time. Section 6.4 validates the methodology via cross-site testing at the Curtin
University IGS reference station, where site-speci ¢ models were trained on ten days of
local January 2024 data and evaluated on three test days.

6.1 Multipath Pattern Characterisation

All gures in this section show uncorrected baseline residuals, designated B in their titles.
A 7:5 elevation mask is applied throughout, retaining more low-elevation observations
than the 10 15 cutoffs common in comparable studies [48]. This improves satellite
geometry but admits the most multipath-contaminated measurements into the PPP  lter,
reinforcing the need for effective mitigation at low elevations.

6.1.1 Code Residual Sky-plots

Figure 6.1 shows the ionosphere-free code post- t residuals on a sky hemisphere for GPS
on Days 12, 13,and 14  three consecutive test days. GPS satellites repeat their ground
tracks every sidereal day ( 23 h 56 min), so successive calendar days observe nearly
identical satellite geometry and encounter the same multipath environment from the same
sky directions [36]. Adjacent days are used here to provide a direct visual test of this daily
repeatability within the test period.
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Figure 6.1: lonosphere-free pseudorange post- t residuals (baseline, Thalwil site) on a
sky hemisphere for GPS, Days 12 14. Azimuth increases clockwise from north; radial
distance from centre indicates elevation angle, with the perimeter at 0 and the centre at
90 . Colour encodes the signed residual in metres.

A concentrated cluster of large positive residuals appears at 315 340 azimuth be-
low 20 elevation in all three panels, reaching values above 4 m. This hotspot is spatially
xed and corresponds to a persistent specular re ector at that bearing on the Thalwil
rooftop. The remainder of the sky is predominantly within 2 m. The pattern  hotspot
location, arc colours, and the distribution of positive and negative regions s repro-
duced across all three days, con rming that a spatial model trained on the preceding ten
days applies directly to subsequent test days.

Figure 6.2 shows the Galileo equivalent, using Days 1, 11, and 21. Galileo satellites
complete their orbital repeat in approximately ten sidereal days, so these three days are
each separated by one full Galileo sidereal period [1,12]. Day 1 falls within the training
window, Day 11 is the rst test day, and Day 21 is the last, spanning the full 21-day
observation period.

Figure 6.2: lonosphere-free pseudorange post- t residuals (baseline, Thalwil site) for
Galileo, Days 1, 11, and 21. Days are separated by one Galileo orbital repeat period ( 10
sidereal days). Axis conventions and colour scale identical to Figure 6.1.
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The NNW hotspot appears at the same azimuth and elevation as in the GPS plots,
con rming it originates froma xed physical re ector rather than a constellation-speci ¢
artefact. Sky coverage is sparser than GPS, re ecting Galileo’s smaller operational con-
stellation at this latitude. The spatial pattern is consistent across Days 1, 11, and 21,
demonstrating empirically that Galileo multipath at this site repeats on the ten-day side-
real cycle. This has a direct consequence for sidereal Itering: applying a GPS-derived
one-day repeat period to Galileo satellites is fundamentally mismatched to the geometry,
and the resulting degradation in Galileo performance is quanti ed in Section 3.4.2.

6.1.2 Phase Residual Sky-plots

Figures 6.3 and 6.4 show the phase post- t residuals for the same day selections, with the
colour scale reduced to  0.04 m. Carrier-phase multipath amplitude is bounded by =4
and further attenuated in the ionosphere-free combination [2].

Figure 6.3: lonosphere-free carrier-phase post- t residuals (baseline, Thalwil site) for
GPS, Days 12 14. Colour scale 0.04 m. The NNW concentration persists across all
three days.

Figure 6.4: lonosphere-free carrier-phase post- t residuals (baseline, Thalwil site) for
Galileo, Days 1, 11, and 21. Colour scale 0.04 m.
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The spatial structure is less distinct than in the code plots. Phase multipath at centime-
tre level sits close to the thermal noise oor of the ionosphere-free combination, which
ampli es raw measurement noise by a factor of approximately three [5]. The low-pass

Iter applied during preprocessing (Section 5.3.3) isolates the systematic repeatable com-
ponent before training; the noise visible in these plots is what the Iter suppresses and
is not part of the training target. Day-to-day consistency in the arc pattern is nonetheless
preserved, con rming that the spatially structured multipath component is present and
learnable at phase level.

6.1.3 Residuals vs. Elevation

Figure 6.5 plots code and phase residuals against satellite elevation for GPS on Days 12,
13, and 14.

Residual vs Elevation - GPS

Day12B (GPS) Day13B (GPS) Day14B (GPS)

Code Residual (m)

Phase Residual (m)
o
°
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Figure 6.5: Pseudorange (blue, top) and carrier-phase (orange, bottom) post- t residuals
vs. elevation angle for GPS, Thalwil site, Days 12 14. Elevation mask: 7:5 .

The code residuals display the characteristic elevation-dependent funnel. At the 7:5
mask threshold the spread reaches approximately 20 m, narrowing to within 2 m
above 40 and approaching zero near zenith. Two effects contribute. Multipath-induced
pseudorange errors are largest when signals graze horizontal surfaces and nearby struc-
tures [2]. The PPP stochastic model simultaneously down-weights low-elevation obser-
vations through an elevation-dependent variance function, in ating their post- t residuals
relative to their contribution to the solution. Above 40 , remaining scatter is attributable
to thermal noise and unmodelled tropospheric and clock residuals. Phase residuals follow
the same shape at two orders of magnitude smaller amplitude: 0.10 mat 7:5 , tightening
to 0.02 m above 40 . Both funnels are reproduced across all three days.

Figure 6.6 shows the equivalent for Galileo on Days 1, 11, and 21.
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Residual vs Elevation - GAL
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Figure 6.6: Pseudorange (blue, top) and carrier-phase (orange, bottom) post- t residuals
vs. elevation angle for Galileo, Thalwil site, Days 1, 11, and 21. Elevation mask: 7:5 .

The Galileo code funnel is narrower than GPS, with the spread at 7:5 reaching ap-
proximately 12 m. Galileo’s E1/E5a signals carry higher received power and wider
bandwidths, reducing pseudorange noise and tightening the multipath error envelope in
the ionosphere-free combination [4]. Galileo phase residuals are similarly more compact
at  0.06 m near the mask threshold. Both funnels are stable across Days 1, 11, and 21,
con rming consistent elevation dependence over the full 21-day window and across three
Galileo sidereal periods.

6.2 Residual-Level Performance  Thalwil Site

Residual-level performance is evaluated using the metrics de ned in Section 5.1.4:STD,
RMS, RMS Reduction (RMS Red%). The primary gure of merit throughout is RMS
Reduction relative to the uncorrected baseline, as de ned in Equation 5.1. Results are
reported for all three constellation con gurations  ALL (GPS + Galileo combined),
GPS-only, and Galileo-only  under two snapshot days and then aggregated over the full
21-day test window.

6.2.1 Snapshot Results: Days 16 and 25

Days 16 and 25 serve as representative snapshot evaluations: Day 16 falls approximately
one week into the test window, Day 25 approximately two weeks in. Together they assess
both near-term performance and medium-term temporal stability of the trained models.
All gures use XGBoost as the representative ML model; LightGBM and CatBoost pro-
duce visually indistinguishable sky-plots and are omitted to avoid repetition.
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Code Residuals

Figure 6.7 shows the ionosphere-free code post- t residuals for the ALL constellation on
Day 16, comparing the uncorrected baseline with XGBoost and MHM corrections.

Figure 6.7: Code post- tresiduals (ALL constellation, Day 16): baseline (left), XGBoost-
corrected (centre), MHM-corrected (right). Colour scale 8 m.

The NNW hotspot that dominated the baseline sky-plot is largely suppressed in the
XGBoost panel, with the majority of the hemisphere reduced to within 1 m. MHM
achieves a similar spatial redistribution but leaves more residual colour at moderate ele-
vations in the southern half of the sky, consistent with its coarser grid resolution relative
to the continuous ML prediction surface. Figure 6.8 repeats the comparison for Day 25.

Figure 6.8: Code post- tresiduals (ALL constellation, Day 25): baseline (left), XGBoost-
corrected (centre), MHM-corrected (right). Colour scale 8 m.

The spatial pattern of the XGBoost correction on Day 25 closely mirrors Day 16,
indicating that the trained model retains its predictive structure over a two-week interval.
The NNW hotspot remains suppressed. MHM similarly maintains its correction pattern,
though the residual colour at southern moderate elevations persists.
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Table 6.1 reports the full metric comparison for the ALL con guration on both snap-
shot days.

Table 6.1: Residual statistics for the ALL (GPS + Galileo) constellation con guration on
Days 16 and 25 at the Thalwil site. RMS Reduction (%) is relative to the uncorrected
baseline. Bold denotes the best-performing method per observable per day.

Day Method STD (m) RMS(m) RMS Reduction%

Code Residual
Day 16 Baseline 1.990 1.990

XGB 1.050 1.052 47.1%
LGBM 1.061 1.064 46.5%
CAT 1.067 1.069 46.3%
MLP 1.131 1.133 43.0%
SF 1.244 1.247 37.3%
MHM 1.263 1.265 36.4%

Day 25 Baseline 1.962 1.963

LGBM 1.097 1.099 44.0%
CAT 1.100 1.102 43.9%
XGB 1.149 1.151 41.4%
MLP 1.166 1.168 40.5%
SF 1.193 1.197 39.0%
MHM 1.318 1.319 32.8%

Phase Residual
Day 16 Baseline 0.0097 0.0097

XGB 0.0067 0.0067 30.9%
LGBM 0.0068 0.0068 29.9%
CAT 0.0068 0.0068 29.9%
SF 0.0068 0.0068 29.9%
MHM 0.0069 0.0069 28.9%
MLP 0.0073 0.0073 24.7%

Day 25 Baseline 0.0102 0.0102

SF 0.0071 0.0071 30.4%
LGBM 0.0074 0.0074 27.5%
CAT 0.0074 0.0074 27.5%
MHM 0.0077 0.0077 24.5%
MLP 0.0079 0.0079 22.6%
XGB 0.0080 0.0080 21.6%

On Day 16, XGBoost achieves the largest code RMS reduction at 47.1%, followed
closely by LightGBM (46.5%) and CatBoost (46.3%). The three tree-based ML models
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are within 1 percentage point of each other, con rming that performance at this level is
driven by the modelling paradigm  spatially aware regression on azimuth, elevation,
and C=N, rather than by the speci c algorithm. MLP trails the tree models by approx-
imately 4 percentage points (43.0%), attributable to its inability to use sample weights
and its exclusion of PRN as a feature. Both classical methods lag further behind: SF
achieves 37.3% and MHM 36.4%, approximately 10 percentage points below the leading
tree models.

Phase reductions on Day 16 follow a similar ordering but at a lower absolute level.
XGBoost leads at 30.9%, with LGBM, CAT, and SF grouped at 29.9%  all within
measurement uncertainty. MHM achieves 28.9% and MLP 24.7%. The mean residual
remains at or near zero for all methods on both code and phase, indicating that corrections
introduce no systematic bias.

On Day 25, fourteen days after the training window closes, code RMS reduction de-
creases by approximately 3 6 percentage points across all ML models relative to Day 16.
LightGBM (44.0%) and CatBoost (43.9%) lead slightly over XGBoost (41.4%), a rever-
sal of the Day 16 ranking that falls within the expected variability range. MHM degrades
more steeply to 32.8%. The absolute code RMS values on Day 25 are almost identical
to Day 16 despite the temporal gap, because the baseline RMS is also slightly lower on
Day 25 (1.963 m vs 1.990 m). For phase on Day 25, the Sidereal Filter leads at 30.4%,
with LGBM and CAT at 27.5%); XGBoost drops to 21.6%, the largest single-model degra-
dation across the two snapshot days.

GPS and Galileo Residuals vs. Elevation

Figures 6.9 and 6.10 show the GPS-only and Galileo-only residuals vs. elevation for
Days 16 and 25, comparing the baseline with XGBoost and MHM.
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Residual vs Elevation - GPS
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Figure 6.9: GPS-only code (blue) and phase (orange) residuals vs. elevation: Day 16 (top)
and Day 25 (bottom), columns Baseline / XGB / MHM. Elevation mask 7:5 .
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Residual vs Elevation - GAL
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Figure 6.10: Galileo-only code (blue) and phase (orange) residuals vs. elevation: Day 16
(top) and Day 25 (bottom), columns Baseline / XGB / MHM. Elevation mask 7:5 .

For GPS, XGBoost compresses the code funnel from 20 m at 7:5 to approximately

8 m, with the improvement concentrated inthe 7.5 30 elevation band where multipath

dominates. MHM achieves a similar but less complete compression, leaving a wider

scatter below 20 . Phase funnels narrow proportionally. The GPS pattern on Day 25

closely mirrors Day 16, with a marginal widening of the low-elevation spread consistent
with the 5 percentage point code RMS degradation reported in Table 6.1.

For Galileo, XGBoost produces a similar funnel compression from 12 m to ap-
proximately 5 m. An important distinction emerges at very low elevations: the MHM
Galileo correction leaves a broader scatter than the GPS case at the same elevation range,
attributable to the sparser Galileo sky coverage producing less training data per MHM
grid cell. The Galileo SF performance, reported numerically in the GPS Galileo analysis
of Section 3.4.2, is not shown here as the elevation plot for SF is visually similar to MHM
on Galileo but with greater scatter at 7.5 15 .
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Phase Residual Sky-plots

Figures 6.11 and 6.12 show the phase sky-plots for the ALL constellation.

Figure 6.11: Phase post- t residuals (ALL constellation, Day 16): baseline (left),
XGBoost-corrected (centre), MHM-corrected (right). Colour scale  0.04 m.

Figure 6.12: Phase post- t residuals (ALL constellation, Day 25): baseline (left),
XGBoost-corrected (centre), MHM-corrected (right). Colour scale 0.04 m.

Both methods push the sky hemisphere toward green (near-zero residuals), with the
NNW region and low-elevation arcs showing the most visible improvement. The residual
arc-to-arc variation after correction is qualitatively similar between XGBoost and MHM,
which is re ected in the close numerical agreement on phase RMS reduction in Table 6.1
(30.9% vs 28.9% on Day 16).

6.2.2 Aggregate Performance over 21 Test Days

Table 6.2 reports the average RMS reduction across all 21 test days for each method,
observable, and constellation con guration. Figure 6.13 presents the same results visu-
ally, with error bars showing the standard deviation across days as a measure of temporal
stability.
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Table 6.2: Average RMS Reduction (%) across 21 test days (Days 11 31) for all methods,
observables, and constellation con gurations, Thalwil dataset. Bold denotes the best-
performing method per row.

Con g Observable XGB LGBM CAT MLP SF MHM

ALL Code 37.3 371 369 339 295 27.6
Phase 28.8 29.9 297 249 263 26.9
GPS Code 35.7 358 358 327 304 27.2
Phase 311 320 319 274 312 295
GAL  Code 41.9 40.8 402 372 273 28.6
Phase 25.6 27.0 265 215 201 23.4

Figure 6.13: 21-day mean RMS Reduction (%) grouped by constellation con guration
(ALL, GPS, Galileo) for pseudorange residuals (left) and carrier-phase residuals (right),
Thalwil dataset. Error bars indicate 1 standard deviation across the 21 test days. The
tight error bars of the tree-based models contrast with the wide bars of the Sidereal Filter,
particularly on Galileo.

Code Residuals

Across all three constellation con gurations, the three tree-based models  XGBoost,
LightGBM, and CatBoost ~ form a tight performance cluster. For the ALL con guration
they are separated by less than 0.5 percentage points on average (37.3%, 37.1%, 36.9%),
con rming that code performance at this site is determined by the modelling paradigm
rather than by the speci c algorithm. MLP trails the tree cluster by approximately 3
4 percentage points, attributable to its exclusion of sample weights and PRN as features.
Both classical methods lag further behind: SF averages 29.5% and MHM 27.6% for ALL,
a gap of roughly 8 10 percentage points relative to the best tree model.

The Galileo-only con guration produces the largest reductions among the tree models
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(XGB 41.9%, LGBM 40.8%, CAT 40.2%), while GPS-only yields slightly lower averages
(XGB 35.7%). This re ects the lower Galileo baseline code RMS ( 1.4 mvs 2.4 m for
GPS) combined with ML’s ability to precisely target the dominant NNW re ector, which
contributes a larger fraction of the total Galileo error budget.

The Sidereal Filter exhibits markedly different behaviour between GPS and Galileo.
On GPS code it averages 30.4%, competitive with MLP and only 5 percentage points
below the tree models. On Galileo code, SF drops to 27.3%  below MHM (28.6%) and
the weakest of all methods. This divergence is explained by the fundamental orbital period
mismatch: the GPS sidereal day ( 23 h 56 min) used as the temporal lag is incompatible
with Galileo’s ten-day repeat cycle, causing corrections derived from the wrong satellite
geometry to be applied. On several individual days the mismatch degrades residuals rather
than improving them: Galileo code SF achieves 3:4% on Day 13 and falls below 15%
on Days 12, 15, and 18. The wide SF error bar on the Galileo code panel of Figure 6.13
re ects this structural instability. This degradation is discussed further in Section 3.4.2.

Phase Residuals

Phase reductions are lower than code across all methods and con gurations, consistent
with the physically smaller amplitude of carrier-phase multipath relative to the IF com-
bination noise oor (Section 6.1). For ALL phase, the tree models average 28.8 29.9%,
with LGBM leading marginally. MHM (26.9%) and SF (25.7%) follow, with MLP last at
24.9%.

On GPS phase, the Sidereal Filter (30.4%) is statistically equivalent to the tree models
(XGB 31.1%, LGBM 32.0%, CAT 31.9%). This is the one con guration and observable
where SF matches ML, and it re ects a genuine advantage of temporal ltering when
orbital geometry repeats precisely: the phase multipath waveform on day d is nearly
identical to thatonday d 1 for GPS, making a simple lag correction nearly as effective
as a spatial regression. On Galileo phase, however, SF collapses to 20.1%  the worst-
performing method by a clear margin, and 7 percentage points below XGBoost (25.6%).

Day 28 provides a stark illustration of SF vulnerability: GPS phase SF achieves only
3.5% while all ML models remain in the 33% range. The Day 27 residuals used as SF
source data show an unusually high baseline RMS (2.28 m code, 0.0131 m phase), con-
sistent with elevated atmospheric activity; the resulting lag corrections are incompatible
with the quieter Day 28 environment and introduce noise rather than removing it.

Temporal Stability

Table 6.3 reports the standard deviation, minimum, and maximum RMS reduction across
the 21 test days per method for the ALL constellation.
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Table 6.3: Temporal stability of RMS reduction (%) across 21 test days, ALL constella-
tion. Lower standard deviation indicates more consistent day-to-day performance.

Observable Method Mean Std Min Max

Code XGB 373 48 281 471
LGBM 371 49 281 465
CAT 369 48 279 463
MLP 339 47 256 43.0
SF 295 6.9 147 403
MHM 276 47 145 364

Phase XGB 288 3.0 216 330
LGBM 299 20 252 333
CAT 29.7 19 252 333
MLP 249 16 214 282
SF 257 7.0 35 329
MHM 269 20 233 298

Two temporal patterns are consistent across all 21 days. First, the method ordering is
stable: the tree cluster sits above MLP, which sits above SF and MHM, on nearly every
individual day. Second, all methods show correlated dips on Days 23 and 27, where base-
line RMS values are elevated (2.06 m and 2.28 m respectively, vs a typical 1.90 2.00 m).
Tree model code reductions drop to 28 31% on these days and classical methods fall be-
low 22%. The degradation is shared across all methods and is attributable to day-speci ¢
atmospheric conditions that produce non-repeating multipath components not present in
the prior-day training data. Excluding Days 23 and 27, the 19-day XGB code average
rises to approximately 39%.

On code, the standard deviation of all non-SF methods falls within a narrow band (4.7
4.9 pp), re ecting the shared sensitivity to the Day 23 and Day 27 atmospheric outliers.
SF’s additional spread (6.9 pp) arises from its lag-based vulnerability: on days following
anomalous conditions, the SF correction is misaligned with the current geometry and
produces unpredictable reductions independent of the atmospheric effect.

On phase, the contrast is sharper. LGBM, CAT, and MHM all achieve standard devi-
ations of 1.9 2.0 pp. SF’s phase standard deviation of 7.0 pp  more than three times
larger  con rms that its instability is structural rather than driven by shared environ-
mental outliers. MLP is the most consistent of all methods (1.6 pp) but at the cost of the
lowest mean (24.9%), re ecting the limits of its simpler architecture.

No systematic degradation trend with time is observed for any ML model. Perfor-
mance on Day 31 (XGB code ALL: 35.0%) is within the normal scatter of performance
on Day 11 (44.3%), and the variation is explained by day-speci c¢ baseline conditions
rather than model decay. The trained spatial map remains valid over the full 21-day win-
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dow, con rming that the Thalwil multipath environment is stable on this timescale.

6.3 Positioning-Level Performance  Thalwil Site

Effective multipath mitigation at the observation level should produce two measurable
effects at the positioning level. First, cleaner pseudoranges during the initial minutes
of a PPP session should accelerate ambiguity absorption and reduce convergence time.
Second, reduced carrier-phase residuals after convergence should lower the steady-state
position noise. This section quanti es both effects using the XGBoost-corrected solution
as the representative ML model, evaluated against the uncorrected baseline on Days 16
and 25. All measurements have been done from 01:00:00 to 23:59:30.

6.3.1 ENU and 3D Position Error

Tables 6.4 and 6.5 report position RMS for the GPS+Galileo and GPS-only con gura-
tions. The GPS+Galileo statistics are post-convergence; the GPS-only statistics cover the
full observation day including the convergence period, because with a mean convergence
time of 32.5 minutes the transient phase dominates the full-day error budget and reducing
it is the primary positioning bene t.

Table 6.4: Post-convergence ENU and 3D position RMS ~ GPS+Galileo (ALL constel-
lation), Day 16, Thalwil site. Convergence period excluded.

Component Before (mm) After XGB (mm) Improvement

East 8.93 6.90 22.8%
North 7.07 5.51 22.0%
Up 13.15 8.58 34.7%
3D 17.40 12.31 29.2%

Table 6.5: Full-day ENU and 3D position RMS  GPS-only PPP, including convergence
period, Thalwil site.

Component Before (cm) After XGB (cm) Improvement

East 6.13 2.22 63.8%
North 5.77 3.16 45.2%
Up 7.91 2.45 69.0%
2D 8.42 3.86 54.1%
3D 11.55 4,57 60.4%

For GPS+Galileo, the Up component shows the largest improvement (34.7%), con-
sistent with the vertical direction being the weakest-constrained PPP axis and the most

79



sensitive to low-elevation pseudorange errors where multipath is greatest. The 3D RMS
improves by 29.2% (17.4 to 12.3 mm), reaching centimetre-level accuracy. The GPS-
only improvement is larger across all components  60.4% in 3D (11.55 to 4.57 cm)

primarily because the 32.5-minute convergence period in ates the uncorrected full-
day statistics; halving that period compresses the high-error transient phase and directly
reduces the aggregate error.

Figure 6.14 shows the full-day 3D position error for the ALL constellation on Day 16,
and Figure 6.15 shows the 2D and 3D errors for GPS-only.

Figure 6.14: 3D position error (ALL constellation, Day 16) before (red) and after XG-
Boost correction (blue). The After solution converges faster and reaches a lower steady-
state error level.

Figure 6.15: 2D horizontal (top) and 3D (bottom) position error for GPS-only PPP: before
(red) and after XGBoost correction (blue). The After solution is visibly more compact
during the convergence window ( rst 2 hours); the two solutions merge in steady state
beyond 5 hours.
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