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ABSTRACT

Viet Le: Evaluation of the Correlation Between Subjective Quality and Objective Metrics in Artificial
Foley

Bachelor’s Thesis

Tampere University
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Foley is the reproduction of custom sound effects, added in post-production of films, TV shows,
and video games, synchronized with on-screen actions to create a more realistic audio-visual ex-
perience. Foley production is labor-intensive and time-consuming, which has motivated the devel-
opment of deep learning-based video-to-audio (V2A) generation models that can create artificial
Foley sounds based on a video, with some models supporting text input.

V2A models employ objective evaluation metrics as proxies for subjective quality, which is a
standard practice for evaluating their performance. The metrics have not been comprehensively
studied for their correlation with subjective quality, especially in the field of artificial Foley. This
thesis aims to evaluate how well the objective evaluation metrics correspond to subjective quality,
and possible alternative metrics to improve the evaluation.

A subjective evaluation study was conducted with 34 participants who evaluated four V2A mod-
els alongside a ground truth reference on audio quality, semantic alignment, and temporal align-
ment across six video samples. Alongside the subjective study, established objective evaluation
metrics and candidate metrics were computed for the models with the same samples. Spearman’s
correlation was calculated between the objective and the subjective MOS scores.

KL divergence showed the strongest correlation with all three quality aspects among the
distribution-based metrics. DeSync confirmed its intended purpose as a temporal alignment met-
ric with perfect correlation. Candidate metric LanguageBind (V1.5) outperformed ImageBind, the
widely adopted metric, on semantic alignment.

The major limitation of this study was the small sample size (n = 5), which affects the reliability
of the findings. The results should be interpreted with caution, and the study should be validated
at a larger scale with a larger number of models, videos, and participants.

Keywords: artificial Foley, video-to-audio generation, objective evaluation metrics, subjective qual-
ity assessment, audio-visual alignment
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Foley tarkoittaa raataléityjen aanitehosteiden jalkituotantoa, joita lisatdéan elokuviin, TV-ohjelmiin
ja videopelikehitykseen synkronoidakseen ne naytén tapahtumien kanssa luodakseen realistisem-
man audiovisuaalisen kokemuksen. Foley-tuotanto on ty6lasta ja aikaa vievaa, mik& on motivoinut
syvaoppimiseen perustuviin video-to-audio (V2A) -mallien kehittdmistd. Nama mallit kykenevat
tuottamaan keinotekoisia Foley-dénia videosiséllon perusteella, ja jotkin malleista tueten teksti-
syotetta.

V2A-mallit kayttavéat objektiivisia arviointimetriikoita subjektiivisen laadun mittareina, mik& on
vakiintunut kaytanté niiden suorituskyvyn arvioinnissa. Kuitenkin naiden metriikoiden korrelaatiota
subjektiiviseen laatuun, erityisesti keinotekoisen Foley-aéanen alalla, ei ole kattavasti tutkittu. Tama
tutkielma pyrkii arvioimaan, kuinka hyvin objektiiviset metriikat vastaavat subjektiivista laatua seka
etsimdan mahdollisia vaihtoehtoisia metriikoita arvioinnin parantamiseksi.

Tydssa tehtiin subjektiivinen kuuntelutesti, johon osallistui 34 henkila. He arvioivat neljaa V2A-
mallia seka vertailukohtana toimivaa alkuperaistd aantd kuuden videonaytteen perusteella. Ar-
vioinnin kohteina olivat 4anenlaatu, semanttinen kohdistus ja ajallinen kohdistus. Samojen video-
naytteiden perusteella laskettiin arvot vakiintuneille objektiivisille arviointimetriikoille sekd ehdo-
kasmetriikoille. Lopuksi laskettiin Spearmanin korrelaatio objektiivisten metriikoiden ja subjektii-
visten MOS-pisteiden vélille.

KL-divergenssi osoitti vahvimman korrelaation kaikkien kolmen laadun ulottuvuuden kanssa
jakaumapohjaisten metriikoiden joukossa. DeSync-metriikka vahvisti tarkoituksensa ajallisen koh-
distuksen mittarina téydellisellda korrelaatiolla. Ehdokasmetriikka LanguageBind (V1.5) suoriutui
ImageBindia, laajasti kaytettyd metriikkaa, paremmin semanttisessa kohdistuksessa.

Ty6n suurin rajoitus oli pieni otoskoko (n = 5), mik& heikentaa tulosten luotettavuutta. Tuloksia
tulee tulktia varoen, ja tutkimusta tulisi validoida laajemmassa mittakaavassa kayttamalla useam-
pia malleja, videoita ja osallistujia.

Avainsanat: keinotekoinen Foley, video-to-audio generointi, objektiiviset evaluointimetriikat, sub-
jektiivinen laadunarviointi, audiovisuaalinen kohdistus
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1. INTRODUCTION

Foley is the creation of sound effects used in film, game, and television post-production,
where sounds are created according to the visual footage to add realism. The name
originates from Jack Foley, the sound effect artist, who was a pioneer in the field. The
sound effects are for example the sounds of footsteps, props or animals. Traditionally
these sound effects are recorded manually using the actual objects in the visual footage
with different surfaces, textile, or organic props such as food or plants. For the Foley to
be successful, the sound has to sound realistic, and be synced properly with the visual
footage. [1]

The traditional production of Foley sound effects is laborious, demanding, and time con-
suming. The possible alternatives to be considered in the future would be in the recent
years developed video-to-audio (V2A) models [2, |3} 4, |5, 6] which are used to generate
audio solely based on a given video. The primary beneficiaries of these models could
include game and film studios that do not necessarily have the resources or the budget
to professional Foley production, or want to only do Foley prototypes in the early phases
of production.

In Foley production, the assessment of the produced audio is important. Traditionally
the Foley team has taken care of the production quality [1]. However in artificial Foley
production, the manual quality assessment of individual outputs of the V2A models is
not reasonable due to the large amount of data and scalability problems. For this rea-
son these models use commonly used objective metrics in evaluating the quality of the
trained models. The purpose of the objective metrics is to capture the subjective quality
in different aspects of the audio produced by the models. Automatization of the quality
assessment of the models is essential for their continuous development since large-scale
subjective evaluation is time consuming and expensive [7].

Studies on the reliability or the correlation between the subjective quality of these objec-
tive evaluation metrics used specifically in V2A models are limited. Similar studies have
been focused more on the assessment of the generation of music [8] and speech [9]
where the metrics have been domain-specific, unimodal, and not applicable to general
Foley sounds.



This thesis focuses on the evaluation of artificial Foley generation. It consists of a liter-
ature study on different existing objective metrics, and an empirical study where these
objective metrics are compared with subjective quality metrics obtained from a listening
study. This thesis also includes an examination of possible new alternative multimodal
evaluation metrics. The study aims to answer mainly two research questions:

1. How well do objective evaluation metrics reflect human perception of artificial Foley
quality?

2. Can the evaluation of V2A models be improved with alternative objective metrics?

This thesis focuses solely on the evaluation of Foley sounds. Therefore no speech or
music is taken into account in the evaluation metrics. A minor exception to this is certain
videos used in the listening study where the subject is the playing of the violin or bongo
drums. The sounds however are not assessed by their musicality.

This thesis is also limited in that only audiovisual objective evaluation metrics were ex-
plored as alternatives. These are metrics where both the synthetically generated audio
and the original video input are taken into account. With the multimodal approach, as-
pects of semantic alignment can be evaluated.

The structure of this thesis is the following: Chapter[2)covers the evaluation of V2A gener-
ation. The chapter also briefly introduces selected recent V2A models tailored for gener-
ating Foley sounds, and the different evaluation metrics that are used in assessing them.
In Chapter [3|different frameworks and methods for assessing the objective and subjective
quality of the models’ generated data, the correlation calculation, and candidate metrics
are introduced. Values for the objective evaluation metrics and the subjective quality
assessment, and the correlation between them are presented in Chapter Chapter
discusses the results, limitations, and potential directions for future work. Chapter [6]
presents the conclusions of the thesis.



2. BACKGROUND

There have been multimodal studies that account for both audio and visual data in analyz-
ing correlations with subjective quality [10, [11]. However, the studies did not specifically
focus on synthetically generated audio from a video input. This chapter covers artificial
Foley generation by V2A models and the objective and subjective evaluation metrics to
assess them.

2.1 Artificial Foley

Recent advances in deep learning have enabled V2A generation. With the early ap-
proaches such as SpecVQGAN [12], the models moved towards multi-class visually guided
sound synthesis unlike prior one-model-per-class approaches [13] [14] where scalability
is expensive. The multi-class approaches mainly use VGGSound [15] as the dataset
used in training, with some additionally using the AudioSet dataset [16]. These datasets
consist of roughly 10 second YouTube video clips. VGGSound covers 300 different au-
dio classes, while AudioSet covers 631. The classes are a brief description of the audio
such as "playing violin", or "gunshot, gunfire". The number of samples is 200,000 for VG-
GSound and 1,789,621 for AudioSet. These large numbers of audio classes and samples
allow the models to generate a wide variety of sounds that generalize well with diverse
video inputs.

The V2A models used for artificial Foley are based on different deep learning architec-
tures, such as autoregressive, diffusion, and flow matching models. A subset of these
models are selected for the empirical part of this thesis, namely Frieren [5], MMAudio [6],
V-AURA [4], and V2A-mapper [3].

V2A-Mapper, the earliest of the selected models, is a diffusion-based model by Wang et
al. ltis a lightweight method consisting of a pre-trained visual encoder, a diffusion-based
mapper, and a latent diffusion model that generates the audio. The visual encoder used
is Contrastive Language-Image Pre-training (CLIP) [17]. Audio generation is carried out
by AudioLDM [18] which is a text-to-audio model that produces waveforms conditioned
on Contrastive Language-Audio Pretraining (CLAP) [19] text embeddings. The diffusion-
based mapper is effectively trained to map the video’s CLIP embedding to its correspond-
ing CLAP embedding which is passed to AudioLDM for waveform synthesis. The dataset



used for training was VGGSound.

Frieren is a rectified flow matching model proposed by Wang et al. It maps a rectified
path in the spectrogram latent space from noise to data with the vector field conditioned
with a frozen pre-trained visual encoder. The paths in the spectrogram latent space are
rectified by reflowing and one-step distillation. Reflow trains the model further to learn
paths from the same noise data point to the model’s predicted point. One-step distillation
is the training of the model again to create single-step paths that approximate the multi-
step result. The model is trained on VGGSound, and achieves high generation efficiency
with an inference time of 0.031 seconds in a single sampling step.

MMAudio, developed by Cheng et al., is the latest proposed model among those used
in this thesis. Similarly to Frieren, MMAudio uses conditional flow matching as its main
architecture. MMAudio however does not straighten the paths in the latent space. Unlike
rest of the models used in this thesis, it incorporates also text conditioning on top of
video conditioning in its multimodal joint training paradigm. Text and video representations
are obtained from CLIP. In addition to VGGSound, MMAudio is trained with audio-text
datasets [20] [21] [22].

V-AURA is an autoregressive model introduced by Viertola et al. It uses Descript Audio
Codec (DAC) [23] which encodes waveforms into discrete token sequences. The model
is trained to predict the next sequence based on the previous tokens conditioned with the
corresponding visual representation. Visual representations are obtained with Segment
AVCLIP [24] that employs TimeSFormer [25] as its visual feature extractor. V-AURA is
trained on VisualSound, a subset of the VGGSound dataset that containing only videos
with high audio-visual correspondence.

These four models broadly represent the principal architectural paradigms used in V2A
generation, especially in the context of artificial Foley. These and other V2A models
primarily present their results with a selected set of objective evaluation metrics. These
metrics are introduced in Section Certain models additionally include results for
subjective evaluation metrics. The descriptors of subjective quality, as well as the metrics
are described in Section

2.2 Objective Evaluation Metrics

Automating the quality evaluation of V2A models requires the usage of objective eval-
uation metrics. With the objective evaluation metrics, model performance can be com-
prehensively assessed across large test datasets covering a wide range of classes. The
objective metrics are used to approximate the human perceived quality. These metrics
are calculated without the need for human evaluation since they are directly computed
from the generated audio and, depending on the metric, from the ground truth audio.



These can be categorized as distribution-based metrics, which evaluate statistical prop-
erties of audio distributions. Rest of the metrics are categorized as multimodal as they
involve multiple modalities, namely visual and audio. Multimodal evaluation metrics can
be further classified into semantic and temporal alignment metrics. The common metrics
are introduced below.

Distribution-based metrics include Fréchet distance (FD), Kullback-Leibler divergence
(KLD), and Inception Score (IS). Multimodal metrics include CLIP/CLAP-Score, Image-
Bind (IB) score, and DeSync. As the field of V2A is emerging, there is no defined set of
objective metrics for the models being proposed. It is largely up to the researches which
of these metrics are used. These metrics are also not always directly comparable across
the models since there are alternative approaches to implement the same metric.

Fréchet distance (FD) is a metric that describes the distance between two multivariate
Gaussian distributions b and e capturing the difference between their means and covari-
ance matrices [26]:

F(Np, No) = [l — prell® + tr(3p + Ze — 20/ 5c) (2.1)

where 1, and p. are mean vectors, and >, and X, are covariance matrices, and tr is the
trace (sum of diagonal elements) of a matrix.

Fréchet distance serves as the foundation for Fréchet Inception Distance (FID) which is
a metric originally proposed for evaluating the quality of images generated by generative
adversarial networks (GANs) with the two distributions being from the generated and
the real samples [27]. FID uses the visual feature representations obtained from the
Inception-V3 architecture [28] for distance calculation. FID has also been used in early
V2A models by having the spectrograms as the input [6, 12, 29]. It has since been
adopted by the field of audio generation as Fréchet Audio Distance (FAD) [30] where audio
feature embeddings from VGGish are used instead of the video feature embeddings. An
ideal value of FD is 0, which implies the feature embeddings of the generated audio
having identical distribution as the ground truth embeddings.

VGGish, which was trained on a large YouTube dataset, is an audio classification model
based on the VGG architecture (Visual Geometry Group) [31]. The model extracts 128-
dimensional embeddings from the raw audio input for classification tasks. These feature
embeddings before the last layer of the network are used for FAD calculation.

In the works on V2A models, the FD metric generally refers to the VGGish-based FAD
unless otherwise stated. There are implementations where the audio feature represen-
tations are changed from VGGish to another pretrained model. For example MMAudio
uses three different embedding models in computing FD: PaSST (Patchout faSt Spectro-
gram Transformer) [32], PANNs (Pretrained Audio Neural Networks) [33] , and VGGish,



denoted as FDpanns, FDpasst, and FDygg respectively. PaSST is an audio classification
model based on the vision transformer (ViT) architecture [34], whereas PANNSs is a set
of models based on convolutional neural networks (CNNs). The embeddings for distance
calculation are obtained from the penultimate layers of the models.

An alternative metric to FD, Kernel Audio Distance (KAD) [35], was proposed to address
FD’s limitations, which include normal distribution assumption, sample size sensitivity,
and high computational cost. It adopts the Maximum Mean Discrepancy (MMD), which
is a kernel-based, non-parametric method for testing whether two samples come from
the same distribution. KAD uses the same framework as Kernel Inception Distance (KID)
[36], which is an earlier approach for evaluating generated images, but also used for
audio. KAD is not included in the methodology of this thesis, and none of the included
models use it to evaluate their works.

Another widely used statistical metric computed on audio feature embeddings is Kullback-
Leibler divergence. Kullback-Leibler divergence (KL/KLD/MKL) is a statistical measure
between two probability distributions originally defined as the mean information for dis-
crimination between two distributions [37]:

ZL’
Dii(P||Q) =) Px log )

(2.2)
zeX )

where P is the ground truth distribution, and () the generated distribution. In the case
of V2A generation, the probability distributions P(z) and (x) are obtained by apply-
ing softmax function to logits which are values from the last layer of an audio classifier
model. The typically used audio classification models for the probability calculations in KL
are Melception [12], PANNs and PaSST. KL essentially calculates how different the pre-
dicted class distribution of the generated audio is from the ground truth distribution. The
ideal value of KL divergence for a V2A model is 0, indicating that the generated audio’s
predicted probability distribution perfectly matches the ground truth’s. The third common
main distribution-based metric adopts the idea of KL further.

Inception Score (IS) is a distribution metric which was originally proposed to improve the
performance evaluation of GANs by taking into account also the diversity classes and the
sharpness of a prediction [38]:

1S = exp(E. K L(p(y|z) || p(y))) (2.3)

where p(y|z) is the conditional class distribution predicted by an audio classification
model, and p(y) is the marginal label distribution. The standard audio classification model
used in the calculation of Inception Score is PANNs [2, |6, 18|, |39]. Inception Score as-
sesses the quality of the generated audio without referring to their corresponding ground



truths. It has been stated to be a good metric that correlates very well with human judg-
ment in image generation [38], but no equivalent claims have been established in V2A
generation. Contrary to FD and KL, a higher Inception Score indicates better quality. The
minimum value is 1, and it doesn’t have an upper bound limit.

FD mainly acts as a proxy to capture the perceptual realism of the generated audio by
comparing the features to the real audio. KL measures how diverse the generated audio
is compared to the ground truth, and Inception Score further incorporates the model’'s
confidence aspect into the evaluation. The distribution-based metrics focus only on the
distributions, not the specifically how a generated audio relates to the video input used
for generating it. Different quality aspects such as semantic and temporal alignment is
not explicitly measured. Distribution-based metrics perform worse in cases where there
would be multiple sounds that would be all valid for a given video input. For example, a
video of a car passing by may correspond to different plausible audio, such as sounds of
a quiet electric hum, a loud combustion engine, tires screeching, or the wind passing by.
A human may consider all of the alternatives valid, while distribution-based metrics may
assign higher divergence to outputs that differ from the ground truth. To complement the
statistical metrics and emphasize the audio-visual aspect in V2A generation, researches
additionally employ multimodal metrics.

ImageBind (IB) [40], a joint embedding model by Girdhar et al., was initially adopted by
[41] as a metric measuring the relevance between the generated audio and video in V2A
generation. It has since been widely adopted in works evaluating V2A models. Image-
Bind is a pretrained joint embedding model that binds six different modalities together:
images, text, audio, depth, thermal, and IMU (Inertial Measurement Unit) data. It uses
different encoders according to the modality, and projects the embeddings into a shared
embedding space.

The semantic similarity between the embeddings from every modality can be calculated
with their cosine similarity. ImageBind Score is obtained by computing the mean cosine
similarity between the generated audio with the source video across the test dataset.
The mean cosine similarity is then scaled with 100 for readability. Therefore, a higher
IB-Score indicates a model generating samples with higher semantic similarity with the
input videos. Some models such as MMAudio, which additionally uses text prompts as
conditioning, employ CLAP Score which is based on CLAP and follows the the same
approach as IB-Score. In a semantic aligned video-audio pair, for example a video of a
dog barking should generate a audio clip with barking sounds. However the timing of the
barks is not captured, the barking sounds could be not aligned with the dog’s actions in
the video.

The earliest multimodal metric in V2A assessing temporal alignment between the audio
and video, first coined in [2], was Alignment Accuracy (Align Acc) that uses an alignment



classifier trained on real (label 1), temporally shifted (label 0), and wrong audio-video pairs
(label 0). The score for Align Acc is obtained by predicting a set of generated audio-video
pairs and calculating the mean accuracy from them. The optimal result for Align Acc would
be 1 (100%) suggesting that all of the generated audio-video pairs are classified as a true
pair that are audio-visually corresponding, serving as a baseline metric for alignment
evaluation although more recent models favor other metrics, such as DeSync.

DeSync, originally proposed in [4] as Sync, has become a commonly used metric for
the cause [6, (39, |42, 43]. For example, in a video of a person clapping, the sounds of
clapping should only occur when the hands make contact. DeSync measures the overall
temporal offset of the model’'s generated audio, where a lower value corresponds to better
alignment, and values close to zero correspond to near-perfect synchronization.

DeSync is based on a pre-trained audio-visual synchronization model, Synchformer [24].
Synchformer consists of segment-level feature extractors for both audio and video whose
features are passed to a synchronization module. The synchronization module is a trans-
former encoder which predicts the temporal offset between the two modalities. The pre-
diction ranges from -2 to +2 seconds with 0.2 second increments, totaling in 21 classes.
DeSync is calculated from the mean absolute offsets among the generated samples in
milliseconds.

The established metrics discussed in this section are listed in Table 2.1l In this table and
the tables in Chapter |4, which present objective evaluation metrics, T denotes metrics
where higher values are better, and | indicates metrics where lower values are better.

Distribution-based Multimodal

Metric | Fréchet distance | ‘ Kullback-Leibler divergence | ‘ Inception Score 1 | ImageBind 1 ‘ DeSync |

Table 2.1. Common objective evaluation metrics.

2.3 Subjective Evaluation: Metrics and Quality Dimensions

Generally, subjective evaluation metrics are most direct for assessing V2A models, since
the purpose of these models is to generate good quality audio ultimately determined by
human perception. Not all models employ subjective evaluation metrics. They use ob-
jective evaluation metrics as proxies for different dimensions of subjective quality. The
commonly evaluated dimensions of perceptual audio-visual quality are audio quality, se-
mantic alignment, and temporal alignment.

Audio quality includes attributes such as timbre, reverberance, echoes, harmonic distor-
tions, quantization noise, pops, and clicks [44]. Perceptually the audio quality encom-
passes the clarity, fidelity and naturalness of the audio. Clarity of audio is the absence of
audio artifacts, muffling, and loss of spectral and temporal definition. Fidelity is a mea-



sure of how correct a sound is acoustically, and naturalness measures how perceptually
realistic a sound is.

Semantic alignment refers to the semantic relationship between the produced audio and
the reference video. The meaning of the video’s visual content should match with the
audio. Corresponding sounds in the generated audio should represent the objects, ac-
tions, and scenes in the video. For instance, a video of a lion should yield sounds such
as roaring, growling, or footsteps. In addition to explicit aspects which are the elements
visible in the video, semantic alignment also consists of implicit aspects. Implicit aspects
include hidden objects, and scene context. V2A models should be able to generate audio
of a car even if it is driven out of frame.

Scene context refers to the broader environmental, ambiance and acoustic cues in the
video rather than singular objects. A video recorded underwater should yield muffled
audio, and a video of a street of a big city should yield background noises of people and
traffic without them ever appearing in frame.

Temporal alignment refers to the synchronization between the audio events with their cor-
responding visual events. High quality, semantically relevant generated audio is perceptu-
ally pleasing, and provides the necessary elements to depict scene in a video. For Foley
sounds however, the sound effects are required to be synchronized with the actions in
the video to be convincing and believable to the viewer. Temporal alignment is objectively
assessed with an offset measurements, but it only partially reflects the synchronization.

A generated temporally well aligned audio should have the corresponding sounds of the
actions at the same time when they are performed in the video. There exist more ways for
audio to be unsynchronized than synchronized. Onsets of sound events could be delayed
compared to the visual events, which can be measured as an offset like DeSync. V2A
models can also generate the sound events in the absence of corresponding visual cues,
or fail generate sound events during visual cues. The length of the sound events also
affects the perceived quality. A sound should neither stop during its corresponding visual
action, nor persist after the action, even though its onset is correctly timed. Mismatches
in temporal alignment are notable, and significantly degrades the perceived audio-visual
consistency.

Spatial alignment is an emerging quality dimension in V2A, which describes how syn-
chronized multichannel audio and video are spatially [45]. For a spatially well aligned
video-audio pair, the stereo audio for example should indicate the sound of a car moving
from right to left in accordance with the video. However, it is not an established dimen-
sion in V2A Foley since the models primarily output their audio as single-channel. Spatial
alignment is therefore not explicitly considered in this thesis.

The said quality dimensions are typically assessed through mean opinion score (MOS)-
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based subjective evaluation. MOS is a listening test standardized for telephony by ITU-T
[46]. It uses a 5-point listening-quality scale ranging from 1 (Bad) to 5 (Excellent) from
which the mean ratings across all participants are calculated. Several V2A models [3,
5, 42, |47] have adopted the MOS-based subjective evaluation to complement objective
metrics, which may not fully capture perceptual quality. The scores are obtained from
human listeners, who can be professional evaluators or general users recruited by open
calls or crowdsourcing platforms [7] such as Amazon Mechanical Turk.

However, there is no standardized set of subjective evaluation dimensions. For instance,
[47] uses a scale of 1 to 100 in assessing overall quality, audio quality, semantic align-
ment, and temporal alignment. In contrast, [3] asks listeners to rate the audio fidelity and
relevance in a 5-point Likert scale, while [5] assesses audio quality (MOS-Q) and content
alignment (MOS-A) with the same scale. [42] also employs MOS-Q, but they describe
its different dimensions: technical aspects, production complexity, subjective experience,
and content utility. Alongside MOS-Q, they employ MOS-C (Consistency Assessment)
which evaluates semantic consistency, temporal synchrony, and spatial accuracy. The
relatively uncommon dimensions from [42] were adopted from an automatic quality as-
sessment model [48] which proposed four axes of audio aesthetics: Production Qual-
ity (PQ), Production Complexity (PC), Content Enjoyment (CE), and Content Usefulness
(CU). The model is also used as an objective evaluation metric, though it is not considered
in this thesis.
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3. METHOD

The methods in evaluating of the correlation between subjective quality and objective
metrics are introduced in this chapter. The setup for obtaining the subjective quality as-
sessments of the V2A model outputs is described in Section Section describes
the established objective evaluation metrics whose correlation with subjective quality is
examined in this thesis, and the tools used to compute them. Section introduces
two multimodal embedding models as candidates metrics used also in the objective qual-
ity assessment. Finally, Section covers how the correlation between subjective and
objective scores is computed. The evaluation pipeline is presented in Figure

audio + video

\ 4

V2A-mapper H Je———— }— /—'ﬁ
},

Subjective evaluation
> Frieren H siese it b

(MOS)
- J Correlation
)
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(av-benchmark)

(with text) ;A—/
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4>{Groundtruth H Sl e }— i WAVE, LB

Figure 3.1. Evaluation pipeline.

3.1 Subjective Quality Assessment

The dataset used in the subjective quality assessment consists of 30 10-second videos.
Six different videos from the VGGSound [15] dataset were selected and used to gener-
ate audio with V2A-mapper [3], Frieren [5], V-AURA [4], and MMAudio [6]. The original
videos were selected to cover different classes, and they do not contain background mu-
sic, narration, or post-production edits. The video class labels are listed in Table [3.1]
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which were also used as the additional text prompt for MMAudio. Each generated audio
by each model was dubbed onto the original video, and the unmodified original videos
are included in the dataset as the ground truth.

ID | VGGSound Class
machine gun shooting

playing violin, fiddle
chopping wood
playing badminton
chicken crowing

D oA W N =

playing congas

Table 3.1. Videos selected for subjective quality assessment.

Subjective evaluations were conducted using an online listening test interface. Partic-
ipants were asked to evaluate the 30 samples (approximately 5 min in total) on audio
quality, semantic alignment, and temporal alignment on a 5-point Likert scale. The order
of the videos were randomized, and no specific listening conditions were required. Partic-
ipants were not informed that the ground truth samples were included in the evaluation. A
screenshot of the listening test interface is provided in Appendix [Al The participants were
recruited by open calls across university channels and online communication platforms.
Participants (n = 34) were primarily university students, staff, and software developers,
though no formal demographic profiling was conducted.

3.2 Objective Quality Assessment

The objective metrics were computed on the same 30 samples used in the subjective
quality assessment for each of the four models and the ground truth. The results for the
established objective evaluation metrics were calculated using av-benchmarX{} a bench-
mark tool proposed with MMAudio, used for evaluating audio-text and audio-visual gener-
ation. Fréchet distances were calculated with the embeddings from PaSST [32], PANNs
[33], and VGGish [31]. For other distribution-based metrics, Kullback-Leibler divergence
and Inception Score, only embeddings from PaSST and PANNs were used. The ground
truth audio serves as a reference distribution in calculating FD and KL. Due to the small
sample size per model (n = 6), Inception Score was calculated without splits resulting
in a single mean value without standard deviation. The multimodal metrics, ImageBind
[40] Score for semantic alignment and DeSync [24] for temporal alignment, were also cal-
culated using the benchmark tool. In total, the benchmark is used for computing seven
distribution-based scores, and two multimodal scores.

"https://github.com/hkchengrex/av-benchmark
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3.3 Metric Candidates

In addition to the established metrics, two candidate multimodal embedding-model-based
metrics are evaluated on the dataset. The models from which the candidate metrics are
derived are WAVE [49] and LanguageBind [50]. Both models produce joint embeddings
across different modalities, enabling semantic similarities between video and audio with-
out referencing to ground truth.

WAVE (Unified & Versatile Audio-Visual Embeddings) is a multimodal large language
model (MLLM), introduced by researches at Tsinghua University and Tencent, built on
the Qwen2.5-Omni backbone [51]. It creates a unified representation space for text, au-
dio, and video modalities, enabling strong performance on any-to-any retrieval tasks and
multimodal question answering. WAVE also supports prompt-aware embeddings accord-
ing to user instructions.

LanguageBind is a language-based multimodal model, proposed by Zhu et al. from
Peking University and Tencent, which creates joint embeddings across multiple (N) modal-
ities by extending video-language pretraining. Instead of binding different modalities to im-
ages like ImageBind, LanguageBind uses the language modality to bind different modal-
ities to the shared embedding space. The performance of LanguageBind exceeds that
of ImageBind’s in text-to-video retrieval, cross-lingual classification, and language-based
multimodal joint retrieval in zero-shot settings, making it also a potential candidate metric
to be considered.

WAVE and LanguageBind were trained using a contrastive learning paradigm. They use
a contrastive learning objective based on the InfoNCE (Information Noise-Contrastive
Estimation) loss [52], where the similarity function in the loss is computed with cosine
similarities (or equivalently a dot product between normalized features). Based on this,
the candidate metrics, which serve as proxies for semantic alignment, are computed us-
ing cosine similarities between the feature embeddings produced by the models. The
final metrics are reported as the mean cosine similarity across all video-audio pairs in
the dataset. The metric computed using WAVE embeddings is referred to as the WAVE
Score. Following the usage of ImageBind in evaluating V2A models, the metric computed
using LanguageBind embeddings is referred to as the LanguageBind Score (LB-Score).
For both models, two variants of the metric was computed.

WAVE accompanies all non-text inputs with a text prompt, which is used as an instruction
to the LLM. The multimodal feature embeddings are obtained for retrieval tasks with a
general prompt along the lines of "Describe the video". Both metrics from WAVE were
computed with the feature embeddings from the video-to-audio retrieval task. For the
default score (WAVE Score), the default prompts of the retrieval tasks (video-audio-to-
text and video-to-audio scripts) were "Please describe the [modality]" for video and audio.
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Similarly, a detailed prompt was used to obtain the feature embeddings for the WAVE getaiteq
Score. The prompts were more different for both modalities. The prompt for audio was
"Please describe the audio using a short list of concrete sound events. Focus on what is
happening (e.g., speech, music, footsteps, engine). Do not explain or interpret. Use brief
phrases only.", while the corresponding for video was "Please describe the video using a
short list of concrete visual events. Focus on what is happening (people, objects, motion).
Do not explain or interpret. Use brief phrases only." The different prompts define the two
score variants computed with WAVE.

Unlike WAVE, LanguageBind is not an MLLM and does not use text prompts. Language-
Bind does however have configuration choices such as the different encoder models. The
default audio and video encoders used in the released implementation are Language-
Bind_Video_FT and LanguageBind_Audio_FT where FT denotes fine-tuning. The default
LB-Score is calculated from the embeddings from these two. In computing LB-Scorey; s,
the same audio encoder was used alongside a newer video encoder called Language-
Bind_Video_V1.5_FT which is trained on 10 million video-text pairs instead of the initial 3
million. These two encoder configurations define the two LB-Score variants evaluated in
the experiments.

3.4 Correlation Calculation

Spearman’s rank correlation coefficient was used to evaluate how well objective metrics
reflects the different quality aspects of the generated audio. The correlation coefficient
was chosen due to the small sample size (n = 5) and the absence of distributional as-
sumptions. Spearman’s correlation, denoted as r,, measures the monotonicity of the
relationship between two datasets by converting raw values of the metrics and MOS to
ranks and calculating the correlation between them. It describes the agreement of the
objective metrics with human judgment on the rankings of the models. The Spearman’s
coefficient is defined as follows for each objective metric:

62d2

s=1—————==
" n(n?—1)

(3.1)
where d; is the difference between the rank of the i-th model's metric value and its MOS
rating among all of the models, and n is the total number of models.

The correlation is calculated between the selected metrics listed in Section and the
three MOS aspects: audio quality, semantic alignment, and temporal alignment. p-values
were also computed alongside each correlation coefficient to assess the consistency with
the null hypothesis of no association. However, they are reported only as descriptive
indicators due to the small sample size.
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4. RESULTS

This chapter presents the results of the subjective and objective quality assessment of
the models and the correlation results between them. The ground truth will be included
as a reference baseline for comparison in this thesis.

4.1 Results of Subjective Quality Assessment

The results of the subjective quality assessment are presented in Figure The error
bars, clipped to the valid MOS range of 1-5, represent the standard deviation of ratings
across the 34 participants. The MOS scores with standard deviations are presented in
Table [4.1] The corresponding standard deviations indicate that participants were most
consistent in ratings of the audio quality compared to semantic and temporal alignment.
Across all the models, participants were most consistent in evaluating the ground truth
audio. This is indicated by the bold values which are also used in the other tables in this

chapter.
N Audio Quality Semantic Alignment Temporal Alignment
5 3.45 3.11 3.32 3.35 3.82 4.11 3._(31 4.28 4.45 4.29
313 311 | 201 3.16
4
o
[
5 1.89
&
(%] 37
o
E —
5 1 L
1 T T T T T
V2A-Mapper Frieren V-AURA MMAudio Ground Truth

Figure 4.1. MOS results.

As shown in Figure the ground truth is the best performing in all aspects, serving
as an upper-bound reference for the models being evaluated. The models are arranged
from left to right by mean performance. The first three models, V2A-Mapper, Frieren, and
V-AURA, have a relatively similar score for audio quality (3.13, 3.11, 3.16) which are not
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Aspect V2A-Mapper Frieren V-AURA MMAudio | Ground Truth
Audio Quality 3.13+1.31 | 3.114+1.31 | 3.16+1.33 | 3.82+1.19 | 4.284+1.09
Semantic Alignment | 3.45+1.47 | 3.71+£1.38 | 3.824+1.40 | 4.114+1.26 | 4.45+1.16
Temporal Alignment | 1.89+1.33 | 291 +1.48 | 3.35+1.53 | 3.61+£1.44 | 4.29+1.19

Table 4.1. MOS scores with standard deviations.

in the ascending order. However, these three models are in the ascending order based
on the semantic and temporal alignment. Rest of the models follow the ascending order.

The model performing the closest to the ground truth was MMAudio, which was also the
only model taking text description as an addition input. The earliest V2A-model approach
performed poorly especially on the temporal alignment aspect which they acknowledge
being a major issue in their work. All of the models score the highest on the semantic
alignment aspect which indicates the models being better at generating relevant audio
than good quality or well timed. The MOS results, even with high variance, show clear
distinct orderings of the models across the three quality aspects.

4.2 Results for Objective Evaluation Metrics

The results for objective evaluation metrics are presented in Table 4.2/ and Table In
contrast to the MOS results, there is not a clear ranking determined by the distribution-
based metrics. MMAudio, the best performing model in subjective evaluation, scores the
best only on KLpanns @nd ISpanns: FDvgg and FDpanns rank V-AURA the highest, while
FDpasst and I1Sp,sst Yield the highest score for Frieren.

The ideal scores for FD and KL, which both require reference audio for their computation,
are 0. This is confirmed by comparing the ground truth audio to itself. IS does not
compare the generated audio with the ground truth and therefore it does not have a fixed
optimal value. Notably, MMAudio exceeds the reference value computed for the ground
truth when evaluated using ISpanns-

Model FDvgG | | FDpanns | | FDpasst | | KLpanns 4 | KLpasst | | ISpanns T | I1Spasst T
V2A-Mapper 23.07 92.30 819.75 1.51 2.62 4.78 4.05
Frieren 15.20 70.24 575.27 0.95 1.54 4.58 4.57
V-AURA 14.60 62.78 922.66 1.24 1.77 4.27 3.62
MMAudio 15.95 82.32 675.09 0.75 0.59 5.20 4.44
Ground Truth 0.00 0.00 0.00 0.00 0.00 4.82 4.85

Table 4.2. Results for distribution-based metrics.

Table presents the results for multimodal metrics that take the visual input into ac-
count. Similarly to IS in Table the multimodal metrics do not have the ground truth
result serving as the fixed upper bound, as the metrics measure the audio-visual cor-



17

respondence and not the divergence from the ground truth distribution. This is illus-
trated by MMAudio achieving higher scores than the ground truth in IB-Score, WAVE, and
WAVEdetaiIed .

Unlike distribution-based metrics, results of the multimodal metrics consistently suggest
that MMAudio is the best overall performing model considering semantic and temporal
alignment. All metrics, except for LB, rank the model performances in the same ascending
order. Default LB ranks Frieren as the worst performing model instead of V2A-Mapper,
contrary to other metrics. The closest values between models were observed for WAVE
and LB scores. For instance, MMAudio and V-AURA in WAVE (0.855 vs. 0.853) achieved
almost identical values, while V2A-Mapper and Frieren in WAVE e @and LB scores
(0.544 vs. 0.546, 0.293 vs. 0.290, 0.276 vs 0.277) also had similarly minor differences.

Model IB-Score 1 | DeSync | | WAVE 1 | WAVEgetailea T | LB T | LByys T
V2A-Mapper 38.74 1.433 0.757 0.544 | 0.293 0.276
Frieren 41.75 0.750 0.837 0.546 | 0.290 0.277
V-AURA 42.66 0.500 0.853 0.585 | 0.305 0.294
MMAudio 48.82 0.200 0.855 0.606 | 0.346 0.328
Ground Truth 46.94 0.100 0.830 0.572 | 0.352 0.333

Table 4.3. Results for multimodal metrics. IB-Scores are scaled by 100 following standard
convention.

4.3 Results for Spearman’s Correlation

The Spearman’s rank correlations are presented in Table[4.4]and Table [4.5]for the distribution-
based and multimodal metrics, respectively. From the distribution-based metrics, FDygg
and FDpanns Share the same correlation coefficients. They both moderately correlate
with audio quality, and strong correlation with semantic and temporal alignment. FDpagst
shows the weakest correlation among the FD variations. It is weakly correlated with audio
quality, and moderately correlated with semantic and temporal alignment.

KLpanns @and KLpasst both display strong correlation with audio quality, and very strong
correlation with semantic and temporal alignment. KL metrics were the only metrics that
demonstrated statistically significant correlations (p < 0.05) for multimodal alignments.
Both IS variants had the same moderate correlation with the multimodal alignments, but
differed in the correlation with audio quality. 1ISpanns Shows strong correlation while 1Sp,sst
correlates weakly.

DeSync correlates perfectly with temporal alignment with high statistical significance,
which aligns with its intended role in measuring audio-visual synchronization. It also pro-
duced a similar correlation with semantic alignment. For audio quality, DeSync showed a
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Metric Audio Quality | Semantic Alignment | Temporal Alignment
FDvec | -0.5 -0.7 -0.7
FDpanns 4 -0.5 -0.7 -0.7
FDpasst | -0.3 -0.5 -0.5
KLpanns 4 -0.7 -0.9* -0.9*
KLpassT | -0.7 -0.9* -0.9*
ISpanns T 0.6 0.5 0.5
ISpasst T 0.3 0.5 0.5

“p < 0.05, ™ p < 0.01.

Table 4.4. Spearman’s rank correlations for distribution-based metrics.

Metric Audio Quality | Semantic Alignment | Temporal Alignment
DeSync | -0.9* -1** -1**
IB 1 0.8 0.9* 0.9*
WAVE 1 0.2 0.4 0.4
WAVE getaited T 0.6 0.7 0.7
LB 1 1** 0.9* 0.9*
LByis T 0.9* 1+ 1+

“p < 0.05, ** p < 0.01.

Table 4.5. Spearman’s rank correlations for multimodal metrics.

strong, statistically significant correlation. IB, used for capturing semantic alignment, had
a strong and statistically significant correlation with both alignments. It correlated strongly
with audio quality, although it was not statistically significant.

Neither of the WAVE variants had a statistically significant correlation with any aspects,
but it is observed that the metric computed with the more detailed prompt, WAVE getaited,
showed better correlation compared to the default version. Default WAVE shows weak
correlation with audio quality, and moderate correlations with multimodal alignment as-
pects. The detailed prompt improves these to moderate-to-strong, while audio quality
remained the weakest aspect.

LB showed perfect correlation with audio quality with high statistical significance, while
producing very strong and statistically significant correlations with the alignment aspects.
LBy15, which uses the newer V1.5 video encoder, showed a reversed pattern. It had a
highly statistically significant, perfect correlation with semantic and temporal alignment,
and a strong but statistically significant correlation with audio quality.
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5. DISCUSSION

This chapter interprets the results presented in Chapter[d]and discusses their implications
and limitations. The research questions introduced in Chapter [1] will be answered in the
following sections, which also ideas for future work.

5.1 Discussion of Results

For the distribution-based metrics, KL divergence showed the strongest correlations with
all three of the quality aspects. KL compares the predicted class distribution to the ground
truth distribution, so it is reasonable to expect that it can distinguish a model that produces
audio that do not semantically match with the ground truth. KL is not used for measuring
temporal alignment, but it still showed strong correlation with it. KL would not distinguish
between an audio that is not synchronized from the synchronized ground truth since both
would likely produce similar output distributions. It should not therefore be interpreted as a
metric measuring temporal alignment, particularly since it does not take video information
into account.

FD variants also correlate more strongly with semantic and temporal alignment than audio
quality. The results should be interpreted with caution due to the small sample size (n = 5)
and the assumption of Gaussian-distributed feature representations in Frechét distance
calculation. 1Spanns is the only metric that correlates with audio quality more than the other
aspects, still performing worse than KL. Compared to its other variant, 1Sp,ssT, it shows a
stronger correlation. This may explain why models such as Frieren [5] and MMAudio [6]
use PANNSs instead of PaSST for computing the Inception Score. It should be noted that
small sample size, especially for the distribution-based metrics, limits the reliability and
stability of the resulting estimates.

DeSync was the only metric intended to measure temporal alignment among the metrics,
and the results are consistent with its purpose. It ranked the models exactly how the lis-
teners also did. I1B, which is intended for evaluating semantic alignment, shows also very
high correlation with its intended quality aspect. The alternative candidate multimodal
evaluation metrics to IB showed both weak and strong performance compared to IB.

WAVE showed only moderate correlation which improved to strong with the outputs from
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a more detailed prompt. Despite the improvement, the correlation did not achieve statis-
tical significance or surpass IB’s correlation. LB, however, had the same correlation as
IB with statistical significance. LB using the newer video encoder did improve the cor-
relation to perfect, outperforming IB. IB ranked MMAudio as more semantically aligned
than the ground truth audio, which is contrary to the listeners’ evaluations as they ranked
the ground truth as the most semantically aligned. LB also ranked one pair inversely
compared to the listeners. LB ranked Frieren as the least semantically aligned instead of
V2A-Mapper, which listeners deemed to perform the worst on semantic alignment. LBy s,
which uses the improved V1.5 video encoder, is able to rank the models identically to the
listeners’ evaluations.

The results suggest LanguageBind with the V1.5 video encoder as a potential alternative
metric for serving as proxy for semantic alignment. WAVE did achieve sufficient results for
it to be considered as a potential alternative metric, but the results show that improving
the prompts can increase the metrics accuracy in its intended use case. Overall the
existing objective evaluation metrics do correspond to subjective quality reasonably well.
Especially the multimodal metrics, DeSync and 1B, show very strong to perfect correlation
with their intended quality aspects.

The correlation results of semantic and temporal alignment are identical for each of the
objective metrics. This caused by the ranking derived from the listener evaluations. The
MOS results show semantic alignment correlating perfectly with temporal alignment for
the selected models including the ground truth. This could suggest that the models tend
to improve overall and not only in a specific aspect, at least for the selected models of this
study.

In summary, both KL divergence variants showed the best correlations in all aspects com-
pared to the rest of the distribution-based metrics, while results of the established multi-
modal metrics, DeSync and IB, confirm their intended purposes. From the four selected
candidate metrics for semantic alignment, LBy, 5 was the only metric that outperformed
IB.

5.2 Limitations and Future Work

One of the main limitation of this study was the small sample size of models (n = 5),
which may affect the stability of the results and limit their statistical significance. The
reason for this was to keep the total amount of videos low enough to reduce participant
burden and avoid listeners fatigue, especially since the listening study was conducted with
voluntary participants. The small number of models and their simultaneous improvements
in both MOS-based semantic and temporal alignment resulted in all of the metrics having
identical correlation coefficients in both quality aspects. With identical coefficients, it is
not possible to distinguish from the results which aspects metrics capture better. DeSync
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showed perfect correlation with semantic alignment, as did LBy 5 with temporal alignment
although neither of the metrics is intended to measure the respective aspects. Also the
examination of the correlations with audio-visual alignments is limited for the distribution-
based metrics, which do not explicitly measure these aspects. This could be improved
with introducing semantically aligned but temporally delayed videos into the dataset.

Another major limitation was the small sample size of videos for each model (n = 6) also
with the same reasoning as the choice of the amount of the models. 6 videos are not
enough to fully represent the models’ capabilities and do not cover the wide variety of
possible Foley sounds. The small number of videos increases the sensitivity to outliers.
With more sample videos per model, the MOS evaluation results would be less sensitive
to sampling noise. For example audio quality evaluation scores for V2A-Mapper, Frieren
and V-AURA have small differences (3.13, 3.11, 3.16) (See Figure 4.1), which may reflect
true performance differences or sample noise that could be reduced with more video
samples. In general, more participants improve the reliability of the MOS estimates and
allow larger sample sizes by assigning each listener a random subset of stimuli, however
this was restricted due to limited resources. The results of the study should be further
validated at a larger scale, including increased sample sizes for videos per model, models,
and participants.

Future work could include the evaluation of KAD, which was proposed as an alternative
metric to FD. Another possible metric for measuring semantic alignment could be derived
from UNIALIGN [53], a shared-encoder multimodal model that aligns multiple modalities
within a unified embedding space with mixture-of-experts (MoE) architecture. However,
the checkpoints for it were not available at the time of this study.

An alternative approach to the study could be calculating the correlation coefficients with
audio-video pairs as samples instead of models. This would increase the sample size
and statistical significance without requiring additional source videos or additional V2A
models. However, this approach is only applicable for the multimodal metrics, since they
are possible to calculate for single video-audio samples, unlike distribution-based metrics,
which require the full dataset.
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6. CONCLUSION

The aim of this thesis was to evaluate the existing objective evaluation metrics for V2A-
models generating artificial Foley. The evaluation was performed by correlating the values
of the metrics with listeners’ subjective scoring on different quality aspects. In addition
to evaluating the existing metrics, new potential metrics capturing semantic alignment
between video and audio were assessed as alternatives. The established metrics in this
study were FD, KL, IS, DeSync, and IB. Alongside these, two additional metrics each
with two variations were evaluated to determine whether they would outperform IB for
measuring semantic alignment.

Experiments show that KL performed the best across the three quality aspects among
the distribution-based metrics. DeSync correlated perfectly with temporal alignment as
designed. IB was also validated as a semantic alignment capturing metric, although
with only a very strong correlation but not perfect. LBy1.5 showed perfect correlation with
semantic alignment, suggesting that language is a better modality alignment feature com-
pared to images in artificial Foley. Another candidate metric was WAVE but neither of its
variants outperformed IB, nor achieved statistical significance.

Other established metrics, variants of FD and IS, did not achieve statistically significant
correlations with any of the three quality aspects. Even KL variants did not reach statistical
significance for correlations with audio quality. Due to the small sample size of models (n
= 5), the results should be interpreted with caution. The study should be validated with a
larger number of models, videos, and participants. V2A generation, especially for artificial
Foley, is an emerging field, which is why a set of standard metrics that correspond well
with human perception, the ultimate goal of artificial Foley, remains to be established.
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APPENDIX A: SUBJECTIVE AUDIO-VISUAL
EVALUATION SUITE

Evaluation Sample 1 of 30

30

Audio is high quality.
1: Strongly Disagree, 2: Disagree, 3: Neutral, 4: Agree, 5: Strongly Agree
()

The audio is semantically aligned with the actions in the video.

1: Strongly Disagree, 2: Disagree, 3. Neutral, 4: Agree, 5: Strongly Agree
&

The audio is temporally aligned with the actions in the video.

1: Strongly Disagree, 2: Disagree, 3: Neutral, 4: Agree, 5: Strongly Agree
® (2

| Next |

Figure A.1. Screenshot of the evaluation interface.
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