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Large language models can generate source code from natural-language input. Compared
with the work on function-level benchmarks, experimental evidence on generating com-
plete frontend applications is still more limited. The materials a developer actually has on
hand are not free-form prompts but workflow artefacts such as requirements, wireframes,
and technical specifications. How these artefacts differ as inputs to a code-generating
LLM, and how their effect changes with task complexity, is not yet clear.

This thesis examines how workflow-driven input design affects the quality and reliability
of LLM-generated React applications. The study is an exploratory experiment with one
model, GPT-5.1 Instant accessed through OpenAl’s ChatGPT web interface. Across three
complexity levels (static rendering, stateful interaction, and asynchronous multi-step
workflow), five input conditions were compared, with three runs per cell. The conditions
cover requirements only, requirements with a textual or visual wireframe, and two follow-
up conditions at the complex level that add a technical specification. Each generated
application was built, run, and scored on functional, Ul, and code quality metrics, combined
into a weighted overall score.

The input effect depended on task complexity. For small and medium tasks, the effect of
these input differences was limited. For complex tasks, functional correctness was lower
and the results varied more between runs. Failures mainly came from asynchronous logic,
rather than visual layout. Adding a technical specification was associated with higher
functional correctness, while combining a textual wireframe with it produced less stable
results.

The study uses one model, one application domain, and three runs per cell. Within this
scope, the results suggest that input artefacts should be selected based on what the task
actually demands.

Keywords: large language models, frontend code generation, React, prompt engineering,
workflow-driven input design, wireframes, Ul code generation
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1 INTRODUCTION

1.1 BACKGROUND AND MOTIVATION

Large language models (LLMs) can generate source code from natural-language
descriptions, and they are now part of many software development tools [1]. Hu-
manEval [2] and MBPP (Mostly Basic Python Problems) [3] are two function-level
code benchmarks. Both contain standalone Python programming tasks, and recent
strong models solve many of them [4].

Most of this evidence comes from function-level benchmarks. Generating a com-
plete frontend application is outside that scope. A frontend project involves more
than isolated functions.

WebGen-Bench [5], a benchmark for LLM-generated interactive websites, reports
that even the best general agent-model combination passes only a limited propor-
tion of test cases.

Reliability therefore becomes a practical concern at the application level. This
raises a practical question: what can be done at generation time to improve relia-
bility? Prompt design is one such factor, because how a task is described to the
model affects what the model produces [6]. Most of this work assumes a single
free-form text prompt. In frontend work, however, developers often have additional
workflow artefacts available: requirements that state what the application should
do, wireframes that represent the intended interface, and technical specifications
that describe how the implementation should be structured. Some of these arte-
facts are still textual, but they have more structure than a single prompt. This
thesis groups them under the label workflow-driven input design.

Wireframes are one part of this comparison. They are studied in two forms because
layout can be supplied in different ways. A visual wireframe is close to what
designers usually produce. In the textual version, the layout is written out in words,
so the model does not need to interpret an image. Prior work does not yet make
clear which form helps more, or whether either form helps at all.

Task complexity is also relevant. Frontend tasks in practice are not uniform.
They go from simple pages to multi-step interactive applications. FullFront, a
full-workflow frontend benchmark, reports that current models still have trouble
with page perception, code generation, and interaction implementation, with com-
plex layouts and fine-grained visual perception as the main failure points [7]. So an
input setup that is enough for a simple page may not stay enough once the task
becomes more interactive. Whether the same input setup keeps working across
complexity levels is an open question.

When the basic input setup is not enough for the harder tasks, one option is to
add a technical specification. It gives more detail about structure and expected
behaviour and is already part of the normal frontend workflow. The thesis checks
whether adding this kind of guidance improves the output in those cases.



1.2 RESEARCH PROBLEM

Prompt design can affect LLM behaviour [6]. The quality of the task description
can also affect code-generation performance [8]. Most evidence on input effects in
code generation, however, comes from settings narrower than complete application
generation. Prior evaluations have often centred on function-level, method-level,
or class-level programming tasks [9], and the input in those evaluations is a single
text prompt.

Yet a frontend developer normally has more material on hand, including require-
ments, textual or visual wireframes, and technical orientation documents. These
artefacts may affect the generated application in different ways. It is not yet
clear how they compare as inputs for complete runnable frontend applications, or
whether their relative usefulness changes as tasks become more complex. The
thesis examines this gap.

Four research questions follow from this gap. RQ1 covers the overall comparison
across input designs. RQ2 to RQ4 address three related sub-questions: wireframe
modality, task complexity, and implementation-oriented guidance as a follow-up.

RQ1. How do different input designs affect the functional reliability, Ul behaviour,
and code quality of Al-generated React applications?

RQ2. How does providing a wireframe affect output quality, and how does its
modality (textual or visual) matter when one is provided?

RQ3. How does task complexity influence the effectiveness of different input
strategies?

RQ4. To what extent can additional technical guidance recover reliability in complex
frontend tasks where simpler input configurations may fail?

To investigate these questions, the experiment uses a single LLM to generate
React-based frontend applications under different input configurations and task
complexity levels. The generated projects are then built and run, and their behaviour
is evaluated against the original requirements. The full protocol (input materials,
complexity levels, evaluation criteria, and analysis procedure) is described in Chap-
ter 3.

1.3 STRUCTURE OF THE THESIS

The thesis is organized as follows. Chapter 2 reviews LLM-based code generation,
frontend development workflow, and prompt engineering, and then identifies the
research gap. Chapter 3 gives the experiment design. The results are reported
in Chapter 4. Chapter 5 connects these findings to the research questions and
explains the main limitations of the study. Chapter 6 gives the final conclusions
and outlines possible future work.



2 THEORETICAL BACKGROUND

The background for this thesis covers several areas. Section 2.1 starts with LLMs
and code generation, and looks at the capabilities and limits that matter for the
experiment. Sections 2.2 and 2.3 then turn to frontend development as the applica-
tion domain, including the kinds of tasks involved and the artefacts produced along
the development workflow. Prompt engineering is reviewed in Section 2.4, which
explains how input design affects code generation and defines the two notions of
reliability used in this thesis. Section 2.5 discusses the reliability challenges spe-
cific to LLM-generated frontend applications. The chapter ends with Section 2.6,
which pulls these points together and states the research gap addressed by the
experiment.

2.1 LARGE LANGUAGE MODELS AND CODE GENERATION

Large language models are trained on large text corpora and learn the statistical
patterns in that text [10]. To support code generation, similar models are trained or
fine-tuned on source code. Code-oriented LLMs are trained on large code corpora
across many programming languages, sometimes combined with natural-language
text, which supports their use in programming tasks [4]. These models can support
code generation, code completion, and code-related understanding tasks [1].

2.1.1 LIMITS OF CODE GENERATION

Code generation with an LLM is a form of conditional text prediction, and this
does not mean that the model has reasoned about program logic. The model
produces a probabilistic continuation of the prompt, shaped by patterns from
common libraries and idioms. Empirical analyses show that performance on
code generation is higher on samples that overlap with the pretraining corpus,
which suggests that performance can depend on previously seen patterns [11].
The output therefore reflects patterns learned from code and natural language
during training, while fluent output does not show task understanding [12]. In code
generation, this means that the model has not necessarily checked program logic
or runtime behaviour [13].

This limitation matters for code generation because programs often require several
dependent decisions to be correct. On compositional tasks such as multi-digit
multiplication and dynamic programming, Dziri et al. show that autoregressive
generation becomes less accurate as the task requires more dependent steps,
because an error made early is carried into the later steps [14]. Code-generation
studies report related effects: even a single potential bug in the prompt context can
lower completion pass rates [15]. Using REval, a benchmark for evaluating code
LLM reasoning about program execution, Chen et al. report limitations in runtime-
behaviour reasoning and in consistency across sequentially related execution
tasks [13].



Passing limited benchmark tests does not show that a generated program is correct
under a broader set of test inputs. Liu et al. show that standard pass@k scores
can overestimate functional correctness once the original benchmark tests are
extended with additional generated test inputs and corner cases [16]. Here, pass@k
is the probability that at least one of k generated candidate solutions passes the
benchmark tests. This gap motivates the reliability framing in Section 2.4.2.

2.1.2 EVOLUTION OF CODE-GENERATION MODELS

Modern code-generating LLMs developed through changes in architecture, training
data, and post-training methods, not from a single breakthrough [4]. As an exam-
ple, figure 2.1 traces the OpenAl line from the Transformer architecture to GPT-4,
marking milestones in code-generation LLM development. This is not a complete
history of LLM development. This line is chosen for two reasons. First, the model
used in the experiment of this thesis is an OpenAl model. Second, the OpenAl
line of models covers each of the main changes discussed below (architecture,
scaling, code specialization, instruction tuning), and each change is used in current
code-generation LLMs. The milestones marked in the figure are the Transformer
architecture [17], few-shot language modelling with GPT-3 [18], code-specialized
generation with Codex [2], instruction following with InstructGPT [19], and a later
instruction-tuned general-purpose model with code capability, GPT-4 [20].

Transformer GPT-3 Codex InstructGPT GPT-4
(2017) (2020) (2021) (2022) (2023)
self-attention; scal- autoregressive; fine-tuned on RLHF (reinforce- instruction-tuned
able architecture few-shot prompting public source code ment learning general-purpose
from human model with
feedback); instruc- code capability

tion following

Figure 2.1: Milestones in one representative line of code-generation LLM develop-
ment.

Figure 2.1 begins with the architectural change and the move to scale. The Trans-
former replaced recurrence and convolution with self-attention, which both relates
positions in a sequence and supports parallel training at large scale [17]. GPT-3
then showed that a large decoder-only language model could perform many NLP
tasks directly from text prompts, using either a task description alone or a few
examples, without updating the model weights [18]. This was different from the
earlier practice, where each new NLP task usually required fine-tuning a model on
labelled examples. Later scaling work refined the training side by studying how
model size and training tokens should be balanced under a fixed compute budget
[21]. Prompt design therefore became a standard way to pass task information to
an LLM.

The third milestone marks the move from general language modelling to code-
specialized models. Codex was OpenAl’'s family of code-generation models, in-
troduced in 2021. It was built by fine-tuning GPT-3 models on publicly available
code from GitHub [2]. This step later became part of a broader pattern in code



LLM development: general language-model architectures were adapted for code
generation with code-focused training data [4].

The last two milestones cover instruction tuning and a later instruction-tuned
general-purpose model. Pretrained models, including code models, are trained
mainly to continue text, which does not automatically make them good at following
user instructions. Ouyang et al. used supervised examples and reinforcement
learning from human feedback to fine-tune GPT-3 models so that they followed
written instructions more closely [19]. GPT-4 continued in this direction as a later
instruction-tuned model that handles many task types, including code generation,
and also accepts image input alongside text [20]. The experiment uses a model
of this kind, which accepts both text and image input in a single prompt, and
compares different input artefact combinations (requirements, textual wireframes,
visual wireframes, technical specifications) in a frontend-code generation task.

2.2 FRONTEND DEVELOPMENT TASKS AND THEIR
CHARACTERISTICS

Frontend development is the implementation of the client-side part of a web or
mobile application. It is the layer users see and interact with. It covers visual
layout, user interaction, client-side state, and communication with backend services
through application programming interfaces (APIs). Modern web applications
run a large amount of logic in the browser. The frontend has to respond to user
actions, keep state consistent, request data from APIs, and present results in a
usable interface. These responsibilities go beyond rendering a fixed layout, and
their balance changes from task to task. These interacting responsibilities also
make frontend behaviour a common source of implementation faults. An empirical
study of 502 fixed client-side JavaScript bug reports found that around 68% of the
analysed JavaScript faults were DOM-related, meaning that they involved faulty
interactions between JavaScript code and the Document Object Model [22].

The reviewed frontend-code-generation literature does not provide a single widely
accepted classification of frontend tasks. Earlier web engineering work describes
a shift from traditional Web applications toward applications with richer interaction,
better responsiveness, more client-side processing, asynchronous communication,
and client-side data handling [23]. Browser-based applications can also follow
several built-in client-side architecture models, including DOM/DHTML, Canvas,
WebGL, SVG, and Web Components [24]. Recent work on LLM-generated frontends
also treats multi-file web applications, with functional operations, dynamic content
rendering, and API integration, as a separate level of difficulty [5]. Building on
these distinctions, this thesis groups frontend tasks by what each task requires at
runtime: whether it only renders data, whether it must maintain client-side state
and respond to user events, and whether it must coordinate asynchronous data
sources.

Three modes of frontend tasks are distinguished in this thesis using these criteria.
These modes are categories defined for this experiment, not a standard taxonomy.
The first mode is static rendering, which binds data to layout without user-driven
state changes, so the rendered output depends only on the input data. The second



mode is stateful interaction, which introduces local state and synchronous event
handling. Components respond to user actions, but data flow stays within the client
and execution is driven by discrete events. The third mode is asynchronous multi-
step workflow. On top of stateful interaction, this mode also requires coordinating
asynchronous data sources whose completion order is not known in advance,
maintaining state across multiple screens, and keeping operations in the intended
order when runtime timing varies.

The three modes form a gradient of increasing difficulty. The complexity levels
used in the experiment are mapped onto this gradient (Chapter 3), and Table 2.1
summarizes the mapping and the execution demands of each mode.

Table 2.1: Operational frontend task modes defined in this thesis and their mapping
to the experimental complexity levels.

Mode Execution demands Complexity
level

Static rendering Binding data to layout without user-driven state. small
Output depends only on input data.

Stateful Local state and synchronous event handling. medium
interaction Data flow stays within the client.

Asynchronous Coordinating asynchronous data sources, complex
multi-step maintaining state across screens, and ordering

workflow operations whose sequence depends on

runtime timing.

The unit of study in this thesis is a complete application. Generating a complete
application introduces concerns that function-level generation does not. The files
have to fit together and support coherent application behaviour, but many of the
dependencies between them are not visible in any single file or local fragment.
The LLM has to infer the intended behaviour from the overall task description and
keep it consistent across the project. This can be seen as a frontend case of a
more general issue in the shift from single-file to repository-level code tasks, where
cross-file context is a key challenge [25]. Related work at the repository level also
reports that retrieving and using cross-file context can improve repository-level
code-completion performance [26].

At this application level, this thesis uses React, a component-based JavaScript
library that is widely used in professional web development. The 2025 Stack
Overflow Developer Survey reports recent React use by 46.9% of professional
developers, ahead of Angular and Vue.js in the web frameworks category [27].
React organizes the user interface as a tree of composable components, and ties
rendering and state updates to component structure and state changes [28]. All
experimental conditions use the same framework, so the framework is not treated
as a variable in this study.



2.3 FRONTEND DEVELOPMENT WORKFLOW

Frontend work is also part of a software engineering process, which includes
specification, design, and implementation activities [29]. The role of requirements
is to state what the system should do [30]. Wireframes describe the intended
interface structure, layout, and navigation flow [31]. Architectural and technical
design documents record implementation-relevant decisions such as structure
and quality attributes [32]. In larger organizations these correspond to the work of
product, design, and engineering, respectively.

In this workflow, LLMs can act as coding assistants that generate source code from
natural-language descriptions or specifications [4], [33]. In frontend specifically,
LLM-based agents have been evaluated on creating multi-file website codebases
from natural-language instructions [5], and multimodal large language models
(MLLMs) have been evaluated on generating webpage code from interactive proto-
types [34].

Requirements, wireframes, and technical design documents are complementary
artefacts in the same process. Each carries a different kind of information about
the target application. Prior work on automated frontend code generation has
examined several of these inputs in isolation: textual requirements as prompts
[35], visual mockups and webpage screenshots as multimodal inputs [36], [37],
structured requirements for code generation [38], and specification-aligned guid-
ance for code generation [39]. Less work has examined whether combining these
artefacts improves the reliability or quality of complete generated applications.

2.4 PROMPT ENGINEERING AND INPUT DESIGN FOR CODE
GENERATION

How a task is described to an LLM affects what the model produces. This effect
motivates prompt engineering, which studies how to design model inputs so that
the output better matches the task [6]. Several lines of work are relevant to input
design for frontend code generation. Table 2.2 summarizes these lines of work
and their relevance to this thesis.

2.4.1 PROMPTING TECHNIQUES AND STUDY SCOPE

The most basic technique listed is zero-shot prompting, where the model is asked
to perform a task from a task description, without worked examples [18]. Few-shot
prompting extends this by including a small number of input-output examples in
the prompt. Both work through the prompt alone. Instruction tuning is a separate
approach and modifies the model itself. InstructGPT showed that supervised
tuning combined with reinforcement learning from human feedback can improve a
model’s ability to follow user instructions [19]. All experimental conditions in this
thesis use zero-shot prompting.

The most directly relevant part for this thesis is structured prompt design. Prompt-
pattern catalogues describe reusable ways of structuring prompts, for example



Table 2.2: Prompt engineering techniques discussed in this section and their
relevance to input design in this thesis.

Technique

Core idea

Relevance to this
thesis

Zero-shot and
few-shot prompting
[18]

Instruction
following [19]

Structured prompt
design [40], [41]

Reasoning prompts
[42], [43]

Iterative refinement
[44], [45]

Solve a task by describing it (zero-shot) or
by including a few worked examples
(few-shot), without retraining.

Train the model to follow user instructions
through supervised tuning and
reinforcement learning from human
feedback.

Organize the prompt into roles, sections,
constraints, or sub-tasks rather than
free-form text.

Ask the model to produce intermediate
reasoning steps before the final answer.

Refine an initial output across multiple
turns, with feedback from tests or
critiques.

Establishes the
prompting setup.
This thesis uses
zero-shot
prompting across
all input conditions.

Explains why
instruction-tuned
models can
respond to explicit
task instructions
and constraints.

Motivates
presenting
requirements,
wireframes, and
technical
specifications as
separate prompt
sections.

Marks a boundary
of this thesis: the
study varies input
artefacts, not
requested
reasoning style.

Marks a boundary
of this thesis: the
study evaluates
single-shot
generation, not
repair loops.

by making the requested role, context, instructions, and constraints explicit rather
than leaving them implicit in free-form text [40]. Decomposed prompting goes
further and splits a complex task into sub-tasks that can be addressed in sequence
[41]. The workflow-driven input designs in this thesis are a domain-specific use of
structured input. Requirements, wireframes, and technical specifications describe
different parts of the frontend task. The prompt keeps them in separate sections
instead of merging them into one paragraph.

Reasoning prompts, mainly chain-of-thought prompting, ask the model to write



intermediate steps before the final answer, and improve performance on some
multi-step reasoning tasks [42], [43]. This thesis does not request such intermedi-
ate steps. All conditions ask the model for code directly.

Iterative refinement methods refine an initial output across multiple turns. In Self-
Refine, the model critiques and revises its own answer [44]. AlphaCodium uses
a code-oriented flow that runs and revises generated code with test feedback
[45]. These methods study a multi-turn process, not a single generation. This
thesis evaluates single-shot generation, where one application is produced from
one prompt without further interaction. This setting also matches a common case
where a developer asks for an initial draft from one prompt.

2.4.2 RUN-TO-RUN RELIABILITY

The same prompt to the same model can give different outputs in different runs,
because decoding usually uses random sampling. So one successful generation
may give a weak picture of how that prompt behaves overall. One existing use
of this variability is self-consistency for reasoning tasks: the model is sampled
several times on the same question, and the most consistent answer is taken as
the final one [46]. This thesis uses repeated generations from the same prompt to
observe how outputs differ across runs.

Because the same input condition can produce different outputs across runs,
this thesis separates two notions of reliability. Functional reliability asks whether
a generated application implements the specified behaviour and runs without
breaking. Run-to-run reliability asks whether the same input condition produces
outputs of comparable quality across repeated generations. The two interact in
practice. The same condition can produce a working application in one run and a
broken one in another. The successful run is functionally correct on its own, but
the failed run shows the condition is not reliable across runs. For this reason, the
experiment generates each input condition multiple times.

2.5 CHALLENGES IN LLM-GENERATED FRONTEND
APPLICATIONS

Three groups of challenges are relevant here: general code-quality issues, frontend-
specific failures, and limits of visual input.

2.5.1 CODE-QUALITY ISSUES IN SINGLE-SHOT GENERATION

LLM-generated code can compile and still behave incorrectly. Chen et al. identify
non-syntactic mistakes in code generated by top-performing models, including
condition errors, index issues, APl misuse, and incorrect math knowledge. They
also link some of these mistakes to misleading coding-question specifications and
missed edge cases [47]. An empirical study of code generated by Transformer-
based models also finds that code smells and security smells can appear in
both training datasets and generated outputs [48]. Although these issues are
not specific to frontend development, they remain relevant in frontend projects
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because the same defect categories can appear in state updates, rendering, and
event handling.

At the code level, the practical issue is that an output can look acceptable while still
missing the requested behaviour. Chen et al. report non-syntactic mistakes where
generated code compiles or runs but fails to meet the functional requirements
[47]. Larbi et al. report a related input problem: ambiguous, contradictory, and
incomplete task descriptions reduce code-generation performance and increase
the Runnable but Incorrect Rate (RIR) [8]. HumanEvalComm further reports that,
when code-generation tasks are unclear, code LLMs often generate code instead
of asking clarifying questions [49]. These findings support evaluating generated
frontend applications by their required behaviour.

2.5.2 FRONTEND-SPECIFIC FAILURES

Frontend applications have their own failure modes beyond general code issues.
Recent application-level benchmarks have reported such failures. On WebGen-
Bench, even the best general agent-model combination passes only a small share
of test cases when asked to generate full interactive websites from scratch [5].
FullFront finds limitations across page perception, code generation, and interaction
implementation, with complex layouts and fine-grained visual perception as the
main failure points [7]. Interaction2Code reports that MLLMs perform worse on the
interactive parts of generated pages than on full static webpage generation, and it
lists recurring failure types such as missing interactive elements, no interaction,
partial implementation, and wrong functions [34].

A related prompt-level concern in frontend generation is long-context handling.
Frontend tasks naturally produce long, multi-section prompts when requirements,
wireframes, and technical guidance are supplied together. A study of long-context
behaviour reports that information placed in the middle of a long input is used
less reliably than information at the beginning or end [50]. This may affect how
workflow artefacts should be ordered in a prompt.

2.5.3 LIMITATIONS OF VISUAL INPUT

Visual input has been explored in frontend code generation. Image-to-code ap-
proaches use webpage screenshots or Ul mockups to generate GUI code or
HTML/CSS that approximates the visual layout [36], [37]. Design2Code evaluates
screenshot-to-code generation for real-world webpages and reports remaining
gaps in visual element recall and layout generation [51]. Interaction2Code extends
this evaluation to interactive prototypes [34].

Visual input alone has limits. A screenshot or mockup shows layout and visual
hierarchy, but it does not specify which buttons trigger which behaviours, how state
should change after an interaction, or what should happen on the next screen. A
textual wireframe works differently, it can describe intended behaviour explicitly
(for example, ‘clicking Add increases the count by one’), but it does not give the
spatial precision that a visual carries. In this thesis, textual and visual wireframes
are treated as two separate input conditions so that the experiment can compare
them under matched conditions. This is an experimental design choice and does
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not assume that the two cannot be combined in practice. Each modality carries
information with different strengths, and which one is more useful for generating
arunnable application is examined under RQ2.

2.6 SUMMARY AND RESEARCH GAP

The previous sections have presented three points relevant to this thesis. First,
code-generating LLMs can produce coherent code from natural-language input, but
evidence from function-level benchmarks does not directly show whether complete
frontend applications will run correctly, and application-level reliability remains
uneven. Second, frontend development involves several workflow artefacts, includ-
ing requirements, textual and visual wireframes, and technical specifications, and
these artefacts carry different kinds of information about the target application.
Third, prompt engineering work shows that input design affects what the model
produces, and output can vary across runs of the same prompt, so one generated
application may not represent how an input condition performs.

Based on these points, this thesis addresses a specific research gap. Most prior
frontend code-generation research has evaluated either code accuracy on small
isolated tasks, visual fidelity on static pages, or model and agent setups under
fixed input conditions. How different combinations of workflow artefacts affect the
reliability of complete frontend applications under matched generation conditions
has received less attention. The experiment in this thesis addresses this gap. It
compares input configurations, varies task complexity, and repeats each condition
across multiple runs.
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3 EXPERIMENT DESIGN

The experiment in this chapter examines how input guidance affects the quality
and reliability of LLM-generated React applications. It has five input conditions,
three task complexity levels, and three independent runs per included cell. The
chapter first defines the inputs and tasks, then describes the prompts, execution
environment, and evaluation metrics.

3.1 OVERALL EXPERIMENTAL DESIGN

This experiment addresses RQ1 to RQ4 and builds on Chapters 1 and 2. Require-
ments, textual wireframes, visual wireframes, and technical specifications are
treated as separate input conditions because these workflow artefacts describe
different parts of a frontend task (Section 2.3). Each condition is then tested on
the three complexity levels introduced in Section 2.2: static rendering, stateful
interaction, and asynchronous multi-step workflow. To account for run-to-run varia-
tion in LLM outputs (Section 2.4.2), every condition-task combination is generated
three times. The next subsections define the input conditions and give the full
design.

3.1.1 INPUT CONDITIONS

Table 3.1 lists the artefacts supplied in each condition. The paragraphs below
describe what each artefact adds to the prompt. Appendix A contains the full
prompt templates, textual wireframes, visual wireframe images, and technical
specifications.

The requirements document (R) lists the application’s functional requirements and
a few basic constraints. The constraints set a mobile-first layout, React functional
components, and Tailwind CSS for styling. R is therefore not a pure requirements-
only prompt. It already carries some structural and technical context, and serves
as the baseline prompt in this study.

The textual wireframe (WF_Text) describes the screen structure in words. It names
the main containers and components, says how they are placed relative to each
other, and lists the main click and navigation behaviours. Sizes and spacing
are approximate, not exact pixel positions. WF_Text adds layout and interaction
guidance on top of R.

The visual wireframe (WF_Visual) is supplied as one or more images that show
layout, alignment, sizing, and the relative proportions of Ul elements. Among the
input artefacts, it gives the most concrete Ul guidance, but the model has to read
this guidance from an image.

The technical specification (TechSpec) is closer to a technical handoff document.
It does not contain source code. It describes how the application should behave on
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Table 3.1: Input conditions.

Condition Artefacts supplied Role in the design
R Structured requirements Baseline: requirements alone
document
R + WF_Text Requirements + textual Adds Ul guidance in textual
wireframe (component form
hierarchy)
R + WF_Visual Requirements + visual Adds Ul guidance in visual
wireframe (image) form
R + TechSpec Requirements + technical Adds
specification implementation-oriented
guidance instead of Ul
guidance
R+ WF_Text + Requirements + textual Combines Ul and
TechSpec wireframe + technical implementation-oriented

specification guidance

the implementation side, including API interaction, pagination, category switching,
scroll-triggered loading, state updates, and error handling.

The choice of conditions follows the research questions stated in Section 1.2. Ris
a baseline that represents the case where a developer prompts the model with a tex-
tual requirements description and no Ul artefact. R+WF_Text and R+WF_Visual hold
the underlying Ul information approximately constant while varying its modality.
This makes it possible to examine Ul guidance and wireframe modality separately.
These three conditions address RQ1 and RQ2 across all three complexity levels.
R+TechSpec and R+WF_Text+TechSpec introduce implementation-oriented guid-
ance and address RQ4, which asks whether such guidance can improve reliability
where simpler input configurations may fail.

The two TechSpec-based conditions are restricted to the complex level for two
reasons related to RQ4. RQ4 itself targets the complex level, and Section 4.2 later
shows that the simpler configurations did not fail at the small or medium levels, so
a TechSpec condition at those levels would have nothing to recover. The technical
specification was also written after the non-TechSpec runs at the complex level
had been completed. Since the failures in those runs were already known when
the specification was drafted, the specification may have been written to address
them. The TechSpec-based conditions should therefore not be read as a fully
independent test of technical guidance. This issue is revisited in Section 5.8.

3.1.2 DESIGN OVERVIEW

The experiment compares the five input conditions defined above across three task
complexity levels (small, medium, and complex). The first three input conditions
(R, R*WF_Text, R+WF_Visual) are evaluated across all three complexity levels,
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while the two TechSpec-based conditions (R+TechSpec, R+WF_Text+TechSpec)
are evaluated only at the complex level, for the reasons given in the previous
subsection.

Table 3.2: Overall experimental design

Condition Small Medium Complex
R 3runs 3runs 3 runs
R + WF_Text 3runs 3runs 3runs
R + WF_Visual 3runs 3runs 3 runs
R + TechSpec - — 3runs
R + WF_Text + TechSpec - - 3 runs

Each combination in the design was run three times. The full design therefore
yields 3 x 3 X 3+ 2 x 1 X 3 = 33 generated applications. Three runs per cell was
chosen as a trade-off, since each run had to be installed and tested manually, so
a larger number was not feasible within the scope of this thesis. With only three
runs per cell, scores are compared descriptively, without a statistical significance
test. The small sample size is revisited in Section 5.8. Table 3.2 summarizes the
design.

3.2 COMPLEXITY LEVELS

The three complexity levels in this experiment are mapped onto the three modes
of frontend tasks introduced in Section 2.2: static rendering, stateful interaction,
and asynchronous multi-step workflow. Each level adds one more category of
execution demand on top of the previous one. The levels are used to examine
where failures begin and whether some input combinations become more useful as
the task becomes harder. The user stories were adapted from a cafeteria-ordering
example [30].

Small (static rendering). In the small task, the application reads menu items
from a static menu. json file and renders each item’s name, price, image, and
short description. There is no navigation and no asynchronous behaviour.

Medium (stateful interaction). The medium task adds quantity controls and a
separate cart page on top of the small task. The cart shows the selected items with
their quantities and the subtotal, updates in real time, and keeps its contents when
the user moves between the menu and cart views. The main execution demand
here is local state and event handling.

Complex (asynchronous multi-step workflow). The complex task is a longer
ordering flow built on top of the cart task. It adds category selection, paginated API
requests, scroll-based loading, checkout form validation, and an order confirmation
page. The user goes through Menu, Cart, Checkout, and Confirmation, and the
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application has to keep data and state consistent across these screens. The
execution demand expands to asynchronous data loading, cross-page state, and
timing-dependent behaviour.

3.3 PROMPT AND ARTEFACT

A standard prompt template was used for all generation runs. The template, repro-
duced in Appendix A.6, has two kinds of blocks. The fixed blocks include the task
description, the technical constraints described in Section 3.4, the implementation
rules for project setup, the data source (the static menu file for small and medium
tasks, the backend API for complex tasks), and the deliverable specification. The
variable block is the input artefacts section, which contains placeholders that are
filled differently per condition. The requirements document for the corresponding
complexity level is always inserted. In wireframe-based conditions, the wireframe
(textual or visual) is also placed in this block, together with a short reference in-
struction. For TechSpec-based conditions, the TechSpec document is added in
the same way. Keeping the prompt template constant means that differences
between conditions come from the input artefacts, and prompt wording is not
itself a variable.

The textual wireframes were drafted in advance using ChatGPT, and the visual
wireframes were drafted in advance using Visily.ai (an Al-assisted Ul design tool
that generates Ul mockups from prompts and supports manual editing). For each
complexity level, one textual wireframe and one visual wireframe were generated
and then reused across all three independent runs at that level. The wireframes
supplied to the LLM in a given cell were therefore identical across the three runs.
The wireframe generation prompts are not themselves a variable in this study
and are not evaluated. Both the textual wireframes and the code generation used
ChatGPT, so the wording of the wireframes may be especially easy for the code-
generation model to follow.

The technical specification was drafted with model assistance and then revised.
The researcher prompted ChatGPT (the same GPT-5.1 Instant model used for code
generation, in a separate conversation) with the failure patterns observed in the
earlier complex-level runs without TechSpec. The resulting draft was then reviewed
and edited by the researcher. The implications of using model-assisted artefacts
(the textual wireframes and the technical specification) during the experiment are
revisited in Section 5.8.

3.4 EXPERIMENTAL ENVIRONMENT AND EXECUTION SETUP

All generated applications used a fixed technical stack: React with TypeScript as
the application framework, Vite as the build tool, and Tailwind CSS as the styling
library, all under a mobile-first layout. The rationale for choosing React is given
in Section 2.2. Vite is a common build tool for modern React projects and needs
minimal configuration. Tailwind CSS provides predefined spacing, sizing, and layout
primitives through a utility-class system, and the model can pick layout values
from these primitives, which keeps layout output more consistent across runs.
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The technical stack was held constant across all input conditions and complexity
levels. The implementation environment is therefore not a variable in this study,
and only input design and task complexity are compared across runs.

The runs were generated through ChatGPT’s web interface with GPT-5.1 Instant.
The interface did not expose temperature or other decoding settings, so the model’s
default sampling is part of run-to-run variation in this study. All 33 runs were pro-
duced between 13 November 2025 and 15 December 2025 with the same prompt
template. Each run started in a fresh ChatGPT conversation, which prevented
context from carrying over between runs. GPT-5.2 became available during the
data-collection period, but the model picker was kept on GPT-5.1 Instant. The web
interface does not expose silent model updates, if any, so any updates to GPT-5.1
Instant during the period are not treated as a separate experimental variable. This
is revisited in Section 5.8.

For each combination of input condition and complexity level, three independent
generation runs were conducted. The model was asked to produce a complete
React + Vite project, including the full file tree and all files required to build and
run the application. Each generated project was copied into a new local project
directory following the file structure given in the LLM output. Static assets such
as images were served through a lightweight local HTTP server using localhost
URLs. For complex-level tasks, menu data was served by a custom REST API
implemented separately in NestJS, a Node.js backend framework. This setup was
used to make the complex task closer to a realistic frontend development setting,
where the interface has to request data from a backend service.

Each project was installed and run locally with the commands npm install and
npm run dev. Manual code edits were applied only to resolve build or configura-
tion errors, and any such edits were recorded as part of the build score.

3.5 EVALUATION METRICS AND SCORING MODEL

The evaluation metrics cover software-quality dimensions that matter for complete
frontend applications generated by an LLM. They are informed by the product-
quality model in ISO/IEC 25010:2023 [52], but they do not implement the full
standard. Table 3.3 maps each metric to the closest concept in that model.

Functional behaviour is used as the main success criterion. Earlier work on evalu-
ating LLM-generated code argues that correctness should be measured by running
the code against tests, rather than by surface similarity to reference solutions [2],
[16]. Recent benchmarks for LLM-generated frontend applications take a similar
position and use runtime behaviour as a central evaluation dimension [5], [34]. A
generated frontend is only useful if the end user can complete the intended tasks
with it at runtime. Ul presentation, code organization, and accessibility still matter,
but only once the application actually runs. For this reason, this study reports
functional behaviour and runtime stability as the primary indicators, while the other
metrics cover Ul, code organization, and accessibility.
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3.5.1 QUALITY METRICS

Five primary quality metrics are used, together with a sixth secondary measure
called Ul consistency. Ul consistency is reported separately for wireframe-based
conditions only, and is excluded from the overall score because the requirements-
only condition has no reference Ul to compare against. The metrics are summa-
rized in Table 3.3 and described below.

Table 3.3: Quality metrics and conceptual ISO/IEC 25010:2023 mapping.

Metric What it captures Related ISO/IEC
25010:2023 concept

Functional Whether the application behaves Functional correctness
correctness according to the requirements at
runtime
Ul quality Readability, visual coherence, layout Interaction capability
correctness within a mobile-first
layout
Ul consistency How closely the generated interface  N/A
matches the supplied wireframe
Performance Unnecessary re-renders, infinite Performance efficiency
loops, inefficient API calls, duplicated
fetching
Code quality Modularity, file organization, Maintainability

TypeScript usage, adherence to
React conventions

Accessibility Basic keyboard navigation, readable  User assistance
labels, alternative text for images

Ul consistency does not map onto a single ISO/IEC 25010:2023 concept and is not
part of the overall score (Section 3.5.3). Itis reported alongside the primary metrics
in Sections 4.2 and 4.3. The detailed anchor tables are given in Appendix A.7.

These anchor tables are scoring rubrics designed for this study. The choice of
metric categories is guided by ISO/IEC 25010:2023 [52]. Sun et al. [53] also apply
this standard in a survey of LLM-generated code, where maintainability, security,
and performance efficiency are reported as the most-studied non-functional quality
characteristics.

The actual score anchors were defined by the researcher from the task require-
ments, the expected user flow, and the failure types observed during evaluation.
This setup is consistent with two practices in recent work: frontend-generation
benchmarks use graded or human judgement where automatic tests are not
enough [5], [34], and rubric-based studies on LLM-based code grading report
that task-specific rubrics align better with human grading than generic ones [54].
Each anchor names a concrete observable defect, so that scoring decisions are
traceable to a specific issue. The researcher-defined nature of these anchors is
discussed as a limitation in Section 5.8.
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Each primary quality metric uses a 0—1 scale. A score of 1 means the application
fully meets the criterion, and 0 means total failure on that dimension. For example,
for functional correctness, the evaluator compared the application with the required
behaviours for the task and then selected the closest anchor point. The score is
not a strict pass fraction. Ul quality, performance, code quality, and accessibility
use the same anchor-table approach.

Functional correctness checks whether the generated application behaves as
required at runtime. In the medium and complex tasks, the cart state has to update
when the user changes quantities, adds items, or removes items. In the complex
task, the cart state also has to remain consistent across Menu, Cart, Checkout, and
Confirmation, and incremental loading has to append new pages without removing
earlier items. This metric is the primary success criterion because failures here
can prevent the user from using the application at all.

Ul quality covers whether the rendered layout is structurally sound, including a
mobile-first single-column arrangement, consistent spacing, a clear typographic
hierarchy, and visually distinct elements. It is a baseline layout fidelity check, not a
measure of pixel-level precision, because the requirements-only condition has no
visual reference and the wireframes in the other conditions are layout sketches,
not high-fidelity mockups.

Ul consistency is reported separately and only for conditions that include a wire-
frame. It checks how closely the generated layout follows the wireframe given as
input. For textual wireframes, it is assessed at the level of component hierarchy
and structural organization. For visual wireframes, it is assessed at the level of
layout arrangement, alignment, and the relative placement of Ul elements.

Performance is assessed for all runs during normal operation, but it is most relevant
at the complex level, where asynchronous logic and incremental loading are central
to correct behaviour. Issues seen only on error paths are recorded in the run
notes. When the task requires API failure handling, the error path is exercised by
simulating a backend failure, and the observed behaviour is scored under functional
correctness.

Code quality does not always affect runtime behaviour, but it influences maintain-
ability and developer effort. Accessibility was assessed only at a basic level, using
the anchors in Table A.6.

3.5.2 BUILD SCORE

The build score B captures whether the generated project can run in its initial state
and how much manual intervention is required to make it executable. It is a graded
multiplier and can reflect the severity of build and configuration issues.

The build score uses fixed anchor points. A project receives B = 1.0 if it builds and
runs without manual intervention. A score of B = 0.95 is used for a dependency
conflict that only requires npm install --force. A score of B =0.9 is used
when one setup-related fix is needed, such as adding or correcting a dependency
in package. json, or changing one configuration file such as vite.config.ts,
tsconfig.json, postcss.config.js, or tailwind.config.js. A score
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of B = 0.8 applies when both dependency and configuration fixes are needed, or
when more than one setup-related fix is required. If the project cannot be made
runnable even after manual fixing, the build score is B = 0, and the overall score is
also zero. All manual fixes are recorded in the run notes. Every generated project
in this study was eventually made runnable.

3.5.3 OVERALL SCORE

Each run receives an overall score so that conditions and complexity levels can be
compared. The overall score is a weighted sum of the five primary quality metrics,
multiplied by the build score. The weights are a study-specific design choice and
are not empirically calibrated or universally applicable. They follow one principle:
metrics are ranked by how directly a failure on that metric blocks the user from
using the application.

Functional correctness has the largest weight because it is the main success
criterion. If the required behaviour fails, the user cannot complete the task at all,
regardless of how the rest of the application is implemented. Ul quality comes
next because a structurally broken layout can also block interaction even when
the underlying logic is correct. Performance is weighted above code quality be-
cause visible runtime problems, such as infinite fetch loops or redundant fetching,
affect the user directly during use. Code quality mainly affects maintainability
and developer effort. Accessibility receives the lowest weight, since only a basic
accessibility check was applied in this study.

After the weighted sum is calculated, the build score multiplies it to reflect the
manual intervention required to run the project. Ul consistency stays outside the
overall score because it only applies to wireframe-based conditions. It is reported
separately in Sections 4.2 and 4.3 as a check of how closely the generated layout
follows the wireframe input. Section 5.8 discusses how sensitive the conclusions
are to the chosen weights.

Overall = B x (0.50F + 0.20U + 0.15P + 0.10C + 0.05A), (3.1

where B is the build score, and F, U, P, C, and A are the scores for functional
correctness, Ul quality, performance, code quality, and accessibility, respectively.

3.6 EVALUATION PROCEDURE

Every run was evaluated in the same order. First, the generated project was installed
and built, and any build-related fix was recorded in the run notes. The application
was then run and checked against the required behaviours for its complexity level.
Metric scores were entered with short notes that named each deduction.

Runs were generated, built, and scored one at a time. This reduced the chance that
later outputs would influence earlier scoring decisions. The timestamp of each
run is recorded in the experimental data. The metric scores and notes were stored
in one spreadsheet and used for the analysis in Chapter 4.
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A single evaluator did the scoring. The anchor tables in Appendix A.7 were applied
throughout the evaluation, and every non-1.0 score had to be tied to a named issue.
This makes the scoring traceable, but it does not remove evaluator bias. The study
did not include a second evaluator or an inter-rater reliability check. This limitation
is discussed again in Section 5.8.

3.7 SUMMARY

This chapter defined the experiment used to compare input combinations for LLM-
generated React applications. The three baseline conditions, R, R+WF_Text, and
R+WF_Visual, were tested at the small, medium, and complex levels. Two further
complex-level conditions, R+TechSpec and R+WF_Text+TechSpec, were added for
RQ4. The design produced 33 evaluated applications, with three independent runs
for each tested cell. Chapter 4 reports the scores and the main observations from
these runs.
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4 EXPERIMENT RESULTS

The results below come from the experiment described in Chapter 3. Most of the
analysis uses the scores defined in Section 3.5: functional correctness, Ul quality,
Ul consistency, performance, code quality, accessibility, build score, and overall
score. The scores do not capture every recurring runtime issue, so qualitative
observations from the run notes are added where needed.

Each input condition and complexity level was run three times. This gives 27 main
experiment applications and 6 follow-up applications, or 33 evaluated runs in total.
Overall scores follow the weighted model in Section 3.5.3. Appendix A.7.9 lists
the per-run scores, and Appendix A.7.10 gives the run notes. Section 4.5 groups
the cross-cutting failure patterns, and Chapter 5 interprets the results in relation to
the research questions and the limitations.

4.1 AGGREGATE SCORE PROFILE

Table 4.1 gives the mean of three runs and the overall-score range for each design
cell. Table 4.2 gives the per-level mean of each metric across the three baseline
conditions. Figure 4.1 visualises the overall and functional correctness baseline
scores across the three complexity levels.

Table 4.1: Overall score by input condition and complexity level.

Condition Small Medium Complex

R 0.983 (0.950-1.000) 0.975 (0.950-1.000) 0.843 (0.730-0.950)
R + WF_Text 0.929 (0.788-1.000) 0.990 (0.975-1.000) 0.773 (0.770-0.775)
R + WF_Visual 0.901 (0.851-1.000) 0.992 (0.975-1.000) 0.640 (0.594-0.700)
R + TechSpec - - 0.900 (0.760-0.990)
R + WF_Text + TechSpec — — 0.791 (0.608-0.990)

Note. Values show the mean of three runs, with the range shown in parentheses. A dash indicates
cells that were not included in the experimental design.

Table 4.2: Mean metric score by complexity level under baseline conditions.
Level F U P C A B

Small 0.967 1.000 1.000 0.972 1.000 0.956
Medium 0.989 1.000 1.000 0.911 1.000 1.000
Complex 0.600 1.000 0.844 0.983 1.000 0.972

Note. F = functional correctness, U = Ul quality, P = performance, C = code quality, A = accessibility,
and B = build score.
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Figure 4.1: Baseline overall score (panel a) and functional correctness (panel b) by
input condition and complexity level.

Figure 4.1 shows the baseline comparison across the three complexity levels. The
six small and medium baseline cells all have an overall mean above 0.9, while
the three complex baseline cells drop to 0.843 (R), 0.773 (R+WF_Text), and 0.640
(R+WF_Visual).

Under the baseline conditions, mean functional correctness drops from 0.967
(small) and 0.989 (medium) to 0.600 (complex), and mean performance is 1.000
at the small and medium levels and 0.844 at the complex level. Ul quality and
accessibility remain at 1.000 across all three levels. Mean build score is 0.956
(small), 1.000 (medium), and 0.972 (complex). Code quality does not follow the
same descending pattern, with a mean of 0.972 (small), 0.911 (medium), and
0.983 (complex).

4.2 SMALL AND MEDIUM COMPLEXITY TASKS: BASELINE
CONDITIONS

Functional behaviour. Functional correctness was high across all six small and
medium baseline cells, with cell means between 0.933 and 1.000 as shown in the
functional-correctness panel of Figure 4.1. Four runs in this group received F = 0.9
because of a conditional rendering issue. All other small and medium baseline
runs received F = 1.0. The same conditional rendering issue also appeared at the
complex level.

Build score. Three of the nine small baseline runs needed a manual fix before
evaluation could continue: small/R+WF_Text run 1 (B = 0.8, Tailwind configuration
issue) and small/R+WF_Visual runs 2 and 3 (B = 0.9 each, missing dependency in
package. json). All other small and medium baseline runs received B = 1.000.

Code quality. The medium mean was 0.911, lower than the small mean of 0.972.
Three medium runs received C = 0.75 for the same reason: medium/R run 3,
medium/R+WF_Text run 2, and medium/R+WF_Visual run 1 all kept components,
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types, and hooks mainly in App . tsx. Medium/R+WF_Text run 1 received C = 0.95
for a minor module-type warning. At the small level, small/R+WF_Text run 1
received C = 0.85 (unnecessary hard-coded text fragment above the title that
did not affect the required functionality), and small/R+WF_Visual runs 2 and 3
received C = 0.95 each (linked to the setup fix above).

Ul quality and Ul consistency. Ul quality was 1.0 in all six small and medium
baseline cells (see Section A.7.3). Ul consistency applies only to wireframe condi-
tions. If no Ul consistency deviation was recorded for a wireframe run, the score
was treated as 1.0. The small R+WF_Text and R+WF_Visual cells both had a Ul
consistency mean of 1.000. At the medium level, R+WF_Text also had a mean of
1.000. R+WF_Visual was lower, with a mean of 0.950 and a range of [0.900, 1.000].
The deviations in medium/R+WF_Visual runs 1 and 3 concerned the trash-bin
position on the cart page and the price position on the menu page.

Accessibility. Accessibility was 1.0 in all small and medium baseline runs (see
Section A.7.6).

Run-to-run reliability. Across the six small and medium baseline cells, functional
correctness was identical in three cells (F range 0) and varied within 0.10 in the
remaining three cells. At the small level, the largest source of run-to-run variation
was the build score. The small/R+WF_Text and small/R+WF_Visual cells contained
both perfect and build-fixed runs in the same cell.

Overall score. Overall scores combine the metrics through the weighted model
defined in Section 3.5.3. At the small level, overall means were 0.983 (R), 0.929
(R+WF_Text), and 0.901 (R+WF_Visual). The reductions came from build score,
functional correctness, and code quality, in decreasing order of impact. At the
medium level, overall means were 0.975 (R), 0.990 (R+WF_Text), and 0.992 (R+WF_Vi-
sual). The reductions came from one functional-correctness deduction and several
code-quality deductions. Ul quality, performance, and accessibility were 1.0 across
all baseline cells, and build score was 1.0 across the medium baseline cells.

4.3 COMPLEX COMPLEXITY TASKS: BASELINE CONDITIONS

Functional behaviour. The decline in overall scores at the complex level came
mainly from functional correctness. Mean F at the complex level was 0.717 (R),
0.550 (R+WF_Text), and 0.533 (R+WF_Visual) (functional-correctness panel of
Figure 4.1, and Figure 4.2). All three baselines show a clear F drop relative to the
small and medium cells. Among the three baselines, R had the smallest drop, while
R+WF_Text and R+WF_Visual had larger drops of similar size.

Performance. Mean P under the baselines was 0.844 at the complex level, down
from 1.000 at the small and medium levels (Table 4.2). The largest performance re-
ductions came from two R+WF_Visual runs with infinite fetch loops (P = 0.5 each),



24

1.0 4

0.9 1

0.8 A

Score

0.7 A

0.6

0.600

0.5 A
=@- Functional correctness —@— Build score

=fll- Performance Ul quality
—A— Code quality Accessibility
0.4 T T T
small medium complex

Complexity level

Figure 4.2: Per-metric averages across complexity levels (baseline conditions).

while smaller reductions appeared in one R run (P = 0.7) and one R+WF_Visual run
(P =0.9).

Build score. At the complex level, all R and R+WF_Text runs had B = 1.000. Under
R+WF_Visual, two runs required setup or configuration fixes, with B = 0.95 and
B =0.8.

Code quality. Code quality was high across the complex baseline runs, with a
mean of 0.983 (see Section A.7.5).

Ul quality and Ul consistency. Ul quality was 1.0 across all three complex baseline
cells (see Section A.7.3). Ul consistency was 1.000 for all three R+WF_Text runs
at the complex level. For R+WF_Visual, the Ul consistency mean was 0.933 with a
range of [0.900, 1.000]. The recorded R+WF_Visual deviations concerned a missing
item image on the checkout page and the position of the order number on the
order confirmation page in runs 2 and 3.

Accessibility. Accessibility was 1.0in all complex baseline runs (see Section A.7.6).

Run-to-run reliability. Functional correctness varied across the three baselines.
R produced F = 0.7, 0.9, and 0.55 (range 0.35). R+WF_Visual produced 0.4, 0.8,
and 0.4 (range 0.40). R+WF_Text was different: all three runs received F = 0.55,
but the run notes record different causes, including one navigation error and two
incremental-loading errors.
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Overall score. At the complex level, overall means were 0.843 (R),
0.773 (R+WF_Text), and 0.640 (R+WF_Visual).

4.4 COMPLEX COMPLEXITY TASKS: FOLLOW-UP
TECHNICAL SPECIFICATION CONDITIONS

[ Baseline conditions
Baseline [ Follow-up TechSpec conditions

1.07 0.933

Functional correctness
o o

o <]

)

N
S
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Figure 4.3: Functional correctness scores for complex tasks by input condition.

Functional behaviour. R+TechSpec had scores of 1.0, 0.9, and 0.9, giving a mean
F of 0.933 and a range of 0.10. This is the highest mean F of any condition at the
complex level, compared with the baseline means of 0.717 (R), 0.550 (R+WF_Text),
and 0.533 (R+WF_Visual) (Figure 4.3). The F < 1.0 deductions in R+TechSpec
concerned the same conditional rendering issue observed at the small and medium
levels. The severe baseline failure modes, including infinite fetch loops, navigation
redirects to the menu page, and page overwriting during incremental loading, did
not appear in any R+TechSpec run. R+WF_Text+TechSpec had scores of 0.55, 1.0,
and 0.55, giving a mean F of 0.700 and a range of 0.45. Its failures were partly
similar to those in the R+WF_Text baseline: a wrong checkout-to-home redirect on
run 1, and an API request that was not triggered after category switching on run 3.

Performance. Mean P was 1.000 under R+TechSpec and 0.967 under
R+WF_Text+TechSpec.

Build score. Under R+TechSpec, B = 1.0 onruns 1 and 2 and B = 0.8 on run
3, where a Tailwind configuration error required a dependency installation and a
configuration adjustment. Under R+WF_Text+TechSpec, B = 0.8 on run 1, where a
missing dependency had to be installed and the Tailwind configuration adjusted,
and B = 1.0 on the other two runs.

Code quality. Mean C was 0.967 in both follow-up cells.
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Ul quality and Ul consistency. Ul quality was 1.0 in both follow-up cells (see
Section A.7.3). Ul consistency was scored only for R+WF_Text+TechSpec because
R+TechSpec does not include a wireframe. The R+WF_Text+TechSpec Ul consis-
tency scores were 1.0, 0.9, and 1.0, with a mean of 0.967. The recorded deviation
concerned the position of the summary bar on the cart page.

Accessibility. Accessibility was 1.0 in all follow-up runs.

Overall score. At the complex level, the follow-up overall means were 0.900
(R+TechSpec) and 0.791 (R+WF_Text+TechSpec).

4.5 CROSS-CUTTING FAILURE PATTERNS

The numerical results above are accompanied by a small number of recurring
failure patterns documented in the run notes. Four functional failure types were
specific to the complex level and accounted for most of the functional correctness
deductions there. In addition, one minor conditional rendering issue appeared
across all three levels, and build or configuration issues appeared in several runs
at the small and complex levels.

Navigation errors. On two runs across two conditions, complex/R+WF_Text run
1 and complex/R+WF_Text+TechSpec run 1, checkout to confirmation navigation
either redirected the user back to the menu page or sent the user to the home page
before the confirmation view could render. The recorded cause in each case was
an overly restrictive conditional check inside a useEffect hook. For example, 1 f
(items.length === 0) navigate('/"') was placed in the checkout com-
ponent and fired after the cart was cleared on a successful order.

Incremental loading and pagination failures. Incremental loading failed in four
complex runs: complex/R+WF_Text runs 2 and 3, and complex/R+WF_Visual runs
1 and 3. The causes differed across runs. In complex/R+WF_Text run 2, scroll-
triggered loading fired during the initial render and page 2 data overwrote page 1.
In run 3, an undefined helper variable stopped loading from page 3 onwards. In
complex/R+WF_Visual runs 1 and 3, infinite fetch and render loops kept the menu
list from stabilising. The two R+WF_Visual runs also received P = 0.5 because of
these loops.

Category switching errors. Category switching caused three complex-level er-
rors. In complex/R run 3 and complex/R+WF_Visual run 2, the application fetched
with stale or older page numbers after the selected category changed. In com-
plex/R+WF_Text+TechSpec run 3, the category change sometimes did not trigger
the required API request, leaving the menu blank.



27

Error path retry behaviour. The unbounded retry loop on the deliberately forced
backend error path was observed on two complex/R runs, run 1 and run 3. In run
1, the retry loop was the only functional issue and the normal-operation path was
unaffected, so the run received P = 1.0 and F = 0.7 under the normal-operation rule
defined in Section 3.5.1. Run 3 combined the same retry loop with the category
switching issue described above, which together reduced functional correctness
to F = 0.55 and performance to P = 0.7.

Conditional rendering issue across levels. A smaller functional issue appeared
across all three levels. When a menu item had no description, some applications
displayed placeholder text such as “No description provided.” instead of hiding
the element as required. This issue appeared in small/R run 2, small/R+WF_Visual
runs 2 and 3, medium/R run 1, complex/R run 2, and complex/R+TechSpec runs 2
and 3. Each affected run received F = 0.9, except where other functional issues
were also present.

Build and configuration issues. Seven runs needed manual fixes before the
project could build or run: small/R+WF_Text run 1, small/R+WF_Visual runs 2
and 3, complex/R+WF_Visual runs 1 and 2, complex/R+TechSpec run 3, and com-
plex/R+WF_Text+TechSpec run 1. The fixes included a missing dependency in
package. json, a Tailwind configuration change, a Vite resolve entry, and re-
moval of an older router wrapper. Build score reductions followed the anchor
table in Section 3.5.2. A dependency conflict fixed with npm install --force
received B = 0.95. The B = 0.8 cases involved two setup changes, or a depen-
dency change together with a configuration change. After these fixes, all affected
projects could run.

4.6 SUMMARY

For small and medium tasks, all three baseline conditions had mean functional
correctness between 0.933 and 1.000. The main differences in overall score at
these levels came from build issues in small/R+WF_Text and small/R+WF_Visual,
and from code quality reductions at the medium level.

At the complex level, baseline functional correctness dropped to 0.717 (R), 0.550
(R+WF_Text), and 0.533 (R+WF_Visual). R+TechSpec had the highest complex-level
mean functional correctness, 0.933, while R+WF_Text+TechSpec had the largest
functional correctness range, 0.45. Ul quality and accessibility remained at 1.000
across all conditions and complexity levels. Ul consistency was 1.000 in most wire-
frame cells, with small deviations under R+WF_Visual and R+WF_Text+TechSpec.
These patterns are discussed in Chapter 5.
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5 DISCUSSION

This chapter relates the experimental results to the research questions stated in
Section 1.2. It first discusses the small and medium tasks and then the complex
baseline conditions. It also compares textual and visual wireframes, examines
the follow-up technical specification conditions, and relates the findings to prior
studies on LLM-based frontend and webpage generation. The later sections intro-
duce a workflow-driven organising framework, discuss implications for prompt
construction, and describe the study’s limitations.

5.1 EFFECT OF INPUT DESIGN AT SMALL AND MEDIUM
COMPLEXITY

At the small and medium levels, mean F stayed between 0.933 and 1.000 across
the three baseline conditions (Figure 4.1). In this range, adding a wireframe to the
requirements did not give a clear functional gain over requirements alone. The
lower mean overall scores in the small-level wireframe conditions came mainly
from the build penalties reported in Section 4.2.

The small and medium tasks seem to have been covered by the requirements
document alone. Wireframes gave more explicit Ul structure, but they did not
raise functional correctness at these levels. The small-level build penalties should
be read with caution. Three wireframe runs were affected, and the same condi-
tions built cleanly at the medium level. The evidence is too narrow to claim that
wireframes reduce build reliability.

A separate code-quality pattern appeared at the medium level. Three of the nine
medium baseline runs received C = 0.75 because components, type definitions,
and custom hooks were kept inside one App . tsx. At the small level, one lower
code-quality score came from a different cause: an unnecessary hard-coded text
fragment above the title. The single-file pattern did not return at the complex level.
One possible reason is that the medium task had enough components to make a
single file crowded but not enough to stop it from running.

5.2 RELIABILITY AT THE COMPLEX LEVEL

Mean F across the three baseline conditions fell to 0.600 at the complex level,
against 0.967 for small and 0.989 for medium. The three complex baselines were
also uneven: R averaged 0.717, R+WF_Text 0.550, and R+WF_Visual 0.533. Per-run
scores add detail that the means hide.

Most complex failures came from runtime logic. They were not mainly layout
errors or missing static Ul. Four baseline runs broke incremental loading or pagi-
nation: page 2 overwrote page 1, a helper variable stayed undefined, or repeated
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fetches kept the menu from stabilising. Two runs had category switching prob-
lems, with stale or redundant requests firing after a category change. One com-
plex/R+WF_Text run failed in the checkout flow because a useEffect guard
redirected the user after the cart was cleared.

The forced backend-error test added a separate problem in complex/R. Runs 1
and 3 kept retrying after the backend returned an error response. For run 1, this
was the only functional issue and the normal path still worked. Run 3 also had the
category-switching problem. The only baseline complex run not covered by these
severe patterns was complex/R run 2, which had the smaller missing-description
rendering issue.

The Interaction2Code study reports a related pattern for MLLM-generated inter-
active webpages. Existing design-to-code benchmarks mainly evaluate static
webpages, while interactive webpage generation exposes additional failure types
in interaction behaviour [34]. More general work on LLM code generation mistakes
also identifies non-syntactic errors, such as conditional errors and other forms of
logic and specification errors that are not caught by syntactic checks [47]. The
failure types observed in this study, including incremental loading errors, category
switching errors, and navigation errors, are frontend-specific examples of these
broader interaction and non-syntactic logic failures.
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Figure 5.1: Per-run functional correctness at the complex level across all five input
conditions.

Run-to-run reliability differed between the three baselines, and these differences
were not fully captured by the cell means (Figure 5.1). R produced F = 0.70,0.90, 0.55,
R+WF_Visual produced F = 0.40, 0.80, 0.40, and R+WF_Text produced F = 0.55, 0.55,
0.55. The identical scores in the R+WF_Text cell came from three different failures:
a navigation redirect on run 1, premature scroll triggered loading that overwrote
page 1 on run 2, and an undefined helper variable that prevented page 3 onwards
from loading on run 3. The same panel also includes the two follow up conditions,
R+TechSpec and R+WF_Text+TechSpec, for direct comparison. These conditions
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are discussed in Section 5.4. The bimodal distribution of R+WF_Text+TechSpec,
with two failed runs at F = 0.55 and one fully successful run at F = 1.0, is visible in
the figure.

The R+WF_Text complex cell therefore shows a failure pattern that the mean alone
cannot expose. The same functional correctness score does not necessarily mean
the same behaviour. Three separate generation runs of the same prompt produced
three different broken applications, each broken in a different place. The mean is
still useful for comparison, but it should not stand alone. In this cell, the per-run
view makes the reliability problem visible.

Neither wireframe addressed the main failure types at the complex level. R+WF_Vi-
sual scored lowest among the baselines on functional correctness, overall score,
and performance. In two of its three runs, infinite fetch loops kept the menu from
stabilising. A visual wireframe mostly encodes spatial structure, but the main
difficulty in these runs was asynchronous behaviour. PlanBench reports a related
pattern: LLM performance falls on planning problems that require longer action
sequences [55].

5.3 WIREFRAME MODALITIES: TEXTUAL AND VISUAL

Two differences matter most here: complex-level functional correctness and Ul
consistency.

On functional correctness, the two wireframes behaved similarly at the small
and medium levels. Both produced mean F of at least 0.933 with no consistent
advantage over R. The difference appeared at the complex level. R+WF_Visual
produced a slightly lower mean F (0.533) than R+WF_Text (0.550) and R (0.717).
It also had a wider range across runs: 0.40, compared with 0.00 for R+ WF_Text
and 0.35 for R. The two R+WF_Visual runs that failed most severely scored F = 0.4
because of infinite fetch and re-render loops during normal menu loading, without
a deliberately simulated backend error. This failure type did not appear during
normal menu loading under R or R+WF_Text in the baseline complex runs. Adding
visual layout information to the requirements did not address the main failure
types, and run-to-run variation was wider than under the other baselines.

For Ul consistency, the score difference needs careful reading. Both wireframe
modalities reached 1.000 at the small level. At the medium and complex levels,
R+WF_Text stayed at 1.000, while R+WF_Visual averaged 0.950 (medium) and
0.933 (complex). This does not mean that the textual wireframe produced a better
visual match. The two wireframe types were checked against different amounts of
layout detail. The textual wireframe gave the component hierarchy, but left many
layout choices open. The visual wireframe set positions more explicitly, so small
mismatches were counted. The R+WF_Visual issues were narrow: the trash-bin
and price positions in the medium task, and the missing checkout item image and
order-number position in the complex task. They were not changes to the overall
page structure.

Interaction2Code reports a related but not identical pattern. When MLLMs gener-
ate interactive webpages from interactive prototypes, visual descriptions alone
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provide limited support for interactive behaviour, and combining visual and tex-
tual descriptions improves performance [34]. The present study asks a different
question, namely whether adding a visual wireframe to an already detailed textual
requirements prompt helps. The results indicate that this addition did not consis-
tently help in this setting and was associated with a wider observed range at the
complex level. One possible explanation is that the visual signal does not target
the main source of failure when the main observed difficulty is execution logic. It
may also make some textual instructions easier to miss in a long prompt. This is
only a possible explanation. Liu et al. found a related long-context pattern: models
often perform better when the relevant information is near the beginning or the
end of the input, and worse when it is in the middle [50]. Their study does not test
the present prompts, but it makes the prompt-length explanation plausible.

When a wireframe is supplied, the choice of modality made some difference in
these runs. The textual wireframe gave structure without a lower functional score
than the visual wireframe. The visual wireframe did not give a clear benefit at the
complex level.

5.4 EFFECT OF TECHNICAL SPECIFICATION AT THE
COMPLEX LEVEL

R+TechSpec was the strongest complex-level condition by functional correctness.
Its three runs scored F = 1.00, 0.90, and 0.90, giving a mean of 0.933 and a range
of 0.10. All three R+WF_Text runs, by contrast, stayed at F = 0.55.

Under R+TechSpec, the severe complex-level failures did not return. None of the
runs showed infinite fetch loops, page overwriting during incremental loading, or
checkout redirects to the menu page. The two deductions below F = 1.0 came
from the smaller missing-description issue already seen at the small and medium
levels: when the description field was empty, the application showed placeholder
text instead of hiding the element. The remaining R+TechSpec errors therefore
look closer to the residual errors at lower complexity than to the main complex
baseline failures.

R+WF_Text+TechSpec did not follow the R+TechSpec pattern. Run scores were
0.55, 1.00, and 0.55, giving a mean F of 0.700 and the largest F range in the exper-
iment (0.45). One run worked fully. The other two dropped to F = 0.55, like the
R+WF_Text baseline, but failed differently: one redirected checkout to the home
page, and the other sometimes left the menu blank after a category change.

The mixed result does not support one clear explanation. The longer prompt may
have made the TechSpec guidance easier to miss, or the model may have used
the Ul structure and technical guidance unevenly when both were present. The
second possibility fits the lost-in-the-middle pattern discussed in Section 5.3, but
this experiment did not measure prompt attention directly. The result still shows
that the combined prompt did not fail in one fixed way, even though it does not tell
which explanation is right.

Two design choices limit how far the R+TechSpec result generalises. First, the
technical specification was written after the baseline complex runs had revealed
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several failure modes (Section 3.1), so it partly targeted problems already seen
in the experiment. Second, the specification was drafted with model assistance
and revised by the researcher (Section 3.3). It may therefore share assumptions
natural to the generation model. The functional improvement under R+TechSpec
suggests that a specification of this kind addressed the observed failure modes
in this setting. It does not show how well the same approach would handle other
complex frontend tasks. Section 5.8 returns to these points.

5.5 RELATION TO FRONTEND-GENERATION BENCHMARKS

The comparison uses three benchmarks: WebGen-Bench, Design2Code, and Inter-
action2Code. Their scope and method differ from this thesis, so their main results
should not be compared directly with this study’s scores on a smaller, controlled
task set. The comparison therefore concerns failure patterns, not metric values.

5.5.71 VISUAL QUALITY AND FUNCTIONAL RELIABILITY

The benchmark results point in a similar direction, but they come from different
tasks. WebGen-Bench tests complete website generation with user-facing test
cases. Its best reported agent-model pair, Bolt.diy with DeepSeek-R1, reached
27.8% accuracy on 647 test cases. In the category results, Functional Testing
was usually below Design Validation Testing, and Content Presentation was the
strongest instruction category [5].

Design2Code is narrower. It asks models to rebuild a webpage from a screenshot.
With GPT-4V and self-revision prompting, human annotators judged 49% of gen-
erated webpages exchangeable with the reference webpages in appearance and
content. The paper also reports missing visual elements and layout errors across
models [51]. Interaction2Code moves from static pages to interactive webpages
and reports ten types of interaction failure [34].

The results of this thesis are consistent with this pattern. Ul quality scores re-
mained at the upper bound across all conditions and complexity levels, while
functional correctness dropped at the complex level. The failure types observed in
the complex runs (incremental loading errors, category switching errors, navigation
errors, and error path retry behaviour) are closer to the behavioural problems dis-
cussed by WebGen-Bench and Interaction2Code than to the visual reconstruction
problem studied by Design2Code. The same kind of gap appeared in this study, in
a smaller controlled setting and across multiple input modalities. This suggests
that the gap may not only be an artefact of one benchmark design, although the
present study cannot establish it as a general property of current models.

5.5.2 VISUAL INPUTS AND THE LIMITS OF MULTIMODAL GUIDANCE

The two visual-input benchmarks are useful here, but they should not be treated
as the same task. Design2Code uses the screenshot as the main specification.
Even with strong multimodal models, it reports missing visual elements and layout
errors [51]. Interaction2Code is closer to behaviour. Its small input-modality test
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shows that visual-only or text-only inputs scored below the combined visual-textual
input [34].

The question here is different. The visual wireframe was added to detailed re-
quirements, not used as the whole prompt. In that setting, the extra image did not
consistently improve the application, and the complex-level runs varied more. The
link to Interaction2Code is therefore limited. Both results suggest visual informa-
tion alone is not enough for interaction behaviour. One possible reason is prompt
attention: the extra visual artefact may have made implementation guidance easier
to miss. The experiment did not measure that process directly.

5.5.3 WHAT THIS THESIS ADDS

The present experiment is smaller than these benchmarks, but it fixes three vari-
ables that broad benchmarks usually vary.

First, the input varies while the model stays constant. The benchmark papers
mainly compare models or agents inside their own task settings. Here, the same
model receives different artefacts: requirements, wireframes, or a technical speci-
fication. This makes the complex-level reliability differences easier to connect to
the input, although it still does not prove causation.

Second, the tasks come from the same application domain but increase in com-
plexity. Broad benchmarks combine many tasks and report aggregate scores.
Here, the small, medium, and complex versions show where an input stops help-
ing. Wireframes gave little practical gain at the small and medium levels and did
not help functional correctness at the complex level. The targeted TechSpec, by
contrast, was linked to higher complex-level functional correctness.

Third, each cell has three independent runs. A broad benchmark average is use-
ful, but it can hide unstable behaviour. In this experiment, repeated runs keep
the task, model, and input condition fixed. Three runs per cell cannot support
distribution-level statistics, but they show the instability observed here. R+WF_Text
had the same F score in all three complex runs but failed in three different ways.
R+WF_Text+TechSpec also shows the problem: two runs stayed at F = 0.55, while
one reached F = 1.00.

Taken together, the comparison supports a cautious point. This thesis shows the
gap between visual quality and behaviour at three smaller levels: input design, task
complexity, and repeated outputs under the same condition. This is consistent
with WebGen-Bench, Design2Code, and Interaction2Code, but it does not turn their
benchmark-level findings into a general claim about all frontend generation [5],
[34], [51].

5.6 A WORKFLOW-DRIVEN ORGANISING FRAMEWORK

The framework formulated here organises the empirical pattern observed in this
study as a practical guide for frontend developers and researchers. It is not
an independently validated decision rule, and it has not been tested on tasks
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outside the experiment from which it was derived. The framework itself is the per-
complexity mapping in Table 5.1 below. The three observations in this subsection
are its setup. Section 5.6.4 returns to the scope point.

5.6.1 THREE OBSERVATIONS THE FRAMEWORK RESTS ON

The framework is based on three observations from the experimental data.

Input artefacts are not interchangeable. Requirements, wireframes, and technical
specifications encode different categories of information, namely functional intent,
structural layout, and implementation logic. The present results indicate that these
artefacts are associated with different types of error reduction. At the complex
level, the technical specification was associated with higher functional reliability
than either wireframe modality, while the wireframe conditions mainly affected Ul
consistency.

Task complexity seems to explain the main error pattern better than the input type.
At the small and medium levels, only a few runs lost functional points, mostly
because missing descriptions were shown as placeholder text. At the complex
level, all three baseline configurations produced failures in asynchronous logic,
state coordination, or navigation. The exact failure differed by run, but the problem
was no longer a small rendering issue.

Adding an input that does not address the dominant error type did not consistently
help, and in two cells was associated with lower scores than other complex-level
conditions. R+WF_Visual at the complex level produced the lowest mean func-
tional correctness, with repeated drops in functional correctness across runs.
R+WF_Text+TechSpec produced the largest run-to-run range observed in the ex-
periment. Possible explanations for both patterns are discussed in Section 5.3.
This study does not test them separately.

5.6.2 THE ORGANISING FRAMEWORK

Table 5.1 turns these observations into a simple two-dimensional mapping. One di-
mension is task complexity: small, medium, and complex, as defined in Section 3.2.
The other is the workflow stage behind the input artefact: requirements analysis
(R), Ul design (WF), and technical planning (TechSpec). For each complexity level,
the table lists the primary task demands and the smallest input set linked to reliable
output in this study.

The framework therefore points to selective input use. Extra artefacts should not
be added just because they are available. In this experiment, wireframes did not
give a consistent functional gain at the small or medium level. At the complex
level, adding the textual wireframe to TechSpec made the results less stable than
TechSpec alone. These cases suggest that an artefact would be useful only when
it addresses a known weakness in the task.

In this framework, wireframes are mainly Ul guidance, not a general reliability tool.
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Table 5.1: Workflow-driven organising framework for LLM input design in frontend
generation.

Complexity level Primary task Minimal input set Workflow stages
demands associated with reflected
reliable outputs

Small (static Local layout and Requirements only Requirements
rendering) static data binding analysis
Medium (stateful Local state and Requirements only, Requirements
interaction) simple event handling with an optional analysis,
wireframe for Ul optionally Ul
guidance design
Complex Asynchronous data Requirements witha  Requirements
(asynchronous flow and multi-screen  technical analysis and
multi-step) state coordination specification technical
planning

5.6.3 READING THE EXPERIMENTAL CONDITIONS THROUGH THE
FRAMEWORK

The five input conditions defined in Chapter 3 can be placed in the framework as
follows. R represents requirements analysis. R+WF_Text and R+WF_Visual add Ul
design in textual or visual form. R+TechSpec adds technical planning without Ul
input. R+WF_Text+TechSpec combines Ul design and technical planning.

Table 5.1 shows the same pattern in another form. R was enough for reliable
functional output at the small and medium levels. At the complex level, R alone
was not enough, and adding Ul guidance did not address the main failures. Adding
technical planning produced the highest mean F and a small run-to-run range. The
combined R+WF_Text+TechSpec cell, with two runs at F = 0.55 and one at F = 1.0,
shows that adding more workflow artefacts was not simply additive. The present
study does not have the design or sample size to distinguish between the possible
explanations described in Section 5.6.1.

5.6.4 SCOPE OF THE FRAMEWORK

The framework summarises a pattern observed in this study and is not a vali-
dated decision rule. Three caveats apply. The framework was derived from one
application domain (cafeteria ordering), one LLM (GPT-5.1 Instant), and one front-
end stack (React with Tailwind CSS). Section 5.8 revisits each. The complexity
dimension is qualitative, with boundaries between the three levels defined by what
each task required the system to do, not by a continuous measure. The technical
specification condition was introduced after baseline failures had been observed,
so the framework’s recommendation at the complex level reflects, in part, the
specific failure modes those baselines exhibited.

Visual styling falls outside the framework. Pixel-accurate Ul requires manual CSS
work in practice, regardless of which input artefacts are supplied.
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Within these limits, the framework’s purpose is to organise the observations from
this thesis into a form that developers can apply. When deciding what to put into a
prompt, developers can use the main failure type at the task’'s complexity level as
one guide for choosing which workflow artefact to include. Testing the framework
on other tasks is left to future work.

5.7 IMPLICATIONS FOR PROMPT CONSTRUCTION

The results suggest several practical implications for prompt construction in LLM-
based frontend development.

One implication is that prompt design should be selective. Adding more input
did not automatically improve output quality in this study. At the small level,
configuration fixes only appeared in a wireframe run. At the complex level, the
visual wireframe was associated with the lowest mean functional correctness. It
was also the only baseline condition with repeated infinite fetch and render loops
under normal operation. The textual wireframe added to a TechSpec produced a
larger run-to-run range than the TechSpec alone.

The choice of guidance should also be adapted to task complexity. In the small and
medium tasks, requirements alone were enough for high functional correctness,
because each task only required local rendering or simple state handling. At the
complex level, the largest functional improvement came from the condition that
added explicit guidance on application behaviour, state transitions, and execution
flow. The Ul inputs did not address its main failure modes.

This points to a staged use of LLMs in frontend development. The model may
first produce the application structure and routine implementation. Ul details and
interaction problems can then be handled through review, manual adjustment,
or multi-turn repair. Self-Refine is one example of this repair idea: the model
generates feedback on its own output and then revises it, and Madaan et al. report
improvements across several tasks including code-related tasks [44]. The present
experiment did not test repair loops. It used single-shot generation, so it only
evaluates the first generated application.

This does not mean Ul design is unimportant in real frontend work. Visual design
still helps designers and developers communicate interface intent. Within this
study, however, the main limitations of the generated applications came from fail-
ures in execution logic, not from missing visual detail. Ul guidance and implemen-
tation guidance addressed different concerns here and are not interchangeable.

5.8 LIMITATIONS OF THE STUDY

The results should be read with several limits in mind.

The same researcher designed the prompts, prepared the textual wireframes
and TechSpec with model assistance, and scored the generated applications.
Although scoring used the same criteria across runs, this role overlap can introduce
confirmation bias. No second evaluator or inter-rater reliability check was used.
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One LLM platform and one model configuration were used across all 33 runs,
generated between 13 November 2025 and 15 December 2025. The model picker
stayed on GPT-5.1 Instant. No provider-announced update appeared during this
period, but silent hosted-model changes cannot be ruled out.

With only three runs per cell, the results should be read as descriptive and ex-
ploratory. The run-to-run ranges show that variation occurred, but they do not
estimate the full distribution of possible outputs.

Task complexity was defined conceptually (static rendering, stateful interaction,
asynchronous multi-step workflow), not through a formal quantitative measure. Dif-
ferent task designs or feature combinations might produce different performance
patterns.

The weighting scheme for the overall score was chosen for this study, drawing
on references and common practice. It is not a community-accepted benchmark.
Different weighting schemes could lead to somewhat different rankings, and no
formal sensitivity analysis was performed.

The anchor descriptors used to score the quality metrics (Appendix A.7) were
defined by the researcher for this study, following the analytic-rubric pattern dis-
cussed in Section 3.5.1. They were not calibrated against a second evaluator or
against an external rubric standard, so the precise anchor values should be read
as a study-specific scoring contract rather than a generalisable scale. Each anchor
was tied to a concrete observable defect to keep scoring decisions traceable, but
the inter-rater reliability of the rubric was not measured.

The technical specification condition was introduced as a follow-up after base-
line failure patterns had already been observed. The specification was therefore
tailored to address known failure modes, and its observed advantage may not
generalise to other complex frontend tasks where failure modes differ.

All tasks were drawn from a single application domain, a cafeteria ordering scenario
adapted from [30]. Generalisation to other frontend domains, such as dashboards,
content management interfaces, or data visualisation applications, has not been
tested.

Accessibility scores remained at the upper bound across all conditions and com-
plexity levels (Table 4.2). The experimental prompts did not request accessibility-
specific behaviours and the assessment was a basic check (Section 3.5.1), so
the constant score does not show how input design affects accessibility-specific
behaviour. This dimension is left to future work that uses prompts with explicit
accessibility requirements.

The workflow-driven organising framework formulated in Section 5.6 is a heuristic
derived from the same data on which it is illustrated. It has not been validated on
independent tasks, and its boundaries between complexity levels are qualitative,
not measured. In this framework, model capability is held constant while input
designis varied. For a different model, especially one with stronger code generation
or multimodal capabilities, the relative value of the input artefacts may shift. This
is outside the scope of the present study.

Despite these limitations, the study explores how input design interacts with task
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complexity in LLM-based frontend code generation, and points to specific failure
modes that future work can address.
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6 CONCLUSIONS

6.1 SUMMARY OF FINDINGS

This thesis investigated how different input designs influence the quality and
reliability of LLM-generated React frontend applications. Three baseline input
configurations were compared: requirements only, requirements plus a textual
wireframe, and requirements plus a visual wireframe. They were tested across three
complexity levels (static rendering, stateful interaction, and asynchronous multi-
step workflow). At the complex level, two follow-up conditions added a technical
specification. Generated applications were evaluated on functional correctness, Ul
quality, performance, code quality, accessibility, and build score, combined into a
weighted overall score. Wireframe conditions also have a separate Ul consistency
score.

The effect of input design depended on task complexity. At the small and medium
levels, all baseline configurations produced high functional correctness, and adding
a wireframe did not give a consistent practical gain. At the complex level, mean
functional correctness fell across all baseline configurations and runs became
less stable. The main failures were in asynchronous logic, state coordination, and
navigation, not visual layout.

R+WF_Text illustrates this instability: its three runs received the same functional
score but failed in different ways, so score similarity did not imply failure-mode
similarity. R+TechSpec had higher mean functional correctness than the complex
baseline conditions, although smaller errors remained. R+WF_Text+TechSpec pro-
duced the largest run-to-run range in the experiment, so adding a textual wireframe
to the technical specification did not make the output more stable.

6.2 ANSWERS TO THE RESEARCH QUESTIONS

RQ1. Input design influenced output quality, but its effect depended on task
complexity. For small and medium tasks, the requirements document alone was
already sufficient for reliable outputs, and additional wireframe inputs did not
provide a consistent practical improvement on functional correctness, Ul behaviour,
or code quality. For complex tasks, Ul inputs alone were not sufficient to address
failures in execution logic.

RQ2. Wireframes affected Ul consistency but did not consistently improve func-
tional correctness. The textual wireframe specified component hierarchy and
screen structure at a general level and left layout details open, while the visual wire-
frame provided more precise spatial relationships. At the complex level, R+WF_Vi-
sual was associated with lower functional correctness and wider run-to-run varia-
tion than R+WF_Text.
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RQ3. Task complexity affected functional correctness and run-to-run reliability
more strongly than the choice of input in this study. Input configurations that were
sufficient at the small and medium levels were not sufficient at the complex level.

RQ4. Atechnical specification was associated with higher functional correctness
in complex tasks. The severe failure modes observed under the baseline complex
conditions (infinite fetch and render loops, navigation redirects, page overwriting
during incremental loading) did not appear in any of the three R+TechSpec runs.
The generalisation of this finding is limited (see Section 5.8).

6.3 CONCLUDING REMARKS

In this exploratory single-model study, the value of an input artefact seemed to
depend on whether it addressed the main demand of the task. The workflow-
driven organising framework in Section 5.6 summarises this pattern as a heuristic
mapping from task complexity to input artefact choice. Textual requirements
were already sufficient for reliable outputs in the small and medium tasks. For the
complex tasks, implementation guidance was linked to higher functional reliability
than added Ul input.

Future work should extend these patterns. The most useful directions are testing
with several models, adding application domains beyond cafeteria ordering, running
more trials per condition, and designing the implementation-oriented input in
advance instead of as a follow-up. A multi-model test is the most pressing, because
the framework here rests on one general-purpose model.
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APPENDIX A: EXPERIMENTAL INPUTS AND
PROMPT MATERIALS

This appendix presents the main experimental materials used in the study de-
scribed in Chapter 3. It includes the requirements, textual and visual wireframes,
backend API specification, technical specification, prompt template, scoring rubric,
run-level scores, and run notes.

The reproduced input artefacts preserve the wording used during generation, ex-
cept for minor formatting adjustments needed for presentation in the appendix.
The scoring tables and run notes are included to document how the generated
applications were evaluated.

A.1 FUNCTIONAL REQUIREMENTS

A.1.1 SMALL TASK REQUIREMENTS

1. Project Context

Cafeteria Order System (COS)

2. Functional Requirements

The system shall display a list of all available menu items from menu.json.
Each item shall show:

Name

Price

Image

Short description (if available)

The menu shall be presented as a flat list (no category grouping or interactivity).

A.1.2 MEDIUM TASK REQUIREMENTS

Requirements:
1. Project Context

Cafeteria Order System (COS)

2. Functional Requirements

Menu Display:

The system shall display a list of all available menu items from menu.json.
Each item shall show:

Name

Price

Image

Short description (if available).
The menu shall be presented as a flat list (no category grouping or interactivity).
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Cart Functionality:

Each menu item shall include quantity control to add or remove the item from the cart.

Cart updates in real time whenever an item is added or removed.

The cart view shall be accessible via a navigation link or icon from the main menu page.

Cart contents persist during navigation within the session.

The cart interface shall list all items currently in the cart, showing for each item its
name, image, quantity, and individual price.

The cart shall also display the total item count and total price clearly.

A.1.3 COMPLEX TASK REQUIREMENTS

1. Project Context
Cafeteria Order System (COS)
2. Functional Requirements

Menu Display:

The system shall display menu items retrieved from the backend.

The menu shall provide category-based navigation (sushi, noodle, curry, chicken, salad,
drink).

Selecting a category shall show only the items belonging to that category.

Categories may be presented as tabs, a horizontal list, or a simple navigation bar.

Only one category can be active at a time.

By default, no category is selected and the menu displays the unfiltered full list of
items.

Each item shall show:Name, Price, Image, Description (if available).

The menu shall support quantity controls to add or remove the item from the cart.

Incremental Loading:

When the user scrolls to the bottom of the menu list, the application shall load the
next batch of items.

If a category is selected, only items for that category shall be loaded.

If no category is selected, items shall be loaded without any category filter (
unfiltered request).

Loading continues until all available items for the current view (category-filtered or
unfiltered) have been displayed.

A loading indicator shall appear during loading.

If loading fails, an error message shall be displayed.

Cart Functionality:

Cart updates in real time whenever an item is added or removed.

The cart view shall be accessible via a navigation link or icon from the main menu page.

Cart contents persist during navigation within the session.

The cart interface shall list all items currently in the cart, showing for each item its
name, image, quantity, and individual price.

The cart shall also display the total item count and total price clearly.

The cart shall include a checkout button.

Checkout Form:

The Checkout page shall include a read-only cart summary.

Fields: Name, Phone, Pickup/Delivery toggle, Delivery address (if delivery), Notes (
optional).

Validation rules:Name and phone are required, Phone number must be valid format.

The Submit button shall be disabled until all required fields are valid.

Order Confirmation View:

After successful submission, display: summary of ordered items, total price, generated
order number.

Show a success message and a ~"Back to Menu'' button.

Navigation Flow:
Menu -> Cart -> Checkout -> Order Confirmation.
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A.2 TEXTUAL WIREFRAMES

The textual wireframes were generated by ChatGPT and then reviewed by the author.
They describe screen structure, component hierarchy, component behaviour, and
layout guidance without specifying exact pixel-level positions.

A.2.1 SMALL TASK TEXTUAL WIREFRAME

Screens List
1.SCR_MENU - Menu Screen

Screen: SCR_MENU - Menu Screen
Component Hierarchy

AppContainer
HeaderBar
MenulList
MenuItemCard (repeated for each item)
ItemImage
ItemInfo
ItemName
ItemPrice
ItemDescription
FooterNote
Components
ID
| ID | Name | Role
|
| mmmmmmmmm e [ = |
__________________________________________________________________ [
| “CMP_AppContainer” | AppContainer | Root layout container that defines
responsive behavior and spacing |
| “CMP_HeaderBar" | HeaderBar | Displays the app title "~“Cafeteria Order
System (C0S)'' |
| “CMP_MenuList" | MenuList | Flex/Grid container displaying menu items in
a scrollable list |
| “CMP_MenuItemCard" | MenuItemCard | Visual card showing details for one menu
item |
| “CMP_ItemImage" | ItemImage | Displays the menu item's image (responsive,
fixed aspect ratio) |
| “CMP_ItemInfo" | ItemInfo | Container for textual details (name, price,
optional description) |
| “CMP_ItemName~ | ItemName | Displays the name of the menu item
|
| “CMP_ItemPrice” | ItemPrice | Displays the price of the menu item
|
| “CMP_ItemDescription” | ItemDescription | Displays a short description if available
|
| “CMP_FooterNote" | FooterNote | Displays small footer text, e.g., ~~All

prices include VAT''

Component Behaviors: Event -> Result Mappings

| Event | Component
| Result
|
| = |
__________________ |
| “onLoad” |
CMP_AppContainer™ | Fetch and display “menu.json” content
|
| “onError” |

CMP_AppContainer™ | Display fallback text: ~“Menu currently unavailable.''
|
| “onResize" |
CMP_AppContainer™ | Adjust layout from single-column (mobile) to multi-column grid
on larger screens |
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| *(No click or hover interactions -- read-only display as per requirements)x |
|I

Layout & Visual Guidance

General Layout:

Mobile-first design <(480 px):

Single-column layout.

Cards stack vertically with margin-bottom: 8px.

Container padding: 16px (2x8-pt).

Tablet 2(768 px):

2-column grid layout for menu items.

Gap between columns: 16px.

Desktop 2(1024 px):

3-column grid layout for menu items.

Max width: 1200px, centered with margin: auto.

Spacing (8-pt grid):

Between Header and MenuList: 16px

Between MenuItemCard elements: 8px

Padding inside cards: 8px

Between text elements (name -> price -> description): 4px

Flex/Grid Usage:

CMP_AppContainer: flex column (vertical stacking).

CMP_MenulList: CSS Grid (auto-fit columns).

CMP_MenuItemCard: flex column (image on top, text below).

CMP_ItemInfo: flex column (align text start).

Visual Guidance:

Each MenuItemCard has soft shadow, rounded corners (8px radius), and white background.

ItemImage uses full width, fixed height (e.g., 150px), with object-fit: cover.

Text hierarchy:

Name: medium bold

Price: accent color

Description: smaller gray text

Navigation Flow
| From Screen | User Action | To Screen | Note

| "SCR_MENU~ | -- | -- | Single-screen application (static display of
menu). |

End of Wireframe Description
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A.2.2 MEDIUM TASK TEXTUAL WIREFRAME

SCREENS LIST
S1 -- Menu Screen
S2 -- Cart Screen

COMPONENT HIERARCHY (TREE VIEW)
S1_MenuScreen
C1_HeaderBar
C1A_AppTitle
C1B_CartNavButton
C2_MenulList (scrollable)
C2I_MenultemCard (repeated per menu item)
C2I_Image
C2I_InfoContainer
C2I_Name
C2I_Description
C2I_Price
C2I_QuantityControls
C2I_QtyMinusButton
C2I_QtyDisplay
C2I_QtyPlusButton
C3_FloatingCartSummary (visible on small screens when items > 0)
C3_TotalCount
C3_TotalPrice
C3_ViewCartButton

COMPONENTS (IDs, NAMES, ROLES)

C1_HeaderBar -- top navigation; persistent title and cart access.
C1A_AppTitle -- displays ~"Cafeteria Order System''.

C1B_CartNavButton -- navigates to Cart Screen; shows live item count badge.
C2_MenuList -- contains flat list of all menu items.

C2I_MenulItemCard -- shows item data and quantity controls.

C2I_Image -- item image preview.

C2I_InfoContainer -- wraps name, description, and price.

C2I_Name -- item name text.

C2I_Description -- optional short description.

C2I_Price -- price text.

C2I_QuantityControls -- add/remove logic.
C2I_QtyMinusButton -- decreases quantity.
C2I_QtyDisplay -- shows current quantity.
C2I_QtyPlusButton -- increases quantity.

C3_FloatingCartSummary -- quick summary bar fixed to bottom on mobile.
C3_TotalCount -- number of items in cart.

C3_TotalPrice -- aggregate cost.

C3_ViewCartButton -- navigates to Cart Screen.

COMPONENT BEHAVIORS (EVENT -> RESULT)

C1B_CartNavButton.onClick -> Navigate to S2_CartScreen.

C2I_QtyPlusButton.onClick -> Increase item quantity -> Update cart state -> Update
C3_FloatingCartSummary & C1B_CartNavButton badge.

C2I_QtyMinusButton.onClick -> Decrease item quantity (min @) -> Update cart state ->
Update C3 and header badge.

C3_ViewCartButton.onClick -> Navigate to S2_CartScreen.

LAYOUT & VISUAL GUIDANCE

Mobile-first <(480 px):

- Cl_HeaderBar: horizontal flex-row, space-between, height ~48 px, padding 8 px.

- C2_MenuList: single-column list; MenuItemCard uses vertical stacking with 8-pt spacing.

- Item card layout: image (full-width top) then text then gty controls; all spaced using
8, 16 multiples.

- C3_FloatingCartSummary: fixed bottom, full-width, padding 16 px, flex-row space-
between.
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Tablet/desktop scaling:

- C2_MenulList: responsive grid (min 200-240 px cards), gap 16 px.

- Item card image left and text right can switch to two-column layout via CSS grid or
flex row.

Navigation:
- Menu Screen -> Cart Screen via header button or floating summary.

COMPONENT HIERARCHY (TREE VIEW)
S2_CartScreen
C4_HeaderBar
C4_BackToMenuButton
C4_TitleCart
C5_CartList (scrollable)
C5I_CartItemRow (repeated per cart item)
C5I_Image
C5I_InfoContainer
C5I_Name
C5I_Price
C5I_QuantityControls
C5I_QtyMinusButton
C5I_QtyDisplay
C5I_QtyPlusButton
C6_CartTotalsSection
C6_TotalItemCount
C6_TotalPrice

COMPONENTS (IDs, NAMES, ROLES)

C4_HeaderBar -- top bar dedicated to cart view.
C4_BackToMenuButton -- navigates to S1_MenuScreen.
C4_TitleCart -- static ~"Your Cart''.

C5_CartlList -- vertical list of selected items.
C5I_CartItemRow -- row format of cart item.

C5I_Image -- thumbnail.

C5I_InfoContainer -- item textual info.

C5I_Name -- item name.

C5I_Price -- individual item price.
C5I_QuantityControls -- same behavior as menu controls.

C5I_QtyMinusButton -- decrease item quantity.
C5I_QtyDisplay -- current qty.
C5I_QtyPlusButton -- increase item quantity.

C6_CartTotalsSection -- bottom summary area.
C6_TotalItemCount -- aggregated count.
C6_TotalPrice -- aggregated cost.

COMPONENT BEHAVIORS (EVENT -> RESULT)

C4_BackToMenuButton.onClick -> Navigate to S1_MenuScreen.

C5I_QtyPlusButton.onClick -> Increase quantity -> Update totals.
C5I_QtyMinusButton.onClick -> Decrease quantity; if zero -> remove row -> Update totals.

LAYOUT & VISUAL GUIDANCE

Mobile-first:

- C4_HeaderBar: flex-row, centered title, back button on left, padding 8 px.

- C5_CartlList: vertical list, row height ~72-96 px, 8-16 px spacing.

- C5I_CartItemRow: horizontal flex-row -- image (left), text (middle), qty controls (
right).

- C6_CartTotalsSection: fixed bottom or bottom-aligned block; padding 16 px; bold text;
8-16 px spacing.

Tablet/desktop:

- Centered layout max-width ~768 px.

- Increased spacing (16-24 px).

- Cart items may use larger thumbnails.

NAVIGATION FLOW



Start -> S1 Menu Screen

From Menu Screen:

- Tap cart icon (C1B) -> S2 Cart Screen

- Tap floating summary button (C3) -> S2 Cart Screen

From Cart Screen:
- Tap back button -> S1 Menu Screen

All cart state persists across both screens during session.

A.2.3 COMPLEX TASK TEXTUAL WIREFRAME

SCREENS LIST

1. S1 - Menu Screen

2. S2 - Cart Screen

3. S3 - Checkout Screen

4., S4 - Order Confirmation Screen

COMPONENT HIERARCHY (TREE)
- C1 MenuScreen
- Cl.1 HeaderBar
- C1.1.1 AppTitle
- C1.1.2 CartIconButton
- C1.2 CategoryNav
- C1.2.1 CategoryTab (repeated for each category)
- C1.3 MenuListContainer
- C1.3.1 MenulItemCard (repeated per item)
- C1.3.1.1 ItemImage

- C1.3.1.2 ItemInfoBlock
- C1.3.1.2.1 ItemName
- C1.3.1.2.2 ItemDescription (optional)
- C1.3.1.2.3 ItemPrice
- C1.3.1.3 QuantityControl
- C1.3.1.3.1 DecrementButton
- C1.3.1.3.2 QuantityLabel
- C1.3.1.3.3 IncrementButton

- Cl1.4 LoadingIndicator (conditional)
- C1.5 ErrorBanner (conditional)

COMPONENTS (IDs / ROLES)
- C1 MenuScreen -- root container for menu functionalities.
- C1.1 HeaderBar -- fixed top bar with title and cart entry.

LoadingIndicator -- shows while additional items load.
ErrorBanner -- displayed on load error.

- C1.1.1 AppTitle -- displays ~"COS''.
- C1.1.2 CartIconButton -- navigates to Cart screen; shows item count badge.
- C1.2 CategoryNav -- horizontal category selector.
- C1.2.1 CategoryTab -- selects category; highlights active category.
- C1.3 MenulListContainer -- scrollable list with incremental load trigger.
- C1.3.1 MenuItemCard -- displays menu item details.
- C1.3.1.1 ItemImage -- thumbnail.
- C1.3.1.2 ItemInfoBlock -- name, description, price vertical stack.
- C1.3.1.3 QuantityControl -- inline add/remove UI.
4
5

BEHAVIORS (Event -> Result)
- ScrollToBottom -> LoadNextBatch of items.

- CategoryTab.Click -> UpdateActiveCategory -> ResetMenulList -> LoadFirstBatch.

- IncrementButton.Click -> AddItemToCart.

- DecrementButton.Click -> RemoveItemFromCart.
- CartIconButton.Click -> NavigateTo(S2).

- OnLoadFail -> Show ErrorBanner.

LAYOUT & VISUAL GUIDANCE

- Mobile-first column layout.

- HeaderBar: horizontal flex, spaced-between, padding 16 (two 8-pt units).
- CategoryNav: horizontal scrollable list; gap 8.
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- MenuItemCard: vertical stack on mobile =<(480 px), two-column grid on larger screens.

- Spacing: 8-pt increments between elements.

- MenuListContainer: full-height scrollable; bottom padding 16.

- Cards use 8 padding inside; gap 8 between image and text.

NAVIGATION
- CartIconButton -> S2 Cart Screen.

COMPONENT HIERARCHY (TREE)
- C2 CartScreen
- C2.1 HeaderBar
- C2.1.1 BackButton
- C2.1.2 Title ("Cart")
- C2.2 CartItemList
- C2.2.1 CartItemRow (repeated)
- €2.2.1.1 ItemImageSmall
- C2.2.1.2 ItemInfo
- C2.2.1.2.1 ItemName
- C2.2.1.2.2 ItemPrice
- C2.2.1.3 QuantityControl (same structure as S1)
- C2.3 SummaryBar
- C2.3.1 TotalItemCount
- C2.3.2 TotalPrice
- C2.4 CheckoutButton

COMPONENTS (IDs / ROLES)

- C2 CartScreen -- shows selected items.

- C2.1 HeaderBar -- with back navigation.

- C2.2 CartItemList -- list container.

- C2.2.1 CartItemRow -- compact item view.
- C2.3 SummaryBar -- displays totals.

- C2.4 CheckoutButton -- leads to checkout.

BEHAVIORS

- BackButton.Click -> NavigateTo(S1).

- IncrementButton.Click -> Increase Cart Item Qty.
- DecrementButton.Click -> Decrease Cart Item Qty.
- CheckoutButton.Click -> NavigateTo(S3).

LAYOUT & VISUAL GUIDANCE

- Mobile-first vertical stacking.

- CartItemRow: horizontal flex; gap 8; image-left layout.
- SummaryBar: horizontal flex spaced-between, padding 16.
- CheckoutButton: full-width button with 16 top margin.

- All spacing follows 8/16/24 multiples.

NAVIGATION
- BackButton -> S1.
- CheckoutButton -> S3.

COMPONENT HIERARCHY (TREE)
- C3 CheckoutScreen
- C3.1 HeaderBar
- C3.1.1 BackButton
- C3.1.2 Title ("Checkout")
- C3.2 CartSummary
- C3.2.1 SummaryItemRow (repeated)
- €3.2.2 SummaryTotal
- C3.3 CheckoutForm
.1 InputName
InputPhone
DeliveryToggle
InputAddress (conditional)
InputNotes

1

8
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- C3.4 SubmitButton (disabled until valid)

COMPONENTS (IDs / ROLES)

- C3 CheckoutScreen -- order form UI.
- C3.2 CartSummary -- read-only cart.
- 3.3 CheckoutForm -- collects user info.

- C3.3.3 DeliveryToggle -- pickup vs delivery.
- C3.4 SubmitButton -- posts order.

BEHAVIORS
- BackButton.Click -> NavigateTo(S2).
- DeliveryToggle.Change:
Pickup -> Hide InputAddress.
Delivery -> Show InputAddress.
- InputName.Change -> ValidateName.
- InputPhone.Change -> ValidatePhone.
- SubmitButton.Click (valid only) -> SubmitOrder -> NavigateTo(S4).

LAYOUT & VISUAL GUIDANCE

- Vertical layout, padding 16.

- Form fields spaced by 16.

- CartSummary uses vertical stack with 8 gap.
- SubmitButton full width, margin-top 24.

NAVIGATION
- BackButton -> S2.
- On successful submission -> S4.

COMPONENT HIERARCHY (TREE)
- C4 OrderConfirmationScreen
- C4.1 HeaderBar
- C4.1.1 Title ("Order Confirmation")
- C4.2 SuccessMessage
- C4.3 OrderSummary
- C4.3.1 SummaryItemRow (repeated)
- C4.3.2 SummaryTotal
- C4.3.3 OrderNumberBlock
- C4.4 BackToMenuButton

COMPONENTS (IDs / ROLES)

- C4 OrderConfirmationScreen -- end-of-flow confirmation.
- C4.2 SuccessMessage -- simple confirmation text.

- C4.3 OrderSummary -- includes items and total.

- C4.3.3 OrderNumberBlock -- shows generated order #.

- C4.4 BackToMenuButton -- returns to menu.

BEHAVIORS
- BackToMenuButton.Click -> NavigateTo(S1).

LAYOUT & VISUAL GUIDANCE

- Centered top-level stacking on mobile.

- Padding 16.

- OrderSummary uses vertical stack, gap 8.
- Button full width.

NAVIGATION
- BackToMenuButton -> S1.

- Mobile-first <(480 px): vertical stacking, single-column.
- 2640 px: allow two-column layouts for MenuItemCard.

- A1l spacing follows 8-pt grid (8 / 16 / 24 / 32).

- Use flex column layouts unless noted.

- Images scale proportionally with max-width: 100%.

- Sticky HeaderBar on all screens.
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S1 (Menu) -> S2 (Cart) -> S3 (Checkout) -> S4& (Order Confirmation)
Back navigation allowed:

- S2 -> 51

- S3 ->8S2

-S4 -> S1

A.3 VISUAL WIREFRAMES

The visual wireframes were created using Visily.ai. They provide visual layout
guidance, including relative placement, alignment, and proportions of interface
elements.
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A.3.1 SMALL TASK VISUAL WIREFRAME

9:41 all = -

(> [ Menu

Classic Burger $12.99

Juicy beef patty, fresh lettuce, tomato, onion, and
pickles on a toasted brioche bun.

Caesar Salad $9.50

Crisp romaine lettuce, croutons, parmesan
cheese, and a creamy Caesar dressing.

Cappuccino $4.25

Rich espresso with steamed milk and a thin layer
of foam.

W

Margherita Pizza $15.00

San Marzane tomato sauce, fresh mozzarella,
basil, and a drizzle of olive oil.

Chocolate Lava Cake $7.00

Warm chocolate cake with a molten center,
served with vanilla bean ice cream.

Made with (visily

Figure A.1: Visual wireframe for the small task.



A.3.2 MEDIUM TASK VISUAL WIREFRAME

94 wll = -

Espresso

A strong shot of coffee, perfect to kickstart
your day.

$2.50 - @

Butter Croissant

Flaky, buttery pastry, baked to golden
perfection.

$3.20 -0 @

Club Sandwich

Classic sandwich with turkey, bacon, lettuce,
and tomato.

$8.99 -0 @

Caesar Salad

Crisp romaine, croutons, parmesan, and
creamy Caesar dressing.

$7.50 -0 @

Vanilla Latte

Smooth espresso with steamed milk and
sweet vanilla syrup.

$4.00 - @

Made with {BVisily

9:41 all = -

< Your Cart

Classic Chicken Burger

a $17.98

eV EES © Remove

\

Spicy Veggie Wrap

i $6.75

- 1 + @ Remove

Fries (Large)

ﬁ $10.50
- 3 + @ Remove

Coca-Cola (Can)
$4.00

eV EESE © Remove

Total Items: 8

Total Price: $39.23

Made with (Bvisily
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Figure A.2: Visual wireframes for the medium task: menu page and cart page.
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A.3.3 COMPLEX TASK VISUAL WIREFRAME

Your Cart

Noodle Curry

Salmon Nigiri Platter Spicy Chicken Ramen

Fresh salmon slices on ; L $$12.50

se ed rice,

$12.50

i Spicy Tuna Roll California Sushi Roll
Tuna mixed with spic' a

and cucumber, wrapy i nor $$9.75

Vegetable Curry with
Rice
$$11.00

1 +
Chicken Katsu Curry

Crispy fried chicken cutlet
4« served with rich Japanese

v Grilled Salmon Salad
s1e25 () o @ 551495

1 +
Teriyaki Chicken Bowl
Grilled chicken glazed with
weet teriyaki sau

rved
s112.99 (-) o @ > Iced Green Tea
553.00

Garden Fresh Salad 3+
Mixed greens, cherry
tomatoes, cucumber, carrots

$7.50 (=)o ° Margherita Pizza
$5$15.00

Iced Green Tea T - 1 +
Refreshing chilled gr =
perfect to compler

Total Items: 9

Total Price: S$84.00
Tonkotsu Ramen

‘ Creamy pork bc h wi
h‘, thin noodles, ¢ s
= Proceed to Checkout (9 items)
$13.50 N\

End of menu items.

Figure A.3: Visual wireframes for the complex task: menu and cart pages (Part 1
of 2).
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Checkout

Your Order

!6 Callfornla Roll
7
<@

Splcy Tuna Roll

all = -

)rder Confirme
Iri Miso Soup

=
Your order has been
successfully placed!

Qty: 1

Contact Information

Full Name

John Doe
Order Details
Phone Number

Sushi Platter

Qty: 1

+1(555) 123-4567 $18.50

Delivery Option
Spicy Noodle Soup $12.00

Pickup Delivery Qty: 2
Door-to-door Chi K c
service hicken Katsu Curry

Qty: 1

Collect at store $15.75

Notes (Optional) Order Number: C05-20231026-98765

Any special instructions or dietary
restrictions? Total: $58.25

Back to Menu

Figure A.3: Visual wireframes for the complex task: checkout and order-
confirmation pages (Part 2 of 2).
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A.4 BACKEND API SPECIFICATION

The following API specification was used for the complex task. The small and
medium tasks used the local menu. json file instead.

API Specification:

The application shall load menu items from a backend API.
Use the following contract for data fetching:

Base URL: http://localhost:3000

Endpoint: /menu

Method: GET

Query parameters:

page (number, required): page index starting from 1
size (number, required): number of items per batch
category (string, optional): filter items by category

Successful response format (shape example):

{
"data": {
"menus": [
{
"id": 1,
"name": "Sushi combo a",
"image": "http://localhost:8008/sushi-combo-a.webp",
"description": "",
"price": "52.30",
"category": "sushi"
}
1,
"total": 12,
"page": "1",
"size": "1"
b
"code": 0O,
"message": "Success"
}

Error response:
The backend may return HTTP error statuses (4xx/5xx).
Display a simple message.

Notes:
Use absolute URLs (e.g., http://localhost:3000/menu?page=16size=10).
Implement fetching logic inside utility functions (e.g., src/utils/).

Do NOT fetch the entire dataset at once.

A.5 TECHNICAL SPECIFICATION

The technical specification was used in the follow-up conditions R+TechSpec
and R+WF_Text+TechSpec at the complex level. It contains no source code. The
document describes expected behavioural patterns and architectural practices,
written in the style of a technical handoff.
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Technical Specification:

In addition to the information and API specification above, follow these technical guide:

1. API Interaction

- Use asynchronous requests (e.g., fetch with async/await) for all /menu calls.
- Handle network or server errors by showing a visible error message in the UI.

2. Pagination and Incremental Loading
- The menu list uses incremental loading: page 1 is loaded initially, and additional
pages are loaded as the user scrolls.
- When loading a new page, append the new items to the existing list so previously
loaded items remain visible.
- Show a loading indicator while a page is being fetched.
- Avoid:
- loading the same page multiple times,
- triggering multiple loads for the same page,
- entering an infinite loading loop when an error occurs.

3. Category Switching

- When the user selects a category (sushi, noodle, curry, chicken, salad, drink), the
list should show only items from that category.

- When switching category, restart pagination from the beginning for that category.

- Items from the previous category must not remain visible after switching.

4. Scroll-trigger Behavior
- Load the next page only when:
- the user has reached the end or near the end of the list,
- there is no ongoing request,
- more data is available.
- The scroll trigger must not trigger repeatedly when there is no more data.

5. Component and State Organization

- Implement Menu, Cart, Checkout, and Order Confirmation as separate page-level
components.

- Place reusable UI parts (e.g., menu item card, cart item row) in a components folder.

- API interaction logic should be separated file, not directly inside page components.

- Keep App.tsx focused on routing and top-level layout, not detailed business logic.

A.6 PROMPT TEMPLATE

A.6.1 BASE GENERATION PROMPT

For each generation run, the relevant artefacts were inserted into the following
prompt template. The placeholder REQUIREMENTS was replaced with the require-
ments document for the selected complexity level. The WIREFRAME appeared
only in wireframe-based conditions. The TECHSPEC was included only in the
technical-specification follow-up conditions.

Task: Generate a complete React + Vite + TypeScript project for the Cafeteria Order
System (COS) based on the following information provided below.

Constraints:

- Functional components only

- TailwindCSS for styling

- Mobile-first responsive layout
- Use 8-pt spacing

- No external UI libraries

Implementation rules:

- Generate a complete Vite + React + TypeScript project as if created with npm create
vitealatest cos -- --template react-ts.

- Include the full and correct package.json contents, not only file names.

- Use the appropriate latest stable versions (as of 2025) for React, Vite, and
TypeScript.
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- Do not omit any code files listed in the file tree.

Data Source:

For small and medium tasks, use the dataset provided in public/menu.json.
For complex tasks, use the backend API specification provided below.

Input artefacts:
{REQUIREMENTS}

{API_SPECIFICATION}
{WIREFRAME}

{TECHSPEC}

Deliverable:

- Provide the full file tree and the complete content of all files necessary to build
and run the project, including configuration and HTML entry files, including package.
json, vite.config.ts, tsconfigx.json, postcss.config.js, index.html, etc.

- Do not abbreviate code with ellipses.

A.6.2 WIREFRAME REFERENCE INSTRUCTIONS

For textual-wireframe conditions, the following instruction was placed before the
textual wireframe artefact:

Wireframe reference (textual):
Use the following wireframe description as reference. It is attached as WF_Chatgpt_{

LEVEL}.md.
Do not summarize or reinterpret it.

For visual-wireframe conditions, the following instruction was inserted before the
image attachments:

Wireframe reference (image):
Use the wireframes as reference. They are attached as the corresponding image files for
the selected complexity level.

A.7 SCORING RUBRIC

A.7.1 OVERALL SCORING FORMULA

The final overall score was calculated as follows:

Overall = Build score x (0.50F + 0.20U + 0.15P + 0.10C + 0.05A) (A.1)

A.7.2 FUNCTIONAL CORRECTNESS
A.7.3 Ul QUALITY

Minor style differences normally did not reduce the Ul score. Examples include:
« color not exactly matching a wireframe;
* missing shadow;

+ image aspect ratio being slightly different;



Table A.1: Main functional behaviours checked by task complexity level
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Level

Main required behaviours

Small

Medium

Complex

Menu items are loaded and displayed correctly from the
provided data source. Required item information, such as
name, description, price, and category, is visible where re-
quired by the task.

Menu items are displayed correctly. Users can change item
quantities, add items to the cart, remove items from the
cart, and the cart summary updates correctly according to
user actions.

Menu data is loaded through the API. Category selection
changes the paginated API requests. Incremental loading
appends new pages without removing existing items. API
failure handling shows a visible error message when a back-
end failure is simulated. The cart state is preserved across
Menu, Cart, Checkout, and Confirmation. Checkout form
validation works, and the confirmation page shows the or-
der summary and generated order number.

Table A.2: Functional correctness scoring anchors

Score

Anchor

1.0

0.9

0.8-0.85

0.7

0.55-0.6

0.4-0.5

All required functions work correctly. Small text differences,
unspecified currency symbols, or harmless extra captions
are not penalised.

One minor functional defect, such as incorrect conditional
rendering for an optional description.

Minor functional problems exist, but the main user flow still
works.

Noticeable functional problem, but the app is still mostly
usable. For example, repeated fetch behaviour that does not
fully block normal use.

A major required feature or flow is broken, such as checkout
not reaching confirmation, incremental loading failing after
early pages, or navigation breaking in one core step.

Severe functional instability, such as infinite fetch or re-render
behaviour that seriously affects use.

Core app does not render, the main list is missing, or func-
tionality cannot be evaluated.
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Table A.3: Ul quality scoring anchors

Score Anchor

1.0 Clean, readable, mobile-first Ul. Main elements are clearly
separated and visually understandable.

0.9-0.95 Minor spacing, alignment, or hierarchy issues, but the inter-
face remains clear and usable.

0.8-0.85 Several visible Ul issues, such as local crowding or weaker
hierarchy, but the interface is still usable.

0.6-0.7 Major layout or hierarchy problems, especially on mobile
screens.

0.3-0.5 Barely styled or difficult to use.

0 Ul cannot be displayed or evaluated.

- font weight not being exactly reproduced;

* spacing not being pixel-perfect;

« price and name having similar font size, if the Ul remained readable.

Tailwind spacing utilities such as p-4, gap-4, and mt -6 were treated as satisfying
the spacing requirement. Arbitrary pixel-perfect measurement was not used.

A.7.4 PERFORMANCE

Table A.4: Performance scoring anchors

Score Anchor

1.0 Clean runtime. No visible delay, infinite loop, console spam,
or repeated unnecessary requests.

0.9 Minor warning or small redundant request, with no real user
impact.

0.8 Noticeable inefficiency, but the app remains stable and us-
able.

0.7 Repeated fetch or render behavior is visible and problematic,
but does not completely block use.

0.5 Frequent runtime errors, repeated requests, or loops that
significantly affect usability.

0.0-0.4 App becomes unstable, stuck, or effectively unusable.

Performance problems could also affect functional correctness if they blocked
required behaviour. For example, an infinite fetch loop could reduce both F and P.



Table A.5: Code quality scoring anchors

Score

Anchor

1.0

0.90t0 0.95

0.801t0 0.85

0.70t0 0.75

0.50t0 0.60

0.30 or be-
low

Modular components, clear file structure, good TypeScript
types, readable naming, and low duplication.

Minor issues, such as small TypeScript looseness, minor
warning, or a small implementation artefact that does not
affect required functionality.

Some structure problems, unnecessary hard coded Ul frag-
ments, or other implementation cleanliness issues, while the
code is still reasonably maintainable.

Monolithic but readable code, such as components, types,
and custom hooks all placed inside App . tsx.

Messy or repeated code, weak structure, and limited typing.
Poor structure, missing types, and very low maintainability.

A.7.5 CODE QUALITY

Build and dependency problems were not double-counted in code quality, since

the build score multiplier already captured them.

A.7.6 ACCESSIBILITY

Table A.6: Accessibility scoring anchors

Score Anchor

1.0 Images have alt text, form inputs have labels where appli-
cable, semantic elements are used, buttons are keyboard-
accessible, and contrast is reasonable.

0.9 Very small accessibility issue, but the interface remains
mostly accessible.

0.8 Some missing a'lt text or labels, but basic accessibility is
still partly considered.

0.5-0.6 Little explicit accessibility consideration.

0.3 or below Clearly inaccessible structure, such as non-semantic div-only
Ul, unlabeled forms, or non-focusable interactive elements.

0 Accessibility cannot be evaluated.
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Table A.7: Build score anchors

Situation build_suc-  auto_fix build_score
cess

Perfect build, runs without manual 1 no 1.0

fix

npm install --forceonly, de- 0 yes 0.95

pendency conflict resolved

Missing dependency only, fixed by 0 yes 0.9

simple npm install

Configuration tweak needed, such 0 yes 0.9

as Tailwind, Vite, or PostCSS fix

Both dependency install and con- 0 yes 0.8

figuration tweak needed

Unrecoverable build or runtime 0 no 0

setup failure

A.7.7 BUILD SCORE
A.7.8 Ul CONSISTENCY SCORE

Ul consistency is a separate wireframe-only metric. It applies only to conditions
that include a wireframe:

* R+ WF_Text;
« R+ WF_Visual;
* R+ WF + TechSpec

For R-only conditions, Ul consistency was marked as N/A, and it did not affect the
overall score.

A.7.9 PER-RUN SCORES TABLE

Table A.9: Run-level evaluation scores

Level Input Run B F u P (o] A Overall Ul cons.
small R 1 1.0 1.0 1.0 1.0 1.0 1.0 1.000 N/A
small R 2 1.0 0.9 1.0 1.0 1.0 1.0 0.950 N/A
small R 3 1.0 1.0 1.0 1.0 1.0 1.0 1.000 N/A
small R+WF_Text 1 0.8 1.0 1.0 1.0 085 1.0 0.788 1.00
small R+WF_Text 2 1.0 1.0 1.0 1.0 1.0 1.0 1.000 1.00
small R+WF_Text 3 1.0 1.0 1.0 1.0 1.0 1.0 1.000 1.00
small R+WF_Visual 1 1.0 1.0 1.0 1.0 1.0 1.0 1.000 1.00
small R+WF_Visual 2 0.9 0.9 1.0 1.0 095 1.0 0.851 1.00
small R+WF_Visual 3 0.9 0.9 1.0 1.0 095 1.0 0.851 1.00
medium R 1 1.0 0.9 1.0 1.0 1.0 1.0 0.950 N/A
medium R 2 1.0 1.0 1.0 1.0 1.0 1.0 1.000 N/A

Continued on next page
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Level Input Run B F U P C A Overall Ul cons.
medium R 3 1.0 1.0 1.0 1.0 075 1.0 0.975 N/A
medium R+WF_Text 1 1.0 1.0 1.0 1.0 095 1.0 0.995 1.00
medium R+WF_Text 2 1.0 1.0 1.0 1.0 075 1.0 0.975 1.00
medium R+WF_Text 3 1.0 1.0 1.0 1.0 1.0 1.0 1.000 1.00
medium R+WF_Visual 1 1.0 1.0 1.0 1.0 0.75 1.0 0.975 0.90
medium R+WF_Visual 2 1.0 1.0 1.0 1.0 1.0 1.0 1.000 1.00
medium R+WF_Visual 3 1.0 1.0 1.0 1.0 1.0 1.0 1.000 0.95
complex R 1 1.0 0.7 1.0 1.0 1.0 1.0 0.850 N/A
complex R 2 1.0 0.9 1.0 1.0 1.0 1.0 0.950 N/A
complex R 3 1.0 0.55 1.0 0.7 1.0 1.0 0.730 N/A
complex R+WF_Text 1 1.0 0.55 1.0 1.0 1.0 1.0 0.775 1.00
complex R+WF_Text 2 1.0 0.55 1.0 1.0 095 1.0 0.770 1.00
complex R+WF_Text 3 1.0 0.55 1.0 1.0 1.0 1.0 0.775 1.00
complex R+WF_Visual 1 095 04 1.0 0.5 1.0 1.0 0.594 1.00
complex R+WF_Visual 2 0.8 0.8 1.0 0.9 0.9 1.0 0.700 0.90
complex R+WF_Visual 3 1.0 0.4 1.0 0.5 1.0 1.0 0.625 0.90
complex R+TechSpec 1 1.0 1.0 1.0 1.0 0.9 1.0 0.990 N/A
complex R+TechSpec 2 1.0 0.9 1.0 1.0 1.0 1.0 0.950 N/A
complex R+TechSpec 3 0.8 0.9 1.0 1.0 1.0 1.0 0.760 N/A
complex R+WF_Text+Tech- 1 0.8 0.55 1.0 0.9 1.0 1.0 0.608 1.00
Spec
complex R+WF_Text+Tech- 2 1.0 1.0 1.0 1.0 0.9 1.0 0.990 0.90
Spec
complex R+WF_Text+Tech- 3 1.0 0.55 1.0 1.0 1.0 1.0 0.775 1.00
Spec

A.7.10 RUN NOTES

The following notes record the main evaluation observations for each run. They
are written from the evaluator notes, not copied as raw spreadsheet text.

Small/R/run1. The project built successfully and all required menu items were
displayed. An extra introductory paragraph appeared above the list, but this did
not affect the required behaviour.

Small / R/ run 2. The project built successfully. Functional correctness was
reduced because the application showed the literal text functional_score
when the optional description field was empty, instead of hiding the element.

Small/R/run3. The project built successfully and all required menu content
was displayed. Prices were shown without a currency symbol, but this was not
penalised because the requirement did not specify a currency format.

Small / R+WF_Text / run 1. The project did not build at first. A Tailwind con-
figuration issue was fixed by installing the required dependency and adjusting
the configuration. After the fix, the application displayed the required content.
Prices were shown without a currency symbol, which was acceptable because no
currency format was specified. Code quality was reduced because the generated
interface contained an unnecessary hard-coded text fragment above the title.
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Table A.8: Ul consistency scoring anchors

Score Anchor

1.0 Structure basically matches the wireframe. Main groups are
present and order is mostly the same. Only cosmetic shifts
exist.

0.95 One small layout deviation in a key group, but the grouping
remains close.

0.9 One or two noticeable deviations, such as controls moved to
a different corner or summary layout slightly rearranged.

0.8 Several noticeable deviations, but the original wireframe idea
is still recognizable.

0.7 Structure clearly diverges from the wireframe, with major

reshuffling or missing grouping.
0.5 or below The output barely follows the wireframe.

Small / R+WF_Text / run 2. The project built successfully and met the required
display behaviour. The model added a harmless introductory paragraph above the
list. The generated Ul matched the textual wireframe structure.

Small / R+WF_Text / run 3. The project built successfully and all required menu
content was displayed. No functional or performance issue was observed. The
generated Ul matched the textual wireframe structure.

Small / R+WF_Visual / run 1. The project built successfully. The generated Ul
followed the visual wireframe closely. Small visual differences in image ratio,
colour, font weight, and shadow were treated as cosmetic and not scored as
errors.

Small / R+WF_Visual / run 2. A missing dependency had to be installed before
the project could run. Functional correctness was reduced because the application
showed placeholder text for missing descriptions instead of hiding the optional
field. Code quality was reduced slightly because of the setup issue.

Small / R+WF_Visual / run 3. A missing dependency had to be installed before
the project could run. The same optional-description rendering problem occurred,
which reduced the functional score. Code quality was reduced slightly because of
the setup issue.

Medium /R /run 1. The project built successfully. Functional correctness was
reduced because missing descriptions were rendered as placeholder text instead
of being hidden.
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Medium / R/ run 2. The project built successfully and the required menu and
cart behaviour worked correctly. No major issue was observed.

Medium / R/ run 3. The project built successfully and the required behaviour
worked. Code quality was reduced because components, types, and custom hooks
were placed inside a single App . tsx file rather than separated into modules.

Medium / R+WF_Text / run 1. The project built successfully and the required
behaviour worked. A minor module-type warning appeared and was treated as
a small code quality issue. The generated Ul matched the textual wireframe
structure.

Medium / R+WF_Text / run 2. The project built successfully and the required
behaviour worked. Code quality was reduced because most components, types,
and hooks were placed inside App . tsx. The generated Ul matched the textual
wireframe structure.

Medium / R+WF_Text / run 3. The project built successfully and the required
behaviour worked. No major functional, Ul, performance, or accessibility issue
was observed. The generated Ul matched the textual wireframe structure.

Medium / R+WF_Visual / run 1. The project built successfully and the required
behaviour worked. Code quality was reduced because most components, types,
and hooks were placed inside App . tsx. Ul consistency was reduced because the
trash-bin position on the cart page and the price position on the menu page did
not fully match the visual wireframe.

Medium / R+WF_Visual / run 2. The project built successfully and worked cor-
rectly. The Ul followed the visual wireframe closely.

Medium / R+WF_Visual / run 3. The project built successfully and worked cor-
rectly. Ul consistency was slightly reduced because of small deviations in the
trash-bin position on the cart page and the price position on the menu page.

Complex /R /run 1. The project built successfully. During the APIl-error han-
dling test, the backend returned an error response and the frontend entered an
unbounded retry loop. This was scored as a functional error because the error-
handling path did not terminate. The normal-operation path was unaffected, so
the performance score remained 1.0.

Complex/R/run2. The project built successfully. Functional correctness was
reduced because missing descriptions were rendered as placeholder text instead
of being hidden.
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Complex / R / run 3. The project built successfully. Two main issues were
observed. The API-error path again caused an unbounded retry loop. Category
switching also triggered redundant fetches with stale page numbers, which led to
duplicate rendering. Both functional correctness and performance were reduced.

Complex / R+WF_Text / run 1. The project built successfully. The checkout
success flow redirected the user back to the menu page instead of reaching the
order confirmation view. This broke the required checkout to order confirmation
flow.

Complex/R+WF_Text/run2. The project built successfully. Incremental loading
fired too early during the initial load, and page 2 data overwrote page 1 data. This
corrupted the incremental loading logic and reduced functional correctness. A
minor module-type warning also reduced code quality slightly.

Complex/R+WF_Text/run 3. The project built successfully. Incremental loading
failed after the early pages because of an undefined helper variable in the loading
logic. Page 3 onwards was never loaded, which violated the requirement that
loading should continue until all available items are displayed.

Complex / R+WF_Visual / run 1. The project had a dependency version conflict
and was installed with a forced installation. At runtime, an infinite fetch and re-
render loop occurred on initial load and on scroll. The menu list never stabilised
and incremental loading did not complete, which caused severe functional and
performance problems. Cart and checkout could be reached directly through URL
but not through the normal user flow.

Complex / R+WF_Visual /run 2. The project needed fixes to Vite path resolution
and router configuration before it could run. After the fix, the application mostly
worked, but category switching triggered redundant fetches with older page num-
bers. Ul consistency was reduced because the checkout page was missing item
images, and the order number position on the order confirmation page did not
match the wireframe.

Complex / R+WF_Visual / run 3. The project built successfully, but an infinite
fetch and re-render loop occurred on initial load and on scroll. The menu list did
not stabilise and incremental loading did not complete. Ul consistency was also
reduced because the checkout page was missing item images, and the order
number position on the order confirmation page did not match the wireframe.

Complex / R+TechSpec / run 1. The project built successfully and the main
required behaviour worked. A React duplicate-key warning appeared and was
corrected during evaluation, so code quality was slightly reduced.
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Complex /R+TechSpec/run2. The project built successfully. Functional correct-
ness was reduced only because missing descriptions were rendered as placeholder
text instead of being hidden.

Complex / R+TechSpec / run 3. A Tailwind configuration fix was needed be-
fore the project could run. Functional correctness was reduced because missing
descriptions were rendered as placeholder text instead of being hidden.

Complex / R+WF_Text+TechSpec/run1. ATailwind configuration fix was needed
before the project could run. The checkout success flow redirected the user to the
home page instead of the order confirmation page. Minor redundant API requests
were also observed, but they were cancelled or ignored and did not strongly affect
visible behaviour.

Complex / R+WF_Text+TechSpec / run 2. The project built successfully and the
required behaviour worked. A duplicate-key warning was observed, which reduced
code quality slightly. Ul consistency was reduced because the position of the
summary bar on the cart page did not fully match the textual wireframe.

Complex / R+WF_Text+TechSpec/run3. The project built successfully. Category
switching did not always trigger the required API fetch, and the menu list was
sometimes left blank. This reduced functional correctness.
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