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Character encoding is a fundamental component of information technology, enabling the
consistent representation and exchange of textual data across different systems and platforms.
Historically, incompatibilities between encoding schemes posed significant challenges, which
were largely resolved through the adoption of standards such as ASCIl and, more
comprehensively, Unicode.

Unicode has become the dominant global character encoding standard, supporting the
majority of the world’s writing systems. Despite its success, certain features of Unicode introduce
complexity. This thesis focuses on one such feature: combining characters, which allow multiple
valid representations for visually identical text. To address this, Unicode defines normalization
processes that standardize these representations.

This thesis is conducted as a literature review and investigates the research question: what
challenges are associated with Unicode normalization? The study examines the historical
development of character encoding, introduces the principles of Unicode, and analyzes
normalization forms and their practical implications.

The findings indicate that improper handling of normalization can lead to issues such as data
mismatches, failed text comparisons, interoperability problems, and security vulnerabilities.
Furthermore, the lack of consistent implementation and documentation across operating systems
and applications places responsibility on developers to manage normalization correctly.

In conclusion, while Unicode provides a robust and essential framework for global text
processing, its correct usage requires awareness of normalization and its implications. Improved
documentation and broader understanding of normalization practices would help mitigate many
of the identified issues.
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1 INTRODUCTION

Unicode provides a uniform, standardized system for computer users around the world,
allowing them to comprehend each other independent of their operating systems or their
settings. However, despite being well-defined, there are still Unicode features that can
cause problems. As Unicode is used everywhere, understanding these features and the
challenges they present can be helpful for both software professionals and people using
computers in their everyday life. This thesis focuses on Unicode normalization, the
complications it can present and possible ways for mitigating any harm and/or

inconvenience it might cause.

This thesis was made as a pure literacy review using both open access sources, and
sources available via Tampere University. The main research question driving the work
was ‘what challenges are associated with Unicode normalization?’. The sub questions

set for this thesis were as follows:

o What is character encoding?

o How has character encoding changed over the years?

o What have been the driving forces behind the encoding development choices in
the past?

o What is Unicode?

o What is Unicode normalization?

o What can be done to prevent, or minimize problems with Unicode

normalization?

The second chapter tackles the first three questions, starting by introducing the basics
of the idea behind character encoding. This is followed by a short review of encodings
developed before Unicode and advances some factors behind these decisions. In
chapter three, a concise but comprehensive introduction to Unicode as a concept and its
functioning principles is given. Chapter four examines Unicode normalization and its
potential pitfalls and risks. Finally, in chapter five, the topics broached in this thesis are

discussed from the viewpoint of an IT student.



2 BASICS OF CHARACTER ENCODING

This chapter begins by clarifying the concept of character encoding and its purpose in
computing and communications. The first part of the following history chapter presents
various encoding schemes throughout the computer era, and the second one discusses

the driving forces behind the development and the occasional lack thereof.

2.1 Purpose of character encoding

Computers have no need for natural language as they function purely with ones and
zeroes. However, humans cannot intuitively comprehend machine language. As society
hugely depends on functional worldwide communication, in which computers are at a
pivotal role, transforming these ones and zeroes - bits, into natural language in the form

of characters is essential.

While computers only understand bits, characters are still considered a basic data type
in processing together with numbers. All other data types are a result of combining these
two in various ways, strings and arrays as an example. While the characters are still the
same ones and zeroes inside the computer, the ways these numbers are processed are

fundamentally distinct. (Korpela 2006 p.3)

A repertoire of letters and symbols used in a writing system is called a character set.
Characters are generally stored in character sets as multitudes of bytes, or sets of eight
bits, where each sequence represents a specific character. Each character is associated
with a number called a code point. The key mapping given byte combinations to distinct
characters is called character encoding. Using correct character encoding on the bytes

is imperative for gaining intelligible text. (W3C, 2024)

Originally computers were used purely for calculations and there was a limited need for
characters, and therefore the selection of characters available was reasonably small —
about 100 characters, which was enough to cover the digits, basic special characters
and the English alphabet (Korpela 2006 p.3). As this isn’t enough to even cover
characters used in the western world, the limit was way too small, considering the

breadth of characters used in natural language around the world.

In the early days, the character encodings conflicted with one another, so a character
might have a different number representing it depending on the encoding. This would

lead to a situation where all computers, especially servers, would need to support several



encodings. In turn, this would increase the risk of data corruption as it is passed through

different machines and different encodings. (The Unicode Consortium, 2017)

The problems with this and the one - byte character set limit became evidentin the 1990’s
advent of personal computers becoming widely adopted in non- Western countries with

character set size requirements way beyond 256 characters. (Bennet & Lees 2015 p.30)

2.2 History of character encoding

To fully understand the impact Unicode has on modern communication systems, it is
necessary to take a look into the time before Unicode. This part starts by presenting
various encoding schemes preceding Unicode. The latter part discusses some of the

technical factors behind companies’ encoding choices and their development.

2.2.1 Early encodings

It should be noted here that the sources used for this chapter are from the western world
and considerably U.S.- centric. Therefore, are no technology, innovations and

development arising at this time of history in the non-English-speaking world, handled.

The punch card system developed by Dr. Herman Hollerith in the late 19" century is
recognized as the first significant coded character set in computing. The card system
functioned by employing a decimal code based on the position of punched holes in a
card. This was a 12 - character system consisting of numbers from 0 to 9 and two control
characters, of which control characters were on rows 11 and 12. The control punches
served many purposes, for instance in accounting applications the 11 - punch was used
to represent a negative number. The system was expanded in the early 1930ies to
include 26 alphabetics and three special symbols, bringing the total number of graphics

the system could represent up to 39. (MacKenzie 1980 p. 66)

As computer development accelerated and new demands for encoding systems arose,
diverse requirements led to the development of multiple codes. Some of these codes
included CCITT #2, FIELDATA, BCDIC, EBCDIC and ASCII.

CCITT #2

CCITT #2 was a 58- character 6-bit code standardized as an international telegraph code
in 1931 by the Comité Consultatif International Telegraphique et Telephonique. As it was
developed as a telegraph code, the characteristics of data processing code were
irrelevant. Because of this, the letters were not in alphabetical order, and digits were

neither contiguous nor in numeric sequence. It did, however, have one feature that was



necessary for both telegraph and data processing codes — three code positions reserved
for national use. This would allow certain non-English letters to be used in relevant
countries -- for instance ‘A’,;O’, ‘A’ /&’ or ‘@’ in the Nordics. In countries with no need for
such diacritics, these code positions could be used for other symbols -- ‘# ‘$’ and ‘&’, for

example. (MacKenzie 1980 p. 63)

FIELDATA

FIELDATA was an 8-bit code developed for military communication by the U.S. Army. It
used seven bits for representing characters and the eight bit was a parity bit for detecting
corrupted data. In the 1960 it became a U.S. Military Standard. Out of the 128 code
positions available with the utilized 7 bits, only 64 were defined, consisting of 9 control
functions and 55 graphic characters. In this set, the controls are the simple ones that
would be used in a typewriter and similar devices — for example space, upper case, lower
case, line feed, carriage return. The 64 code positions left undefined were intended to
be assigned to the more complex functions necessary for the purpose of military
communication. However, mapping these additional functions was not standardized,
which led to three separate communications systems being developed, all of which used
different control functions in these undefined code spaces. Unsurprisingly, this in turn led
to compatibility issues between these three communication systems as
intercommunication between them was difficult or even impossible. (MacKenzie 1980
p.65)

BCDIC

BCDIC, or Binary Encoded Decimal Interchange Code was a 6-bit character encoding
system developed by IBM and it was based on punch card codes (MacKenzie 1980
p.409). BCDIC had several versions, first of which was introduced in the late 1950ies,
and it contained 48 characters (MacKenzie 1980 p.87). The purpose for the second
version was to cover the short fallings of the previous one — it provided support for
Germanic diacritics and added special characters that were needed for mathematics and
FORTRAN computer code. As the number of characters available did not increase, an
alternative solution had to be found. This solution is called duals — a system where
multiple characters are mapped to the same hole pattern. For the European diacritics,
few rarely used U.S. symbols were substituted, while FORTRAN symbols overwrote
different set of symbols. (MacKenzie 1980 p.92)

With the printer technology developing, a third version of BCDIC was proposed. This
expanded the set to 64 characters making the use less reliant on duals and made the

set better aligned with programming needs. However, this system was incompatible with



other IBM systems and like its predecessors, it still lacked the ‘+’ sign. (MacKenzie 1980
p.92)

The missing ‘+’-sign was finally added in the fourth version. Furthermore, this version
streamlined FORTRAN coding and brought back compatibility across IBM systems. The
fourth version was approved as IBM Corporate Systems Standard in 1962. (MacKenzie
1980 p.102) The version was built on top of the second version of BCDIC while
maintaining compatibility with the third version to such degree as was possible.
(MacKenzie 1980 p.101)

EBCDIC

The technical constraints of BCDIC were one reason for IBM to move towards an 8-bit
architecture in the 1960ies. This allowed for unique codes for all characters, eliminating
the need for the duals. Thus, EBCDIC, or Extended Binary Coded Decimal Interchange
Code, was born. This provided 256 code positions and left room for future growth with

no need for constant hardware redesigns. (MacKenzie 1980 p.122)

Despite moving to new architecture, it was set as a criterion that EBCDIC should stay
compatible with card-code. Further criterion was for the bit patterns to be easily
translatable from BCDIC although no demand was made for the bit pattern to match
between BCDIC and EBCDIC, (MacKenzie 1980 p.127)

ASCII

The need for a worldwide standardized code for communications industry was
recognized already in the late 1950ies (MacKenzie 1980 p. 211). Around that time an
estimation was made that 75% of the data processed by computers were numeric, which
only required four bits. To this the characters considered necessary for communication
devices in the given context were added — English alphabet and control characters. Thus
7 bits were deemed to be the necessary length for a character set and ASCII, or
American Standard Code for Information Interchange, was born. ASCII is based on the
international standard ISO 646 which was first published as ANSI X3.4 in 1968. In 1991
ISO published a character set matching ASCIl and named it ISO 646-IRV:1991, where

IRV stands for International Reference Version. (Erickson 1997)

With its seven bits, ASCII can represent 128 symbols. The values in range between zero
and 31, and 127 correspond to controls used, for instance, in data transmission. ASCII
in its 7-bit form cannot handle languages that do not use Latin alphabet, or even
European languages that use diacritics. As most computers used to represent characters
on octets, was ASCII extended with the eighth unoccupied bit, adding more values to the

usable range. These extensions were not standardized, which lead to operating system



specific encodings. Therefore, Latin letters outside the original 127- value range could
have different encoding in the Windows, Macintosh and Unix operating systems.
(Nugues, 2014, page 66)

ISO 8859 Codes

The seven bits used in ASCII and ISO 646 were extended to 8 bits resulting in ISO 8859
family of codes. This was the work of an international effort at providing character sets
that were useful for multilingual needs. (Erickson 1997) The ISO 8859 standards were
largely oriented toward languages of European origin (Korpela 2006 p.124). This led to
fifteen character sets, ranging from ISO 8859-1 to ISO 8859-16. Number twelve was left
out, as there were plans to cover Devanagari but the idea was abandoned. (Korpela
2006 p. 127) The first of these, ISO-8859-1 is more commonly known as ISO Latin 1 and
it focused on the requirements of western and northern Europe (Erickson 1997). ISO
8859-15 was otherwise identical to ISO 8859-1 but it included the euro symbol that was
deemed necessary. However, by 2006 it had gained relatively little practical use as old
software did not recognize it and by then new software supported Unicode encodings.
(Korpela 2006 p.126)

All the ISO 8859 codes are isomorphic in the sense that they all contain same characters
as ASCIl on codepoints 0-127 while the higher code positions varied between the
versions. Furthermore, all the different versions used only one byte. (Korpela 2006
p.126)

Windows character codes

Windows defined its own Latin 1 encoding separate from ISO Latin 1 with some variance
in code positions between them. Example of these differences is Windows Latin 1 using
printable characters in code positions where ISO Latin 1 had control codes. Other name
for the encoding was windows-1252, or cp-1252, and it was, and still is, often referred to
as the ANSI character set. In the beginning of the millennium, Windows Latin 1 was one
of the most used encodings in the world. (Korpela 2006 p 127) Even today, it is possible

to set encoding in Windows to ANSI.

ANSI is not the only Windows-specific character set introduced by Microsoft. The
Windows codes are known as windows-125X, where X was a running number between
zero and eight and these are also called MIME (Multipurpose Internet Mail Extensions)

names of encodings. (Korpela 2006 p.129)



2.2.2 Winds of change

This section introduces some of the factors behind the decisions made with the older
character encoding schemes. MacKenzie (1980 p.xi) states that these factors inhibiting
the early development of character encoding systems can be divided into two groups —
technical and economic. Technical factors include hardware limitations, bit storage
capacities and the binary nature of computing components, for instance vacuum tubes
and transistors. Economic factors were perhaps more prevalent in the days of computing
when bits were expensive, and technology changed constantly. Many older codes
remained in use for long periods of time after becoming replaced by more efficient ones

due to user application demands.

The bit patterns are stored in registers within computers. In terms of today’s technology,
the cost of a bit is negligible but in the advent of computers, growing the register by one
bit was costly enough to be a considerable expense. In early computers, vacuum-tube
technology was used to implement the registers. (MacKenzie p.xi) The amount of data a
computer was able to store and manipulate was directly related to the number of vacuum
tubes in the machine (Bennet & Lees, 2015 p.26). This meant that 8 - bit registers
required more tubes than a 6-bit register. As the manufacturing cost of a register was
related to the number of tubes in it, was 6-bit code considered to be more economical

than an 8-bit code. (MacKenzie p.xi)

Another cost factor was the byte size of the data transmission code on serial data
transmission lines. The cost of sending data on it was directly proportional to the length
of time the line was used for, and a thousand characters of seven bits per character
would have been significantly more costly than thousand characters of six bits per
character. (MacKenzie 1980 p.105)

The punch card systems based on the Hollerith code were mainly used for numeric data.
Therefore, for efficiency’s sake it was imperative that numbers were represented as
simply as possible. (MacKenzie 1980 p.66) The durability of the punch cards was also
an important factor as larger number of holes made the cards more fragile (MacKenzie
1980 p.75). That is why the digits used the smallest number of holes possible and thus
were set first in the character set (MacKenzie 1980 p.81).

In the early computers, mismatch between the bit sequence and collating sequence of
character set caused both cost and efficiency issues. The economic costs took the form
of both software and hardware costs. Bit sequence generally ascends from low to high,
for example, in a 6 - bit system running sequentially from 000000 to 111111. (MacKenzie
1980 p.40)



The early codes like BCDIC were designed to be compatible with older systems.
Therefore, the bit patterns were chosen to simplify the hardware decoding and data
entry, while aligning with a logical sorting order was not seen as a priority (MacKenzie
1980 p.69). While alphabets could have been considered to be in somewhat of an order
in these early codes, their bit patterns weren’t. For instance, in Hollerith card code, which
many later codes were based on, the beginning of alphabet used 12- punch and the last
letters used 0- punch. In BCDIC 12-punch translated to a bit pattern beginning with
11xxxx and O0- punch as a 01xxxx. (MacKenzie 1980 p.88) This is what is meant by bit

and collating sequences not matching.

This mismatch of sequences led to increasing costs in both hardware and software.
When the sequences did not match, sorting the characters required conversion routines,
which increased CPU time. Furthermore, some systems needed additional hardware in
form of extra comparators to deal with the issues, which increased both cost and
complexity. (MacKenzie 1980, p 409-411)

Despite its flaws, BCDIC encoding system persisted for a considerable time for three
central reasons -- economic inertia, vendor lock-in and limited awareness. Economic
inertia means that after systems had been built around BCDIC, changing the code would
have required massive retooling. Even if users themselves had decided to want
something different, were they tied to IBM’s ecosystem and IBM — systems used BCDIC
extensively. And lastly, and a very important point to make in this context as any other —
the long-term implications of mismatched sequences were not fully understood or
prioritized. (MacKenzie 1980 p.41)

The mechanics of chain printers used in the early days added to the limitation of the size
of a character set. Both chain and train printers followed a similar concept. They were
based on loops of printing slugs continuously circulating in a plane and a small hammer

hitting the slug when it was on the correct graphic. (MacKenzie 1980 p168)

Theoretically the length of the chain provided a capability of 240 characters but then
each character would appear on the chain only once, slowing the printing speed. As
printing speed was the primary competitive factor for printers, it was considerably more
effective to have characters repeating on the chain. In a 240 — graphic chain 48 graphics
repeat five times, and adding more characters would have slowed printing speed which

was not seen as worth the trade-off. (MacKenzie 1980 p 89)



3 UNICODE

Towards the end of last century, Joseph Becker and Lee Collins started work on a new
character encoding system that would provide a solution for the lack of proper universal
standardization. Becker named the solution “Unicode” aiming to encompass the three
vital characteristics: universality, uniqueness and uniformity. Purpose of universality was
to cover all modern written languages. Uniqueness meant that there would be no
duplication of characters while uniformity required that all characters would be

represented with equal number of bits. (Erickson 1997)

The universality aspect extends beyond being the most comprehensive encoding system
available -- it has the important feature of being universal among character codes. The
reason behind this is that it was designed to be an intermediate code — character data in
any character code can be converted to Unicode without losing information. If you
reverse the process, you get the exact same data you started with. It is also possible to
convert said data to a third encoding system, assuming that it can represent all the

required characters. (Korpela, 2006 p.158)

Unicode provides a unique number for every character independent of platform, device,
application or language thus fulfilling the original uniqueness characteristic (The Unicode
Consortium 2017). Another one of Unicode’s design characteristics is unambiguity which
is also valid across time and versions, meaning that once a code point has been

assigned, it will never be reassigned in a future version (Korpela 2006 p.159).
ISO 10646

Most of the world’s writing systems are covered by ISO/IEC 10646 and the character set
it provides is called the Universal Character set (UCS) (Yergeau, 2015). The first edition
of Unicode standard was near completion in 1991 when pressure from industry made
ISO 10646 and Unicode combine their efforts (Erickson 1997). In 1992, the combined
standard was accepted as an international character code standard (Erickson 1997). As

of 2015 changes in Unicode and amendments in 10646 are kept in sync. (Yergeau, 2015)

While the ISO standard is updated regularly, Unicode gets new versions more frequently,
adding more characters to the repertoire. Version 4.0.0 was published in 2003, and
17.0.0 came out in September 2025 (The Unicode Consortium 2025b).

Structure of Unicode

Unicode is a universal character set that defines in one place all the characters needed
for writing the majority of living languages, aiming to be a superset of all other character

sets that have been encoded (W3C 2018). On top of languages, Unicode assigns code
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points also to formatting and symbols such as emojis (Keiser & Lemire, 2020). In
September 2025 Unicode released version 17.0,0, that added 4803 new characters

bringing the total up to 159,801 characters (The Unicode Consortium 2025a).

The first 65,536 code point positions in the Unicode character set are considered the
Basic Multilingual Plane (BMP). While the most commonly used characters are contained
in the BMP, the Unicode set has space for around a million additional code point
positions. Characters residing outside BMP are referred to as supplementary characters.
(W3C, 2018)

Like BMP, every supplementary plane can hold a maximum of 65 536 characters, and
there is a total of 17 of these planes. The planes are numbered in hexadecimal from 00
to 10, 00 being the BMP. As of 2025, with the 2020 version of ISO 10646 being the
current one, only the first four planes have characters in them while the planes from 04
to OD are reserved for future standardizations. Planes OF and 10 are reserved for private
use while OE is denoted as supplementary special-purpose plane (SSP), which is used
for special - purpose graphic characters and format characters. (International
Organization for Standardization [ISO], 2020)

The three planes following the BMP in order are: Supplementary Multilingual Plane
(SMP), Supplementary |deographic Plane (SIP) and Tertiary Ideographic Plane (TIP).
The SMP contains the encoding for graphic characters used in scripts not contained in
BMP. It does not, however include Chinese and Japanese characters. Some of the
better-known graphic characters here are mathematical alphanumeric symbols, Egyptian
hieroglyphs, emoticons and playing cards. Meanwhile SIP is used for those east Asian
characters, or ideographs, that are not encoded in the BMP. While TIP is also used for
east Asian ideographs, it may also include ancient ideographic scripts that are related to
these but do not belong in them. (ISO 2020)

Encoding forms

Unlike many character encoding standards that use a single byte to represent any given
code point, in Unicode there are several ways of encoding the same character, and these
are called encoding forms. In Unicode these different encoding forms are called UTF-8,
UTF-16 and UTF-32. (W3C, 2018)

All the different encoding forms in Unicode are self-synchronizing and this feature is
known as auto-synchronization. This means that in a case where malformed data is
encountered, only one code point needs to be rejected. This helps provide protection

against errors caused by data corruption in transfer or storage as the effects of errors
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stay local. In some other encodings, all data following a corrupted character might show
as corrupted. (Korpela, 2006 p.303)

UTF-8 provides full compatibility with ASCII with the corresponding code points on the
first code plane (U+0Q0 ...7F) matching the ASCII range perfectly (Keiser & Lemire, 2020).
This was done in part to facilitate faster adoption (Bennet & Lees 2015 p.30).

UTF-8 is the only Unicode and UCS encoding form that uses an octet, or a byte, making
the others hard to use in many applications and protocols that assume 8 or 7 bit
characters (Yergeau, 2015). Code points in UTF-8 consist of between one and four
octets and the most significant bits specify how many are used in the specific code points
(ISO 2020).

As specified below in table 1, the first code unit indicates the number of continuing octets
in case of code points upwards from 0080. Not all octet sequence patterns are valid, and
for instance, 3™ and 4™ octet values in code points with enough octets (those with three
or four) only have valid values between 80 and BF (ISO 2020).

Table 1: UTF-8 Bit distribution (ISO 2020)

Scalar values 1st octet 2" octet 3 octet 4t octet
0000 to 007F OXXXXXXX

0080 to O7FF 110yyyyy 10XXXXXX

0800 to D7 FF, 1110zzz 10yyyyyy 10XXXXXX

EO000 to FFFF

10000 to 10 FFFF 11110uuu 10uuzzzz 10yyyyyy TOXXXXXX

In the UTF-16 encoding form, code points in ranges 0000-D7FF and EOO00-FFFF
constitutes as a single 16- bit code unit while those in ranges 10000-10FFFF are
represented with two 16-bit code units. These pairs are known as surrogate pairs, and
unpaired surrogate code units are considered invalid. The representation of characters
in the BMP is optimized and uses only one 16-bit code unit. (ISO 2020)

UTF-32 represents every UCS scalar value as a single unsigned 32-bit code unit (ISO
2020). However, as Unicode code numbers are guaranteed to fit into 21 bits, the 11 most
significant bits in the code units are always zero and therefore waste space (Korpela,
2006 p.303). While the simplest encoding for Unicode would be to map each code
number to a quadruple octet, which UTF-32 does, is such encoding too inefficient for
most practical purposes (Korpela, 2006 p.301). While being inefficient, UTF-32 provides

fast data access on computers built in this century (Korpela, 2006, p.303). In older
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materials UTF-32 might be referred to as UCS-4, but this has been deprecated as of the
publication of ISO 10646:2020 (ISO 2020).

Both UTF-16 and UTF-32 have big-endian and little-endian schemes, which specifies
whether the more significant octet precedes the less significant octet (big-endian) or vice-
versa. In these encoding forms, an initial signature can be provided, that specifies the
endianness, and in the absence of such signature, big-endian scheme is assumed. The

signature is not part of the textual data. (ISO 2020)

Which encoding scheme is the most compact is not a constant across all the languages
of the world. For European languages, UTF-8 is more compact than UTF-16, but for
example, a Chinese or Indic character takes three bytes on average on UTF-8 and only
two in UTF-16. (Nugues, 2014, p. 74)
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4 UNICODE NORMALIZATION

One of the features of Unicode left undiscussed is combining characters. Combining
characters is a useful and even necessary feature for Unicode’s intended function as a
universal character set while still being probably the single greatest contributor to
Unicode’s complexity. For a western Unicode user, the simplest combining characters
are letters with diacritics - ‘@’, ’0’, ‘a’, ‘¢’ etc. When using Unicode, it is possible to write
any of these characters in two different ways — either use their precomposed character,
for example, ‘@’s Unicode single code point 00C5, or use the decomposed form of
combining Unicode code points 0041+030A, which forms the same letter. Generally,
these different diacritics are called non-spacing marks, and a character might be

composed of several of them. (Gillam 2002)

While these forms seem visually identical to the user, does their existence make
comparing strings in texts including these characters very challenging. The way Unicode
handles this issue is by presenting the four Normalized Forms. (Gillam 2002) These
forms, the differences between them and the challenges remaining in their usage, are

presented in this chapter.

4.1 Canonical equivalence & normalization forms

Important terms in this context are canonical and compatibility equivalence. The simplest
way to consider the former is by it meaning any two characters or code point
combinations that are identical to user's eye when printed correctly. (Unicode
Consortium 2025c)

While the canonical equivalences are visually identical, the compatibility equivalence
denotes characters, or sequences of them, that have the same meaning but differ in
formatting or typographical style. Of these two, the canonical equivalence is more
relevant to the topic at hand, for reasons discussed later. Figures representing examples

of both equivalence types can be found in Appendix 1. (Unicode Consortium 2025c)

Unicode Normalization Forms are formally defined normalizations of Unicode strings
making it possible to determine the equivalency of any two strings. Whether the
equivalence is canonical or compatibility, depends on the form used. The method of
decomposition, or separating a character into its building blocks, differentiates the

normalization forms. (Unicode Consortium 2025c)
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Canonical decomposition means converting any precomposed character, or canonical
composite, for example the ‘@’ mentioned earlier, into its decomposed representation ‘a’
+ ' (0041 + 030A). Meanwhile, canonical composition minimizes the number of code
points a character uses — i.e., transforms them into precomposed characters. (Unicode
Consortium 2025c)

In the beginning of the millennia, Unicode already had over 3000 assigned code points
for compatibility composites. Examples of some of these can be found in Appendix 1.
Decomposing these into their fundamental parts will often destroy some of their
properties, sometimes fundamentally changing their meaning. (Gillam 2002) As
compatibility decompositions may lose information, Unicode recommends using
compatibility equivalence only when the visual distinction is stylistic and states that using
it in context of semantic nature may cause problems. Mathematical notations are given
as an example, and another example, as seen in Appendix 1, are Arabic letters which

change how they look depending on what letter they are adjacent to. (Unicode 2025c)

The four different Normalization Forms are NFD, NFC, NFKD and NFKC. The K stands
for compatibility decompositions, to avoid confusion with the C standing for composition.
Both NFD and NFC perform a canonical decomposition but NFC follows this by canonical
composition. The purpose for this back and forth is NFC using canonical composite

characters where possible. Figure 1 below clarifies this concept. (Unicode 2025c¢)

Source NFD NFC
1E69 0073 0323 0307 1E69
1E08 0323 0064 0323 0307 1E0D 0307
q : qv° q:
0071 0307 0323 0071 0323 0307 0071 0323 0307

Figure 1: Canonical composition forms (Unicode 2025c)
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NFKD and NFKC work similarly to their non-K counterparts with the distinction that they
both use compatibility decomposition. This removes many formatting distinctions, for
example sub- and superscripts. NFKC does not attempt compatibility composition but
instead uses canonical composition on the second step, which causes it to lose as much
information as NFKD even if their end results may differ, as shown in figure 2 (Unicode
2025c)

Source NFD NFC NFKD NFKC

i : fi fi fi fi

FBo1 FEO FBO 0086 (0069 0068 0089

5 5 5
27 2 2 25 25
0032 2075 0032 2075 0032 2075 0032 0035 0032 0036
1E9B 0323 017F 0323 0307 1E9B 0323 0073 0323 0307 1E89

Figure 2: Differences in canonical and compatibility forms (Unicode 2025c)

While both forms have their strengths — NFC produces a more compact result and NFD
simplifies string comparison, was over 99% of all content on the Web in NFC in 2009,

according to W3C (2009a). W3C recommends using NFC for all web content.

Both the non-compatibility normalization forms have their uses. NFC is the default choice
for textual communication between computers and computer systems. CodeGenes
(2026) recommends using NFC for user input and storage, APIs and data exchange, and
display and rendering. NFC’s compactness together with being more human-readable
than NFD provides benefits for these purposes in the form of reducing storage overhead
and producing cleaner log files. NFC is also the default for Windows, Linux and web
standards. (CodeGenes 2026)

While NFC shines in text interchange, NFD’s strength lies in internal text manipulation.
For starters, it is useful in text search as it simplifies accent stripping, making it more
efficient than using NFC. By enabling sorting by base characters first and only then
diacritics, NFD also simplifies sorting in accent-aware languages like Spanish and
French. The last general-purpose benefit of using NFD is making isolating and removing
diacritics easy when doing tokenization or stemming when doing Natural Language
Processing. The last scenario for using NFD is dealing with older systems that use NFD
for filenames. In these systems, Unicode should be normalized to NFD to avoid issues

with filenames not matching. (CodeGenes 2026)
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4.2 Normalization mismatches
Despite Unicode normalization being a long-standing phenomenon, normalization
mismatches still occasionally cause various issues. Some of the problems caused by

normalization mismatches are presented in this chapter.

One reasonably major one is discrepancies in file naming caused by variations between
normalization schemes in macOS and Windows and Linux. Windows and Linux preserve
filenames as is, while macOS works differently. (UnicodeFYl 2024) When working
locally, normalization does not cause problems, but when work moves online, either file

sharing, collaborating or even creating web pages, issues arise.

In Windows, filenames are often saved as NFC despite the file system not forcing
normalization (Microsoft 2021). Correspondingly, in Linux the normalization scheme
depends on the user settings but is generally NFC (Unix & Linux 2015). According to
Furlo’s Playground (2024) user specifically has to bypass standard OS routines to

normalize file names to NFD in Windows and Linux.

Distinction made online is that macOS’s old file system, HFS+ (Hierarchical File System
Plus), used in Apple devices between 1998 and 2017, enforced NFD encoding in file
names. Apple switching to a non-normalizing filesystem, APFS (Apple File System), in
2017 could have solved the issue if the underlying macOS routines weren’t still
standardly creating filenames in NFD- form. (Furlo’s Playground 2024) When the server
and the client use different normalization forms, filenames containing combining
characters cause problems. MacOS’s Finder is documented to be especially vulnerable
to this issue. (QNAP 2019) A file with a normalized name on a remote server might be
visible in the directory in the MacOS SMB (Server Message Block) and Finder. However,
operations on the file might have undefined behaviours if a file name perfectly matching
the byte sequence does not exist on the remote server due to different normalization
form. (Truenas 2024) Furlo’s Playground (2024) states that as NFC is the recommended
standard for web technologies, MacOS users may face challenges, as files encoded in
NFD are often impossible to find on various web-based projects. As many libraries do
not function properly with NFD, anything with relevant characters uploaded from Apple
device to web will likely cause issues. W3C (2009b) adds that normalization mismatch

might cause CSS selectors to fail matching, leading to non-functioning web services.

This feature can cause issues when working on a git project with people on different
platforms. If a macOS user creates a file that has combining characters in its filename
and pushes it to Git repository, Linux or Windows user checking out the file might not be
able to find it with a search script. (UnicodeFYI 2024)



17

Incompatibility in the functionality of the used operating system is not the only possible
cause for normalization issues. It has been reported that some file sharing systems,
namely Syncthing, converts NFC filenames to NFD (Nicholas Bouliane 2023). As
previously discussed in the context of MacOS and Finder, this causes the files to become
inaccessible, which is not an ideal situation in a case where the service is used to keep

important information, for example, backups.

While not exactly a question of mismatch between normalization forms, Unicode’s own
definitions are not perfect either. As discussed when introducing Unicode as a concept,
one of the fundamental features of it is permanence — once a code point is defined, it will
never be changed. While this prevents innumerable backwards-compatibility issues,
discrepancies and potential developer panic every time Unicode is updated, there is also
the flip side — past mistakes staying in forever. Stackoverflow user brings up an example
of GREEK ANO TELEIA (U+0387) being defined as canonical equivalent to MIDDLE
DOT (U+00B7) despite being two distinct characters that should be both rendered
differently and treated differently in processing (StackOverflow 2013). This means that
when these two characters are normalized in NFC or NFKC, they are the same. Despite
being a mistake in the past, it has not been fixed and will not be fixed due to the
permanence. While this does not have a seemingly impactful effect on the topics
discussed in this chapter, it should be noted that it does contradict Unicode’s universality

principle.

4.3 Normalization's security implications

Normalization is not just a property causing mismatch issues, as it can also introduce
vulnerabilities to systems when not done properly. Several of these have been identified
by various actors and are introduced in this chapter. Due to the limitations in the pages
available, this thesis does not handle Unicode confusables — characters which either
look exactly the same or at least distinguishing between the two would be nigh
impossible but still have separate precomposed forms and thus their own Unicode code

points despite their potential for causing security flaws.

AppCheck (2019) presents a case where Unicode normalization can be used to bypass
an SQL Injection filter. In their case, they show SQL backend code that first strips
possible quotes from the input and then normalizes the string for Unicode compatibility.
As normalization is done in their case after the removal of quotes, it is possible to insert
a Unicode character which normalizes into an apostrophe character. In their test,
Unicode Character ‘FULLWIDTH APOSTROPHE’ (U+FFOQ7) worked when normalized to
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NFKD or NFKC. This causes the SQL-injection filter to be bypassed and can allow
unintended access to the database. (AppCheck 2019)

Similar flaw can be exploited for a Cross-Site Scripting (XSS) attack. AppCheck shows
several options of characters that normalize to ‘<’ which in turn can be used to embed
malicious JavaScript payload within the affected parameter. All normalization forms
except NFC are vulnerable to this in various degrees. (AppCheck 2019) Then again,
Black Hat (2025) presents a way where NFC can be exploited in a XSS attack to modify
the >’ - symbol in an HTML tag to also allow a JavaScript payload to be injected into a
website. In their case, they looked for a non-spacing mark that would combine with the
>’ - symbol in the HTML tag and found Unicode Character ‘COMBINING LONG
SOLIDUS OVERLAY’ (U+0338). This transforms the closing tag into ‘»’ (U+226F), again
enabling payload injection. (Black Hat 2025)

Vulnerabilities in normalization can also be used to illegally access user accounts, as
was shown in the case of Spotify user finding a way to hijack other users’ accounts. It
was discovered that this weakness was again partly caused by normalization. As Spotify
allows Unicode in their usernames, all one had to do was to create a new user with a
name that would normalize into an existing one and request a password reset. For
example, if a user ‘bigbird’ already exists, somebody created new one called ‘B/®BIRD”
which is canonically different, but with NFKC and NFKD will normalize into ‘BIGBIRD’.
Requesting password reset would send the intruder a reset link, which would update the
password credentials for user ‘bigbird’ instead, thus granting the attacker full access.
(Spotify 2013) While normalization was not the only culprit in the Spotify case, Black Hat
(2025) introduce an identical attack exploiting normalization in an accent insensitive
system. In their case, a new e-mail account is created with the same as an existing user’s
with one or more characters replaced with accented characters. When a reset password-
token is requested for this user, the system identifies the user as valid and sends the
token. However, if the system does not send the token to the address specified in the
database but instead into the e-mail address provided in the reset request, the attacker

has now access to the user’s account. (Black Hat 2025)

While normalization seemingly causes security issues, not normalizing can also cause
them, as Goel (2026) points out. They state that a forbidden word can pass an NFC
blocklist entry if spelled with NFD and the input is not normalized (Goel 2026).
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4.4 Mitigation approaches

The least resource-intensive approach to solving these normalization mismatches with
filenames would seem to be simply not using any of the problematic characters in them.
However, as mentioned in chapter 3, Unicode aims to be a universal character code set.
Prohibiting the use of combining characters would severely limit its functionality in
languages like Viethamese, which according to W3C (2009b), relies heavily on them.
Different methods for mitigating the issues caused by Unicode normalization have been

introduced, and few of them are presented in this part.

The main way to combat issues caused by mismatching normalization, according to
sources found for this thesis, is to make sure the normalization is done at the correct
state. Goel (2026) states that despite vulnerabilities introduced by different normalization
forms, normalization before security checks is mandatory. Codegenes (2026) agrees
that normalizing before processing is critical also for consistent text handling and
recommends normalizing user input immediately upon receipt. Normalizing before
security checks negates several of the security issues presented in the previous part, for
instance bypassing SQL injection. For text handling, proper normalization minimizes the

possibility of mishandled information and failed search queries.

A solution for the various filename and data normalization mismatch issues is unifying
the normalization. For the filename issues, until Apple provides a fix, the solution is
renaming the files in NFC form (TrueNAS 2024). For legacy data, CodeGenes (2026)
recommend migrating them to NFC for consistency. NFC is the preferred form for

storage as it uses fewer bytes for characters that have precomposed forms.

Normalization should also be done properly. The Unicode Consortium (2025d) has
provided a comprehensive guide for proper normalization that leads to systematic,
functioning results. Codegenes (2026) brings up the importance of relying on built-in

libraries, which follow this guide, for normalization instead of writing custom logic for it.
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5 DISCUSSION

As has been discovered in this thesis, while Unicode excels and constantly improves in
the context of internationality, it does come with its own caveats. One of these caveats

is the need for normalization and the issues it can cause.

It seems that many of the challenges brought by mismatching normalization root on the
simple fact that developers and other data/file users are just not aware of its existence.
This situation is exacerbated both by the lack of resources online and the opaqueness
of operating systems and programs. The sources for the normalization part of this thesis
were mainly blog posts and online conversations, as it seems that no study -

comprehensive or otherwise, has been done on the topic.

Based on the work on this thesis, fully understanding Unicode and the potential hazards
and problems its properties might cause would require a comprehensive understanding
of many subjects. Most importantly, it would be critical to understand all different
operating systems and all the parts involved in any text input, and how do they differ. As

mentioned earlier, this information does not seem to be very readily available.

Unicode in general seems to be treated as something that just exists in the background
instead of a tool to be taught to be used properly. One argument from the personal
experience for this statement is that despite being used everywhere, and having so many
potential functionality and security pitfalls, Unicode has not even been mentioned in the
basic university courses in Tampere University outside instructing students to ensure

that QT creator is set to encode in UTF-8.

As with many issues the world faces currently, proper documentation and well-defined
processes could alleviate the downsides of normalization. While Unicode is well-
documented, The Unicode Consortium provides so many different documents that
finding one tidbit of information might require an unreasonable amount of work.

Comprehensive guides that gather all the information in one place could be a good start.

However, as a final statement, it is to be mentioned that considering how badly the
normalization issues are documented, raises the question of how big a problem all of
this really is? Can a developer work their whole career without coming across these
topics even once? This could be a somewhat interesting view for future work of

interviewing a wide range of professionals to scope the real scale of the issue.



21

6 CONCLUSION

This thesis set out to present Unicode—its background, development, and key
characteristics—in a way that is both comprehensible and sufficiently concise for the
scope of a bachelor's thesis at Tampere University. In today’s increasingly
interconnected world, where digital communication plays a central role, Unicode’s ability
to support consistent and systematic text representation across languages is essential
for both developers and users. As a result of this standardization, issues such as garbled
or misinterpreted text have become relatively rare. However, despite its many strengths,
Unicode is not without challenges, and this thesis has focused in particular on the

complexities introduced by normalization.

Through examining the development of character encoding, from early systems to
modern Unicode, this work has shown how technical, economic, and practical constraints
have shaped the way text is represented in computing. Unicode has emerged as a
largely successful solution to the fragmentation of earlier encoding systems by providing
a unified and extensible framework capable of representing most of the world’s writing

systems.

Despite this success, normalization highlights that even a universal system introduces
complexity. The existence of multiple valid representations for visually identical
characters creates challenges in text processing, file handling, and system
interoperability. These challenges can lead not only to functional issues, such as
mismatches and failed searches, but also to security vulnerabilities if normalization is not

handled correctly.

Ultimately, the key takeaway of this thesis is that understanding character encoding—
and Unicode in particular—is essential for anyone working with modern software
systems. While Unicode often operates in the background, its proper use requires
awareness of its underlying mechanisms, especially normalization. Increasing this
awareness, along with clearer documentation and best practices, would help reduce
many of the issues identified. Unicode is a powerful and necessary tool, but like any

complex system, it must be used with care and understanding.
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APPENDIX 1 CANONICAL AND COMPATIBILITY
EQUIVALENCE TABLES

Source: The Unicode Consortium 2025c
Figure 1. Examples of Canonical Equivalence

Subtype Examples

Combining sequence
(;, > C+:'-",

Hangul & conjoining jamo
7t

Singleton equivalence Q PN Q

Figure 2. Examples of Compatibility Equivalence

Subtype Examples
Font vanants 9_[ N H
H - H
Linebreaking differences [NBSP] — [SPACE]
Positional variant forms
g - E
&g - E
= — E
x — &
Circled variants ® — 1
Width variants
/B yg]
Rotated variants — {
——
—— — }
Superscripts/subscripts ig — |9
s — i9
Squared characters —
AL
Fractions % — 1 / 4
Other dz — d 2



