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Transformer neural networks have become extremely powerful in deep learning
with their exceptional capacity to capture complex patterns in sequential data.
They were initially developed for natural language processing but their adapt-
ability has extended to neuroscience, where the Electroencephalogram (EEG)
signals demand advanced methods of computation. This thesis investigates the
application of a hybrid deep learning architecture that combines the extraction of
features from the Convolutional Neural Network (CNN) with a Transformer self-
attention module to the problem of EEG-based emotion recognition across nine
discrete emotional categories: Amusement, Anger, Calmness, Disgust, Excite-
ment, Fear, Happiness, Sadness, and Surprise.

In the study, a dataset was recorded in our research group under ethical ap-
proval from the Human Sciences Ethics Committee of the Universities in Sa-
takunta, Finland (approval ID: 16.05.2025). Sixteen participants were exposed
to pre-annotated movie clips drawn from a stimulus set validated on over 300
subjects. EEG was recorded using an EMOTIV EPOC-X wireless headset (14
channels, 128 Hz).

The extended EEG Conformer was evaluated and validated under two cross-
validation (CV) schemes. Under five-fold cross-validation, the model achieved
a mean accuracy of 90.99% * 0.84%. Under Leave-One-Subject-Out (LOSO)
cross-validation, zero-shot performance was 11.87%z 5.56%, reflecting the chal-
lenge of inter-subject distributional shift. A subject-specific post-calibration was
applied using 10% of target-subject data and accuracy was increased to 62.08%
+ 12.11%, an uplift of +50.21%. These results illustrate a strong baseline for
nine-class EEG emotion recognition from consumer-level hardware and highlight
the importance of subject-specific adaptation for real world affective computing
systems.
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1 Introduction

Emotion is not a peripheral feature of human cognition but a fundamental aspect of hu-
man experience that shapes perception, decision-making, social behaviour, and mental
health at every level [1]. The ability to interpret the emotional states of individuals has
been a subject of attention across a wide range of disciplines, including affective com-
puting, clinical neuroscience, human-computer interaction, educational technology, and
rehabilitation engineering. Emotion recognition could be useful in many ways: clinical
monitoring of patients with autism spectrum disorder, depression, or anxiety; driver mon-
itoring systems that identify emotional states linked to impaired driving; adaptive learning
environments that react to student engagement or frustration, and social robots that can
interact empathetically with human users.

Traditionally, emotion recognition systems have relied on external behavioral signals,
such as facial expressions, vocal prosody, and body posture. Although these modalities
are accessible, they are inherently limited by their susceptibility to social masking and
voluntary suppression. Humans often alter their outward expressions to adhere to social
norms or to hide their true internal states. A person with severe depression may smile; a
frightened individual may maintain a calm outward appearance. This expressiveness gap
fundamentally constrains the reliability of behavioural emotion recognition in clinical and
applied settings. In contrast, physiological signals are harder to suppress because they
originate from the central and autonomic nervous systems. Electroencephalogram (EEG)
is continuous and involuntary electrical activity; the heart rate increases in response to
threat; skin conductance increases with arousal independent of conscious control.

Among physiological modalities, EEG is of significant importance for emotion recog-
nition research because it measures neural activity at the cortical regions directly respon-
sible for generating emotional experience. EEG provides electrical activity with millisec-
ond temporal resolution, providing a direct window into the brain patterns that regulate
our emotions deep within [2]. Among non-invasive neuroimaging techniques, no other
modality matches this level of temporal precision while remaining sufficiently portable
and cost-effective for practical, real-world deployment.

The rapid development of deep learning over the past decade has transformed the
field of EEG signal analysis. Convolutional Neural Networks (CNNs) were among the
first deep architectures applied to raw multichannel EEG and were used to capture spatial
and temporal features directly from data without requiring hand-crafted feature engineer-
ing [3]. More recently, the transformer architecture originally proposed by Vaswani et al.
for machine translation [4], later applied to language modeling (BERT [5], GPT [6]) and
computer vision has been adapted to EEG analysis. CNNs capture local temporal pat-

terns through fixed-size convolutional kernels while transformers address this limitation



by modeling dependencies between time steps through self-attention, enabling the rep-
resentation of long-range temporal relationships that are critical to understand the neural
dynamics associated with emotional states.

The EEG Conformer proposed by Song et al. [7] is a combination of ShallowConvNet
inspired convolutional front-end with a multi-head self-attention transformer encoder.
On the three-class SEED emotion recognition benchmark, the EEG Conformer achieved
95.30% accuracy under five-fold cross-validation, outperforming all prior deep learning
baselines. However, the EEG Conformer has not been evaluated on nine-class emotion
recognition, on consumer-grade 14-channel hardware, or on newly collected datasets
beyond established benchmarks. The present thesis addresses these gaps. Despite the
progress made by previous studies, the field lacks an investigation of fine-grained (nine-
class) EEG-based discrete emotion recognition from consumer-grade hardware with both
subject-dependent and subject-independent evaluation protocols and explicit treatment
of inter-subject variability through post-calibration. That is the contribution this thesis

makes.
1.1 Research Questions

The primary objective of this research is to develop and evaluate a hybrid deep learning
framework capable of accurately classifying emotional states from multi-channel EEG
data. To guide this investigation, the following research questions have been formulated:

1. RQ1: Accuracy. Can a conformer architecture accurately classify nine discrete
emotional states from 14-channel EEG recorded with a EMOTIV EPOC-X headset
in a controlled laboratory setting, and if so, to what level of accuracy under subject-

dependent evaluation?

2. RQ2: Adaptation. What specific architectural choices and hyperparameter adap-
tations to the EEG Conformer [7] are necessary to achieve effective nine-class af-
fective decoding?

3. RQ3: Generalization. How does inter-subject distributional shift limit zero-shot
cross-subject generalization under LOSO evaluation, and how to restore classifica-

tion performance using a small amount of target-subject data doing post-calibration?
1.2 Overview of the Thesis

The remainder of this thesis is structured as follows.

Chapter 2 reviews the theoretical foundations of emotion science, surveys the princi-
pal modalities used for automatic emotion recognition, and provides a detailed treatment
of EEG neurophysiology, signal characteristics, artefact sources, and relevant benchmark

datasets.



Chapter 3 introduces the transformer architecture, reviews its application to biomed-
ical time-series analysis, and provides a focused survey of conformer-type hybrid CNN-
Transformer architectures applied to EEG emotion recognition.

Chapter 4 provides a complete description of the materials and methods of the present
study, including participant demographics, stimulus materials, experimental protocol, the
four-stage EEG preprocessing pipeline, the model architecture and training procedure,
and the two evaluation frameworks.

Chapter 5 presents the quantitative experimental results under both evaluation schemes,
including per-class performance analysis, confusion matrix interpretation, and a compar-
ative analysis situating the results within the state of the art.

Chapter 6 synthesizes the key findings, articulates the contributions and limitations of
the work, and outlines a set of concrete future research directions motivated by the present
results.



2 Emotion Recognition Using Physiological Data

This chapter provides the theoretical and empirical background necessary to contextualise
the contributions of the present thesis. The chapter is organised into three major sections:
the psychological and neuroscientific frameworks used to represent and study emotion; a
comparative survey of the principal modalities employed in automatic emotion recogni-
tion; and a detailed treatment of EEG as a signal for affective computing, including its
neurophysiological origins, frequency-band correlates, inter-subject variability character-
istics, artefact sources, relevant benchmark datasets, and the evolution of deep learning

approaches to EEG emotion recognition.

2.1 Emotion Assessment

2.1.1 Discrete Emotion Theories

The scientific study of emotion as a psychological phenomenon dates back to Darwin’s
1872 monograph [8] The Expression of the Emotions in Man and Animals, in which Dar-
win argued that emotional expressions have evolutionary origins and should, therefore,
be universally recognisable across all cultures, regardless of an individual’s background.
Paul Ekman later tested and formalised this hypothesis through his cross-cultural research
during the 1960s and 1970s [9]. By studying isolated communities in Papua New Guinea
with almost no exposure to the Western media, Ekman provided clear evidence that certain
basic emotional expressions are universally recognised [10]. Ekman’s original framework
identified six core emotions: happiness, sadness, anger, fear, disgust, and surprise. Later
research proposed contempt as a seventh category, though the exact set of basic emotions
remains a subject of ongoing scientific debate.

The discrete emotion framework suggests our feelings are biological ‘pre-wired’ pro-
grammes that evolved to help us react quickly to important survival events. Fear, for in-
stance, triggers the amygdala and the Hypothalamic-Pituitary-Adrenal (HPA) axis, caus-
ing physical changes like a racing heart and cortisol release to prepare for threats [11, 12].
Each basic emotion has a unique signature of brain activity, body response, and outward
expression [10]. This specific ‘fingerprint’ is exactly what makes emotions a great target
for machine learning: because every category creates a consistent pattern of signals, they
are easier for a computer to measure and identify.

In machine learning terms, the discrete emotion framework works directly as a multi-
class classification task. Each emotional event receives a single label from a fixed list,
and the model’s aim is to learn how brain signals map to these specific categories. This

setup is useful because it lets us use standard algorithms, clear performance metrics, and



easily compare our results with existing research benchmarks. This thesis follows that
approach but expands the usual six emotions to nine: Amusement, Anger, Calmness,
Disgust, Excitement, Fear, Happiness, Sadness, and Surprise, to cover a wider and more
useful range of human emotional experiences for clinical and practical use.

More recent theories challenge the idea that emotions are universal or hard-wired in
our biology. Lisa Feldman Barrett’s Theory of Constructed Emotion [13] suggests that
feelings aren’t pre-set programmes, but are actually built by the brain using three main
ingredients: signals from within the body, social knowledge about emotions, and the
current environment. In this framework, the experience of fear emerges when the brain
attributes an elevated physiological state, such as increased heart rate or muscular tension,
to a fear-relevant cause within a particular context. This perspective is important for EEG
research because it explains why brainwave patterns for the same emotion can look so
different from person to person. Even so, for practical tech applications that need to
predict specific emotional states, the discrete framework is still the most manageable and

popular method, which is why it is used throughout this thesis.
2.1.2 Dimensional Models of Affect

An alternative representational framework views emotion not as a set of discrete cate-
gories but as a continuous space defined by a few core dimensions. Russell’s circum-
plex model of affect [14], introduced in 1980, maps emotional experience onto a two-
dimensional system of valence (ranging from highly unpleasant to highly pleasant) and
arousal (ranging from calm to intensely excited). Within this space, happiness occupies
the high-valence high-arousal quadrant, calmness the high-valence low-arousal quadrant,
anger the low-valence high-arousal quadrant, and sadness the low-valence low-arousal
quadrant. Other specific emotional categories like fear, disgust, and surprise can also be
mapped onto this circumplex, though their exact locations often vary between different
studies.

Mehrabian and Russell [15] expanded the two-dimensional framework by introducing
a third dimension: dominance (or control). This reflects the extent to which an individual
feels in command of a situation versus being overwhelmed by it. The resulting Pleasure-
Arousal-Dominance (PAD) model offers a more subtle representation that can distinguish
between emotions sharing similar valence and arousal profiles. For instance, while fear
and anger are both low-valence and high-arousal states, they are separated by this third
axis: anger involves a sense of agency and power, whereas fear is characterized by a
feeling of helplessness.

The dimensional framework has been widely adopted in affective computing bench-
marks as it offers a continuous and theoretically sound representation of emotion, avoid-
ing the difficulty of selecting specific discrete labels. For instance, the DEAP dataset [16]

utilizes this model by having participants evaluate their emotional reactions to music



videos using 9-point scales for valence, arousal, and dominance. These ratings are recorded
through the Self-Assessment Manikin (SAM) [17], a non-verbal, pictographic tool that
minimizes the linguistic biases associated with text-based surveys. The MAHNOB-HCI
dataset [18] follows a similar approach, collecting dimensional ratings in response to film
clips and images. Representing emotion as a point in a continuous two-dimensional space
shifts the machine learning objective from classification to regression, which requires dif-
ferent modelling approaches and evaluation metrics compared to discrete emotion recog-
nition.

This thesis utilises discrete emotion labels rather than continuous dimensional ratings.
The ground-truth label for each film clip was taken from the external annotation study of
Gabert-Quillen et al. [19], in which over 300 independent subjects rated the 18 clips,
establishing a validated consensus label for each stimulus. This approach avoids the ar-
bitrary thresholding decisions required when converting continuous dimensional ratings
into discrete categories, which often complicates comparisons between studies. Further-
more, adopting discrete labels aligns this research with the experimental frameworks of
the DREAMER [20] and SEED [21] datasets, facilitating a more direct and meaningful
comparison with existing literature and prior benchmarks in the field.

During the experiment, participants also provided their own subjective assessments
after viewing each clip, rating the intensity of all nine emotional categories on a 5-point
Likert scale, along with valence, arousal, and familiarity ratings. However, these subjec-
tive assessments were not used for labelling the video clips, the ground-truth labels were
taken exclusively from the external annotation study [19]. The participant ratings were
collected to characterise the subjective emotional experience of the present sample and

may be utilised in future analyses.

2.1.3 Emotion Elicitation Methods

Controlled emotion elicitation remains a fundamental challenge within affective comput-
ing research. The objective is to trigger specific, adequately intense, and reliably identifi-
able emotional states in participants while strictly adhering to experimental protocols and
ethical guidelines. To achieve this, researchers typically employ three primary categories
of emotional stimuli.

Movie clips are the most widely used and ecologically valid stimuli in EEG-based
emotion research. Audiovisual content engages multiple sensory channels simultane-
ously and can sustain emotional states over many seconds or minutes, providing a suf-
ficient number of EEG epochs per trial for model training and evaluation. These clips are
often pre-validated with large normative samples to confirm their emotional impact; the
FilmStim database [22], for example, offers validated excerpts with intensity and valence

ratings from hundreds of participants.



Images from standardised databases such as the International Affective Picture Sys-
tem (IAPS) and the Nencki Affective Picture System (NAPS) are widely used in ex-
perimental psychology and have been validated across large participant samples. These
images tend to elicit strong and rapid emotional responses in EEG recordings, making
them well suited for Event-Related Potential (ERP) paradigms. However, each image is
typically displayed for only 1-2 seconds, which limits the number of EEG epochs that can
be extracted per trial and consequently reduces the statistical power available for classifi-
cation.

Auditory stimuli such as music excerpts, emotional speech, and environmental sounds
have been used in datasets like DEAP [16]. Among these, music tends to elicit strong
arousal and valence responses. However, how a listener emotionally interprets a musical
passage is inherently personal, making it less consistent across participants than audiovi-
sual film clips.

In the present study, 18 movie clips were drawn from the stimulus set pre-annotated
by Gabert-Quillen et al. [19], in which more than 300 participants provided normative
emotional ratings. The same clips were also used in the construction of the DREAMER

dataset [20]. But we used 9 movie clips (one per emotion instead of two) in our study.

2.2 Emotion Recognition Modalities

2.2.1 Facial Expression Recognition

Facial expression recognition (FER) is one of the most thoroughly investigated modali-
ties in automatic emotion detection, built on the deep foundations of Facial Action Coding
System (FACS) literature, large annotated datasets, and well-developed computer vision
techniques. The FACS, pioneered by Ekman and Friesen [23], provides an anatomical
framework of 44 Action Units (AUs) that correspond to specific facial muscle movements.
Each AU is precisely defined by its underlying musculature, which allows complex emo-
tional expressions to be broken down into specific AU combinations. For instance, hap-
piness is characterised by the pairing of AU6 (cheek raiser) and AU12 (lip corner puller),
whereas anger is identified by a cluster of movements including AU4 (brow lowerer),
AUS (upper lid raiser), AU7 (lid tightener), AU23 (lip tightener), and AU24 (lip pressor).

Modern FER systems employ convolutional neural networks trained on large an-
notated datasets such as AffectNet (450,000 images), RAF-DB (30,000 images), and
FERPIlus (35,887 images, re-annotated from FER2013) to learn mappings from pixel
intensities to Action Units or directly to discrete emotional categories [24]. Recently,
Transformer-based architectures, such as Vision Transformers (ViT), have improved per-
formance on real world benchmarks by effectively modelling the intricate contextual
relationships between different facial regions. Furthermore, the integration of three-

dimensional facial geometry, obtained via depth sensors or neural reconstruction from



monocular video, offers supplementary discriminative information. This structural infor-
mation enhances model robustness against challenges like head pose variation, ensuring
more reliable recognition in real-world conditions.

Despite these advances, FER faces several practical limitations in affective computing
applications. First, the technology requires a clear and direct camera view of the user’s
face, which constrains deployment contexts. Second, recognition accuracy degrades un-
der poor lighting, partial occlusion, extreme head poses, and individual variation in facial
muscle mobility. Third, and most critically for clinical and applied settings, facial ex-
pressions are subject to voluntary control: people routinely suppress, exaggerate, or mask
their true emotional state to conform to social expectations. A person with depression may
smile during a therapy session, while someone experiencing fear may maintain a calm ex-
pression to avoid appearing vulnerable. This phenomenon, known as social masking, fun-
damentally undermines the reliability of FER as an indicator of genuine internal affective

state, particularly in high-stakes contexts where accurate assessment is most important.

2.2.2 Voice and Speech-Based Emotion Recognition

Speech Emotion Recognition (SER) uses the acoustic properties of vocalised speech to
infer a speaker’s affective state [25]. The most commonly used acoustic features include
fundamental frequency (FO) and its temporal contour, which reflect vocal cord tension
and are closely linked to emotional arousal; energy and intensity, which typically rise as
emotions intensify; and the overall rate and rhythm of speech. Beyond these, researchers
also analyse spectral features such as the first and second formant frequencies, along
with Mel-Frequency Cepstral Coefficients (MFCCs), which capture the spectral envelope
of the vocal tract and carry information about both linguistic content and paralinguistic
emotional cues. Higher-order features such as jitter (cycle-to-cycle frequency perturba-
tion) and shimmer (cycle-to-cycle amplitude perturbation) capture subtle vocal tension
and tremor that often accompany emotional states such as fear and sadness.

Deep learning has substantially advanced SER performance. End-to-end convolu-
tional and recurrent architectures can extract acoustic features directly from raw wave-
forms or log-Mel spectrograms, removing the need for handcrafted feature engineering.
Transformer-based speech encoders such as wav2vec 2.0 and HuBERT, pre-trained on
large quantities of unlabelled speech, provide general-purpose representations that trans-
fer effectively to emotion recognition tasks. On the IEMOCAP benchmark [26], he most
widely used SER dataset featuring both acted and improvised emotional speech from
10 actors, state-of-the-art transformer-based systems such as fine-tuned wav2vec 2.0 and
HuBERT achieve weighted accuracies of approximately 73—-80% on four-class emotion
classification [27].

SER shares some limitations with FER: speakers can deliberately modulate their vo-

cal characteristics to conceal or simulate emotions. Additionally, SER requires active



vocalisation from the individual, limiting its applicability in silent or passive monitoring
scenarios. Cross-corpus generalisation, applying a model trained on one dataset to a dif-
ferent dataset, remains challenging due to differences in language, recording conditions,

acted versus naturalistic speech, and emotional category definitions.

2.2.3 Other Behavioural Modalities

Beyond facial expression and speech, several other behavioural signals carry useful affec-
tive information. Body posture and gesture reflect emotional states in recognisable ways;
anger tends to produce a tense, forward-leaning posture, sadness a slumped and collapsed
one, and excitement expansive, energetic movements [28]. Postural analysis systems typ-
ically rely on depth cameras, skeletal tracking from Red Green Blue-Depth (RGB-D)
sensors, or wearable inertial measurement units to extract joint angles and movement fea-
tures.

Gaze direction and fixation patterns, recorded with commercial eye-tracking hard-
ware, reflect attentional responses that are modulated by emotional arousal. High-arousal
negative emotions such as fear and anger tend to draw visual attention toward threat-
related stimuli [29], while positive emotions generally broaden attentional deployment [30].
Pupil dilation is another reliable indicator of autonomic arousal, reflecting the balance
between sympathetic (dilation) and parasympathetic (constriction) activity. It increases
consistently with emotional arousal regardless of valence and is largely outside volun-
tary control, making it a particularly honest physiological signal [31]. Commercial eye-
trackers operating at 500 Hz or higher can capture these pupil responses with millisecond
resolution.

Combining multiple behavioural modalities generally improves emotion recognition
accuracy, as each modality contributes complementary information [32]. Common fusion
strategies include late fusion, which combines the outputs of modality-specific classifiers;
early fusion, which concatenates features before classification and attention-based fusion,
which learns to weight each modality based on its reliability in a given context. However,
multimodal systems come with trade-offs; they are more complex, require more hardware,
and struggle more when one or more modalities are unavailable, which is a real concern

for practical deployment.
2.2.4 Peripheral Physiological Signals

Peripheral physiological signals originate in the Autonomic Nervous System (ANS) and
reflect the involuntary bodily responses that accompany emotional arousal, making them
considerably harder to deliberately suppress than facial or vocal behaviour. Because they
are driven by the autonomic nervous system rather than voluntary motor control, they offer

a more authentic window into a person’s internal affective state, particularly in contexts
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where social masking is a concern.

Electrocardiography (ECG) measures the electrical activity of the heart, from which
a range of affectively informative features can be extracted. Heart rate (HR) and Inter-
Beat Interval (IBI) reflect the balance between sympathetic activation (which increases
HR) and parasympathetic activation (which decreases HR). Heart Rate Variability (HRV),
the variation in IBI over time, is particularly informative. Time-domain metrics such as
the Root Mean Square of Successive Differences (RMSSD) and the Standard Deviation
of Normal-to-Normal intervals (SDNN) reflect parasympathetic tone, which tends to be
suppressed during high-arousal emotional states [33]. Frequency-domain metrics in the
High-Frequency Band (HF-HRV: 0.15-0.4 Hz) reflect respiratory sinus arrhythmia and
serve as sensitive markers of parasympathetic activity.

Galvanic Skin Response (GSR), also termed Electrodermal Activity (EDA) or Skin
Conductance Response (SCR), measures changes in the electrical conductance of the skin
arising from eccrine sweat gland activity under sympathetic nervous system control [16].
GSR is among the most widely used and reliable physiological markers of emotional
arousal, it increases rapidly and consistently in response to sympathetic activation, regard-
less of valence. The tonic component (Skin Conductance Level, SCL) reflects baseline
sympathetic arousal, while the phasic component (skin conductance response) consists of
rapid, stimulus-locked deflections reflecting discrete arousal events.

Photoplethysmography (PPG) uses light absorption to measure peripheral blood
volume pulse at a fingertip or earlobe [34]. PPG provides cardiac rhythm informa-
tion (from which HR, HRYV, and related features can be extracted) without the electrode
attachment required by ECG. Modern consumer wearables such as smartwatches and fit-
ness trackers routinely incorporate PPG sensors, making it the most accessible physiolog-
ical modality for large-scale studies outside the laboratory.

Respiration rate and depth are also modulated by emotional arousal [35]; rapid shal-
low breathing is associated with anxiety and fear while slower and deeper breathing ac-
companies calmness and positive affect. Respiration can be measured using respiratory
belts or strain gauges, or estimated indirectly from ECG or PPG through respiratory sinus
arrhythmia analysis.

In the present study, ECG, GSR, and PPG were recorded simultaneously with EEG
using the Shimmer 3 wireless sensor platform [36], the third generation of the Shimmer
wearable sensing system. However, analysis in this thesis is restricted to EEG for two rea-
sons: EEG provides the most direct neural measure of emotional processing, and focusing
on a single modality allows for a cleaner evaluation of the CNN-Transformer architecture

without the added complexity of multimodal fusion.
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2.3 EEG and Emotion Recognition

2.3.1 The Neurophysiological Origins of EEG

German psychiatrist Hans Berger developed the Electroencephalography. He recorded
the first human EEG in 1924 and published his findings in a landmark 1929 paper [37].
Berger identified two prominent rhythmic oscillations, the alpha rhythm (8-13 Hz) and
the beta rhythm (13-30 Hz), and showed that their amplitude and frequency changed
systematically with arousal, opening a new era in the study of brain function. In the
century since his discovery, EEG has become one of the most widely used tools in clinical
neurology, cognitive neuroscience, and, more recently, affective computing.

The EEG signal originates from the synchronised postsynaptic activity of large pop-
ulations of cortical neurons. More specifically, the primary sources of scalp-recorded
EEG are the summated Excitatory Postsynaptic Potentials (EPSPs) and Inhibitory Post-
synaptic Potentials (IPSPs) of the apical dendrites of layer V pyramidal neurons in the
cerebral cortex. These neurons are oriented perpendicular to the cortical surface, creating
open-field dipoles whose electric fields sum constructively and propagate through brain
tissue, cerebrospinal fluid, skull, and scalp to reach the recording electrodes. Individ-
ual postsynaptic currents are far too weak to produce detectable scalp potentials on their
own; it is the coordinated firing of approximately 10*~10° pyramidal neurons within a
cortical macrocolumn that generates measurable signals in the range of 10-100 uV [2].
This requirement for neural synchrony means that EEG primarily reflects the activity of
large-scale neural networks rather than individual neurons or small local circuits.

The spatial resolution of scalp EEG is fundamentally limited by volume conduction,
the electrical field generated by a cortical dipole spreads diffusely through the head caus-
ing each electrode to record a weighted sum of contributions from many distributed cor-
tical generators. This is the main reason EEG cannot localise neural sources as precisely
as functional Magnetic Resonance Imaging (fMRI), which offers millimetre spatial reso-
lution. However, EEG’s temporal resolution is incomparably superior. While fMRI mea-
sures haemodynamic changes that unfold over several seconds, EEG directly tracks neural
population activity with millisecond precision, capturing the rapid dynamics of emotional
processing including early perceptual responses, attentional orienting, and cognitive ap-
praisal [2].

2.3.2 Electrode Placement Systems

Standardised electrode placement ensures that EEG recordings are reproducible across
laboratories, participants, and recording sessions. The international 10-20 system [38],
published by Herbert Jasper in 1958 under the auspices of the International Federation
of Societies for Electroencephalography and Clinical Neurophysiology (IFCN), defines
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19 recording positions and 2 reference positions based on four anatomical landmarks:
the nasion, the inion, and the two pre-auricular points. Adjacent electrodes are separated
by either 10% or 20% of the relevant skull distance, which is where the system gets
its name. Electrode positions are labelled using anatomical prefixes: Fp (frontopolar),
F (frontal), C (central), T (temporal), P (parietal), and O (occipital), along with numerical
or alphabetical suffixes indicating hemisphere: odd numbers for the left, even numbers
for the right, and ‘z’ for midline positions.

The extended 10-10 system, standardised by the IFCN in 2017 [39], expands spatial
coverage from 21 to 74 electrode positions by placing additional electrodes at 10% in-
tervals between the original 10-20 landmarks. Research-grade EEG systems commonly
use 64- or 128-channel configurations based on this system, providing high-density cov-
erage across the entire cortical surface. The EMOTIV EPOC-X used in the present study
provides 14 channels at positions AF3, AF4, F7, F3, F4, F8, FCS5, FC6, T7, T8, P7,
P8, O1, and O2, a carefully chosen subset of 10-20 positions covering frontal, tempo-
ral, parietal, and occipital regions. The focus on frontal and temporal electrodes reflects
the well-established role of the prefrontal and temporal cortices in emotional processing,
including the orbitofrontal cortex, anterior cingulate cortex, and temporal-parietal junc-
tion [2]. As a consumer-grade device with dry electrodes, the EMOTIV EPOC-X also
eliminates the need for conductive gel and scalp preparation, enabling a quick and clean
setup procedure.

2.3.3 EEG Frequency Bands and Affective Correlates

The EEG power spectrum is conventionally divided into five frequency bands, each as-
sociated with distinct modes of neural computation and different cognitive and affective
states. These bands are summarised in Table 2.1.

Several frequency-specific EEG biomarkers have been robustly associated with emo-
tional processing. The Frontal Alpha Asymmetry (FAA) index, defined as the difference
in log-transformed alpha power between right and left frontal electrode pairs (In(og) —
In(ay)), reflects hemispheric lateralisation of approach versus withdrawal motivational
systems [21]. Greater relative right-hemisphere alpha power (indicating less neural ac-
tivity on the right side) is associated with withdrawal-oriented negative emotions such
as fear, disgust, and sadness, consistent with the hypothesis that the right prefrontal cor-
tex mediates avoidance motivation. Conversely, greater left-hemisphere activity is linked
to approach-oriented positive emotions such as happiness and excitement, reflecting the
dominant role of left prefrontal circuits in appetitive motivation. The FAA index has
been replicated across dozens of studies and is one of the most reliable EEG markers of
emotional valence [41].

Frontal midline theta power increases during tasks requiring sustained emotional reg-

ulation [42], such as suppressing fear responses or maintaining positive affect in the face
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Table 2.1 EEG frequency bands and their principal neural and affective correlates [40, 21].

Band Range (Hz) Neural and Affective Correlates

Delta (6) 0.54 Dominant in deep slow-wave sleep; elevated delta
power in waking state is associated with severe
pathology. Subcomponents appear in pain and deep
relaxation.

Theta (0) 4-8 Frontal midline theta increases during working
memory tasks, emotional regulation, and creative
thinking. Hippocampal theta is associated with
memory encoding and spatial navigation.

Alpha (o) 8-13 Dominant during relaxed wakefulness with eyes
closed; suppressed by sensory stimulation and cog-
nitive load. Frontal alpha asymmetry is a widely
replicated marker of emotional valence.

Beta (B) 13-30 Associated with active alertness, concentration, and
motor preparation. Elevated beta power accompa-
nies anxious and high-arousal emotional states and
active cognitive processing.

Gamma () >30 Reflects large-scale neural synchrony and feature
binding across distributed cortical networks. Ele-
vated gamma is associated with intense emotional
responses including Fear, Excitement, and Anger.

of negative stimuli. Beta-band power is elevated during anxious and high-arousal states,
reflecting the engagement of vigilance and preparatory attention networks. Gamma-band
power (>30 Hz) deserves particular attention in the context of the present thesis: high-
intensity emotional states are associated with increased gamma synchrony reflecting the
binding of distributed cortical representations of emotional stimuli [21]. Experimental
studies have shown that gamma power over frontal and temporal electrodes is reliably
elevated during experiences of Fear, Excitement, and Anger, the three high-arousal cate-
gories where the gamma preservation introduced in the present thesis provides the greatest

accuracy benefit.
2.3.4 Inter-Subject Variability in EEG

One of the most persistent and fundamental challenges in EEG-based emotion recognition
is the enormous variability in EEG signals across individuals. Two people experiencing
the same emotional stimulus in the same environment may produce EEG recordings that
are as different from each other as recordings from the same person in entirely differ-
ent emotional states [16]. This inter-subject variability arises from multiple sources that
operate at different levels of the signal generation and recording chain.

At the neurophysiological level, individuals differ in brain anatomy, including the de-

gree and pattern of cortical gyrification (folding), the thickness of different cortical areas,
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and the extent of myelination in white matter tracts. These anatomical differences alter
the orientation and position of cortical dipoles relative to the scalp electrodes, producing
idiosyncratic patterns of scalp potential topography even when the same underlying neu-
ral generators are active. Additionally, individuals differ in their characteristic resting-
state oscillatory frequencies (the exact frequency of peak alpha power varies from 8 to
13 Hz across individuals [43]), in the lateralisation and degree of neural engagement dur-
ing emotional processing, and in the timescales over which emotional neural dynamics
evolve.

At the psychological level, individuals differ substantially in their emotional reactivity
to specific stimuli, in the emotion regulation strategies they habitually employ, and in the
degree to which they experience and express emotions overtly. A film clip designed to
elicit fear may produce a strong fear response in one participant but mild amusement in
another, depending on their prior exposure to the film, their individual sensitivity to horror
content, and their cultural background.

At the recording level, differences in electrode-scalp impedance, the degree of gel
penetration for gel-based systems, contact quality between dry electrodes and scalp, and
head size and shape all contribute to signal amplitude and noise level differences across
participants. Consumer-grade wireless systems add further variability through Bluetooth
transmission timing jitter and battery-level-dependent amplifier gain.

The practical consequence of inter-subject variability is that EEG classification mod-
els trained on a group of subjects generalise poorly to a new individual not included in
the training set, a phenomenon known as the domain shift or covariate shift problem [16].
Subject-dependent evaluation protocols, in which training and test data are drawn from the
same subjects, consistently yield substantially higher accuracy than subject-independent
Leave-One-Subject-Out (LOSO) evaluation, which simulates the deployment of a pre-
trained model to a new user. The gap between subject-dependent and LOSO accuracy in
the emotion recognition literature often exceeds 20—40 percentage points [44], underscor-

ing the severity of the inter-subject distributional shift problem.
2.3.5 EEG Artefacts and Removal Strategies

EEG recordings are unavoidably contaminated by a range of physiological and technical
artefacts that must be identified and removed before the clean neural signal can be anal-
ysed for affective content [45]. Failure to adequately address artefacts can produce dra-
matic classification accuracy inflation, as artefact classifiers can achieve very high accu-
racy by learning to recognise ocular or muscular artefact patterns that happen to co-occur
with specific emotional stimuli, rather than learning genuine affective neural signatures.
Ocular artefacts are among the most prominent and problematic sources of contam-

ination. Eye movements generate large dipolar electrical potentials as the electropositive
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cornea rotates relative to the electronegative retina. Horizontal saccades produce char-
acteristic step-function artifacts at frontolateral electrodes (F7, F8, AF3, AF4) through
volume conduction from the ocular dipole. Eye blinks produce characteristically shaped
slow waves at frontal electrodes through the same mechanism, with amplitudes that can
reach 100-200 uV, far larger than typical EEG amplitudes. In consumer-grade systems
without a dedicated Electrooculography (EOG) reference channel, separating ocular from
neural contributions at frontal electrodes is particularly challenging.

Muscular artefacts arise from the electrical activity of skeletal muscles in the scalp,
face, neck, and jaw. Electromyography (EMGQG) signals are broadband (20-500 Hz) and
can contaminate the entire EEG spectrum, particularly the beta and gamma bands where
emotionally relevant neural oscillations are also found. Jaw clenching, chewing, and
tension in scalp muscles introduce rhythmic high-amplitude bursts that are easily mistaken
for genuine neural gamma-band activity. In the present study, participants were instructed
to remain still, avoid unnecessary jaw movements, and minimise blinking during clip
presentation to reduce muscular contamination.

Power-line interference at the mains frequency (50 Hz) and its harmonics is intro-
duced by capacitive and inductive coupling between the EEG recording equipment and
the mains electrical supply. Modern EEG amplifiers employ active shielding and differen-
tial recording to reduce common-mode noise, but residual 50 Hz contamination typically
remains and must be suppressed by notch filtering. The EMOTIV EPOC-X applies an in-
ternal notch filter, but additional software notch filtering was applied in the present study’s
preprocessing pipeline for robustness.

The preprocessing pipeline employed in the present study, detailed in Chapter 4,
addresses these artefact sources through a combination of bandpass and notch Infinite
Impulse Response (IIR) filtering and wavelet-domain soft thresholding with a Gamma-

preserving modification.

2.3.6 Benchmark Datasets for EEG Emotion Recognition

The development of EEG-based emotion recognition as a research discipline has been
shaped by a small number of benchmark datasets that have achieved widespread adop-
tion and enable systematic comparison of methods. Understanding the characteristics,
strengths, and limitations of these datasets is essential for contextualising the contribu-
tions of the present thesis.

DEAP [16] (Database for Emotion Analysis Using Physiological Signals) is the most
widely cited EEG emotion benchmark. It provides 32-channel EEG recordings from 32
participants (aged 19-37, 50% female) who watched 40 one-minute music video clips.
Participants rated their emotional response to each clip on 9-point SAM scales for va-
lence, arousal, dominance, and liking, producing continuous dimensional annotations.

DEAP also includes peripheral physiological signals: EMG, EOG, GSR, respiration, skin
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temperature, and plethysmography. The dataset is publicly available and has been used
in hundreds of published studies. Its primary limitation for the present purposes is the di-
mensional rather than discrete annotation framework and the use of music video stimuli.

SEED [21] (SJTU Emotion EEG Dataset) provides 62-channel EEG from 15 par-
ticipants (mean age 23.3 years, 7 males, 8 females) who watched 15 four-minute film
clips designed to elicit positive, neutral, or negative emotional states. Each participant
completed three recording sessions on different days, providing 45 sessions in total. The
three-class discrete annotation scheme and the existence of multiple sessions per partici-
pant (enabling intra-subject reliability analysis) make SEED one of the most widely used
benchmarks for discrete EEG emotion recognition. SEED-IV [46] extends the SEED
paradigm to four emotional categories (happy, sad, fear, neutral) with new film clip stim-
uli.

DREAMER [20] was specifically designed to demonstrate the feasibility of affective
EEG research with consumer-grade hardware. It provides 14-channel EEG recorded us-
ing the EMOTIV EPOC+ headset from 23 participants who watched the same 18 film
clips used in the present study. After each clip, participants self-assessed their emotional
state by reporting valence, arousal, and dominance on a five-point SAM scale. The use
of the same headset model and the same stimulus set makes DREAMER the closest ex-
isting dataset to the one collected in this thesis, providing an important methodological
comparison point.

MAHNOB-HCI [18] provides multimodal recordings, 32-channel EEG, video, au-
dio, eye gaze, and respiration, from 27 participants watching 20 emotional film clips,
with ratings on valence, arousal, dominance, and predictability. It is primarily used for
multimodal fusion research.

Table 2.2 provides a summary comparison. The dataset collected in this thesis pro-
vides EEG recordings from 16 participants across nine discrete emotional categories using
consumer-grade 14-channel hardware, with ground-truth labels derived from the validated
annotation study of Gabert-Quillen et al. [19], filling a critical gap in the affective com-
puting literature.

Table 2.2 Comparison of major EEG emotion recognition datasets.

Dataset Subjects Channels Classes/Dimensions  Stimuli Annotation
DEAP [16] 32 32 4D (V, A,D, L) Music video  Continuous
SEED [21] 15 62 3 classes (P/Ne/Nu) Film clip Discrete
SEED-1V [46] 15 62 4 classes (H/Sa/F/Nu) Film clip Discrete
DREAMER [20] 23 14 3D (V, A,D) Film clip Continuous
MAHNOB-HCI [18] 27 32 4D (V, A, D, Pr) Film clip Continuous

This work 16 14 9 classes Film clip Discrete
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2.3.7 Evolution of EEG-Based Emotion Recognition Approaches

The history of computational approaches to EEG emotion recognition reflects the broader
trajectory of machine learning: from hand-crafted features and classical classifiers through
deep learning to the current era of transformer-based architectures and self-supervised
pre-training.

Classical feature engineering approaches dominated the field prior to approximately
2015. These methods relied on domain-expert knowledge to design informative signal
representations. Common features included: power spectral density (PSD) computed in
each canonical frequency band (6, 0, a, 3, y) for each electrode, yielding a feature vector
of size 5 X Nyjecrrodes; differential entropy (DE), defined as the logarithm of the power
spectral density under the assumption that band-filtered EEG is Gaussian-distributed;
frontal alpha asymmetry (FAA) indices for each frontal electrode pair; Hjorth parame-
ters (activity, mobility, complexity) reflecting signal variance and frequency character-
istics; and higher-order statistics such as kurtosis and skewness capturing non-Gaussian
properties of the amplitude distribution. These features were fed into classical classi-
fiers including support vector machines (SVMs), linear discriminant analysis (LDA), and
k-nearest neighbours. The SEED dataset was originally proposed alongside a differen-
tial entropy feature extraction method; a Deep Belief Network (DBN) classifier achieved
86.08% accuracy on three-class recognition, outperforming SVM (83.99%) on the same
features [21]. Classical methods achieved reasonable performance on established bench-
marks but required careful feature engineering, were computationally expensive to train,
and often failed to generalise across subjects and sessions.

Deep learning approaches began to replace classical feature engineering around
2015-2017. Convolutional Neural Networks were capable of learning data-driven spa-
tial and temporal relations from raw multichannel EEG without requiring manual feature
extraction [3]. DeepConvNet and ShallowConvNet [3] applied temporal and spatial con-
volutions sequentially, analogous to the structure of conventional EEG feature extraction
but implemented as learned filters. EEGNet [47] proposed an extremely compact CNN
architecture with approximately 2,500 parameters that generalised across multiple EEG
paradigms including motor imagery, P300, and steady-state visually evoked potentials,
demonstrating the feasibility of a single architecture for diverse EEG decoding tasks. Re-
current architectures including Long Short-Term Memory networks (LSTMs) and bidi-
rectional LSTMs were applied to model sequential dependencies across EEG time steps,
capturing temporal dynamics at a timescale longer than fixed convolution kernels. Graph
neural networks (GNNs) modelled the topological connectivity structure of EEG elec-
trodes, incorporating spatial neighbourhood information that purely sequential models
cannot capture [48].

Transformer-based approaches represent the current frontier. By replacing sequen-
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tial recurrence with parallelised self-attention, transformers can model dependencies be-
tween arbitrary pairs of time steps without the sequential bottleneck or vanishing gradient
problem that limits recurrent architectures [49]. The EEG Conformer [7], reviewed in
detail in Chapter 3, demonstrated that combining a convolutional patch embedding with
a transformer encoder achieves state-of-the-art performance on established EEG bench-
marks. Self-supervised pre-training strategies adapted from Natural Language Process-
ing (NLP) [5] and computer vision are currently being applied to EEG, enabling models to
leverage large unlabelled EEG corpora before fine-tuning on labelled emotion data [48].
The present thesis builds on this state of the art by adapting and extending the EEG Con-
former for the novel and substantially more challenging nine-class emotion recognition
task.
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3 Transformer Networks in EEG Analysis

This chapter introduces the transformer architecture, explains its core computational mech-
anisms, and reviews its application to time-series and biomedical signal analysis. The
chapter concludes with a focused survey of conformer-type hybrid architectures applied
to EEG emotion recognition, situating the present work within the current state of the art.

3.1 Introduction to Transformer Architectures

3.1.1 From Recurrent Networks to Self-Attention

The development of the transformer architecture is best understood as a response to the
fundamental limitations of Recurrent Neural Networks (RNNs), which were the dominant
paradigm for sequential data modelling prior to 2017. Standard RNNs process a sequence
(X1,X3,...,X,) by maintaining a hidden state h, that is updated at each time step according

to a learned transition function:
ht:f(wl1ht—1+wxxt+b)7 (31)

where W), and W, are learned weight matrices, b is a bias vector, and f is a non-linear
activation function. The hidden state serves as a compressed summary of all information
seen up to time ¢, which is used both as the input to the next time step and as the basis for
generating the output at step ¢.

This sequential update mechanism introduces two fundamental limitations. The first
is the sequential computational bottleneck: because the computation of h, depends explic-
itly on h,_, the forward pass through an RNN cannot be parallelised across time steps.
This means that training an RNN on a sequence of length n requires &'(n) sequential
operations, making training slow on long sequences even with modern GPU hardware.
The second and more fundamental limitation is the vanishing gradient problem [49]:
when training RNNs through Backpropagation Through Time (BPTT), gradients must
flow backwards through the chain of hidden state transitions. For long sequences, these
gradients are the product of many Jacobian matrices, each of which typically has spec-
tral radius less than one, causing gradients to decay exponentially with sequence length.
This truncates the effective temporal receptive field of the RNN to a few dozen time steps
in practice, making it difficult to learn dependencies between events separated by long
intervals.

To overcome this vanishing gradient problem, Long Short-Term Memory (LSTM) net-
works [49] and Gated Recurrent Units (GRU) [50] introduced specialized gating mech-

anisms that allow information to persist more effectively across deep layers. The LSTM
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approach centers on a dedicated memory cell ¢, utilizing input, forget, and output gates
to precisely filter which data is prioritized or discarded at each step. In contrast, GRUs
streamline this logic into just two gates, reset and update, offering a more computation-
ally efficient alternative that retains most of the LSTM’s predictive power. However, while
both architectures successfully expanded the temporal window of recurrent models, they
still hit a sequential bottleneck, meaning they often falter when trying to link context
across vast sequences of hundreds or thousands of steps.

The transformer architecture, introduced by Vaswani et al. in 2017 in their landmark
paper “Attention Is All You Need” [4], takes a fundamentally different approach: it aban-
dons recurrent computation entirely and replaces it with parallelised self-attention. In
self-attention, every position in the input sequence attends directly o every other posi-
tion in a single matrix operation, computing dependencies between arbitrary pairs of time
steps with no sequential bottleneck and no vanishing gradient problem. This enables the
modelling of dependencies between events separated by arbitrarily long intervals, which
is particularly valuable for EEG analysis where emotional neural dynamics can persist
over seconds and involve complex interactions between distant cortical regions separated

by hundreds of milliseconds.

3.1.2 Scaled Dot-Product Attention

The fundamental computational unit of the transformer is the scaled dot-product atten-
tion mechanism. The input to the attention mechanism is a sequence of token vectors,
represented as a matrix X € R"*¢ where n is the sequence length and d is the feature
dimensionality of each token. Three sets of learned linear projection matrices transform

this input into three new representations:
0=XWCeeR™k K=xWKeR™ v=xw"eR™, (3.2)

where W2, WK € R9%% and WY € R?*% are learned projection matrices, dy is the key and
query dimensionality, and d, is the value dimensionality. The query matrix Q represents
what each position is looking for, the key matrix K represents what each position has to
offer and the value matrix V represents the actual content that will be aggregated. The
attention output is computed as:

Attention(Q,K,V) = softmax(QKT ) 1% (3.3)
) bl \/d_k ) M

where the matrix product QK" € R"*" computes the raw attention score between every
pair of positions, and the scaling factor 1/+/d; prevents the dot products from growing
large in magnitude and pushing the softmax function into regions of near-zero gradient.

The softmax operation converts the raw attention scores for each query position into a
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probability distribution over all key positions, and the output for each query position is
the corresponding weighted sum of value vectors. The resulting attention weight matrix
A = softmax(QK " /v/d}) € R™" can be inspected post-hoc as an interpretability tool,
entries A;; reflect the degree to which position i attends to position ;.

The computational cost of scaled dot-product attention is & (n’dy) in time and & (n?)
in space (for storing the attention matrix), where n is the sequence length. This quadratic
dependence on sequence length is the primary computational limitation of transformers
for long sequences, and has motivated the development of efficient attention variants re-

viewed in Section 3.2.

3.1.3 Multi-Head Attention (MHA)

Rather than computing a single attention function with dimensionality d, the transformer
employs multi-head attention, which computes & parallel attention functions on linearly

projected subspaces of the input, each of dimension d; = d/h:
MultiHead(Q, K, V) = Concat(head;, ..., head),) W, (3.4)

where head; = Attention(QWiQ,KWiK , VW) and WO € R?*? is a learned output projec-
tion matrix [4]. The motivation for multi-head attention is that a single attention function
must represent all the different types of relationships between positions in a single em-
bedding subspace, whereas multiple heads can each specialise in a different aspect of the
relationship structure simultaneously. In the context of EEG analysis, it is particularly
valuable that some heads may specialise in detecting local frequency-specific power fluc-
tuations within short time windows while others capture long-range temporal correlations
between emotional epochs and still others model spatial patterns of synchronisation be-
tween electrode sites. The outputs of all heads are concatenated and linearly projected

back to the original dimensionality d.
3.1.4 Transformer Encoder Structure

A complete transformer encoder stacks L identical encoder blocks, each consisting of
two sub-layers: a multi-head self-attention layer and a position-wise feed-forward net-
work (FFN). Each sub-layer is wrapped with a residual (skip) connection and layer nor-
malisation [51]. The present work uses the Pre-LayerNorm (Pre-LN) formulation, in
which layer normalisation is applied before each sub-layer rather than after (as in the

original Post-LN transformer of Vaswani et al.):

z = x+ MHA(LayerNorm(x)), (3.5)
x' = z+FFN(LayerNorm(z)), (3.6)
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where X is the input to the encoder block and X’ is its output. The Pre-LN formulation has
been shown empirically to produce more stable gradient norms during training, reducing
sensitivity to learning rate and enabling training without warm-up scheduling, properties
that are particularly beneficial when training on small medical datasets where careful
tuning is required [51].

The feed-forward sub-layer applies two linear transformations with a non-linear ac-
tivation between them. This work uses the Gaussian Error Linear Unit (GELU) acti-
vation [52], which is defined as GELU(x) = x - ®(x) where @ is the standard normal

cumulative distribution function:

FFN(x) = W GELU(W,X + b1 ) + bs. (3.7)

The intermediate dimensionality of the FFN is typically set to f x d where f is the FEN
expansion factor (commonly 2 or 4). The FFN applies the same transformation indepen-
dently to each position, providing position-wise non-linear mixing of the attention output.
Layer normalisation standardises the mean and variance of activations within each layer,
preventing scale drift during deep training; residual connections preserve gradient flow

through deep stacks by providing a direct path from input to output.

3.1.5 Positional Encoding

A fundamental characteristic of self-attention is its permutation-equivariance: permuting
the positions of the input tokens produces the same permutation of the output, with no
change to the attention weights computed between any pair of positions. This is because
the attention score QK; depends only on the feature vectors at positions i and j, not
on their absolute or relative positions in the sequence. While this property is beneficial
for tasks where order is irrelevant, it means that the transformer in its basic form has
no awareness of sequence order and cannot distinguish between, for example, an EEG
segment at the beginning versus the end of an emotional episode.

To inject positional information, the original transformer adds fixed sinusoidal posi-

tional encodings to the input token embeddings before the first encoder block [4]:

. p p
PE() 5i) = sin <W> ; PE(p2i41) = cos <W> ; (3.8)

where p is the position index (ranging from O to n — 1) and i is the dimension index (rang-
ing from O to d/2 — 1). Each dimension oscillates at a different frequency, creating a
unique encoding for each position. The sinusoidal encodings have the useful property that
relative positions can be inferred from linear combinations of encodings, and they gen-
eralise naturally to sequence lengths not seen during training. An alternative approach,

used in Bidirectional Encoder Representations from Transformers (BERT) [5] and many
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subsequent architectures, employs learnable positional embeddings that are trained jointly
with the rest of the model; learnable embeddings can capture task-specific positional re-
lationships but do not extrapolate to unseen sequence lengths.

3.2 Transformers in Time-Series Analysis

The transformer’s capacity to model arbitrary-range dependencies in a fully parallelisable
manner has made it increasingly attractive for time-series modelling across a wide range
of domains beyond natural language processing. In NLP, BERT [5] demonstrated that a
transformer encoder pre-trained on large text corpora through masked language modelling
achieves state-of-the-art performance on a wide range of downstream NLP tasks when
fine-tuned with task-specific labelled data. Generative Pre-trained Transformer (GPT) [6]
showed that a transformer decoder trained autoregressively on text generates coherent
long-form text with emergent few-shot learning capabilities.

The same pre-train-then-fine-tune paradigm has been adapted to time-series domains.
In computer vision, the Vision Transformer (ViT) demonstrated that patching images into
non-overlapping token sequences and processing them with a standard transformer en-
coder achieves competitive performance on image classification when trained on suffi-
ciently large datasets [53, 54]. In speech processing, wav2vec 2.0 and HuBERT apply
masked prediction objectives to raw audio waveforms, learning representations that trans-
fer effectively to downstream Automatic Speech Recognition (ASR) and Speech Emo-
tion Recognition (SER) tasks. The key insight shared across these applications is that
self-supervised pre-training on large unlabelled corpora can learn rich general-purpose
representations that substantially reduce the labelled data requirements for fine-tuning.

For biomedical time-series, the scarcity of labelled data relative to the model capacity
required by transformers makes self-supervised pre-training particularly attractive. EEG
recordings are cheap to collect in quantity once the recording setup is established, but
labelled affective data requires validated stimulus materials, careful experimental proto-
cols, participant recruitment, and the collection of ground-truth labels that are inherently
subjective and noisy. This asymmetry between unlabelled and labelled data availability
motivates the use of self-supervised EEG pre-training strategies that exploit large unla-
belled corpora before fine-tuning on labelled emotion data [48].

Three architectural adaptations have proven particularly important for applying trans-
formers effectively to long biomedical time-series.

Efficient attention variants reduce the ¢(n”) complexity of standard self-attention to
O (n) or O (nlogn) through sparse attention patterns (only computing attention between
local or selected pairs of positions), low-rank approximations to the attention matrix, or
kernel-based linearisation of the softmax function [54]. For a 4-second EEG window at
128 Hz, the standard attention matrix contains 512 x 512 = 262,144 entries per head,

manageable for a single layer, but expensive for deep stacks.
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Patch-based tokenisation reduces sequence length by grouping consecutive time
samples into patches, with each patch represented by a single token. This approach,
analogous to the patching used in ViT, substantially reduces the effective sequence length
while preserving local within-patch structure. In the EEG Conformer and the present
work, this is achieved implicitly by the convolutional front-end’s average pooling layer.

Hierarchical and multi-scale architectures process time-series at multiple temporal
resolutions, combining local fine-grained features with global coarse-grained context.

3.3 Conformer-Type Architectures in EEG Analysis

3.3.1 Motivation for Hybrid CNN-Transformer Designs

While pure transformer architectures have demonstrated impressive performance in NLP
and vision domains, their application directly to raw EEG sequences is limited by two
fundamental challenges. The first is the computational cost of quadratic self-attention
for long raw sequences. At a sampling rate of 128 Hz with a 4-second window, a single
EEG epoch contains 512 time steps per channel. A 14-channel system processes 14 par-
allel sequences, each of length 512. While the time complexity per transformer layer is
manageable for a single epoch, training on thousands of epochs through multiple gradient
descent steps is computationally demanding, particularly for deep transformers.

The second and more fundamental challenge is the inductive bias mismatch. Trans-
formers have no prior assumption about the structure of the input: they must learn from
data alone that adjacent time steps are more closely related than distant ones, that EEG
signals exhibit rhythmic oscillatory structure, and that spatial patterns across electrodes
carry information about the underlying cortical sources. In language and vision, trans-
formers can overcome this bias problem when trained on datasets containing billions of
examples. In EEG emotion recognition, where labelled datasets contain at most tens of
thousands of epochs from a few dozen participants, the transformer does not have suffi-
cient data to discover these structural regularities from scratch. CNNs, by contrast, have
strong inductive biases toward local structure through their parameter-sharing design: a
filter learned at one position in the sequence is immediately applicable at every other
position, enabling efficient extraction of local oscillatory patterns from very little data.

Hybrid CNN-Transformer architectures exploit the complementary strengths of both
paradigms: the CNN provides efficient local feature extraction and sequence length re-
duction through spatial and temporal convolutions and pooling, generating compact token
representations for the transformer; the transformer then captures global long-range tem-
poral dependencies across the sequence of tokens. This division of labour, local process-
ing by CNN, global context by transformer, is particularly well-suited to EEG analysis,
where both local oscillatory structure (captured by CNNs) and long-range temporal dy-

namics (captured by transformers) carry emotionally relevant information.



25

3.3.2 The EEG Conformer Architecture

Song et al. [7] proposed the EEG Conformer as an end-to-end trainable architecture for
EEG decoding that embodies the hybrid CNN-Transformer design philosophy. The ar-
chitecture consists of three modules: a convolutional patch embedding module based on
ShallowConvNet [3], a multi-head self-attention transformer encoder, and a global aver-
age pooling classification head.

The convolutional module processes raw EEG input tensors through a sequence of
operations designed to extract spatial-temporal patch embeddings. A temporal convolu-
tion with a kernel spanning approximately 200 ms learns bandpass filter banks at each
electrode independently. A subsequent spatial convolution aggregates information across
all electrodes through learned linear combinations, effectively implementing a data-driven
spatial filter analogous to common spatial patterns (CSP). Batch normalisation, non-linear
activation, and average pooling complete the module, producing a compact sequence of
spatial-temporal patch tokens suitable for the transformer encoder. The average pooling
substantially reduces the temporal sequence length, from 512 samples to approximately
29 or 99 tokens depending on the pool kernel size, enabling the standard &' (n?) self-
attention to be applied efficiently.

On the three-class SEED emotion recognition benchmark, the EEG Conformer achieved
95.30% accuracy with a Cohen’s kappa coefficient of 0.9295 under stratified five-fold
cross-validation [7], substantially outperforming prior baselines including DeepConvNet [3] (79.04%),
ShallowConvNet [3] (85.15%), and EEGNet [47] (87.32%). The authors also applied the
EEG Conformer to motor imagery decoding on the BCI Competition IV Dataset 2a [55],
achieving competitive performance and demonstrating the generality of the architecture
across EEG paradigms. Attention weight visualisation revealed that the transformer selec-
tively attended to emotionally relevant time windows and electrode positions, providing
preliminary evidence that the model learns neurophysiologically meaningful representa-

tions rather than artefact patterns.

3.3.3 Related Transformer-Based EEG Emotion Recognition Meth-

ods

The success of the EEG Conformer on SEED has motivated a growing body of work ex-
ploring transformer-based and hybrid architectures for EEG emotion recognition, several
of which are directly relevant to the present thesis.

DCoT (Depthwise Convolutional Transformer) [56] integrates depthwise separable
convolutions, which process each EEG channel independently before combining them
through a pointwise convolution, with a Vision Transformer (ViT)-style encoder. The
depthwise convolution approach reduces the parameter count of the spatial filtering stage
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relative to standard dense convolutions while preserving channel-specific spatial selectiv-
ity. DCoT achieved 93.83% + 3.63% accuracy in subject-dependent train/test split eval-
uation. Under LOSO, the model achieved 83.03% 4-5.70% accuracy on the three-class
SEED benchmark and 99.82% accuracy on binary emotion classification on the same
SEED benchmark. Importantly, DCoT provides visualisation of channel-specific attention
weights, which reveal topographic patterns of frontal and temporal electrode dominance
consistent with established neurophysiology of emotion processing. The 10.8 percentage-
point gap between DCoT’s subject-dependent and LOSO performance illustrates the sever-
ity of the inter-subject distributional shift problem.

EEGformer [57] applies a pure transformer encoder to EEG signals with no convolu-
tional preprocessing, using patch-based tokenisation to divide the raw EEG into non-
overlapping time segments. This architecture achieved 91.58% =+ 2.77% accuracy on
three-class SEED classification. The comparison between EEGformer and the EEG Con-
former on the same benchmark is informative: the 3.72 percentage-point advantage of
the EEG Conformer over EEGformer illustrates the benefit of convolutional patch em-
bedding for EEG analysis, providing empirical support for the hybrid CNN-Transformer
design philosophy adopted in the present work.

ACTNN (Attention-based Convolutional Transformer Neural Network) [58] incor-
porates a channel attention mechanism that adaptively weights electrode contributions
before the convolutional feature extraction stage. This attention mechanism allows the
model to focus on electrodes most informative for the current emotional category, po-
tentially reducing sensitivity to electrode contact quality variability. ACTNN achieved
98.47% £ 1.72% accuracy on three-class SEED and 91.90% + 5.43% accuracy on four-
class SEED-IV under ten-fold cross-validation. The high SEED accuracy likely reflects
the subject-dependent evaluation protocol and the relatively small number of evaluation
samples in each fold.

TR&CA (Temporal Relative Transformer with Channel Attention) [59] introduces
relative positional encodings that represent the temporal distance between EEG segments
rather than their absolute positions. This design choice is motivated by the observation
that emotional neural dynamics are characterised by relative temporal patterns (such as
the rise and fall of arousal within a clip) rather than absolute temporal positions within the
recording session. TR&CA combined with channel attention achieves 95.58% + 2.28%
accuracy on binary arousal classification on DEAP, 95.18% 4= 2.46% accuracy on binary
valence classification, and 93.99% = 3.36% accuracy on five-class emotion classification.

Table 3.1 provides a comparative summary of these architectures alongside the present
work. A consistent observation across all methods is that CNN front-ends are critical:
EEGformer, the only pure-transformer method in the comparison, achieves the lowest
SEED accuracy despite using the same benchmark. The present thesis contributes to this

literature by being the first to evaluate a hybrid CNN-Transformer conformer architecture
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on nine-class discrete emotion recognition from 14-channel EEG.

Table 3.1 Architectural comparison of transformer-based EEG emotion recognition methods.

Method CNN front-end Classes Dataset Ref.
EEG Conformer ShallowConvNet 34 SEED, BCI-IV 2a/2b [7]

DCoT Depthwise Conv ~ 2-3 SEED [56]
EEGformer None 3 SEED [57]
ACTNN Attention Conv 34 SEED, SEED-IV [58]
TR&CA Temporal Conv 2-5 DEAP [59]

This work ShallowConvNet 9 Own Data -
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4 EEG-based Emotion Recognition: Data and Methods

This chapter provides a complete description of all methods used in the present study. The
chapter is organised into five sections covering participant recruitment and demograph-
ics, stimulus materials and experimental protocol, EEG signal acquisition, the four-stage
preprocessing pipeline, the CNN-Transformer model architecture, and the two evaluation
frameworks. Every parameter value reported here corresponds directly to the values used

in the executed code.

4.1 Data Collection

4.1.1 Participants

The study cohort consisted of 16 individuals (11 males) with ages ranging from 21 to
57 years (1 = 35). Participants were recruited via an online screening questionnaire, with
eligibility requiring that they be at least 18 years of age and free from any diagnosed
central nervous system disorders. Before commencing the recording session, all volun-
teers received a comprehensive briefing on the study purpose, sensor placement, and the
self-assessment procedure, and provided written informed consent. This research was
conducted under the oversight and approval of the Human Sciences Ethics Committee of
the Universities in Satakunta, Finland (approval ID: 16.05.2025).

4.1.2 Stimuli and Experimental Protocol

Stimulus materials. The stimulus set comprised 9 video clips selected from a validated
pool of 18 clips previously annotated by over 300 independent subjects [19, 20], the same
pool used in constructing the DREAMER dataset. The original pool contains two clips
per emotion category, one clip per category was selected for the present study, yielding
nine clips in total. The clips were chosen to target nine distinct emotional states: Amuse-
ment, Anger, Calmness, Disgust, Excitement, Fear, Happiness, Sadness, and Surprise.

Session structure. Sessions were conducted in a controlled environment designed to min-
imise light, temperature, and noise interference. Upon arrival, participants were instructed
on the sensor placement and self-assessment procedure. The experimental sequence fol-
lowed a fixed structure:

* Initial Baseline: A 60-second neutral video clip was presented at the start of the

session to establish an affective baseline.
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 Stimuli Presentation: The emotional video clips were presented in sequence, each

targeting one of the nine emotional categories.

* Self-Assessment: Following each clip, participants rated their experienced inten-
sity for all nine emotional categories regardless of the clip’s intended label. They
also provided ratings for valence, arousal, and familiarity with the footage.

* Recovery Period: A 60-second neutral clip was played between consecutive emo-
tional stimuli to allow affective baseline to reset and minimise carry-over contami-

nation.

4.1.3 EEG Acquisition

EEG was recorded continuously throughout the session using an EMOTIV EPOC-X wire-
less consumer-grade headset. The device provides 14 active saline-based electrodes at the
following positions according to the international 10-20 system: AF3, F7, F3, FC5, T7,
P7, O1, 02, P8, T8, FC6, F4, F8, and AF4. This configuration provides coverage of
frontal (AF3, AF4, F3, F4, F7, F8), frontocentral (FC5, FC6), temporal (T7, T8), pari-
etal (P7, P8), and occipital (O1, O2) regions. The device uses two active noise reduction
electrodes (CMS at P3 and DRL at P4), with left and right mastoid positions available as
alternatives. EEG data were streamed and recorded in real time using a custom Python
script and stored as 32-bit floating-point values in CSV format at 128 Hz. No additional
filtering was applied to the stored data beyond what the headset applies internally at the
hardware level.

Simultaneous recordings were made of additional physiological signals using the
Shimmer 3 platform: ECG using a 3-lead 4-electrode configuration (sampling at 256
Hz), GSR using AgAgCl electrodes on the index and middle fingers of the non-dominant
hand (256 Hz), and PPG using a fingertip photoplethysmography sensor (256 Hz). Syn-
chronisation between the EMOTIV EPOC-X and Shimmer 3 streams was achieved through
a custom HTML-based protocol that controlled video playback and logged stimulus onset
timestamps. These physiological signals are not analysed in the present thesis but provide

a valuable resource for future multimodal fusion experiments.

4.2 Preprocessing Pipeline

A uniform four-stage preprocessing pipeline was designed to reduce artefact contami-
nation, preserve emotionally discriminative signal components, and produce standard-
ised epoch tensors suitable for model training. The pipeline was implemented entirely
in Python 3.10 using NumPy [60], SciPy [61], and PyWavelets [62], and was applied
identically to all 16 participants.
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4.2.1 Stage 1: Notch Filtering

The first preprocessing stage suppresses power-line interference at the mains frequency of
50 Hz. A second-order Infinite Impulse Response (1IR) notch filter was designed using the
scipy.signal.iirnotch function with centre frequency 50 Hz and quality factor Q =
30.0. The quality factor determines the selectivity of the filter: Q = 30.0 gives a —3 dB
bandwidth of approximately 50/30 = 1.67 Hz, creating a narrow notch that effectively
removes 50 Hz interference while minimally affecting adjacent EEG content in the upper
beta and lower gamma bands. The filter was applied using zero-phase forward-backward
filtering (scipy.signal.filtfilt), which applies the IIR filter twice, once forward
and once backward, to achieve zero net phase shift. Zero-phase filtering is critical for
EEG analysis because it preserves the temporal relationships between different frequency
components, ensuring that the relative timing of oscillatory events is not distorted by the
filter’s group delay.

4.2.2 Stage 2: Bandpass Filtering

Following notch filtering, a fifth-order Butterworth bandpass filter with passband 0.5—
50 Hz was applied to each channel. The Butterworth filter was chosen for its maximally
flat magnitude response in the passband, which minimises amplitude distortion of neural
oscillatory signals. The filter coefficients were computed using scipy.signal.butter
with filter order 5 and applied to each EEG channel using scipy.signal.filtfilt for
zero-phase forward-backward filtering, which provides approximately 30 dB of attenua-
tion per decade outside the passband without introducing phase distortion.

The lower passband edge of 0.5 Hz was chosen to eliminate sub-Hz slow drifts arising
from electrode movement, sweat artefacts, and DC offset, while retaining the slow delta-
band oscillations (0.5-4 Hz) that carry information about relaxation and deep cognitive
states. The upper passband edge of 50 Hz coincides exactly with the notch filter centre
frequency, ensuring seamless junction between the two filters and preventing any energy
above the gamma band from entering subsequent processing stages. After bandpass fil-
tering, the EEG signal is effectively confined to the 0.5-50 Hz range, containing all five
canonical frequency bands.

4.2.3 Stage 3: Wavelet Denoising

Linear IIR filters, while effective at suppressing out-of-band noise, cannot separate neural
signals from noise components that overlap spectrally within the 0.5-50 Hz passband.
The most significant in-band noise sources are broadband EMG contamination from fa-

cial and scalp muscles (which extends down into the beta and gamma bands) and residual
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low-frequency drift. Discrete Wavelet Transform (DWT) denoising provides a comple-
mentary approach that operates in the time-frequency domain, exploiting differences in
the temporal morphology of neural oscillations and noise to separate them.

The DWT decomposes the signal into a multiresolution representation by applying a
cascade of half-band lowpass and highpass filter pairs, each followed by a factor-of-two
downsampling. The Daubechies-4 (db4) mother wavelet was selected for this analysis
based on its compact support (filter length 8 samples), smooth shape, and four vanishing
moments. The vanishing moments property means that the db4 wavelet integrates to zero
and its first three derivatives are also zero, making it orthogonal to polynomials up to
degree 3. This gives the db4 wavelet excellent ability to represent smooth polynomial-
like signal segments (as in slowly varying EEG oscillations) with compact coefficient
representations while producing large coefficients in the presence of abrupt transients (as
in artefacts), enabling effective thresholding-based separation.

The decomposition was performed to level 5 using pywt . wavedec, producing five de-
tail coefficient arrays dy,d»,d3,ds,ds and one approximation array as. The approximate
frequency ranges captured by each detail level depend on the sampling rate: at 128 Hz,
the five levels correspond approximately to di: 32—-64 Hz (gamma), d,: 16-32 Hz (be-
ta/gamma), d3: 8—16 Hz (alpha/beta), ds: 4-8 Hz (theta), and d5: 2—4 Hz (delta), with the
approximation as capturing 0—2 Hz content.

Gamma Preservation. The VisuShrink wavelet denoising method [63] applies a uni-
versal threshold to all detail coefficient levels: A,is = 6v/2InN, where 6 is the noise level
estimate from the finest detail level and N is the signal length. Applying this threshold
uniformly to all levels, including d; (gamma band), would suppress all gamma-band coef-
ficients below the threshold, including genuine neural gamma oscillations associated with
high-intensity emotional states [21]. This is particularly problematic for the nine-class
emotion recognition task, where distinguishing high-arousal categories such as Fear, Ex-
citement, and Anger from lower-arousal categories relies critically on gamma-band power
differences.

The gamma preservation addresses this problem by applying zero thresholding to
d; (gamma): the first detail level is passed through the reconstruction completely un-
modified. For levels d; through ds, the noise floor is estimated independently per level
using the Median Absolute Deviation (MAD) estimator [63], which is robust to the non-
Gaussian amplitude distributions and occasional large outliers characteristic of EEG:

A MAD(d,‘) )u B 61' \/210g2 ‘di‘ (4 1)

%= 06745 ’ 30

where |d;| denotes the number of coefficients in detail level i, and the constant 0.6745 is
the ratio between the standard deviation and the MAD for a Gaussian distribution. The

denominator of 3.0 in the threshold formula deliberately reduces the threshold to one-third
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of the standard VisuShrink level, biasing the estimator strongly toward signal preservation
rather than aggressive noise suppression. This conservative thresholding strategy accepts
some residual noise in exchange for guaranteed preservation of neural signal components.

Soft thresholding is then applied to the detail coefficients of levels d> through ds:

d;i(k) = sign(d;(k)) - max(|d;(k)| — A;, 0), (4.2)

for each coefficient index k. Soft thresholding shrinks all coefficients toward zero by
the amount A; rather than zeroing sub-threshold coefficients abruptly (hard thresholding),
producing smoother reconstructed signals that better preserve the continuous character of
neural oscillatory signals. The final denoised signal is reconstructed from the thresholded
detail coefficients d,d>,ds, ds,ds and the unmodified approximation as using the inverse

DWT (pywt .waverec).
4.2.4 Stage 4: Epoch Segmentation and Normalisation

Following the three denoising stages, the the preprocessed EEG time series for each
video clip was segmented into overlapping fixed-length epochs using a sliding window
approach. The window length was set to 4 seconds (512 samples at 128 Hz), which
was chosen to: (1) provide sufficient spectral resolution for reliable estimation of all five
frequency bands down to the 0.5 Hz Delta band (which requires windows of at least
1/0.5 = 2 seconds); (2) capture complete temporal cycles of the slowest emotionally rel-
evant oscillations; and (3) remain short enough that the emotional state can be assumed
approximately stationary within the window.

Adjacent windows were overlapped by 50% (step size 256 samples), which doubles
the number of epochs per clip relative to non-overlapping segmentation and enables the
model to observe the temporal transition between partially overlapping segments. The
50% overlap produces a modest temporal redundancy between adjacent epochs that is
explicitly addressed in the LOSO post-calibration framework through the temporal buffer
zone described in Section 4.5.2. Neutral video clip segments were excluded from the final
dataset to ensure that all training and evaluation samples carry genuine affective labels.

Prior to windowing, each extracted clip segment was normalised using Z-score nor-
malisation applied per channel:

XnomlC, ] :x[ccct% c=1,...,14, =10, 4.3)
where U, and o, are the mean and standard deviation of channel ¢ computed across
all time points of the clip. Per-clip per-channel Z-score normalisation ensures that the

model operates on zero-mean, unit-variance signals irrespective of absolute amplitude
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differences arising from variation in electrode-scalp impedance across electrodes, par-
ticipants, or sessions. A singleton channel dimension was prepended to yield the final
input tensor shape (1 x 14 x 512) per sample. The complete preprocessed dataset was
stored as NumPy binary arrays: X_all_subjects.npy (float32, shape N x 1 x 14 x 512),
y-all_subjects.npy (int64, class indices 0-8), and groups_all_subjects.npy (sub-
ject ID strings for group-aware cross-validation splitting).

4.3 Model Architecture

The proposed model is a systematic adaptation of the EEG Conformer of Song et al. [7]
to the nine-class emotion classification problem. The architecture consists of three se-
quential components: a convolutional patch embedding front-end that extracts spatial-
temporal features and reduces sequence length; a stacked transformer encoder that mod-
els long-range temporal dependencies; and a global average pooling classification head

that produces class probabilities.
4.3.1 Convolutional Patch Embedding

The input tensor of shape (B x 1 x 14 x 512), where B denotes batch size, is processed by a
ShallowConvNet-inspired [3] convolutional block that performs spatial-temporal feature
extraction and sequence length reduction:

1. Temporal convolution. A 2D convolutional layer (Conv2d: 1 input, 40 filters,
kernel 1 x 25) applies 40 temporal filters of length 25 samples (/=195 ms at 128 Hz)
along the time axis, independently for each electrode. Each filter learns a different
bandpass characteristic, together forming a learned filter bank that extracts time-
varying spectral features across the full 0.5-50 Hz passband.

2. Spatial convolution. A second 2D convolutional layer (Conv2d: 40 inputs, 40 fil-
ters, kernel 14 x 1) applies spatial filters across all 14 electrodes simultaneously
for each of the 40 temporal filter outputs. This layer implements a learned spatial
beamformer: each spatial filter produces a linear combination of the 14 electrode
signals that maximally separates the spatial patterns associated with different emo-
tional states. This is analogous to the Common Spatial Patterns (CSP) algorithm
used in classical EEG-BCI methods, but implemented as a learned end-to-end dif-

ferentiable operation.

3. Batch normalisation and ELU activation. Batch normalisation [64] stabilises
training by standardising the mean and variance of each feature map across the
batch dimension. The Exponential Linear Unit (ELU) activation is applied elemen-
twise, introducing non-linearity while avoiding the dying neuron problem of the
Rectified Linear Unit (ReLU).
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4. Average pooling. A 2D average pooling layer with specific setting for kernel and
stride (see Table 4.1) reduces the temporal resolution of the feature maps, con-
verting the dense temporal representation into a compact sequence of patch tokens.
The choice of the size of pool kernel creates a trade off between temporal resolu-
tion (smaller kernel) and sequence length reduction (larger kernel) which affects the

token sequence length 7" seen by the transformer encoder.

5. Dropout regularisation. A dropout layer with probability p (Table 4.1) is applied
to the convolutional output, randomly zeroing feature map values during training to

prevent co-adaptation of features and reduce overfitting.

6. Projection convolution and reshape. A 1 x 1 convolution (Conv2d: 40 inputs,
dmodel filters, kernel 1 x 1) projects the 40-dimensional feature representation to
the transformer embedding dimensionality dpod4e1- The output is reshaped from
(B X diodel X 1 X T') to (B X T X dpogel ), converting the spatial map format used by

convolutional layers to the sequence format expected by the transformer encoder.

4.3.2 Transformer Encoder

The sequence of T patch tokens of dimensionality dpyoge] 18 processed by a stack of L
Transformer encoder blocks, each implementing the Pre-LN (Pre-Layer Normalization)
formulation described by Equations( 3.5- 3.6) with GELU activation [52] in the feed-
forward sub-layer. The FFN expansion factor is set to 2x for the 5-fold CV setting and
4x for the LOSO setting, reflecting the larger representational capacity required for cross-
subject generalisation. Positional encodings are added to the token sequence before the
first encoder block to provide temporal order information. Dropout is applied within both
the multi-head attention and feed-forward sub-layers for regularisation.

The choice of Pre-LN over Post-LN (Post-Layer Normalization) is motivated by train-
ing stability considerations: Pre-LN produces more consistent gradient magnitudes across
layers, reducing the sensitivity of training dynamics to the initial learning rate and en-
abling training without a warm-up schedule. This property is particularly important for
the small datasets used in EEG emotion recognition, where hyperparameter sensitivity
can make the difference between convergence and divergence.

The complete hyperparameter configurations for both evaluation settings are sum-
marised in Table 4.1 . The design philosophy behind the two configurations reflects the
different generalisation challenges they face.

For the 5-fold CV setting, the larger pooling kernel (1x75) with stride (1x15) reduces
the 512-sample temporal dimension to approximately | (512 —75)/15] 4+ 1 ~ 29 tokens,
enabling the transformer to attend across the entire 4-second window with a 29 x 29 at-
tention matrix. The deeper transformer (L = 8) with 8 layers exploits the larger effective

training set available when all subjects’ data except the validation fold are pooled for
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Table 4.1 Hyperparameter configurations for the two evaluation settings.

Parameter 5-Fold CV LOSO with Calibration

Validation Mode Over 5 Folds Zero-shot — Calibrated

Training Paradigm 5-fold (80% train / Pre-training — Adaptation
20% val)

Transformer Depth 8 Blocks 4 Blocks

Attention Heads 4 8

FFN Expansion 2% 4%

Embedding Size 40 64

Batch Size 64 64 (Pre) / 8 (Calib)

Temporal Pooling (1,75)Kernel / (1,15) (1, 15) Kernel / (1, 5) Stride
Stride

Learning Rate 5x107* (Adam) 3x 1074 (AdamW)

Calibration LR N/A 2x 1073

No. of Epochs 400 150 (Pre) + 50 (Calib)

Label Smoothing 0.10 0.15

Weight Decay 1x1074 0.07 (Pre) / 0.10 (Calib)

Data Strategy Weighted Sampling Gaussian Noise Injection

Regularization Dropout: 0.30 Dropout: 0.50

training. The smaller embedding dimension (dy0de1 = 40) reflects the dimensionality of
the ShallowConvNet spatial filter bank and avoids overparameterisation relative to the
dataset size.

For the LOSO setting, the smaller pooling kernel (1x 15) with stride (1x5) produces
approximately | (512 —15)/5] + 1 ~ 99 tokens, providing finer temporal resolution. The
rationale is that learning subject-universal representations requires preserving more tem-
poral detail so that the model can identify patterns that generalise across the diverse tem-
poral dynamics of different individuals. The larger embedding dimension (dpoqe] = 64)
provides greater representational capacity to accommodate the higher cross-subject vari-
ability, while stronger dropout (p = 0.5) counteracts the risk of overfitting to the smaller

per-fold training set.

4.3.3 Classification Head

The transformer encoder output sequence of shape (B X T X dmodel) is aggregated into
a single fixed length representation vector by global average pooling across the token
dimension 7: Z = %ZtTZI z; € R%model . Layer normalisation is applied to Z for training
stability, followed by a linear projection W € Rémode1 X9 and bias by € R? that maps the
representation to nine class logits.

During training, the standard cross-entropy loss is augmented with label smooth-
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ing [65], which replaces the one-hot target distribution with a smoothed distribution:

. l—e+¢&/M if c =true class,
Fo = | (4.4)
e/M otherwise,

where M =9 is the number of classes and € is the smoothing coefficient. Label smoothing
provides two benefits: it prevents the model from becoming overconfident in its predic-
tions by penalising extreme probability estimates, and it acts as a regulariser that prevents
memorisation of noisy or ambiguous labels. Both benefits are particularly relevant for
the present study, where the clip level emotion labels are inherently noisy: participants
may experience mixed emotions or vary in their emotional response throughout the clip,
meaning the assigned label we used may not uniformly reflect the affective state across

the entire recording.

4.4 Evaluation Framework I: Five-Fold Cross-Validation

Five-fold cross-validation (5-FCV) was used as the primary method for estimating subject-
dependent classification performance. In stratified k-fold CV, the dataset is divided into
k = 5 approximately equal partitions such that the class distribution within each fold mir-
rors that of the full dataset which is important given the severe class imbalance between
categories such as Anger (2,344 epochs) and Surprise (334 epochs). In each fold, the
model was trained on 80% of the data and validated on the remaining 20%.

Within each fold, class imbalance was addressed using a WeightedRandomSampler.
This PyTorch utility constructs training mini-batches by sampling with replacement, with

each sample drawn with a probability inversely proportional to its class frequency:

We = l, 4.5)
nC
where n. is the number of training samples in class ¢ within the current fold. This
sampling strategy ensures that all nine emotion categories are represented approximately
equally in each mini-batch, preventing the classifier from developing a systematic bias to-
ward the majority classes (Anger and Excitement) at the expense of the minority classes (Sur-
prise, Calmness, and Disgust).

The optimiser was Adam [66] with learning rate 5 x 10~*, weight decay 10~*, and de-
fault momentum parameters 3; = 0.9, B, = 0.999. A ReduceLROnPlateau learning rate
scheduler monitored validation accuracy and halved the learning rate (factor 0.5) when-
ever validation accuracy failed to improve for 15 consecutive epochs, with a minimum
learning rate of 107>,

Training continued for up to 400 epochs, with early stopping applied after 60 epochs
without improvement in validation accuracy. The model checkpoint achieving the highest
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validation accuracy was reloaded at the end of each fold for final evaluation on the held-

out validation set.

4.5 Evaluation Framework II: LOSO with Post-Calibration

Leave-One-Subject-Out (LOSO) cross-validation was used for subject-independent gen-
eralisation, the scenario in which a pre-trained model is deployed to a new user who was
not included in the training data. In LOSO, each of the Ny = 16 participants serves exactly
once as the held-out “target subject”: the model is pre-trained on data from the remaining
N; — 1 = 15 subjects and evaluated on all epochs from the target subject. This procedure
is repeated for each participant, yielding one accuracy estimate per subject. Per-subject
Z-score normalisation was applied before splitting to ensure that each subject’s data had

zero mean and unit variance, independently of the amplitude scale of other subjects’ data.

4.5.1 Pre-Training Phase

For each LOSO fold, the available data from the 15 non-target subjects was divided into a
training set (90% of epochs) and a validation set (10% of epochs), stratified by class label.
During training, Gaussian noise was added to each mini-batch during the forward pass:
£=x+4(0, th) with oy = 0.03. This does not increase the number of training samples
but perturbs each batch differently at every epoch, effectively acting as a regulariser that
improves the model’s robustness to differences in noise characteristics between training
subjects and the held-out target subject, and reduces overfitting to the specific amplitude
patterns of individual subjects.

The AdamW optimiser [67] was used for pre-training, which decouples the weight
decay from the gradient-based learning rate update: 6,1 = 6, — N (A, / (v/; +€)+16,),
where A is the weight decay coefficient, 1 is the learning rate, and 7, ¥; are the bias-
corrected first and second moment estimates. This decoupled weight decay provides
more consistent regularisation across layers with different gradient magnitudes compared
to L2 regularisation implemented through the gradient update. Training ran for up to

150 epochs, saving the model checkpoint achieving the lowest validation loss.

4.5.2 Subject-Specific Post-Calibration

The post-calibration procedure adapts the pre-trained subject-independent model to the
specific EEG characteristics of the target subject using a small sample of that subject’s
labelled data. For each emotion class independently, the target subject’s epochs were
shuffled with a fixed random seed (42) to break temporal ordering, and the shuffled se-
quence was divided into three non-overlapping partitions:
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* Calibration set: the first 10% of shuffled epochs per class. This provides the
labelled data used to fine-tune the pre-trained model.

* Buffer zone: the next 5% of epochs per class. These epochs are discarded and
not used for either calibration or evaluation. The buffer zone prevents data leakage
from the 50% overlapping windowing strategy: two epochs whose starting points
are separated by only one step (256 samples) share 256 of their 512 samples and
are therefore highly correlated. Without the buffer zone, an epoch at the boundary
between the calibration and evaluation sets might share up to 50% of its samples
with a calibration epoch. The 5% buffer ensures sufficient separation to prevent

meaningful information transfer.

* Evaluation set: the remaining 85% of epochs per class. These epochs constitute

the evaluation set on which the calibrated model is assessed.

The calibration data from all nine classes was concatenated and the model was fine-
tuned for up to 50 epochs using AdamW with a substantially reduced learning rate (2 X
107), which is one-fifteenth of the pre-training learning rate. This small fine-tuning
learning rate ensures that the model adapts to the target subject’s EEG characteristics
without forgetting the general emotion representations learned from the training popu-
lation, a phenomenon known as catastrophic forgetting. Stronger Gaussian noise aug-
mentation (0., = 0.12) was applied during calibration to prevent overfitting to the small
calibration set.
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5 Results and Discussion

This chapter presents the quantitative experimental results of the adapted EEG Conformer
under both validation schemes, followed by ablation analyses that quantify the individual
contributions of key design decisions, a comparative analysis situating the results within
the state of the art, and a discussion of the findings and their implications.

5.1 Five-Fold Cross-Validation Results

5.1.1 Overall Performance

Subject-dependent classification performance was assessed using stratified five-fold cross-
validation as described in Chapter 4. Table 5.1 presents the accuracy achieved on each
individual fold.

Table 5.1 Per-fold accuracy under stratified five-fold cross-validation.

Fold Accuracy (%)
Fold 1 91.47
Fold 2 90.06
Fold 3 90.48
Fold 4 92.18
Fold 5 90.76

Mean £+ Std ~ 90.99 + 0.84

The mean accuracy of 90.99% =+ 0.84% represents a high level of performance for
nine-class discrete emotion recognition from 14-channel consumer-grade EEG. The stan-
dard deviation of 0.84 percentage points across folds is remarkably low, indicating that
the model converges consistently to similar performance levels regardless of which data
partition is held out for validation. This stability suggests that the model is learning gen-
uine emotion-discriminative representations from the EEG signal rather than overfitting
to specific data partitions.

The low fold-to-fold variance is particularly noteworthy given the relatively small
dataset size (16 subjects). In small datasets, cross-validation accuracy estimates are of-
ten highly variable across folds, particularly when the number of samples in minority
classes is small. The consistent performance across folds in the present study indicates
that the combination of WeightedRandomSampler class rebalancing, label smoothing,
and dropout regularisation is effective at preventing the model from collapsing to a de-

generate minority-class-ignoring solution.
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5.1.2 Per-Class Performance

The detailed per-class performance metrics averaged over the five folds are presented in
Table 5.2.

Table 5.2 Per-class performance under stratified five-fold cross-validation

Class Accuracy  Precision Recall F1-score  Support
Amusement 0.934+0.01 0.934+0.01 0.93+0.01 0.93+0.01 1755
Anger 0.904+0.01 0.944+0.01 0.90+0.01 0.92+0.01 2344
Calmness 0.90£0.03 0.81£0.03 0.90£0.03 0.85+0.02 727
Disgust 0.914+0.02 0.83+0.00 0.91+0.02 0.86+0.01 734
Excitement 0.894+0.01 0.944+0.02 0.894+0.01 0.91+0.01 2267
Fear 0.904+0.04 0.85+0.01 0.90+£0.04 0.87+£0.01 971
Happiness  0.94+0.01 0.924+0.03 0.94+0.01 0.93+0.01 1440
Sadness 0.92+0.01 0.94+0.02 0.92+0.01 0.93+0.01 1858
Surprise 0.89+£0.08 0.81£0.04 0.89£0.08 0.85£0.03 334

The per-class results reveal important patterns in the model’s discriminative capabili-
ties. Happiness (0.94), Amusement (0.93), Sadness (0.92), and Disgust (0.91) achieve the
highest recall values, reflecting strong and reproducible cortical activation patterns char-
acteristic of these emotions. The Gamma Preservation is expected to contribute specifi-
cally to the performance of high-arousal categories such as Fear (0.90), Excitement (0.89),
and Anger (0.90), given that beta and gamma bands have been identified as the most dis-
criminative frequency bands for EEG-based emotion recognition [21].

An important observation is that minority-class categories, named as Disgust (734 sam-
ples), Calmness (727 samples), and Surprise (334 samples), achieve recall values of
0.91, 0.90, and 0.89 respectively, which are only marginally below the performance
of majority-class categories despite having less than one-seventh the training data of
Anger (2,344 samples). This result validates the effectiveness of the WeightedRandomSampler
class rebalancing strategy: by ensuring equal expected representation of all classes in
each mini-batch, the sampler prevents the model from developing a majority-class bias

and forces it to learn discriminative features for each of the nine categories.
5.1.3 Confusion Matrix Analysis

The normalized confusion matrix summed over all five folds is presented in Figure 5.1.
The diagonal entries represent correctly classified samples, while oft-diagonal entries rep-
resent misclassifications.

Inspection of the confusion matrix reveals several neurobiologically interpretable pat-
terns. Anger is most frequently misclassified as Amusement (0.03), which is notable
given the opposite valence of these two emotions; however, both are approach-oriented,

high-arousal states that may produce overlapping frontal alpha and beta power patterns
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Figure 5.1 Normalised confusion matrix aggregated over five folds. Each cell shows the fraction
of ground-truth-class samples predicted as the column class; diagonal values equal per-class
recall.

at the electrode level. Excitement is most frequently confused with Calmness, Disgust,
and Fear equally (0.02 each), which is neurobiologically expected: all are high-arousal or
adjacent states occupying neighbouring positions in Russell’s circumplex [14]. Calmness
is most frequently misclassified as Happiness and Sadness equally (0.02 each), reflecting
the shared low-arousal character of these states, which produce similar patterns of frontal
alpha asymmetry and suppressed beta power.

5.2 LOSO Cross-Validation with Post-Calibration Results

5.2.1 Zero-Shot Baseline

The LOSO zero-shot evaluation assessed how well the model trained on the remaining
subjects generalises to an unseen target subject without any access to that subject’s data.
The globally pre-trained model achieved an average accuracy of 11.87% =+ 5.56 % across
all 16 subjects. For reference, a random classifier assigning each of the nine classes with
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equal probability would achieve an expected accuracy of 1/9 ~ 11.11%. The gap be-
tween the observed zero-shot accuracy and chance is only 0.76 percentage points, which
is far less than the sampling uncertainty reflected in the standard deviation of 5.56%. This
confirms that the pre-trained model has essentially no transferable discriminative infor-
mation when applied to an unseen subject, and that the near-chance performance reflects
the fundamental inter-subject distributional shift problem rather than a poorly trained base
model.

The large standard deviation of 5.56 pp across subjects reflects genuine inter-individual
heterogeneity. As shown in Table 5.3, zero-shot accuracies range from as low as 2.60% (SS_02)
to as high as 25.50% (SS_14), indicating that some subjects’ EEG patterns are consider-
ably closer to the group mean than others.

Table 5.3 Classification results for the LOSO CV scheme. Baseline refers to the results obtained
on the particular subject’s data when no calibration is used. Post-Calibration refers to the results
obtained using fine-tuning and Lift refers to the improvement achieved by fine-tuning.

Subject Baseline Post-Calib Lift

SS_01 10.30% 59.80%  +49.50%
SS_02 2.60% 55.10%  +52.50%
SS_03 9.00% 71.60%  +62.60%
SS_06 8.30% 45.10%  +36.80%
SS_07 15.00% 75.60%  +60.60%
SS_10 13.70% 62.50%  +48.80%
SS_11 14.60% 61.40%  +46.80%
SS_12 11.50% 60.60%  +49.10%
SS_13 9.20% 75.00%  +65.80%
SS_14 25.50% 75.10%  +49.60%
SS_15 9.30% 74.40%  +65.10%
SS_16 3.70% 50.80%  +47.10%
SS_17 14.70% 3490%  +20.20%
SS_18 16.20% 74.00%  +57.80%
SS_19 17.70% 48.00%  +30.30%
SS_20 8.30% 69.40%  +61.10%

MEAN 11.87% 62.08%  +50.21%
STD 5.56% 12.11% 12.37%

5.2.2 Post-Calibration Performance

With post-calibration procedure, fine-tuning the pre-trained model using 10% of the tar-

get subject’s per-class labelled data, produced a consistent accuracy improvement across
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all subjects. The mean post-calibration accuracy was 62.08% + 12.11%, an uplift of
+50.21% = 12.37 % relative to the zero-shot baseline. Importantly, all 16 subjects showed
a positive accuracy gain following calibration, as shown in Table 5.3, demonstrating that

the procedure is effective across the inter-individual EEG variability in the dataset.

5.2.3 LOSO Confusion Matrix Analysis

The normalised confusion matrix aggregated over all 16 LOSO folds after post-calibration
is presented in Figure 5.2. Compared to the five-fold CV confusion matrix, the LOSO
results reveal considerably more off-diagonal activity, reflecting the greater difficulty of

the subject-independent classification task.
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Figure 5.2 Normalised confusion matrix aggregated over all 16 LOSO folds after post-calibration.
Rows represent the ground truth class and columns represent the predicted class.

Several patterns are visible in the matrix. Excitement achieves the highest recall (0.80),
indicating that its strong high-arousal EEG signature generalises well across subjects even
after only brief calibration. Anger (0.74), Amusement (0.73), Sadness (0.70), and Happi-
ness (0.56) also show relatively strong diagonal values. Surprise is the most challenging

category, with a recall of only 0.28, and is most frequently misclassified as Sadness (0.25)
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and Excitement (0.14). Calmness (0.23) and Disgust (0.28) show the weakest perfor-
mance, with Calmness frequently confused with Excitement (0.22) and Sadness (0.20),
and Disgust confused with Excitement (0.29). Fear (0.32) is most frequently misclas-
sified as Excitement (0.29), consistent with the shared high-arousal profile of these two
emotions. These confusion patterns are consistent with the difficulty of distinguishing
low-support, neurobiologically similar categories in a subject-independent setting with
limited calibration data.

All three evaluation conditions are summarized in Table 5.4.

Table 5.4 Summary of performance across all evaluation conditions

Condition Accuracy (%) Std D.(%) A from chance
5-Fold CV (subject-dependent) 90.99 0.84 +79.88 pp
LOSO zero-shot (no calibration) 11.87 5.56 +0.76 pp
LOSO post-calibration (10% data) 62.08 12.11 +50.97 pp
Chance (9 classes) 11.11 - -

The large standard deviation in post-calibration accuracy (12.11%) is noteworthy. As
shown in Table 5.3, post-calibration accuracies range from 34.90% (SS 17) to 75.60%
(SS 07), reflecting genuine inter-individual heterogeneity in calibration response. Sub-
jects with higher zero-shot baseline accuracy, such as SS 14 (25.50%), tend to have EEG
patterns closer to the group mean and achieve strong post-calibration accuracy (75.10%).
Subjects with very low zero-shot accuracy, such as SS 02 (2.60%), show a larger absolute
improvement (+52.50%) but may not fully converge to within-subject performance lev-
els within the 50 calibration epochs and 10% calibration data budget. This heterogeneity
motivates future investigation of adaptive calibration strategies that modulate fine-tuning

intensity based on the estimated degree of subject-specific distributional mismatch.

5.3 Comparative Performance Analysis

Comparative analysis of the proposed system against state-of-the-art transformer-based
EEG emotion recognition methods is presented in Table 5.5. Because no published work
targets nine-class discrete EEG emotion recognition from consumer-grade hardware, all
comparison methods were evaluated on different datasets and with fewer emotion cate-
gories, necessitating a normalisation procedure for fair comparison.

To account for the different number of emotion classes across methods, normalised
accuracy above chance is computed as:
A — Achance 1

Anorm - 1 5 Achance = M7

(5.1
- Achance

where M is the number of classes. The proposed system achieves Aporm = (0.9099 —
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Table 5.5 Comparative performance of the proposed architecture and state-of-the-art methods.

Dataset Architecture Classes Protocol SD (%) SI (%) Variance/Metric Ref.
SEED DCoT 3 5-fold CV 93.83 83.03 — [56]
SEED DCoT 2 5-fold CV 99.82  88.37 — [56]
SEED EEG Conformer 3 5-fold CV 95.30 — 0.9295 (k) [7]

SEED EEGformer 3 5-fold CV 91.58 — — [57]
SEED ACTNN 3 10-fold CV  98.47 — +1.72 [58]
SEED-IV ACTNN 4 10-fold CV ~ 91.90 — +5.43 [58]
DEAP TR&CA (Arousal) 2 10-fold CV  95.58 — +2.28 [59]
DEAP TR&CA (Valence) 2 10-fold CV ~ 95.18 — +2.46 [59]
DEAP TR&CA (5-class) 5 10-fold CV  93.99 — +3.36 [59]

9

Own Data Proposed 5-fold/LOSO 90.99 62.08 +0.84/+12.11 —

1/9)/(1—1/9) =89.9% for the nine-class five-fold CV result. For comparison: DCoT on
three-class SEED achieves Ayorm = (0.9383—1/3)/(1—1/3) =90.7%; ACTNN on four-
class SEED-IV achieves Aporm = (0.9190 —1/4)/(1 —1/4) = 89.2%; and the original
EEG Conformer on three-class SEED achieves Ayorm = (0.9530—1/3)/(1 —1/3) =
92.9%.

The normalised comparison reveals that the proposed system achieves competitive
performance relative to the current state of the art despite the substantially harder nine-
class discrimination task, the novel dataset without established benchmark results, and
the consumer-grade 14-channel hardware that provides roughly one-quarter of the spatial
resolution of the research-grade 62-channel systems used by SEED-based methods. In ad-
dition, the proposed system is the only method in Table 5.5 to report subject-independent
(SI) accuracy alongside subject-dependent (SD) accuracy, with a post-calibration SI ac-
curacy of 62.08% =+ 12.11%, demonstrating practical cross-subject generalisation. This
result suggests that the CNN-Transformer conformer design with appropriate hyperpa-
rameter adaptation is a robust approach to multi-class EEG emotion recognition that
generalises beyond the specific three-class SEED setting in which it was originally vali-
dated [7].

5.4 Discussion

5.4.1 Subject-Dependent Performance

The 5-fold CV results demonstrate that the conformer architecture is highly effective for
subject-dependent nine-class emotion recognition, achieving 90.99% =+ 0.84% accuracy.
The low fold-to-fold variance of 0.84 pp indicates that the model has learned stable and
generalisable representations within the collected dataset, rather than overfitting to pat-
terns in specific data partitions.

This study builds upon prior research utilising conformers for EEG analysis [7] by
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adapting the framework for a complex nine-class classification task through strategic hy-
perparameter optimisation, as detailed in Table 4.1, and validation on a novel dataset.
Key architectural adjustments were made to balance signal stability and pattern recogni-
tion. A (1,75) pooling kernel was employed during 5-fold CV to mitigate signal drift
and capture more integrated emotional state information, while a (1, 15) kernel was used
during LOSO CV to identify more universal neural markers. Additionally, the embedding
dimension was expanded from 40 to 64 in the LOSO setting to better manage the higher

variance inherent in cross-subject data.

5.4.2 Subject-Independent Performance

A significant challenge in EEG-based emotion recognition is individual physiological
specificity. As expected, LOSO CV performance was notably lower than the subject-
dependent CV result. With only 16 subjects, the model struggled to generalise across
diverse neural patterns, resulting in a baseline LOSO accuracy of 11.87% + 5.56%, only
slightly above the nine-class chance level of 11.11%. As shown in Table 5.3, zero-
shot accuracies ranged from 2.60% (SS_02) to 25.50% (SS_14), reflecting genuine inter-
individual heterogeneity in EEG characteristics. The implication for practical deploy-
ment is clear: a pre-trained EEG emotion recognition model cannot be applied to new
users without some form of subject-specific adaptation, regardless of within-dataset cross-
validation performance [16].

To address the limitations of cross-subject generalisation, a LOSO CV scheme with
10% per-class calibration data was introduced. This approach reflects practical real-world
deployment scenarios where a pre-trained model is fine-tuned using a small sample of data
from a new user. Incorporating just 10% of the target subject’s data for fine-tuning led
to a substantial improvement, increasing average classification accuracy from 11.87% to
62.08% £ 12.11%, an uplift of +50.21%. Importantly, all 16 subjects showed a positive
accuracy gain following calibration, as shown in Table 5.3. The 62.08% post-calibration
accuracy corresponds to a normalised accuracy of (0.6208 —1/9)/(1 —1/9) = 57.3%
above chance, representing a substantial departure from random classification that could

support real-world applications in clinical monitoring or adaptive user interfaces.

5.4.3 Implications of the Nine-Class Setting

While many existing studies summarised in Table 5.5 focus on three or four emotional
categories, the present work tackled nine distinct emotional states. This increased gran-
ularity naturally leads to greater class overlap, as film-induced emotions are highly sub-
jective and often multifaceted. Moving from three to nine classes increases the number of
decision boundaries the model must learn and reduces the number of training samples per

class. The fact that the proposed system achieves 90.99% accuracy on nine classes with
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a consumer-grade 14-channel headset, competitive with prior three-class methods using
research-grade 62-channel systems, suggests that the conformer architecture is particu-
larly well-suited to fine-grained affective EEG classification.

The nine-class setting also introduces qualitatively different challenges absent from
two- or three-class paradigms. In binary valence classification, the classifier only needs
to capture the broad hedonic direction of the emotional response; in nine-class classifica-
tion, it must also discriminate between emotions that are similar in valence and arousal
but differ in more subtle dimensions (e.g., Amusement vs. Happiness, or Fear vs. Dis-
gust). The confusion matrix (Figure 5.1) shows that the model handles many of these
fine distinctions successfully, with most confusions occurring between neurobiologically

proximal categories consistent with Russell’s circumplex [14].

5.4.4 Limitations

The primary limitation of this study is the small sample size. With 16 analysis partici-
pants, the estimates of both subject-dependent and subject-independent accuracy are sub-
ject to high sampling uncertainty. Cross-validation accuracy on small datasets can be
substantially upward-biased relative to the true population accuracy [68]. Future work

should assess the proposed approach on substantially larger and more diverse samples.
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6 Conclusions

This thesis presented an investigation of nine-class discrete EEG emotion recognition
using a hybrid conformer architecture, addressing a novel and substantially more chal-
lenging problem than the two- to four-class paradigms that currently dominate the EEG
affective computing literature. The work spanned the full pipeline from experimental de-

sign and data collection through signal processing, model development, and evaluation.

6.1 Summary of Contributions

Contribution 1: Nine-class EEG emotion dataset. A new EEG dataset was collected
from 16 healthy adult participants across nine discrete emotional categories under a con-
trolled laboratory protocol using 9 video clips (one per emotion) selected from 18 pre-
annotated film clips originally compiled by Gabert-Quillen et al. [19]. EEG was recorded
using the EMOTIV EPOC-X consumer-grade headset (14 channels, 128 Hz). The dataset
provides nine-class discrete emotion labels from consumer-grade 14-channel EEG, a com-
bination not available in any existing public benchmark.

Contribution 2: Systematic adaptation of the EEG Conformer for nine-class clas-
sification. The EEG Conformer [7] was systematically adapted for nine-class emotion
recognition through strategic hyperparameter optimisation, as detailed in Table 4.1. Two
distinct configurations were developed: a subject-dependent configuration with larger
temporal pooling (1 x75), deeper transformer (L = 8), and embedding dimension 40
for the five-fold CV setting; and a subject-independent configuration with finer tempo-
ral resolution (1 x15), shallower transformer (L = 4), larger embedding (dmogel = 64),
and stronger regularisation for the LOSO setting. The subject-dependent configuration
achieves 90.99% =+ 0.84% accuracy, with a normalised accuracy above chance of 89.9%,
competitive with the state of the art on simpler three-class benchmarks with research-
grade 62-channel hardware, as shown in Table 5.5.

Contribution 3: Post-calibration framework. A principled subject-specific fine-
tuning procedure was developed that adapts the pre-trained LOSO model to a new target
subject using only 10% of that subject’s labelled data. A 5% temporal buffer zone be-
tween calibration and evaluation sets explicitly prevents data leakage from the 50% over-
lapping windowing strategy. The framework raises LOSO accuracy from near-chance
(11.87% + 5.56%) t0 62.08% =+ 12.11%, a +50.21 percentage-point uplift, with all 16 par-

ticipants showing a positive improvement, as detailed in Table 5.3.
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6.2 Key Findings

Finding 1: High within-dataset accuracy on nine-class EEG emotion recognition is achiev-
able with consumer-grade hardware. The 90.99% five-fold CV accuracy demonstrates
that the conformer architecture can discriminate among nine closely related emotional
categories from 14-channel EEG with a standard deviation of only 0.84 pp. Normalised
accuracy analysis confirms competitiveness with methods using research-grade 32- or 62-

channel systems on simpler three- or four-class tasks.

Finding 2: Inter-subject distributional shift completely eliminates generalisation in the
zero-shot LOSO setting. The zero-shot LOSO accuracy of 11.87% + 5.56% confirms that
EEG emotion models cannot be applied to new users without adaptation, regardless of
the architecture used. This is not a consequence of an underpowered model — the same
model achieves 90.99% within subjects — but the fundamental neurophysiological vari-
ability that makes EEG signals highly person-specific.

Finding 3: Post-calibration with 10% target-subject data is highly effective and univer-
sally beneficial. The +50.21 pp uplift from post-calibration, achieved universally across
all 16 participants, demonstrates that brief subject-specific fine-tuning is a robust and
practical strategy for bridging the gap between group-trained models and individual EEG

characteristics.

6.3 Future Directions

Moving forward, the following directions are planned:

* Dataset expansion through recruitment of additional participants to improve model

robustness and cross-subject generalisation.

* Refined class labels by testing smaller, consolidated label sets to reduce inter-class

overlap.

* Fuzzy label allocation to better capture the nuances of emotional transitions and

subjective label uncertainty.

* Multimodal fusion by integrating EEG features with the ECG, GSR, and PPG

signals recorded simultaneously in this study.

6.4 Ethical Considerations

The ability to automatically infer emotional states from physiological signals raises im-

portant ethical questions about privacy, consent, and potential misuse. The present study
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addressed ethical requirements through informed consent, ethics committee approval (ID: 16.05.2025),
participant pseudonymisation, and secure data storage. Any future deployment of EEG-
based affective systems must be accompanied by transparent disclosure to users, strong

data governance frameworks, and ongoing independent ethical review.

6.5 Closing Remarks

This thesis has demonstrated that a hybrid conformer architecture, systematically adapted
through hyperparameter tuning and complemented by a principled post-calibration frame-
work, achieves competitive nine-class discrete EEG emotion recognition from 14-channel
hardware. The results advance the field of EEG-based affective computing in three dimen-
sions: task difficulty (nine classes versus the two-to-four-class standard), hardware ac-
cessibility (consumer-grade versus research-grade), and practical deployability (explicit
treatment of cross-subject generalisation through post-calibration). As consumer EEG
hardware continues to improve and datasets grow larger, the approach validated in this
thesis is well-positioned to bridge the gap between laboratory research and the clinical
and human-computer interaction applications that motivate the field of affective comput-

ing.
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