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Large language model (LLM)-based agents are increasingly discussed as support for
software engineering and requirements engineering (RE), but it is not always clear how
practical multi-agent frameworks should be characterized for RE tasks. This thesis com-
pares LangChain and AutoGen as open-source frameworks for building agent-based LLM
applications. The work is analytical and literature-based: it synthesizes research on gen-
erative Al in RE, LLM-based multi-agent systems, and framework documentation, and
compares the frameworks through agent architecture, workflow composition, memory,
integration and tool support, and human-in-the-loop support.

The analysis finds that LangChain is best characterized as a graph and middleware-
oriented framework for controlled agent workflows, while AutoGen is best character-
ized as a runtime and messaging-oriented framework for conversational agent teams.
LangChain appears more suitable for RE workflows that require artifact grounding, re-
peatable process stages, review checkpoints, and governance. AutoGen appears more
suitable when role-based collaboration, stakeholder-like dialogue, and flexible agent-to-
agent interaction are central. The thesis concludes that framework choice for RE should
be treated as conditional on the task context rather than as a universal ranking. The con-
tribution is conceptual and should be validated through future empirical implementation
studies.
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1 INTRODUCTION

Large language models (LLMs) have become an active research topic in software
engineering and in requirements engineering (RE) in particular. A recent system-
atic review [1] shows that generative Al is being studied across multiple RE activ-
ities, especially requirements analysis and elicitation, but that industrial deploy-
ment remains limited and most work is still at an early stage of maturity [2]. At
the same time, research on LLM-based multi-agent systems [3] suggests that co-
ordinating specialized agents may be a "more appropriate approach” in order to
address the multifaceted challenges software engineering, which include tasks
such as planning, analysis, implementation, review, maintenance, and many more.

RE is a demanding application area for LLM-based support because stakeholder
needs often have to be interpreted, refined, and validated through several itera-
tions. Norheim et al. identify shared challenge groups in applying LLMs to engi-
neering requirements tasks and argue that current uses require careful reassess-
ment [4]. Cheng et al. likewise identify hallucinations, reproducibility, and inter-
pretability as major and interrelated barriers to trustworthy generative-Al support
in RE [1]. These findings suggest that the issue is not only whether LLMs can
assist RE, but also how they should be organized.

One promising direction is agentic and multi-agent design. Agentic workflows
move beyond one-shot prompting toward iterative processes that involve plan-
ning, reflection, tool use, and collaboration [5], [6]. Multi-agent research similarly
emphasizes explicit coordination among agents, often through role assignments
and communication mechanisms [3], [7]. This connection to RE is visible in recent
studies such as MARE [8] and iReDev [9], which organize requirements through
specialized agents, shared artifacts, and human review across activities such as
elicitation, modeling, verification, and specification.

Framework choice, therefore, matters. LangChain [10] and AutoGen [11] are two
open-source frameworks for agent-based LLM applications. LangChain is docu-
mented as an open-source framework with prebuilt agent architecture and integra-
tions for models and tools, while AutoGen is documented as a framework for de-
veloping applications using Al agents. Practitioner-oriented comparison further
describes LangChain as modular and AutoGen as more centered on autonomous
multi-agent collaboration [12]. However, current RE studies focus mainly on spe-
cific systems rather than on a structured comparison of the frameworks used to
build them [8], [9], [13], [14].

This thesis addresses that gap through the following research question: How can
multi-agent frameworks such as LangChain and AutoGen be characterized and com-
pared for supporting requirements engineering tasks? The thesis is analytical and
literature-based. It synthesizes RE literature, research on agentic and multi-agent
systems, and framework documentation to build a comparison relevant to RE. The
contribution is therefore conceptual rather than experimental [1], [4], [15].



2 BACKGROUND

Recent literature [3], [5], [16] treats LLM-based agents as systems that extend a
language model beyond direct prompt-response interaction by embedding it in a
task-oriented workflow. Singh et al. [5] describe a shift from linear interaction
toward more dynamic and iterative workflows, while Bandi et al. [6] character-
ize agentic Al through autonomy, adaptability, and goal-driven reasoning. Across
these sources, recurring capabilities include planning, reflection, tool use, mem-
ory, and goal pursuit. In this thesis, an Al agent is understood as an LLM-centered
component that participates in goal-directed task execution, and agentic Al refers
to the broader design of systems that coordinate such behavior across multiple
steps.

Building on this understanding of individual LLM-based agents, LLM-based multi-
agent systems (MASs) extend the agentic idea from one agent to a coordinated
set of agents. Tran et al. [7] describe MASs as a move from isolated models to-
ward collaboration-centric approaches in which multiple agents perceive, reason,
and act together. Their survey characterizes collaboration through dimensions
such as actors, interaction types, structures, strategies, and coordination proto-
cols. He et al. similarly argue that multi-agent systems can improve robustness
and scalability for software-engineering problems through specialization and col-
laboration [3]. In this thesis, MAS refers to an architecture in which multiple LLM-
based agents interact through an explicit coordination mechanism to contribute
to a shared task or artifact [3], [7], [17].

The distinction between individual agents and coordinated agent systems is im-
portant for this thesis because requirements engineering is itself a coordination-
intensive activity, involving stakeholder concerns, evolving artifacts, and repeated
analysis and validation. Zave [18] defines requirements engineering as the branch
of software engineering concerned with "the real-world goals for, functions of, and
constraints on software systems”. This definition emphasizes that RE connects
stakeholder and domain-level concerns to precise specifications of software be-
havior, while also considering how these concerns may change over time. In gen-
eral, RE is therefore understood as the activity of interpreting, specifying, validat-
ing, and managing requirements in relation to both the intended system and its
real-world context.

RE can be understood as a collection of interrelated activities rather than a strictly
sequential phase. Nuseibeh and Easterbrook [19] describe core RE activities as
eliciting, modeling and analyzing, communicating, agreeing, and evolving require-
ments, while empirical work on RE practice [20] also highlights elicitation, speci-
fication, document development, and specification validation. Elicitation focuses
on identifying stakeholders, understanding their goals and constraints, and gath-
ering information about the problem domain. Modeling and analysis organize this
information into more structured representations so that relationships, conflicts,
assumptions, and feasibility concerns can be examined. Specification and docu-
ment development record the resulting requirements in a form that can be com-



municated, reviewed, and used by later development activities. Validation and
verification then help assess whether the documented requirements reflect stake-
holder needs and whether the resulting system can be checked against them. Re-
quirements management addresses the fact that requirements change over time
by maintaining traceability, handling revisions, and preserving consistency across
related artifacts. Together, these activities describe how stakeholder concerns
are transformed into documented and reviewable requirements over time.

From this perspective, requirements engineering provides a relevant context for
examining multi-agent support techniques because it involves multiple concerns,
roles, artifacts, and review steps. Specialized agents may support different parts
of the work, such as elicitation, analysis, specification, and validation, while hu-
man oversight remains necessary. In their literature review, Cheng et al. [1] con-
clude that while Generative Al (GenAl) offers "transformative promise” for RE, its
successful adoption depends on "technical robustness”, which entails "moving
beyond single-model paradigms toward architectures that balance performance,
interpretability, and controllability”. As current literature [4], [6] highlights the draw-
backs of incorporating GenAl into RE tasks, this thesis emphasizes the connec-
tion and value of how multi-agent frameworks may be organized to support the
processes while human supervision remains irreplaceable.



3 RELATED WORK

This chapter first reviews LLM-based support for requirements engineering at the
task and application level, before narrowing to explicitly multi-agent approaches.
The purpose is not yet to compare agent frameworks, but to establish what kinds
of RE activities LLMs have been applied to, what limitations recur across this lit-
erature, and why more structured forms of LLM support have become relevant.

3.1 LLMsS IN REQUIREMENTS ENGINEERING

The current RE literature shows both strong interest in GenAl and clear signs of
immaturity. Cheng et al. [1] review 238 studies published between 2019 and 2025
and report that transformer-based models dominate the area, with requirements
analysis and elicitation receiving the most attention. The same review identifies
hallucinations, reproducibility, and interpretability as core challenges and notes
that more than 90% of studies remain at an early development stage. Norheim
et al. similarly argue that LLM use in engineering requirements tasks still faces
shared challenges across tasks and should be reassessed carefully [4]. Arora et
al. also present generative Al as promising for RE, but as something that requires
critical assessment rather than automatic adoption [2].

Several studies examine more targeted forms of LLM-based RE support. These
systems are relevant here because they show a move from general prompting
[16], [21] toward task-specific and structured support, even when they do not make
framework selection the central object of study. RECOVER extracts and generates
system requirements from stakeholder conversations and reports promising re-
sults in correctness, completeness, and actionability [22]. ReqlnOne proposes a
modular LLM-based agent for software requirements specification (SRS) genera-
tion and addresses hallucination and controllability through task decomposition
[23]. Elicitron uses LLM agents for simulated-user requirement elicitation and re-
ports that its framework can reveal a broader range of needs, including latent
needs, in its evaluation setting [24]. Rotar and Zhang report a design science
study of LLM-based agents for requirements specification in low-code applica-
tions [25]. Together, these studies indicate that RE support increasingly relies on
structured and modular designs.

3.2 MULTI-AGENT APPROACHES AND RESEARCH GAP

Building on the broader LLM-in-RE literature, recent research has narrowed its fo-
cus to work in which multiple agents, specialized roles, or coordinated compo-
nents are used as part of the RE process. The emphasis is therefore not only
on whether LLMs can support individual RE tasks, but on how RE work is de-
composed across agents, how intermediate artifacts are shared, and how human
oversight is represented. This focus connects the related work to the framework



comparison in later chapters, where coordination, artifact flow, and review mech-
anisms become central comparison criteria.

MARE [8] proposes five agents and a shared workspace across the RE process
and reports improvements over baselines on requirements-model correctness.
iReDev [9] extends this idea with knowledge-driven agents, event-driven commu-
nication, and human-in-the-loop collaboration. Other work [13], [14], [15], [26] ex-
plores multi-agent support for requirements extraction and analysis, early-stage
elicitation and analysis, airborne-systems requirement standardization, and user-
story quality improvement. At a broader level, He et al. [3] identify RE as one of the
software-engineering areas in which LLM-based multi-agent systems are actively
being studied.

However, the reviewed literature does not provide a focused comparison of LangChain
and AutoGen for RE. Existing RE studies mainly evaluate specific systems rather
than framework selection as an explicit question [8], [9], [13], [14]. More general
framework discussions exist, but they are either practitioner-oriented or not RE-
specific. A practitioner comparison [12] describes LangChain as modular and
integration-oriented and AutoGen as centered on autonomous multi-agent collab-
oration, while the official documentation [10], [11] presents both as frameworks
for agent-based Al applications. These sources describe available infrastructure,
but they do not compare the frameworks using RE-oriented criteria such as coor-
dination of subtasks, artifact flow, and human oversight. This thesis is positioned
in that gap.



4 FRAMEWORK ANALYSIS

4.1 VERSION AND SCOPE

The thesis analysis is scoped to LangChain v1.0 and AutoGen v0.7.5. LangChain
announced its first stable release of the agent framework in October, 2025. For
AutoGen, v0.7.5 is the latest stable version, generally available to the public since
September, 2025.

The first framework considered in this scope is LangChain. LangChain is an open-
source framework by LangChain Inc. for building LLM-based applications and
agents. In LangChain v1.0, LangChain [10], and LangGraph [27] can be understood
as related layers rather than separate alternatives. LangChain provides the higher-
level agent interface, including model integration, tool use, middleware, and the
create_agent abstraction. LangGraph provides the lower-level orchestration
runtime underneath this abstraction. The LangChain documentation states that
LangChain agents are built on top of LangGraph, and that create_agent builds
a graph-based runtime using LangGraph, where execution is organized through
nodes, edges, and state. Therefore, LangGraph appears in this thesis because
LangChain agents rely on it for execution features such as persistence, stream-
ing, durable execution, and human-in-the-loop support. Figure 4.1 illustrates this
relationship. In general, LangChain is suitable when developers want a higher-
level starting point for common agent applications, while LangGraph is used when
more direct control over long-running, stateful, or highly customized workflows is
needed. This separation of responsibilities can further be simplified in the Figure
4.2.

AutoGen [11] is the second framework considered in this analysis. In compar-
ison, AutoGen is an open-source project under Microsoft, which is an umbrella
ecosystem encompassing AgentChat, Core, and Studio layers. At the lower level
of this layered ecosystem, AutoGen Core [29] provides the event-driven foundation
for agents, asynchronous messaging, and local or distributed runtime execution.
Built on top of Core, AgentChat [30] provides a higher-level API for creating conver-
sational single-agent and multi-agent applications, including agents, teams, and
predefined coordination patterns. AutoGen Studio [31] is a low-code interface
built on AgentChat for prototyping and running multi-agent workflows, rather than
the main programming layer itself.

4.2 AGENT ARCHITECTURE

The architecture of an agentic system defines how agents organize, interact, and
execute tasks [32]. This is especially important because different architectures
can help realize efficiency gains as well as improvements in task execution and
quality [5]. However, some architectures are better suited to particular task types,
and no single architecture fits all agentic infrastructure needs.
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Figure 4.1: Conceptual relationship between LangChain and LangGraph. Based
on official LangChain documentation. [28]

LangChain uses a graph-based runtime built on top of LangGraph. It combines a
language model with tools and middleware in an iterative loop until an iteration
limit is reached or when a final answer is produced. At its core, the primary ab-
straction is create_agent. The default agent created inherits a graph model,
with edges and nodes along with persistence, streaming, and human-in-the-loop
support.

For multi-agent architectures, LangChain offers various patterns that support both
centralized and distributed coordination styles. Figure 4.3 illustrates Subagents,
which use a central main agent that acts as a supervisor and coordinates sub-
agents by calling them as tools. The supervisor agent maintains the context for
the task, while subagents are stateless, meaning they do not remember past inter-
actions and can keep their context window focused. Figure 4.4 illustrates Hand-
offs, another pattern where agents hand off tasks to other agents and behavior is
driven by state. Agents can change the state by calling tools, which update state
variables while also maintaining persistent state across conversation turns. As
the LangChain documentation suggests, handoffs are particularly helpful for en-
forcing sequential constraints or multi-stage conversational flows with a user. A
Router pattern is illustrated in Figure 4.5, where the user’s query is decomposed
and classified before being passed to zero or more specialized agents running in
parallel. An important characteristic is that while more than one agent may run,
the responses are synthesized into one final response for the user.

AutoGen uses a layered architecture. The high-level AgentChat API is intended
for practical single-agent and multi-agent applications, while the lower-level Core
framework provides an event-driven foundation for scalable and distributed agent
systems. In contrast to LangChain’s graph-based execution model, AutoGen Core
is organized around runtimes, asynchronous messaging, topic and subscription
routing, and agent lifecycle management. Therefore, inter-agent communication
is more explicitly represented in AutoGen than in LangChain, where multi-agent
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Based on official LangChain documentation. [28]
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behavior is usually modeled through workflow patterns layered on top of Lang-
Graph [10], [11], [27].

AutoGen's multi-agent architecture is also exposed through the AgentChat team
abstractions, which define how multiple agents share context, take turns, delegate
work, and terminate tasks. The simplest pattern is RoundRobinGroupChat [36],
where agents publish messages to the group in a fixed turn order. This is useful
for predictable review-and-revision loops, because each role receives a turn and
each response is broadcast to the other participants. SelectorGroupChat [37]
keeps the shared group-chat context but replaces fixed turn-taking with model-
based speaker selection: after each message, a chat-completion model selects
the next agent using the conversation history and agent descriptions. This sup-
ports more dynamic collaboration when the next required role depends on the
current state of the task.

AutoGen also provides patterns for delegation and more structured workflows.
Swarm [38] uses handoff messages, allowing the current agent to transfer control
to another agent based on capabilities while preserving the shared message con-
text. This supports local delegation without relying on a central selector. MagenticOne
GroupChat [39] represents an orchestrator-led pattern based on the Magentic-
One architecture, where a lead orchestrator plans the task, delegates subtasks
to specialist agents, tracks progress, and revises the plan when needed. Finally,
GraphFlow [40] provides directed graph execution, where agents are represented
as nodes and edges define allowed execution paths, including sequential, parallel,
conditional, and looping behavior. The documentation marks GraphFlow as exper-
imental, so it is best understood as a structured workflow mechanism rather than
as the default conversational team pattern.

Together, these patterns show that AutoGen exposes coordination directly through
reusable team abstractions at the AgentChat layer. In architectural terms, Au-
toGen is therefore better characterized as a runtime-and-messaging framework,
whereas LangChain is better characterized as a graph-and-middleware framework.
Thisimplies that each framework emphasizes a different form of control: LangChain
emphasizes workflow-controlled specialization, while AutoGen emphasizes direct
agent-to-agent interaction semantics.

4.3 WORKFLOW COMPOSITION

Workflow composition concerns how an agent framework structures task execu-
tion, including sequencing, routing, branching, parallel work, and transitions be-
tween agents or tools. In multi-agent LLM systems, this is important because
the composition model influences how explicitly developers can control collabo-
ration, delegation, and review points.

In LangChain, workflow composition is centered on the standard agent loop and
middleware, with advanced orchestration delegated to LangGraph. Subagents
support hierarchical supervision, handoffs support state-driven switching, and
router patterns support explicit dispatch to specialized agents, including paral-
lel invocation when this is modeled in the workflow. For more complex cases,
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LangGraph-based custom workflows provide the lower-level mechanism for com-
bining deterministic and agentic execution [10], [27].

AutoGen exposes workflow composition through named team and runtime pat-
terns. AgentChat includes team abstractions such as round-robin group chat,
selector-based group chat, swarm-style handoffs, Magentic-One-style orchestra-
tion, and GraphFlow. These abstractions make conversational and team-oriented
coordination more explicit at the framework level. GraphFlow is particularly rel-
evant for structured execution because it supports directed workflows, including
sequential, parallel, conditional, and looping behavior [11].

Thus, their distinction can be stated as follows: LangChain tends to favor developer-
composed orchestration through graph and middleware mechanisms, while Au-
toGen provides more direct team-level abstractions for conversational multi-agent
coordination. Forrequirements engineering workflows, this suggests that LangChain
may fit controlled and approval-oriented pipelines more naturally, whereas Auto-
Gen may fit role-based interaction patterns more directly.

4.4 MEMORY

Memory in agent frameworks can be separated into short-term and long-term
forms. Short-term memory concerns the conversational or execution context
available during an ongoing interaction, while long-term memory concerns infor-
mation that can persist beyond a single turn or session. For framework analysis,
this distinction is important because requirements engineering workflows may re-
quire both continuity during stakeholder interaction and durable access to project
knowledge or prior decisions.

4.4.1 SHORT-TERM MEMORY

In LangChain, short-term memory is closely connected to agent state and Lang-
Graph checkpointing. Message history can be managed as part of runtime state,
and context-window pressure can be handled through trimming or summarization
mechanisms. This means that short-term memory is integrated into the broader
graph and middleware lifecycle, which can support controlled multi-turn work-
flows [10], [27].

AutoGen represents short-term memory through stateful agents and model con-
text objects. In AgentChat, agents are expected to receive new messages rather
than a complete replay of the conversation each time, and the model context can
be configured through alternatives such as unbounded, buffered, or token-limited
contexts. This gives developers explicit control over what history is passed to the
model during execution [11].

The maindistinction is that LangChain emphasizes lifecycle-managed state within
a graph-based runtime, whereas AutoGen exposes context handling more directly
through agent and team state. In requirements engineering, LangChain’s approach
may be useful where conversation state must be tied to checkpoints and workflow
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control, while AutoGen’s approach may be useful where the designer wants more
direct control over the conversational context available to each agent.

4.4.2 LONG-TERM MEMORY

In LangChain, long-term memory is treated separately from retrieval. Persistent
information can be stored in a store abstraction, while retrieval pipelines can be
used to access external knowledge sources. This separation is useful because it
distinguishes application state, such as remembered preferences or previous de-
cisions, from artifact-grounded retrieval over documents, specifications, or other
project materials [10].

AutoGen provides a memory protocol that can retrieve information and update
the model context before an agent step. Its documented memory options include
simple chronological memory and extension-backed memory implementations,
including vector-backed forms. Compared with LangChain, this makes memory
appear as a more direct extension point around context injection [11].

Both frameworks therefore support persistent information and retrieval-oriented
workflows, but they organize them differently. LangChain separates durable state
and retrieval pipelines more clearly, while AutoGen connects memory more di-
rectly to context updates. For requirements engineering, the choice depends on
whether the workflow benefits more from a separated state-and-knowledge archi-
tecture or from a unified memory interface attached to agent execution.

4.5 INTEGRATION AND TOOLS SUPPORT

Tool and integration support concerns how a framework connects agents to ex-
ternal systems, functions, data sources, execution environments, and other soft-
ware components. This criterion is relevant because requirements engineering
workflows often depend on project artifacts, issue trackers, repositories, docu-
mentation, databases, and review tools rather than isolated model responses.

LangChain exposes tools as callable functions with typed inputs and outputs that
can be made available to the model during agent execution. Its design also em-
phasizes standardized model access and provider flexibility, which can reduce
coupling between the agent workflow and a single model provider. For exter-
nal integrations, LangChain supports Model Context Protocol integration through
adapters that convert MCP-provided capabilities into native LangChain tools [10].

AutoGen provides tool support across its layered ecosystem. Core includes tool
abstractions, AgentChat allows agents to call tools and can also wrap agents as
tools, and the Extensions package adds integrations such as HTTP tools, GraphRAG
tools, MCP tooling, model clients, code execution, distributed runtimes, and LangChain
tool adapters. This indicates a broad integration surface, but one that is dis-
tributed across several framework layers rather than concentrated in a single high-
level API[11].

For this criterion, the relevant contrast is not simply the number of available inte-
grations, but the way each framework organizes access to external capabilities.
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LangChain is easier to describe as a unified tool interface for controlled, artifact-
grounded workflows. AutoGen, by contrast, spreads integration capability across
its runtime, agent, and extension layers, which gives it flexibility for code execu-
tion, external tool use, and interoperability, but also creates a broader conceptual
surface. In requirements engineering, this suggests that LangChain may be more
straightforward for governed pipelines over project artifacts, while AutoGen may
be more suitable when the workflow depends on heterogeneous tools or runtime-
level extensibility.

4.6 HUMAN-IN-THE-LOOP SUPPORT

Human-in-the-loop support refers to mechanisms that allow a person to inspect,
approve, reject, modify, or otherwise guide an agent workflow. This is especially
relevant in requirements engineering because generated requirements, refinements,
and validation outputs should remain subject to human review rather than being
treated as final specifications automatically.

LangChain provides explicit human oversight through HumanInTheLoopMiddleware.
This middleware can pause execution when selected tool calls are proposed, per-

sist graph state, and resume the workflow after a human decision. The docu-
mented decision options include approving, editing, or rejecting the proposed ac-

tion. This model is narrow in the sense that it is attached to specific tool-use
events, but it is operationally useful because review is integrated with graph per-
sistence and resumable execution [10], [27].

AutoGen supports human participation primarily throughUserProxyAgent. This
allows a human to participate directly in the conversational flow of an agent team,
either during a run or between runs. During-run feedback can support interactive
review, but the documentation also identifies an important limitation: blocking a
team mid-run can leave it in a state that cannot safely be saved and resumed. For
longer workflows, the safer pattern is to pause between runs by using turn limits
or termination conditions, then resume from saved team state [11].

The two frameworks therefore support different review styles. LangChain is bet-
ter aligned with check-pointed approval workflows, where human review is tied to
specific tool actions and resumable execution. AutoGen is more naturally aligned
with conversational participation, where a human can act as part of the team inter-
action, but longer-running workflows require more care around when intervention
occurs. For requirements engineering, this suggests using LangChain when re-
viewability and controlled approval are central, and AutoGen when the workflow
benefits from interactive stakeholder-like participation.

Table 4.1 shows that the frameworks differ less in whether they can support agen-
tic RE workflows and more in how they organize control. LangChain provides
a more process-oriented model, where agents, tools, state, and human review
can be arranged into controlled and resumable workflows. AutoGen provides a
more interaction-oriented model, where collaboration is expressed through agent
teams, messaging, handoffs, and conversational participation. For requirements
engineering, this distinction is important because RE work often requires both
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Table 4.1: Summary comparison of LangChain and AutoGen across framework-
analysis criteria

Criterion

LangChain

AutoGen

Main contrast

RE relevance

Agent
architecture

Workflow
composition

Memory

Integration and
tools

Human-in-the-
loop support

Graph-based and
middleware-oriented
agent framework
built on LangGraph.

Developer-composed
orchestration through
agents, middleware,
and LangGraph
workflows.

Agent state,
check-pointing,
summarization, and
separation between
memory and retrieval.

Unified tool
abstraction and
integration through
model, tool, and MCP
adapters.

Review checkpoints
attached to tool use
and resumable graph
execution.

Layered, runtime-and-
messaging-oriented
framework with
AgentChat and Core.

Team-oriented
coordination through
AgentChat patterns
and GraphFlow.

Stateful agents,
configurable model
contexts, and
memory protocols for
context updates.

Modular extension
surface across Core,
AgentChat,
Extensions, and
external tool
adapters.

Human participation
through
conversational
agent-team
interaction, with more
care needed around
mid-run intervention.

Workflow-controlled
execution versus
explicit agent-team
communication.
Custom
orchestration versus
reusable team
coordination
patterns.

Lifecycle-managed
state versus direct
context control.

Unified interface
versus broader
modular extension
surface.

Check-pointed
approval versus
conversational
intervention.

Affects whether RE support is
modeled as a controlled
process or as interaction
among specialized agents.

Affects how elicitation,
refinement, validation, and
review steps are sequenced or
delegated.

Affects how project context,
conversation history, and prior
decisions are preserved during
RE tasks.

Affects how agents connect to
project artifacts, repositories,
documentation, issue trackers,
and external services.

Affects whether human review
is implemented as a controlled
approval gate or as part of an

interactive agent conversation.

structured artifact handling and negotiation among roles. The analysis, therefore,
does not aim to identify one framework as generally superior. Instead, it suggests
that framework choice should depend on whether the intended RE activity empha-
sizes governance and traceability, role-based collaboration, or a combination of

both.
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5 DISCUSSION

5.1 FRAMEWORK CAPABILITIES IN REQUIREMENTS
ENGINEERING

The framework comparison can be interpreted through concrete requirements en-
gineering activities rather than as a general ranking of LangChain and AutoGen.
Since there is no generally preferable framework from the analysis, the exam-
ples below are illustrative deployment scenarios for several RE activities, including
user story generation, requirements refinement, validation, and stakeholder inter-
action. Their purpose is to show how the architectural differences identified in
Chapter 4 could influence framework selection in specific RE situations.

USER STORY GENERATION

In user story generation, the central concern is not only producing fluent text, but
producing backlog items that follow a stable structure and remain connected to
their original context. A LangChain-based architecture would be suitable for back-
log seeding from existing project material. For example, an organization could
connect an agent to product documentation, issue reports, meeting notes, or ear-
lier requirements, retrieve relevant passages, and generate candidate user sto-
ries using a fixed schema such as role, goal, benefit, source artifact, assump-
tions, and acceptance criteria. LangChain's retrieval support, tool abstraction, and
structured-output mechanism make this scenario plausible because the genera-
tion task can be constrained toward a predictable artifact format rather than a
free-form answer. This would be useful when user stories must be traceable to
existing sources and easy to inspect before being added to the backlog.

AutoGen would be more useful when user story generation depends on interpret-
ing incomplete stakeholder input. For example, an analyst agent, stakeholder-
proxy agent, and prioritization agent could examine a short stakeholder state-
ment and discuss whether it contains enough information to form a user story.
One agent could identify missing user roles, another could infer possible busi-
ness value, and another could challenge whether the story is too broad for im-
plementation. This kind of scenario is closer to RE work that treats requirements
generation as a collaborative activity emerging from stakeholder conversations
and multi-agent interpretation [8], [22]. This scenario could also be useful for sit-
uations where missing requirements must be identified through iterative collabo-
rative efforts between specialized roles or stakeholders.

The important distinction in this activity is the source of uncertainty. If the uncer-
tainty is mainly about locating and structuring information from existing artifacts,
LangChain offers the more natural fit. If the uncertainty is mainly about interpret-
ing incomplete stakeholder intent, AutoGen offers a more suitable model because
the task can be distributed across roles. In either case, the generated user stories
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should remain provisional, because quality problems in Al-generated user stories
and hallucination risks remain documented concerns in RE research [1], [4], [15].

REQUIREMENTS REFINEMENT

Requirements refinement differs from initial generation because the task starts
from an existing requirement and attempts to improve its quality. A LangChain-
based workflow would be suitable when refinement follows explicit quality checks.
For example, an initial requirement could pass through steps that check ambiguity,
completeness, consistency with related requirements, and testability. The work-
flow could retrieve related project artifacts, generate a revised version, compare
the revision against a checklist, and preserve both the original and revised ver-
sions for human review. This use of LangChain would emphasize repeatability:
the same refinement criteria can be applied to many requirements in a consistent
order.

AutoGen would be more appropriate when refinement requires discourse among
specialist perspectives. For example, a domain agent could check whether the
terminology matches the application area, a tester agent could assess whether
the requirement can be verified, and a user-facing agent could judge whether the
wording remains understandable to non-technical stakeholders. A selector-based
or graph-based AutoGen team could then coordinate these contributions and pro-
duce a consolidated revision. This scenario adds value when refinement is not
just a mechanical rewrite, but a negotiation between precision, testability, and
stakeholder readability [8], [9].

The key issue in this scenario is whether quality improvement is treated as a
checklist-driven process or as a multi-perspective critique. LangChain is better
suited to refinement rules that can be made explicit and repeated across many
requirements. AutoGen is better suited when different roles are expected to dis-
agree productively before a better formulation is reached. This distinction is sig-
nificant because a technically precise requirement may still fail if it is not under-
standable to stakeholders, while a stakeholder-friendly requirement may still fail
if it is not verifiable.

VALIDATION AND REVIEW

Validation and review require a stronger distinction between identifying problems
and authorizing changes. A LangChain-based architecture would be suitable when
the system must support evidence-based review without giving the agent final au-
thority. For example, an agent could retrieve the source documents related to a re-
quirement, identify inconsistencies or missing assumptions, and prepare a valida-
tion report. Human-in-the-loop middleware could then pause before any change is
recorded, allowing a reviewer to approve, edit, or reject the proposed action. This
is relevant because LangChain’s HITL mechanism is specifically designed around
interrupting tool calls and resuming execution after a human decision.

AutoGen would support a different validation scenario in which several agents
act as reviewers with different responsibilities. For example, a tester agent could
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look for unverifiable statements, a compliance agent could inspect domain con-
straints, and a stakeholder-proxy agent could flag possible misunderstandings of
user intent. The result would not be an automatic approval, but a review summary
listing issues, disagreements, and proposed corrections. This reflects the value
of multi-agent specialization in RE research, where different agents can contribute
to requirements analysis, verification, and specification tasks [8], [13], [14].

For validation and review, we not only consider how agent frameworks can be or-
ganized for validating requirements, but also consider how human intervention
is supported. LangChain is useful when reviews must be connected to explicit
approval gates and artifact updates. AutoGen is useful when review quality de-
pends on several critical perspectives being represented before a human deci-
sion is made. Therefore, agents can assist validation by surfacing evidence and
critique, either through fixed criteria and checklisting, in the case of LangChain,
or through critical discourse among various roles in the case of AutoGen, while
both frameworks allow support for human supervision. However, it is important
to note that only LangChain explicitly supports automatically resuming after hu-
man intervention during execution.

STAKEHOLDER INTERACTION

Stakeholder interaction introduces a different problem: the system must support
clarification without distorting the stakeholder’s intent. AutoGen has a natural role
in exploratory elicitation. For example, an interviewer agent could ask follow-up
questions, a clarification agent could detect vague or conflicting answers, and a
summarization agent could turn the exchange into candidate requirements. This
kind of structure fits research on requirements generation from stakeholder con-
versations and simulated-user elicitation, where the interaction itself is a source
of requirements knowledge [22], [24].

LangChain would be more suitable when stakeholder interaction must be con-
nected to a formal project record. For example, after a stakeholder answers a
clarification question, a LangChain workflow could retrieve related requirements,
identify which artifact is affected, produce a proposed update, and ask for con-
firmation before saving the change. The value here could be controlled capture:
stakeholder input is linked to existing artifacts and reviewed before it changes the
requirements baseline.

In summary, AutoGen is ideal when the goal is to explore needs, ask follow-up
questions, and simulate the presence of multiple RE roles in the conversation.
LangChain may be useful when stakeholder input must be transformed into a con-
trolled artifact update. The value these scenarios highlight is important because
elicitation requires flexibility, but effective requirements management requires a
constructive approach: useful stakeholder dialogue still needs to become trace-
able and reviewable project knowledge.

Overall, these examples suggest that framework selection should be tied to the
specific need and dependency in the RE activity. User story generation often de-
pends on source grounding and output structure. Refinement depends on quality
criteria and competing perspectives. Validation depends on evidence and deci-
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sion authority. Stakeholder interaction depends on balancing conversational flex-
ibility with faithful capture of intent. LangChain and AutoGen therefore support
different parts of the RE problem space, and their usefulness could be evaluated
through concrete task design and test cases.
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6 CONCLUSION

This thesis examined the research question: How can multi-agent frameworks
such as LangChain and AutoGen be characterized and compared for supporting re-
quirements engineering tasks? Based on the framework analysis summarized in
Table 4.1, the comparison can be organized through five criteria: agent architec-
ture, workflow composition, memory, integration and tool support, and human-in-
the-loop support.

The comparison suggests that LangChain can be characterized as a framework
for structured and controlled agent workflows. Its design appears useful when a
requirements engineering process depends on artifact retrieval, explicit workflow
stages, tool-mediated actions, and review checkpoints. AutoGen can be charac-
terized as a framework for conversational and role-oriented multi-agent coordina-
tion. Its design appears useful when a requirements engineering process benefits
from interaction among specialized agents or from direct human participation in
the agent conversation.

The discussion indicates that this distinction becomes most useful when it is tied
to the main uncertainty in an RE activity. When the problem is grounding candi-
date requirements in existing artifacts, applying repeatable checks, or authoriz-
ing changes through review checkpoints, LangChain’'s process-oriented model is
the stronger fit. When the problem is interpreting incomplete stakeholder intent,
reconciling specialist perspectives, or sustaining clarification dialogue, AutoGen'’s
interaction-oriented model is the stronger fit. The practical implication is not sim-
ply to choose one framework over the other, but to design the RE workflow around
whether it mainly needs artifact governance, role-based interpretation, or a delib-
erate combination of both.

The thesis is limited by its analytical and documentation-based method. It does
not empirically evaluate implemented systems, measure output quality, or test the
frameworks in an industrial requirements engineering setting. The comparison is
also version-specific, so future framework changes may affect the findings. More
generally, the use of LLM-based agents in requirements engineering remains con-
strained by concerns such as hallucination, reproducibility, interpretability, and the
need for human oversight [1], [4].

Future work could implement representative requirements engineering workflows
in both frameworks and compare them empirically. Useful evaluation targets
would include traceability, user story quality, refinement quality, stakeholder re-
view effort, and the reliability of human-in-the-loop checkpoints. Such work would
help determine whether the architectural differences identified in this thesis lead
to measurable differences in practical RE support.
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