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ABSTRACT

Vasilii Feshchenko: Predicting Water Quality Variables in Freshwater Canals Using Machine Learn-
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Water quality monitoring is essential for environmental protection, public health, and sustain-
able urban water management. However, direct measurement of all relevant water-quality param-
eters can be time-consuming, costly, and difficult to perform continuously. This thesis investigates
whether selected water-quality variables in freshwater canals can be predicted from other routinely
measured variables using machine-learning methods.

The study uses a water-quality dataset from the Bangkok Metropolitan area, Thailand, contain-
ing observations from 323 monitoring sites along 185 canals over the period 2000–2024. Three
regression methods were compared: Linear Regression, K-Nearest Neighbors, and Multi-Layer
Perceptron. The prediction tasks included temperature, pH, dissolved oxygen, biochemical oxy-
gen demand, suspended solids, total Kjeldahl nitrogen, ammonia, nitrite, and nitrate. The models
were evaluated using R² and RMSE under a consistent preprocessing and evaluation procedure.

The results show that machine-learning-based prediction can be useful for several water-
quality parameters, but its performance is strongly target-dependent. K-Nearest Neighbors was
the most robust method overall, achieving the best performance for most target variables. Multi-
Layer Perceptron achieved the strongest individual results for total Kjeldahl nitrogen and ammonia,
which were the most predictable variables in the dataset. Linear Regression was useful mainly
as a baseline and diagnostic reference. The clearest prediction potential was observed for total
Kjeldahl nitrogen, ammonia, biochemical oxygen demand, dissolved oxygen, and nitrate, while
suspended solids remained the most difficult target.

Overall, the thesis demonstrates that machine learning can support soft-sensor-style water-
quality assessment, but the suitability of each model depends on the specific target variable and
data conditions.

Keywords: water quality, freshwater canals, machine learning, soft sensors, Linear Regression,
K-Nearest Neighbors, Multi-Layer Perceptron, water-quality prediction
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NOMENCLATURE

f(x) Mathematical model that maps routine input

measurements to the estimated target variable

k Number of nearest neighbours used by the KNN

model

n Number of routinely measured input variables in

the soft-sensor diagram

p Distance-metric parameter in KNN, where p = 1

corresponds to Manhattan distance and p = 2 to

Euclidean distance

x Input vector of routinely measured water-quality

variables used by the prediction model

xi One routinely measured input variable in the soft-

sensor diagram; x1, x2, . . . , xn denote multiple

available measurements

y Actual target parameter used when developing

the prediction model

ŷ Predicted target variable estimated by the soft-

sensor model
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1. INTRODUCTION

Water quality is a basic condition for human health, environmental protection, and sus-

tainable development [1, 2]. Safe water is needed not only for drinking, but also for agri-

culture, food production, industry, energy generation, and ecosystem maintenance [2, 3].

According to the World Health Organization, 2.2 billion people still lacked safely man-

aged drinking-water services in 2022, while the United Nations reported that 3.5 billion

people lacked safely managed sanitation in the same year [4]. Poor water quality can in-

crease the spread of disease, damage aquatic ecosystems, and create economic losses

for communities and industries that depend on reliable water resources [1, 2, 5]. For

these reasons, water quality assessment is widely used in public health, environmental

engineering, water treatment, industrial monitoring, and scientific research [1, 2]. In short,

water quality is not a narrow technical issue, but a central requirement for health, safety,

and social wellbeing [1, 3, 5].

Machine learning is a branch of artificial intelligence that allows computers to learn pat-

terns from data and make predictions without being programmed with fixed rules for every

situation [6, 7]. In recent years, machine learning has developed rapidly because of in-

creased computing power, larger datasets, and progress in model design [7, 8]. As a

result, researchers can now use a wide range of methods, from simpler models such

as KNN and linear approaches to more advanced models [7, 9]. In water quality as-

sessment, these methods can help analyse large multivariable datasets, detect hidden

relationships, and forecast important parameters more efficiently than manual analysis

alone [7, 10]. Recent review papers show that machine learning is now widely used for

forecasting, classification, and automated monitoring in water research [7, 9, 11]. There-

fore, machine learning has become an important support tool for modern water quality

assessment and decision-making [7, 9, 10].

The use of machine learning in water quality assessment has become a major topic of

interest for both environmental researchers and computer scientists for several reasons

[7, 9, 12]. First, traditional monitoring often depends on manual sampling and laboratory

analysis, which can be expensive, time-consuming, and difficult to perform continuously

[13, 14]. Second, water systems are influenced by many physical, chemical, and biologi-

cal factors at the same time, so their behaviour is often nonlinear and difficult to describe

with simple models [7, 12]. Third, the spread of digital sensors and IoT-based monitoring
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systems has created large streams of data that require efficient analytical tools [12, 13].

For this reason, machine learning is attractive because it can process complex data, sup-

port real-time prediction, and improve monitoring efficiency [7, 10, 13]. This combination

of practical need and technical opportunity explains why the field has grown so quickly in

recent years [7, 9, 12].

Previous research has shown that machine-learning methods can be used successfully

to predict water-quality parameters and support soft-sensor applications [7, 14, 15]. For

example, earlier studies have predicted variables such as E. coli, COD, TSS, and other

quality indicators from routine physical and chemical measurements [14, 16]. At the same

time, comparative studies have shown that prediction quality depends strongly on the

dataset, preprocessing choices, target variable, and selected model [11, 14, 17]. This

means that a method that performs well in one context may not perform equally well

in another [14, 16]. Recent review-and-implementation studies have therefore empha-

sized the value of comparing both standard and advanced models on new datasets under

clearly defined conditions [14, 15, 17]. However, there is still a need for studies that eval-

uate such methods on new datasets and identify which models are most suitable under

the available data conditions [11, 14].

These observations lead to the main research question of this thesis: how accurately can

selected water-quality parameters be predicted from other routinely measured variables

[13, 14, 15]? In addition, this study asks which prediction method performs best on

the available dataset and whether more advanced method (MLP) can outperform simple

baselines such as Linear Regression and KNN [11, 17]. The thesis also examines how

preprocessing choices, especially outlier handling and feature selection, affect the final

prediction quality [14, 15, 17]. In addition, the study considers whether prediction errors

may provide useful information about suspicious or unreliable measurements in the data

[10, 15]. Taken together, these questions connect model accuracy with the practical value

of prediction in water-quality monitoring [13, 14].

In this thesis, these questions are examined using a new water-quality dataset from

Bangkok Metropolitan area, Thailand, containing observations from 323 sites over the

span of 24 years. The study applies Linear Regression, KNN, and MLP to predict selected

target variables from routinely measured parameters [13, 14, 15]. The performance of

these models is compared using standard evaluation metrics in order to determine which

approach is most suitable for the available data conditions [11, 16, 17]. In addition, the

thesis investigates how preprocessing decisions influence the results and whether they

improve model reliability [11, 14, 17]. The overall aim of the thesis is to determine how

useful machine-learning-based prediction is for supporting water-quality assessment on

this dataset [7, 9].

This thesis is divided into five chapters. Following the introduction, Background chapter
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reviews previous research on water-quality prediction and soft-sensor modeling. Methods

chapter presents the dataset, preprocessing steps, and selected machine-learning meth-

ods. Results chapter reports the experimental results and compares model performance.

Finally, Conclusion discusses the findings, limitations, and possible directions for future

work.
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2. BACKGROUND KNOWLEDGE

This chapter presents the theoretical background of the thesis and situates the study

within earlier research on water-quality prediction and soft-sensor modelling. First, it in-

troduces the role of water-quality assessment and the main types of parameters that are

relevant to monitoring and prediction. Next, it explains the concept of soft sensors and

reviews how machine-learning methods have been used in previous studies to estimate

water-quality variables from routinely measured data. After that, the chapter compares

the main model families discussed in the literature and examines the main factors that

influence prediction quality, including data characteristics, preprocessing choices, and

differences between target variables. Finally, the chapter identifies the research gap ad-

dressed in this thesis and provides the conceptual basis for the data, methods, and model

comparisons presented in the following chapter.

2.1 Water quality assessment and key water-quality parameters

Water quality assessment refers to the evaluation of water in relation to its intended use

and to the ecological and human requirements that water must meet. In the literature,

water quality is commonly understood not as a single property, but as a combination of

physical, chemical, and biological characteristics that together describe the condition of

a water body [18]. Because no single variable can fully represent this condition, assess-

ment frameworks typically rely on multiple indicators, and many studies summarize them

through broader evaluation approaches such as water quality indices or multi-parameter

profiling [12, 19]. This means that water quality assessment is inherently multidimen-

sional and depends on the selection, measurement, and interpretation of several relevant

parameters rather than on one isolated value [12, 18, 19].

From this perspective, key water-quality parameters can be grouped into broad cate-

gories. Typical physical, chemical, and biological parameters of water quality are pre-

sented in Table 2.1. This classification is useful because different parameter groups cap-

ture different dimensions of water condition. For example, temperature influences oxygen

behavior in water, pH describes the acidity or alkalinity of the system, dissolved oxygen is

a major indicator of water quality, biochemical oxygen demand reflects oxygen-consuming

organic pollution, and nitrogen species such as ammonia, nitrite, and nitrate indicate im-
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portant nutrient transformation processes [18]. In addition, coliform bacteria are widely

used as biological indicators of recent sewage contamination and sanitary risk [18].

Table 2.1. Typical physical, chemical, and biological parameters of water quality, adapted
from [18].

Physical parameters Chemical parameters Biological parame-
ters

Turbidity pH Bacteria

Temperature Acidity Algae

Color Alkalinity Viruses

Taste and odor Chloride Protozoa

Solids Chlorine residual

Electrical conductivity (EC) Sulfate

Nitrogen

Fluoride

Iron and manganese

Copper and zinc

Hardness

Dissolved oxygen

Biochemical oxygen demand
(BOD)

Chemical oxygen demand (COD)

Toxic inorganic substances

Toxic organic substances

Radioactive substances

The variables emphasized in this thesis fit naturally within these established categories.

Temperature and pH describe general physicochemical conditions, dissolved oxygen and

biochemical oxygen demand represent oxygen balance and organic loading, suspended

solids indicate the amount of particulate matter in water, and nutrient-related variables

such as total Kjeldahl nitrogen, ammonia, nitrite, nitrate, and total phosphorus describe

pollution and nutrient dynamics[18]. Taken together, these variables provide a broad

view of water condition because they reflect different but interconnected aspects of water

quality, ranging from general environmental state to biological activity, nutrient content,

and possible contamination.

An important implication of this diversity is that water quality monitoring and assessment

involve complex relationships between many parameters [12, 18, 19]. This complexity

also helps explain why data-driven methods have become increasingly relevant in water-

quality research. Recent reviews note that machine-learning approaches are now widely

used in water-quality monitoring and prediction because they can analyze nonlinear rela-

tionships and support evaluation across different water environments [7]. In conclusion,
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this short theoretical discussion of water-quality parameters aims to provide an essential

foundation for the later sections of this chapter, where soft sensors and machine-learning-

based prediction are examined in more detail.

2.2 Soft sensors and prediction from routine measurements

In water-quality monitoring, a soft sensor (also known as virtual sensor) refers to a data-

driven or model-based estimator that predicts a target variable indirectly from other avail-

able measurements instead of measuring that target directly with a dedicated physical

sensor [13, 15]. In this sense, soft sensing can be understood as a shift from fully physi-

cal measurement toward virtual sensing, where information from routinely observed vari-

ables is used to infer parameters that are more difficult, expensive, or slower to obtain

directly [13]. This concept is especially relevant in water systems because water quality

is described by many interrelated variables, and some of them are monitored continuously

while others still depend on laboratory analysis or less practical instrumentation [13].

Figure 2.1. General structure of a soft sensor, where routinely measured water-quality
variables are used to develop a mathematical model and estimate a target parameter,
adapted from [14].

The basic logic of a soft sensor is that a target parameter can be estimated from mea-

surable input variables if a relationship exists between them. In practice, the model is

calibrated using historical data, after which new observations from routine sensors can

be used to generate real-time or near-real-time predictions for the target variable [14,

15]. Earlier reviews describe soft-sensor prediction as an input-output modelling problem,

where measurable variables are used to estimate hard-to-measure target variables. Later

reviews show that this same prediction logic is increasingly implemented using machine-

learning methods, which can capture nonlinear and dataset-specific relationships more

flexibly than simple fixed formulas [14, 15]. Thus, opposing traditional monitoring, soft

sensors introduce machine learning based prediction task examined in this thesis.

A major reason for the growing interest in soft sensors is their practical usefulness in sit-

uations where direct monitoring is limited. Reviews of wastewater soft sensors note that

on-line monitoring can be difficult because hardware sensors operate under harsh con-

ditions and not all relevant parameters are easily measured continuously [14]. A recent
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applied study illustrates this clearly: off-line indicators such as chemical oxygen demand,

total suspended solids, and E. coli still required sample collection and time-consuming

laboratory analysis, whereas a machine-learning soft sensor used routinely measurable

inputs such as turbidity, color, pH, ammonium, nitrate, and electrical conductivity to predict

those harder-to-measure outputs [16]. In this way, soft sensors support the broader idea

of using routinely available variables to estimate less accessible water-quality parameters,

which is also the core prediction logic of the present thesis.

At the same time, the literature also shows that soft sensors should not be treated as

universally reliable replacements for direct measurement. Their performance depends

strongly on the quality of the input data, the availability and reliability of the underlying

hardware sensors, and the specific characteristics of the treatment system or dataset on

which the model is developed [14, 15]. Systematic reviews further note that it is difficult to

define a single state of the art or a universal baseline for performance, because studies

use different targets, different inputs, and different datasets [14]. Therefore, the value

of soft-sensor modelling lies not in the assumption that every parameter can always be

predicted equally well, but in the more limited and realistic idea that some targets may

be estimated usefully from routine measurements under appropriate data conditions [13,

14].

2.3 Machine learning in water-quality assessment

Machine learning has become an important research direction in water-quality assess-

ment because it offers flexible ways to analyze complex relationships between multiple

water-quality variables and to generate predictions from large observational datasets.

Recent reviews show that machine-learning methods are now used across a wide range

of water environments, including surface water, groundwater, drinking water, sewage, and

seawater, and that their role has expanded alongside the growth of digital monitoring and

data-driven environmental management [7, 9]. In this context, machine learning is not

treated as a single model, but as a broader family of data-driven approaches that learn

patterns from measured data and use those patterns for tasks such as prediction, classi-

fication, detection, and decision support [9, 10].

One of the main reasons for this growing interest is that water systems are often influ-

enced by many physical, chemical, and biological factors at the same time, and the rela-

tionships between these factors are not always well described by simple linear assump-

tions. Reviews of machine-learning applications in water research therefore emphasize

that these methods are particularly useful when the data are nonlinear, multivariable, or

temporally dynamic [7, 9, 10]. At the same time, machine learning is attractive in practical

monitoring because conventional analysis and direct measurement do not always cap-

ture the full complexity of changing water conditions, especially when observations are
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sparse, delayed, or costly to obtain [10]. For this reason, machine learning has increas-

ingly been adopted not only as an analytical tool, but also as a support technology for

more responsive and efficient water-quality monitoring [9, 10].

The literature also shows that machine learning in water-quality assessment is used for

several related types of tasks. Broad review papers describe frequent applications in

forecasting and regression, where the aim is to predict continuous water-quality variables,

and in classification, where water samples are assigned to predefined categories [7, 9,

11]. More specialized reviews further show that machine learning is also used for anomaly

detection and contamination source identification, especially in drinking-water distribution

systems where rapid recognition of abnormal conditions is important [10]. This range of

applications is important because it shows that machine learning is relevant not only for

final prediction accuracy, but also for broader monitoring functions such as early warning

and operational decision support [9, 10].

For the purposes of this thesis, the most relevant branch of this literature is supervised

machine learning for the prediction of water-quality parameters from other routinely mea-

sured variables [9, 15, 16]. This use case fits closely with the soft-sensor perspective

discussed in the previous section, where indirect estimation becomes possible if the

available measurements contain enough information about the target variable [13, 15,

16]. At the same time, the review literature consistently indicates that model performance

in water-quality studies depends strongly on the dataset, the selected variables, and the

modelling setup, which means that no single method can be assumed to be best in every

context [11, 14, 17]. Therefore, machine learning is relevant in this thesis not because

it guarantees superior results in advance, but because it provides a suitable framework

for testing whether meaningful predictive relationships can be learned from the available

data and which modelling approach is most appropriate under the given conditions.

2.4 Main model families in previous water-quality prediction

research

Previous water-quality prediction studies have used a wide range of model families, but

the literature can be grouped into a few broad categories. Review papers show that com-

mon approaches include linear and statistical models, neighbour-based methods, neural-

network models, tree-based and ensemble models, and more recent deep-learning archi-

tectures for time-series forecasting and classification [9, 11]. Among these, the most rele-

vant families for the present thesis are linear regression-based models, K-nearest neigh-

bours, and neural-network models, because they represent clearly different assumptions

about how predictive structure is learned from the data. In this way, the literature provides

not only a list of possible algorithms, but also a conceptual basis for comparing simple,

local, and highly flexible nonlinear approaches within one study [9, 11, 14].
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Linear regression and related statistical regression models are among the most estab-

lished approaches in water-quality research. Their main advantage is that they are rela-

tively easy to interpret and can serve as useful baselines when the relationship between

predictors and the target is reasonably stable or close to linear [14, 20]. This is reflected in

recent applied studies. For example, Jafar et al. compared multiple linear regression with

a large set of machine-learning models for predicting drinking-water quality index and re-

ported that the multiple linear regression model performed very strongly on their dataset

[21]. Similarly, Nacar et al. examined dissolved oxygen modelling using conventional re-

gression analysis, multivariate adaptive regression splines, and artificial neural networks,

showing that regression-based methods remain relevant comparison points even when

more flexible models are also considered [20]. Taken together, these studies suggest

that linear or regression-based models continue to play an important role in water-quality

prediction, especially as interpretable benchmarks against which more complex methods

can be evaluated [14, 20, 21].

A second important family is neighbour-based modelling, especially K-nearest neigh-

bours. In this approach, predictions are generated from the most similar observations

in the training data rather than from a single fitted global equation [22]. This makes KNN

attractive for datasets where local similarity is more informative than a single overall linear

trend [22]. Earlier work by Kim et al. showed that the k-nearest neighbour method could

be used successfully to forecast water-quality characteristics such as chemical oxygen

demand, suspended solids, total nitrogen, and total phosphorus in a wastewater treat-

ment context [22]. In broader comparative work, Chen et al. included KNN among the

traditional machine-learning models examined on a large surface-water dataset, which

shows that neighbour-based methods are considered part of the standard model set in

water-quality prediction research even when they do not always emerge as the strongest

overall approach [17]. Thus, KNN occupies a useful middle position in the literature: it

is more flexible than a linear baseline, but still simpler and more transparent than many

neural-network methods [15, 17, 22].

Neural-network models form a third major family and are especially prominent in stud-

ies that aim to capture nonlinear relationships between water-quality variables. Reviews

consistently identify artificial neural networks as one of the most widely used groups of

models in water-quality forecasting and evaluation [11, 13, 14]. Applied studies also

support this position. Kulisz et al. reported that an artificial neural network predicted

groundwater water-quality index with high accuracy in their case study [23], while Nacar

et al. used artificial neural networks to model daily dissolved oxygen concentration in a

river dataset [20]. At the same time, comparative literature suggests that this flexibility

comes with a cost: Chen et al. note that deep neural models generally require more

careful tuning of architecture and hyperparameters than simpler alternatives [14, 16, 17].

Therefore, neural-network methods are valuable because they can model more complex
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dependencies, but their performance is often more sensitive to model design and data

conditions than that of simpler baselines [14, 16].

When these model families are considered together, a consistent conclusion emerges

from the literature: there is no single universally best model for all water-quality prediction

tasks. Instead, performance depends on the target variable, the available predictors, the

size and quality of the dataset, and the way the model is tuned and evaluated [11, 14,

17]. For this reason, comparing a simple linear baseline, a local similarity-based model

such as KNN, and a neural-network model such as MLP is a methodologically meaningful

strategy. It allows the study to test whether the predictive structure in the dataset is mainly

linear, mainly local, or better captured by more flexible nonlinear transformations [14, 15,

17].

2.5 Factors that affect prediction quality

The literature shows that prediction quality in water-quality modelling depends not only

on the choice of algorithm, but also on the condition of the data used for training and

evaluation. In water-quality datasets raw observations may contain noise, missing values,

irregular measurements, and technical errors that reduce the reliability of later modelling

stages [24][14]. For this reason, prediction quality must be understood as the result of an

entire modelling pipeline rather than as a property of the model alone. If the input data are

unstable or poorly prepared, even a sophisticated method may produce unreliable results

[24].

One major factor is preprocessing. Recent review work on high-frequency water-quality

data shows that correction and denoising methods, imputation, and other preprocessing

steps are often necessary because water-quality time series are prone to noise, sig-

nal loss, and measurement errors [24]. Outlier handling is also important. Uddin et al.

found that removing input outliers slightly improved predictive performance in a data-

driven water-quality index model, with reported R2 increasing from 0.92 to 0.95 after

outlier removal [25]. In addition, broader comparative studies emphasize that model per-

formance is influenced by the selection of predictor variables and by how informative the

available inputs are for the chosen target [17]. Altogether, these findings suggest that pre-

processing choices such as cleaning, outlier treatment, and feature selection are some of

the central factors that shape final prediction accuracy [17, 24, 25].

Second important factor is the structure of the dataset itself, especially data scarcity and

non-stationarity. In practical monitoring, water-quality observations are not always avail-

able in dense and stable time series, and sparse or limited local data can make prediction

considerably more difficult [26][27]. Huang et al. specifically address prediction under

sparse data conditions and show that limited sampling frequency creates a difficult learn-

ing problem for standard models [26]. Similarly, Chen et al. describe river water-quality
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prediction as challenging under highly non-stationary conditions and show that additional

modelling strategies were needed to improve performance when the data were both dy-

namic and limited [27]. These studies indicate that model accuracy is shaped not only by

algorithm design, but also by whether the available dataset is sufficiently rich, stable, and

thus representative of the underlying system [26][27].

Third factor is the prediction task itself. Comparative reviews and applied studies con-

sistently show that some water-quality variables are easier to predict than others, and

that no single model performs best across all targets and datasets [11, 14, 16, 17]. This

means that prediction quality is target-dependent as well as model-dependent. A variable

that has strong relationships with the available predictors may be estimated accurately,

whereas a variable influenced by noisier or less directly observed processes may remain

difficult to predict even with more flexible models [14, 16]. Consequently, fair comparison

requires not only well-tuned models, but also consistent preprocessing and evaluation

conditions so that differences in performance can be interpreted as differences in mod-

elling ability rather than as artifacts of the data preparation process [11, 14, 17].

2.6 Previous research findings and the research gap

Previous research has shown clearly that machine-learning methods can be useful for

water-quality assessment and prediction. Review studies report that these methods are

now applied across multiple water environments, including surface water, groundwater,

drinking water, sewage, and seawater, and that they are used for tasks such as fore-

casting, classification, monitoring, and decision support [7, 9]. More recent review work

focused specifically on water-quality forecasting and classification also shows that the

field now includes a wide range of regression, classification, ensemble, and hybrid ap-

proaches rather than a single dominant modelling tradition [11]. Taken together, these

studies suggest that machine learning has become an established part of water-quality

research, especially in settings where large datasets and complex variable relationships

make traditional analysis alone insufficient [7, 9].

At the same time, the literature does not support the idea that one model can be assumed

to perform best in every case. Comparative studies and reviews repeatedly show that

performance depends on the dataset, the selected parameters, the validation design, and

the practical context in which the model is used [11, 14, 15, 17]. Chen et al., for example,

explicitly note that water-quality prediction performance depends not only on the model

itself, but also on the parameters chosen for training, while the 2025 review by Lokman

et al. highlights, among others, continuing challenges in data quality, overfitting, and

the lack of standardised evaluation frameworks and benchmark datasets [11, 17]. This

means that many published results are informative, but not always directly comparable

across studies, because different papers often use different targets, inputs, metrics, and
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modelling conditions [11, 14].

These observations point to a practical research gap. Although the broader usefulness

of machine learning in water-quality modelling is already well established, there is still

a need for controlled comparative studies that test several model families on a specific

dataset under the same preprocessing and evaluation conditions [11, 14, 15, 17]. Such

studies are important because they can show not only whether machine-learning-based

prediction is feasible in a given context, but also which modelling approach is most suit-

able for that dataset and whether some target variables are more predictable than others.

This is an inference from the review and comparative literature: if model performance

is context-dependent and cross-study comparison is often limited, then dataset-specific

comparison becomes methodologically necessary rather than optional [11, 14, 17].

The present thesis addresses this gap by comparing three different modelling strate-

gies on the same water-quality dataset: a simple linear baseline, a local similarity-based

method, and a more flexible neural-network approach [14, 15, 17]. The study applies a

consistent preprocessing pipeline and a structured evaluation procedure so that model

performance can be compared under the same general conditions across multiple target

variables, with the broader aim of identifying both the most suitable prediction method and

the water-quality variables for which machine-learning-based prediction is most useful in

practice [11, 15, 16]. This design is consistent with the methodology defined in the thesis,

where the models are compared under a common setup and the prediction problem is

examined across several target variables rather than as a single isolated task.

2.7 Chapter summary

This chapter has presented the theoretical background of the thesis by examining water-

quality assessment, the main types of water-quality parameters, the concept of soft sen-

sors, and the role of machine learning in water-quality prediction. The review showed that

water quality is a multidimensional concept that must be evaluated through several phys-

ical, chemical, and biological indicators [13, 18], and that soft-sensor modelling provides

a practical way to estimate some target variables indirectly from other routinely measured

data [13, 14, 15]. The chapter also showed that machine-learning methods have become

an established part of water-quality research because they can support prediction and

monitoring in settings where the relationships between variables are complex and not

fully captured by simple linear assumptions [9, 10, 11].

In addition, the chapter reviewed the main model families used in previous water-quality

prediction studies and highlighted the main factors that affect prediction quality, including

data quality, preprocessing, target-variable choice, and evaluation design [17, 24]. The

literature further indicated that no single method can be assumed to perform best across

all water-quality tasks, since results depend strongly on the dataset, the selected inputs,
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and the modelling conditions [11, 17]. For this reason, the chapter identified a need for

dataset-specific comparative studies that evaluate different modelling approaches under

the same general conditions. On this basis, the theoretical background provides the con-

ceptual foundation for the next chapter, which presents the data, preprocessing, prediction

methods, and evaluation procedure used in this thesis.
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3. DATA AND METHODOLOGY

This chapter presents the data and methods used in this thesis to investigate the pre-

diction of selected water-quality parameters from routinely measured variables. First, the

chapter describes the dataset, including its source, structure, selected target variables,

and the main data-quality issues that had to be considered before modelling. Next, it ex-

plains the preprocessing steps applied to prepare the data for analysis, such as cleaning,

outlier handling, feature selection, scaling, and data splitting. After that, the chapter in-

troduces the machine-learning methods used in the study and describes how the models

were trained, tuned, and evaluated. Finally, the chapter presents the implementation de-

tails and the evaluation procedure that were used to ensure a clear and fair comparison

of model performance.

3.1 Data

The dataset used in this thesis consists of numerical water-quality monitoring data ob-

tained from the Drainage Information Division, Drainage and Sewerage Department,

Bangkok Metropolitan, Thailand. The data cover annual water-quality observations col-

lected from 323 observation sites along 185 canals in the Bangkok Metropolitan area

from 2000 to 2024. The data were stored in spreadsheet format and include several rou-

tinely measured variables that describe the physical and chemical condition of the water

[18]. In the thesis, this dataset is treated as the empirical basis for evaluating whether

selected water-quality parameters can be predicted from other available measurements.

Such a dataset is suitable for this study because it contains multiple related variables ob-

served in the same monitoring context. As a result, it provides a practical basis for testing

machine-learning methods on a real water-quality prediction task.

The dataset was selected because it allows the prediction problem to be studied in a struc-

tured and quantitative way. Since the variables were measured within the same dataset,

each selected target parameter can be predicted from the remaining available variables.

This makes the dataset suitable for a comparative machine-learning study, where the

same data can be used to evaluate different prediction methods under equal conditions.

The Data and scripts are publicly available for reproducibility at https://github.com/
VasiliiFeshchenko/Thesis2026

https://github.com/VasiliiFeshchenko/Thesis2026
https://github.com/VasiliiFeshchenko/Thesis2026
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In addition, the use of routine monitoring variables fits the soft-sensor perspective of the

thesis, where one measurement is estimated from other accessible measurements [13,

14, 15]. Therefore, the dataset supports both the methodological and practical aims of

this study.

The dataset contains 11 numerical water-quality variables extracted from the main data

table used in the analysis. Each row represents one observation, while each column

represents one measured water-quality variable. The variables included in the dataset are

temperature, pH, dissolved oxygen (DO), biochemical oxygen demand (BOD), suspended

solids (SS), total Kjeldahl nitrogen (TKN), ammonia (NH3), nitrite (NO2), nitrate (NO3),

total phosphorus (TP), and total coliform (TColiform). This structure makes the dataset

well suited for supervised prediction, because one variable can be selected as the target

while the others are used as input features [7]. In this way, the same dataset can support

repeated prediction experiments across multiple target variables.

The variables in the dataset can be divided into two main groups: predictor variables

and target variables. In each experiment, one selected variable is treated as the predic-

tion target, while the remaining variables are used as predictors. This means that the

role of a variable depends on the modelling setup rather than on a fixed position in the

dataset. The target variables selected for prediction in this thesis are temperature, pH,

dissolved oxygen, biochemical oxygen demand, suspended solids, total Kjeldahl nitro-

gen, ammonia, nitrite, and nitrate. These variables are chosen as targets because they

have relatively stable scale, distribution, and quality. This classification helps organize the

dataset clearly for the prediction tasks carried out in this thesis.

These target variables are meaningful because they reflect different dimensions of water

quality, including general water condition, oxygen balance, and nutrient-related pollution

[18]. For example, dissolved oxygen and biochemical oxygen demand are closely related

to the biological condition of water, while ammonia, nitrite, nitrate, and TKN provide infor-

mation about nutrient content and possible contamination [18]. pH and temperature de-

scribe general physicochemical properties, while suspended solids indicate the amount

of particulate matter in the water [18]. Together, these targets provide a broad but still

manageable set of prediction tasks for the thesis. As a result, they make it possible to

evaluate model performance across variables with different characteristics and levels of

difficulty.

Before model training, the dataset was examined to identify characteristics that could af-

fect prediction quality. The inspection of summary statistics and visualizations showed

that the variables differ considerably in scale, spread, and range (see Tables A.1 and A.2,

and Figure 3.1). Some variables are relatively stable, while others show much larger vari-

ation and more extreme values. This is important because large differences in scale can

influence distance-based and neural-network models if they are not handled carefully [16,
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17]. Therefore, the raw dataset required preprocessing before it could be used reliably for

model comparison.

Figure 3.1. Histograms of the distributions of the 11 water-quality variables in the dataset,
showing differences in scale, skewness, and extreme values

The dataset also showed signs of challenging data-quality conditions, especially in vari-

ables with very large ranges and strongly skewed values [24, 25]. In particular, TColiform

had values that were much larger in magnitude than the other variables, which indicates

a highly uneven distribution and the possibility of strong outliers. Such characteristics can

make model fitting less stable and can also affect the interpretation of prediction errors

[25]. For this reason, the thesis includes preprocessing steps such as outlier handling,

feature scaling, and variable selection before the final experiments are conducted. Over-

all, the quality characteristics of the dataset justify the need for a careful preprocessing

procedure.

3.2 Data Preprocessing

Before model training, the dataset was preprocessed in order to make the prediction

task more reliable and the comparison between methods more fair. The preprocessing

procedure included data splitting, handling of missing values, feature scaling, and an ex-

ploratory examination of extreme values in selected variables [13, 24]. These steps were

applied because the raw data contained variables with very different numerical ranges

and potentially problematic values. In addition, some of the prediction methods used in
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this thesis are sensitive to scale and data quality, which makes preprocessing especially

important [16, 17]. Therefore, a consistent preprocessing pipeline was established before

the main modelling experiments were carried out.

The dataset was divided into training, validation, and test subsets before the main ex-

periments were performed. In the notebook, the split was carried out randomly using a

fixed random seed in order to make the results reproducible. The final proportions were

50% for training, 25% for validation, and 25% for testing. This division made it possible

to use the training set for model fitting, the validation set for hyperparameter selection,

and the test set for final performance evaluation. Such a separation is important because

it reduces the risk of choosing model settings based on the final test results and helps

ensure a fairer comparison between methods [15, 16].

The data were shuffled during splitting because the original dataset was ordered chrono-

logically. If the split had followed only the original order, the models might have been

trained on one time period and evaluated on another period with a different data distribu-

tion. This could have introduced an additional source of variation that was not central to

the main aim of the thesis. For this reason, a random split was used in the present study

to obtain more balanced subsets for model comparison. At the same time, the use of a

fixed seed ensured that the same split could be reproduced in later experiments.

To ensure that all selected methods could be trained consistently, missing input values

were handled by median imputation. This step was included explicitly in the preprocessing

pipeline for KNN and MLP-based experiments. The imputer was fitted on the training data

and then applied to the validation and test data using the same fitted transformation. This

is an important detail because it prevents information from the validation or test sets from

influencing the training stage. As a result, the treatment of missing values remained

consistent with good evaluation practice.

Median imputation was chosen because it is a simple and robust method, especially

when variables may contain skewed values or outliers [24, 25]. Unlike mean imputation,

the median is less affected by extreme observations and can therefore provide a more

stable replacement value in unevenly distributed data. This is relevant in the present

dataset, where some variables show much larger ranges than others. Although impu-

tation does not recover the original missing information, it makes the dataset usable for

modelling without discarding all incomplete observations. Therefore, median imputation

was considered an appropriate preprocessing choice for this thesis.

Feature scaling was applied before training the KNN and MLP models. This step was per-

formed using standardization, where each feature was transformed to have approximately

zero mean and unit variance based on the training data [16, 17]. The same transformation

was then applied to the validation and test sets. This procedure ensures that all subsets

are processed consistently and that no information from the evaluation data is used when
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fitting the scaler. As a result, model comparison becomes more reliable.

Scaling was especially important because the variables in the dataset differ substan-

tially in magnitude. Some measurements, such as pH, are located in a relatively narrow

numerical range, while others, such as total coliform, can take much larger values. With-

out scaling, distance-based methods such as KNN may be dominated by variables with

larger numerical scales, even if those variables are not the most informative predictors

[17]. Similarly, neural-network training may become less stable when input features are

measured on very different scales [16]. For these reasons, feature scaling was included

as a standard part of the preprocessing pipeline for the models that depend on it most

strongly.

During the exploratory analysis, the dataset was also examined for unusually large or

extreme values that could affect model performance [24, 25]. Summary statistics and

visual inspection suggested that some variables, especially TColiform, contained very

large values compared with the rest of the dataset. This raised the possibility that strong

outliers were influencing the behaviour of simpler models, particularly linear regression.

As a temporary exploratory step, TColiform was removed from one part of the baseline

analysis in order to observe whether the results became more stable. This step was not

treated as a final preprocessing rule for all models, but rather as an exploratory check of

the effect of extreme values.

For each prediction experiment, one variable was selected as the target, while the remain-

ing variables were used as input features. This means that the preprocessing pipeline was

repeated separately for each target variable included in the study. Such a setup makes

it possible to evaluate how well different water-quality parameters can be predicted from

the rest of the available measurements. Therefore, the same general preprocessing logic

was applied across all experiments, even though the specific target variable changed from

one run to another.

This design supports the comparative aim of the thesis because all methods are tested

under the same general conditions for each target. At the same time, it allows the results

to show whether some target variables are easier or harder to predict than others. In

practice, this setup creates multiple related prediction problems within the same dataset

rather than a single fixed modelling task. That makes the experimental design broader

and more informative, while still keeping the preprocessing procedure consistent. As a

result, the thesis can compare model performance both across methods and across target

variables.
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3.3 Prediction methods

Several prediction methods were selected in order to compare different levels of model

complexity on the same water-quality dataset [15, 17]. The comparison includes a simple

linear baseline, a distance-based nonlinear method, and a neural-network-based model.

This combination makes it possible to examine whether the selected target variables can

be predicted using only simple linear relationships or whether more flexible nonlinear ap-

proaches are needed [15, 20]. In addition, the chosen methods differ in their assumptions,

interpretability, and modelling capacity, which makes the comparison more informative.

Therefore, the method selection supports the main aim of the thesis, which is to identify

which type of prediction approach is most suitable for the available data.

The selected methods can also be viewed as representing three different modelling strate-

gies. Linear Regression represents a simple and interpretable baseline method, K-Nearest

Neighbors represents a local similarity-based method, and Multi-Layer Perceptron repre-

sents a more flexible neural-network approach [15, 22, 23]. By comparing these meth-

ods, the thesis can examine how prediction performance changes as model complexity

increases. This is useful because water-quality variables may contain both simple and

more complex relationships. As a result, the selected set of methods provides a practical

and balanced basis for comparison.

Linear Regression was used in this thesis as the simplest prediction method and as a

baseline for comparison [20, 21]. In this method, the target variable is modelled as a

linear combination of the input variables. Each predictor contributes to the final predic-

tion through a coefficient that is estimated from the training data. Because of its simple

mathematical structure, Linear Regression is easy to train and interpret [20, 21]. For

this reason, it is commonly used as a reference point when evaluating more advanced

machine-learning models [20].

Linear Regression was first applied to predict each variable from the remaining variables

using the train and test subsets. The initial results showed that the method produced

low or negative R² values for many targets, which suggested that the relationships in the

dataset may not be strongly linear or that the data contain values that make linear fitting

difficult. A second version of the analysis was then performed using a reduced set of

features in order to examine whether the results improved under a more restricted input

set. This makes Linear Regression useful not only as a baseline, but also as a diagnostic

tool for understanding the general structure of the data. Therefore, its inclusion helps

show whether more complex models are justified in this prediction task.

K-Nearest Neighbors (KNN) is a non-parametric method that makes predictions based

on the similarity between observations [22]. Instead of fitting an explicit global equation,

the method identifies the closest training samples to a new observation and uses their
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target values to form the prediction. In regression tasks, this prediction is usually based

on the average or distance-weighted average of the nearest neighbours [22]. As a result,

KNN can capture local patterns in the data without assuming a linear relationship be-

tween inputs and outputs [22]. This makes it a useful method for datasets where similar

observations are expected to produce similar water-quality values.

In the case of this thesis, KNN was implemented using a preprocessing and modelling

pipeline that included median imputation, standardization, and KNeighborsRegressor.

The model was tuned separately for each target variable by testing several values of

the number of neighbours, different weighting schemes, and two distance metrics (Eu-

clidean and Manhattan metrics). The best hyperparameter combination was selected

using validation-set R², with RMSE used as a tie-breaker when needed. After that, the

model was retrained on the combined training and validation data and evaluated on the

test set. This procedure makes KNN one of the main comparative methods in the thesis

and shows how local similarity-based prediction performs on the selected water-quality

variables.

The Multi-Layer Perceptron (MLP) used in this thesis is a feedforward neural-network

model designed to learn nonlinear relationships between input and target variables [15,

20, 23]. In contrast to Linear Regression, an MLP can transform the input through multiple

layers and nonlinear activation functions before producing the final prediction. This allows

the model to capture more complex dependencies that may exist in water-quality data

[20, 23]. At the same time, the model is more flexible and potentially more powerful than

simpler baselines. For this reason, MLP was included as one of the prediction methods.

MLP is implemented in Python library PyTorch through a custom model architecture. Be-

fore training, the input features were processed using median imputation and standardiza-

tion, and the data were converted into loaders for training, validation, and testing. Model

performance was monitored using R² on the train, validation, and test sets. Because

the MLP can model nonlinear interactions between variables, it is especially suitable for

a dataset where simpler linear approaches perform weakly [15, 23]. Therefore, it pro-

vides an important comparison point for evaluating whether higher model flexibility leads

to better prediction accuracy in this study.

The three selected methods differ in their assumptions and modelling behaviour [15, 17].

Linear Regression assumes that the relationship between predictors and target is ap-

proximately linear, while KNN makes predictions based on local similarity and MLP learns

nonlinear transformations through layered computations. In addition, Linear Regression is

the easiest to interpret, KNN is relatively simple but sensitive to data representation, and

MLP is the most flexible but also the most complex to train. These differences make the

method comparison meaningful, because strong performance by one method may reveal

something about the structure of the dataset itself. Thus, not only prediction accuracy is
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compared, but also the relationships in the data are tested.

From a practical perspective, the methods also differ in their preprocessing needs. Lin-

ear Regression can be applied more directly, while KNN and MLP depend more strongly

on consistent preprocessing, especially imputation and feature scaling [16, 17]. KNN is

particularly sensitive to the numerical scale of the variables because it relies on distance

calculations, whereas MLP training can become unstable if the inputs are not standard-

ized [16, 22]. For this reason, the comparison between methods must be understood

together with the preprocessing decisions described earlier in the chapter. Overall, these

three models form a set of baselines and nonlinear methods for this thesis.

3.4 Model training and hyperparameter tuning

After preprocessing, the models were trained separately for each selected target vari-

able. In each experiment, one water-quality variable was treated as the target, while the

remaining variables were used as predictors. This procedure was repeated across the

selected set of target variables in order to evaluate how well different aspects of water

quality could be predicted from the same dataset. As a result, the thesis includes multiple

related regression tasks rather than only one fixed prediction problem. This design makes

the comparison between methods broader and more informative.

The training procedure differed slightly between the implemented models. For Linear

Regression, the model was fitted directly on the training subset and then evaluated on

the test subset. For K-Nearest Neighbors, the model was first trained on the training set

during hyperparameter search, then retrained on the combined training and validation

data using the selected hyperparameters, and finally evaluated on the test set. For Multi-

Layer Perceptron, the model was trained using mini-batch learning in PyTorch, and both

training and validation performance were monitored during optimization so that the best

configuration could be selected using validation results rather than test results. In this

way, the notebook applies a model-specific training procedure while keeping the general

prediction setup consistent across methods [15, 16].

For the neural-network model, training was carried out in batches of size 256. The opti-

mization process used the Adam optimizer with a learning rate of 0.0001, and the network

was trained iteratively while tracking both training loss and validation loss. During training,

the model state that achieved the lowest validation loss was stored as the best-performing

version of the network. Therefore, the MLP training procedure was designed to combine

learning flexibility with some control over overfitting [16, 23].

Hyperparameter tuning was included for the methods whose performance depends strongly

on design choices. In the present study, this applied to K-Nearest Neighbors and Multi-

Layer Perceptron, while Linear Regression was used without comparable tuning because
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it served as a simple baseline model. The purpose of tuning was to identify settings

that improved predictive performance for each target variable under the chosen data split.

Since the selected water-quality variables may differ in difficulty and statistical structure,

the best settings were not assumed to be the same for every target. For this reason,

hyperparameter search was carried out separately for each target variable [15, 16].

For K-Nearest Neighbors, hyperparameter tuning was performed using the validation set.

The tested parameters included the number of neighbours, the weighting scheme, and the

distance metric. More specifically, the search considered n-neighbors = [1, 2, 3, 5, 7, 9,

15, 25], weights = ["uniform", "distance"], and p = [1, 2], where the values of p correspond

to Manhattan and Euclidean distance. For each candidate combination, the model was

trained on the training set and evaluated on the validation set. The best configuration was

selected using the highest validation R², with lower validation RMSE used as a tie-breaker

when necessary [15, 22].

After the best KNN configuration had been identified, the model was retrained on the

combined training and validation data. This retraining step allowed the final model to

use more data than the initial tuning stage while still keeping the test set separate for

final evaluation. The resulting model was then evaluated on the test set, and the final

performance values were stored for comparison with the other methods. This procedure

aims to eliminate bias by using validation data for model selection, while the test data

are reserved for final reporting. As a result, the KNN workflow provides and fair basis for

comparison [15, 16].

For Multi-Layer Perceptron, several network configurations were tested using the valida-

tion set rather than the test set. These configurations differed in the number of hidden

layers and the width of the hidden layers, while the optimizer type, activation function,

and learning rate remained the same. The tested MLP architectures included one model

with a single hidden layer of 128 neurons, and three models with two hidden layers: 64

and 64 neurons, 128 and 64 neurons, and 128 and 128 neurons; all of them use ReLU

activations and the Adam optimizer. For each target variable, the candidate models were

trained on the training set and compared using validation performance. This made it pos-

sible to select the most suitable network structure without using the test set during model

selection [15, 23].

The best MLP configuration for each target variable was selected based on validation R²,

with validation loss used as additional support when needed. After the best architecture

had been identified, the model was evaluated on the test set only once to obtain the final

performance estimate. This procedure is methodologically stronger because it separates

model selection from final model evaluation. As a result, the reported test results provide

a more reliable estimate of how well the model generalizes to unseen data. In addition,

this corrected procedure makes the MLP workflow consistent with the validation-based
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tuning strategy used for KNN [15, 16].

The final model settings reported in this thesis were determined separately for each

method. For Linear Regression, no hyperparameter search was required because the

model was used in its standard form as a baseline. For K-Nearest Neighbors, the final

settings consisted of the best-performing values of the number of neighbours, the weight-

ing scheme, and the distance metric for each target variable. For Multi-Layer Perceptron,

the final configuration depended on which network architecture produced the best valida-

tion performance for the selected target. Therefore, the exact final settings vary across

experiments and will be summarized in results chapter.

3.5 Evaluation procedure

The predictive performance of the models in this thesis was evaluated using R² and

RMSE[11, 21]. The coefficient of determination, R², measures how well the predicted

values explain the variation in the target variable. A higher R² value indicates that the

model captures a larger proportion of the variation in the observed data, while negative

values suggest that the model performs worse than a simple baseline based on the mean.

In contrast, RMSE measures the average size of the prediction error in the original unit of

the target variable. For this reason, the two metrics complement each other by showing

both relative fit and absolute prediction error.

These metrics were chosen because they are suitable for regression tasks and together

provide a balanced view of model performance. R² is useful for comparing how well

different models explain the target variable, while RMSE helps show how large the pre-

diction errors are in practical terms. This is important in the present thesis because some

water-quality variables may be easier to explain statistically, while others may still have

large errors in absolute terms. Using both metrics therefore makes the comparison be-

tween methods more informative than relying on only one measure. As a result, model

performance can be interpreted both from a statistical and an applied perspective.

The models were compared separately for each selected target variable under the same

general experimental setup. In each case, one water-quality variable was treated as the

target and the remaining variables were used as predictors. The same train, validation,

and test split was then used for the methods that required tuning, so that the reported

performance values were based on comparable data conditions. This is important be-

cause differences in performance should reflect the behaviour of the models rather than

differences in the underlying evaluation data. Therefore, the comparison strategy was

designed to make the results as fair and interpretable as possible.

For the final comparison, model selection was based on validation performance, while the

test set was reserved for final evaluation only [15]. In this study, this strategy was applied
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consistently across the tuned models, so that hyperparameters and model configurations

were selected using the validation set and the final results were then measured on the

test set. This separation is important because it prevents evaluation decisions from being

influenced by the final reporting data. Keeping the test set fully separate improves the

fairness of the experimental design and reduces the risk of overly optimistic results. For

this reason, the test set is presented in this thesis as the final and unbiased basis for

reporting model performance.

In addition to the final numerical metrics, model behaviour was also inspected through

intermediate training and validation results during the experiments. This is especially vis-

ible in the MLP analysis, where training loss, validation loss, and performance scores

were monitored across epochs. Such monitoring helps show whether the model is learn-

ing useful patterns from the training data and whether performance improves or becomes

unstable during optimization [16, 23]. It also provides practical information about conver-

gence and possible overfitting. Therefore, this kind of inspection supports the interpreta-

tion of the final test results.

The evaluation procedure also allows comparison across different target variables rather

than only across different models. This is useful because some water-quality parameters

may be inherently easier to predict from the available measurements than others [14, 16].

As a result, the reported performance values reflect not only the strengths of the models,

but also the difficulty of the prediction task itself. This broader perspective is important

for the thesis, because the aim is not only to identify the best model overall, but also to

understand for which target variables machine-learning-based prediction is most useful.

In this way, the evaluation procedure supports both the technical and practical goals of

the study.

3.6 Implementation details

All experiments in this thesis were implemented in Python using a Jupyter notebook-

based workflow. The analysis combined general data-processing, machine-learning, vi-

sualization, and deep-learning tools in a single environment. More specifically, the note-

book uses pandas for data handling, NumPy for numerical operations, matplotlib for vi-

sualization, and scikit-learn for baseline models, preprocessing, evaluation metrics, and

hyperparameter search. In addition, the neural-network experiments were implemented

using PyTorch, which was used to define the model architecture, manage tensors, create

data loaders, and run the training process.

The notebook was run via Google Colab and Google Drive, utilizing cloud-based note-

book environment. This setup is practical for thesis work because it allows easy access

to files and support for hardware acceleration. In the PyTorch section of the notebook, the

device was selected automatically based on the available backend, with priority given to
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MPS, then CUDA, and otherwise CPU. While the code meant to be flexible and runnable

on different hardware, the Google Colab environment was set up to run with GPU acceler-

ation (utilizing CUDA). This helped to achieve much faster training, validation, and testing

of the models. Therefore, the implementation setup was flexible enough to support both

local experimentation and accelerated neural-network training.

To improve reproducibility, fixed random seeds were used in the experiments. This means

that the main sources of randomness in the workflow, such as data splitting, model ini-

tialization, and training-related operations, were controlled as consistently as possible.

As a result, the same code can be rerun under the same settings with repeatable re-

sults. This is especially important in a comparative machine-learning study, where differ-

ences in performance should reflect the behaviour of the models rather than variation in

the experimental setup. Therefore, the use of fixed seeds strengthens the reliability and

transparency of the results reported in this thesis.

3.7 Chapter summary

This chapter has presented the data and methods used in this thesis to investigate the

prediction of selected water-quality parameters from routinely measured variables. First,

the chapter described the dataset, its structure, the selected target variables, and the

main data-quality issues that had to be considered before modelling. It then explained

the preprocessing steps applied to prepare the data, including data splitting, missing-

value handling, feature scaling, and the exploratory treatment of extreme values. After

that, the chapter introduced the prediction methods used in the study and described how

the models were trained, tuned, and evaluated. Together, these choices establish the

methodological foundation for the comparative experiments presented in the next chapter.

The chapter also showed that the modelling workflow was designed to support a fair

comparison between simple and more flexible machine-learning methods. By applying a

consistent preprocessing pipeline and a structured evaluation procedure, the study aims

to compare model performance under the same general conditions across multiple tar-

get variables. In this way, the chapter has linked the practical implementation of the

experiments to the research questions presented earlier in the thesis. The next chapter

presents the experimental results and examines how the selected methods performed on

the water-quality prediction tasks.
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4. RESULTS AND DISCUSSION

This chapter presents the experimental results of the thesis and compares how the se-

lected machine-learning methods performed in the prediction of water-quality parameters.

First, the chapter reports the baseline results obtained with Linear Regression, including

the effect of the exploratory adjustment related to extreme values. Next, it presents the

results of the tuned K-Nearest Neighbors and Multi-Layer Perceptron models, with atten-

tion to both predictive accuracy and the selected model settings. After that, the chapter

compares the methods directly using the final evaluation metrics in order to identify which

approach performed best for the selected target variables. In addition, the chapter ex-

amines how prediction performance differed across target variables and which variables

appeared easier or more difficult to predict from the available measurements. In this

way, the chapter provides the empirical basis for evaluating the usefulness of machine-

learning-based prediction on this dataset and for answering the research questions of the

thesis.

4.1 Linear Regression

Linear Regression was used as the baseline method in order to examine how well the

selected water-quality variables could be predicted using only simple linear relationships

between the measured parameters [15, 20, 21]. In the first baseline run, the results

were weak for almost all target variables. The R² values were close to zero or negative

across all the variables, which indicates that the model was generally unable to explain

the variation in the target variables better than a simple mean-based baseline [11, 21].

As a result, the initial baseline suggested that the dataset could not be described well by

a simple linear model alone.

These initial results are important because they provide a first indication of the structure

of the dataset. Since Linear Regression assumes that the target can be expressed as

a linear combination of the input variables, such weak results suggest either that the

relationships between variables are not mainly linear or that the dataset contains values

that disturb stable model fitting [15, 20, 21]. This interpretation is consistent with the

earlier exploratory analysis, which showed unusually large ranges and extreme values,

especially in total coliform [24, 25]. Therefore, the first baseline run supported the need
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for an additional exploratory check using a reduced input set.

In the second baseline run, Linear Regression was tested again using a reduced set of

input features (TColiform was excluded from the input) motivated by the earlier inspection

of problematic variables. Under this more restricted setup, the results improved substan-

tially for several targets (see Table A.3). The strongest results were obtained for total

Kjeldahl nitrogen (R² = 0.9079), ammonia (R² = 0.8810), and biochemical oxygen de-

mand (R² = 0.6426). Moderate performance was also observed for dissolved oxygen (R²

= 0.5521), pH (R² = 0.3754), and nitrate (R² = 0.3516). By contrast, suspended solids,

temperature, and nitrite remained only weakly predictable. Thus, the reduced baseline

showed that some variables do contain useful linear structure, but that this structure is

not equally strong across all prediction tasks.

Taken together, the two Linear Regression runs show that the baseline model is useful

mainly as a diagnostic reference rather than as the strongest final predictor. The contrast

between the initial and reduced-input results suggests that feature choice and problematic

variables have a strong effect on linear modelling performance in this dataset [17, 25]. At

the same time, the remaining weak results for several targets indicate that linear relation-

ships alone are not sufficient to explain all of the observed variation. For this reason, the

Linear Regression baseline provides a meaningful reference point for the later compari-

son with K-Nearest Neighbors and Multi-Layer Perceptron, which are able to model more

flexible nonlinear patterns [15, 22, 23].

4.2 K-Nearest Neighbors results

The K-Nearest Neighbors model produced clearly stronger results than the initial Linear

Regression baseline and showed that several water-quality variables can be predicted

reasonably well when local similarity between observations is taken into account (see

Table A.4). Across the tested variables, the model achieved its strongest test results for

total Kjeldahl nitrogen (R² = 0.9092), ammonia (R² = 0.9063), and biochemical oxygen

demand (R² = 0.8097). Among the nine main target variables emphasized in this thesis,

the best KNN performance was therefore observed for total Kjeldahl nitrogen, ammonia,

and biochemical oxygen demand, while nitrate (R² = 0.7212) and dissolved oxygen (R² =

0.6959) also showed good predictive performance. In contrast, the weakest results were

obtained for suspended solids (R² = 0.3746). Overall, these results indicate that KNN

was able to capture meaningful nonlinear structure in much of the dataset, although its

performance still depended strongly on the target variable.

A clearer pattern emerges when the target variables are grouped by prediction difficulty.

The strongest group includes total Kjeldahl nitrogen, ammonia, biochemical oxygen de-

mand, nitrate, and dissolved oxygen, all of which reached clearly positive and practically

useful R² values. A middle group includes pH (R² = 0.6501), temperature (R² = 0.5751),
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and nitrite (R² = 0.4523), where the model explained a meaningful but more limited share

of the variation. This classification suggests that the dataset contains stronger local simi-

larity patterns for some chemical parameters than for variables that are likely more irreg-

ular or noisy.

The selected KNN hyperparameters also showed a clear overall tendency (see Table A.4.

In most cases, the best-performing configuration used distance weighting and Manhattan

distance, while the number of neighbours was usually k = 7 or k = 9. More specifically,

temperature and pH preferred k = 7, total Kjeldahl nitrogen, ammonia, biochemical oxy-

gen demand, dissolved oxygen, suspended solids, and nitrate preferred k = 9, and nitrite

required a somewhat larger neighbourhood with k = 15. Suspended solids was the main

exception among targets, since its best setting used Euclidean distance instead of Man-

hattan distance. Taken together, these settings suggest that KNN performed best when

predictions were based on several nearby observations rather than on a single closest

match.
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Figure 4.1. Comparison of R² validation performance of KNN models with different neigh-
bor counts.

From the Figure 4.1 we can see how the number of nearest neighbours affects the error.

Interestingly, after a certain number of nearest neighbours (from k = 2 to k = 7) we don’t

observe further substantial increase in validation performance. One of the reasons for this

might be that for every target variable the best method utilized distance weighting. As a

result, the neighbours that are further away do not contribute as much to the decision. As

a result of this observation we can note that for multiple target variables we can decrease

the number of nearest neighbours used in prediction without significantly compromising

prediction accuracy. This quality can be useful for systems that lack computational power.
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Figure 4.2. Comparison of Mean validation R² across target variables of KNN models
with different distance settings.

Another interesting observation is the behaviour of the model under different distance

settings (see Figure 4.2). Across all tested values of k, the best average validation per-

formance is obtained with distance-based weighting and the Manhattan distance metric.

This suggests that closer neighbours contain more useful information than more distant

ones, so giving them higher influence improves prediction accuracy. The Manhattan dis-

tance also performs slightly better than the Euclidean distance, which may indicate that

the relationships between observations are better captured by additive differences across

variables rather than by larger geometric distances.

Another important observation is that the validation and test results were generally sim-

ilar in magnitude, and for several variables the test R² was even slightly higher than the

validation R². This pattern can be seen for all target variables except dissolved oxygen. Al-

though this does not by itself prove strong generalization, it does suggest that the selected

hyperparameters transferred reasonably well from the tuning stage to the final evaluation

stage. In practical terms, the KNN results support the view that the dataset contains use-

ful neighbourhood-based structure that is not captured by a simple linear model. For this

reason, KNN becomes one of the main reference points in the later comparison with the

Multi-Layer Perceptron model and in the final identification of the best-performing method

for the core prediction tasks.
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4.3 Multi-Layer Perceptron results

The Multi-Layer Perceptron model also produced strong results for several target variables

and confirmed that the dataset contains important nonlinear relationships (see A.5). The

best test results were obtained for total Kjeldahl nitrogen (R² = 0.9336) and ammonia (R²

= 0.9251), followed by biochemical oxygen demand (R² = 0.7969), dissolved oxygen (R² =

0.6873), and nitrate (R² = 0.6730). By contrast, the model performed much more weakly

for pH (R² = 0.4195), nitrite (R² = 0.4185), temperature (R² = 0.3430), and suspended

solids (R² = 0.2611). Overall, these results show that the MLP was highly effective for

some of the most important chemical prediction tasks, but its performance was not equally

strong across all variables.

A useful pattern can again be seen by grouping the targets according to prediction diffi-

culty. The strongest group consists of total Kjeldahl nitrogen, ammonia, and biochemical

oxygen demand, all of which reached clearly high R² values. A middle group includes

dissolved oxygen and nitrate, where the MLP explained a substantial share of the varia-

tion but not as strongly as for the best-performing targets. The weakest group includes

pH, nitrite, temperature, and suspended solids, where the model either generalized only

moderately or remained unstable. This pattern suggests that the flexibility of the neural-

network model was especially helpful for targets with stronger nonlinear structure, but less

beneficial when the target variable was noisier or more difficult to infer from the remaining

measurements.
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Figure 4.3. Comparison of R² validation performance of MLP models with different archi-
tectures.

The tested network architectures also showed a clear tendency (see Figure 4.3, Table
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A.5). In most cases, the best-performing models used architectures with two hidden lay-

ers, especially those with 128 neurons in the first hidden layer and either 64 or 128 neu-

rons in the second. The two-hidden-layer architecture with 128 and 64 neurons produced

the strongest results for nitrate and total Kjeldahl nitrogen, whereas the architecture with

128 neurons in both hidden layers performed best for the remaining target variables. De-

spite a clear advantage of deeper architectures, the increase in complexity of the model

does not give a significant increase in performance for most of the target variables. Ev-

ery target variable except for pH, temperature, BOD, and suspended solids didn’t show

a significant increase in performance with increased complexity. One practical conclu-

sion here is that, similarly to KNN, we can decrease the complexity of the system without

significantly compromising accuracy, thus utilizing less computing power.

The training and validation results also help to interpret the behavior of the model. For

the strongest targets, especially total Kjeldahl nitrogen, ammonia, biochemical oxygen

demand, and dissolved oxygen, the validation R² values remained relatively close to the

final test results, which suggests reasonably stable learning. However, this pattern was

not equally consistent across all variables. In particular, pH and temperature produced

clearly poor R² validation results, yet they managed to score better during the test; on

the other hand, suspended solids remained weak in both validation and test data. These

mixed patterns indicate that the MLP was more sensitive than KNN to the specific struc-

ture of each prediction task and that its performance was less uniform across targets.

Taken together, the MLP results show that the neural-network approach was capable of

producing the best overall results for the most strongly predictable targets, especially total

Kjeldahl nitrogen and ammonia. At the same time, the method did not consistently out-

perform the simpler K-Nearest Neighbors model across the full set of target variables. For

this reason, the MLP should be interpreted as a powerful but target-dependent method

in this thesis: it performed very well in the strongest cases, but its advantage was not

universal across the dataset.

4.4 Final comparison of models

The final comparison of the models shows clear differences in performance across the

nine main target variables included in this thesis (see Table A.6). Among these targets,

K-Nearest Neighbors achieved the highest test R² value in seven cases, namely biochem-

ical oxygen demand, nitrate, dissolved oxygen, pH, temperature, nitrite, and suspended

solids. Multi-Layer Perceptron achieved the best result in two cases, total Kjeldahl nitro-

gen and ammonia, while Linear Regression did not achieve the best result for any of the

nine core targets. This comparison therefore provides a direct answer to one of the main

research questions of the thesis, namely which prediction method performs best on the

available dataset under the same general experimental conditions.
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The strongest overall prediction tasks were total Kjeldahl nitrogen and ammonia. For

these two variables, all three models performed relatively well, but the best results were

obtained with Multi-Layer Perceptron. For total Kjeldahl nitrogen, the test R² values were

0.9336 for MLP, 0.9092 for KNN, and 0.9079 for Linear Regression. For ammonia, the

corresponding values were 0.9251, 0.9063, and 0.8810. These results suggest that the

relationships underlying these two targets are strong enough to be captured even by

a linear model, while the added flexibility of the neural-network model still provides a

modest further improvement. In this sense, total Kjeldahl nitrogen and ammonia can be

considered the clearest examples of highly predictable variables in the dataset.

For most of the remaining targets, however, K-Nearest Neighbors was the strongest

method. The difference between KNN and MLP was relatively small for biochemical oxy-

gen demand, dissolved oxygen, and nitrite, which suggests that both nonlinear methods

were able to learn useful structure from the data. In contrast, the advantage of KNN was

much larger for pH, temperature, and suspended solids. For example, in pH prediction the

test R² values were 0.6501 for KNN, 0.4195 for MLP, and 0.3754 for Linear Regression,

while in temperature prediction they were 0.5751, 0.3430, and 0.1538. These larger gaps

indicate that the extra flexibility of the neural-network model did not automatically lead

to better generalization. Instead, for several targets the local similarity-based structure

used by KNN appears to have been more reliable than the more complex transformations

learned by MLP.

Taken together, the final comparison shows that K-Nearest Neighbors was the most ro-

bust method overall, because it achieved the best performance in the majority of the core

prediction tasks. At the same time, Multi-Layer Perceptron produced the single strongest

results for the two best-predicted variables, which means that it had the highest peak per-

formance even though it was less consistent across targets. Linear Regression remained

useful as a baseline and as a diagnostic reference, but it was clearly weaker overall than

the two nonlinear methods. Therefore, the results of this thesis suggest that more ad-

vanced methods do outperform the linear baseline, but that Multi-Layer Perceptron does

not universally outperform K-Nearest Neighbors on this dataset. Rather, the most suitable

method depends on the target variable, while KNN provides the best overall balance of

strength and consistency across the main prediction tasks.

4.5 Cross-target interpretation

When the results are viewed across the nine main target variables, the prediction tasks

can be divided into three broad groups. The most predictable group consists of total Kjel-

dahl nitrogen, ammonia, and biochemical oxygen demand, for which the best-performing

models achieved clearly high R² values. A second group includes dissolved oxygen and

nitrate, which also produced good results but somewhat below the strongest targets. A
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third group includes pH, temperature, and nitrite, where prediction performance remained

moderate, while suspended solids was the weakest of the nine core targets. This cross-

target pattern is important because the thesis was designed not only to compare models,

but also to examine which water-quality variables are easier or harder to predict from the

remaining routinely measured parameters.

The differences between these groups suggest that the selected variables do not all con-

tain the same degree of predictable structure. The strongest results were obtained for

variables related to nutrient content and closely connected chemical relationships, espe-

cially total Kjeldahl nitrogen and ammonia, which were predicted well by all three models

and best by the nonlinear methods. Dissolved oxygen, nitrate, and biochemical oxygen

demand were also predicted reasonably well, which suggests that they share informative

relationships with the other measurements in the dataset. By contrast, pH and temper-

ature showed only moderate predictability, while nitrite and especially suspended solids

remained more difficult to model reliably. In practical terms, this indicates that some tar-

gets are more strongly determined by the available measurement context than others,

whereas weaker targets may be affected by greater noise, more irregular variation, or

influences not fully captured by the remaining variables. This interpretation also fits the

earlier observation that the dataset contains variables with different scales, spreads, and

data-quality challenges, which can affect model behaviour in different ways.

From the perspective of practical usefulness, these results suggest that machine-learning-

based prediction is most promising for a selected subset of water-quality parameters

rather than equally for all variables in the dataset. In particular, the strong results for

total Kjeldahl nitrogen, ammonia, biochemical oxygen demand, dissolved oxygen, and

nitrate support the soft-sensor idea introduced earlier in the thesis, where one water-

quality measurement can be estimated from other routinely available measurements. At

the same time, the weaker results for suspended solids, and the only moderate perfor-

mance for pH, temperature, and nitrite, show that prediction-based support should be

interpreted with caution and not assumed to be equally reliable in every case. Therefore,

the main cross-target conclusion of this chapter is that the usefulness of machine-learning

prediction in this dataset is clearly target-dependent: some parameters can be predicted

with high accuracy, some with moderate accuracy, and some remain difficult under the

available data conditions. This directly supports the broader aim of the thesis, which is to

determine for which water-quality variables machine-learning prediction is most useful in

practice.

4.6 Chapter summary

This chapter has presented the experimental results of predicting selected water-quality

parameters from other routinely measured variables and has compared the performance



34

of Linear Regression, K-Nearest Neighbors, and Multi-Layer Perceptron under the same

general evaluation setup. The results showed that the initial Linear Regression baseline

was weak overall, although its performance improved clearly when a reduced input set

was used for exploratory comparison. The tuned nonlinear methods produced stronger

results, with K-Nearest Neighbors emerging as the most robust model overall across the

nine main target variables, while Multi-Layer Perceptron achieved the best individual re-

sults for total Kjeldahl nitrogen and ammonia. The comparison also showed that predic-

tion performance was strongly target-dependent, since some variables could be predicted

with high accuracy, some with moderate accuracy, and some remained difficult under the

available data conditions. Taken together, these findings answer the main research ques-

tions of the thesis by showing that machine-learning-based prediction is useful for several

important water-quality parameters, but that the most suitable method depends on the

target variable rather than following one universal pattern.
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5. CONCLUSIONS

This thesis examined how accurately selected water-quality parameters can be predicted

from other routinely measured variables and compared the performance of Linear Re-

gression, K-Nearest Neighbors, and Multi-Layer Perceptron on the available dataset. The

purpose of the study was to evaluate whether machine-learning-based prediction can

support water-quality assessment and soft-sensor-style monitoring under clearly defined

experimental conditions. To answer these questions, the thesis used a structured work-

flow that combined preprocessing, model training, hyperparameter tuning, and final eval-

uation across multiple target variables.

The results showed that machine-learning-based prediction was useful for several impor-

tant water-quality parameters, but that performance was clearly target-dependent. Among

the tested methods, K-Nearest Neighbors was the most robust overall, since it achieved

the best performance in the majority of the nine main prediction tasks. Multi-Layer Per-

ceptron produced the strongest individual results for total Kjeldahl nitrogen and ammonia,

which were also the most predictable variables in the dataset, while Linear Regression re-

mained mainly a baseline and diagnostic reference. Taken together, these findings show

that more flexible nonlinear methods do improve on the linear baseline, but that no single

method is best for every target variable.

From a practical point of view, the thesis suggests that prediction-based support is most

promising for a selected subset of water-quality variables rather than equally for all pa-

rameters. In particular, total Kjeldahl nitrogen, ammonia, biochemical oxygen demand,

dissolved oxygen, and nitrate showed the clearest potential for useful prediction from rou-

tinely measured variables. By contrast, pH, temperature, and nitrite were only moderately

predictable, while suspended solids remained the weakest of the main targets. These

differences indicate that some variables contain stronger predictable relationships within

the available measurement context than others, and they support the broader idea that

machine-learning prediction can contribute meaningfully to water-quality monitoring when

the target variable is well suited to indirect estimation.

At the same time, the conclusions of this thesis must be interpreted within the limits of the

study design. The comparison was conducted on one dataset under one specific prepro-

cessing and evaluation setup, and only three model families were examined. In addition,
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the dataset contained variables with large differences in scale, spread, and data qual-

ity, which required preprocessing steps such as missing-value handling, feature scaling,

and exploratory treatment of extreme values. For this reason, the findings should not be

generalized too broadly beyond the available data conditions. Rather, they show which

methods and targets were most suitable within the present dataset and experimental de-

sign.

Future research could extend this work by testing additional model families, applying the

same workflow to new datasets, and examining more closely the variables that were hard-

est to predict in this study. It would also be useful to investigate whether more systematic

outlier handling or different validation strategies could improve performance further, es-

pecially for weaker targets. Overall, the main conclusion of this thesis is that machine

learning can provide meaningful support for water-quality assessment, but its usefulness

is strongly dependent on the target variable and the modelling context. Therefore, the

most suitable prediction method should be selected not as a universal solution, but ac-

cording to the characteristics of the specific water-quality prediction task.
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APPENDIX A:

Table A.1. Mean, Median, and Variance for 11 water-quality variables in the dataset

Modality Mean Median Variance

Temp 29.0733 29.0833 0.7298

pH 7.2041 7.2000 0.0490

DO 1.7436 1.6917 1.4160

BOD 12.7224 10.0833 79.4689

SS 25.2557 21.1667 251.23

TKN 7.6374 6.9000 18.6445

NH3 4.1172 3.1667 12.6885

NO2 0.1535 0.1242 0.0165

NO3 1.7688 1.8750 0.6167

TP 0.8929 0.8333 0.2027

TColiform 1.875× 1021 4.556× 107 1.342× 1046

Table A.2. Minimum and maximum observed values for 11 water-quality variables in the
dataset

Modality Min Max

Temp 24.5000 32.0000

pH 6.3333 8.6091

DO 0 8.5083

BOD 2.0000 84.5000

SS 4.0000 370.00

TKN 0.6000 32.4917

NH3 0 24.7667

NO2 0 2.6500
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NO3 0 5.3833

TP 0.0917 3.5250

TColiform 3491.67 9.265× 1024

Table A.3. Linear regression performance for the nine target variables, sorted by test R2.

Target Test R2 Test MAE Test RMSE

TKN 0.9079 0.9791 1.3136

NH3 0.8810 0.8768 1.2148

BOD 0.6426 3.5615 5.1622

DO 0.5521 0.5997 0.8095

pH 0.3754 0.1379 0.1800

NO3 0.3516 0.5013 0.6386

NO2 0.2024 0.0839 0.1208

SS 0.1676 9.0730 13.5845

Temp 0.1538 0.6240 0.8157

Table A.4. Best KNN hyperparameters and corresponding performance for the nine target
variables, sorted by test R2.

Target k Weights p Validation R2 Test R2 Test MAE Test RMSE

TKN 9 distance 1 0.9067 0.9092 0.8864 1.3042

NH3 9 distance 1 0.8971 0.9063 0.7071 1.0776

BOD 9 distance 1 0.7965 0.8097 2.2220 3.7670

NO3 9 distance 1 0.6735 0.7212 0.2952 0.4188

DO 9 distance 1 0.7041 0.6959 0.4719 0.6670

pH 7 distance 1 0.5888 0.6501 0.0970 0.1347

Temp 7 distance 1 0.5654 0.5751 0.4043 0.5781

NO2 15 distance 1 0.3476 0.4523 0.0653 0.1001

SS 9 distance 2 0.2368 0.3746 7.8534 11.7747
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Table A.5. Best MLP configurations and corresponding performance for the nine target
variables, sorted by test R2.

Target Test R2 Validation R2 Train R2 Architecture

TKN 0.9336 0.9261 0.9376 2 hidden layers, 128 and 64 neurons

NH3 0.9251 0.9172 0.9391 2 hidden layers, 128 and 128 neurons

BOD 0.7969 0.7906 0.8409 2 hidden layers, 128 and 128 neurons

DO 0.6873 0.6831 0.7758 2 hidden layers, 128 and 128 neurons

NO3 0.6730 0.6292 0.7274 2 hidden layers, 128 and 64 neurons

pH 0.4195 0.2682 0.5294 2 hidden layers, 128 and 128 neurons

NO2 0.4185 0.3474 0.6511 2 hidden layers, 128 and 128 neurons

Temp 0.3430 -0.0353 0.5066 2 hidden layers, 128 and 128 neurons

SS 0.2611 0.1705 0.2668 2 hidden layers, 128 and 128 neurons

Table A.6. Final comparison of KNN, MLP, and Linear Regression test R2 values for the
nine target variables.

Target KNN Test R2 MLP Test R2 Linear Test R2 Winner

TKN 0.9092 0.9336 0.9079 MLP

NH3 0.9063 0.9251 0.8810 MLP

BOD 0.8097 0.7969 0.6426 KNN

NO3 0.7212 0.6730 0.3516 KNN

DO 0.6959 0.6873 0.5521 KNN

pH 0.6501 0.4195 0.3754 KNN

Temp 0.5751 0.3430 0.1538 KNN

NO2 0.4523 0.4185 0.2024 KNN

SS 0.3746 0.2611 0.1676 KNN
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