a

'D Tampere University

Mikael Peltoketo

|OT EDGE LEVEL SOLUTION FOR ANALYZING
FAST OCCURRENCES, UTILIZING
OSCILLOSCOPE SMART SENSOR

Partial discharge detection and analysis utilizing oscilloscope

smart sensor

Master's thesis

Faculty of Information Technology and Communication Science
Examiners: Assoc. Prof. David Hastbacka

University Lecturer Pertti Pakonen

May 2026



ABSTRACT

Mikael Peltoketo: 0T Edge level solution for analyzing fast occurrences, utilizing oscilloscope
smart sensor

Master's thesis

Tampere University

Computing Sciences

May 2026

This master's thesis designs and evaluates an Internet of Things (1oT) edge-level prototype so-
lution for detecting and analysing fast occurrences, focusing on online Partial Discharge Detection
(PDD) in medium-voltage electrical grids. The proposed solution combines an oscilloscope-based
smart sensor with an edge computing unit to enable automated event capture, local data Itering
and feature extraction without relying on continuous cloud streaming. The prototype uses a Pi-
coScope 2406B as a programmable oscilloscope sensor and a Raspberry Pi Compute Module 4
as an edge device. In laboratory testing, the oscilloscope was con gured to acquire four-channel
waveform blocks at 62.5 MHz over 40 ms windows, producing 2.5 million samples per channel
per capture. With this con guration, solution reliably detects PD events with rise times up to 32
ns and frequency content up to 31.25 MHz. Events with faster transients or higher-frequency
components are also detected to around 40-60MHz with varying amounts of aliasing. Depending
on the discharge type, this detection threshold can be greater, depending on how the discharge
permeates in the powerline or insulation. Due to limited access to the originally planned real PD
datasets from the TUNI INGA research project, the evaluation was performed using simulated
PD waveforms with partial-discharge characteristics and realistic grid noise, replayed via an arbi-
trary waveform generator to a smart sensor oscilloscope. The edge-side analysis pipeline applies
PRPD-based feature extraction and statistical metrics (e.g., skewness, kurtosis, and peak charac-
teristics) to classify discharge type as PD/no-PD. Classi cation accuracy was high for several fault
types with clear signal and type features (e.g., internal discharge 98.9%, particle discharge 92.0%,
tracking 88.7%, corona 87.0%) but lower for more irregular, random or overlapping classes (e.g.,
electrical treeing 47.5%, water treeing 41.5%, tree contact/arcing 23.6%). Classi cation for data
with no PD was close to perfect with 98.7%. The macro-average F1 score across all classes was
68.1%. Performance measurements show feasible acquisition and buffer transfer, while persistent
storage and classi cation dominate processing time (le write 7803 ms; statistical classi cation
5970 ms on average). The proposed solution is suitable for detecting fast occurrences, in this
case PDs and is capable of analysing and classifying them.

Keywords: 10T, edge computing, smart sensor, oscilloscope, partial discharge detection, PD, PDD,
PRPD
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TIIVISTELMA

Mikael Peltoketo: 0T Edge tason ratkaisu nopeiden ilmididen analyysiin, alykkaan oskiloskooppi-
sensorin avulla

Diplomityd

Tampereen yliopisto

Tietotekniikka

Toukokuu 2026

Tama diplomityd suunnittelee ja arvioi Internet of Things (I0T) -reunatason prototyyppiratkai-
sua nopeasti tapahtuvien ilmiéiden havaitsemiseen ja analysointiin. Tyd keskittyy keskijannite-
verkkoymparistdon asennettavaan osittaispurkauksia havaitsevaan prototyyppitason laitteeseen.
Ehdotettu ratkaisu yhdistaa oskilloskooppipohjaisen alykkaan sensorin ja reunalaskentayksikon,
mik& mahdollistaa automatisoidun tapahtumien tallennuksen, paikallisen tiedon suodattamisen
ja piirteiden havaitsemisen datasta ilman jatkuvaa pilvipalveluiden kayttda. Prototyyppi kayttéaa
PicoScope 2406B ohjelmoitavaa oskilloskooppia sensorina ja Raspberry Pi Compute Module 4
-laitetta reunalaskentayksikkona. Testauksessa oskilloskooppi oli kon guroitu keradmaan neljal-
la kanavalla taajuusaaltoa 62,5 MHz nopeudella 40 ms ikkunoissa, jolloin syntyy noin 2,5 mil-
joonaa naytepistettd kanavaa kohti. Koska alkuperéisiin, TUNI INGA -tutkimusprojektista suun-
niteltuihin todellisiin purkausdatajoukkoihin oli rajoitettu péésy, arviointi suoritettiin simuloiduilla
purkausten ominaisuuksia siséltavilla aaltomuodoilla ja realistisella verkon kohinalla, jotka tois-
tettiin signaaligeneraattorin kautta alysensorioskilloskooppiin. Reunapuolen analyysissa sovelle-
taan PRPD-pohjaista piirteiden poimimista ja tilastollisia mittareita (esimerkiksi vinoutta, huipuk-
kuutta ja huippuominaisuuksia) purkaustyyppiluokitteluun PD/ei-PD. Luokittelutarkkuus oli korkea
useille vikatyypeille, joilla oli selkeét signaali- ja tyyppiominaisuudet (esimerkiksi sisainen purkaus
98,9%, hiukkaspurkaus 92,0%, pintakulkupurkaus 88,7%, koronapurkaus 87,0%), mutta alhai-
sempi epasaannoéllisemmille, satunnaisemmille tai paallekkaisille luokille (esimerkiksi sahkdpuu-
purkaus 47,5%, vesipuupurkaus 41,5%, puukosketus-/kaaripurkaus 23,6%). Luokittelu purkauk-
sia sisaltamattomalle aineistolle oli lahes taydellinen tarkkuudella 98,7%. Suorituskykymittaukset
osoittavat toteuttamiskelpoisen datan kerayksen ja puskurin siirron, kun taas pysyva tallentaminen
ja luokittelu hallitsevat kéasittelyaikaa (tiedoston kirjoitus 7803 ms; tilastollinen luokittelu keskimaa-
rin 5970 ms). Ehdotettu ratkaisu soveltuu nopeasti tapahtuvien ilmididen havaitsemiseen, tassa
tapauksessa osittaispurkausten, ja se pystyy analysoimaan ja luokittelemaan niita.

Avainsanat: 10T, edge laskenta, alykkaat sensorit, oskilloskooppi, osittaispurkautumisten havaitse-
minen, PD, PDD, PRPD
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1. INTRODUCTION

In medium-voltage electric grids, the insulation in cables, transformers and switchgear
slowly degrades over time, mainly due to ageing, contamination and mechanical or ther-
mal stress. Long before this insulation actually fails, the degradation shows up as small,
localised electrical breakdowns inside the material, known as partial discharges (Partial
Discharge (PD)). Individual PD pulses do not bridge the conductors, but if the activity
continues it keeps eroding the insulation and is one of the earliest measurable signs of an
approaching fault. If PD activity is left undetected, it eventually leads to outages, equip-
ment damage and emergency repairs, all of which are expensive and disruptive in grids
where downtime has direct nancial, regulatory or safety consequences. Traditional grid
maintenance deals with this risk mainly through scheduled inspections or reactive repair
after a fault has already happened, and neither approach uses the diagnostic information
that the insulation itself gives off while it is still in service.

Preemptive Maintenance (PEM) moves this model toward condition based servicing,
where components are inspected or replaced only when measurement data shows real
deterioration. Partial Discharge Detection (PDD) is one of the most useful inputs for this,
because PD activity usually appears months or years before the insulation actually fails,
and with enough resolution it can also tell the type, location and severity of the underlying
defect.

The catch is that PD pulses are nanosecond-to-microsecond events buried in grid noise
and electromagnetic interference, which makes large-scale on-line PDD mostly a mea-
surement and data-processing problem, not just an electrical one. Turning PDD from a
laboratory technique into a practical part of a PEM strategy therefore needs sensors and
processing that can capture, Iter and classify PD events on their own at the edge, which
is what this thesis sets out to build.

This master's thesis implements an Internet of Things (IoT) edge prototype, data collec-
tion and analysis device for PDD. This thesis researches how quickly and which types of
fast events can be detected with the prototype's hardware and software. As a part of this
study, the capability and performance of the edge calculation capacity will be assessed.
The thesis researches what Key Performance Indicator (KPI) values edge-level can anal-
yse from raw data in a reasonable time. Linked to this is how much edge-level data can be



processed on edge level. Building on this, the thesis investigates the minimum obtainable
sampling interval for collecting and processing the data before the next measurement.

The prototype solution is tested on a functional level by measuring whether it can detect
PD events with suitable certainty. Similarly, the thesis determines whether this software
solution is suitable for Partial Discharge Detection (PDD) and classi cation at the indus-
trial level. These results answer the question: Is the selected hardware for this solution
viable for PDD with the implemented software solution, and is the selected hardware cost-
effective? When testing, measuring, and analysing PD events, the application context is
medium-voltage electrical grids, with a general focus on online PDD. PD events are in
time factor anything from nanoseconds to microseconds in duration.

This study follows the Design Science Research (DSR) approach, focusing on develop-
ing and validating a smart-sensor oscilloscope-based 0T edge system for PDD, data
acquisition, and analysis. The research started with system design and development,
data collection and analysis tests, and performance evaluation. The original plan for sys-
tem testing was to use real- eld data from the TUNI INGA research project, replayed
through an Arbitrary Waveform Generator (AWG) into the smart-sensor oscilloscope to
validate data collection accuracy, and then passed through the analysis module to deter-
mine what could be extracted from the raw data and within what time frame. At this stage,
the scope of the thesis was limited to data acquisition and analysis performance. Due to
unforeseen issues with TUNI and access to this data, the system was ultimately tested
with semi-randomly generated simulated data that has the same features and character-
istics as real PD events. Because this simulated dataset was generated with known fault
types, the scope was expanded to also include fault type classi cation. This simulated
PD fault data was used with an arbitrary waveform generator in a laboratory environment.
PD events were tested with the oscilloscope to assess data collection speed, accuracy,
and initial detection accuracy. Basically, if a data sample with PD was inputted, would
the device record it, and, afterwards, based on the data, re-initialise and calibrate itself
correctly. After data collection tests, PD analysis logic is tested immediately afterwards
in the automatic data pipeline. The test would show PD type classi cation accuracy and
ef ciency. PD analysis and type detection is based on an algorithmic approach using
Phase-Resolved Partial Discharge (PRPD) statistical methods, event feature extraction
and nally, based on these collected key values, the most likely PD event type is calcu-
lated and selected based on known PD types and characteristics. Finally by comparing
systems results and known data information (the simulated PD type and characteristics),
systems PD event classi cation accuracy and edge calculation capacity was determined.



1.1 Research questions, method and steps

The thesis pursues four research questions, each of which is answered by an explicit step
in the study:

1. Which types of fast events can be detected, and at what speed, with the imple-
mented prototype? - answered by feeding waveforms with known characteristics
into the prototype via an Arbitrary Waveform Generator (AWG) and measuring
which inputs trigger reliable capture.

2. What KPI values can the edge level extract from the raw data, and within what time?
- answered by running each captured block through the analysis pipeline (PRPD,
skewness, kurtosis, peak features) and timing every stage.

3. What is the minimum obtainable sampling interval before the next event can be
captured? - answered by combining the measured per-event acquisition, transfer,
re-activation, write and analysis times.

4. Is the selected hardware-software combination viable and cost-effective for indus-
trial PDD? - answered by comparing detection and classi cation accuracy against
ground-truth labels of the data and relating the achieved performance to the hard-
ware cost.

Methodologically, the work follows the Design Science Research (DSR) approach: an loT
edge prototype is designed and built, evaluated against measurable criteria, and the out-
come is re ected on. The concrete research steps are: (i) background on IoT edge com-
puting, architectures such as edge, fog and event-driven computing, smart sensors, con-
trol units, and Industrial Internet of Things (l10T) versus general 10T (Chapter 2) — and on
fast occurrences and partial discharges, including reaction speed, data-processing time
complexity and discharge characteristics (Chapter 3), establishing the technical scope,
(i) requirements speci cation for oscilloscope-based PDD (Chapter 4) based on existing
research and the actual software and hardware requirements (in Chapter 5), (iii) hardware
selection, software implementation of the smart-sensor oscilloscope and edge pipeline,
generation of a simulated PD dataset with known fault types, and replay through an AWG
into the prototype (Chapter 5), (iv) measurement of detection accuracy, classi cation ac-
curacy and stage-by-stage timing performance (Chapter 6), (v) interpretation of the re-
sults, conclusions on industrial readiness and future work related to PDD with I0oT edge
systems (Chapter 7).



2. |OT AND IOT EDGE

The Internet of Things (1oT) is not a new idea, but it has evolved as a solution paradigm,
with the rst concepts created during the 80s and 90s. The rst time this concept was
called the Internet of Things was in 1999 by Kevin Ashton. Initially, the idea of 10T closely
resembled the idea of the Internet of People. The Internet connects people through plat-
forms like email and chat rooms. This paradigm applies to physical objects with internet
connection capability, giving rise to the Internet of Things. Now, physical devices are on
the Internet and communicate with it, usually by sending data.[4] The integration of the
Internet into other devices followed, and some 0T sensors were similarly integrated into
them to enable communication. Even though only the sensor was on the Internet and
not the device it was monitoring, this is still considered loT. So, even though an add-on
sensor enables 10T, it still delivers the same application to the Internet.[29]

As technology evolved, 10T expanded to include many internet-connected devices and
sensors. The next signi cant step in this evolution was Machine-to-Machine (M2M) com-
munication. M2M enables independent and direct communication between devices, help-
ing reduce errors and improve accuracy. At this point, M2M communication was cen-
tralised and usually meant device-to-server communication. This form of M2M implemen-
tation represents one of the rstimplementations of Centralised Cloud-Based Architecture
inloT.[1]

Radio-Frequency Identi cation (RFID) and M2M technologies marked the initial phases of
IoT. RFID and M2M set the stage for the proliferation of smart devices and connected sys-
tems that de ne today's 10T landscape. M2M technology with high-speed wireless con-
nections, like Wi-Fi, Bluetooth, and cellular networks, accelerated the growth of 10T.[50]

Communication with 10T devices does not always mean a direct internet connection, even
though Wi-Fi and mobile cellular are the most popular at the moment. Communication
also relies on wireless technologies such as NFC, Bluetooth, and LoRa. Bluetooth en-
ables short-range communication between devices.[51] Conversely, LoRa is often used
in rural areas with poor or no cellular networks and is an industrial-level solution [53] [32].
A signi cant factor in choosing the connection type is possibly a challenging location and
low power consumption requirements [3]. More speci cally, several industry standards
have emerged for how loT devices communicate with each other over wireless networks.



Communication can occur both within a device, between its internal components (usually
over wired connections), and between separate devices across a network. The most com-
mon application-layer protocols are general web services, RESTful APIs and MQTT, with
MQTT having become the de facto industry standard for 10T [42]. These standardised
protocols form the basis for Service-Oriented IoT Architecture, which enables modular
and reusable solutions [28].

This independent communication between 10T devices is known as a distributed or Peer-
to-Peer (P2P) architecture. P2P is a more general and versatile version of M2M and
works as a base for many other vital 1oT architectures. loT networks don't have to be
connected to external Internet, at least not completely or every time. Some implemen-
tations, like smart grids, can form their networks utilising P2P and with just some of the
central elements connected to the Internet. The best examples of this are Fog computing
and mesh networks.[64]

0T devices can function solely as data collection hubs or data gateways, forwarding in-
formation from physical objects to the Internet. Simple data forwarding utilises the most
straightforward sensors and a centralised cloud-based architecture. More advanced ver-
sions might monitor the state of the device or sensor, sending error messages when
encountering a problem. This error sending is a form of Event-Driven Architecture.[65]
The next most signi cant advancement in 0T was to enable the 0T device to control the
device itself. Full integration with the Internet results in it being a data source and a con-
trollable unit. An IoT sensor's ability to monitor, analyse, and control its state or operation
requires a certain level of processing power. Typically, the processing power is located on
the sensor device on the network's edge.[15]

2.1 10T edge level

0T edge refers to deploying computational resources such as data processing, storage,
and analytics. Instead of relying solely on a centralised cloud infrastructure, most mission-
critical tasks can now be executed on the 10T device. These tasks get executed closer to
where the data is generated, at the network’s edge. This is done by placing edge devices
at or near the source of data generation. These edge devices typically consist of sensors
and some computer, they can even be integrated. Together, they process and send data
to 10T endpoints.

loT edge devices extend the capabilities of traditional 10T devices by performing some of
the actions the traditional servers would. One example of an exception to this is long-term
data storage.

On edge level data can just be ltered or even computed to Key Performance Indicator
(KPI) values on the edge level. For example, ltering can be as simple as downsam-



pling data, while edge calculations can be as complex as a Fourier transform. This is the
rst step to reduce the amount of data sent. Edge calculations reduce latency and band-
width usage because the system processes data locally without relaying it to a centralised
cloud. Reducing the computing load on the centralised cloud unit or any endpoint for the
data has great advantages. The edge technology reduces the centre-heavy architecture
and the importance of the server. The extent of edge calculation differs in the application
area, but other signi cant factors are different constraints. This can be edge processing
power, short and long-term memory capacity and available bandwidth. Based on these
factors, the edge device can do intelligent data Itering, to reduce usage of constrained
resources.[11]

Due to the simplicity of traditional 0T devices, there might be no local storage. Result-
ing in data loss when the endpoint server is down. Data loss is even more detrimental
because when an internet connection or power is down, that is the most important time
to collect adverse event data. Reduced loss of data is one of the main advantages of
edge technology. Based on existing research, data loss and downtime could be treated
as failures, more speci cally, in some areas, like industrial settings.[49] [21] [24] Some or
any record of data on the edge level that can still be sent forward after the error state is
extremely valuable.

Edge devices can execute real-time data analysis and make immediate decisions, im-
proving the system's responsiveness. For instance, edge devices can monitor machinery
in industrial settings and immediately adjust some manufacturing settings to improve the
machine's ef ciency or longevity.

Edge devices can operate independently or with cloud-based systems. This device col-
laboration may vary depending on device status and free processing power. This way,
servers and 10T devices can manage and analyse the data together. This hybrid model
allows for localised decision-making and broader, centralised analytics. This mixture of
centre-heavy and edge architecture is generally the most ef cient solution for modern
systems. The combination of solutions was based on the need for local and broader big
data analysis for multiple devices.

By leveraging edge computing, 10T systems become more robust and capable. Support
for low latency and high reliability is now also possible. Because of this added bene t, sig-
ni cant advancements have been made in the 10T edge over the last few decades, adding
even more interest in more advanced edge solutions. For example, Microsoft's Azure loT
Edge has shown trust in the future of edge computing. Architecture support from large
industry players, like Microsoft, gives more opportunities for systems like these. With ex-
isting platforms, it is easier to implement the solution and not the entire architecture base.
These large and existing solution frameworks, like Azure 10T Edge, can solve most of the
signi cant challenges with 10T edge, continuing this in Chapter 2.7, Challenges and future
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Figure 2.1. Fog computing and serverless paradigm in relation to edge computing

of 10T.[48] [15]

2.1.1 Fog computing

Fog computing builds on the concept of 10T edge. Extending its scope to create more
distributed systems, illustrated in Figure 2.1. Unlike edge computing, which focuses on
individual devices, fog computing operates as a hierarchy. This hierarchical structure
supports tasks requiring coordination across devices, like dynamic energy distribution
and fault monitoring in smart grids. This architecture model also hides the internal imple-
mentation better, giving only endpoints for data and enclosing sensors behind it without
losing other bene ts of 10T edge.[14]

In summary, fog computing gives larger 10T systems a scalable, low-latency base with the
possibility to distribute workload. By distributing processing nodes within the network, fog
computing combines the best parts of localised edge processing and centralised cloud ar-
chitecture. It also provides a more service-based architecture for larger 10T systems.[20]

2.1.2 Serverless paradigm

The serverless paradigm operates on the Function-as-a-Service (FaaS) principle, where
developers deploy units of functionality executed in response to speci c events.[12] A



typical FaaS function is a short, single-purpose piece of code that stays idle until triggered
— for example by an incoming message, an HTTP request, a scheduled timer or a sensor
reading crossing a threshold — and is allocated compute resources only for the duration
of that call. When integrated with 10T edge computing, events generated at the edge
devices trigger serverless functions. These events can be sensor readings, device status
updates, or threshold breaches. These events enable a distributed processing model.
The edge handles immediate, latency-sensitive tasks, while serverless functions manage
complex, resource-intensive operations in the cloud.[5]

The combination of serverless computing and loT edge creates an architecture for ad-
dressing some of the challenges of 10T systems. This enables Real-Time event process-
ing and handling of critical events locally. Similarly, less time-sensitive and more advanced
data processing can be triggered in the cloud. The bene ts of the serverless paradigm
are the ability to move these functions from edge to cloud, depending on edge comput-
ing resources and the required speed of functions, and vice versa. Also, one important
factor is the available bandwidth for data. As described before in Chapter 2.1, 10T edge
level, the edge level can act as a smart data Iter or compressor, to reduce the amount
of transferred data. Data Itering can now be done by executing serverless functions that
are already on the edge level.[6]

For example, smart grid edge modules may monitor fault states while controlling substa-
tions. While edge devices handle immediate decision-making, the serverless paradigm
functions offer actions that include a wider area. Some immediate, local decisions can be
control operations, local load balancing, and emergency shutdowns. Wider and non-time-
sensitive actions can be, for example, load-balancing in reaction to local shutdowns and
data monitoring and calculations from various edge sources. The serverless paradigm
mainly collects localised computed values and makes upper-level decisions based on
them.

In summary, serverless computing offers a complementary paradigm to 1oT edge com-
puting. It addresses the limitations of localised processing with cloud-native, event-driven
scalability.

2.2 10T edge controlling unit for smart sensor

0T edge devices and smart sensors are similar in concept, and the boundary between
them depends on how the system is built. In one case, an IoT edge device is paired
with one or several conventional sensors and provides smart-sensor functionality, local
buffering, signal processing, trigger logic and selective data forwarding, in software the
edge device together with its sensors then acts as a smart sensor. In the other case, the
smart sensor is a "ready-made" to a speci ¢ application area, with its sensing, process-
ing logic and external interfaces. The rst option is exible but requires more integration



work, the second exposes a more constrained but stable interface to the outside world. In
both cases, the smart sensor and the edge device can lter data and make lItering deci-

sions independently from one another or together. The bene t of the smart-sensor side,
regardless of the realisation, is data context: specic hardware and software tuned to
the measured signal, enabling more specialised processing than a general-purpose edge
device. The edge device, in turn, handles more general tasks such as communication
and combining data from multiple sources.[30]

The key idea in combining edge and smart sensor devices is to enable edge devices to
make control operations to the smart sensors. In this case, an I0T edge device can be
considered as a controlling unit. This controlling power is not limited to smart sensors;
it can also control the monitored device. The edge unit has independent action power
because the edge device can interpret the data and make control actions based on the
results. Independent action power means the edge unit can perform control actions locally
and independently without external control operations.[15]

Smart sensors are de ned as sensors that have internal memory for sensor data and
a physical connection for communication. These sensors also have some processing
power for signal processing, algorithms and control or programming interfaces.[22] Based
on this, another important distinction between smart sensors and loT edge devices is the
ability to connect to the Internet. While all 10T devices have some internet or network
connection, smart sensors do not. The third usual umbrella term for both loT edge and
smart sensors is a smart device. The smart device is a broader term for both, but this
thesis focuses on I0T edge solutions that use smart sensors. And smart sensors that
detect fast events.[52]

Controlling a unit's actions is usually straightforward. Mostly, they are device recon gu-
rations, updates, restarts and shutdowns. An IoT device can perform these actions on a
smart sensor, an external machine, or the I0T device itself.

This controlling unit classi cation can also be applied when the 10T edge device recon-
gures the data collection parameters based on the collected data. Control actions per-
formed on a smart sensor may include adjusting the frequency of the collected data or
changing the measuring scale of the sensor. Similarly, the edge device can analyse the
data from the sensor level, either entirely or partially, to determine if a control operation is
needed. These actions include sending data to the cloud or executing some device op-
eration. Overall, edge devices and smart sensors are more involved in decision-making,
whether to send data to the cloud, process it, discard it or collect it differently. When
devices can make and perform smart decisions, all the bene ts of edge-level computing
and automated systems are combined. Data is processed, utilised and used where it is
recorded. Actions based on data are taken immediately, reducing bandwidth and com-
puting load elsewhere. This nally gives the aforementioned independent action power
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to edge devices. 0T edge devices can be classi ed as automated control units in this
case.[15]

2.3 APIs on edge control unit

Even though these units could operate fully as independent decision-makers, with no
external control operations, on a large scale and in practice, there should always be
ways to affect the controllable units' state, for example, change parameters or request
more data. This is especially needed functionality for fog implementations, described in
Chapter 2.1.1, Fog computing, where some higher-level units might need more data even
though the lower-level node has deemed it unnecessary.[15] Therefore, these devices
require some uni ed APIs to communicate with one another. As an added bene t, from
a maintenance point of view, these APIs are also helpful for monitoring device state.[2]

When nodes implement these interfaces with more server-type functionalities, like fetch-
ing speci ¢ data and having an interface for speci cally control actions, like recon guring
the device, the controlling unit is expanded to a controllable one. With this autonomy,
having the ability for independent decision-making and the ability to be controlled exter-
nally by these interfaces, devices form a mesh of control units. Overall, implementing
distributed control systems (DCS) architecture. Finally, by enabling larger scale control
for each device node or edge device, the system addresses the Smart Grid requirements
set out later in Chapter 2.6.1, Smart grids enabled by IoT edge.

2.4 Independent data lItering

Data Itering can be done in many ways and at many system levels. Previously, in Chap-
ter 2.1, 10T edge level, data Itering was considered on loT and loT edge level. This
chapter concentrates on smart sensor-level data Itering and actions that 0T edge de-
vices can take to affect the data collection methods. lllustration on levels data can be
Itered and how it can be affected on each level in Figure 2.2.[11] Depending on whether
data is collected continuously or in patches, Itering methods differ. Generally, the idea is
similar: data not containing relevant information must be Itered away as soon as possible
in the data collection and processing pipeline. Therefore, the bene ts are more signi -

cant if the smart sensor can Iter data away on the sensor level. Nevertheless, bandwidth
and server resources are saved if other unneeded data can be discarded on the edge
level.[16]

Reducing unneeded data without the risk of losing data is essential for improving smart
sensors' performance. As long as there is no need for continuous data streaming, data
transfer could be done in patches. Depending on the data type, patches might be sent
after certain types of events in the data or after a certain number of data points. 10T sys-
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Figure 2.2. Data Itering between smart sensor, edge and server interfaces

tems can minimise data storage requirements and improve processing ef ciency without
compromising data quality by reducing data transmission and sampling rates.[16] This re-
duction can be done by using a smart sensor capable of streaming and processing data
at high speed and only transferring the relevant events to the 10T devices. This strategy
is bene cial when continuously collected high-frequency data is not needed. Depend-
ing on the use case and observed data type, ltering methods differ. In more general
use cases where only long-term data trends are followed, smart sensors could measure
averages and send only data of adverse events. In cases where continuous, fast data
streaming is required, fast reactions to some events are also common. However, in these
cases, complex edge calculation is not often a priority and, thus, not something this thesis
concentrates on.

This chapter has covered what actions smart sensors can take internally for con guration
or data collection so far. The other side is what actions an |0T edge device can take to
affect the smart sensor. In essence, these are the same actions a smart sensor can do.
The difference is in the edge device's capability to process data more complexly than a
smart sensor. This means an |oT edge device can take more drastic and impactful actions
and perform them on the smart sensor.[15]
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2.5 Oscilloscope as a smart sensor

Oscilloscope smart sensor is one of the more complex devices, due to the required func-
tionalities, but also needed capability to handle large amounts of data on multiple chan-
nels. Therefore, smart sensor features with an oscilloscope are more bene cial. An
oscilloscope that can be controlled externally, but also one that has internal logic and con-
guration options, is needed for the proposed solution of this thesis. These programmable
oscilloscopes can be used in many ways, due to the versatile nature of different con g-
uration options. These con guration options are similar to normal laboratory use oscil-
loscopes, but can be controlled by an external device, in this 0T edge device. These
options are different sampling speeds and modes, different collection ranges and reso-
lutions, and simple and complex data triggers. Main differences between a traditional
laboratory oscilloscope and a more industry-speci ¢ programmable oscilloscope are the
absence of a display and other user interface elements. At the most basic form, these
smart sensor oscilloscopes might only have basic oscilloscope connection ports and a
physical interface for communication. These basic stripped-down models are also known
as card oscilloscopes. In turn, this simplicity in the oscilloscope design drives down the
oscilloscope price. Overall, due to standard improvement in technologies over genera-
tions, all hardware, oscilloscope included, goes down in price, while new features are
added. This continuous development enables new solutions, in this case, oscilloscope
smart sensors on a larger scale.[39]

Smart sensor oscilloscopes also re ect a move toward software-enabled instrumentation.
Many of their features are not hardwired but implemented in rmware or programmable
logic, allowing users to update or recon gure functionality.

One of the de ning features of smart sensor oscilloscopes is their ability to collect data
with data context included. Unlike xed-threshold triggering mechanisms of earlier gener-
ations, modern smart scopes can adapt acquisition parameters dynamically in response
to changing signal conditions. This feature is particularly valuable in applications such
as power electronics, signal anomaly detection, or speci cally in this case, Partial Dis-
charge Detection (PDD), where rare events must be captured with high resolution and
automatically. Based on this criterion, the smart sensor oscilloscope is perfect for fast
data streaming and recording relevant events, Iltering out data that does not contain rel-
evant event data.[39]

2.6 Industrial IoT applications

Industrial Internet of Things (lloT) is a specialised subset of 10T focused on industrial
applications, meaning devices and technologies are very similar. However, they are built
and developed to a higher standard. Industries like manufacturing, energy, transportation,
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and agriculture commonly use lloT. It usually focuses on real-time monitoring, preemptive
maintenance (PEM), process automation, and data-driven decision-making. However,
0T is an umbrella term for a solution in an industry setting utilising some 0T technology.

II0T is not the "fridge in the internet” type of traditional end-user or consumer-directed
technology. It aims to prevent expensive error state events and provide better or more
automated work ows. For example, this could be a PEM solution or a data collection
solution.[18]

0T, with some typical use cases like PEM, analyses short-term or long-term trends to
reduce direct causes of failure or factors that lead to them. Based on this, estimates
can be made of when devices or components need replacement.[18] PEM is valuable for
industries where downtime is extremely expensive, or in some extreme cases, downtime
and service interruptions may lead to nes or larger infrastructure failures.

To predict breakdowns or make data-driven decisions, short- and long-term data analysis
is needed. The complexity of the needed analysis can vary. Overall, long-term analysis in
IloT applications has risen in popularity. Data collection and analysis over multiple years
can reveal more nested data trends that indicate more important events. Finally, based
on all the data and formed patterns, extensive industry automation can start to happen.
Some or most processes happen on a predictable schedule, or they are ultimately fully
automated.

2.6.1 Smart grids enabled by 10T edge

The transition to sustainable energy systems is driving the modernisation of power grids
into Smart Grids, an evolution that integrates digital communication, control technologies
and advanced analytics. Smart Grids are the next generation of traditional energy sys-
tems. Traditionally, power ows linearly from generation to consumption. In smart grids,
it ows in dynamic, bidirectional networks. Central to this advancement is the role of 10T
edge computing.[41]

0T technology enables better visibility into the functioning of Smart Grids. Sensors,
smart meters, and controllable devices embedded across the grid generate real-time
data streams on electricity usage, grid health and environmental conditions. The vast
amounts of data generated by I0T necessitate ef cient processing and low-latency re-
sponses, which 10T edge computing addresses. This capability is critical for time-sensitive
applications such as demand-response management, fault detection, and synchronising
distributed energy resources (DERs)[54].

From the IoT and IoT edge standpoint, Smart Grids bene t from better scalability and ex-
ibility. Edge-enabled 10T devices limit the challenges of centralised data processing, such
as network congestion and latency, while ensuring uninterrupted grid functionality even
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in the event of communication breakdowns with central servers. These are the needed
functionalities for Smart Grids. Moreover, these technologies facilitate predictive main-
tenance and adaptive load balancing. Therefore, IoT and edge computing are not just
enablers but needed parts to implement self-healing and future-proof Smart Grids.[54]
This has been proven already, in existing large-scale systems that are already in industry
use, for example, powerline monitoring with edge computing elements [13].

2.7 Challenges and future of 10T

Even though many working loT applications have been developed over the years, 10T
as a technology still faces major challenges, especially when solutions are deployed at
scale and in industrial environments. A large portion of these challenges are not caused
by the sensing or analytics itself, but by operating thousands of distributed devices with
limited bandwidth, strict operating requirements and long lifetime expectations. In IloT
settings, data loss, downtime and security incidents are operational failures with nancial
and safety implications.

Large data volumes under limited bandwidth and internet connection options are the most
basic challenges of 0T, wireless connectivity can be limited, unreliable and expensive.
Many loT applications generate continuous data streams, and in industrial monitoring, the
sampling rates can become very high. All together, these factors create a need to reduce
data transmission by ltering, compressing, and computing local KPIs, which shifts both
complexity and responsibility toward edge-level systems.

0T deployments expand the attack surface because distributed endpoints gather sensi-
tive data and may control physical systems, making security and data privacy important
elements of an loT solution. Interoperability is also a major barrier, different technol-
ogy stacks may share protocols but still differ in data models and device management,
increasing integration effort and complicating maintenance and productisation. Scaling
depends on automation, manual provisioning and individual device con guration does
not scale. [48]

The future of 10T will be built on edge computing, fog architectures, and automated device
management. A practical requirement for this future is the availability of interoperable data
dashboards and hosting platforms that standardise device provisioning, con guration,
monitoring and security policies. As noted earlier, frameworks such as digital-twin style
con guration models and platforms like Azure 10T Edge re ect the direction of modern

IoT: managing device eets as software infrastructure rather than as isolated projects.[37]
Finally, with large datasets of measured KPI values, systems can identify patterns that
precede adverse events. This creates a natural path toward more advanced analytics and
Al integration. In industrial settings, fog clusters built with edge nodes can locally analyse
and adapt to conditions, while reporting statistically relevant values to upper layers for



visualisation and long-term learning. [56]

15
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3. FAST OCCURRENCES

Most I0T applications measure relatively slow-changing signals: temperature, humidity,
device state, or periodic telemetry. Even when events occur quickly, the system may not
need to observe them at high resolution. However, some industries involve events that
are extremely fast. These fast occurrences may have event peaks or main event bodies
that exist on time scales from nanoseconds to microseconds, while the overall event can
last up to milliseconds due to propagation effects and re ections. In such cases, detection
and diagnosis require high sampling rates and careful trigger logic to avoid storing and
transmitting unneeded data.

Other relevant fast occurrence measurements related to electric grids, in addition to par-
tial discharges, include power quality measurements [36], signal anomaly detection in
power lines and large transformers, and other power supply issues that may occur in ro-
tating machines, frequency converters or inverters. Other fast events in electric grids are
usually related to switching operations, but the devices used to measure them rarely have
loT functionality and never edge calculation capabilities; more on this in 3.1, 0T edge de-
vices and smart sensors for detecting and processing fast occurrences. Mostly, they are
hardware implementations, where reaction speed is more important than data collection
or analysis, and the events themselves typically involve high-voltage or current spikes.
A prime example of this is the electric arc. From these fast occurrences, this thesis will
speci cally focus on partial discharges.

Together, fast occurrence detection, smart sensors and loT edge computing enable fast
events to be analysed locally and in near real-time, improving responsiveness and reduc-
ing dependence on continuous cloud connectivity.

3.1 loT edge devices and smart sensors for detecting and
processing fast occurrences

Some |oT devices are more or less reactive, like door sensors or traditional home appli-
ances that are connected or controlled via internet. They only react to external, relatively
slow events or they only retrieve data when requested, also resulting in relatively slowly
observed events. These devices don't observe any fast impulse occurances, and espe-
cially don't measure them or react to them fast. On the other hand there are passively
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measuring loT devices, the most common example being the temperature sensor, which
measures things slowly relative to how simple the measurement is. And even though the
events can be relatively fast, on the order of seconds to hundreds of milliseconds, there
is no need to observe them or record them at high time resolution. In short, most appli-
cations can afford to measure slowly because the events they care about do not need to
be observed quickly.

However, some events require rapid observation or a swift reaction, sometimes even both.
The events themselves and their recordings might require sampling with a resolution of
anything between milliseconds and nanoseconds, with frequencies ranging from 100 kHz
to 1 GHz. And reactions on the same timescale. This thesis concentrates on l0T devices
and smart sensors that record these fast occurrences and then process the collected
event data. Fast reactions and systems capable of them are outside the scope of this the-
sis. The reaction timescale in this thesis and the implementation of its research projects is
around tens of seconds, based on the timescale from data collection. Depending on the
solution's deployment case, there may be a need for fast reaction speeds and real-time
computing, but in this thesis, that is not a required functionality. Overall, I0oT edge com-
puting rarely aims for real-time data analysis with real-time actions based on this data.
On the other hand, real-time computing is something loT edge research has been aiming
towards recently [47].

Based on this, an 10T device or smart sensor requires the ability to collect data at a rate
of at least 500 MHz to capture the fastest events, but this high speed is rarely needed,;
usually, 20-100MHz is a good middle ground. A same-speed data buffer is needed in the
smart sensor or a same-speed data transfer to the edge device. After data transfer, fast
events can be processed on edge devices.

Processing fast occurrences on edge level

Processing fast occurrences on the edge level is largely an optimisation problem. An
edge-level system must reliably capture rare events while avoiding continuous transmis-
sion and storage of raw high-frequency data. The primary requirement is to implement
fast and aggressive data ltering as early as possible in the pipeline. In practice, the edge
device should aim to recognise when an event is likely relevant, extract informative fea-
tures quickly and discard or compress raw samples when detailed storage is not needed.
[34]

A common approach is a two-stage pipeline. Initially, the system might use simple detec-
tion logic (for example, a trigger might be a threshold value, a fast rise-time or a statistical
indicator) to decide whether a captured data block contains possible event content. Sec-
ond, only the selected event blocks undergo deeper feature extraction and classi cation
(for example, PRPD-based analysis, skewness/kurtosis, peak polarity, clustering, and re-
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ections). More complex systems may discard more data in this stage if, at some stage,
data is deemed not to contain relevant data, or, for example, is classi ed as noise. This
approach matches the thesis architecture: most of the time, the system is waiting and
monitoring, but when events occur, the device temporarily becomes compute-heavy. The
burst-like nature of fast events means that edge-level performance must be evaluated
not only in average conditions, but also in worst-case bursts where multiple events occur
within a short time window. [27]

Edge processing also introduces practical constraints, CPU load, memory bandwidth,
storage performance and the time required to restart measurement after a trigger event.
Since the goal is not real-time grid protection, but rather near-real-time monitoring and
diagnosis, the thesis target time scale for capture and analysis is in the order of seconds
rather than milliseconds. Nevertheless, the system must avoid missing events due to
long recon guration or analysis bottlenecks, which makes time pro ling an essential part
of validation. [34]

Smart sensors detecting fast occurrences

Fast occurrences cannot be reliably analysed unless the sensor hardware can capture
them with suf cient bandwidth and time resolution. For this reason, smart sensors are
especially valuable, they combine measurement hardware, buffering, trigger logic and
programmable data collection modes. An oscilloscope-class smart sensor is a natural t
for fast events because it is designed for high sampling rates and con gurable triggers.

In industrial monitoring, the smart sensors' most important contribution is not only sam-
pling speed and data selectivity, but also autonomous calibration and automated control.
If the sensor can detect a trigger condition (fast rise time, threshold exceedance, or other
signatures) and only then store a block of event data, the system avoids the impossi-
ble task of continuously streaming raw high-rate and high-resolution data. Additionally,
programmable smart sensors allow the edge controller to adjust acquisition parameters
dynamically, like sampling rate, capture window length, data scale and trigger parame-
ters. This aligns with the thesis concept of an edge controlling unit that can recon gure
the sensor to optimise between detection certainty and resource constraints.

3.2 Partial Discharges

Partial discharges are a form of fast occurrences. Partial discharges are localised elec-
trical discharges that can occur due to various reasons, typically resulting from insulation
degradation or an incipient fault in a device. Partial discharges can occur in any elec-
tric device but are more common in medium- and high-voltage devices and the electric
grid. Although they can occur in multiple places and for various reasons, they share com-
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mon types and characteristics, allowing for classi cation and analysis based on severity.
This thesis focuses on partial discharges that occur in medium-voltage electric grids.[9]
PD pulse events can last anywhere from nanoseconds to microseconds, but due to the
event propagating in power lines, they travel to sensors as travelling waves. This prop-
agation enables the detection of PD events from a distance and from multiple sources,
not just from the power line or monitored devices.[45] Based on this, this thesis focuses
on medium voltage grid on-line PDD. The expression “on-line” means that PD monitoring
is done when the electric grid is in regular, constant use. Another common form of PDD
is off-line detection, which occurs when part of the electric grid is shut down and is not
carrying normal grid electricity. Although PD events can originate from multiple sources
outside the power line itself, they are within the scope of this thesis. This is because those
events can still occur at any point along the power line and thus can still be detected with
the thesis's proposed solution.

Reasons for partial discharges can be insulation degradation due to age, environmen-
tal contamination or mechanical stress, high electric elds, moisture contamination or
external environmental factors. In the electric grid, they are common, for example, in
secondary substations and underground power cables. Partial discharges are not limited
to just electric grids; they are also prominent and a sign of an incipient fault in 3-phase
motors, frequency converters, inverters and generators, and basically any high-voltage
device or cable.[17] [7]

PD may lead to insulation failure of power cables in the long term if left unaddressed.
Over time, these discharges can worsen, potentially leading to complete breakdown of
insulation. The same applies to discharges in GIS, transformers (secondary substations
in general) and other places where they might happen; partial discharges are the rst
sign of an incipient fault in equipment, eventually leading to a breakdown. Therefore, the
ability to locate and know the reason for discharge is useful for maintenance.

The medium voltage grid consists of three phases. The grid voltage can range from 1 kV
up to 36 kV. Each phase of the grid carries an alternating current having a fundamental
frequency of 50 Hz in the form of a sine wave, with the three phases separated by a 120°
(1/3-cycle) phase shift relative to one another. This means that, depending on which of
the three lines the PD event occurs on, the PD has a speci c phase angle at which it
appears.

The phase angle of a PD pulse is one of the most important characteristics in classifying
PD events. Other relevant features of PD events are current amplitude, repetition rate
and oscilloscope signature. Oscilloscope signature refers to the shape and symmetry of
the individual PD pulse; whether the pulse is spread out or sharp, whether pulses appear
in one or both half-cycles (uni- or bi-polar discharge), and whether the discharge pulses
have re ections. PD pulses can also be clustered, and the clusters can be tightly together
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or spread out. The severity of partial discharge can be de ned by its type and apparent
charge Q (in coulombs). The apparent charge is given by:

Q=A s

or more generally,

where:

« Q is the apparent charge (C, coulombs),
* | is the discharge current (A, amperes), and

« 1 is the discharge duration (s, seconds).

Partial discharges, in general, are extremely similar, but when investigated in high resolu-
tion and in relation to the grid voltage phase angle, they differ greatly. Additionally, different
types of discharges are more prevalent in certain places. Together, all this means that
every discharge type has certain characteristics, based on which they can be classi ed
and their severity can be analysed.

3.3 Corona Discharge

Corona discharges are a type of partial discharge that typically occur in open air and
more rarely in oil, usually around sharp edges or points on exposed conductor surfaces,
terminations, connectors, and insulators where the local electric eld exceeds the ionisa-
tion threshold of air. While generally non-destructive in the short term, sustained corona
activity can lead to long-term degradation of insulation. Corona discharges can produce
chemical by-products, such as ozone and nitric acids, that can later lead to more severe
discharges, like surface tracking. In enclosed or poorly ventilated environments, or when
occurring continuously, corona discharges can become a signi cant concern. Table 3.1
summarises the key characteristics, typical locations, and diagnostic features associated
with corona discharges.[26]
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Table 3.1. Corona Discharge Characteristics [23] [38].

Characteristic Details

Fault Type Corona Discharge

Amplitude Low to Medium

Frequency Range High (tens to hundreds of MHz)
Repetition Rate Regular (linked to voltage peaks)

Oscilloscope Signature | Small, consistent pulses in one half-cycle (unipolar),
with possible opposite polarity reflection if pulse prop-

agates.
Phase Position (PRPD) | Near voltage peak, 90°or 270°
Common Location Conductors, insulators, sharp edges
Comments Serious when in enclosed spaces, leading to tracking.

Or happens continuously, in high repetition.

Fault Description Occurs in open air or in oil, usually around sharp
points, when the local electric field is strong enough
to ionise the air.

Simulated example of Corona Discharge
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3.4 Surface Discharge

Surface discharge is a broad term referring to localised electrical discharges that occur
along insulation surfaces, typically air or oil. They are commonly initiated in areas where
contaminants such as moisture, dust, or industrial pollution reduce the surface resistivity,
enabling charge accumulation and discharge activity when the electric field component
parallel to the surface is high. These discharges are frequently observed on exposed
insulation surfaces, including bushings and terminations, especially in outdoor or high-
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humidity environments. While the discharges themselves may not immediately lead to

insulation failure, sustained activity can initiate carbon tracking, which significantly in-

creases the risk of breakdown. Table 3.2 outlines the typical characteristics, occurrence

patterns, and diagnostic features of surface discharges.[66] [26]

Table 3.2. Surface Discharge Characteristics [23][66].

Characteristic

Details

Fault Type

Amplitude

Frequency Range
Repetition Rate
Oscilloscope Signature

Phase Position (PRPD)

Common Location

Comments

Fault Description

Surface Discharge

Medium

Medium to High (hundreds of kHz to hundreds of MHz)
Moderate

Sharp pulses, often larger and slightly spread out in both
half-cycles (bipolar)

In air, near steepest voltage rise, 20-70° and 200-250°. In
oil these discharges are more spread out, 330-90°and 150-
270°.

Contaminated bushings, terminations and other surfaces

Appears more in low-stress regions, can lead to more seri-
ous tracking.

Happens along the interface between an open surface and
the insulating material, especially where the electric field
component parallel to the surface is high and contaminants
are present.

Simulated example of Surface Discharge
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3.5 Tracking Discharge

Tracking discharges are a form of surface discharge that occur along the interface of in-

sulating materials, particularly when contaminated or exposed to moisture. They are typi-

cally initiated by localised surface discharges that form conductive paths through thermal

or chemical degradation of the insulation material. These paths, once established, en-

able sustained discharge activity that progressively damages the surface. Tracking is fre-

quently observed in outdoor insulators, cable terminations, and bushings where pollution

and environmental exposure are present. Although the process develops over time, it can

eventually lead to complete insulation failure. Table 3.3 summarises the main character-

istics, typical locations, and diagnostic features associated with tracking discharges.[31]

Table 3.3.

Tracking Discharge Characteristics [31].

Characteristic

Details

Fault Type

Amplitude

Frequency Range
Repetition Rate
Oscilloscope Signature
Phase Position (PRPD)
Common Location
Comments

Fault Description

Tracking Discharge

Medium

Medium (hundreds of kHz)

Moderate

Multiple, larger pulses, possibly clustered

Near steepest voltage rise, 30-60°and 210-240°
Surface of insulation

Causes progressive surface damage, leading to failure

A surface phenomenon where discharges occur across the
surface of the insulation, often due to contamination or en-
vironmental factors.

Simulated example of Tracking Discharge
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3.6 Internal Discharge (Void Discharge)

Internal discharges occur within the bulk of insulating materials due to internal defects
such as gas- lled cavities, contamination, mechanical damage or manufacturing imper-
fections. Internal discharges are often referred to as void discharges when gas- lled
voids in insulation produce the partial discharges. These discharges occur when the lo-
cal electric eld within a void exceeds the breakdown strength of the gas in the void, which
typically contains air or residual gases. Depending on the nature and geometry of the de-
fect, there may be variations in discharge behaviour. Subtype discharges with distinct
characteristics may form, like electrical treeing. Internal discharges are frequently found
in high-voltage components such as cables and transformers. In cables, defects from
transportation and installation, especially aws in the installation of cable terminations
and joints (which are usually done on-site), are typically more likely to cause internal dis-
charges than manufacturing aws. Over time, sustained discharge activity can degrade
the insulating material, leading to more severe fault conditions. Table 3.4 summarises the
characteristic features and diagnostic indicators associated with internal discharges.[26]
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Table 3.4. Internal Discharge (Void Discharge) Characteristics[26].

Characteristic

Details

Fault Type

Amplitude

Frequency Range
Repetition Rate
Oscilloscope Signature
Phase Position (PRPD)
Common Location
Comments

Fault Description

Internal Discharge (Void Discharge)

Medium to High

Medium to High (hundreds of kHz to hundreds of MHz)
Regular to High

Sharp, bipolar pulses in both half-cycles

Before and around voltage peaks, 0-90° and 180-270°.
Within cable insulation, transformers

Dangerous, progresses over time and can cause insulation
breakdown.

Occurs within insulation, typically due to voids, contami-
nants or imperfections inside solid or liquid insulation.

Simulated example of Internal Discharge (Void Discharge)
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3.7 Electrical Treeing

Electrical treeing is a degradation process in solid insulation characterised by the forma-

tion of branching, conductive structures that result from repeated partial discharges. It

typically develops from void discharge: when the discharges and their electron bombard-

ment concentrate, for one reason or another, in one or a few spots inside a cavity, they

start to cause progressive tree-like erosion and carbonised channels reaching from the

cavity into the surrounding insulation material. These discharge events gradually erode

the dielectric, forming paths that extend over time in a tree-like pattern. Electrical tree-

ing is most commonly observed in polymeric insulation systems, such as those found in
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power cables and bushings, particularly under long-term AC stress or thermal ageing.
The process represents a transitional mechanism between internal (void) discharges and
complete insulation breakdown. Table 3.5 summarises the main characteristics, diag-
nostic indicators, and typical occurrences of electrical treeing in high-voltage insulation
systems.[23][57]

Table 3.5. Electrical Treeing Characteristics[57][40].

Characteristic Details

Fault Type Electrical Treeing

Amplitude Medium to High

Frequency Range High (tens to hundreds of MHz)

Repetition Rate Moderate to High

Oscilloscope Signature Repeated sharp pulses, sometimes with varying amplitude

Phase Position (PRPD) Before and near steepest voltage rise, 0-60°and 180-240°.

Common Location Cable insulation, bushings

Comments Associated with long-term insulation damage, forms from
voids or internal discharges.

Fault Description Electrical treeing happens when insulation material is pro-
gressively damaged by localised high electric fields, forming
a branched "tree-like" structure.

Simulated example of Electrical Treeing Discharge
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3.8 Water Treeing

Water treeing is a degradation phenomenon that develops in polymeric insulation materi-
als exposed to moisture and electric stress over extended periods. It typically initiates in
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the presence of water molecules that diffuse into microscopic voids, impurities, or struc-
tural weaknesses within the insulation. Under alternating electric elds, these conditions
promote electrochemical reactions that lead to the formation of lamentary, tree-like struc-
tures composed of partially degraded dielectric material and absorbed water. Water trees
are most commonly observed in underground power cables, particularly in regions with
high humidity or poor moisture barriers. A water tree in itself does not usually cause par-
tial discharges. However, because the water tree distorts the electric eld (water is more
or less conductive, especially compared to the insulation), sooner or later it causes the
electric eld in the insulation, and in the potential voids and defects inside it, to exceed the
breakdown strength of the insulation or those voids and defects, and only then does the
water tree start to produce partial discharges. As the tree structure grows further, it may
also evolve into electrical treeing. Table 3.6 summarises the typical features, detection
challenges, and common locations of water treeing in cable insulation.[8]
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Table 3.6. Water Treeing Characteristics[8].

Characteristic

Details

Fault Type

Amplitude

Frequency Range
Repetition Rate
Oscilloscope Signature
Phase Position (PRPD)

Common Location
Comments

Fault Description

Water Treeing

Low in early stages

Low to Medium (tens to hundreds of kHz)

Low in early stages, higher as fault progresses

Less distinct PD in early stages, evolves into larger pulses

Around voltage peaks 90°and 270°, but in early stages hard
to detect and random.

Underground cables

Difficult to detect early, needs moisture to propagate. Over-
time may form into electrical treeing.

Water treeing occurs in insulation exposed to moisture,
causing gradual degradation.

Simulated example of Water Treeing Discharge
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3.9 Particle Discharge

Particle discharges arise in high-voltage systems when conductive elements, such as

small metallic particles, are in the insulating material. This phenomenon is common in

gas-insulated systems, like gas-insulated switchgear (GIS) and gas-insulated transform-

ers, where small conductive particles may become detached and move freely within the

insulating medium (for example, SF6 gas). These particles may accumulate charge in a

high surrounding electric field and cause partial discharges due to localised ionisation.

PDs can also jump along the loose particles. Particle discharges are typically charac-

terised by irregular, sporadic behaviour and do not follow a fixed phase angle pattern,



29

making detection and classification challenging. Despite their often low initial amplitude,
they can lead to progressive insulation degradation and, in severe cases, flashover. Ta-
ble 3.7 summarises the key characteristics and typical occurrence conditions of this dis-
charge type. Floating electrode discharge shares the same characteristics with particle
discharge. The main difference between these two is the floating electrode’s free-floating
ability, which does not majorly affect the characteristics of the discharge.[46]

Table 3.7. Particle Discharge Characteristics[46].

Characteristic Details

Fault Type Particle Discharge

Amplitude Low to Medium

Frequency Range Medium to High (tens of kHz to hundreds of MHz)

Repetition Rate Irregular, sporadic

Oscilloscope Signature Irregular pulses, random amplitudes

Phase Position (PRPD) Random

Common Location Equipment with ungrounded electrodes

Comments Caused by ungrounded electrodes; often unpredictable

Fault Description Occurs when an ungrounded electrode is present in the
system, which can build up charge and eventually cause
discharges.

Simulated example of Particle Discharge
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3.10 Tree Contact on Covered Conductor Lines

This section focuses specifically on partial discharges caused by trees fallen onto cov-
ered overhead conductor lines. On bare overhead lines, the discharges caused by tree
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contact tend to be high-current arc faults: their amplitude is far outside the dynamic range
of PD measurement, and they almost always trigger the line's ground-fault or short-circuit
protection immediately, which disconnects the line, so PD measurement is of little practi-
cal use. On covered conductor lines, however, the conductors carry a thin (typically 2—3
mm) insulating coating, so a fallen tree on the line does not cause an immediate ground
or short-circuit fault. Instead, it produces surface discharges along the coating. These
discharges are practically impossible to detect with traditional ground-fault or short-circuit
protection, and depending on conditions they can cause a permanent ground- or short-
circuit fault over hours, days or even weeks after the tree has fallen. PDD is therefore a
relevant tool for catching these faults early.

The discharges typically appear under wet or windy conditions, when moisture on the
surface and mechanical movement of the branch on the conductor coating intermittently
change the contact conditions. The resulting discharges are generally broadband in fre-
quency, have irregular repetition rates, and display variable amplitude depending on the
nature of the contact and environmental conditions. These events are characterised by
high-energy spikes on oscilloscopic traces and typically show random or weakly clustered
phase-resolved patterns. Overall, these types of faults are almost, in every essence, ran-
dom, unpredictable and without any de ning PRPD signature. Table 3.8 summarises the
key characteristics and diagnostic features associated with this discharge type.[44]
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Table 3.8. Tree contact on covered conductor lines[44].

Characteristic

Details

Fault Type

Amplitude

Frequency Range
Repetition Rate
Oscilloscope Signature
Phase Position (PRPD)
Common Location

Comments

Fault Description

Tree contact on a covered conductor line

Low to medium (PD on the conductor coating)
Low to High (broadband)

Irregular, depends on contact and weather
Jagged, irregular pulses, varying amplitude
Random, possible weak clustering

Covered-conductor overhead lines with branches or fallen
trees on the line

Can develop into a permanent ground- or short-circuit fault
over hours to weeks if not addressed; not detectable by con-
ventional protection.

Surface discharge on the conductor coating caused by
physical contact between a tree and a covered-conductor
overhead line, typically under wet or windy conditions.

Simulated example of Tree Contact Discharge
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4. PARTIAL DISCHARGE DETECTION

Partial discharge detection (PDD) is critical in monitoring electrical insulation and general
system condition. PDD is also important for detecting insulation defects early, includ-
ing the location, severity, and even possible causes of the discharge. Existing, widely
used PD detection methods rely on a range of electrical, visual, acoustic, and elec-
tromagnetic techniques. One electrical method is oscilloscope-based partial discharge
detection. The oscilloscope-based method has gained traction due to its ability to cap-
ture and record high-frequency PD signals with high resolution. However, conventional
oscilloscope-based methods have so far been limited to manual analysis and dif culty in
integrating with modern industrial monitoring systems.

Partial discharges can be detected with the system described in this thesis and other
devices described below. Some of them are based on oscilloscopes (or, more gener-
ally, ADC (Analog-to-Digital converter)), but the key principles of the detection method
differ. The solution described in this thesis is especially suitable for recording data from
fast partial discharge events. Still, this complex oscilloscope ADC-based implementation
is relatively new and unapplied to partial discharges because oscilloscope prices have
been so high. Therefore, developing these kinds of systems for large-scale use was not
cost-effective. Visual oscilloscope-based PDD (with human monitoring the oscilloscope
continuously), though, has been around for many decades [39]. Other relevant PDD so-
lutions can only diagnose these adverse events in certain localised places and rarely do
it well across different fault types.

4.1 Existing solutions

4.1.1 Gas chromatography (Gas spectrometry)

PD activity leads to the breakdown of insulation materials, releasing various gases that
can be analysed to assess equipment condition. Gas analysis techniques are widely
used in oil- lled transformers, gas-insulated switchgear (GIS), and air-insulated systems
to detect early signs of insulation degradation.[58]

Dissolved Gas Analysis (DGA) has been the most common method for monitoring oil- lled
transformers. DGA analyses gases in the insulating oil formed by overheating or arcing.
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By analysing gas concentrations and patterns associated with PD over time, DGA helps
predict potential failures before they become critical. Portable gas analysers and online
monitoring systems allow both periodic and continuous assessment and testing.[58]

Gas analysis techniques are nonintrusive, effective for long-term monitoring, and useful
for early defect detection. However, they require precise, expensive instrumentation and
expert interpretation to distinguish between normal ageing and defect-related gas gener-
ation. Gas analysis tools also often produce faulty data due to sensitive sensors and are
expensive to maintain.

4.1.2 Acoustic detection

PD events generate acoustic waves due to rapid gas ionisation and material deformation.
Acoustic sensors, piezoelectric transducers, and ultrasonic microphones can detect these
ultrasonic and audible signals. Acoustic detection is widely used for power transformers,
GIS (Gas-Insulated Switchgear), and cable terminations.[58]

Ultrasonic sensors detect high-frequency sound waves, typically between 20-300 kHz,
produced by PD. Acoustic emission sensors are used for oil- lled transformers, where
PD events generate low-frequency acoustic signals. These sensors enable PD localisa-
tion inside enclosed equipment such as GIS, cable joints, and transformers, where the
surrounding insulation only moderately attenuates the acoustic emission.[58]

Acoustic PD detection offers advantages such as nonintrusive measurement, precise lo-
calisation, and suitability for enclosed high-voltage equipment. However, it is affected
by background noise, attenuation over distance, and material-dependent signal propaga-
tion.[35] Despite these limitations, industry-level acoustic PDD tools are in use, like Fluke
i1915.[19][43]

4.1.3 Visual detection

Partial discharge events generate visual emissions in the ultraviolet (UV), visible, and
infrared (IR) spectra. These emissions can be detected with UV sensors and IR thermog-
raphy.[58]

UV detection is widely used to detect PD in air-insulated high-voltage equipment using
cameras that lter out sunlight. Similar UV sensors can be used in enclosed environ-
ments such as GIS and transformers. IR thermography detects PD by capturing temper-
ature variations caused by localised overheating. Infrared cameras are commonly used
in power transformers, cable joints, and switchgear.[10]

Visual PDD methods offer advantages such as non-contact measurement, high sensi-
tivity, and suitability for outdoor and con ned space use. However, visual and optical
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methods are affected by environmental conditions, have limited detection ranges, and
cannot detect internal discharges in cables or under heavy insulation.[58]

4.1.4 Electromagnetic detection

Partial discharge events induce radio-frequency interference (RFI) and electromagnetic
(EM) signals. RFI and EM signals can be detected with many EM and RF-sensitive (radio-
frequency) antennas and other methods that use electromagnetic principles.[10]

Common antenna types for PDD are monopole, dipole, patch and loop antennas. They
typically operate in the 50-150 MHz and 350-500 MHz ranges, although active loop an-
tennas can be used from frequencies as low as 9 kHz upward. Some antennas also offer
directional sensitivity, such as dipole and loop antennas, while monopole antennas are
omnidirectional, though they can all analyse PD strength. Usually, these antennas are
placed inside substations, GIS, and transformers.[10]

RF-based PDD offers advantages in local detection, nonintrusive measuring, and a wide
range of PD signal detection. RF-sensitive antennas are also low in price and simple in
concept. On the other hand, the antennas can only detect local partial discharges and
offer limited data from partial discharge events. A further practical limitation is the broad-
band electromagnetic emission generated by the electrical equipment itself, changes
in breakers and disconnectors, power-electronic interference from drives and inverters,
corona on nearby conductors, and external radio sources all overlap the same frequency
bands used for PD detection. RF-based PDD is therefore most reliable inside relatively
shielded enclosures such as GIS or transformer tanks, in open-air substations or oth-
erwise uncontrolled environments it requires careful Itering, narrowband selection or
directional antennas to separate genuine PD activity from ambient RF noise.[58]

4.1.5 Oscilloscope based solutions

PDs generate fast, high-frequency electrical pulses due to localised insulation break-
downs in systems. Oscilloscopes, particularly ones with high bandwidth and fast sam-
pling rates, can capture these signals. If an oscilloscope can also record the data, this
allows analysis of the PD event.

PD pulse peaks typically last from nanoseconds to microseconds in duration and occur
at different voltage phases, depending on the insulation defect type. The whole PD event
can last from microseconds to milliseconds. This means the oscilloscope's sampling rate
needs to be between 10 MHz and 1 GHz, depending on the event type and location.

Oscilloscope-based PDD has many strengths compared to a few weaknesses. Oscil-
loscopes can detect partial discharges in almost all high-voltage components, such as
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transformers, cables, switchgear, motors, and generators, with the right probe and place-
ment near the defect location. Oscilloscope-based detection is not limited by line of sight
or other external factors. Depending on the probe, electric grid noise level and discharge
type, PDD can be done from a distance. Detection distance can be anything from me-
ters to hundreds of meters, and in favourable conditions up to several kilometres. Due
to PD events propagating through power lines, they can be detected even further away.
Different types of PD events each have unique waveform characteristics. With an oscil-
loscope's ability to record PDD events, they can also be processed and further analysed
to differentiate the event's location, type and severity. For the most versatile PD analysis,
the data from a full 50 Hz cycle around the PD is needed, on each grid phase.[39]

An oscilloscope-based solution is not perfect. It is sensitive to electric grid noise and
other interference pulses, though most can be ef ciently Itered away by hardware and
software. It is not the cheapest solution compared to simple RF antennas, but it is more
cost-affective and versatile than any other. [55] Oscilloscope based solution is more
fault-tolerant and reliable than others. With the right software and hardware combina-
tion, oscilloscope-based PDD can offer the best PD analysis.

4.2 PDD known challenges

PDD is a mature eld, but it remains challenging in practice because PD pulses are
both fast and often low amplitude compared to background noise and other interference
signals. In online monitoring scenarios, the measured signal can contain switching noise,
power electronic interference, and other impulse-like events that resemble PD, like power
electronics interference. Therefore, one of the central challenges is reliable separation
of PD activity from interference without requiring expensive shielding or overly complex
installation procedures. [9]

A second challenge is the burst-like behaviour of PD events. In some defect states, PD
activity is rare and appears mainly in clusters (multiple pulses within minutes), while in
later stages of degradation many defects produce frequent PD pulses. Both extremes are
dif cult for the system: in the rare case it produces a workload pattern where the system
is mostly idle but occasionally must capture and process multiple event blocks one after
another, while in the frequent case acquisition and analysis must keep up continuously.
Architecturally, this leads to bottlenecks, where either the analysis pipeline becomes a
gueueing system that cannot clear in time, or the measurement system misses events
because acquisition cannot be activated fast enough before the next event. [9]

A third challenge is that PD classi cation relies strongly on feature quality, especially
phase-resolved partial discharge behaviour. PRPD-type approaches requires correct
phase of the event and stable measurement conditions. In multi-channel environments, in
this case, three-phase grids, the system must handle phase shifts and differing noise lev-



36

els between channels. Additionally, PD types can overlap in their statistical or waveform
characteristics (for example, electrical treeing and water treeing evolution stages), which
reduces classi cation separability when using purely algorithmic feature extraction. [27]

Finally, in loT-style deployments the detection method must be compatible with distributed
operation, autonomous logging and reliable device operation in all adverse events is
needed, when the collected data only occurs in adverse events. A technically strong
PDD algorithm is insuf cient if the system cannot be deployed, updated, and monitored
as a eet. This makes PDD challenges partly an embedded systems and operations
problem, not only a signal processing problem.

4.3 Partial discharge detection with oscilloscope smart sensor

While PDD with oscilloscopes is not a new idea, integrating oscilloscope-based smart
sensors with an loT solution for PDD remains an underexplored area. Even the idea
of PD data collection with an oscilloscope has been around since the early 2000s.[39]
This research aims to unify these concepts by developing a smart sensor system that
combines the precision of oscilloscope-based PD detection with the automation and con-
nectivity of 10T technologies. This thesis evaluates the ef cacy and accuracy of a solution
using an oscilloscope as the primary sensor. The proposed system monitors PD sig-
nals, processes event data and classi es PDD event types. The solution's main themes
with edge computing are data-driven analysis and improved diagnostics by integrating
oscilloscope-based detection with loT capabilities.

To solve PDD with an oscilloscope, a smart sensor that can stream or record data fast
enough and register high and fast PD pulses is needed. Depending on the wanted data
resolution, an oscilloscope with a 10-500 MHz frequency is needed on each channel.
Around 20-100MHz is enough for almost all cases. 20-100MHz is a good middle ground
between data resolution and the ability to catch PD events, with not too much unneeded
data that would need to be Itered out later. In addition, high-frequency components at-
tenuate quite rapidly when propagating in the grid, so a wider bandwidth seldom provides
considerable bene ts in practice. Larger amounts of unneeded data also signi cantly af-

fect edge calculation speed and the amount of processed data. The oscilloscope must
be able to trigger data collection on certain parameters, like a fast enough rise time or
some threshold voltage level. In practice, the PD current pulses in the conductor are con-
verted to a proportional voltage signal by a High-Frequency Current Transformer (HFCT),
which the oscilloscope then measures and triggers on.[45] Data is then streamed to the
IoT device in real-time or in patches as events happen. The oscilloscope must be able to
record and save at least one full 50 Hz cycle of data on each grid-phase channel, taking
the phase shift between channels into account.

With the speci ed hardware and code implemented to control it, PD events can now be
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detected, recorded and saved. Next, classi cation algorithms are tested to distinguish
between different PD types and event severity. With these test measurements and re-
sults, systems detection accuracy can be assessed. System performance and accuracy
can be determined with known PD data where the general fault type and severity are
known. Existing PD data is fed to the solution hardware with programmable waveform
generators. The oscilloscope detects relevant events from the waveform generator, edge
logic computes data from these events, and in the end, known and produced values are
compared.

4.4  Partial discharge classi cation with edge computing

The ability to classify PDs on the edge level largely depends on how much edge comput-
ing power there is. This affects the time and the data that can be derived from original
raw data.

Classifying PD is based on each type's unique waveform characteristics. These charac-
teristics or features are extracted from the signal itself at the edge level.

Skewness (SK) and Kurtosis (Ku) Calculations

pulse amplitudes within a phase window) with an associated probability distribution Py, ,
skewness (SK) and kurtosis (Ku) can be calculated as follows:

Skewness (SK)

The skewness, denoted as SK, measures the asymmetry of the data distribution. Basi-
cally, meaning whether large deviations from the mean are more common on one side
than the other (for example, whether PD pulse peaks lean toward the positive or the neg-
ative half-cycle), and is calculated by [44]:

P
inzl (Xi )3 PXi

SK = 3

where;:

* n is the number of data points (bins) in the distribution,

« X; is the value of the i-th data point,

+ Py, is the probability of occurrence of X; (the normalised frequency of that bin, with
5 P =1)

« = . X Py isthe mean of the distribution, and
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pP
e = L (Xi )2 Py is the standard deviation of the distribution.

Kurtosis (Ku)

The kurtosis, denoted as Ku, measures the “tailedness” of the data distribution. Basically,
meaning how often rare large spikes appear in the data compared to the typical noise
level, where a high value means clear outliers stand out from the background, and is
calculated by [44]:

P
inzl (XI )4 PXi

Ku = 7

where n, X;, Py,, and are de ned as above.

Ku and Sk give an initial idea of whether the waveform data might contain partial dis-
charges, and what the general form of the discharge is. These values also give an initial
idea of the severity of the event.

PRPD and peak characteristics analysis

PRPD has become the most accurate method for PDD and classi cation in industrial
settings. The ability to do PRPD is due to oscilloscope development. Over the years,
oscilloscopes have gotten higher sampling rates and more internal fast memory. This
enables data collection on each grid-phase channel for both the phase-to-neutral voltage
waveform (which gives the phase angle) and the current level.

Depending on the oscilloscope's smart sensor logic, cycle selection could be imple-
mented in many ways. One of the ways would be for the oscilloscope to collect data
independently on each channel. Each channel monitors one of the three-phase grid ca-
bles. Depending on the oscilloscope's sophistication, this could mean data collection
with a delay on each channel. When one channel detects a PD pulse-type event, other
channels collect one 50 Hz cycle of data with a certain delay, depending on which of the
3-phase cables the channel is attached to. As a side note, if an oscilloscope can take
into account this phase shift and, at the same time, analyse the phase angle in real-time,
data collection accuracy would be much greater, with the needed memory for the record-
ing signi cantly reduced. This type of solution would need an oscilloscope smart sensor
speci cally designed for this type of data collection.

A more straightforward solution, with a more generic “off-the-shelf” oscilloscope smart
sensor and a focus on edge computing, would collect larger data blocks in patches. The
idea is that both the phase angle and the channel current are monitored, but when a
PD-type pulse event happens, all data is collected in a larger time frame. Later, with



39

SKDVH PV

M

SKDVH RIIVHW PV 3 HYI*Q\N SKDVH RIIVHW PV

- J
RS

SKDVHV PV

&KDQQHO

&KDQQHO

Figure 4.1. PRPD Phase separation and selection

edge computing, the relevant 50 Hz cycle is selected from each channel, and the cycle
separation and selection are illustrated in Figure 4.1. In any case, the oscilloscope side
of the solution must record the entire 50 Hz cycle around the partial discharge from each
channel and deliver it to the edge computer. In this case, the oscilloscope must capture
roughly 20 ms of data, with a 20-100 MHz sampling rate.

While PRPD analysis focuses on the phase angle at which the PD pulse appears, the
pulse itself also contains relevant information on severity and the type of PD. Pulse size
and duration re ect the severity of the discharge, the number of pulses and any clustering
are characteristic of some discharges, and nally, whether the pulses are uni- or bi-polar.
A possible opposite-polarity re ection after the initial discharge pulse also indicates the
distance of the discharge from the monitoring device.
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5. HARDWARE AND IMPLEMENTATION

The implemented prototype combines an oscilloscope-class smart sensor with an loT
edge-compute module to form an automated data-acquisition and analysis pipeline for
partial discharge detection. The general architecture is shown in Figure 5.1: the oscillo-
scope smart sensor captures triggered data blocks, the edge device controls acquisition
and manages storage, and analysis modules compute KPIs and classi cation outputs
that can be forwarded to higher-level systems.

Both edge-side modules (the data collection module and the data processing module)
are implemented in C++17, built with CMake, and run as separate Docker containers
on the CM4. They use nlohmann::json for con guration and for the inter-module data
contract, the vendor C library libps2000a.so for hardware access, and Linux inotify
for event noti cation between the two containers. The AWG-side waveform generator is
implemented in Python and runs on a separate host PC.

From an architectural viewpoint, the prototype is intentionally modular. The system is sep-
arated into data collection and triggering, persistent storage and event handling, and anal-
ysis and KPI extraction. This modular separation is important because the time scales
of these steps differ: measurement capture and buffer transfer occur near the time of the
event, while deeper analysis can be performed after data is safely stored. The sensor has
already returned to monitoring mode. The data ow and module-level time scale principle
is visualised later in this chapter in Figure 5.7.

The hardware and software choices in this chapter are driven by the requirements set out
in Chapter 4.3, summarised here as:

1. Sampling rate of 20—100 MHz per channel, with enough internal memory to hold
the captured block.

2. One full 50 Hz cycle captured per channel, including the phase-to-neutral voltage
reference for phase-angle determination.

3. Programmable triggering on rise time and threshold voltage, with re-arming fast
enough not to miss clustered events.

4. Edge-side processing power, RAM and storage throughput suf cient to run PRPD-
based feature extraction and classi cation under 30 seconds per event block, on
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Figure 5.1. Architecture

low-cost hardware with a Linux-compatible SDK.

The remainder of this chapter describes how each of these requirements is met. The se-
lected components (PicoScope 2406B for the smart sensor and Raspberry Pi Compute
Module 4 for the edge) represent a balance between cost-effectiveness and the require-
ments above, and the sections that follow justify each choice against them in turn.
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5.1 PicoScope 2406B

PicoScope offers multiple types of card oscilloscopes with different data-collection speeds,
internal memory capacities, channel counts, and connection types. PicoScope 2406B
offers best balance between price and value in terms of offered performance and con-
nectivity. 2406B has 4-channel connections with typical oscilloscope coaxial connectors.
2406B offers 1 GS/s (Giga-Sample per second) data collection speed on one channel
and 250 MS/s on each channel simultaneously, with a 50 MHz bandwidth. 2406B has an
internal memory buffer of 32 million 8-bit values.[60] Based on these speci cations, with
the current price of 599 euros (VAT included in price), the PicoScope 2406B model was
selected as a smart sensor for this solution.[62] Based on the good price to performance
ratio, good SDK support for Linux platform and great memory options, PicoScope was
best option for this thesis work as the programmable smart sensor oscilloscope.[61]

PicoScope 2406B llIs all the requirements described in Chapter 4.3, Partial discharge
detection with oscilloscope smart sensor describing things needed from hardware for
PDD. In some speci cations, such as data-acquisition speed and memory, the 2406B
offers more capability than is really needed, but lower-end models are inadequate. As
a summary, the 2406B meets the Chapter 4.3 20-100MHz sampling rate requirement
and the ability to collect one full 50 Hz cycle of PD data from each channel, including the
phase-to-neutral voltage waveform to determine the phase angles at which the PD pulses
occur.

PS2000API with PicoSDK provides a wide range of internal operations that can be con-
trolled from most programming languages. The library is implemented with C and offers
wrappers for the most common programming languages. With the combination of the
SDK and the PS2000 series driver, PicoScope can be fully controlled via a coding inter-
face, supporting different types of data collection and trigger logic.[59] [61] [63]. All this
enables selective data collection, con guration and re-con guration, ful lling the remain-
ing software-control requirements in Chapter 4.3.

During testing, PicoScope was con gured to collect data at a sampling frequency of 62.5
MHz for 40ms on each of the four channels, for a total of 2.5 million data samples per
channel. This data collection frequency was chosen as a good middle ground between
data resolution and processing speed.

This thesis, in general, will not measure or test PicoScope's internal speed, operations
or implementation. This thesis will take into account the speed at which the data can be
transferred with the device and how long it will take to start utilising the PicoScope col-
lected data. The PicoScope's data-collection timing, from trigger through internal buffer-
ing to the point where data is available for the edge module, is shown in Figure 5.2.
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5.2 Compute Module 4

The Raspberry Pi Compute Module 4 (CM4) was chosen as the data compute module
for this solution, also referred to as the edge module or edge device, and corresponding
to the data module shown in Figure 5.1, a single-board computer (SBC) based on the
consumer Raspberry Pi 4. The selected CM4 model features a quad-core ARM Cortex-
A72 processor, 8GB LPDDR4-3200 SDRAM, and Wi-Fi capability. With these hardware
speci cations, the CM4 price is 125 euros (VAT included in price). CM4 is close to in-
dustry standards in terms of eMMC memory and modularity, and was a signi cant factor
in choosing it. In this case, it is a great option for anything from a single working demo
to a handful of working demas, or even for industry-level devices in production. CM4's
predecessor, CM3, was even the basis for previous generations' industrial-level Rasp-
berry Pi-based devices. CM4 offers wide support and a great base for the most common
Linux-based distributions.[33]

CM4 is mounted to a Nano Base Board (B) Input/Output -board (priced at 20 euros, VAT
included in price) that offers common and for this implementation all the needed wired
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interfaces, with an ethernet port, USB 2.1 port and an option to connect a display (mainly
used in the installation process and troubleshooting). The 1/O board also has a slot for a
microSD card for additional disk space.

5.3 Data creation and waveform generator for testing

The prototype was evaluated in a controlled laboratory setup using an arbitrary wave-
form generator (AWG) to provide repeatable input signals to the oscilloscope smart sen-
sor. The original plan was to test the system with measured PD datasets from the TUNI
INGA research project however, access to these datasets was not given during the imple-
mentation phase. As a result, the testing work ow was built around synthetic waveform
generation that aims to reproduce the key statistical and waveform characteristics of on-
line PD activity, while allowing full control over data labels (meaning data is marked with
ground thruth fault type), noise conditions and event frequency. The data creation tool is
implemented in Python.

The purpose of the generated dataset was not to replicate a speci ¢ physical test object
(for example, a particular cable termination) but to create signal conditions that are rep-
resentative from a detection and classi cation perspective. In practice, this means the
dataset must include [45]:

« A realistic baseline waveform representing a medium-voltage grid phase signal of
50 Hz. The signal should also contain moderate noise and other natural artefacts.

* Noise and interference components that resemble online monitoring conditions
(background noise, switching impulses, and broadband disturbances), because PD
measurement is known to be sensitive to external interference and discrimination
from noise is a central challenge in charge- and waveform-based PD measure-
ments.

» PD-like pulses with short rise times and impulse characteristics.

» Phase-resolved behaviour, with different PD types, is characterised not only by
pulse shapes, but also by how pulses cluster over the span of 50Hz cycle.

» Propagation/re ection effects and polarity variations because detected pulses may
include delayed components and attenuation shaped by the measurement chain
and cabling/power-line propagation.

These requirements align with the thesis objective: evaluate whether the edge pipeline
can detect PD-like impulses reliably under noisy conditions, and extract features fast
enough to classify the event type at the edge.

Each generated waveform block corresponds to one capture window containing a 50Hz
fundamental frequency voltage in one channel, and 3 channels of high pass Itered cur-
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rent from each of the three-phase grid channels. This is important because PD mea-
surement standards and practical guidance emphasise that measurement setups must
account for background noise and external interference, and that meaningful PD analysis
requires separating PD pulses from non-PD disturbances.[25]

PD events are generated as short pulses integrated onto the baseline waveform. The
generation is parameterised so that pulses vary by IEC 60270 [25]:

* rise time and duration
* polarity (uni- or bipolar)
» amplitude/intensity

* clustering behaviour

 optional delayed re ection components

Because the waveforms are generated programmatically, each waveform block is stored
with a known ground-truth label (“no PD” or PD type), and the generator parameters
can be logged, such as noise level, pulse rate, amplitude range, polarity, and possible
clustering. This enables the computation of detection accuracy and the analysis of failure
modes by PD type in Chapter 6. For each fault type, 300 data samples were generated,
and based on the fault type, one or multiple data channels may contain a PD event. This is
a realistic way to simulate event clustering on multiple channels while remaining random.
This results in each event data group being represented equally, but fault numbers vary.

The overall data-creation pipeline is shown in Figure 5.3. The generator is implemented
in Python. The 50 Hz reference channel is built by phase-shifting a real lab-measured
waveform rather than synthesising a clean sine, which preserves natural grid noise and
harmonics in the reference. The PD signal on the other channels is composed of Gaus-
sian pulses with an optional re ection train, an optional bipolar second pulse, short Gaus-
sian noise bursts and a Gaussian baseline. Each capture is written in the same JSON
schema as the real data collection module, so the dataset can be replayed via AWG or
ingested directly by the data processing module. A ground-truth label and the generator
parameters are stored alongside each capture for later accuracy scoring.

The generated waveform blocks are replayed by a custom program using an AWG (Agilent
and PicoScope arbitrary waveform generators in this setup) and output as an analogue
signal to the oscilloscope input. The practical motivation for AWG replay is repeatability:
the ability to inject the same waveform data multiple times to measure acquisition timing,
processing latency, and classi cation stability under identical input conditions. Due to
limited memory and channel count, the entire data block couldn't be used with the AWG,
but only the relevant pulse part could. This was still enough to test detection accuracy
and was enough to validate the PD detection accuracy and ability to record relevant data.
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Figure 5.3. Data-creation pipeline.

The complete laboratory arrangement, with the monitoring PC, the prototype edge/oscil-
loscope smart sensor, the two AWGs and the AWG control PC, is shown in Figure 5.4.

In the thesis setup, the AWG output was connected to the oscilloscope channels using
coaxial cabling. First, the oscilloscope received normal waveform data from the AWG to
self-calibrate and adjust the collection parameters, and after the AWG was set to simulate
PD pulses. One channel on the prototype side receives a 50Hz sine wave to simulate the
grid phase, and another channel receives PD data. Initial system testing was done with
an Agilent 33250A waveform generator, and full system testing was done with Agilent
replaying PD events and a PicoScope MSO 2205 simulating the sine wave.

Testing was performed in two layers: data-collection validation on the smart sensor and
data-analysis-pipeline validation. First, the system was validated for correct triggering and
data capture. When the AWG waveform contains PD-like impulses, the oscilloscope must
trigger reliably, capture the full block and return to monitoring mode correctly for the next
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Figure 5.4. Test setup, from left to right PC to monitor test progress and device state,
prototype edge/oscilloscope smart sensor, two AWGs and PC to control AWGs
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event. This validates the basic data collection behaviour and supports later performance
measurements of the capture pipeline.

Second, the captured waveforms were processed through the edge pipeline: PD/no-
PD decision, feature extraction, and PD type classi cation. Because the input type is
known for each simulated waveform block, classi cation outputs can be compared against
ground truth to compute type accuracy and identify which classes overlap under the cur-
rent feature set.

Finally, the limitations of this approach are acknowledged. Although synthetic waveforms
can reproduce many characteristics, they cannot fully capture the coupling effects of real
installations and the physics of real insulation defects. Therefore, the synthetic dataset is
primarily used to validate system feasibility, timing, and algorithmic behaviour. In contrast,
real-world datasets remain a key requirement for future work, but, yet again, due to TUNI's
shortcomings, this data could not be accessed.

5.4 Data analysis on edge level

From the collected data, the 50 Hz cycle that contains the partial discharge has to be
separated out to accomplish certain types of analysis, since the phase angle within that
cycle is the key feature for PRPD. The PD-containing cycle is the most signi cant data
portion, but other parts of the collected data can also be used, for example for noise-
level estimation. On a general level, each channel (one of the three grid-phase lines)
is processed independently, and from each channel certain characteristics are collected.
After this, the three channels' values are ranked together to estimate which PD type best
resembles the data as a whole, as visualised in Figure 5.5.

The very rst steps in this work's data analysis are selecting the right cycle (the one
containing the PD pulse) and estimating the initial noise level. This noise-level estimation
affects the Kurtosis and Skewness estimates, based on which the decision can be made
on whether to analyse the data. If the values indicate large PD-like pulses that differ
from potential noise in the data, the data is further processed and classi ed as containing
a PD event. More statistical analysis is performed, including Kurtosis and Skewness
analyses for each half cycle (positive and negative). With this information, peak analysis
is performed, and nally, the PD classi cation is determined. Based on the PD type,

the apparent charge and the phase angle of the event within the cycle, PD severity is
estimated. Data analysis process is visualised in Figure 5.6.
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5.5 Performance and functional analysis method

The work on this thesis measures elapsed time for data collection and data analysis inde-
pendently, and the overall solution is presented in Figure 5.7. With these measured times,
the analysis determines where are the solution bottlenecks and what are the rami cations
of the bottlenecks. This bottleneck is created because, naturally one of the modules is
slower than another, and in the so-called "worst case" scenario, either data analysis mod-
ule will have downtime while waiting on the data collection module, or the data collection
module will create a work queue for the data analysis module, which it can't clear in more
or less real time.

Even though this measurement method utilises events that are highly unlikely to occur,
it is still used to show the module's performance in challenging situations. It accurately
describes how quickly it can resolve them. More speci cally, this was done by faking
events for both modules, with various data amounts, and measuring the mean time taken
in the collection of the data (Figure 5.7, time 1) and processing of data (Figure 5.7, time
2). From this, we get the time delay performance of each module. After this whole internal
process is executed (Figure 5.7, time 3), causing some load on the processor and yielding
more accurate data on the solution's real-life performance.

After this, the solution will undergo functional analysis. The event recognition accuracy
of data collection modules is analysed using real-life data. Data modules functionality,
the ability to diagnose and determine valuable data from raw collected data is analysed.
Overall, this evaluation will provide insights into the system's ability to Iter noise, identify
critical events, and support data-driven decision-making by providing valuable indicator

values.
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6. RESULTS

This chapter presents the measured results for PD type classi cation accuracy and sys-
tem performance in terms of data collection and analysis time. The results provide direct
answers to the thesis goals: whether the selected hardware and implemented software
are viable for oscilloscope-based PDD at the lIoT edge level, and what limitations and
bottlenecks exist.

The solution reliably detects PD events with rise times up to 32 ns and frequency con-
tent up to 31.25 MHz. Events with faster transients or higher-frequency components are
also detected to around 40-60MHz with varying amounts of aliasing. Depending on the
discharge type, this detection threshold can be greater, depending on how the discharge
permeates in the powerline or insulation. Solution hardware was con gured to record
data in 62.5 MHz, but hardware could support anything up to 200MHz while being able to
record enough event data.

The PD type classi cation accuracy results are summarised in Table 6.1. The accuracy
column is the recall: how many of the actual samples of that class were correctly identi-
ed. Precision is how many of the samples predicted as that class actually belong to it.
F1 is the harmonic mean of precision and recall, combining both into one number, so a
high F1 requires both precision and recall to be high, and a low F1 means at least one of
them is low. The system achieves high accuracy for several PD types (internal discharge,
particle discharge, tracking, corona) but struggles with some types that are almost ran-
dom in nature or dif cult to separate using the current feature set (tree contact/arcing-like
faults, water treeing, electrical treeing, surface discharge).

The full pattern of misclassi cations between every pair of classes is given by the confu-
sion matrix in Table 6.2. The largest confusions are between tree contact and particle dis-
charge, electrical treeing and corona, and water treeing spread across several classes, in
all cases between physically related discharge types rather than between unrelated ones.

When the per-class numbers are aggregated, the weighted overall accuracy across all
classes is approximately 80.8%, where each class contributes proportionally to how many
samples it has (so the large no-PD class pulls the average upward). The macro-average
gives every class the same weight regardless of size and comes out to approximately
70.5%, with the macro-average F1 across all classes at 68.1%. Individual classes show
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Table 6.1. PD detection accuracy, precision and F1 score by fault type.

PD type Accuracy (recall) Precision F1

Corona 87.0% (Right: 261, Wrong: 39) 56.7% 68.7%
Surface 57.0% (Right: 171, Wrong: 129) | 69.5% 62.6%
Tracking 88.7% (Right: 266, Wrong: 34) 68.0% 77.0%
Internal 98.9% (Right: 620, Wrong: 7) 87.7% 93.0%
Electrical treeing | 47.5% (Right: 271, Wrong: 299) | 72.7% 57.5%
Water treeing 41.5% (Right: 237, Wrong: 334) | 83.5% 55.4%
Particle 92.0% (Right: 520, Wrong: 45) 51.3% 65.9%
Tree 23.6% (Right: 140, Wrong: 452) | 76.9% 36.1%
None 98.7% (Right: 3332, Wrong: 43) | 94.0% 96.3%

Table 6.2. Confusion matrix (rows = actual, cols = predicted).

o _ ©

g g % % %)g %g é ® 2 I

§ & & Euw=3g §& & 2| P
Corona 261 0 0 0 1 0 0 0 38 | 300
Surface 13 171 39 16 39 1 9 3 9| 300
Tracking 4 5 266 10 5 1 6 1 300
Internal 0 0 3 620 0 0 1 0 627
Electrical treeing | 125 14 45 14 271 10 24 2 65| 570
Water treeing 16 50 20 34 25 237 124 34 31| 571
Particle 1 2 7 6 11 6 520 0 12 | 565
Tree 12 4 10 4 19 27 325 140 51 | 592
None 28 0 1 3 2 2 5 2 3332 | 3375
Total 460 246 391 707 373 284 1014 182 3543 | 7200

notable recall-precision splits: particle discharge has high recall (92.0%) but low precision
(51.3%), meaning many other types are misclassi ed into it, while water treeing has high
precision (83.5%) but low F1 (55.4%) because the classi er frequently fails to identify it
correctly.

A key architectural point on the data-collection side is that the system can return to mon-
itoring mode in under 1 ms after buffer transfer. Writing to storage is slow, but it has
been structured so that disk operations do not block acquisition, by writing data to a le
in a separate thread. The measured per-step times for data collection on the PicoScope
smart sensor, including cumulative times, are listed in Table 6.3.

The measured per-step times for the edge analysis pipeline, again including cumula-
tive times, are listed in Table 6.4. The largest contributor is the statistical analysis and
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Table 6.3. PicoScope data collection speed.

Data collection step Average time Cumulative time
Scope initialization on startup 3360 ms 3360 ms

Data block capture 1225 ms 4585 ms
Reading data to program buffer 670 ms 5255 ms
Re-activate data collection <1lms 5256 ms
Writing data to le 7803 ms 13059 ms

classi cation step ( 6 s), which only runs when the data is classi ed to contain PD; the

next-largest is the PD / no-PD decision step. In total, the analysis pipeline takes on the
order of 10 seconds per event block classi ed to contain PD and 4 seconds per block
classi ed as no-PD.

Table 6.4. PD analysis time.

Analysis step Average time Cumulative time
PRPD 1863 ms 1863 ms

PD/ No PD decision 2490 ms 4353 ms

PD peak analysis 109 ms 4462 ms

PD statistical analysis and classica- | 5970 ms 10432 ms

tion

On the edge level, the prototype processes 2.5 million values across four channels per
capture window, and extracts noise-level estimates, PRPD, skewness, kurtosis and peak
characteristics from the raw data. With data collected on a periodic interval where events
are rare, the system can re-arm and process on approximately 5-second intervals. The
hardware cost of the prototype was 750 euros (VAT included; net price 597,61 euros).
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7. CONCLUSIONS

This thesis implemented and evaluated an 0T edge-level prototype for detecting and
analysing fast occurrences, speci cally partial discharges, using an oscilloscope-based
smart sensor and edge computing. The results demonstrate that the chosen architecture
is feasible: the system can capture PD-like events with high time resolution, compute
meaningful KPIs and classify multiple PD types with strong accuracy under laboratory
test conditions. The headline conclusion is that edge-level PDD is viable with the selected
low-cost hardware, but the software pipeline must be optimised and engineered for burst
workloads to avoid missing clustered events.

7.1 Discussion

From the detection standpoint, several PD classes achieved high classi cation accuracy,
particularly internal discharge (98.9%, F1 93.0%), particle discharge (92.0%), tracking
(88.7%, F1 77.0%) and corona (87.0%). The system also achieved strong rejection
performance on no-PD data (98.7%, F1 96.3%), which is important in online monitor-
ing, where false alarms incur operational costs. However, accuracy was substantially
weaker for surface discharge, treeing-related classes and especially tree contact/arcing-
like faults.

The confusion matrix in Table 6.2 reveals speci ¢ misclassi cation patterns between PD

types. The most prominent is tree contact/arcing, where 325 out of 592 samples (55%)
were misclassi ed as particle discharge. This is expected, as both types share irregular,
random pulse behaviour and lack consistent phase-angle signatures. Electrical treeing
shows signi cant confusion with corona (125 out of 570, 22%), likely because both pro-
duce high-frequency unipolar pulses, and with no-PD (65 samples), where low-amplitude
treeing pulses fall below the detection threshold. Water treeing is distributed across mul-
tiple classes, with the largest misclassi cation towards particle discharge (124 out of 571,
22%), re ecting the irregular and low-amplitude nature of early-stage water treeing. Sur-
face discharge is confused with both tracking (39) and electrical treeing (39), which is con-
sistent with these types sharing similar surface-related discharge mechanisms. Corona
misclassi cations are predominantly towards no-PD (38 out of 300, 13%), where small
consistent pulses are Itered out as noise.
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The F1 scores also reveal cases where recall and precision diverge signi cantly: particle
discharge has high recall (92.0%) but an F1 of only 65.9% due to low precision (51.3%),
meaning many other types are misclassi ed as particle discharge. Conversely, water
treeing has high precision (83.5%) but low F1 (55.4%) because the classi er frequently
fails to identify it correctly. Most misclassi cations occur between physically related dis-
charge types rather than between unrelated ones, which suggests the feature extraction
captures meaningful physical characteristics but lacks the resolution to separate closely
related phenomena. These patterns suggest that some classes require either richer fea-
ture sets, improved separation logic, more representative datasets, or different modelling
approaches than the current purely algorithmic classi er. Overall, the PDD eld might

bene t from more open datasets of different fault types.

From a performance perspective, the prototype meets the practical requirement of quickly
returning the oscilloscope to monitoring after a data collection event. The main bottleneck
in analysis is the statistical analysis and classi cation step for PD (roughly 6 s), although
it only happens if the data is classi ed to contain PD. The next greatest bottleneck is the
PD/no-PD decision logic itself. Timescale aligns with the thesis scope, where near-real-
time monitoring is acceptable, but hard real-time protection is out of scope. Therefore,
based on these results, this hardware is suitable for the detection and analysis of PDD
in an industrial setting. The selected hardware can also detect PD-like fast events and
signal anomalies on the same timescale. However, analysis and writing data to memory
operations remain signi cant bottlenecks, and in burst scenarios this can create backlogs
unless buffering and workload management are carefully designed.

A more reasonable time interval for data trend collection would be 30 seconds to even 10
minutes. The hardware cost of this prototype was 750 euros (VAT included in price) with
NET price 597,61 euros, which in this context is extremely cost-effective.

Compared to the state-of-the-art in edge-based PDD, the detection accuracy here is
more or less the same [27]. The difference in overall accuracy probably comes from
the datasets, not from the methods themselves. Klein et al. measures on real PD data
recorded from covered conductors with an antenna, while this thesis measures on simu-
lated PD data with synthetic noise. The tasks are also not identical: Klein et al. only does
PD vs no-PD detection, while this work also classi es the fault type. With that in mind, the
raw detection performance is basically equal. Klein et al. is signi cantly faster, so if you
only need high-rate PD vs no-PD detection, it is the better choice. This thesis is slower
but adds the fault-type information on top, so the two complement each other rather than
compete.
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7.2 Limitations, threats to validity and future work

Future work for oscilloscope-based PDD with loT edge computing should focus on four
parts: tighter integration of measurement devices and edge computing, more robust de-
tection and classi cation methods, validation with real partial discharge data and real
deployment environments, and, of course, Al.

The prototype demonstrates feasibility, but the results also show major bottlenecks in how
data moves and gets acquired. The next step is to improve the integration between the
oscilloscope sensor and the edge computer. This means cutting re-arming delays and
improving slow data transfers. The payoff is lower unnecessary data volume and much
better odds of catching clustered events without pipeline backups.

On the classi cation side, xed hand-tuned logic has its limits. Al-based detection seems
promising, especially for discharge types that the confusion matrix shows are frequently
confused with each other, such as tree contact and particle discharge, or electrical treeing
and corona, which share similar PRPD signatures. Real main goal is high accuracy, with
robustness in all environments. In practice, this means building lightweight Al models that
run at the edge, combining traditional PRPD and statistical features with learned models,
and supporting recalibration when background noise shifts over time.

Finally, and most importantly, comes the shortcoming that was also present in this thesis:
the lack of testing with real data in a real environment. Laboratory only gets you so far in
real validation of device capabilities. All the variables that come on the eld need to be
tested and taken into account.

7.2.1 Productication

While the implemented system demonstrates feasibility as a prototype, productisation re-
quires addressing multiple real-world constraints. The most immediate step toward com-
mercialisation would be to formalise the solution as an edge-managed industrial device,
with a software stack that supports automated provisioning, secure updates, and remote
con guration. This is aligned with the general 10T challenge that deployment and lifecy-
cle management become bottlenecks at scale. From a platform perspective, integrating
with an 10T edge hosting solution (e.g., Azure loT Edge) would simplify deployment and
device management, especially when using con guration pro les and digital twin repre-

sentations for device state, sampling pro les, and thresholds. The value of productisation
lies not only in selling hardware but also in providing a maintainable monitoring service,
including measured KPIs, alarm logic, and consistent reporting interfaces to customer
systems.

In a realistic setting, the most important requirements would be robustness and envi-
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ronmental protection, enclosure design, temperature tolerance, and humidity protection,
depending on the substation/cable installation context.

Connectivity robustness, operation in locations with limited connectivity, buffering and
delayed upload strategies for clear of ine mode. Other important development areas
would be power, longevity testing, and reliability. Overall, ensuring the device can and
will keep operating in adverse conditions, over the years and even decades. As future
work, a purpose-built oscilloscope designed solely for PDD could improve corner cases
and optimise fast, more reliable data collection. This can also optimise cost-effectiveness
and performance.
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