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The increasing availability of heterogeneous systems, which combine different types of pro-

cessing units within a single system, have introduced new opportunities for improving workflow 
performance. Workflows, consisting of a set of tasks with defined execution dependencies, are 
widely used in both commercial and scientific applications. However, heterogeneous systems 
also introduce a key challenge: determining when heterogeneous execution provides benefits 
over traditional homogeneous CPU-based execution, particularly in environments with varying 
workflow conditions. 

This thesis investigates this problem in the context of workflow management systems, with a 
specific focus on Apache Airflow. A dynamic scheduling approach is proposed, enabling auto-
matic selection between CPU only and CPU–GPU execution environments. The study addresses 
two research questions: which factors and performance metrics can be used to estimate the suit-
ability of workflows for GPU execution, and whether a lightweight decision algorithm can be inte-
grated into Apache Airflow to support dynamic scheduling. 

The work includes an analysis of heterogeneous computing principles, the architecture of 
Apache Airflow, and existing approaches to execution environment selection. Based on this anal-
ysis, a proof-of-concept plugin is developed that evaluates workflow characteristics and hard-
ware-related metrics to predict the most suitable execution environment. 

The results demonstrate that dynamic scheduling can be effectively integrated into Apache 
Airflow, and that relatively simple evaluation methods for execution environment selection can 
achieve satisfactory performance. 
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1. INTRODUCTION 

Recently, two intersecting trends have rapidly increased the popularity of heterogeneous 

systems. Firstly, due to the slowdown of single core processor performance gains, par-

allel computing has gained in popularity [1]. Traditionally, such parallelism has been im-

plemented on homogeneous systems, where identical processing units execute tasks in 

parallel. However, such systems are often limited in their ability to efficiently handle di-

verse workloads. Consequently, heterogeneous computing has become an effective ap-

proach, integrating different types of processing units, such as CPUs and GPUs, within 

a single system. The key idea is to have specialised hardware for different types of tasks, 

allowing workloads to be executed on the most suitable hardware, often allowing for 

massive parallel execution of programs [2]. 

Secondly, the rapid growth of machine learning and artificial intelligence workflows, has 

further accelerated the adoption of heterogeneous systems. Many such workloads ben-

efit substantially from specialised hardware, particularly during training and inference, 

due to their high computational intensity [3] [4]. Together these two trends have resulted 

in increased availability of heterogeneous systems as well as a growing number of soft-

ware frameworks that support heterogeneous execution. 

Historically, heterogeneous systems were mainly only used for highly demanding or 

highly specialised applications, where the performance benefits would justify the addi-

tional development complexity. However, as heterogeneous systems have become more 

accessible it is increasingly feasible to use them for a broader range of applications. This 

shift emphasises a particular problem – how to decide when heterogeneous or homoge-

neous execution is more beneficial, especially in the context of varying input sizes and 

performance sensitivities. 

In this thesis this particular challenge is examined in the context of workflow execution, 

where a set of tasks and the dependencies between them must be executed correctly to 

accomplish a goal, and a specific type of heterogeneous system. More specifically, an 

experimental plugin that integrates a dynamic scheduler within the workflow manage-

ment system Apache Airflow is proposed. Apache Airflow is a popular open-source plat-

form used for defining, scheduling, and monitoring workflows. This explored scheduler 
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concept aims to automatically decide whether a workflow should be executed in a spe-

cific type of heterogeneous or homogeneous environments, namely an environment only 

consisting of a central processing unit or an environment which is graphics-processing-

unit enabled, with the goal of improving overall performance and utilisation of available 

heterogeneous hardware. 

Therefore, two research questions are examined in this thesis: 

1. What factors and metrics can be used to approximate the suitability of workflows 

for heterogeneous GPU execution, in the context of Apache Airflow? 

2. Can a lightweight decision algorithm be integrated into Apache Airflow to dynam-

ically schedule tasks for either GPU enabled or CPU only execution? 

This dynamic scheduling functionality is primarily expected to benefit workflows, which 

have varied computational requirements, thus making them suitable for both homogene-

ous and heterogeneous execution depending on the circumstances. To maximise the 

potential benefit, the goal is to create a general-purpose dynamic scheduler capable of 

running various workloads on hardware from multiple vendors. 

Finally, to address the two research questions, Chapter 2 first presents the necessary 

theoretical background, including heterogeneous computing, workflow management sys-

tems and performance (prediction) models. Then, the experimental plugin is introduced, 

with Chapter 3 describing the design and implementation of the plugin, while Chapter 4 

examines the performance modelling approaches considered for enabling dynamic 

scheduling. Finally, Chapter 5 presents the evaluation of the plugin, and Chapter 6 con-

cludes the thesis by discussing the findings of this work. 
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2. BACKGROUND AND RELATED WORK 

In this chapter, three key aspects enabling this thesis are examined. First, the evolution 

of heterogeneous systems is explored, with the goal of providing a broader perspective 

on the context of this thesis, as well as to examine heterogeneous computing from a 

programmer's perspective. 

Second, the concept of workflow management systems is introduced and with it the ar-

chitecture and functionality of Apache Airflow is examined. 

Third, one of the central questions of this thesis is discussed. What and how different 

factors and metrics are used for choosing an execution environment in different use 

cases. 

2.1 Portability of code in heterogeneous systems 

Traditionally, most programming languages and frameworks have been designed for op-

eration on a single type of device, a central processing unit (CPU), and for largely se-

quential execution. This paradigm was largely enabled by Dennard’s scaling [5], which 

allowed for single core CPUs to become both faster and more energy efficient generation 

over generation. However, with the end of Dennard’s scaling, CPUs became dependent 

on adding more cores for significant performance improvements. This shift to multicore 

architectures meant that programmers would now have to directly ensure that their ap-

plications would exploit parallelism, so that the extra multicore performance would be 

utilised [6]. 

While this approach delivered notable performance gains, simply increasing core counts 

yields diminishing performance returns due to limited application parallelism, synchroni-

zation overheads, and memory system bottlenecks [7]. This has resulted in the increas-

ing prominence of heterogeneous systems, where general purpose components are 

paired with specialised hardware, which excel at specific workloads, often by exploiting 

massive parallelism. Examples of heterogeneous systems include CPUs being paired 

with graphical processing units (GPUs), tensor processing units (TPUs) and field pro-

grammable gate arrays (FPGAs) [6], as well as application specific processors and full 

custom designs [8]. Heterogeneous architectures also include systems on chip (SoC) 

designs, where different types of processing units are directly connected on a single chip 

[9]. 
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These computer architecture developments have resulted in increasing number of 

frameworks, languages and libraries that aim to enable and simplify the development of 

heterogeneous applications, using various levels of abstractions. For artificial intelli-

gence and machine learning workloads, libraries like Pytorch and TensorFlow provide 

high-level interfaces that allow applications to easily utilise CPUs, GPUs, TPUs, and 

other accelerators. At the language level, new programming languages like Julia simplify 

parallel programming and targeting of heterogeneous hardware. Meanwhile, at lower 

and higher levels of abstraction, frameworks like Cuda, OpenMP, OpenCL and many 

others offer more fine-grained control over accelerator hardware.  

In general, these different frameworks, libraries and languages face two important trade-

offs. The first is between simplicity and general performance, where higher level abstrac-

tions improve developer productivity, but limit performance gains, while lover level ab-

stractions offer high levels of control over execution, but introduce significant complexity. 

The second is between portability and hardware specific optimisations, where vendor 

exclusive solutions generally offer options to maximise specific device performance, 

while cross-vendor interoperable solutions often offer good portability between devices, 

but struggle with maximising performance. 

In this thesis, the aim is to create a general-purpose dynamic scheduler capable of run-

ning various workloads on GPUs from multiple vendors. Therefore, the OpenCL frame-

work which offers high degrees of customisation and portability was chosen to create 

test workloads in the experiment, meaning that the same workload can easily be exe-

cuted on different devices, which simplifies evaluating scheduling decisions. Additionally, 

further developments in the heterogeneous computing space have meant that these two 

aforementioned trade-offs have become less prominent. For example, implementations 

of the OpenCL standard have been developed that aim to minimise the differences be-

tween vendor‑specific and vendor‑interoperable frameworks [10]. 

2.2 Workflow management systems and Apache Airflow 

A workflow, in the context of commercial applications, can be defined as “the computer-

ised facilitation or automation of a business process, in whole or part” [11]. More gener-

ally, a workflow can be defined as “a high-level specification of a set of tasks and the 

dependencies between them that must be satisfied in order to accomplish a specific goal” 

[12]. In the context of this thesis, only computational workflows are considered. 
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Computational workflows are widely used across several fields. In business operations, 

workflows may automate processes such as customer order handling or payment pro-

cessing. In data engineering, workflows are frequently based on the extract-transform-

load (ETL) process that manages the movement and transformation of data between 

systems. In digital infrastructure management, workflows can coordinate tasks related to 

building, testing and deploying applications. Similarly, in machine learning, workflows 

may define the process of model creation, involving data preprocessing, model training, 

evaluation and deployment. 

As workflows grow in size and complexity, managing task dependencies, scheduling ex-

ecution, handling failures, and monitoring progress becomes increasingly challenging. 

Manual orchestration of such processes is error-prone and difficult to scale, particularly 

in distributed computing environments. Workflow management systems (WMS) can be 

used to address these challenges, providing mechanisms for defining task dependen-

cies, scheduling of workflows, state tracking and reliable workflow execution. 

A WMS is defined as “a system that completely defines, manages and executes “work-

flows” through the execution of software whose order of execution is driven by a com-

puter representation of the workflow logic” [11]. A wide variety of such systems exist, 

including Apache Airflow, Pegasus, Nextflow, Snakemake, Kepler, Luigi, and Prefect. 

These systems differ in their approaches to workflow composition, orchestration, data 

management, and metadata capture, reflecting the broad range of workflows they are 

designed to support [13]. 

However, many such systems use directed acyclic graphs (DAGs) to represent the work-

flow composition. In such a representation, each vertex is a task from the workflow, and 

each directed edge is a dependency between them. Thus, enabling these systems to 

quickly determine valid execution orders and with it exploit any possible task level paral-

lelism. 

One widely adopted open-source workflow management system based on this represen-

tation is Apache Airflow [14]. A key benefit of this platform is its modularity and flexibility. 

As long as the workflow structure itself is defined in Python, Airflow is largely agnostic to 

the underlying computation performed by individual tasks. This flexibility extends to Air-

flow’s architecture. 

Airflow consists of several components [14], all written in Python, which at a minimum 

include: 

• A scheduler, which handles the scheduling of DAGs and submitting them for ex-

ecution to the executor. It does so based on the dependency structure defined in 
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a DAG, submitting tasks to the executor only if their upstream dependencies are 

satisfied. Due to the DAG representation of workflows, tasks are submitted for 

execution one by one, instead of all together within a DAG. 

• A DAG processor, parsing and serialising DAG files, which interacts with the 

metadata database. 

• An API Server (previously called Web Server), providing both the API and UI to 

interact with Airflow and DAGs. 

• Metadata database and a DAG folder 

An important element of Apache Airflow’s architecture is that the scheduler is not respon-

sible for execution itself [15]. Instead, the scheduler has a configurable property, the 

executor, which is responsible for executing the task given by the scheduler. 

In general, these executor’s can be broadly categorised into two groups. Firstly, local 

executors, which run tasks within the scheduler’s environments. Secondly, remote exec-

utors, which might either use queues/batches to remotely execute tasks, such as the 

Celery executor, or containerised executors, where each task is run in an isolated con-

tainer, such as the Kubernetes executor [16]. 

In addition, there are several optional Apache Airflow components: 

• Worker, which executes the tasks received by the scheduler and thus its use is 

dependent on the executor used. 

• Triggerer, which is used for asynchronous waiting, allowing tasks to be monitored 

without occupying worker resources and resuming their execution only when the 

corresponding trigger condition is met. 

• Folder of plugins, allowing for a structured way to extend Airflow’s functionality, 

which will be used to implement the experiment. 

Overall, Apache Airflow has a modular, service-oriented architecture with a clear sepa-

ration of concerns between different components. Additionally, it is made to be extensible 

and enjoys widespread adoption, making Apache Airflow a suitable platform for experi-

menting with dynamic scheduling approaches in heterogeneous environments. 

2.3 Dynamic scheduling in heterogeneous systems 

An important task for schedulers in heterogeneous systems is deciding which device in 

a system offers the best performance for a particular task. This decision is rather difficult 

to make, since it is impacted both by the underlying task characteristics, as well as the 
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systems compute capabilities, memory hierarchies and inter device communication pro-

tocols. 

Moreover, the problem of estimating task performance in a given execution environment 

is common across many areas of computing, for example, modern compiler and machine 

learning frameworks use performance models to guide optimization and scheduling de-

cisions [17]. Thus, the core challenge of this problem is predicting execution cost under 

varying workflow and hardware conditions. 

To address this challenge, performance models can be used, which aim to predict the 

execution cost of a task on a particular device, usually by either trying to predict the 

execution time of the task or having a cost model for decision making. These models can 

broadly be split into analytical, historical, machine-learning based and hybrid ap-

proaches. 

2.3.1 Analytical performance models 

Analytical performance models can be described as models that try to estimate the cost 

of executing a program based on the used hardware and algorithm characteristics, in-

stead of using measurements or machine learning models. 

In general, these models examine the compute, memory, and communication character-

istics of a given program on a given device, to create a unified prediction of the execution 

cost of a program. On the compute side, analytical models might consider number of 

floating-point operations, peak throughput of a device and available parallelism. On the 

memory side, they might estimate the volume of data movement and compare it with 

available bandwidth. Meanwhile, on the communication side, the model might try to ex-

amine data transfers between devices, which is especially important in heterogeneous 

systems. 

One lightweight analytical model is the roofline model, which visually plots the opera-

tional intensity of a given program (how many floating-point operations per second 

(FLOPS) per byte of memory traffic) against the performance of it (FLOPS per cycle) 

[18]. This allows for easy identification of either memory bound or compute bound per-

formance issues. In the context of heterogeneous systems, a compute bound workflow 

could be a good indicator that it might benefit from being offloaded to an accelerator. 

More complex models can also take additional architectural factors such as cache be-

haviour, memory hierarchy interactions, and synchronization overheads into considera-

tion [19]. Examples of such models can be found in the Halide image processing lan-

guage and the heterogeneous runtime StarPU. For instance, the Halide auto scheduler 
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uses analytics to estimate cache misses [20], while StarPU uses analytics for data trans-

fer time calculations [21]. 

Overall, analytical models are lightweight and fast to calculate, however their accuracy 

heavily depends on how well a particular model can estimate the behaviour of the un-

derlying hardware. As architectures become more complex and numerous, more com-

plex models are required to estimate their behaviours, especially if the model is intended 

for usage across multiple architectures.  

2.3.2 Historical performance models 

History-based models estimate the cost of future executions by recording and matching 

the execution performance of past runs to the current one. They are relatively simple to 

implement and computationally inexpensive, however they rely on the assumption that 

the underlying program will behave similarly, when executed under similar conditions. 

Therefore, these models work best when the underlying task is regular, with a relatively 

static control flow and similar behaviour when faced with the same data layouts and input 

sizes. This results in limited applicability for this kind of model [21]. 

Additionally, these models benefit from having extensive historical records, which can 

cause issues in the “warm up” phase of a workflow, especially if a workflow is frequently 

changed. 

Overall, these models are very lightweight and can be highly effective for regular and 

stable workflows. However, their dependence on that regularity makes them unsuitable 

as a universal solution for performance models. 

2.3.3 Machine learning based performance models 

Machine learning (ML) based models try to predict the execution cost of a program by 

learning patterns from previously observed data. This allows such models to be more 

suitable for a wider field of workflows than historical models, while also being able to 

generalise to a wider set of hardware and program combinations easier than analytical 

models, thus addressing some of the shortcomings of the previously discussed models. 

The type of data ingested by these models can range in complexity, from a single feature 

describing the data size of a program to multiple features such as memory access pat-

terns, arithmetic intensity, or data reuse. While the chosen set of features can be very 

varied, in general, the goal of these models is to estimate the execution cost or time of a 

program.  
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The most common type of models used are regression models, which try to model the 

relationship between some input and output data. Regression models can be thought of 

as a natural evolution of the historical type of models, since at their core they usually rely 

on the same type of data, but have more generalizable results. 

Beyond regression models, diverse set of models have also been used, including gradi-

ent boosting decision trees, random forests and neural networks. These models usually 

rely on more complex set of features for their predictions than regression models. 

Examples of such models being used include, Apache TVM, an open-source machine 

learning compiler framework. TVM employs gradient boosting decision trees and has 

tested neural networks for predicting the performance of different scheduling decisions 

[17]. Similarly, the Halide auto scheduler uses learned cost models. 

Overall, ML models are both flexible and potent, especially, due to their ability to largely 

automatically adapt to workloads and to get better with more training data. However, the 

reliance on training data is also a significant limitation, since they might suffer from poor 

accuracy with only limited training data available. Additionally, there is a very wide variety 

in the types of ML models and in their complexities and optimal use cases. Especially, 

when considering basic regression models against more advanced models, we see that 

regression models are in general quite accurate, but are workflow specific, while more 

powerful models might need more training data, but could be generalizable across most 

workflows. 

2.3.4 Hybrid performance models 

Hybrid performance models combine multiple prediction techniques – analytical, histori-

cal or ML based, in an attempt to maximise the strengths of each approach, while mini-

mising their downsides. The core idea being that no single method is universally accurate 

across all workloads and architectures, thus integrating multiple sources of information 

for the prediction should result in more robust and adaptable models. 

Examples of this hybrid approach include StarPU, where different scheduling policies 

are available, including one that combines the estimated execution time with the esti-

mated data transfer time. The actual methods for estimating these two components are 

user chosen; however, commonly analytical models are used for transfer time, while re-

gression-based models are used for execution time prediction. 

Similarly, the Halide auto scheduler combines analytical reasoning about cache locality 

and memory usage with learned cost models to guide scheduling decisions [22]. The 
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analytical component estimates properties such as cache misses and data reuse, while 

the learned model predicts the performance impact of different scheduling strategies. 

As the complexity of workflows and execution environments grows, hybrid approaches 

become increasingly relevant, since they can leverage the strengths of multiple model-

ling techniques simultaneously. This enables more adaptable and potentially more ac-

curate performance prediction across varying workloads and hardware configurations, 

although often at the cost of increased implementation complexity. 
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3. DESIGN OF DYNAMIC SCHEDULER PLUGIN 

To answer the two research questions of this thesis, a proof-of-concept experiment was 

conducted, exploring the creation of a plugin for Apache Airflow, which allows for dy-

namic scheduling. 

This chapter describes the design and implementation of the proposed plugin, which 

enables task scheduling across CPU only and CPU-GPU execution environments by 

automatically selecting the most suitable execution environment based on the gathered 

information and used performance models. 

However, several limitations were assumed in the process of the experiment. Foremost, 

in this experiment only two execution environments were considered – CPU only (homo-

geneous) and CPU-GPU (heterogeneous) environments. Thus, only one type of hetero-

geneous system was considered. Additionally, only a specific type of executor was used 

in development of the plugin, thus limiting the portability of this proof-of-concept. 

3.1 Design considerations 

The design of the plugin is fundamentally shaped by a key trade-off between usability 

and generality on one hand, and performance accuracy and model sophistication on the 

other. This tension can be seen in two aspects: 

1. The design of performance models used for execution environment selection. 

2. The integration of required functionality within Apache Airflow’s architecture 

As discussed in Chapter 2.3, in general the accuracy of performance models improves 

with the quantity and quality of available information about a task.  More detailed infor-

mation enables better estimation of execution time or cost, which in turn leads to im-

proved scheduling decisions. However, as the plugin is intended to be general-purpose, 

acquiring such information introduces several challenges. 

To gather this information, three approaches were considered: static code analysis, pro-

filing of hardware utilisation and explicit information sharing from the task author. 

Examining the possibility of static code analysis, it enables the extraction of structural 

information from task code, such as approximate operation counts or identification of 

parallelizable components. However, its accuracy is inherently limited, as many perfor-
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mance-relevant characteristics are only observable during execution. Furthermore, reli-

ance on static analysis introduces language dependency, reducing generality unless 

multiple programming languages are supported. 

Meanwhile, profiling of hardware utilisation provides empirical information about a task’s 

behaviour during execution. This approach is relatively easy to implement and can cap-

ture dynamic characteristics that static analysis cannot. However, hardware monitoring 

is often environment specific. CPU metrics very across operating systems, while GPU 

monitoring typically depends on vendor specific APIs, which reduces portability and in-

creases complexity. 

Finally, allowing workflow authors to provide structured information about tasks offers a 

powerful and flexible approach for gathering information on a task’s unique characteris-

tics. It can be especially useful for tracking the differences in data input sizes between 

different runs and in potentially handling different edge case scenarios. However, this 

approach introduces usability concerns: it relies on correct user input and requires mod-

ifications to existing workflows. If the required effort becomes excessive, users may pre-

fer to implement custom scheduling solutions instead of adopting the plugin. 

To balance these trade-offs, all three approaches are implemented in the plugin. Static 

analysis can provide a low-cost way to extract basic features from tasks. Profiling allows 

the recording of runtime behaviour of a task, while scheduling hints enable extraction of 

task specific features. Together, these methods attempt to form an information pipeline 

that aims to balance generality, usability, and ultimately predictive accuracy. 

In addition to information collection, the plugin design must account for the architectural 

constraints of Apache Airflow, namely the separation of concerns, which limits direct ac-

cess to execution level information and complicates the integration of dynamic schedul-

ing. Consequently, the plugin must operate across multiple components, such as DAG 

processing, metadata storage, scheduling (execution), while leveraging Airflow’s exten-

sibility mechanisms. 

In summary, the design of the plugin must provide the ability to collect sufficient infor-

mation on a task, without imposing excessive burden on users. It must integrate into 

Airflow’s modular architecture and support different performance models. 

3.2 Design implementation  

The final design of the plugin can be conceptualised as consisting of three stages: 

1. Analysing and interfacing with the DAG definitions. 
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2. Selecting the execution environment. 

3. Executing and profiling tasks. 

In Figure 1, a simplified diagram of the plugins design is provided. The green areas rep-

resent Apache Airflow components extended by the plugin. The white boxes correspond 

to the plugin’s own components, while the yellow boxes represent shared Apache Airflow 

mechanisms used for communication and information transfer between components. 

Solid arrows indicate function calls between components, whereas dotted arrows repre-

sent information being stored or propagated through intermediary components. 

 

 Simplified system diagram of the plugin 

Overall, the plugin introduces an architecture that integrates DAG level analysis, runtime 

decision making and execution time profiling through Airflow’s modular components. In-

formation flows between these components via DAG parameters and tags, and the 

metadata database, enabling communication between different components despite 

Apache Airflows separation of concerns. 

Each of these three stages is examined in greater detail in the following subchapters. 

3.2.1 DAG analysis and integration 

The initial stage identifies workflows that are relevant for heterogeneous execution and 

extracts useful information from them. This is implemented by extending the DAG pars-

ing process using Airflow policies. 

During DAG parsing, all workflows are serialised and processed by defined policies. The 

plugin introduces a policy that scans DAG code for imports of libraries associated with 
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heterogeneous computing (e.g., GPU enabled frameworks). If such imports are de-

tected, the DAG is marked with a tag indicating that it is a candidate for dynamic sched-

uling. 

This tagging mechanism serves two purposes. First, it allows users to manually control 

plugin activation using Airflow’s existing tagging system. Second, this system also allows 

for easy passing of data between different plugin components. Additionally, a parameter 

is added to the marked DAG to let the user control if specific DAG runs should utilise the 

plugin, thereby maintaining flexibility and transparency. 

In addition to identifying relevant DAGs, the plugin also implements a lightweight static 

analysis component for task code. In the current implementation, this analysis was de-

veloped specifically for OpenCL C kernel code, assuming its use in heterogeneous tasks. 

Kernel code is detected using custom regular expression matching, after which approx-

imate features, such as operation counts and structural characteristics, are extracted 

through the implemented analysis logic. These extracted features are then injected into 

DAG parameters, enabling their use by downstream scheduling and performance mod-

elling components. 

To complement automated analysis, the plugin introduces structured scheduling hints. 

Workflow authors can define hints at the DAG or task level using wrapped decorator 

interfaces. These hints specify which parameters should be interpreted as performance-

relevant features (e.g., input size). At runtime, the actual values of these parameters are 

resolved and passed to the performance model. Although, direct numerical values are 

also supported as scheduling hints. This approach allows dynamic, data dependent in-

formation to be incorporated into decision making. 

3.2.2 Environment selection 

The second stage determines the optimal execution environment for each task. This is 

handled by a decision engine, which provides a unified interface for gathering relevant 

information and invoking the selected performance model. 

The decision engine collects data from multiple sources within Airflow’s metadata data-

base: 

• Historical task execution records, used to derive performance metrics, 

• Current task instance data from the DagRun table, used to identify tasks of inter-

est, 

• Extracted static features and scheduling hints stored as parameters. 
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Since scheduling hints may initially reference parameter names rather than values, the 

decision engine resolves these references at runtime. This ensures that the performance 

model receives valid input data. 

The aggregated information is then passed to a pluggable performance model, which 

predicts the most suitable execution environment (CPU only or CPU-GPU). The result is 

then forwarded to the executor, which is responsible for task execution. 

3.2.3 Execution and profiling 

The final stage executes the task in the selected environment and collects profiling data 

for future use. This functionality is implemented by extending the executor, which for this 

proof-of-concept is the local executor. 

The local executor spawns’ workers as subprocesses of the scheduler. Once a task in-

stance is received from the scheduler, the task is executed by one of the workers [16]. 

These workers share the same hardware resources, meaning that true resource isolation 

is not supported. To simulate different execution environments, GPU visibility is con-

trolled at the process level. Specifically, GPU access is disabled for tasks assigned to 

CPU only execution by modifying CUDA device visibility. This approach enables valida-

tion of scheduling logic despite the limitations of the executor. 

The worker execution process is managed by the activity subprocess class, which was 

extended to integrate the plugin’s functionality. Upon receiving a task, the worker: 

1. Determines whether the task belongs to a relevant DAG, by utilising information 

from the first stage, 

2. Invokes the decision engine to select an execution environment, 

3. Executes the task with appropriate GPU visibility settings, to mimic the selected 

execution environment. 

In parallel to the execution of the task, a task profiler monitors hardware utilisation during 

execution. This profiler runs in a separate thread and tracks CPU and process level met-

rics using the Python system and process utilities (PSUTIL) library, which provides cross 

platform support [23]. GPU metrics are collected using the NVIDIA Management Library 

(NVML) API, reflecting the hardware used in this experiment. 

After successful task completion, profiling data, including execution duration, resource 

utilisation, selected execution environment, and scheduling hints, is stored in a custom 

table within the Airflow metadata database. This data is subsequently used to improve 

future scheduling decisions. 
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A key limitation of GPU profiling is that vendor APIs typically provide utilisation metrics 

at the device level rather than per process. As a result, precise attribution of GPU usage 

to individual tasks may be affected when multiple processes share the device, introduc-

ing potential noise into the collected metrics. 

3.3 Design limitations 

The created design contains several limitations. The reliance on the Local Executor re-

stricts the plugin to environments without true resource isolation. Therefore, in practice, 

executors such as Kubernetes Executor would allow explicit allocation of hardware re-

sources per task and be more suitable for real world use cases. 

Additionally, GPU profiling is limited to a single vendor specific API, reducing portability. 

Moreover, the collected GPU utilisation metrics are also device level rather than process 

level, meaning that simultaneous GPU workloads may introduce noise into the profiling 

data and reduce the accuracy of the generated performance models. 

Another limitation is that the implemented static analysis functionality currently targets 

only OpenCL C kernel code and uses relatively lightweight heuristic-based feature ex-

traction. 

Despite these limitations, the proposed design provides a functional and extensible foun-

dation for dynamic scheduling in Apache Airflow. Its modular structure allows future ex-

tensions, such as support for additional executors, improved profiling mechanisms, and 

more sophisticated performance models. 
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4. PERFORMANCE MODELS 

The created plugin relies on performance models to predict an optimal execution envi-

ronment for a task run. Thus, enabling the core dynamic scheduling aspect of the plugin. 

Therefore, a variety of performance models were considered, with the starting point for 

the design of performance models being the previously discussed literature in subchap-

ter 2.3 and the information gathering mechanisms integrated into the plugins design, 

namely the task profiler, kernel code analyser and the scheduling hints. 

4.1 History-based models 

The first model that was considered was a history-based analytical model. By calculating 

simple metrics like average CPU and GPU utilisation, it could use historical data for sim-

ple heuristics. For example, if average CPU usage is above 80%, then the task is most 

likely compute bound and would benefit from GPU execution. Such a model has the 

benefit of not requiring any actions from the task author and of being very lightweight. 

However, since this model has no way to judge task code characteristics or input data 

differences between runs, it can only make a general judgement about the task, either 

that it is always optimal to run on an CPU only environment or a CPU-GPU one. 

This downside makes it not very suitable for this plugin, since the main benefit of having 

dynamic scheduling is being able to easily exploit the benefits of heterogeneous execu-

tion for workflows, whose optimal execution environment changes, and in this regard, 

this model fails. It only performs well if a workflow has a consistent optimal execution 

environment, however for such a workflow dynamic scheduling is not especially benefi-

cial, since the workflow author can relatively easily set a static execution environment. 

Additionally, as any history-based model, it suffers from needing initial data to start mak-

ing predictions and the most likely way of gathering the initial data would be to automat-

ically assume heterogeneous execution for the first few runs, however this can lead to 

wasted hardware resource usage. Therefore, this model was not tested further, although 

it could be used in the future for optimising task execution environment predictions, since 

if a task has sizeable historical data and it consistently prefers an execution environment, 

a default environment could be assigned to a task, allowing the plugin to skip more ad-

vanced performance model calculations. 
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A more advanced history-based model would be one which also has access to schedul-

ing hints and thus have a way to associate different input data characteristics with par-

ticular hardware utilisation rates. In effect it would closely mirror a typical historical per-

formance model. By being able to make this link, the model could make tailored predic-

tions for each specific task run. However, it would be even more reliant on historical data 

for performance. Additionally, it would struggle with workflows which have more complex 

control flows and thus might not always react similarly even with very similar input data. 

Therefore, while potentially powerful, this model was not fully implemented. Instead, re-

gression models, which also rely on historical data, but can extrapolate trends from them 

were considered instead, as a way to increase the generality of used performance mod-

els. 

4.2 Regression models 

As discussed previously, a way to extrapolate the unique characteristics of a particular 

task run is essential in being able to create a truly adaptable model. In this experiment, 

the way to do so is through using the created scheduling hints functionality, which ena-

bles workflow authors to expose relevant information to the performance model. 

Combining historical scheduling hints with historical task run performance can be a pow-

erful way to create a history-based performance model. However, such a model requires 

a lot of historical information to make reliable environment predictions. A promising way 

to reduce the “cold start” phase of such a model is to turn it into a regression model, 

where existing data is used to extrapolate overall trends.  

Regression models try to estimate a relationship between independent variables, often 

called features, and a dependent variable, often called labels. This relationship is esti-

mated as a function, which tries to predict the target labels from the input features, al-

lowing for forecasting [24]. 

Based on this multiple performance models were created, with different features used in 

each, however mostly sharing a common design. First, the used features were collected 

and normalised, so that the model results would be more stable and so that no single 

feature is overemphasised in model calculation. Then, the corresponding labels to the 

features, were transformed using natural logarithms. 

Once both features and labels were ready, the ridge regression was used, which is a 

method of combining linear regression with L2 regularisation. L2 regularisation being a 

method of penalising large model coefficients, with the goal of improving generalisation. 
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At the same time, natural logarithms were applied to the labels, with the aim of changing 

the goal of the model from trying to minimise absolute errors, to the ratio of errors. 

Meanwhile, to account for the differences in execution environments two different models 

are created for each task. One, which predicts the execution time of a task on a CPU 

only execution environment, and one, which predicts it on a CPU+GPU execution envi-

ronment. 

Six distinct performance models were evaluated, with five of them following this design 

and each defined by a different set of features. Three models relied exclusively on a 

scheduling hint representing the task’s data size. Among these, one model used the raw 

value, another incorporated both the raw value and its natural logarithm, and a third ex-

tended this further by including the raw value, its natural logarithm, and its squared form. 

The remaining two models augmented this scheduling hint with historical performance 

data. One incorporated peak CPU and GPU utilization as additional features, while the 

other used the weighted average duration of similar past task executions. In the latter 

case, weights were assigned to prioritize duration values from runs with characteristics 

most similar to the current task.  

Meanwhile, the final regression model has a different architecture. Instead of having two 

different instances of a model, each predicting an execution time for a specific execution 

environment, a single instance is considered. Therefore, this model predicts the differ-

ence of execution duration between two execution environments. If the CPU only envi-

ronment is faster than the prediction is a negative number and if the GPU-CPU environ-

ment is faster than the prediction is a positive number. 

To make this possible two changes were implemented compared to the previous models. 

First, no natural logarithms were used on the target labels, since they are calculated via 

subtraction and logarithm arguments must be positive. Second, the training process of 

the model must change. Each training now sample requires there to be labels available 

for each execution environment given a specific feature. 

Overall, the proposed models are designed for a system containing two possible execu-

tion environments consisting of identical device types and models. Nevertheless, parts 

of the approach remain applicable to more complex heterogeneous systems. In particu-

lar, the strategy of maintaining a separate regression model for each task and execution 

device can be generalised relatively straightforwardly. However, such an approach may 

scale poorly as the number of available execution devices increases due to the growing 

number of required models and the corresponding increase in training data require-
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ments. In contrast, the regression model that predicts execution duration differences be-

tween environments is inherently tailored this scenario and does not generalise efficiently 

to systems with more than two execution devices. 

Finally, a summary of all the proposed regression models is shown in Table 1. While all 

approaches share the same underlying ridge regression and preprocessing pipeline, 

they differ in their selected feature sets and target labels. 

 Summary of all proposed regression performance models 

Model Identifier Features Model Label 

SH Scheduling hint 

Ridge regression (lin-
ear regression with 
L2 regularisation), 
with normalisation as 
preprocessing step 

Log-transformed du-
ration 

SH_LOG Scheduling hint (with natu-
ral logarithm) 

SH_LOG_SQ Scheduling hint (with natu-
ral logarithm and squared) 

SH_UTIL Scheduling hint and peak 
CPU/GPU utilisation info 

SH_HIST Scheduling hint and 
weighted duration of simi-
lar past runs 

SH_2 Scheduling hint Difference in duration 
between the two envi-
ronments 

 

4.3 Analytical models 

A challenge experienced by these defined regression models is that they primarily rely 

on scheduling hints for predicting performance, which significantly limits their potential 

understanding of the underlying task. Therefore, an analytical model, which could com-

bine scheduling hints with a way to gain more robust understanding of the underlying 

task could be useful. 

The explored method for doing so in this plugin was an attempt to use the roofline model 

described in Chapter 2.3.1. The primary metrics that are needed for this model is the 

operational intensity (FLOPS per byte) and used hardware performance metrics. The 

latter of these two could be estimated by using profiling techniques, however in the con-

text of creating a proof-of-concept a manual way to declare these metrics was used in-

stead. 

Meanwhile, to estimate FLOPs and bytes accessed, a static code analyser can be used, 

specifically focused on the analysing of the portable part of the workflow, the OpenCL C 

kernel. 
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However, the kernel code analyser could not be sufficiently refined within the scope of 

this thesis to produce reliable estimates of floating-point operations and memory ac-

cesses. Accurate estimation would require knowledge of runtime-dependent variables 

such as input sizes and execution paths, which are not fully available during static anal-

ysis. As a result, the analytical model based on the roofline approach was not pursued 

further in experimental evaluation. 
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5. EVALUATION 

To evaluate the created proof-of-concept, three aspects are considered in this chapter: 

the evaluation environment, the test cases used to evaluate the plugin, and the resulting 

performance and scheduling behaviour observed during experimentation. 

5.1 Evaluation environment 

The experiment was conducted on a system with an AMD Ryzen 9 7845HX CPU (12 

cores and 24 threads) and an NVIDIA GeForce RTX 4070 Laptop GPU (8GB GDDR6, 

128-bit bus). The system also included 16 GB of RAM and solid-state drive (SSD) stor-

age. The used operating system was Windows 11. However, since Apache Airflow only 

supports POSIX-compliant environments (Unix and Unix-like operating systems), the 

Windows Subsystem for Linux version 2 (WSL2) was used to provide a compatible Linux 

runtime. 

To setup the Apache Airflow instance itself, the official Docker image of Apache Airflow 

(version 3.1.6) was used as the starting point. This base image provides a containerised 

and pre-configured Airflow setup, along with a Python runtime environment. This image 

was then extended to provide support for OpenCL and needed Python libraries. 

A significant obstacle in setting up this environment was the lack of native support of 

NVIDIA’s OpenCL implementation within WSL2. To address this issue, the Portable 

Computing Language (PoCL) [19] was the used OpenCL implementation. PoCL provides 

CPU-based OpenCL support by default and can be extended to support GPU execution 

via CUDA. By integrating the CUDA toolkit, PoCL was configured to enable the execution 

of OpenCL kernels on the NVIDIA GPU within the WSL2 environment. 

Due to compatibility limitations between WSL2, CUDA, and OpenCL tooling, earlier sta-

ble versions of certain dependencies were used. In particular, CUDA and PoCL versions 

were selected based on confirmed interoperability rather than latest availability. 

Finally, once the software environment was setup, the Apache Airflow configuration was 

changed to use the local executor, in which DAGs are executed in the same environment 

as the scheduler. This approach was chosen over the Celery Executor and Kuber-netes 

Executor to simplify the experimental setup and reduce system complexity during devel-

opment. 
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5.2 Evaluation workflows 

For this proof-of-concept, the evaluation focused on workflows with characteristics suit-

able for dynamic scheduling. In particular, the selected workflows exhibit varying com-

putational requirements, making them suitable for both homogeneous CPU only execu-

tion and heterogeneous CPU-GPU execution depending on the workflow characteristics. 

The evaluation primarily targeted workflows capable of benefiting from GPU accelera-

tion, namely workflows with high degrees of parallelism, limited control flow, and limited 

memory usage. Additionally, to ensure portability between execution environments, the 

evaluated workflows were implemented using OpenCL kernels. 

With these considerations in mind, two evaluation workflows were developed for testing 

the proposed performance models. 

First, a simple matrix multiplication workflow was created. It takes a parameter in speci-

fying the matrix sizes to multiply. Then two matrices of said sizes are randomly populat-

ed, and an OpenCL kernel does matrix multiplication between the two of them. All results 

are saved in a matrix and returned from the kernel. 

This is a classic embarrassingly parallel task, therefore making it very suitable for GPU 

execution. However, due to the cost of creating the matrices and transferring the input 

and output matrices between the devices, there is a significant overhead attached to 

GPU execution, thus making CPU only execution preferable for small data sizes. 

Second, there is a workflow inspired by the Monte Carlo method. This method is a tech-

nique to solve problems by performing many random experiments and then using statis-

tics to estimate an answer. It has a wide range of applications, including physics, finance 

and many more [23]. 

While the created evaluation workflow is not a real Monte Carlo workflow, it emulates the 

structure of one, by consisting of repeated, randomly‑sampled computations whose re-

sults are collected together to simulate the forming of a statistical estimate. The number 

of repetitions is controlled by the parameter of the DAG. Thus, once again benefiting 

from GPU enabled execution with higher repetition counts and CPU only execution with 

lower repetition counts. 

For both of these workflows their respective parameters controlling the work amount 

done by the DAGs were exposed to the plugin by passing the values of these parameters 

as scheduling hints. 
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5.3 Results 

Both evaluation workflows were tested with varying parameter values in both CPU only 

and GPU enabled execution, with the goal of finding the optimal execution environment 

for a given parameter configuration.  

To minimise the influence of outliers, each configuration was executed multiple times. 

The matrix multiplication workflow was executed three times per configuration, while the 

Monte Carlo-inspired workflow was executed six times due to its higher variability. The 

average execution time was used to determine the optimal environment.  

As can be seen in Table 2 and Table 3, both evaluation workflows have variable optimal 

execution environments, with lower parameter configurations favouring CPU only exe-

cution and higher ones favouring CPU-GPU execution. This makes these workflow con-

figurations suitable for evaluating dynamic scheduling approaches. 

 Table describing the optimal execution environment for the simulated Monte Carlo workflow, 
based on its parameters’ “iteration count” value. 

 Table describing the optimal execution environment for the matrix multiplication workflow, 
based on the used parameters’ “matrix size” value. 

Among the evaluated performance model approaches, regression models demonstrated 

the most promising initial results. Therefore, several regression models were selected 

for further evaluation using different feature configurations. 

Regression models require historical execution data before producing reliable predic-

tions, leading to a cold-start problem. This evaluation, therefore, addresses two key 

questions: 

1. Can regression-based performance models accurately select the optimal execu-

tion environment? 

2. How many historical records are required to do so? 

To answer these questions, workflows were executed using multiple parameter configu-

rations. Each configuration was run multiple times to reduce noise. Since separate mod-

els were used for CPU only and CPU-GPU evaluation, each model received half of the 

total historical records. 

Iteration count 500000 1000000 20000000 90000000 180000000 

Optimal Environment CPU CPU GPU GPU GPU 

Matrix Size 8 16 32 64 128 

Optimal Environment CPU CPU GPU GPU GPU 
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The results for the matrix multiplication workflow are presented in Table 4. Each model 

was initially trained using 24 historical records, consisting of eight parameter configura-

tions (matrix sizes), each executed three times. 

 Table describing the test results of five different regression-based performance models on 
the matrix multiplication evaluation workflow 

Three out of five feature configurations achieved high accuracy (80 - 100%) and suc-

cessfully utilised both execution environments. These models (SH, SH_UTIL, SH_HIST) 

were able to switch dynamically between CPU only and CPU-GPU execution depending 

on the input size. 

In contrast, two models—those using logarithmic (SH_LOG) and polynomial transfor-

mations (SH_LOG_SQ) of the scheduling hint—performed poorly (40% accuracy). 

These models consistently selected a single execution environment, indicating that they 

failed to capture the underlying performance characteristics of the workflow. 

The results for the Monte Carlo-inspired workflow are presented in Table 5. In contrast 

to the matrix multiplication workflow, all tested regression models produced identical pre-

dictions. 

 Table describing the test results of five different regression-based performance models on 
the Monte Carlo Inspired evaluation workflow 

Model 
identifier 

Features used Accuracy 
Uses both 

execution en-
vironments 

Initial  
historical  

record 

SH Scheduling hint 
 

100% Yes 

24 records per 
model 

SH_LOG Scheduling hint (with natural 
logarithm) 

40% No 

SH_LOG_SQ Scheduling hint (with natural 
logarithm and squared) 

40% No 

SH_UTIL Scheduling hint and peak 
CPU/GPU utilisation info 

80% Yes 

SH_HIST Scheduling hint and weighted 
duration of similar past runs 

80% Yes 

Model 
identifier 

Features used Accuracy 
Uses both 

execution en-
vironments 

Initial histori-
cal record 

SH Scheduling hint 
 

60% No 

36 records per 
model 

SH_LOG Scheduling hint (with natural 
logarithm) 

60% No 

SH_LOG_SQ Scheduling hint (with natural 
logarithm and squared) 

60% No 

SH_UTIL Scheduling hint and peak 
CPU/GPU utilisation info 

60% No 

SH_HIST Scheduling hint and weighted 
duration of similar past runs 

60% No 
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Specifically, all models consistently selected the GPU enabled execution environment 

for every test case. Since three out of five configurations favoured this execution, the 

models achieved a moderate accuracy of 60%. However, none of the models demon-

strated the ability to switch dynamically between execution environments. 

This limitation persisted despite using a larger initial historical dataset (36 records per 

model) compared to the matrix multiplication experiments. This could potentially be ex-

plained by the workload having a less consistent average performance due to its signifi-

cant randomised nature. However, to try account for it, six different configurations were 

used, with each configuration being tested six times, resulting in a total historical record 

of 36 runs for each execution environment. 

An alternative regression approach was also evaluated. Unlike the previous models, this 

model (SH_2) predicts the relative performance difference between execution environ-

ments rather than their execution times. 

This approach requires each training sample to include execution data for both environ-

ments under the same configuration. Consequently, the required initial training dataset 

is larger. However, the model does not update incrementally during execution. 

The results of this model (SH_2) are presented in Table 6. For the Monte Carlo workflow, 

it achieved the highest accuracy (80%) and was the only model capable of utilising both 

execution environments. However, it performed poorly on the matrix multiplication work-

flow (40% accuracy), indicating limited generalisability. 

 Table describing the evaluation results of the SH_2 regression performance model with 
both evaluation workflows 

Overall, regression models demonstrated promising but inconsistent performance. Some 

models achieved high accuracy and successfully adapted to changing execution condi-

tions, particularly for the matrix multiplication workflow. However, no single model per-

formed well across both workflows. 

The most effective approaches were either the basic regression model using scheduling 

hints (SH) or the comparative regression model predicting relative performance (SH_2). 

On the other hand, models using transformed features, like logarithmic (SH_LOG) or 

polynomial scheduling hints (SH_LOG_SQ), consistently performed poorly. 

These results suggest that simple features, such as input size, can be sufficient for ac-

curate decision making. Meanwhile, additional features, such as hardware utilisation 

Evaluation Workflow Accuracy 
Uses both execu-
tion environments 

Initial historical rec-
ord 

Matrix Multiplication 40% No 48 

Monte Carlo 80% Yes 72 
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(SH_UTIL) or weighted historical performance (SH_HIST) provided moderate improve-

ments but were not consistently beneficial. However, this could be due to their relatively 

rudimentary implementations. 

Finally, the overhead introduced by the decision engine was also evaluated to determine 

whether dynamic scheduling can be implemented efficiently within Apache Airflow. 

The evaluation focused on the time required to collect input data, execute the perfor-

mance model, and make a scheduling decision. Testing was conducted using a historical 

dataset of 72 records. 

On average, the decision process required 0.027 seconds per task. This overhead is 

negligible compared to typical task execution times, indicating that the decision engine 

does not introduce significant performance penalties. 
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6. CONCLUSION 

This thesis demonstrates that dynamic scheduling for heterogeneous CPU-GPU execu-

tion can be integrated into Apache Airflow. A proof-of-concept plugin was developed to 

collect execution metrics and dynamically select the optimal execution environment. The 

implementation shows that relevant metrics, such as scheduling hints, historical execu-

tion data, and hardware utilisation can be gathered and used for decision-making, even 

in a relatively simple system. 

The experimental results indicate that lightweight regression-based models can achieve 

satisfactory performance in selecting execution environments. Furthermore, the decision 

engine introduces negligible overhead, confirming that such an approach can be practi-

cal for real-world deployment. 

However, no single model was able to generalise across all workflows. While some mod-

els performed well for specific workloads, their performance degraded when applied to 

different execution patterns. This highlights the importance of workload characteristics in 

determining model effectiveness. These findings suggest that relying on a single perfor-

mance model is insufficient for robust dynamic scheduling. Instead, future work should 

explore more flexible approaches. 

Two main directions are proposed. First, ensemble methods could be used to combine 

multiple models, allowing their strengths to complement each other. By weighting model 

predictions based on their expected reliability, overall decision accuracy may be im-

proved. 

Second, more advanced performance models, including machine learning and analytical 

approaches, should be investigated. However, this would require improved data collec-

tion and feature engineering to support more complex modelling techniques. 

A hybrid approach combining analytical and machine learning models appears particu-

larly promising. Such a model could perform effectively in both low-data scenarios, where 

analytical models are advantageous, and in data rich scenarios, where machine learning 

models excel at. 
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