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ABSTRACT

Julia Ruoranen: Coercion-Resistant Voting Through Anamorphic Encryption
Master’s thesis
Tampere University
Master’s Programme in Information Technology
May 2026

Elections are a cornerstone of democratic countries, representing the citizens’ preferences in
governance. Electronic voting systems provide several advantages compared to traditional paper-
based elections, including better accessibility, efficiency, and faster result processing and com-
puting. However, despite these benefits, electronic voting is not widely used due to challenges
related to security, transparency, and trust. Digital systems are more vulnerable to large-scale
cyberattacks and are more difficult to audit transparently than paper-based voting. One of the
key challenges in electronic voting is vote coercion. It is a widely recognized issue, and several
coercion-resistance mechanisms have been proposed, including the use of real and fake creden-
tials, revoting, and coercion evidence. However, these approaches often have usability challenges,
or they rely on assumptions that are difficult to guarantee in practice.

As a cryptographic approach, this thesis examines anamorphic encryption as a coercion-
resistance method. It provides an implementation of an anamorphic e-voting system as a proof
of concept and benchmarks the time and memory efficiency of the system. Additionally, three
post-quantum anamorphic encryption schemes were implemented and benchmarked to view their
suitability for PQ anamorphic systems. The results demonstrate that anamorphic encryption gives
a relevant solution for coercion-resistance, allowing voters to produce fake proofs while preserving
their true vote. However, benchmarking results show that the implementations are unrealistic in
both time and memory usage for real-life deployment. These findings indicate that, while anamor-
phic encryption is a promising approach for coercion-resistant electronic voting, further research is
required to improve its efficiency and to address open challenges such as secure anamorphic key
exchange. Development in these areas is necessary to determine whether anamorphic encryption
is applicable in real-world systems.

Keywords: Electronic voting, Coercion-resistance, Vote buying, Anamorphic encryption, Post-
quantum cryptography, Privacy-preserving voting, Cryptographic protocols

The originality of this thesis has been checked using the Turnitin OriginalityCheck service.



ii

TIIVISTELMÄ

Julia Ruoranen: Äänestys uhka- ja lahjontapainostuksen estämiseksi anamorfisen salauksen avul-
la
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Tampereen yliopisto
Tietotekniikkan DI-ohjelma
Toukokuu 2026

Vaaleilla on keskeinen rooli demokraattisissa yhteiskunnissa, sillä ne varmistavat kansalais-
ten tahdon huomioimisen päätöksenteossa. Sähköiset äänestysjärjestelmät tarjoavat paremman
saavutettavuuden, tehokkuuden ja nopeamman tulosten käsittelyn perinteisiin paperivaaleihin ver-
rattuna. Näistä eduista huolimatta sähköinen äänestys ei ole vielä laajasti käytössä merkittävien
turvallisuus-, läpinäkyvyys- ja luottamushaasteiden vuoksi. Erityisesti digitaaliset järjestelmät ovat
alttiimpia laajamittaisille kyberhyökkäyksille ja vaikeampia valvoa läpinäkyvästi kuin paperipohjai-
set ratkaisut. Yksi sähköisen äänestyksen keskeisistä haasteista on äänestäjän valintaan vaikut-
taminen uhalla tai lahjonnalla. Tämä ongelma on tunnistettu laajasti, ja sen ratkaisemiseksi on
ehdotettu useita ehkäisymenetelmiä, kuten oikeiden ja vaihtoehtoisten tunnusten käyttö, uudel-
leenäänestys, ja äänestäjään vaikuttamisen jäljitettävyys. Näissä lähestymistavoissa esiintyy kui-
tenkin usein käytettävyysongelmia tai ne perustuvat oletuksiin, joita on vaikea taata käytännössä.

Tässä työssä tarkastellaan anamorfista salausta kryptografisena vaihtoehtona ehkäistä ää-
nestäjään vaikuttamista vaaleissa. Työssä on toteutettu anamorfinen sähköinen äänestysjärjes-
telmä proof-of-concept-tasolla, ja sen suorituskykyä on arvioitu aikavaatimusten ja muistinkäytön
perusteella. Lisäksi kolme kvanttiturvallista anamorfista salausmenetelmää on toteutettu ja tes-
tattu suorituskyvyn kannalta, arvioiden niiden soveltuvuutta tuleviin kvanttiturvallisiin sovelluksiin.
Tulokset osoittavat, että anamorfista salausta voidaan soveltaa sähköiseen äänestykseen, ja se
tarjoaa toimivan mekanismin äänestäjään/ääneen vaikuttamisen estämiseksi, sillä äänestäjä voi
tuottaa vakuuttavia epätodellisia todisteita äänestyskäyttäytymisestään samalla kun hänen todel-
linen äänensä säilyy salassa. Kokeelliset tulokset kuitenkin osoittavat, että nykyiset toteutukset
eivät vielä ole käytännöllisiä, sillä ne kuluttavat merkittävästi aikaa ja muistia. Näiden havaintojen
perusteella voidaan todeta, että vaikka anamorfinen salaus on lupaava lähestymistapa äänestäjän
vaikuttamiselta suojaavaan sähköiseen äänestykseen, sen tehokkuutta tulee edelleen tutkia ja ke-
hittää ja avoimia kysymyksiä ratkaista. Jatkotutkimus näillä alueilla on välttämätöntä, jotta voidaan
selvittää, voidaanko anamorfista salausta käyttää luotettavasti todellisissa sovelluksissa.

Avainsanat: Sähköinen äänestys, Äänestyskäyttäytymiseen vaikuttaminen, Äänten ostaminen,
Anamorfinen salaus, Kvanttiturvallinen salaus, Kryptografiset protokollat

Tämän julkaisun alkuperäisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.
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1. INTRODUCTION

Elections are a fundamental mechanism in democratic countries to express the will of

people. Through voting, citizens take part in governance and ensure the legitimacy of

public institutions. As digitalization has been applied across various sectors of society,

a growing interest has emerged in electronic voting systems to enhance the efficiency,

accessibility, and scalability of elections. However, the adoption of electronic voting in

place of traditional paper-based methods introduces new challenges, especially related

to security and trust. The design of electronic voting systems relies on cryptographic

techniques to provide strong guarantees of correctness, privacy, and integrity.

One of the most critical threats to elections is coercion. In coercion, voter is pressured,

bribed, or otherwise influenced to cast their vote in a particular way or reveal how they

voted. In the worst case, large-scale coercion can undermine the fairness of elections and

even alter their outcome, compromising the foundations of a democratic system. Prevent-

ing coercion is especially difficult in electronic voting, where voting happens outside a

controlled environment, and the effect of external influence is larger. At the high level, the

goal of coercion-resistance is to make coercion inefficient. Even if a voter agrees to co-

operate with a coercer, the system should ensure that the coercer cannot be certain that

the voter followed their instructions. This is typically achieved through unreliable proof of

vote, meaning that any evidence of a vote choice appears valid but may be false. In this

way, coercion-resistance shifts the power away from the coercer, preserving the integrity

of the election process.

The approach considered in this thesis is based on anamorphic encryption (AME), a

concept introduced by Persiano et al. [34]. Anamorphic encryption extends traditional

public-key encryption by introducing an additional layer of secrecy. In a standard setting,

a ciphertext is generated using a public key, and decryption is done using the correspond-

ing secret key to recover a single message. In contrast, anamorphic encryption enables

the embedding of two messages within a single ciphertext: a regular message and a hid-

den message. In addition to the usual public and secret keys, the scheme introduces an

additional key, called the double key. Depending on which key is used during decryption,

the ciphertext reveals either the regular message or the hidden message. Decryption

using the standard secret key produces only the regular message, while the hidden mes-

sage can be recovered only with the double key. This property is particularly useful in
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coercion scenarios. A voter can reveal the secret key and produce a convincing decryp-

tion of the ciphertext, thereby appearing to act as the coercer demands. At the same

time, the actual intended vote can remain hidden within the same ciphertext and can only

be recovered using the additional secret information. Since anamorphic ciphertexts are

indistinguishable from standard ciphertexts, the coercer cannot detect the presence of a

hidden message.

1.1 Contributions

This thesis aims to provide insight into the emerging research area of anamorphic encryp-

tion (AME) by presenting its main contributions, with particular emphasis on its applica-

tion to electronic voting as a use case. Furthermore, the thesis evaluates the functionality

and performance of anamorphic encryption through the implementation and benchmark-

ing of an anamorphic e-voting system, as well as three post-quantum (PQ) anamorphic

schemes. Based on these objectives, the contributions of this thesis can be summarized

as follows:

C1. The first implementation and benchmarking of an anamorphic e-voting protocol

based on anamorphic ElGamal, demonstrating its feasibility as a proof of concept

and analyzing its performance and memory requirements.

C2. The first performance analysis of three post-quantum anamorphic encryption schemes,

including implementations and benchmarks, providing insight into the performance

and memory trade-offs of PQ AME and their suitability for future applications such

as PQ secure anamorphic e-voting.

C3. A comprehensive analysis of the benchmarking results, identifying the limitations

of the proposed approaches and outlining concrete directions for future research in

anamorphic encryption and e-voting systems.

Roadmap. This thesis is structured as follows. Chapter 2 introduces the necessary

background information, including mathematical preliminaries, an overview of crypto-

graphic systems, and anamorphic encryption. Chapter 3 reviews related work in elec-

tronic voting and coercion resistance, anamorphic encryption, and post-quantum cryp-

tography. Chapter 4 presents the anamorphic e-voting protocol considered in this work,

based on prior literature and adapted for compatibility considered with anamorphic ElGa-

mal. Chapter 5 evaluates the proposed approaches through implementations and bench-

marks of the anamorphic e-voting protocol using ElGamal and post-quantum anamorphic

LWE-based schemes. Chapter 6 discusses the experimental results, highlighting limita-

tions and implications of the implementations. Finally, Chapter 7 concludes the thesis and

outlines directions for future research.
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2. BACKGROUND

This chapter first introduces the background material needed for the subsequent math-

ematical constructions. It then reviews classic and modern cryptographic systems that

form the core foundations of various anamorphic encryption schemes. Finally, it presents

anamorphic encryption constructions that rely on these different cryptographic systems.

2.1 Mathematical Preliminaries

Modern cryptography is built upon mathematical structures whose properties enable se-

cure communication in the presence of evil entities. In order to understand the design,

functionality, and security of the cryptographic schemes presented later in the thesis, we

first introduce the fundamental mathematical concepts that they rely on.

This chapter is divided into two main parts. Section 2.1.1 provides an overview of modu-

lar arithmetic and basic group theory, and in addition presents the concept of probability

distributions. These mathematical structures form the bottom of many traditional cryp-

tographic schemes. Section 2.1.2 introduces the theory of lattices, a geometric and al-

gebraic framework that plays a central role in modern post-quantum cryptography. The

aim of this chapter is to establish the necessary background required to understand and

evaluate the cryptographic constructions to come.

2.1.1 Modular Arithmetic and Groups

Modular Arithmetic. Most cryptographic algorithms rely on arithmetic over finite sets.

Modular arithmetic provides a straightforward way to operate within a finite set of integers

by considering two integers equivalent when their difference is a multiple of n.

Definition 2.1 (Modulo Operation). Let a, r, n ∈ Z (where Z is a set of all integers) and

n > 0. We write a ≡ r mod n if n divides a− r. n is called the modulus, and r is called

the remainder.

The set of integers modulo n is denoted by

Zn = {0, 1, 2, . . . , n− 1}, (2.1)
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with addition and multiplication defined modulo n.

Definition 2.2 (Modular Addition). For any x, y ∈ Zn,

(x mod n) + (y mod n) ≡ (x+ y) mod n. (2.2)

Definition 2.3 (Modular Multiplication). For any x, y ∈ Zn,

(x mod n) · (y mod n) ≡ (x · y) mod n (2.3)

Modular inverses play an important role in many algebraic constructions.

Definition 2.4 (Modular Inverse). Let a, n ∈ Z with n > 0. An integer x is called the

modular inverse of a modulo n if

a · x ≡ 1 (mod n) (2.4)

A modular inverse exists if and only if gcd(a, n) = 1.

Exponentiation modulo n is defined as repeated multiplication:

ak (mod n) = a · a · . . . · a⏞ ⏟⏟ ⏞
k times

(mod n). (2.5)

Efficient algorithms exist for computing ak mod n, most notably the square-and-multiply

method, which is used extensively in public-key cryptography.

Groups. Groups provide the algebraic framework that underlines many cryptographic

algorithms, including ElGamal and lattice-based schemes.

Definition 2.5 (Group). A group is a pair (G, ◦), where G is a set and ◦ is a binary

operation on G satisfying the following:

1. Closure: For all a, b ∈ G, a ◦ b ∈ G.

2. Associativity: For all a, b, c ∈ G,

(a ◦ b) ◦ c = a ◦ (b ◦ c) (2.6)

3. Identity Element: There exists an element e ∈ G such that

e ◦ a = a ◦ e = a (2.7)

for all a ∈ G.
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4. Inverse: For each a ∈ G there exists an element a−1 ∈ G such that

a ◦ a−1 = a−1 ◦ a = e. (2.8)

A group G is called abelian if the operation is commutative, i.e.,

a ◦ b = b ◦ a for all a, b ∈ G. (2.9)

Many cryptographic constructions use cyclic groups, where all elements can be generated

from repeated application of the group operation to a single element.

Definition 2.6 (Cyclic Group). A group (G, ◦) is cyclic if there exists an element g ∈ G,

called a generator, such that every element of G can be written as

gk := g ◦ g ◦ · · · ◦ g⏞ ⏟⏟ ⏞
k times

(2.10)

for some integer k. We then write G = ⟨g⟩.

Two important examples relevant to this thesis are:

• The multiplicative group Z∗p = {1, 2, · · · , p−1} under multiplication modulo a prime

p, which is cyclic.

• The additive group (Zn
q ,+), consisting of vectors of length n with component-wise

addition modulo q, used extensively in LWE-based cryptography.

These algebraic structures form the mathematical foundation for the cryptographic primi-

tives described in later chapters.

Probability Distributions. Cryptographic schemes often rely on sampling values at

random according to a specific distribution. In this thesis, probability distributions are

used to describe the randomness in key generation, the selection of public parameters,

and particularly the noise terms in Learning With Errors (LWE). We briefly recall the basic

notions relevant to these settings.

Definition 2.7 (Probability Distribution on Zq). A probability distribution χ over Zq assigns

to each value x ∈ Zq a probability Pr[x], such that∑︂
x∈Zq

Pr[x] = 1. (2.11)

Sampling from χ means drawing an element of Zq according to these probabilities.

The simplest and most common distribution is the uniform distribution over Zq, where

each value is chosen with equal probability 1/q. Uniform sampling is used extensively -
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for instance, when choosing random vectors in Zn
q .

In contrast, the LWE problem requires sampling noise values that are small with high

probability. These noise terms are drawn from distributions concentrated near zero so

that most errors have low magnitude, but larger values remain possible with decreasing

likelihood.

Definition 2.8 (Discrete Gaussian Distribution). A discrete Gaussian distribution over in-

tegers with a parameter σ > 0 assigns to each x ∈ Z a probability proportional to

exp

(︃
− x2

2σ2

)︃
. (2.12)

Most of the mass lies near 0, and the likelihood of larger values decreases exponentially.

In LWE-based cryptography, a scaled version of a discrete Gaussian is used, denoted

DZ,αq, where αq controls the width of the distribution. These distributions provide the

controlled amount of noise required for the LWE problem: large enough to hide alge-

braic structure, yet small enough to preserve correctness. A deeper discussion of their

cryptographic role appears later in Section 2.2.4.

2.1.2 Lattices

Cryptographic security relies on the assumed hardness of certain mathematical prob-

lems. However, as quantum computers continue to advance, many classically hard prob-

lems can be solved efficiently using quantum algorithms, rendering numerous existing

cryptographic schemes insecure. To address this threat, lattice-based cryptography has

emerged as one of the most promising foundations for quantum-resistant cryptographic

primitives. Intuitively, a lattice can be viewed as a regularly spaced grid of points extend-

ing throughout space. More formally, lattices are defined as follows:

Definition 2.9 (Lattice). A lattice L ⊆ Rn is the set of all integer linear combinations of

m linearly independent vectors B = (b1, b2, . . . , bm) ∈ (Rn)m, where m ≤ n. That is,

L(B) =

{︄
m∑︂
i=1

zibi

⃓⃓⃓⃓
⃓ zi ∈ Z

}︄
. (2.13)

The tuple B is called an (ordered) basis of L. The integer m is the rank of the lattice, and

the ambient dimension n is the dimension of the space in which the lattice lies.

A lattice basis consists of the vectors whose integer linear combinations generate all

points in the lattice. Importantly, very different-looking sets of basis vectors can generate

the same lattice. In fact, a lattice has infinitely many possible bases, ranging from reduced

bases - whose vectors are relatively short and close to orthogonal - to unreduced bases,
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which may consist of longer vectors that are nearly linearly dependent. This distinction

is algorithmic rather than intrinsic to the lattice itself: reduced bases make the underly-

ing geometric structure more explicit and enable more efficient computations. A central

challenge in lattice cryptanalysis is precisely the task of finding a reduced basis for a lat-

tice, since problems such as decoding become significantly easier when such a basis is

available.

b1

b2

Reduced Basis

b1

b2

Unreduced Basis

Figure 2.1. Illustration of the same lattice represented by a reduced (short, nearly or-
thogonal) basis and an unreduced (long, nearly parallel) basis.

Figure 2.1 illustrates the difference between a reduced and an unreduced basis in a two-

dimensional lattice. Both sets of basis vectors generate the same lattice, although this

may not be immediately apparent from the figure. A reduced (nearly orthogonal) basis

makes the geometric structure of the lattice easy to work with, whereas an unreduced

basis, in which the vectors are longer and closer to being parallel, obscures this structure

and makes computational problems, such as decoding, significantly more difficult.

In lattice-based cryptography, this distinction plays a central role: the public key typically

corresponds to an unreduced basis, which hides the structure of the lattice and ren-

ders problems such as the Shortest Vector Problem (SVP) or the Closest Vector Problem

(CVP) computationally hard. The secret key consists of a reduced basis of the same

lattice, which enables these problems to be solved much more efficiently. Importantly,

a reduced basis is not inherently "secure" - rather, it is kept secret precisely because it

allows efficient computations.

Norms and Distance. For a vector x ∈ Rn, its Euclidean norm is

∥x∥=

⌜⃓⃓⎷ n∑︂
i=1

x2
i . (2.14)

This norm measures lengths and distances in the lattice and is used to define several

fundamental computational problems. The Shortest Vector Problem [26] asks for the
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nonzero lattice vector of minimal length and is formally defined in Definition 2.10.

Definition 2.10 (Shortest Vector Problem (SVP)). [26] Given a lattice L(B), find a

nonzero vector v ∈ L of minimum Euclidean length:

v = arg min
w∈L\{0}

∥w∥. (2.15)

The Closest Vector Problem [26] asks for the lattice vector closest to a given target point,

and is formally defined in Definition 2.11

Definition 2.11 (Closest Vector Problem (CVP)). [26] Given a lattice L and a target point

t ∈ Rn, find

v = argmin
w∈L
∥t− w∥. (2.16)

Both SVP and CVP are believed to be hard in high-dimensional lattices, even to approxi-

mate, and this hardness underlines the security of many lattice-based schemes.

Lattice Trapdoors. A lattice trapdoor is a special piece of information that allows effi-

cient solutions to problems that are otherwise computationally hard, such as inverting the

LWE function s → ATs + e. Modern trapdoor constructions, such as those introduced

by Micciancio and Peikert [27], rely on gadget matrices with useful structure properties.

A gadget matrix is constructed so that:

• It is easy to compute short vector x satisfying Gx = v mod q for any v, and

• There exists an efficient "inverse" operation G−1 that decomposes v into a short

vector w with Gw = v.

Using such a gadget, one constructs a matrix A together with a trapdoor matrix R that

enables efficient inversion of the map

y = ATs+ e. (2.17)

Concretely, A is generated in the structured form

A = [A0|A0R+G] . (2.18)

where A0 is sampled uniformly at random. This structure ensures that A is statistically

close to uniform while embedding a trapdoor that allows efficient recovery of both the

secret s and the small error e. Without knowledge of R, inverting this map is believed to

be computationally infeasible.
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Lemma 1 (Trapdoor Generation and Inversion [27]). There exists a PPT algorithm GenTrap
that outputs a matrix A statistically close to uniform together with a trapdoor R. Moreover,

there exists an efficient inversion algorithm Invert which, given A,R, and y = ATs+e,

recovers the secret s and the error e, provided that e is sufficiently small.

Trapdoors form the basis of many advanced lattice-based constructions, including the

anamorphic LWE schemes discussed later in this thesis.

2.2 Overview of Cryptographic Systems

Information sharing has always been essential to society, and over time, various methods

have evolved to facilitate it. However, with written communication, ensuring that sensi-

tive information remains accessible only to intended recipients is a serious concern. To

address this challenge, people developed a solution: transforming the data in such a

way that only parties who have authorization can find out the original message. This

technique is known as cryptography, with early examples appearing in ancient Egypt,

where non-standard "secret" hieroglyphics were already used around 2000 B.C [32, p. 2].

Cryptography can be described as a way of changing the data using a certain pattern

(encryption) and reversing the pattern to get the original data out (decryption). In modern

cryptography, these patterns are implemented using complex mathematical algorithms.

Cryptography focuses on four principles: confidentiality, integrity, non-repudiation, and

authentication. Confidentiality means keeping the data confidential only between certain

entities. Integrity ensures that the data stays unchangeable and safe from tampering

actions. Non-repudiation means that the entity cannot deny encrypting a certain message

or providing a certain signature. By authentication, communicating entities can confirm to

the other end that they are who they claim they are. All of these four principles are vital

for secure communication.

2.2.1 Symmetric Key Cryptography

From ancient times until the year 1976, cryptography relied exclusively on symmetric

methods [32, p. 3]. In symmetric key cryptography, entities share a secret key, which is

used both in encryption and decryption. The downside of symmetric encryption is that the

secret key needs to be shared by entities beforehand. Symmetric encryption is computa-

tionally very efficient and suitable for encrypting large volumes of data. Modern symmetric

ciphers can process gigabytes of data per second, which is why symmetric methods are

used for bulk data encryption in real-world systems. Symmetric key encryption (SKE) is

generally defined in Definition 2.12.
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Def. 2.12: Symmetric Key Encryption

A symmetric encryption scheme SKE is a triplet SKE = (KGen,Enc,Dec) of Proba-

bilistic Polynomial Time (PPT) algorithms with the following syntax:

1. KGen(1λ) takes as input the security parameter λ and outputs a secret key sk←
KGen(1λ).

2. Enc(sk, µ) takes as input the secret key sk and a message µ ∈ M, and outputs

a ciphertext ct← Enc(sk, µ)
3. Dec(sk, ct) takes as input the secret key sk and a ciphertext ct and outputs a

message µ← Dec(sk, ct).

SKE, for every message µ, enjoy the following correctness property:

Pr[sk← KGen(1λ); ct← Enc(sk, µ)) : Dec(sk, ct) ̸= µ] ≤ negl(λ). (2.19)

Correctness of an encryption scheme means that when a ciphertext is generated using a

given key, decrypting it with the same key will recover the exact original plaintext except

with negligible probability.

Beyond correctness, a central security goal for symmetric encryption is indistinguishability

under chosen-plaintext attack (IND-CPA). Informally, this means that an adversary who

can request encryptions of arbitrary messages should not be able to distinguish between

the encryptions of any two chosen plaintexts. This captures the idea that ciphertexts

should reveal no useful information about the underlying messages. A major limitation of

symmetric cryptography is the key-distribution problem: all communicating parties must

already share the secret key before secure communication can begin. Distributing this

key securely is itself a challenging problem, and it was one of the main motivations for the

development of public key cryptography.

2.2.2 Public Key Cryptography

Public key cryptography was first introduced by Diffie and Hellman in 1976 [13]. It enables

secure communication between parties who have never met before and therefore have

no shared secret key, solving the classical key-distribution problem faced by symmetric

cryptography. The core difference from symmetric methods is that, instead of a single

shared secret key, each entity has a key pair consisting of a public key and a private key.

The public key is available to anyone, while the private key is kept secret and not shared.

Public-key cryptography works by using this key pair: the public key is used for encryp-

tion and the private key for decryption. For digital signatures, the private key is used to

sign data, and the corresponding public key is used to verify the signature. Asymmetric

methods are computationally more expensive than symmetric methods. Therefore, they
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are rarely used for large-scale data encryption and are instead typically applied to smaller

data sizes or for other purposes. Public key encryption (PKE) is generally defined in

Definition 2.13.

Def. 2.13: Public Key Encryption

A public key encryption scheme PKE is a triplet PKE = (KGen,Enc,Dec) of probabilis-

tic algorithms with the following syntax:

1. KGen(1λ): The key generation algorithm takes as input the security parameter λ

and outputs a private/public key pair (pk, sk)← KGen(1λ).
2. Enc(pk, µ): The encryption algorithm takes as input the public key pk and a mes-

sage µ ∈M and outputs a ciphertext ct← Enc(pk, µ).
3. Dec(sk, ct): The decryption algorithm takes as input a secret key sk and a cipher-

text ct and outputs a message µ← Dec(sk, ct).

PKE, for every message µ, enjoy the following correctness property:

Pr[(sk, pk)← KGen(1λ); ct← Enc(pk, µ) : Dec(sk, ct) ̸= µ] ≤ negl(λ). (2.20)

Public key cryptography is primarily used for three purposes: key establishment, which

enables two parties to agree on a shared secret over an insecure channel; authenti-

cation, which allows communicating entities to verify each other’s identities; and digital

signatures, which provide integrity and non-repudiation for transmitted messages. These

functionalities are essential for building secure communication protocols and are widely

used in practice, for example, in TLS, SSH, and other systems that rely on robust public-

key infrastructure. The security of public key encryption relies on computational hardness

assumptions, such as the discrete logarithm problem or the LWE assumption discussed

later in this thesis.

In practice, public and symmetric key cryptography are often combined through a tech-

nique known as hybrid encryption. The asymmetric scheme is used only to encrypt a

short, random symmetric key, while the symmetric scheme encrypts the actual data. This

approach combines the efficiency of symmetric encryption with the flexibility of public-key

cryptography and is used in virtually all modern secure communication protocols.

2.2.3 ElGamal Cryptosystem

The ElGamal cryptosystem [15] builds upon the original idea of public-key key exchange

introduced by Diffie and Hellman [13], and was among the first practical public-key encryp-

tion schemes. It provides a method for encrypting and decrypting messages using pub-
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licly available parameters while keeping a secret key known only to the intended receiver.

Like most public-key cryptosystems, ElGamal derives its security from the assumed hard-

ness of a specific mathematical problem. The formal description of the ElGamal scheme

is given in Definition 2.14.

In particular, ElGamal relies on the computational hardness of the discrete logarithm prob-

lem over finite fields. While it is straightforward to compute exponentiations such as gx

mod p, determining the exponent x from the result is believed to be computationally infea-

sible for suitably chosen parameters. In ElGamal, this hardness is exploited by publishing

a group element pk = gsk as the public key without revealing the secret exponent sk.

During encryption, an additional random exponent r is used to further randomize the ci-

phertext. Consequently, an adversary observing the ciphertext only sees group elements

of the form gr and gsk·r, and recovering either r or sk would require solving a discrete

logarithm problem.

Def. 2.14: ElGamal

Let G be a cyclic group of prime order q with generator g, and let the public parameters

be pp = (G, q, g). The ElGamal public-key encryption scheme is defined as the tuple

ElGamal = (KGen,Enc,Dec), where:

1. KGen(1λ) samples sk
$← Zq, sets pk := gsk, and outputs (sk, pk).

2. Enc(pk, µ) takes as input a public key pk and a message µ ∈ G, samples r
$←

Zq, sets c1 := µ · pkr and c2 := gr, and outputs the ciphertext (c1, c2).
3. Dec(sk, (c1, c2)) takes as input a secret key sk and a ciphertext (c1, c2), computes

m := c1 · c−sk2 , and outputs µ.

While the original proposal [15] informally argued security based on the assumed diffi-

culty of computing discrete logarithms, later developments in cryptographic theory pro-

vided a more precise characterization. In particular, the semantic security of ElGa-

mal against passive adversaries can be formally established under the Decisional Diffie-

Hellman (DDH) assumption [4]. This assumption captures the intuition that Diffie-Hellman

values derived from secret exponents cannot be distinguished from random group ele-

ments by any efficient algorithm. A central role in this security guarantee is played by

the fresh randomness used during each encryption, which ensures that ciphertexts are

probabilistic and unlinkable.

2.2.4 Learning with Errors (LWE)

The Learning With Errors (LWE) problem, originally proposed by Regev [36], is a key

foundation of modern lattice-based and post-quantum (PQ) cryptography. Its significance
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comes from the fact that solving LWE in the average-case hardness matches the worst-

case hardness of several well-studied lattice problems[37]. This means that any crypto-

graphic construction based on LWE is secure assuming that certain hard lattice problems

cannot be solved efficiently. Due to the assumed resistance of lattice problems to both

classical and quantum attacks, LWE provides strong long-term security guarantees and

has become a central tool in cryptography.

Informally, the goal in LWE is to recover a hidden vector s ∈ Zn
q from a collection of

linear equations that are "almost correct," except that each equation has a small noise

added to it. Without the noise, recovering s would be easy: after collecting n equations

of the form a · s = b mod q, one could simply solve the linear system using Gaussian

elimination. However, even a small error makes this approach fail. The noise accumulates

and obscures the structure needed for standard linear-algebraic methods, turning an easy

system into a computationally hard problem. Formally, the LWE problem is defined in

Definition 2.15.

Def. 2.15: The LWE Problem

Given a sequence of samples

(ai, bi = ai · s+ ei) (mod q), (2.21)

where each ai ← Zn
q is chosen uniformly at random, and each ei is a small error term

drawn from some probability distribution, recover the secret vector s ∈ Zn
q .

A crucial ingredient in the LWE problem is the noise added to each linear equation. This

noise is sampled from a distribution χ, typically a discrete Gaussian 2.8 that produces

small values clustered around zero. The purpose of the noise is to make the equations

"slightly wrong": small enough that the system still has structure, but large enough that

an attacker cannot treat the equations as exact and solve them with linear algebra. Cryp-

tographic constructions therefore choose the noise in a careful middle range, big enough

to provide security but small enough to preserve correctness.

Primal Regev cryptosystem

Regev [36] also introduced a simple public-key encryption scheme whose security is

based on the LWE problem. The scheme uses standard LWE samples (ai,bi = ai · s+ ei mod p)

as public key elements and encrypts a bit by summing a randomly chosen subset of them.

Intuitively, encrypting 0 produces a value b−a ·b that equals a sum of small noise terms

and therefore remains close to 0 (mod p). To encrypt 1, this value is additionally shifted

by ⌊p/2⌋, placing it near the opposite side of the modulus. Decryption simply determines

which of these two regions the value lies in.
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Setup. Given a security parameter λ, choose a dimension n = n(λ) and a prime modulus

p = p(λ) such that n2 ≤ p ≤ 2n2. Let m = m(λ) = (1 + ε)(n + 1) log p for any fixed

constant ε > 0, and let χ be a noise distribution over Zp. All arithmetic operations are

performed in Zp, and the message space is (0, 1). The algorithms of the Primal Regev

encryption scheme are defined in Definition 2.16.

Def. 2.16: Primal Regev Cryptosystem

The Primal Regev encryption scheme is defined as the tuple PrimalRegev =

(KGen,Enc,Dec) where:

1. KGen(1λ) takes as input the security parameter λ, and samples secret vector

s
$← Zn

p . Sample m vectors ai
$← Zn

p and ei
$← χ. Set bi := ai · s + ei mod p.

Output pk := {ai,bi}mi=1 and sk := s;
2. Enc(pk, µ) takes as input the public key pk and a bit µ ∈ {0, 1}, samples S ⊆
{1, . . . ,m} uniformly, and computes a :=

∑︁
i∈S ai ∈ Zn

p and b :=
∑︁

i∈S bi ∈
Zp. If µ = 0, output ct := (a,b), else output ct := (a, ⌊p/2⌋+ b);

3. Dec(sk, ct) takes as input the secret key sk and the ciphertext ct, computes d :=

b − a · sk mod p, interprets in {−⌊p/2⌋, . . . , ⌊p/2⌋}. If d is closer to 0 than to

⌊p/2⌋ modulo p, output 0, otherwise output 1.

The scheme’s security follows directly from the LWE assumption. Each public-key com-

ponent (ai,bi) looks like a noisy linear equation in the secret vector s. If one could

distinguish encryptions of 0 or 1, then one could also distinguish genuine LWE samples

from uniformly random pairs, which would break the LWE assumption. The intuition is

that encryption hides the bit by summing a random subset of many public-key samples:

for uniformly random data, such a subset sum is statistically very close to uniform, so ci-

phertexts of 0 and 1 look essentially identical. Therefore, distinguishing them would imply

the ability to break LWE. Under the LWE assumption, this cannot be done efficiently, so

the scheme is semantically secure.

Dual Regev cryptosystem

Gentry et al. introduced a "dual" of Regev’s cryptosystem [16] where the roles of key

generation and encryption are essentially reversed. In this version, public keys are simply

points in the space around a lattice L, and the corresponding secret key is just a lattice

point that lies close to that public key. Because many lattice points can be close to the

same public key, each public key has many possible secret keys. A trusted authority who

knows a special trapdoor basis of the lattice can efficiently find one such nearby lattice

point using Gaussian sampling, while this task is hard without the trapdoor. Intuitively, the

system turns the difficult problem of finding close lattice points into a controlled feature
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that enables secure key extraction.

Setup. Given a security parameter λ, choose dimensions n = n(λ) and m = m(λ),

and let q = q(λ) be the modulus. Let χ be an error distribution over Zq, and let DZm,s

denote a discrete Gaussian distribution over Zm used for sampling short secret vectors.

All operations are performed modulo q, and the message space is (0, 1). The algorithms

of the Dual Regev encryption scheme are defined in Definition 2.17.

Def. 2.17: Dual Regev Cryptosystem

Dual Regev encryption scheme is defined as the tuple DualRegev = (KGen,Enc,Dec),

where:

1. KGen(1λ) takes as input the security parameter λ, samples A ∈ Zn×m
q uniformly

at random, and computes fA(e) = Ae, where e ∈ Zm chosen from DZm,s;

outputs pk := (A,u = fA(e)) and sk := e;
2. Enc(u, b) takes as input the public matrix u and a bit µ ∈ 0, 1, chooses s ← Zn

q

uniform and computes p = A⊤s+ x ∈ Zm
q , where x← χm and c = u⊤s+ x+

µ · ⌊q/2⌋; outputs ct = (p, c);
3. Dec(e, ct) takes as input the secret key e and the ciphertext ct, computes µ′ =

c − e⊤p ∈ Zq; outputs 0 if b′ is closer to 0 than to ⌊q/2⌋ modulo q, otherwise

outputs 1;

In the paper, the Dual Regev cryptosystem is described as a single-bit public-key cryp-

tosystem. The core component is the linear function fA(e) = Ae mod q, where A is

a public random matrix and e is a short vector sampled from a discrete Gaussian distri-

bution. fA can be described as a linear transformation defined by the matrix A. This

function maps the secret vector to a public vector, which serves as the public key. En-

cryption uses fresh randomness and small error terms to mask a bit, while decryption

succeeds because the secret key e cancels the main linear part of the ciphertext, leaving

only a small noise term from which the bit can be recovered.

A key property of the Dual Regev cryptosystem is that any vector u ∈ Zn
q can act as a

valid public key. For each such public key, there are usually many different short secret

keys e that satisfy

Ae ≈ u (mod q). (2.22)

However, finding any of these short e’s is computationally difficult without access to spe-

cial extra information. In the identity-based setting, a trusted authority generates the

matrix A together with a trapdoor, which is a secret structure that makes it easy to com-
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pute a short e for any chosen public key (for example, one derived from a user’s identity).

Without this trapdoor, computing a short preimage is believed to be hard because it corre-

sponds to the underlying LWE problem. This ensures that only the authority can generate

valid secret keys for users, while everyone else can encrypt using their identity-based

public key.

Dual GSW cryptosystem

The Dual GSW cryptosystem, introduced by Gentry et al. [17], extends earlier LWE-based

encryption schemes by moving from vector ciphertexts to carefully structured matrix ci-

phertexts. In traditional Regev-style schemes, an encrypted message appears inside a

single noisy linear equation, meaning the ciphertext is just a vector hiding one bit. Dual

GSW generalizes this by placing many such components into a matrix, arranged in a

way that preserves useful algebraic structure even when noise is present. This design

is particularly motivated by homomorphic encryption, where ciphertexts must support se-

quences of operations while still allowing correct decryption.

Despite using a different ciphertext structure, the scheme still follows the fundamental

LWE idea. The public key encodes noisy equations involving a secret vector, and encryp-

tion hides the message by blending it with noisy structure. The important difference is that

Dual GSW embeds the message not in a single equation but throughout a decomposed

matrix form. This matrix contains redundancy: even if some parts are affected by noise

or modified during allowed operations, enough structure remains to recover the original

message reliably. This redundancy is what gives Dual GSW its ability to support more

advanced computations.

Setup. Given a security parameter λ and multiplicative depth L, choose dimensions

n = n(λ, L) and m = m(λ, L) = O(n log q), and a ciphertext modulus q of κ = κ(λ, L)

bits. Let χ = χ(λ, L) be an error distribution. Set ℓ = ⌊log q⌋ and N = (n + 1)ℓ. The

algorithms of the Dual GSW encryption scheme are defined in Definition 2.18.

Def. 2.18: Dual GSW cryptosystem

The Dual GSW encryption scheme is defined as the tuple DualGSW =

(KGen,Enc,Dec), where:

1. KGen(1λ, 1L) takes as input a security parameter λ and a multiplicative depth L.

SecretKeyGen samples t← Zn
q and set the secret key.

s = (1,−t1, . . . ,−tn) ∈ Zn+1
q , v = PowersOf2(s)

PublicKeyGen samples a matrix B ← Zm×n
q uniformly and an error vector e ←
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χm, computes

b = B · t+ e A = concatenate(b, columns of B).

outputs the public key pk = A and the secret key sk = s;
2. Enc(pk, µ) takes as input the the public key pk and the message µ, samples a

uniform matrix R ∈ {0, 1}N×m; outputs

ct = Flatten(µ · IN + BitDecomp(R ·A)) ∈ ZN×N
q ;

3. Dec(sk, ct) takes as input the secret key sk and a ciphertext ct. Let ṽ =

PowersOf2(s) be the vector whose first k coefficients are 1, 2, . . . , 2k−1. Among

these, identify an index i such that vi = 2i ∈ (q/4, q/2]. Let ct denote the i-th

row of ct. Compute the inner product x ← ⟨cti, ṽ, ⟩ ∈ Zq. Recover the plaintext

by outputting µ′ = ⌊x/vi⌉.
4. MPDec(sk, ct) takes as input the secret key sk, and a ciphertext ct, computes the

dot product y = c · v ∈ Zℓ−1
q , where v = PowersOf2(s). Recover the plaintext

µ bit by bit: the least significant bit is obtained from y1 (mod 2), the next bit from

(y2 − LSB)/2 (mod 2), and so on, until all ℓ − 1 bits of µ are recovered; outputs

the reconstructed µ;

The matrix structure also leads to two ways to decrypt a ciphertext, depending on how

the message was placed into it during encryption. In the first approach, the message

is associated with a specific row of the ciphertext. Decryption then examines that row,

applies a vector derived from the secret key, and uses rounding to extract the original

value. This method closely resembles the standard Regev decryption but is adapted to the

decomposed, matrix-based setting. The second approach is used when the message is

encoded in a bit-decomposed form. In that setting, decryption reconstructs the message

one bit at a time by using inner products that reveal the values of progressively more

significant bits. Although technically different, both decryption strategies rely on the same

interplay between the BitDecomp and PowersOf2 transformations.

These two transformations are central to how Dual GSW works. BitDecomp takes a

number of vectors modulo q and expands them into their binary representations, turning

algebra over integers into structured operations on bits. PowersOf2 performs the inverse

process by scaling components by powers of two, restoring the original representation in

a controlled manner. Together, these tools ensure that inner products between cipher-

text components and secret-key-derived vectors behave predictably even when noise is

present. As a result, the encrypted message can be recovered reliably as long as the

noise remains within certain bounds.
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At a concrete level, encryption inserts the message into a matrix of the form

µ · IN + BitDecomp(R ·A), (2.23)

where A is the public key and R is freshly sampled randomness. The second term

corresponds to encryptions of zero under LWE, while the identity matrix scaled by µ

introduces the actual message. To keep the ciphertext in a uniform form, a Flatten
operation is applied to ensure that the decomposition behaves consistently.

Overall, Dual GSW differs from primal and dual Regev schemes not only in its use of ma-

trices but also in how it builds structured redundancy into the ciphertext. This additional

structure is what enables more powerful operations on encrypted data, including homo-

morphic encryption. Although homomorphic properties are not the focus of this thesis,

the underlying ideas remain essential for understanding the Dual GSW construction.

2.3 Anamorphic Encryption Schemes

Although cryptography is a powerful tool for preserving privacy, its practical effectiveness

depends on key secrecy and certain behavioral assumptions. For instance, it is gener-

ally assumed that only the selected receiver can decrypt the message sent to them and

that the sender can freely choose the content of the message. However, since these

assumptions rest on societal norms rather than technical guarantees, in authoritarian

contexts, they can easily be violated. A dictator may gain access to private keys, demand

censorship, or force individuals to change the content of their messages. Traditional cryp-

tographic techniques alone provide little protection in such circumstances.

To address this limitation, G. Persiano et. al [34] introduced the concept of anamorphic

encryption (AME). AME enables covert communication by embedding hidden messages

within seemingly ordinary ciphertexts, even under the scrutiny of an adversarial author-

ity. The proposed schemes extend standard PKE with an additional anamorphic mode.

In this mode, key generation produces not only a public and private key pair, as in a

conventional PKE scheme, but also an additional secret key known as the double key.

During encryption, two messages are embedded: a regular message µ and a concealed

anamorphic message µ̂. The output of decryption depends on the key used: decryption

with the standard secret key reveals the regular message µ, while decryption with the

double key reveals the hidden message µ̂. From an external perspective, however, the

anamorphic mode is indistinguishable from regular PKE: both the anamorphic key pair

and ciphertext are indistinguishable from their conventional counterparts. This property

ensures the possibility of private communication even in the presence of a dictator. The

formal definition of AME scheme is presented in Definition 2.19.
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Def. 2.19: Anamorphic Encryption

A triplet Σ = (aGen, aEnc, aDec) is anamorphic if:

1. aGen(1λ) is a PPT algorithm that takes as input a security parameter λ and outputs

an anamorphic public key apk, an anamorphic secret key ask, a (possibly empty)

trapdoor key tk, and a double key dk
2. aEnc(apk, dk, µ, µ̂) is a PPT algorithm that takes as input apk and dk, a real mes-

sage µ ∈M, and a covert message µ̂ ∈ M̂ and outputs a ciphertext act.
3. aDec(dk, tk, ask, act) is a deterministic algorithm that inputs dk, tk, ask and an

anamorphic ciphertext act produced by aEnc. It outputs the anamorphic message

µ̂ ∈ M̂ or a special symbol ⊥/∈ M̂.

Anamorphic triplet Σ, for every message µ and anamorphic message µ̂, enjoy the follow-

ing correctness property:

Pr[(apk, ask, dk, tk)← aGen(1λ); act← aEnc(apk, dk, µ, µ̂) :

aDec(tk, dk, ask, µ, µ̂) ̸= µ̂ ≤ negl(λ)]
(2.24)

Anamorphic encryption is designed to remain secure even against a coercive adversary

who can force users to reveal their ordinary secret keys. The goal is that an attacker can-

not distinguish between a normal ciphertext encrypting a message µ, and an anamorphic

ciphertext that looks identical but additionally embeds a hidden message µ̂. If no efficient

adversary can tell these apart, the scheme is said to achieve anamorphic security, mean-

ing that the hidden channel is undetectable. Some constructions go further and provide

fully asymmetric anamorphic encryption [7], where the sender and receiver use different

anamorphic keys - typically denoted as the sender double key (sdk or dk) and the receiver

double key (rdk or tk). In contrast, public-key anamorphic encryption [35] eliminates the

requirement of pre-shared double key: in such schemes, the sender can embed hidden

messages using only the receiver’s public key, without any prior exchange of anamorphic

keys. This makes public-key anamorphic encryption more practical in settings where a

covert pre-exchange of keys is not possible.

2.3.1 ElGamal-based Anamorphic Encryption

In addition to the general anamorphic encryption definition, several papers have pre-

sented anamorphic triplets/extensions for existing cryptographic schemes that can be

applied for anamorphic encryption. Banfi et. al [2] presented in their paper an unsyn-

chronized robustly anamorphic extension of the ElGamal public-key encryption scheme.

Recall that in ElGamal encryption randomness r determines the second ciphertext com-
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ponent c2 = gr. The key idea of the anamorphic extension is to control this randomness in

a structured way so that it encodes a covert message while still preserving the statistical

properties of normal ElGamal encryption.

To make the construction concrete, the ElGamal is instantiated as

G = Z∗p, (2.25)

where p is prime, the group has order q = p− 1, and g is a generator of G.

The paper defines a simple decoding function:

δ : Z∗p → [τ ] (2.26)

by

δ(x) := Rτ (x) + 1, (2.27)

where Rτ (x) denotes the remainder of x modulo τ .

Intuitively, this function partitions the group elements into τ classes of roughly equal size.

The anamorphic encoder will ensure that the ElGamal component c2 = gr falls into a

specific class, thereby encoding information in δ(c2).

From the scheme to remain indistinguishable from standard ElGamal, each output value

of δ must occur with almost equal probability when r is uniformly random. This property

is formalized by the following lemma.

Lemma

Let p be a prime, g a generator of Z∗p, q = p− 1, and τ ≤ q. Then for all y ∈ [τ ],

|r ∈ Zq|Rτ (g
r) + 1 = y|≥

⌊︂ q
τ

⌋︂
. (2.28)

Proof sketch.

The condition Rτ (g
r) + 1 = y holds if and only if:

gr = kτ + y − 1 (2.29)

for some integer k. Since gr ranges over all nonzero elements of Zp, the possible values

of k form an interval of size approximately g/τ . The mapping k ↦→ kτ + y− 1 is injective,

which yields the state bound. □

This lemma guarantees that forcing gr into a particular class y does not significantly bias

the distribution of ciphertexts.
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The definition of an unsynchronized robustly anamorphic extension of the ElGamal public-

key encryption scheme is defined in the paper as follows [2]:

Def. 2.20: Unsynchronized Robustly Anamorphic ElGamal

The anamorphic extension Σ is a triplet Σ = (aGen, aEnc, aDec), where

1. aGen(sk, pk) takes as input the public/private key pair (sk, pk), samples key K for

a pseudorandom function F, precomputes a table T mapping group elements to

covert messages, and outputs the double key dk = (K,T, pk).

2. aEnc(dk, µ, µ̂) takes as input a double key dk, a regular message µ and an

anamorphic message µ̂. Samples random values x ∈ [σ] and y ∈ [τ ] and

computes a masking value t := F(K, (x, y)). Combine the masking value with

the anamorphic message by setting r := µ̂ ⊕ t and repeat until Rτ (g
r) = y.

Output ElGamal ciphertext (c1, c2) = (µ · pkr, gr).

3. aDec(dk, (c1, c2)) takes as input a double key dk and a ciphertext (c1, c2), and

iterates over all x ∈ [σ], recomputing t := F(K, (x, y)). Remove the mask from c2

and check whether the resulting group element appears in the precomputed table

T; if successful, the corresponding anamorphic message is returned, otherwise

returns ⊥.

The pseudo-random function F which is used in the Definition 2.20, is defined as:

F : K× ([σ]× [τ ])→ Zq (2.30)

The function maps a secret key K and a pair of indices (x, y) to a value in Zq. For each

fixed key K, it deterministically produces a pseudorandom element of Zq for every input

(x, y), which is then used in the anamorphic encryption scheme.

2.3.2 LWE-based Anamorphic Encryption

Deo and Libert [12] introduced anamorphic extensions for several LWE-based schemes,

the Primal Regev [36], Dual Regev [16], and Dual GSW [17] schemes. Their constructions

demonstrate how these classical lattice-based encryption schemes can be adapted to

support anamorphic encryption, enabling the simultaneous encoding of a regular and a

hidden message.

More specifically, the Primal Regev scheme can be extended to support a fully asymmet-
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ric encryption mode, while the Dual Regev construction enables a public-key anamorphic

variant through the use of lattice trapdoors. The Dual GSW scheme, in turn, admits a fully

asymmetric anamorphic construction with a richer ciphertext structure. These construc-

tions represent the first post-quantum secure anamorphic encryption schemes and pro-

vide a foundation for integrating anamorphic techniques into lattice-based cryptography.

In this chapter, we present these schemes and describe their main ideas and functionality,

focusing on how the anamorphic construction differs from the original scheme and how

the hidden message is embedded and recovered.

Fully Asymmetric Anamorphic Encryption from Primal Regev

Building on Regev’s original cryptosystem [36] (cf. definition 2.16), fully asymmetric AME

variant changes the structure of the ciphertext in a way that additional covert message

can be embedded. The anamorphic scheme introduces an additional key generation al-

gorithm that outputs, in addition to the standard public and secret keys, a double key dk

and a trapdoor key tk. Informally, the double key matrix C is build with a trapdoor ma-

trix R. This structure enables embedding the covert message in the ciphertext and later

discovering it using the trapdoor information. The ciphertexts are constructed carefully

to maintain the correctness of regular decryption and ensuring that they remain indistin-

guishable from ordinary Primal Regev ciphertexts.

Setup. Given a security parameter λ, generate integers n,m > 0, and let k = ⌈log q⌉ be

the bit-decomposition parameter. Choose a ciphertext modulus q = q(λ) and a plaintext

modulus p < q. The parameters are chosen such that

m ≥ (n+ ℓ)k + 2λ,

where ℓ denotes the message length. Let χ be an error distribution over Zq, and let

DZm,αq denote the discrete Gaussian distribution over Zm with width determined by a

noise rate α ∈ (0, 1). The algorithms for anamorphic Primal Regev encryption scheme

are defined in Definition 2.21.

Def. 2.21: Fully Asymmetric AME from Primal Regev

The anamorphic scheme for Primal Regev is defined as PrimalRegevAME =

(KGen, aGen,Enc, aEnc,Dec, aDec), where:

1. KGen
(︁
1λ
)︁

takes as input a security parameter λ. Sample A ← Zn×m
q , S ←

U
(︁
Zn×l
q

)︁
and E ← Dl

Zm,αq. Set sk = S and pk = (A,U), where U⊤ =

A⊤ · S+ E⊤ ∈ Zm×l
q ; outputs (sk, pk);
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2. aGen
(︁
1λ
)︁

takes as input a security parameter λ. Generate C =
[︁
C̄|C̄ ·RC +Gl

]︁
,

where C̄ ← U
(︂
Zl×(lk+2λ)

q

)︂
, RC ← P(lk+2λ)×lk and Gl = Il ⊗ {1, 2, . . . , 2k−1}.

Compute A⊤ = B⊤ · C + F⊤, where B ← χl×m and F ← χm×n. Sample S ←
U
(︁
Zn×l
q

)︁
and E ← DZm,αq. Set ask = S, apk = (A,U), dk = (C,D = C · S),

and tk = RC ∈ {−1, 0, 1}; outputs (ask, apk, dk, tk);

3. Enc (pk, µ) takes as input the public key pk = (A,U) and a plaintext µ. Sample

r← U ({0, 1}m). Set c0 ← [A · r] and c1 ← [U · r+∆ · µ]; outputs ct = (c0, c1);

4. aEnc (apk, dk, µ, µ̂) takes as input the anamorphic public key apk = (A,U), the

double key dk = (C,D), a regular plaintext µ and a covert plaintext µ̂. Sample

r← U ({0, 1}m) and compute ŝ = encode(µ̂) = ∆ · µ̂. Set c0 ←
[︁
A · r+C⊤ · ŝ

]︁
and c1 ←

[︁
U · r+D⊤ · ŝ+∆ · µ

]︁
; outputs act = (c0, c1);

5. Dec (sk, ct) takes as input the secret key sk and the ciphertext ct = (c0, c1). Com-

pute µ′ ←
⌊︁(︁
c1 − sk⊤ · c0

)︁
/∆

⌉︁
;

6. aDec (dk, tk, ask, act) takes as input the double key dk = (C,D), the trapdoor

key tk, the anamorphic secret key ask, and the anamorphic ciphertext act =

(c0, c1). Compute (ŝ′, e0) ← Invert (tk, c0) using the Invert algorithm defined

in Lemma 1; outputs ⊥ if (ŝ′, e0) = (⊥,⊥), otherwise µ̂′ = decode(ŝ′) = ŝ
′

∆
;

The main modification appears in the encryption procedure. In the standard scheme,

encryption computes

c0 = A · r, c1 = U · r+∆ · µ, (2.31)

where the message µ is embedded through the scaling factor ∆ = ⌊q/p⌉. In the anamor-

phic version, additional terms are introduced that encode a covert message µ̂. Specifi-

cally, the ciphertext components are modified as

c0 = A · r+C⊤ŝ, c1 = U · r+D⊤ · ŝ+∆ · µ, (2.32)

where ŝ = encode(µ̂) is a structured encoding of the hidden message, and the matrices

C and D are derived during anamorphic key generation. These additional terms are

carefully constructed so that they do not interfere with the recovery of the regular message

µ using the standard secret key.
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Decryption is correspondingly divided into two procedures. The standard decryption al-

gorithm Dec, using the secret key sk, cancels the linear component A · r and recovers

the regular message µ in the same way as the original scheme. The additional terms

introduced for the hidden message behave like structured noise from the perspective of

this decryption and therefore do not affect correctness. In contrast, the anamorphic de-

cryption algorithm aDec uses the trapdoor information tk together with the double key dk

to invert the transformation applied to c0 and recover the encoded message ŝ. This value

is then decoded to obtain the covert message µ̂. The ability to perform this version relies

on the trapdoor structure embedded during the anamorphic key generation phases.

Overall, the anamorphic Primal Regev scheme preserves the simplicity and security prop-

erties of the original construction while enabling a second, hidden communication channel

within the same ciphertext. The ciphertexts remain indistinguishable from the standard

ones under the LWE assumption, ensuring that the presence of the hidden message

cannot be detected without access to the additional anamorphic secret information.

Public-Key Anamorphic Encryption from Dual Regev

In public-key anamorphic Dual Regev, the public key is generated with additional struc-

ture, that enables encrypting two messages. In anamorphic key generation, public key

matrix A is build together with a trapdoor matrix R, to encode the hidden message inside

the ciphertext. The trapdoor matrix works as a trapdoor key tk in anamorphic decryption.

During anamorphic encryption, the randomness in the ciphertext is used together with

the public key, to mask the hidden message µ̂. It remains undetectable to an observer

without knowledge of the trapdoor.

Setup. Given security parameter λ, choose dimensions n = n(λ) and m̄ = m̄(λ) ≥
n log q + 2λ. Let q = q(λ) be the ciphertext modulus and p = p(λ) < q the plaintext

modulus. Let k = ⌈log q⌉ denote the bit-decomposition parameter. Choose an error rate

α ∈ (0, 1) and a standard deviation σ > αq. Let χ denote an error distribution over

Zq and let DZn,σ denote a discrete Gaussian distribution over Zn with standard devia-

tion σ. The algorithms of the anamorphic Dual Regev encryption scheme are defined in

Definition 2.22.

Def. 2.22: Public-Key Anamorphic Dual Regev

The anamorphic scheme for Dual Regev is defined as DualRegevAME =

(KGen, aGen,Enc, aEnc,Dec, aDec), where:

1. KGen(1λ) takes as input a security parameter λ. Sample A ← Zn×m
q and

E ← Pm×n. Set sk = E ∈ {−1, 0, 1} and pk = (par,A,U) where

par = (q, p, n, m̄, α, σ) and U = A · E; outputs (sk, pk);
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2. aGen(1λ) takes as input a security parameter λ. Choose Ā ← U(Zn×m̄
q ), R ←

Pm̄×nk, and compute A =
[︁
Ā|Ā ·R+G

]︁
. Sample E ← Pm×n. Set ask =

E ∈ {−1, 0, 1}, apk = (par,A,U), dk = ∅, and tk = R ∈ {−1, 0, 1}; outputs

(ask, apk, dk, tk);

3. Enc(pk, µ) takes as input the public key pk and a plaintext µ ∈ Zp. Sample

s ← U
(︁
Zn

q

)︁
, e0 ← DZm

q ,σ, and e1 ← DZn,αq. Set c0 ←
[︁
A⊤ · s+ e0

]︁
, c1 ←[︁

U⊤ · s+ e1 +∆ · µ
]︁
; outputs ct = (c0, c1);

4. aEnc(apk, dk, µ, µ̂) takes as input the anamorphic public key apk, double key dk,

a regular plaintext µ, and a covert plaintext µ̂. Sample s← DZn,αq, e0 ← DZm,σ,

and e1 ← DZn,σ. Compute ŝ = s + ∆ · µ̂ and set c0 ←
[︁
A⊤ · ŝ+ e0

]︁
, c1 ←[︁

U⊤ · ŝ+ e1 +∆ · µ
]︁
; outputs act = (c0, c1);

5. Dec(sk, ct) takes as input the secret key sk and the ciphertext ct. Compute µ′ ←
⌊(c1 − sk · c0) /∆⌉;

6. aDec(dk, tk, ask, act) takes as input the double key dk, the trapdoor key tk, the

anamorphic secret key ask, and the anamorphic ciphertext act. Let c0 denote the

component of act encrypted under A. Compute (ŝ′, e0)← Invert(tk, c0) using

the inversion algorithm from Lemma 1. If (ŝ′, e0) = (⊥,⊥), output ⊥; otherwise

output µ̂ = decode(ŝ′) = ŝ
′

∆
;

A crucial feature for the Dual Regev anamorphic scheme is that it is public-key anamor-

phic: the hidden message can be embedded using only the public key. No additional

double key or secret channel is required to perform anamorphic encryption, in contrast to

fully asymmetric schemes like Primal Regev or Dual GSW AME. This makes the scheme

especially suitable for settings where public-key distribution is sufficient and no prior se-

cret exchange is feasible.

Decryption is split into two procedures. The standard decryption algorithm Dec recovers

the regular message µ exactly as in the original Dual Regev scheme. The anamorphic

decryption algorithm aDec uses the trapdoor information tk to separate the encoded hid-

den message from randomness in the ciphertext component c0 . From the point of view of

an external observer, ciphertexts produced by aEnc are computationally indistinguishable

from standard ciphertexts, ensuring that the presence of the hidden message remains

covert.

Structurally, the scheme preserves the core features of Dual Regev: public keys cor-



26

respond to short lattice points mapped by a linear transformation, and encryption uses

fresh randomness and small errors to mask the message. The anamorphic extension in-

troduces a trapdoor structure in the public matrix to enable hidden message embedding,

while maintaining security under the LWE assumption.

Fully Asymmetric Anamorphic FHE from Dual GSW53

For Dual GSW, the anamorphic extension takes advantage of the nature of the secret key

by embedding the covert information in selected positions based on secret key values.

The visible part of the ciphertext behaves exactly as in the standard construction, so

regular decryption reveals only the regular message. In the original Dual GSW description

(cf. Definition 2.18), ciphertexts are represented using bit-decomposition and flattening

operators. However, it is often convenient to express the same construction in a matrix-

gadget form, where ciphertexts take the shape

C = B · S+ µ ·G+ E. (2.33)

This representation is equivalent to the bit-decomposition but exposes the structure of

the ciphertext more transparently. It also provides a clearer way to incorporate additional

message components, which makes it particularly suitable for anamorphic encryption.

The anamorphic version introduces an extra key generation step in which two additional

secret keys are produced: a double key dk and a trapdoor key tk. Since the secret key is

ternary (values −1, 0, 1), the double key is defined as a subset that identifies the indices

of zero values in the secret key. This subset is used to embed the covert message. The

trapdoor key is used during anamorphic decryption to isolate those positions. Importantly,

the locations determined by dk are computationally hidden from anyone who does not

possess this extra secret information.

Setup. Given a security parameter λ and multiplicative depth L, choose parameters

m,n, n0 ∈ poly(λ), a constant plaintext modulus p, and a ciphertext modulus q =

q(λ, L). Let

k = ⌈log q⌉ = poly(log λ)

be the bit-decomposition parameter.

The parameters are chosen such that

n0 ≤
m

2
−
⌈︂√︁

λm/2
⌉︂

and

m− n0 > nk + 2λ.

Let α ∈ (0, 1) be the error rate and let σ > αq be the standard deviation of the noise
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distribution. Let

χ = DZ,αq

denote the discrete Gaussian distribution over Z with standard deviation αq. The algo-

rithms of the anamorphic Dual GSW encryption scheme are given in Definition 2.23.

Def. 2.23: Fully Asymmetric FHE from Dual GSW

The anamorphic scheme for Dual GSW is defined as DualGSWAME =

(KGen, aGen,Enc, aEnc,Dec, aDec), where:

1. KGen
(︁
1λ, 1L

)︁
takes as input a security parameter λ and a multiplicative depth L.

Sample A ← U
(︁
Zn×m

q

)︁
, and s ← Pm where P outputs 0 with 1/2 probability

and ±1 with 1/4 probability. Set sk = s ∈ {−1, 0, 1}m and pk = (par,B), where

par = (q, p,m, n, α, σ) and B =
[︂

A⊤

s⊤·A⊤

]︂
∈ Z(m+1)×n

q ; outputs (sk, pk);

2. aGen
(︁
1λ, 1L

)︁
takes as input a security parameter λ and a multiplicative depth

L. Sample s = (s1, · · · , sm) ← Pm. Compute B =
[︂

A⊤

s⊤·A⊤

]︂
, where A⊤ =

[·, ij] = Ā [·, j], Ā =

[︃
A
¯ ⊤

0

t′⊤A
¯ ⊤

0 +e⊤I

]︃
, where Ā0 ← U

(︂
Zn×(n0−1)

q

)︂
, t′ ← χn0−1 and

eI ← χn. Form I = {i1, . . . , in0} such that I ⊆ J, where J = {i ∈ [m] : sn =

0} ⊆ [m]. Choose t ∈ Zm such that t[m]\I = 0m. Set ask = s, apk = (par,B),

dk = I, and tk = t; outputs (ask, apk, dk, tk);

3. Enc (pk, µ) takes as input the public key pk and a plaintext µ. Sample S ←
U
(︁
Zn×M

q

)︁
and E ← DM

Zm+1,σ. Set C ← [B · S+ µ ·G+ E], where G =

Im+1 ⊕ g⊤ ∈ Z(m+1)×M
q and M = k (m+ 1); outputs ct = C;

4. aEnc (apk, dk, µ, µ̂) takes as input the anamorphic public key apk, the double key

dk, a regular plaintext µ and a covert plaintext µ̂. Define Jµ,µ̂ [i, j] as

Jµ,µ̂[i, j] =

⎧⎪⎪⎪⎪⎨⎪⎪⎪⎪⎩
µ if i = j ∧ i /∈ I,

µ̂ if i = j ∧ i ∈ I,

0 if i ̸= j

Sample S ← χn×M and E ← DM
Zm+1,σ. Set C ←

[︁
B · S+ Jµ,µ̂ ⊗ g⊤ + E

]︁
=[︁

B · S+ µ ·G[m+1]\dk+ µ̂ ·GI + E
]︁
, where G = Im+1 ⊗ g⊤ and M =

k (m+ 1); outputs act = C;

5. Dec (sk, ct) takes as input the secret key sk and the ciphertext ct. Define êm+1 =
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(0, . . . , 0, 1)⊤ and compute ν ←
[︁
−s⊤|1

]︁
·C·G−1 (∆ · êm+1), where ∆ = ⌊q/p⌉;

outputs µ′ = ⌊ν/∆⌉ ∈ Zp;

6. aDec (dk, tk, ask, act) takes as onput the double key dk, the trapdoor key tk,

the anamorphic secret key ask and the anamorphic ciphertext act = C. De-

fine êin0
= (0, . . . , 0, 1, 0, . . . , 0)⊤ ∈ {0, 1}m+1 and set ν ←

[︁
t⊤|0

]︁
· C ·

G−1
(︁
∆ · êin0

)︁
; outputs µ̂′ = ⌊ν/∆⌉;

The main change appears in the encryption algorithm. Instead of embedding a single

message uniformly into the gadget matrix G, the anamorphic encryption constructs a

matrix Jµ,µ̂ whose diagonal entries depend on whether an index belongs to the hidden

subset defined by dk. Specifically, entries outside this subset encode the regular message

µ, while entries inside the subset encode the hidden message µ̂. This matrix is then

expanded using the same gadget structure as in the standard formulation and combined

with the LWE-based masking term B · S+ E.

Decryption is correspondingly split into two procedures. The standard decryption al-

gorithm Dec, using the usual secret key, recovers only the regular message µ. In the

anamorphic Dual GSW setting, Dec corresponds to the usual row-based scalar decryption

used in the original GSW construction, rather than the bitwise reconstruction procedure

sometimes associated with dual-Regev variants. In contrast, the anamorphic decryption

algorithm aDec uses the additional trapdoor information to isolate the coordinates asso-

ciated with the hidden subset and recover the covert message µ̂. From the perspective

of an external observer, ciphertexts produced by aEnc are computationally indistinguish-

able from standard ciphertexts. Therefore, the presence of a hidden message cannot be

detected without access to the additional anamorphic secret information.

Compared to the original Dual GSW scheme, the core structure of the ciphertext and

the use of gadget-based decomposition remain unchanged. The key difference lies in

how the message is embedded: instead of encoding a single message uniformly across

the ciphertext, the anamorphic version selectively encodes two messages into disjoint

components. This selective encoding, combined with two distinct decryption procedures,

enables the anamorphic property while preserving the underlying LWE-based security

guarantees.
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3. RELATED WORK

This chapter reviews prior work across three areas relevant to this thesis. It first out-

lines research on electronic voting, with a focus on coercion-resistance and mechanisms

designed to protect voter autonomy. It then introduces developments in anamorphic en-

cryption, including recent applications to voting. Finally, it highlights post-quantum cryp-

tographic work, including post-quantum AME.

3.1 Electronic Voting and Coercion-Resistance

Electronic voting has evolved from early technical tallying tools into diverse and online

systems [18], but it is not widely used due to concerns related to security, integrity and

trust. Ongoing research continues to tackle these issues, by moving towards more veri-

fiable, secure, and legally grounded approaches. With a broad landscape of challenges,

this thesis focuses on coercion-resistance and vote buying in electronic voting systems.

Juels et al. [21] first formalized coercion-resistance in the context of remote electronic

voting to ensure that voters cannot be forced or encouraged to reveal how they voted.

Over the years, several protocol families have attempted to address this issue. Civitas

[9] introduced the idea of multiple credentials - one real and several fake - so that co-

erced voters can submit decoy vote, leaving coercers unable to determine whether their

instructions were followed. Selene [41] instead uses tracking numbers revealed to vot-

ers only after the election, preventing available pre-commitment information about voter’s

voting behaviour. Some systems use the idea of overriding coerced actions: VoteA-

gain [24] uses revoting in which only the final vote counts, allowing voters to undo co-

erced votes. Rather than preventing coercion entirely, Caveat Coercitor [20] focuses on

coercion-evidence, ensuring that large-scale coercion attempts leave detectable traces

on the bulletin board. Economic approaches, such as Boyd et al.’s vote-selling-resistant

scheme [5] eliminate reliable proofs of vote choice and penalize attempts to reveal them,

undermining the feasibility of vote-buying deals. Finally, TRIP [25] combines verifiability

with in-person registration to provide voters with both real and fake credentials on paper,

allowing deniable participation without requiring trusted hardware. However, in practice,

these approaches still suffer from usability issues, like managing extra credentials or cast-

ing several votes, and often rely on unrealistic device capabilities that are difficult to meet
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in real-world elections.

3.2 Anamorphic Encryption

The notion of anamorphic encryption (AME) was first presented by Persiano et al. in [34],

establishing a framework for covert communication. Later work has expanded this primi-

tive in several directions. Banfi et al. [2] refined the AME model by introducing robustness

notions and the concept of anamorphic extensions, and showed that standard cryptosys-

tems such as ElGamal [15], Cramer-Shoup [11], and RSA-OAEP [3] can be used to

construct robust anamorphic extensions. Catalano et al. [7] presented new construc-

tions, including fully asymmetric anamorphic variants of AME, and demonstrated that ex-

isting homomorphic schemes—among them, the fully homomorphic Dual GSW scheme

[17] —can be adapted to be anamorphic while preserving their homomorphic proper-

ties. Another significant line of work investigates the limits of the primitive: Carnemolla et

al. [6] introduced anamorphic-resistant encryption, giving concrete public-key schemes

that provably cannot support anamorphic communication. Kutylowsky et al. [22] demon-

strated the surprising prevalence of anamorphism by showing how randomness can be

leveraged to embed covert messages in classical schemes such as RSA-OAEP [3], Pail-

lier [33], and ElGamal [15]. Persiano et al. [35] further generalized the framework to

public-key anamorphism in CCA-secure settings.

Most relevant to this thesis is the application of anamorphic techniques to electronic vot-

ing. Giustolisi et al. [19] introduced anamorphic voting, which allows voters to communi-

cate their true vote choice to an external auditor while submitting ballots that appear ordi-

nary to an observer. Their work defines ballot freedom, a concept distinct from coercion-

resistance: rather than preventing coercion through protocol design, it uses cryptographic

primitives - particularly AME - to enable truthful communication even when all channels

are monitored. Their work further demonstrates how these techniques can be integrated

into existing systems such as Helios [1] and Belenios[10].

Similar work explores the application of anamorphic encryption specifically to mitigate

vote buying. A. Michalas [28][29] proposes a scheme in which voters cast their true

vote using the anamorphic channel while at the same time encrypting a "fake" vote as

a convincing proof for vote buyers. The construction is supported by a formal security

analysis, demonstrating robustness against attempts to violate voter privacy or influence

election outcomes. In this thesis, the protocol proposed in [28] is used as a foundation for

the anamorphic e-voting system, providing the baseline upon which the presented design

is built and analyzed.
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3.3 Post-Quantum Cryptography

Quantum computing threatens the security of classical public-key cryptosystems, includ-

ing RSA [38] and elliptic-curve cryptography [30]. Shor first discovered this vulnerabil-

ity [42], showing that a powerful quantum computer can solve classically hard problems

such as integer factorization and discrete logarithms in polynomial time, thereby break-

ing the hardness assumptions that underpin the security of many public-key schemes.

To address this issue, several post-quantum (PQ) alternatives have been developed and

deployed to remain the security against quantum adversaries.

High-level actions from major institutions underscore the urgency of this transition. The

EU Joint Research Centre’s 2025 report [8] states that post-quantum cryptography has

progressed from theoretical research to an active phase of standardization, early adop-

tion, and migration planning in both the public and private sectors. In parallel, the U.S.

National Institute of Standards and Technology (NIST) has finalized the first generation of

PQ standards [31] - ML-KEM, ML-DSA, and SLH-DSA - which is a significant step toward

replacing quantum-vulnerable public-key cryptography in real-world systems. Together,

these sources show that PQ cryptography is moving from theory to practice, with matur-

ing research, standardization, and growing focus on secure implementation and long-term

integration.

This need for quantum-resistant solutions extends equally to applied cryptography such

as anamorphic encryption, where most existing constructions still rely on classical public-

key encryption schemes that are not quantum-secure. Deo and Libert [12], who intro-

duced a significant advancement in post-quantum anamorphic encryption, demonstrated

that several lattice-based schemes - including Primal Regev [36], Dual Regev [16] and

Dual GSW [17] - admit fully asymmetric anamorphic triplets. In particular, they showed

that Regev’s primal LWE cryptosystem supports such a triplet, while its dual variant en-

ables a public-key anamorphic construction through the use of lattice trapdoors. Similar

contributions were established by Do et al. [14] who present two public-key anamor-

phic PQ schemes for Dual Regev [16] and Lindner-Peikert public-key encryption scheme

[23] using trapdoor-aided randomness discovery. These two papers provide the first PQ-

secure anamorphic encryption schemes and establish the foundational basis for extend-

ing anamorphic encryption into the post-quantum setting.

3.4 Summary and Positioning of This Thesis

The thesis presents anamorphic encryption as a solution to coercion-resistance and vote-

buying issues in electronic voting systems. The difference from previous work is that the

protocol focuses on vote coercion as an external issue rather than focusing on dishonest

authorities inside the voting system. In addition, the literature lacks practical implemen-
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tations or evaluation of anamorphic encryption - either in general or in the context of

electronic voting - leaving its deployability and performance unexplored. This thesis fills

this gap by providing the first implementation of a classical anamorphic electronic vot-

ing scheme, as well as the first implementations and benchmarks of three post-quantum

anamorphic encryption schemes, laying the groundwork for future PQ anamorphic vot-

ing systems. Finally, the protocol aims to offer a more user-friendly coercion-resistance

mechanism: the voter must only cast two ballots, without managing multiple credentials

or recasting a vote.
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4. ANAMORPHIC E-VOTING PROTOCOL

In this section, we introduce the intuition behind anamorphic e-voting. The protocol is

based on the scheme proposed by A. Michalas [28]. It illustrates the central idea of

how anamorphic encryption can be used to prevent vote coercion, using a simplified

system that highlights the impact of the anamorphic mechanism within the voting process.

We first present the basic idea through a toy example of the protocol, after which the

structured ElGamal-based protocol used in this thesis is described.

Entities in the System

Authority (A). The Authority is responsible for setting up the parameters required by the

system and for generating unique sets of users who will collaborate during the voting

process. Its role includes preparing an environment that allows secure and verifiable

ballot casting by voters.

Users / Voters (U). The system includes a collection of registered voters, denoted by

U = {u1, . . . , un}. Each user is issued a unique public/private key pair compatible with a

PKE scheme that is IND-CPA secure and supports an anamorphic extension. We assume

that every user can be successfully authenticated through their key pair and is therefore

eligible to participate in the voting process by casting an electronic vote.

Vote Collector (VC). The Vote Collector is the entity that receives and processes votes

submitted by registered users belonging to the set U. In addition to collecting ballots, the

VC counts the votes and publishes the final outcome of the election procedure.

Candidates (P). The set of available candidates in the election is denoted by P =

{P1, . . . ,Pm}. Each element of Pi represents one of the options that voters may select

during the protocol.

Vote Buyer / Coercor. Although not part of the legitimate system, a Vote Buyer or Coercor

is assumed to exist as an external adversarial entity. This actor attempts to verify how a

user has voted by relying on decrypted information and the user’s secret key, modeling

coercion or vote-buying scenarios relevant to the security goals of the protocol.
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4.1 Toy Anamorphic Voting Protocol

To illustrate the basic idea behind coercion-resistant anamorphic voting, we begin with

a minimal conceptual protocol. This toy protocol is based on the construction in [28],

Section 6, and highlights the fundamental mechanism: anamorphic encryption allows a

voter to embed two different messages — one visible and one hidden — within a single

ciphertext.

Setup Phase.

The Authority registers users and distributes the necessary public keys. Each voter re-

ceives an anamorphic key belonging to the Vote Collector, enabling them to encrypt both

a regular and a covert message. The VC likewise holds an anamorphic key for each user,

needed later for confirmation.

Casting a Vote.

To vote, a user ui selects:

• a real vote vi that corresponds to their actual choice, and

• a fake vote vfi , which they are willing to present to a coercer.

The user forms an anamorphic ciphertext under the VC’s key: act = aEnc(apkVC, dkVC, v
f
i , vi).

This ciphertext is sent to the Vote Collector.

Vote Extraction and Confirmation

Upon receiving the ciphertext, the VC performs both the standard and anamorphic de-

cryptions, thereby obtaining the pair (vfi , vi). The VC records vi as the real vote.

Next, the VC generates a confirmation ciphertext under the user’s anamorphic key: act =

aEnc(apki, dki, v
f
i , vi). This confirmation ensures that the user can verify that the VC

processed the ballot correctly.

Coercion Scenario

If a coercer later demands "proof" of how the user voted, the user can simply hand over

the confirmation ciphertext. Since the coercer performs only standard decryption and

cannot access the anamorphic channel, they recover only the fake vote vfi . The real vote

remains hidden and computationally indistinguishable from random noise. Thus, even a

fully compliant user cannot be forced to reveal their true vote.

Vote casting is presented slightly differently here than in the original protocol [28]. In

particular, the toy protocol abstracts away the underlying message representation. In the

implementation described later, which uses anamorphic ElGamal, votes are encoded as

integers rather than vectors. This choice affects how votes are cast.
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4.2 Structured Anamorphic E-Voting Protocol

Building on the intuition provided by the toy construction, we now outline a more structured

anamorphic e-voting protocol using ElGamal encryption. This scheme refines the simple

idea of embedding a real and fake vote into an anamorphic ciphertext by introducing

a blinding mechanism that obscures the user’s true vote during transmission while still

allowing the Vote Collector to recover it for tallying. Although this protocol remains a

classical construction and is therefore not post-quantum secure, it represents a functional

proof-of-concept implementation used in this thesis.

The setup phase of this protocol is identical to the one described in the toy protocol

(Section 4.1); for this reason, it is not repeated here. The following sections focus on

the core voting phases, particularly the initialization of votes and the creation of blinded

ballots. The workflow of the protocol is illustrated in Figure 4.1. While the figure is our

own visualization, the protocol itself is based on the construction in [28], Section 7.

InitVote Phase

After the collaborative set of voters U has been established, the voting procedure is ini-

tialized by the Vote Collector (VC). As in the original protocol, each voting procedure is

executed multiple times with potentially different sets of participants. We assume a brief

registration period during which voters wishing to cast their votes are collected by VC to

form a collaborative group that will cast their votes in a privacy-preserving manner. Specif-

ically, VC forms the set U, arranges the users in a circular fashion VC → u1 → . . .→ un,

and communicates to each user ui the identity of its successor in the circle.

To enable vote blinding, the VC generates the randomness required for each voter’s ballot.

For each user ui, a random value ri ∈ Zq is sampled and split into n additive shares

ri,1, . . . , ri,n such that

ri =
n∑︂

j=1

ri,j and ri,j ∈ Zq ∀j ∈ [n].

Each user uj receives only the shares ri,j intended for them, enabling them to reconstruct

the portion of randomness needed to prepare their ballot. The VC retains the complete

ri locally. This is necessary in this protocol due to the use of anamorphic ElGamal: since

ciphertexts encode individual integers, the tally cannot be recovered from a simple sum of

blinded ballots. By keeping the full blinding values, the VC can later remove the blinding

and recover each user’s true vote for tallying, while users remain unaware of each other’s

votes.

At the end of this phase, every user holds the information required to compute a blinded

ballot, and the VC holds the corresponding information to later unblind the values.
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Authority VC User Coercer

(skA, pkA)← ElGamal.KGen(1λ)
Generate candidate set P

Initiate registration

(askVC , apkVC)← ElGamal.KGen(1λ)
(KVC , TVC , apkVC)← Σ.aGen(1λ)

Initiate registration

(aski, apki)← ElGamal.KGen(1λ)
(Ki, Ti, apki)← Σ.aGen(1λ)

Generate random ri ’s
Split into n shares

Choose vi and vfi
bi = vi + ri −

∑︁
rj,i

acti ← Σ.aEnc(apkVC ,KVC , v
f
i , bi)

Decrypt vfi and bi
Recover vi

actconf
i ← Σ.aEnc(apki,Ki, v

f
i , bi)

Decrypt confirmation
Verify vfi , bi

Receive acti
vfi ← ElGamal.Dec(aski, act

conf
i )

Figure 4.1. Workflow of the Anamorphic ElGamal Voting Protocol

BlindVote Phase

To cast a ballot, each user ui selects both a true vote vi ∈ P and a fake vote vfi ∈ P. Using

the additive shares obtained during the InitVote phase, each user computes a blinded

version of their real vote:

bi = vi + ri −
n∑︂

j−1

rj,i ∈ Zq, (4.1)

where ri is the random value and rj,i are the shares received from other users. The user

then anamorphically encrypts the ballot under the VC’s double key: the fake vote vfi is

the regular message, and the blinded vote bi is the covert message:

acti = aEnc(apkVC, dkVC, v
f
i , bi). (4.2)

Upon receiving all ballots from the collaborative set U, the VC decrypts each ciphertext

and removes the blinding to recover the true vote vi. Unlike the original protocol [28],

the tally cannot be computed as the sum of the blinded votes because each vote is rep-

resented as a single integer in anamorphic ElGamal. Instead, the VC records each re-

covered vote individually, and the final result is computed from the collection of individual

votes rather than a sum of blinded vectors.
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Finally, the VC prepares a confirmation ciphertext for each user containing the same pair

(vfi , bi) encoded in an anamorphic manner, which is sent back to the corresponding user.

Each voter decrypts this confirmation and verifies that the fake and real values match the

originally submitted pair, ensuring that the VC processed the ballot correctly. Coercers,

observing only the standard decryption, see the fake vote vfi and cannot distinguish the

real vote, thus preserving coercion-resistance.

Discussion and Motivation for Post-Quantum Schemes

The protocol and its implementation described above are based on classical cryptogra-

phy, specifically anamorphic ElGamal. While this provides a functional proof-of-concept,

classical schemes are vulnerable to attacks by quantum computers, motivating the ex-

ploration of post-quantum alternatives. To this end, three post-quantum anamorphic en-

cryption schemes [12] - Primal Regev, Dual Regev, and Dual GSW - were implemented

and benchmarked. The goal of these experiments was to evaluate their functionality and

performance, and to explore the feasibility of a future post-quantum secure anamorphic

voting system. Unlike the classical implementation, these schemes support vector-formed

messages and additive blinding in such a way that the Vote Collector can compute the

total tally of a group of voters without gaining access to individual votes.

It is important to note, however, that in the current classical protocol, the Vote Collector

must be trusted implicitly. Since VC has access to all individual votes, there is a po-

tential security threat: it could manipulate a user’s vote or breach privacy by inspecting

the vote content. This limitation highlights one of the key motivations for moving toward

post-quantum schemes, which could support secure tallying while preserving individual

privacy.
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5. EVALUATION

We begin this chapter by evaluating the practical performance of the proposed construc-

tion through systematic benchmarking. The goal of this evaluation is twofold. First, we

measure the performance of the Anamorphic E-Voting scheme based on ElGamal, fol-

lowing the protocol described in Section 4.2. Second, we benchmark three anamorphic

LWE-based encryption schemes with three different security parameters, focusing on the

core operations. This allows us to compare post-quantum alternatives and estimate their

suitability for future PQ anamorphic applications.

All benchmarks were executed in a single-threaded environment, using a laptop equipped

with a 12th Gen Intel Core i7-1255U CPU @1.70 GHz and 16 GB of RAM. The bench-

marked timings present execution in this controlled setting and aim to provide a realistic

view of performance in a standard modern computing environment.

The implementations are written in Go, and benchmarking is performed using Go’s built-

in testing benchmarking framework. The Go benchmarking tool provides performance

statistics per operation, including:

• Average Latency: Average execution time per operation.

• Memory Allocation (B/op): Total number of heap-allocated bytes per operation.

• Allocation Count (allocs/op): Number of memory allocations performed per op-

eration.

Both the implementation of the anamorphic e-voting system [39] and the anamorphic

LWE schemes [40] are made publicly available to support open science and enable re-

producible research.

5.1 Anamorphic E-Voting Protocol w/ ElGamal

This section evaluates the performance of the proposed anamorphic e-voting protocol

built on ElGamal. The implemented anamorphic ElGamal construction is based on the ex-

isting implementation presented in Anamorphic Encryption, Revisited [2]. While anamor-

phic ElGamal has previously been introduced and demonstrated, this work represents

the first implementation and benchmarking of a complete anamorphic e-voting protocol.

Furthermore, to the best of our knowledge, there exists no prior systematic benchmarking
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of anamorphic encryption schemes in general.

The objective of this section is therefore twofold:

1. To measure the practical performance of an end-to-end anamorphic e-voting sys-

tem.

2. To provide the first concrete performance data for anamorphic encryption in a struc-

tured application setting.

Table 5.1 summarizes the parameters used in the benchmarked system. The regular

parameters are chosen according to the original demo implementation of anamorphic

ElGamal and correspond to a well-established secure multiplicative group defined in RFC

3526. A 1536-bit MODP group provides a conservative classical security level suitable for

benchmarking purposes, maintaining reasonable computational cost.

Table 5.1. Anamorphic ElGamal Parameters

Category Parameter Description Value

Basic ElGamal Parameters

Group G Cyclic group used for encryption Z∗p
Generator g Generator of G 5

Prime modulus p Large prime defining the group G ⊆ Z∗p 1536-bit MODP prime

Group order q Prime order of subgroup G p− 1

Anamorphic Parameters

Table size l Number of entries in the precomputed table T 5000

X-Space s Range for x, i.e., x ∈ [0, s− 1] in aEnc 5000

Y-Space t Range/modulus for y, i.e., y ∈ [0, t− 1] in aEnc 5000

The anamorphic parameters determine the size and structure of the share space as well

as the effective anamorphic message space. In particular, the parameter l directly defines

the maximum size of the anamorphic message space, as messages must map to indices

within the precomputed table. The parameter s and t control the randomness and en-

tropy of the encryption process: they are chosen large enough to ensure high ciphertext

entropy and effective randomization, but not so large that encryption becomes inefficient.

Reducing these parameters would lower computational cost, but limit the message space,

randomness, or security. The selected values, therefore, represent a practical trade-off

between expressiveness, security, and performance.

The protocol is divided into several independently benchmarkable components. Each

component measures only the internal cryptographic and logical operations:

• Authority Setup: Key generation and candidate list creation.

• VC Registration/Setup: Secure parameter exchange and key distribution to the

VC.
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• User Registration: Secure setup between Authority and User, and key provision-

ing.

• Voting Group Setup (10 users): Group formation, share generation, and distribu-

tion. A group size of 10 users was chosen to provide a representative voting group

while keeping the setup and computations efficient for the prototype and bench-

marking.

• Vote Generation & Transmission: Blinded vote computation and anamorphic en-

cryption.

• Vote Reception & Recording: Decryption, vote extraction, and confirmation gen-

eration.

• Confirmation Reception: Verification of recorded vote.

• Tally Result Computation: Aggregation and counting of votes.

• Adversarial Vote Verification: Simulation of a coercive scenario where a confir-

mation and encrypted secret key are provided to an adversarial entity.

Benchmarks that do not require interaction between entities simulate only the internal

cryptographic and computational logic of the protocol. No real HTTP communication is

performed between the Authority, VC, and Users. Thus, the results isolate cryptographic

and algorithmic costs from networking overhead. Each phase is benchmarked separately

to identify the phases dominating time and memory usage and to observe if anamorphic

operations further add computational overhead.

The benchmarking results presented in Table 5.2 show a clear separation between lightweight

setup phases and computationally heavier cryptographic operations. The fastest compo-

nents of the protocol are Authority Setup and Tally Result Computation, both completing

in only a few milliseconds. Tally computation is roughly 1.8× slower than Authority Setup,

but both remain negligible in absolute terms. Their memory consumption is also minimal,

remaining below 0.01 MB per operation with fewer than 120 allocations. Similarly, VC

Registration and Adversarial Vote Verification remain inexpensive, requiring only around

0.004-0.005 seconds per execution and allocating roughly 0.03 MB of memory. These

phases are therefore several thousand times faster than the most demanding operations

in the system.

A significant increase in cost appears during User Registration. At approximately 14.3

seconds per operation, it is nearly 2,900 times slower than VC Registration. Memory

usage increases accordingly to 7.43 MB, which is over 230× higher than VC Registration.

The allocation count grows from a few hundred to over 30,000 allocations per operation.

This already demonstrates that, starting from this phase, the inclusion of anamorphic

encryption/decryption operations immediately leads to a significant increase in both time

and memory consumption, whereas anamorphic key generation alone remains relatively
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Table 5.2. E-Voting Benchmarks

Benchmark Time Memory Allocs #Allocs

(s/op) (MB/op) (allocs/op)

Authority Setup 0.001 0.008 66

VC Registration/Setup 0.005 0.031 243

User Registration 14.336 7.434 30911

Voting Group Setup (for 10 users) 99.764 5770.339 32156774

Vote Generation & Transmission 14.951 1074.769 5975470

Vote Reception & Recording 1.723 123.362 693940

Confirmation Reception 0.985 83.096 471056

Tally Result Computation 0.002 0.008 118

Adversial Vote Verification 0.004 0.031 196

time- and memory-efficient.

The most computationally demanding component is the Voting Group Setup for 10 users.

With an execution time of nearly 100 seconds, it is about 7× slower than User Registration

and over 80,000× slower than Authority Setup. The memory consumption is particularly

striking: approximately 5.7 GB per operation, which is about 776×more than User Regis-

tration and orders of magnitude greater than any lightweight phase. The allocation count

exceeds 32 million operations, which is more than 1000× higher than User Registration.

This increase can be explained by share generation and the repeated byte-wise anamor-

phic encryption of the 16-byte double key, which multiplies the number of cryptographic

operations and significantly increases heap pressure.

Overall Findings

The evaluation highlights largest computational cost in operations involving anamorphic

encryption/decryption and double key exchange. Setup phases are negligible in compar-

ison. The Voting Group Setup dominates both time and memory usage, followed by Vote

Generation.

Three main conclusions can be drawn:

1. Time Dominance in Phases including Double Key Exchange: Phases that in-

clude a double key exchange are the main contributors to overall execution time.

The most expensive example is the Voting Group Setup, which includes several

double key exchanges.

2. Memory Impact of Anamorphic Operations: Phases involving anamorphic en-

cryption and/or decryption show substantial memory growth. This aligns with the
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multi-gigabyte allocations observed during group setup, indicating potential scala-

bility constraints unless these operations are optimised.

3. Moderate Cost of Anamorphic Key Generation: In contrast to other anamor-

phic operations, anamorphic key generation remains relatively lightweight, showing

moderate time and memory usage.

From a deployment perspective, these findings raise important practical considerations.

While the protocol is functionally correct and cryptographically expressive, its current re-

source demands - especially memory usage in the gigabyte range per operation - would

translate into substantial costs in real-world or cloud environments. Therefore, although

anamorphic e-voting is demonstrably implementable, achieving practical scalability re-

quires optimization of share handling, ciphertext construction, and memory management.

5.2 Anamorphic LWE schemes

While the anamorphic e-voting protocol built on ElGamal provides a concrete classical

baseline, it does not offer post-quantum security. Since ElGamal relies on the hardness

of the discrete logarithm problem, it would become insecure in the presence of large-

scale quantum computers. For this reason, we evaluate three post-quantum anamor-

phic encryption schemes based on the LWE assumption [12]: Dual Regev 2.22, Primal

Regev 2.21, and Dual GSW 2.23, as presented in Section 2.3.2. These schemes provide

suitable alternatives for future-proof anamorphic e-voting systems.

Table 5.3. LWE Benchmarking Parameters

Param Plaintext modulus Ciphertext modulus Message length Cover Message Length

Dual Regev

λ = 64 128 217 64 64

λ = 128 128 217 128 128

λ = 256 128 217 256 256

Primal Regev

λ = 64 2 214 64 64

λ = 128 2 214 128 128

λ = 256 2 214 256 256

Dual GSW

λ = 64 64 215 1 1

λ = 128 64 215 1 1

λ = 256 64 215 1 1

Table 5.3 summarizes the benchmarking parameters for these schemes, including the

security parameter (λ), plaintext modulus, ciphertext modulus, and the lengths of the

regular and covert messages. Each scheme is instantiated with λ = 64, 128, 256 to

evaluate performance and resource consumption across different security levels.
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Both the plaintext and ciphertext moduli are deliberately chosen for each scheme in this

implementation. The parameter selection is guided by two goals: preserving the cor-

rectness of decryption and maintaining computational feasibility in practice. The selected

modulus values, therefore, represent practical design choices tailored to each construc-

tion, rather than inherent or mandatory parameters of the underlying scheme. Dual and

Primal Regev support vector-form messages of length l, where l must be polynomial in

λ; in our implementation, we simply let l = λ for consistency across security levels. In

contrast, Dual GSW structurally supports only a single plaintext element per ciphertext,

making its message size inherently fixed by the scheme design.

The benchmark results reveal how time and memory scale across the three LWE schemes

and their anamorphic variants as the security parameter increases. As shown in Table 5.4,

the main computational overheads in Dual Regev are key generation and decryption.

Anamorphic key generation at λ = 256 consumes large amounts of memory while taking

moderate time, and anamorphic decryption dominates memory usage, exceeding 500

MB. In contrast, encryption - both regular and anamorphic - scales much more evenly

and remains relatively efficient. Comparing regular and anamorphic operations shows

that the AME variant introduces significant overhead in key generation and decryption,

while encryption is largely unaffected.

For Primal Regev, the resource demands are even clearer, as shown in Table 5.5. KGen

and aGen grow extremely fast with increasing security parameters, becoming impractical

at λ = 256 due to both extreme time and memory usage. Anamorphic decryption also

uses significant memory, around 309 MB, though its time usage is moderate. Encryption

in Primal Regev, both regular and anamorphic, is more efficient and less affected by the

growth of the security parameter. The largest differences between regular and anamor-

phic operations appear in decryption, where AME is consistently 17-26× more costly,

while key generation shows moderate AME overhead, and encryption remains close to

its regular cost.

As shown in Table 5.6, the performance differs slightly. Encryption, both regular and

anamorphic, represents the dominant cost, with large growth in time and memory, partic-

ularly at λ = 256. Decryption is also significant but less extreme. Key generation grows

moderately, and overall memory increases are fairly uniform across operations. Unlike

Dual and Primal Regev, the difference between regular and anamorphic operations in

Dual GSW is negligible, suggesting that optimizations applied to the standard scheme

would automatically benefit the anamorphic variant.

Comparing the schemes, Primal Regev is far more expensive than Dual Regev for key

generation, with larger security parameters, even hundreds or thousands of times slower,

while Dual Regev maintains efficient encryption with moderate costs for key generation

and decryption. Dual GSW shifts the computational burden to encryption, making it the
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Table 5.4. Dual Regev benchmarks

Benchmark Time Mem (MB) Allocs
λ = 64

KGen 0.009 3.477 2514
aGen 0.070 26.944 5113
Enc 0.003 1.474 9773
aEnc 0.003 1.476 9967
Dec 0.001 1.154 293
aDec 0.022 19.839 10156

λ = 128

KGen 0.040 14.750 5010
aGen 0.456 109.381 10169
Enc 0.010 5.247 19501
aEnc 0.010 5.258 19887
Dec 0.003 3.173 437
aDec 0.191 76.873 20204

λ = 256

KGen 0.243 54.734 10002
aGen 2.978 454.984 20281
Enc 0.052 19.709 38957
aEnc 0.048 19.731 39727
Dec 0.018 18.107 1061
aDec 0.830 511.321 40298

Table 5.5. Primal Regev benchmarks

Benchmark Time Mem (MB) Allocs
λ = 64

KGen 2.514 929.734 115686
aGen 5.569 2231.761 179752
Enc 0.020 1.384 30183
aEnc 0.023 2.551 36238
Dec 0.001 1.032 423
aDec 0.022 21.277 8423

λ = 128

KGen 12.623 3681.005 231333
aGen 23.465 8822.315 359401
Enc 0.063 2.746 60327
aEnc 0.056 7.013 72398
Dec 0.003 4.058 807
aDec 0.059 77.585 16743

λ = 256

KGen 121.443 14648.461 462641
aGen 571.574 13282.816 718736
Enc 0.591 5.468 120615
aEnc 0.321 21.717 144718
Dec 0.016 16.120 1575
aDec 0.427 309.111 33383

Table 5.6. Dual GSW benchmarks

Benchmark Time Mem (MB) Allocs
λ = 64

KGen 0.002 2.330 3427
aGen 0.001 2.386 4819
Enc 0.595 819.165 23046
aEnc 0.539 708.904 23025
Dec 0.206 149.314 34988
aDec 0.213 149.305 34986

λ = 128

KGen 0.004 8.964 6817
aGen 0.004 9.084 9555
Enc 3.260 3270.340 45958
aEnc 3.220 2757.976 45937
Dec 1.207 ´ 577.423 69807
aDec 1.638 577.085 69805

λ = 256

KGen 0.034 37.407 13601
aGen 0.034 37.646 19029
Enc 65.430 13197.734 91782
aEnc 62.814 11019.670 91769
Dec 7.704 2557.743 139439
aDec 7.713 2557.700 139436

primary bottleneck at high security parameters, while key generation and decryption re-

main less expensive. Decryption in Dual GSW is generally costlier than in Primal Regev,

though the gap is smaller than for key generation. These results highlight operation-

specific trade-offs and emphasize how the choice of scheme depends on which opera-

tions - key generation, encryption, or decryption - are most critical for practical deploy-

ment. As visible in Figure 5.1, Primal Regev dominates in time for KGen and aGen,

whereas Dual GSW dominates in encryption (both regular and anamorphic), and de-

cryption times show the smallest difference across schemes. In the memory chart (Fig-
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Figure 5.1. Time comparison of regular and anamorphic operations (λ = 256) for Dual
Regev, Primal Regev, and Dual GSW schemes.

ure 5.2), Primal Regev clearly dominates for KGen and aGen, while Dual GSW dominates

for both encryption and decryption compared to Dual or Primal Regev.
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Figure 5.2. Memory comparison of regular and anamorphic operations (λ = 256) for
Dual Regev, Primal Regev, and Dual GSW schemes.

Based on the benchmarking results, operations on large matrices dominate both com-

putational effort and memory consumption in the schemes. In particular, matrix multipli-

cations with high-dimensional matrices dominate both runtime and memory usage. Op-
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erations that only involve small vectors or narrower matrices are comparatively fast and

memory-efficient. This mainly explains why, in Primal and Dual Regev systems, the most

costly operations are key generations and their anamorphic counterparts. At the same

time, in Dual GSW, the high-dimensional matrix operations are emphasized in encryption

and decryption, for both regular and anamorphic versions.

Main findings from the benchmarks are:

• KGen/aGen as a bottleneck in Regev schemes: Both schemes experience steep

growth in time and memory for KGen and aGen at higher security levels, with Primal

Regev being extreme- up to thousands of times slower than Dual GSW at λ = 256

- making key generation a critical limitation in practice.

• Encryption dominates in Dual GSW: Both regular and anamorphic encryption

consume massive time and memory at high λ, with decryption also significant but

less extreme. This makes encryption the dominant factor limiting real-world deploy-

ment of Dual GSW.

• AME has minimal impact in Dual GSW: There is minimal difference in time or

memory between regular and AME operations. This suggests that optimizations

applied to Dual GSW will likely benefit the anamorphic variant automatically as

well.

• Scheme trade-offs highlight operation-specific overheads: Dual Regev bal-

ances efficient encryption with costly aGen/aDec, Primal Regev is dominated by ex-

tereme KGen/aGen, and Dual GSW shifts the main cost to encryption. The choice

of scheme depends on which operations are most critical for practical deployment.

The schemes suffer from limitations typical for LWE-based implementations. As the di-

mensions increase, the computations slow down drastically and memory requirements

grow to impractical levels. Optimizing the underlying mathematics can reduce runtime to

some extent, but it has limited effect on memory usage. Based on the benchmarking,

even a single key generation or encryption can require an unrealistic amount of memory,

which remains a challenging problem to solve.
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6. DISCUSSION

This chapter places the results of this thesis in a broader research context. The analysis is

based on the empirical evaluation of anamorphic encryption through the implementation

and benchmarking of an anamorphic e-voting scheme and three LWE-based anamorphic

encryption schemes. The results show that anamorphic e-voting is implementable and

can provide a viable approach to coercion-resistance, allowing a voter to produce a con-

vincing proof of a fake vote while securely casting their true vote. This demonstrates the

feasibility of applying anamorphic encryption in electronic voting as a proof of concept.

However, the results also highlight several limitations and open challenges, which are

discussed in the following.

Secure Double Key Exchange. One of the most significant challenges identified in this

work is the secure distribution of the double key. Anamorphic key exchange requires an

additional secret channel in cases where a double key for anamorphic encryption needs

to be distributed beforehand. In the implementation presented in this thesis, the anamor-

phic channel itself is used to distribute the key. However, due to a limited anamorphic

message space, the key must be encrypted and exchanged in multiple parts. This ap-

proach causes large overhead, both in terms of computation time and memory usage, as

multiple encryption operations and ciphertexts are required.

In addition, not all anamorphic schemes are suitable for exchanging double keys. For

example, in LWE constructions, the structure of the key (e.g., matrices) may not align with

the supported message form (e.g., integers or vectors), making transmission inefficient

or impractical. Some variants of anamorphic encryption eliminate the need for prior dou-

ble key exchange. Sender anamorphic encryption [34] uses two regular key pairs, and

depending on the decryption key, either a regular or an anamorphic message comes out.

Public-key anamorphic encryption [35] requires only the public key of the receiver for en-

cryption. While neither of these methods requires a preshared double key, in some cases,

they are not a suitable option. This is why the problem of anamorphic key exchange is

important to consider in future research.

Time and Memory Efficiency. Another key finding of this thesis is the lack of efficiency

in anamorphic encryption implementations. The results show that in an anamorphic e-
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voting system, anamorphic operations add time and memory overhead to the phases.

The PQ schemes are computationally heavy even in regular mode, but especially in

Regev schemes, anamorphic operations were more expensive than regular ones. At this

moment, there is a very limited amount of performance analysis of anamorphic encryption

schemes. This thesis provides one of the first contributions to benchmarking anamorphic

encryption. This is why it is not clear whether anamorphic encryption is inefficient in

general, or whether more optimized implementations or alternative schemes yield more

realistic results in real-world usage. Future research should focus on extensive bench-

marking of anamorphic encryption to find the main performance issues in anamorphic

schemes and determine whether anamorphic encryption is achievable in practice.

Classical vs. Post-Quantum Approaches. The PQ anamorphic schemes were bench-

marked to observe their practical performance for future PQ applications. While performance-

wise the anamorphic e-voting scheme with classical AME is more efficient, performance

comparison between classical and PQ anamorphic encryption is not meaningful. The

main goal for PQ cryptography is to maintain security in the presence of quantum com-

puting. Despite PQ schemes have heavier cost, they represent sustainable long-term so-

lutions. Future research should primarily focus on PQ cryptography by designing new PQ

anamorphic schemes, implementing and benchmarking them thoroughly, and improving

their efficiency and security within a PQ setting. This ensures that developed anamorphic

schemes stay relevant in a post-quantum era.

Applicability to Real-World Systems. Finally, this thesis highlights both the potential

and the current limitations of anamorphic encryption in real-world systems. Most existing

research has focused on theoretical aspects and cryptographic constructions, and less at-

tention has been given to practical implementations. By implementing and benchmarking

an anamorphic e-voting system, this work takes an initial step toward bridging this gap.

The implementation demonstrates that anamorphic encryption as a concept works as a

coercion-resistance method. However, the functionality of the system is limited to cryp-

tographic operations, and performance-wise, the anamorphic scheme is not applicable to

real-world applications without optimization.

In addition, a complete system would require additional components beyond the crypto-

graphic mechanisms, such as a user interface, system integration, and considerations

of usability and deployment. The performance issues of anamorphic encryption need to

be minimized before such systems can become practical. While anamorphic encryption

shows significant promise for applications such as coercion-resistant electronic voting,

further research is needed to improve the performance, address key distribution chal-

lenges, and develop realistic implementations of anamorphic applications.
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7. CONCLUSION

This thesis investigated the challenge of coercion-resistance in e-voting systems by apply-

ing anamorphic encryption as a cryptographic solution for this issue. The goal in coercion-

resistance is to provide the coercer a false proof of choice while at the same time keeping

the real choice secret from the coercer: these unreliable proofs make coercion inefficient.

Anamorphic encryption provides this by embedding two messages: one for falsely vote

and one for the real hidden vote for the election. This thesis takes this idea to a practical

level by providing implementation and performance analysis.

The anamorphic e-voting system was implemented based on a protocol from [28], and

anamorphic ElGamal was used as the anamorphic scheme in the system. The idea

was to show the first proof-of-concept that anamorphic encryption provides a solution

for vote coercion. In addition, the system steps were benchmarked to get a realistic

idea of anamorphic encryption’s applicability in real applications. Besides the system

implementation and benchmarking, three LWE-based PQ schemes were implemented

and benchmarked to investigate PQ options for anamorphic systems.

While the implementation shows that anamorphic encryption works as a solution for

coercion-resistance, the performance of the system does not reach an efficient level

at this point. Especially, phases that included anamorphic operations dominated mem-

ory usage. Double key exchange introduced the largest time overhead of the system.

Anamorphic LWE schemes show even bigger performance issues. For Regev schemes,

especially key generation and decryption, show differences between regular and anamor-

phic operations, with anamorphic operations being more expensive. Dual GSW shows

very little difference between regular and anamorphic operations, but suffers from time

and memory expensive encryption operations. Overall, LWE schemes are expensive

time- and memory-wise, both regular and anamorphic versions. Several limitations need

to be considered while observing the results. First of all, all schemes were implemented

from scratch without an optimized library, mostly because none existed. Since there is

very little amount of existing anamorphic encryption implementations, it was impossible

to find already optimized solutions. Therefore, the results in this thesis represent baseline,

first-pass performance. In addition, the system focused on the cryptographic properties

and does not yet represent a complete electronic voting application.
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This thesis presents the first LWE-based benchmarks for anamorphic encryption and the

first implementation of an anamorphic encryption-based solution to vote coercion. How-

ever, more implementations and performance analysis are needed to get the whole pic-

ture of whether anamorphic encryption is suitable for real-life applications, performance-

wise. Anamorphic key exchange needs to be researched more, particularly regarding

how key distribution is handled in different schemes. Although some constructions pre-

vent the need for prior key exchange, they are not always applicable, and in such cases, a

secure key-exchange method remains necessary. After these issues are solved, anamor-

phic applications such as the the electronic voting system should be developed at a more

realistic level. This would provide better insight into how end users actually interact with

the system.

The anamorphic e-voting system shows that anamorphic encryption can be a suitable

solution for real-world applications. When the core issues of performance and key ex-

change are tackled, anamorphic encryption will provide an applied cryptographic method

for scenarios where an additional secret channel is required to maintain privacy between

communicative entities.
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