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Over the past decade, microservices have become the default option at industry confer-
ences. Agility and independent scaling were over that. By 2025, as will testify research
and practice, this image will make it hard to see. Several organisations embraced mi-
croservice designs that proved ineffective when these organisations lacked the maturity
of the platform or the team structure that could support them.

This study uses a non-systematic grey literature review covering 51 academic and in-
dustry sources published between 2020 and 2025, with over half drawn from 2024 and
2025. It addresses three research questions: (1) under what conditions does defaulting
to microservices prove misguided, and when does a modular monolith perform better;
(2) which organisational arrangements and platform capabilities must be in place for
microservices to succeed; and (3) which workload traits and architectural properties give
microservices a distinct advantage over a modular monolith.

The results indicate that team cognitive load, as developed by Skelton and Pais, should
guide architectural choices rather than fashion. Microservices tend to succeed only
when strong platform engineering supports them and when the organisation has a team
structure, such as the Team Topologies model, which gives each team clear ownership of
its services. Building on that finding, this thesis proposes a staged decision framework.
A modular monolith fits teams that lack the capacity to manage the complexities of
distributed systems. Microservices excel only when several conditions align: the domain
changes at uneven rates across bounded contexts, selective scaling is required, data
ownership boundaries are clear, and the organisation has the platform maturity to sustain
distribution. The framework has four gates. Practitioners apply them when choosing an
architecture based on their organisational capacity and workload characteristics.

Keywords: microservices architecture, modular monolith, software architecture, grey
literature review, platform engineering, DevOps maturity, architectural decision-making
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PREFACE

The beginning of this thesis was motivated by seeing the same issue. Microser-
vices are being promoted as the default atindustry conferences and in tech publica-
tions, and practitioners are often finding in practice that trying to get the promised
benefits involves challenges. | felt helpless to watch. The complexity posed a
problem to organisations. Modular monoliths hardly made it to the list of a serious
option, and | wanted to know why the hype and the reality were this far apart. A
narrative study of scholarly authored sources, an industry case study, technical
documentation, and practitioner testimonies during 2020-2025 were part of the
involved research process. | owe the credit of this analysis to the researchers
and practitioners before me, who were publicly honest about their failures and
included the failure portions in the analysis. That took courage. In the absence
of those sincere testimonies, this thesis would have had much upon which to
exercise its own judgment. | was directed throughout this process by my thesis
supervisor, Dr Antti Sand, and they deserve a lot of credit. My coworkers were
helpful in making comments about my initial drafts. The initial models were crude,
such that feedback did count. |1 would also like to recognise the academic fraternity
at large. The output of researchers is that which makes evidence-based software
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1 INTRODUCTION

1.1 BACKGROUND AND CONTEXT

From the 1990s through the early 2010s, most teams shipped their applications as
monoliths, a single tightly coupled unit. Microservices, which divide applications
into loosely coupled, independently deployable services, were popularised in the
early 2010s. Adoption was driven by success stories of firms like Netflix and
Amazon, which needed independent scaling and faster releases, though few of
those early accounts covered the long-term operational costs. Fowler [1] supports
a monolith-first approach on the grounds that microservices carry a premium, an
operational cost that must be justified before it is taken on. Newman [2] has a
similar statement of the danger of architectural erosion as service boundaries are
eroded.

By 2015 and 2020, it became commonplace at industry conferences to recommend
that organisations switch to microservices, and with a vocal minority of teams
publicly declaring in 2023 that they have reversed their microservice adoption.
Since 2020, more individuals have begun to write about the costs. One portion of
it is the operational overhead, but data consistency issues between services, as
well as teams underestimating how much investment observability and release
platforms will require before microservices work at all, also contribute to it. Another
problem that does not often get brought up early enough, and only adds to the rest,
is the problem of staffing. The 2023 report from Amazon Prime Video cited a more
cost-efficient 90 per cent drop in cost through consolidation of one serverless
microservice component [3]. That number got a lot of attention in the industry.
Cockcroft [4] made clear that the team had optimised and perfected one piece
of equipment and that the remainder of the system was still using microservices.
This case was special since it was referred by within Amazon, an organisation
commonly regarded as a microservices best practice.

By 2025, more teams began considering the modular monolith as a plausible one.
The monolith can hold one deployable unit in the form of the modular monolith.
This separation of modules is enforced to achieve the separation of concerns
that microservices promise without distributing anything. The industry no longer
treats the choice between microservices and a modular monolith as binary [5].
The concept has entered mainstream through blog posts and postmortems by
companies such as Shopify and Basecamp (see Section 4.4.2). The scholarly
books are yet to keep pace.

According to this thesis, team cognitive load ought to drive the decision between
microservices and a modular monolith. Technological fashion cannot be used
as a satisfactory reason. The argument is built around three questions: under
what conditions defaulting to microservices is wrong, what conditions need to be
in place for microservices to work, and whether the overhead of microservices
offsets the performance improvement of some workloads.



1.2 PROBLEM STATEMENT

The organisations are still defaulting to microservices without sufficient evidence
to justify it. The resulting failure is the microservices ate my application antipattern,
named by Richardson [6]. The delivery speed decreases, the work on the platform
continues to grow, and long before the expected product is developed, the teams
spend more time on infrastructure and tooling than they do on the intended product.
Expenses increase in forms which are difficult to undo. Richardson [6] describes it
as a distributed monolith, a combination of the tightness of a monolith and the
network complexity and complexity of operation of a distributed system.

Teams require a decision framework balancing workload characteristics with the
organisational capability and platform maturity. They will be at risk of picking an
architecture that their organisation cannot maintain.

1.3 RESEARCH QUESTIONS

To address this problem, the thesis investigates three questions:

1. Under what conditions does defaulting to microservices prove misguided,
and when does a modular monolith perform better?

2. Which organisational conditions and platform capabilities must be in place
for microservices to succeed, and how are they realised in practice?

3. Which workload and architectural characteristics are associated with mi-
croservices outperforming a modular monolith?

The organisational conditions in RQ2 are team topology, autonomy, DevOps matu-
rity, platform capabilities such as Continuous Integration/Continuous Deployment
(CI/CD), observability, infrastructure as code, service mesh, and platform engineer-
ing. In RQ3, the workload characteristics consist of domain volatility, scaling profile,
data ownership and transaction boundaries, coupling and latency and service level
targets.

1.4 SIGNIFICANCE OF STUDY

By conducting a literature review of academic and practitioner sources from
2020-2025, the study will base its guidance on current evidence as opposed
to outdated advocacy. The study treats architecture as a sociotechnical choice.
At the centre of that choice is the cognitive load of the team and the maturity of
the organisation.

Current practitioner advice, including Fowler’s first argument of monolith [1] and
Richardson’s antipattern catalogue argument [6], discusses the various parts of
the argument. Current frameworks focus either on technical migration require-
ments or organisational considerations, but not on a single decision process. This
thesis incorporates organisational, domain and workload variables into one staged
decision structure. The framework must assist organisations to evade the usual
pitfalls associated with selecting between microservices and a modular monolith.



1.5 SCOPE AND LIMITATIONS

It is a non-systematic search of grey literature centred on 2024 and 2025, with
selective inclusion of 2020-2023. The analysis is anchored by practitioner blogs,
conference talks, case studies and master’s theses; it is supplemented by peer-
reviewed papers. The search is not exhaustive due to the lack of a systematic
review, and selection bias is a possibility. A systematic review would have been
stricter, but would also have been more time-consuming, as long as the sources
remain up-to-date. Rigour in grey literature is variable; the study uses the credibility
of authors and organisations as a proxy for study quality. Results are a temporal
snapshot. Context dependence limits generalisability, and the results might not be
generalised to all organisations or areas.



2 BACKGROUND

2.1 ARCHITECTURAL PATTERNS EVOLUTION

Each generation of software architecture fixed a drawback of the previous one,
though it added new costs that only became visible later. This section traces
that progression from monoliths through SOA to microservices and the modular
monolith, then introduces the analytical frameworks that the thesis uses.

2.1.1 THE MONOLITHIC ERA

Early computer software systems were constructed as monolithic applications, an
application type where an application is built and installed as a single, indivisible
unit [2]. Each of the functions, modules, and data access layers operates within a
single process. In the early years of computer technology, hardware and network
constraints provided few options. When platforms became more mature, monoliths
substituted procedural programs with object-oriented systems, and the defining
characteristic was still: a single deployable artefact. That simplicity matters. It
is the primary cause that monoliths continue to be effective at small levels of
team participation, and the reason that the cognitive load of a monolith is low:
everything is operating within a single location.

According to Fowler [1], simplicity of a monolith is a virtue when one is starting
a project. A team can move fast and test internally in a single process without
having to coordinate the actions of teams across network boundaries, and only
a single artefact has to be shipped. The transactions can be done easily as the
components can share a single database. It can also be debugged more easily. It
implies that developers are able to walk the entire call stack on a single IDE run,
even without any service boundaries. This kind of monolithic code is productive,
and an individual is not going to have much reason to make things difficult.

These benefits fade away as size increases [2]. Tight coupling makes even local
changes dangerous and forces broad regression testing, and on top of that, even
more engineers work on the same codebase. Scaling is also an issue, as one must
scale the entire monolith and cannot scale only the part that requires scaling. The
codebase continues to grow, and developers must learn more of it before they can
make a change that is safe. The cognitive load propelled many teams towards
microservices.

2.1.2 THREE-TIER AND N-TIER ARCHITECTURES

The separation of presentation, business logic, data access, and persistence into
separate layers, formalised in the 1990s [7], led these three layers to be commonly
known as the presentation, business, and data layers. It also enabled limited
independent scaling, for instance, adding application servers without updating
the database server. N-tier variations expanded by adding layers of caching or



messaging. That gave teams a lot more flexibility, but the deployment unit was
still a single thing, so the fundamental restraints of a monolith remained. The strat-
ification strategy was an organisational enhancement as opposed to a technical
one [7]. The frontend or backend teams could specialise more without the need to
recompile the data access layer at all, which was a practical, real lesson. However,
the layers continued to have a single deployment pipeline and a single database,
so no actual resolution of deployment coupling and data coupling was achieved.
In practice, most of these systems continued to be built and deployed either as a
single unit or as a thin client and a server. The coupling stayed.

2.1.3 SERVICE-ORIENTED ARCHITECTURE (SOA)

SOA emerged in the early 2000s and reframed the task: rather than a single
application, use a portfolio of services, which are then composable into business
processes. The services were supposed to be discoverable and network accessible,
reusable across applications and independently evolvable, yet in practice, few
organisations would attain all four of the above properties simultaneously. The
governance overhead was substantial. Implementations typically used Simple
Object Access Protocol (SOAP) for communication and Web Services Description
Language (WSDL) for service contracts, with a central Enterprise Service Bus
(ESB) handling routing, mediation, transformation, and orchestration [8]. The
ESB was intended to coordinate all interservice traffic centrally. The costs were
revealed quickly due to experience. With centralised authority, systems became
complicated and inflexible. Instead, the ESB was likely to increase complexity,
rather than scaling down to a technical single point of failure as it was meant to do.
It was also a gatekeeper in the organisation, and it took some time to get anything
through it. SOAP communication added heavy overhead. According to Richardson
[6], most deployments ended up being what subsequently came to be known as
distributed monoliths: physically distinct services that remained strongly coupled
due to common models, synchronous calls, or centrally regulated orchestration,
and joint release schedules.

2.1.4 THE MICROSERVICES REVOLUTION

Microservices came out of frustration with SOA. Even though the term crystallised
around 2011-2012, others such as Amazon, with its 2002 API mandate, and Net-
flix, during its cloud migration in 2009, had already been doing the style [2]. The
organising principle is business capability, not technical layers. Services are small
and aligned to what the business does. Newman [2] focuses on radical decen-
tralisation: any team selects its own technologies, each service owns its data,
communication is based on lightweight protocols such as HTTP APIs or asyn-
chronous messaging, and deployment decisions remain with the team. Services
are autonomous to develop, deploy, scale, and operate. It is not centralised around
an ESB; service to service or through simple brokers. Such a change in gover-
nance and data ownership was what differentiated microservices and SOA. It was
adopted together with DevOps and cloud infrastructure. Microservices became
available in containers and continuous delivery, things that SOA never managed
[2]. By the mid-2010s, Netflix and Amazon (and later Spotify and Uber) talks at



conferences made microservices the thing everyone was talking about.

2.1.5 THE EMERGENCE OF THE MODULAR MONOLITH

Modular monoliths are not new. What differs now is the stress on deliberate mod-
ularity. The argument is that monoliths must possess hard internal boundaries
and that groups must consciously choose a monolith rather than it happening
to them because they do not think of anything alternative. Su and Li [5] describe
a modular monolith as one deployable application that is internally divided into
loosely coupled modules with explicit public interfaces. Different teams can own
different modules. What occurs is that each of the modules can be refactored or
replaced inside it without necessarily imposing change on any other module. The
process of communication in modules is method calls. They do not communicate
over the network. This design maintains the benefits of modularity normally at-
tributed to services but does not incur the distributed system cost of latency, nor
the cross-service debugging cost, nor the data consistency hazard cost, nor the
network-level failure mode cost [5]. Jamshidi et al. [8] draw a consistent conclu-
sion among the different angles: they compare microservices and monoliths on a
variety of dimensions and note that microservices are more likely to be adopted in
situations where the costs far outweigh the benefits. This observation provides
some support for the modular monolith as a default of stable domains. This
framing would put the modular monolith in a pragmatic middle ground. However,
independent deployability is not always needed immediately, but sound modular
design can benefit any system. Tooling such as Spring Modulith, patterns in .NET,
and Google's Service Weaver, which allows writing code in the form of a monolith
and deploying it as individual services, signals growing recognition of this value.

2.2 MICROSERVICES ARCHITECTURE

A microservice architecture breaks down an application into tiny, autonomous
services coordinated to the domain. According to Newman [2], microservices
refer to self-deployable and scalable services that own their own data. Chapter 4
examines how the advantages and disadvantages outlined below play out in prac-
tical situations. According to Zhou [9], small, focused teams can create, test, and
ship their services on their own schedule, and they can maintain their services on
their own schedule as well. That accelerates delivery. Increases in load are only
done where a service is required, and hence the infrastructure is used efficiently
compared to the situation where the monolith had to scale all at once and on top of
that, the system can be made to trade off on a specific service when it is designed
to gracefully degrade any single service. This is because teams also have the
option of adopting fit-for-purpose languages and databases rather than adopting
one organisational stack.

The architecture addresses all the issues of distributed systems. The deployment,
monitoring, incident response and capacity planning of many services requires
reliable automation in their deployment. The threat concerning latency, partial
failure, complex communication patterns, and complexity of tracking a request
through multiple services exists. It is not an option of any type. Maintaining data



consistency without monolithic Atomicity, Consistency, Isolation, Durability (ACID)
transactions pushes teams to patterns such as sagas. Richardson [6] warns of a
common failure mode, the distributed monolith, in which services deploy separately
yet remain coupled through synchronous calls or shared databases, accumulating
complexity without reaping true independence.

2.3 MODULAR MONOLITH ARCHITECTURE

The modular monolith has been revived as a practical answer to the complexity of
microservices at scale. In a systematic review, Su and Li [5] synthesise the pattern’s
defining traits and features. Jamshidi et al. [8] reach a consistent conclusion from
a different angle. Their comparison across multiple dimensions shows that the
coordination overhead of microservices can exceed the benefits when components
change at similar rates, which supports the modular monolith as a default for stable
domains. The section below condenses their characterisation; Chapter 4 discusses
adoption cases such as Shopify and Gusto.

Working with a modular monolith involves opening a single IDE, a single reposi-
tory, tracing calls without going outside the process, and running all of it locally.
Interfaces of modules are explicit. The application server is still shared, and all
or most of the database is still shared; however, the boundary is a logical one
and not a physical one. The code is shipped as a unit. Su and Li [5] suggest that
modules are cut around business capability, and each module hides its internals
behind a public interface, which implies that their interactions are only localised to
a single process and avoid the latency penalties of network calls. As a common
practice in everyday use, the shared repository is what would make the modular
monolith undefined versus a service-oriented approach: it is possible to trace a
cross-module call in the common repository without the need to switch tools or
read network logs. That will be a tangible asset. It can be easily undervalued
unless one has wasted time in debugging across service borders.

These edges prevent coupling and maintainability. The issue with a badly struc-
tured monolith was that it could be poorly maintainable, and any fix to a poorly
maintainable system removes a large portion of the cause behind teams reaching
out to microservices. The large operational overhead of a distributed system is
reduced in teams as well. The reason is that development is simpler because there
is no network between modules, and many transactions can be left local to one
database; in a microservices configuration, both of those things demand signifi-
cant engineering effort. Su and Li [5] observe that frameworks like Spring Modulith
and Service Weaver offer compiler or build-time consequences that implement
these boundaries.

2.4 KEY CONCEPTS AND FRAMEWORKS

This thesis adopts team cognitive load, as articulated by Skelton and Pais [10],
together with Domain-Driven Design [11] as its analytical framework. The platform
engineering model [12] is used alongside these two because it describes the
infrastructure conditions that make either architecture viable. This framework



was chosen because the literature consistently shows that architectural success
depends on the relationship between technical design and organisational capacity.
Each concept gets its own subsection below, and Chapters 5 and 6 put them to
use.

2.4.1 DOMAIN-DRIVEN DESIGN (DDD)

Eric Evans [11] suggests DDD as a method that helps to model software in the
light of that domain. It begins with a knowledge of the processes, entities, and
rules that constitute the problem space [11]. Such tools and databases follow later.
One of the key patterns is the bounded context, which is a boundary within which
a given model is coherent and uses a common, ubiquitous language. Contexts
can also vary with the same term. As an example, a Customer in sales can be a
mismatch with a Customer in support. The pattern of bounded contexts as mapped
to microservice boundaries was later described by authors including Newman
[2] and Richardson [6], who cited the pattern as described by Evans. A modular
monolith is similar: a typical module corresponds to a bounded context that has
narrow interfaces and minimal coupling. The bottom line in both scenarios is
that the seam must trace the domain, rather than a technical layer such as the
database or the Ul. DDD also provides relationship advice in various situations.
The Anticorruption Layer is a protective layer that safeguards one model from
another, and context mapping describes the patterns and integration points that
connect contexts. The patterns are important in both monolithic and distributed
architectures.

2.4.2 TEAM TOPOLOGIES

Skelton and Pais [10] propose Team Topologies to organise software delivery for
flow while controlling cognitive load. They describe four recurring team types.
Stream-aligned teams, the primary value producers, are cross-functional units
aligned to a product, capability, or user journey. Platform teams run internal plat-
forms that reduce the burden on stream-aligned teams by offering self-service
capabilities. Enabling teams bring specialist expertise to help other teams adopt
new technologies and practices, then step back. Complicated-subsystem teams
own components that require deep, specialised knowledge, such as a machine-
learning core or a video pipeline. They also outline three interaction modes. Teams
may collaborate closely for a period, they may consume a capability as a service,
or one team may temporarily facilitate another to build new skills.

Richardson [12] stresses that this model underpins successful microservice adop-
tion. The architecture works best when a single stream-aligned team owns each
service and when platform teams provide the operational substrate.

2.4.3 COGNITIVE LoAD

The concept of cognitive load theory is the aggregate mental energy that has been
used in working memory. Skelton and Pais [10] extend this to software teams
and identify three types. The difficulty inherent in the material is intrinsic load;



overhead due to the methods employed in presenting information is extraneous
load; and difficulties of the kind involved in the creation and maintenance of mental
schemas are germane load. In architecture, intrinsic load exists due to the domain
and technologies, and extrinsic load exists due to poor tooling, process, or design
decisions. Germane load is another thing; it is what the effort teams are putting
into the actual business problem, and hopefully, that is where a great deal of the
capacity of a team really should go. Extraneous load of various kinds is present
in a microservice environment, including interservice debugging and deployment
pipeline management. Teams also need to maintain records of what service owns
what data, and coordinating releases with other teams is more of a grind than most
people can imagine. The system is considered to be in an overshoot state when the
demands that a system may be experiencing are higher than the cognitive capability
of a team. Skelton and Pais [10] note that microservices create extraneous load
by bringing distributed complexity. But the arrangement must also have fault
isolation and shorter release cycles out of the arrangement before it can be worth
the trouble. The framework is not entirely free: it does not measure cognitive load
with validated measures, and the thresholds which it uses as constitutive of too
much are also subjective. This is once again taken up in Section 7.4.

2.4.4 PLATFORM ENGINEERING

Platform engineering is concerned with developing and running internal developer
platforms. An Internal Developer Platform (IDP) provides groups with a refined
way of provisioning and deployment, but also takes care of monitoring and se-
curity. The rationale is that those crosscutting issues should not be the ones
that individual teams should have to solve. Richardson [12] claims that platform
engineering minimises cognitive load on the stream-aligned teams by abstracting
infrastructure complexity, allowing the teams to concentrate on the product work.
The concept is that a platform team operates Kubernetes and observability, ser-
vice meshes and deployment pipelines, such that product teams do not need to.
Cloud Native Computing Foundation (CNCF) Platform White Paper [13] says the
same thing. Platform teams develop golden paths, standardised workflows that
package organisational best practices into self-service operations. The idea is
that a team should not have to reinvent the deployment process. Whether teams
actually follow those paths depends on whether the platform builders know who
their internal users are and what those users need. The autonomy provided by
microservices turns out to be a burden without adequate platform support, which
is why platform maturity seems to be a precondition of the decision framework
proposed in Chapter 6. In its absence, the engineers will waste limited time on
the plumbing of infrastructures instead of spending time on features that provide
business value.

2.5 THE CURRENT DEBATE (2024-2025)

By 2025, the debate has shifted into the area of pragmatism, instead of dogma. The
early excitement of microservices was refined with years of experience, resulting in
a more accurate idea of their trade-offs. The complete presentation of the Amazon
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Prime Video case and other practitioner experiences is discussed in Chapter 4;
this chapter merely provides the contextual framing. Industrial and academic
leadership is increasingly recommending adoption of a modular monolith versus
microservices based on the size of the team, maturity, domain properties and
anticipated scale [6], [12]. The modular monolith is no longer considered a relic.
It is an effective point of departure that sets the stage open to services upon the
demand arising. The question now became what architecture best suited the
situation of a given team and its constraints. Chapter 1 introduces the research
questions that fill this gap, enquiring when, how, and under what conditions every
architecture performs at an optimum.

The shift is visible in how practitioners frame their talks. In 2015, a typical QCon or
GOTO session would present microservices as the next step after monoliths. By
2024, the same conferences feature talks with titles like 'Why we went back to a
monolith’ or ‘Microservices are not for everyone.” The framing changed from how
to adopt microservices to whether microservices are appropriate. That change in
framing is what this thesis investigates.
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3 METHODOLOGY

3.1 RESEARCH APPROACH

A non-systematic grey literature review was performed, based on the typology of
literature reviews created by Paré et al. (2015) to select a narrative, qualitative
synthesis that can be applied to an emergent topic [14]. This design is appropriate
to a practitioner-led field where discussions emerge within blogs and in confer-
ences, language talks and within technical documentation long before journals can
react. Green, Johnson, and Adams (2006) outline how and how often transparent
narrative reviews should be conducted and adopted here to synthesise emergent
practice [15].

A non-systematic design was chosen because the research questions are ex-
ploratory and interpretive. They ask how and why, not how much. The discussion
around microservices is happening in real time between industry conferences; with
grey literature forming the main evidence base, narrative research captures the
knowledge of practitioners in a more holistic way [14]. This thesis also uses ex-
ploratory and interpretive questions, which focus on context and decision-making
processes, as opposed to aggregating the effect size. The review was concept-
oriented and designed in such a way that a coherent synthesis was developed
[16].

According to Paez (2017), the term grey literature refers to publicly accessible con-
tent that is distributed without going through commercial or academic publishing
systems [17]. This corpus is not ancillary in modern software architecture, but
on the front lines of practice, both in changing trends and in the case evidence.
This academic record was thus combined with an intensive reading of practitioner
sources to create a current account. In continuation with Templier and Paré’s
(2015) framework, the recommended phases were adhered to, and search and
screening were revisited as themes evolved [18]. The aim was not a formal cen-
sus of all that was written but a coherent synthesis that answers the research
questions. The screening process is recorded in Figure 3.1 of Section 3.4.1.

3.2 SEARCH STRATEGY

Between August and October 2025, a multi-phase search was conducted spanning
academic and grey literature to reflect the breadth of the architectural discourse.

3.2.1 DATABASES AND SOURCES

The search used multiple discovery channels. For peer-reviewed work and theses,
Google Scholar served as the primary aggregator because it indexes both tradi-
tional outlets and open repositories. IEEE Xplore and the ACM Digital Library were
queried for software engineering venues, and arXiv was consulted for preprints
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that reveal results ahead of publication. University repositories were also searched
directly, with attention to institutions known for strong software engineering pro-
grammes, such as KTH Royal Institute of Technology, Delft University of Technology,
and the University of Victoria.

For practitioner material, the search concentrated on outlets with established
technical credibility. Searches on Medium emphasised publications from major
technology companies such as Amazon Web Services (AWS), Netflix, and Google
Cloud. The blogs of recognised experts were monitored, including Martin Fowler
(martinfowler.com), Chris Richardson (microservices.io), Adrian Cockcroft, and
Sam Newman, and resources from consultancies and community venues such as
ThoughtWorks and InfoQ were reviewed. Cloud-vendor sites (AWS Architecture
Blog, Microsoft Azure Architecture Center, Google Cloud Blog) provided case
studies and guidance, and relevant talks were drawn from conferences such as
QCon, KubeCon, AWS re:Invent, and GOTO.

To extend coverage, citation chaining was used. Following Wohlin’s (2014) guide-
lines for snowballing (backward and forward search), references from key items
were traced and the process was repeated until no new themes emerged from
additional searches [19].

3.2.2 SEARCH STRINGS AND TERMS

The search began broadly and tightened as themes emerged, following vom Brocke
et al’s (2009) guidance to document databases, keywords, time window, and
backward/forward searches [20]. Core architectural patterns were explored with
phrases such as “microservices architecture,” “modular monolith,” “monolithic
architecture,” and “distributed systems architecture.” Decision-making was probed
through queries like “microservices vs monolith,” “when to use microservices,’

“microservices decision framework,” and “architectural trade-offs.”

Organisational factors were captured with searches combining “team topologies”
and “microservices,” “DevOps maturity microservices,’ “cognitive load software ar-
chitecture,” and “platform engineering.” Platform capabilities were examined using
“microservices observability,” “service mesh,” “internal developer platform,” “CI/CD
microservices,” and “infrastructure as code.” Workload characteristics were in-
vestigated through “microservices scaling,” “domain-driven design microservices,”
“data consistency microservices,” and “bounded context.” To ground arguments
in practice, case-oriented phrases were used such as “Prime Video microser-
vices,” “microservices migration case study,” “monolith to microservices,” and
“microservices failure.” Pitfalls were tracked via “distributed monolith,” “microser-

n u

vices complexity,” “microservices overhead,” and “premature microservices,” and
recent shifts were monitored through “modular monolith 2024,” “microservices
2025, “Service Weaver,” and “microservices backlash.” Boolean operators (AND,

OR) and quotation marks refined results, and the language filter was set to English.

3.2.3 TEMPORAL SCOPE

To include the pragmatic turn that came after the late 2010s hype cycle, itis covered
between January 1, 2020, and October 22, 2025. Over half of the sources (27 of
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51) date from 2024 or 2025. Foundational works predating 2020, such as Newman
(2015), Evans (2003), and Skelton and Pais (2019), are cited for theoretical context
but are not counted in the primary corpus. The biggest changes in the microservice
debate happened after 2020, when the discussion shifted to the pragmatic side,
which is why the window starts there. Previous material is mentioned only when it
offers a theoretical background onto which succeeding material expands.

3.3 SELECTION CRITERIA

The literature review recommendation of Petticrew and Roberts (2006) [21] was
used to screen.

3.3.1 INCLUSION CRITERIA

The selection of a source was made since it satisfied all the following criteria:

1. It was able to directly answer at least one research question and touched
upon such topics as architectural decisions, organisational preconditions,
platform capabilities, workload characteristics, or pattern comparisons.

2. This met the 2020-2025 window, with recency in 2024 and 2025 earning
priority, and allowing a liberalisation of pre2020 classics, solely to serve as a
theoretical foundation.

3. It was supported by credibility through academic rigour (peer review or a doc-
toral thesis by a recognised university) or practitioner authority (recognised
experts or recognised technology organisations with a history of technical
leadership).

4. It provided significant technical treatment, empiricism or at least rational
thinking and analysis in place of the primers.

5. It was in English, and the entire text was readable to undergo close analysis.

As a complementary quality assessment tool [22], the AACODS checklist (Tyndall,
2010) was employed as far as grey literature is concerned. AACODS assesses
Authority, Accuracy, Coverage, Objectivity, Date, and Significance to facilitate the or-
ganisation of the appraisal of non-peer-reviewed sources and mitigates subjectivity
in decisions to include or exclude sources. This strategy has also been informed by
the principles of the inclusion of grey literature in software engineering reviews [23].
Their three-tier classification, where Tier 1 comprises government and research
institution reports, Tier 2 includes conference proceedings and established news
outlets, and Tier 3 covers blogs, videos, and social media, informed the weighting
of sources during synthesis: Tier 1 sources received a greater evidential weight,
whereas Tier 3 sources were used primarily as illustrative.

3.3.2 EXCLUSION CRITERIA

Items were not counted when they fell under any of the following conditions:

1. Published before 2020, unless foundational to the thesis argument.
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Only tangentially related to the research questions.
Promotional in nature, without technical depth or evidence.

Lacking sufficient detail or making unsupported claims.

a > @D

Duplicative across venues, in which case the most authoritative instance
was kept. Authority was determined by preferring peer-reviewed versions
over blog posts, more recent versions over older ones, and sources from
established venues over those from lesser-known outlets.

6. Full text unavailable for close analysis.

As an example, several blog posts from smaller consultancies were excluded
because they restated well-known arguments without adding evidence, original
analysis, or case data. These did not meet the threshold for substantive technical
content.

As a single-researcher study, inter-coder reliability could not be assessed. To
mitigate this, codes were reviewed iteratively across multiple readings to ensure
they were applied consistently and accurately.

3.4 DATA COLLECTION AND ANALYSIS

3.4.1 SOURCE CATEGORIES

After screening, 51 topic-relevant sources were analysed. Table 3.1 summarises
the breakdown by type and publication period.

Table 3.1: Distribution of topic-relevant sources by type and period

Source Type 2020-2023 2024-2025 Total
Journal articles 7 11 18
Conference papers / chapters 5 3 8
Academic theses 4 7 11
Scholarly books 4 0 4
Grey literature (blogs, talks, docs) 4 6 10
Total 24 27 51

The mix intentionally combines academic rigour with practitioner relevance. In
addition, 11 methodology references support the research design itself and are
not counted toward the topic-relevant corpus. The bibliography therefore contains
62 entries in total.

Figure 3.1 summarises the approximate screening process, reconstructed from
search logs and records kept during the review.'

'Google Scholar returned millions of raw hits across all queries; practical screening was limited
to the first five to ten pages per query (roughly 50—100 results), consistent with non-systematic
review practice.
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Records identified 1
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n =268

After duplicates removed
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by title and abstract o= 114
n=185 J
Excluded at full-text (n = 20):
- Pre-2020 and not foundational: 4
. — Tangentially related: 5
Full-text articles W — Promotional / no
assessed for eligibility | technical depth: 4
n=71 J — Duplicative across venues: 3
— Full text unavailable: 1
— Unsupported claims: 3

Included in synthesis
n =51

Figure 3.1: Screening process for source selection

3.4.2 DATA EXTRACTION AND SYNTHESIS

Qualitative thematic synthesis was used, based on the approach of Thomas and
Harden (2008) [24]. Bibliographic details, core claims, and findings of each source,
evidence provided, study method (where applicable), organisational background
of case material, and links to specific research questions were documented. The
first codes were created inductively through initial readings and became modified
as more sources were reviewed.

The coding process was introduced by the process of line-by-line annotation of
the first ten sources, which produced the first codes, including the following ones:
premature decomposition, platform maturity, team ownership, observability gap,
and deployment coupling. Codes were compared across items as more sources
were read and then arranged in higher-order themes. One such theme is the
premature decomposition, cognitive overload caused by too many services, and
distributed monolith converged into the theme conditions where microservices
are deficient in team presence, and self-service infrastructure is synthesised into
platform prerequisites (mapped to RQ2). Themes were then refined through a
series of amendments: when a new source would introduce a new perspective
that would not fit into an existing theme, the theme was split or renamed. This
process was repeated until other sources supported the existing themes without



16

generating new themes.

The cross-referencing of evidence was conducted to identify patterns, convergence
and debate, and the ensuing themes were mapped to the thesis outline as a means
of ensuring coverage. The synthesis is used to distinguish between empirical
results and expert opinion and theory so that the narrative makes it clear what is
measured, what is argued, and where uncertainty is known.

3.4.3 QUALITY ASSESSMENT

Credibility was appraised across all included items, adapting selected criteria from
AMSTAR (Shea et al., 2009) to fit a mixed academic and grey corpus [25]. AMSTAR
was designed for systematic reviews of clinical trials, so only the criteria applicable
to a narrative literature review were retained: whether the study reported its search
strategy, whether inclusion and exclusion criteria were stated, whether the quality
of included studies was assessed, and whether conclusions were supported by
the reported evidence. The remaining AMSTAR items, such as those concerning
meta-analytic pooling and publication bias testing, were not applicable and were
omitted. Peer review status, methodological clarity, strength of evidence, citation
impact and reputation of the venue or university were also evaluated as academic
sources; master’s theses were also considered based on the institutional standing
and the quality of design and analysis.

In the case of grey literature, the appraisal was based on author expertise (based on
publications, talks, industry reputation, etc.), publisher expertise (e.g., AWS, Google,
Netflix, Thoughtworks, etc.), technical content specificity and depth, presence of
data or clear logic, recognition of limitations and trade-offs, and recency. Sources
were kept only if they scored positively on at least four of the six dimensions to
which AACODS is divided (Authority, Accuracy, Coverage, Objectivity, Date, Signifi-
cance); items with less than this representation were dropped. Tools such as CASP
and JBI checklists exist for appraising qualitative primary studies, but they are not
designed for evaluating the methodological quality of other reviews and syntheses
included in a narrative review. AMSTAR’s focus on methodological transparency,
whether a study reports its search strategy, states inclusion criteria, assesses
source quality, and supports conclusions with evidence, transfers to the task of
appraising the academic sources in this review. The four retained criteria, search
strategy reporting, stated inclusion and exclusion criteria, quality assessment
of included studies, and evidence-supported conclusions, are methodologically
transferable and were the most applicable to this study’s design. Higher-quality
sources received greater weight during synthesis. For instance, a blog post that
presented only anecdotal claims without data or technical detail was excluded,
while a post from a recognised expert that included architecture diagrams, metrics,
and trade-off analysis was retained.

3.5 LIMITATIONS OF THE METHODOLOGY

The review is non-exhaustive: despite a broad, multi-channel search, some material
will have been missed, especially non-English sources, items outside the discovery
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channels used, or paywalled content. This was an accepted trade-off given the
exploratory aims of the study.

Selection bias is possible because the researcher’s judgment shaped inclusion
and interpretation. This was countered by foregrounding a range of different
viewpoints, but total objectivity in a narrative review is not possible. The quality of
grey literature is also variable. Despite the use of appraisal criteria, it would be more
subjective to evaluate an industry blog or conference talk, as some items could be
based on the author or organisational interest. The review is a cross-sectioning in
time. Conclusions reflect knowledge as of October 2025 and will need updating
as technologies and practices evolve. The extent of generalisability is restrained:
numerous examples of cases involve large, well-resourced technology firms and
their lessons may not cleanly transfer to smaller or different organisations. The
reviewed discourse also essentially represents Western and English language
discourse, meaning that all that occurs in other regions of the globe may not be
reflected in this review. Lastly, this study is a literature review and, therefore, seeks
not to generate new primary information but instead to synthesise the available
information.

3.6 ETHICAL CONSIDERATIONS

All sources are mentioned to credit ideas properly, and direct quotes are made
using quotation marks; the rest of the paraphrase was cited using a sentence-level
citation. Since this is a research involving the analysis of published materials and
does not employ human subjects, no formal ethical approval was necessary. No
individual information could be gathered or managed.

The review balances opposing views in the architecture debate and points out
where the literature disagrees or where the literature remains undecided. Com-
mercial sources of grey literature, as may be the case in cloud vendor blogs and
consultancy reports, may have implicit biases toward the products or services
those organisations are selling. This bias was considered in the quality assessment,
and claims made by commercial sources were cross-checked with independent
academic or practitioner evidence where feasible. Digital sources were stored
locally when accessed to prevent link rot. The competing viewpoints were also
represented fairly during the synthesis process.
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4 OVERVIEW OF LITERATURE

Since 2020, work on microservices and adjacent patterns has grown, and the
literature has shifted from advocacy toward empirical assessment of trade-offs.
This chapter synthesises academic and grey sources published between 2020 and
2025 and brings together researchers, industry voices, and hands-on practitioners.
It traces the academic debate, explains how the modular monolith re-entered the
conversation, identifies the organisational and technical conditions that make
these architectures succeed, and presents lessons from recent case studies.

Chapter 2 defined the core concepts; this chapter examines how the literature
applies and extends them. Where Chapter 2 introduced DDD, Team Topologies,
and platform engineering as analytical lenses, this chapter synthesises what the
sources say about their practical effects.

4.1 ACADEMIC DISCOURSE ON MICROSERVICES

Since 2020, the academic writing on microservices has shifted towards empirical
assessment of trade-offs. There is less advocacy now and more data. The recent
literature continues to focus on the migration decision-making and performance
trade-offs. A third strand of research examines how microservice systems evolve
after the initial deployment. The field now has a dedicated literature on the decision
to migrate. A survey by Auer et al. (2021) provided a framework relying on data
to systematise prior migration studies instead of relying on anecdotes [26]. The
repetitive activities and friction points that in fact teams will encounter when
they split systems were documented separately by Ayas et al. (2023) across real
migrations [27]. Combined, these two studies take the discussion beyond the
general question of whether microservices are worth it. It is now based on how to
make decisions and what to look forward to once the migration begins.

Under the performance aspect, the visual is more complicated than the hype it is
today. Microservices can potentially increase the cost of a solid workload, but more
generally tend to introduce a floor cost as a result of network calls and interservice
coordination [28]. Binkowski et al. (2022) demonstrate this using benchmarks.
The shape of work, failure budgets, the extent to which the deployment model is
disciplined, and the extent to which the organisation would be prepared to commit
to automation determine the cost and profit of a trade-off. The identical standards
also reveal that within a large number of cases, monoliths fare much better than
microservices, not only in terms of feasible raw throughput and latency. Thus, one
of the commonly held assumptions that the performance of microservices is higher
is not always accurate. Most reported migrations are driven by either scalability
or maintainability concerns according to a systematic mapping by Saucedo et al.
(2024), but success depends upon the maturity of the receiving organisation [29].
Another gap that is important to observe in the mapping. Few studies report on
unsuccessful or unfinished migrations; thus, the evidence base is biased towards
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stories of success.

Evolution factors are the third area. There are recurring preconditions of microser-
vice adoption within a multivocal literature review by Pinto-Agiiero and Noel (2025),
as well as in academic and practitioner accounts [30]. It is an interesting point
that most of the evidence used in the field previously had to depend on reports
of experience. These studies introduce empirical data into a discussion which,
previously, had been anecdotal.

4.2 THE MODULAR MONOLITH EMERGENCE

A change in the 2020s literature is the shift in treatment of the modular monolith
as a serious architectural option. As defined in Section 2.3, the modular monolith
maintains close separation of concerns within a single codebase and is delivered
in a single deployable unit. The modular monolith is formalised, defined, charac-
terised, and compared with microservice designs [5] by Su and Li (2024). They
also scan frameworks that can be used by teams for the imposition of module
boundaries. Their main finding is that the modular monolith enhances the flow of
development and testing without the operational drag of distribution. Maintenance
and onboarding become easier, as well. That is important to those teams that
cannot sustain the staffing overhead of a distributed system.

Google has a service weaver framework and a Spring modularity that enforces
modularity with compile-time checks and explicit interfaces [5], as Su and Li (2024)
note. That adds architectural intent into the toolchain. Developers alone cannot
ensure the sustainability of integrity between modules in the long-run hence the
tooling matters. A previous comparison across multiple dimensions by Jamshidi et
al. (2018) revealed that the overheads of coordination in microservices can surpass
their advantages in cases where the components change at similar rates [8]. This
observation has been substantiated. By 2025, evidence supports the modular
monolith as a logical starting point for teams focused on speed of development
and coherent data management.

4.3 SOCIO-TECHNICAL AND PLATFORM FOUNDATIONS

The most recent literature focuses on the sociotechnical facet of architecture.
Skelton and Pais [10] and Richardson [12] show that tools and patterns only work
when the organisation can support them. A design that the team cannot operate
daily is not a good design regardless of how it looks on paper. The subsections
below discuss three aspects of this relationship: team structure and cognitive
load, platform engineering, and integration of DevOps.

4.3.1 TEAM TOPOLOGIES AND COGNITIVE LOAD

Section 2.4.3 introduced Skelton and Pais’s cognitive load framework and its three
load types. The literature from 2020-2025 shows how organisations operationalise
these ideas in practice.
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Richardson (2025) documents how companies align team boundaries with ar-
chitectural seams and make responsibilities and handoffs explicit [12], [31]. In
practice, stream-aligned teams own a stream of value end to end; platform teams
build and maintain the foundations others rely on; complicated-subsystem teams
take stewardship of demanding subsystems; and enabling teams raise skills and
unblock others. Interaction patterns shift accordingly: close collaboration for
discovery, an internal service model when a capability stabilises, and targeted fa-
cilitation when a team needs a push. The result is a structure that keeps cognitive
demands within each team'’s capacity.

What the 2020-2025 literature adds to the original Team Topologies model is
empirical evidence of these patterns in microservice settings. Richardson [31]
demonstrates that organisations that have embraced stream-aligned ownership
report fewer cross-team handoffs and shorter lead times, but organisations which
have not adopted stream-aligned ownership report higher cross-team handoffs and
longer lead times. The widespread presence of team structure as a precondition
of the success of microservices attracts support by Pinto-Agliero and Noel (2025),
who use a broader array of sources [30].

4.3.2 PLATFORM ENGINEERING (INTERNAL DEVELOPER PLATFORMS)

The IDP and the platform engineering are not an old topic, as mentioned in Sec-
tion 2.4.4 Richardson (2025) even declares that new microservices cannot be
done in a large-scale way without strong platform engineering [12]. The literature
published in 2024-2025 provides more details on what that would entail.

In descriptions he synthesises, successful organisations bring themselves down to
a few basic platforms. The former is observability, and the latter logs, metrics, and
alerts should all tell the same story. It is succeeded by self-service infrastructure
provisioning behind stable interfaces and reliable build pipelines, which are able to
identify defects early and deployment mechanisms which are able to encourage
small, reversible changes. The security is considered at platform level where teams
might not be required to think of it independently [12]. The point is that product
teams can then focus on their domain. The plumbing is no longer their problem.

4.3.3 DEVOPS INTEGRATION

Zhou (2024) reports on a successful monolith to microservices migration that
helps to integrate DevOps practices into daily work [9]. The paper demonstrates
that continuous delivery, automated testing on multiple layers, deploying a service
mesh like Istio, and regular monitoring stabilise deployments and minimise blast
radius. It is what enables the distributed system to be tractable.

The link between DevOps maturity and architectural success is not just a correla-
tion. It is a precondition. Baskarada et al. (2020) make the argument that DevOps
practices are a pragmatic precondition: organisations that are attempting to use
microservices without an automated pipeline, infrastructure as code, production
monitoring, and repeatable environment provisioning are prone to recreating their
monolithic problems in a distributed form, with the added cost of network com-
plexity [32]. The constraint is that the organisation can get the architecture as a
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performance. It is seldom the architecture itself that is a problem. Dos Santos
Andrade (2021) follows the evolution of CI/CD pipelines during a migration [33].
Even the very pipeline will need to be unbundled along with the application; having
a single set of pipelines that is shared by all services will reintroduce the very type
of coupling that microservices are supposed to prevent. Daki¢ (2024) asserts
this argument of regulated industries [34]. There is yet another level of pipeline
complexity in compliance requirements. Security scan, audit log, approval gate and
compliance documentation may be needed on a service basis, which multiplies
investment to automate compliance with regulatory rules.

The same trend is observable in the bigger reports: unless it is automated and there
exists a collaborative culture between development and operations, microservices
simply move the complexity to other areas. It is reflected in the academic literature
[27], [35] and in the reports of practitioners [6], [12]. Themes of DevOps and platform
engineering are closely related to each other. In practice, the IDP presented in
Section 4.3.2 can be seen as a vehicle in which the automation in the DevOps can
be dispersed into development teams on a mass scale.

4.4 PRACTITIONER EXPERIENCES AND CASE STUDIES

The experience reports of 2020-2025 are taming earlier one-sided success narra-
tives and shedding light on specific patterns that are beneficial or detrimental.

4.4.1 THE AMAZON PRIME VIDEO CASE

The most famous example of Prime Video news relates to a single audio and
video monitoring element, not a wholesale abandonment of microservices, as
Cockcroft (2023) explains [4]. The team has started with a serverless architecture
utilising AWS Lambda and Step Functions. It was fast shipped and packed in early
models. With increasing traffic, profiling demonstrated orchestration overhead
and chatty inter-process calls that constrained throughput. The team standardised
the workflow as a containerised service on Amazon Elastic Container Service
(ECS), which eliminated unnecessary hops and allowed them to store state in
process. According to Kolny (2023), the change reduced the cost by approximately
90 percent and enhanced performance by a significant margin [3].

It did not mean dismissing microservices. As Cockcroft (2023) underlines, the
refactored unit has remained a unit service within a bigger microservice estate [4].
He encourages groups to arrive at data-driven decisions in an iterative fashion. The
error is to treat architecture as doctrine. Teams must consider their architecture
to be something they can refine, and they should refactor when measurements
indicate that a different structure would be more effective.

4.4.2 MODULAR MONOLITH ADOPTERS

Several large-scale corporations refer to the positive productive results of a modular
monolith. That undermines the argument that scale by itself needs distribution.
The centre of Shopify is an exceptionally modular Ruby on Rails application with
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distinct boundaries. In places like checkout, inventory, payments, and shipping,
and with tooling that does not allow modules to bleed into each other [5], as Su
and Li (2024) describe it, the tooling is described as follows: According to the
engineers at Shopify, velocity is maintained by a single development environment
along with a single deployment path [5]. They claim to achieve that speed and
maintain separation of concerns.

Siroky [36] documents a similar pattern at smaller scale, showing that modular
monoliths can grow with the team when internal module boundaries are enforced
by tooling.

Gusto also had a similar decision, but on a smaller scale. The company helps
simplify deployments and maintain data management consistency by maintaining
a single codebase and investing in internal modularity via the Ruby module system
and supportive architecture patterns, as Su and Li (2024) report [5]. The cost of
coordination remains lower as the team increases in size, and the overhead of
having several services running independently is eliminated. The design must
conform to the organisational context and change pace. These records continue
to refer to that. It matters more than which architecture is theoretically superior.

It should be noted that the Shopify and Gusto cases are reported through Su and
Li's secondary account rather than through primary engineering publications. The
claims are plausible given the companies’ public engineering culture, but they have
not been independently verified against primary sources.

4.4.3 FAILURE NARRATIVES AND ANTI-PATTERNS

The most familiar microservice antipattern, according to Richardson (2025): teams
tend to split processes but maintain a strong level of tight coupling through shared
databases, synchronous chains of calls, common data models, or a combination
of all the above [6]. That multiplies failure modes. Independent fault isolation and
deployability do not materialise. One of the themes that regularly appear on the
list of reports catalogued by Saucedo et al. (2024) [29] is the theme of prema-
ture adoption. In these descriptions, small groups were divided into numerous
services and experienced the spike in cognitive load instantly. The deployments
became fragile, velocity was reduced, and the teams could not speed up before
they consolidated around a modular monolith.

Observability gaps are also an occasion that is common. Teams that do not trace,
have centralised logs, meaningful metrics and alerting features spend hours, or
days, chasing down cross-service defects. Good telemetry would have revealed
root causes within a short time, but without it, the debugging would be painful.
Another problem is the need to scale up the compensation logic and operational
risk of complex multiservice sagas [37]. Distribution has a magnifying effect on
whatever organisational weaknesses already exist. That continues to appear. The
monolith’s first argument by Fowler [1] expresses it in the same words: organisa-
tions must demonstrate the need to distribute before making a commitment.
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4.5 MIGRATION STRATEGIES

The Strangler Fig pattern is the default pathway to break down a monolith, as
defined by Fowler (2004): route selected flows to new services at the edge of the
system, expands the new surface area, retires the legacy internals progressively
and so on until the old system is eliminated [38]. The highest value, highest change
rate components are typically the initial ones to be migrated, as Ayas et al. (2023)
record in practice [27]. This method was followed by a three-year migration to
e-commerce recorded by Zaker Zavardehi (2024) [39]. The team emphasised the
areas of great change and abandoned stable but low-value parts in their position.
An anti-corruption layer will buffer new services against legacy models in the
transition [11].

Migrations do not always work, and the literature highlights some common factors
of failure. Teams often do not realise the resistance to splitting shared databases
and reengineering interservice communication, as Ayas et al. (2023) report [27].
Retraining operations staff to work in a distributed environment and updating moni-
toring to work at the new service boundaries are also more difficult than anticipated.
Migration halts midway when such activities are not planned. The organisation is
left with a hybrid system that bears the cost in both architectures, and in practice,
this entails monolithic coupling and distributed operational load at the same time.
A Czech enterprise migration described by DoleZal and Buchalcevova (2022) is
an example of unmanaged and uncoordinated technology diversity in a migration
[40]. That complicated the work, and common practice was lost. Using their case,
it can be seen that there is no reason to downplay the importance of migration
governance as opposed to the technical decomposition strategy. Such a form
of governance is accompanied by clear-cut policies regarding the selection of
language and framework.

The success depends on the maturity of the organisation receiving it, but most
reported migrations are motivated by concerns of scalability or maintainability
[29]. Saucedo et al. (2024) are clear on this. Lack of automated testing, CI/CD
pipelines, or observability prior to migrating the organisation meant they were likely
to recreate their existing issues in a distributed form rather than to resolve them.
This leads to the platform first argument advanced in Section 6.2: the platform
needed to run microservices should be in place before the first service is sucked
out.

A reasonable criterion to use when deciding on the candidates of extraction is
the rate of change compared to the rest of the system. Monitoring how often
deployment occurs in each bounded context over a few months helps highlight
those components which vary at significantly different rates, as Auer et al. (2021)
recommend [26]. The most promising candidates to extract are components with
a high change rate and a clear demarcation of data ownership. Components that
are tightly coupled with shared transaction requirements and which cannot be
resolved, are best left in the monolith until they can be resolved.

Another path begins with a modular monolith. By creating clean modules and
introducing boundaries within a single codebase, organisations will enjoy day today
benefits and delay the cost and risk of distribution until evidence confirms that it is
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justified. The framework of staged decision-making that is suggested in Chapter 6
is based on this strategy.

4.6 RESEARCH GAP

Despite this growing body of work, no synthesis to date integrates organisational,
domain, and workload factors into a unified decision framework for the 2024-2025
context. Auer et al. (2021) provide an assessment framework [26], but it predates
the modular monolith’s formalisation and the platform engineering movement.
Practitioner guidance from Fowler [1] and Richardson [6] addresses individual
facets but does not combine them into a structured decision process. Su and Li
(2024) formalise the modular monolith as a pattern [5], but their work focuses on
characterising the architecture rather than on when to choose it over microservices.
Pinto-Agiiero and Noel (2025) identify evolution factors [30], but their multivocal
review does not produce a decision framework that practitioners can apply directly.

The gap, then, is not a lack of evidence but a lack of integration. The individ-
ual pieces, organisational readiness, domain suitability, platform maturity, and
workload characteristics, are well documented in isolation. What is missing is a
synthesis that orders these factors into a decision sequence and makes explicit
which considerations should come first. This gap motivates the research questions
and the framework proposed in Chapter 6.
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5 RESULTS

This chapter presents synthesised answers to the three research questions, draw-
ing on academic studies, practitioner reports, and case material published between
2020 and 2025. Chapter 4 surveyed the literature thematically; this chapter re-
organises the evidence around the three research questions to produce direct
answers. The analysis foregrounds the most recent and relevant findings and
distinguishes empirical evidence from expert opinion.

5.1 ANSWERING RQ1: WHEN MICROSERVICES ARE A
MISTAKE

The first question asks when defaulting to microservices is a mistake and when a
modular monolith offers the better option. Sources from 2020-2025 consistently
report that treating microservices as a default leads to avoidable costs. Selecting
a distributed architecture requires assessment of whether the organisation can
sustain the operational overhead.

5.1.1 THE PRIMARY MISTAKE: IGNORING TEAM COGNITIVE LOAD

A recurring error is selecting an architecture that exceeds the cognitive capacity of
the team that must build and run it. Skelton and Pais, through Team Topologies,
argue that architectural decisions should be constrained by team cognitive load,
which includes the mental effort required to manage deployment, networking,
observability, security boundaries, and the many failure modes that come with dis-
tribution [10]. A microservice system multiplies that extraneous load. When most
attention is consumed by pipeline orchestration, cross-service communication,
and distributed failure handling, little remains for germane load, the effort that
should be devoted to the business problem.

Richardson explains how this imbalance produces the distributed monolith anti-
pattern (see also Section 4.4.3): teams split code into separate services but
preserve tight coupling through shared data and synchronous calls, which yields
brittle behaviour, opaque failures, and slow evolution [6]. Before evaluating which
technology stack to adopt, teams need to assess what cognitive capacity they have
and which architecture will keep attention on delivery rather than on infrastructure
plumbing.

5.1.2 CONTEXTS FAVOURING THE MODULAR MONOLITH

If the goal is to minimise extraneous load and reserve attention for the domain,
several contexts emerge where a modular monolith is the better choice. The
evidence is strongest for early-stage products, low DevOps maturity, cohesive and
stable business domains, small cohesive teams, and cost-sensitive environments.
Table 5.1 summarises these contexts.
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Table 5.1: Contexts favouring the modular monolith over microservices
Context Key reasoning Sources

Early-stage products Speed of iteration dominates; [29], [1]
premature decomposition di-
verts effort from features

Low DevOps maturity Distribution without automa- [9], [32], [34]
tion becomes a trap; platform
must come first

Stable, cohesive domains Benefits of microservices are [26], [8], [41]
limited when bounded con-
texts change at similar rates

Small, cohesive teams Coordination and infrastruc- [10], [35], [36]
ture overhead consume ca-
pacity better spent on domain
work

Cost-sensitive environments Higher baseline infrastructure [42], [3]
and platform staffing costs of
microservices

For new products and startups, speed of iteration and time to market dominate all
other concerns. Saucedo et al., in a 2024 systematic review, caution that premature
adoption of microservices is a recurrent mistake in the early stages, because teams
slide into platform building instead of feature delivery [29]. This is the very reason
why Fowler has always been on the monolith-first camp since it allows teams to
find natural boundaries before they make a commitment to distribution [1]. Both
Newman [2] and Blinowski et al. [28] acknowledge that testing and debugging paths
in a monolith are usually easier, which in early development can often translate
into faster iteration due to reduced coordination overhead and less network-level
debugging. A monolith does not necessarily have to be an amorphous ball of code,
though. Strong module boundaries and contracts can be enforced within a single
process using teams. That leaves the door open to a later divide when the product
and the team are more at ease with understanding each other. The market is also
important. It would only be clarified much later what is really needed in the market.
The same trend is reflected in the literature: those teams that split too soon had
burned months of infrastructure in place and use without need at the time.

The distribution without automation falls into a trap in the case of organisations of
low DevOps maturity. The 2024 thesis by Zhou records a shift that started only after
six months of platform work that created reliable CI/CD, cohesive observability,
container orchestration, and Infrastructure as Code (laC). The platform work was
necessary to even begin with the migration [9]. A lot of teams are trying to do the
opposite and revert to debugging distributed failures with monolith-era tooling.
DevOps maturity is identified by Baskarada et al. (2020) as a viable precondition of
microservice success; organisations with low maturity are better off by investing
in automation and maintaining a modular monolith [32]. Daki¢ (2024) extends this
reasoning to compliance-focused settings and demonstrates how teams can use
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a monolith to practise automated testing, continuous integration, and automated
deployment processes in a simpler operational setting, thereby forming habits and
processes that will be vital in case they decide to distribute the system [34].

In systems where domains are cohesive and stable, the drawbacks of microser-
vices are less than both the operational costs of such systems that integrate
microservices, and those that do not are uncertain. The assessment framework
offered by Auer et al. (2021) [26] is based on domain volatility, or the rate at which
limited contexts change. Microservices are most useful when various contexts
diverge at significantly varying rates since independent deployment as well as
scaling minimises coordination. In e-commerce, this is easy to see. If the recom-
mendation model updates daily while the core product catalogue changes once a
quarter, separating them lets the fast-moving work ship without threatening the sta-
ble core. But this only works if the two contexts have clean data boundaries. That
condition is easy to assume, but in practice, it is surprisingly difficult to confirm.

However, not all domains do so. Traditional Enterprise Resource Planning (ERP)
systems do not change infrequently and are tightly interdependent [26]. Any at-
tempt to decompose such a system would be an invitation to chat with interservice
calls and cross-service transactions. The reliability also becomes weak. The anal-
ysis of data access patterns and the boundary of transactions must be analysed
to locate natural limits when most operations touch many candidate services, or
when a transaction crosses many boundaries, it is unlikely that decomposition
will be worthwhile [41]. Axelsson (2019) advises the same [41]. Later studies
concur. The benefits concentration is where restricted context is loosely coupled
[29]. There is an association between forced decomposition in tightly coupled
domains and increased incidents, as well as increased coordination overhead
[26], [29]. Jamshidi et al. (2018) compare microservices and monoliths in many
dimensions and discover that the coordination that microservices need slows
delivery in cases where components change at similar rates [8].

The decision is not consistent across the company. The shapes of different sys-
tems justify different shapes. Microservices might be useful to a customer-facing
product with divergent rates of evolution of capabilities. Close Backoffice systems,
in their turn, can be more appropriately handled by the modular monolith. That
this is conditionally sensitive, that it does not require a companywide imperative,
is what is now a matter of course in the literature. The assessment framework
suggested by Auer et al. (2021) is made to apply each system separately since
the same company might operate both shapes to various products [26].

In small, high-team-cohesion environments, Conway’s Law [43] is more important
than most other considerations. The system is bound to reflect the structure of
communication. Its converse is also true: an architecture enforces a structure
of communications upon the organisation. Team Topologies proposes stream-
aligned 5-9 person teams so that no individual member of the team is required to
hold too much in his/her head at any given moment [10]. In microservice environ-
ments, small teams devote significant times to coordination and infrastructure,
but: deployment pipelines, production troubleshooting across service boundaries,
API versioning, and setting up the local environment [35]. According to Zhou et al.
(2022), it was a frequent issue. Similar teams who constructed modular mono-
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liths claimed significantly reduced coordination overhead, and more capacity was
available to work on the domain.

Previous researches define the overabundance of services per team as a frequently
occurring antipattern, which is linked to failing quality and increased defect lev-
els [40], [37], [32]. Such teams are naturally designed to be served by a modular
monolith. It enables one codebase to be developed collaboratively, and allows
maintaining a clean separation of modules and refactoring with integrated tests.
Siroky documents most modular monoliths can scale in team size when internal
module boundaries are enforced, and the option to split later is not limited [36].
However, as the number of independent teams grows, the coordination costs of a
shared monolithic codebase can outweigh the operational overhead of microser-
vices [29]. Saucedo et al. (2024) report the same finding.

Cost sensitive environments typically use economics as a determination of the
architecture. Microservices are usually more costly to run compared to similar
modular monoliths. The expense of the baseline infrastructure is more and the
observability tooling is more, yet the location where the real cost lies is the size
of the platform engineering team because it needs to be larger to manage the
service to service communication [42]. Hamzehloui and Ashabi (2025) elaborate
on this. The Amazon Prime Video refactor (discussed in Section 4.4.1) provides
an example in the real world where consolidating a particular component into a
single long running service saved the company about 90 percent of the cost due
to the removal of costly state transitions and heavy traffic between services. In
organisations with small budgets and small platform teams, the system is highly
designed using a modular monolith without the operational costs associated with
microservices.

The results point in one direction. When there is no clear, business driven need for
distribution, and when platform maturity or organisational structure is not ready, a
modular monolith gives the team modularity. Punishments of coordination and
failure penalties (of a distributed system) are not applicable. Su and Li [5] argue
that adopting a modular monolith as a pragmatic default provides modularity and
defers the costs of distribution until there is an actual reason to distribute. The
majority of recent researches that have been reviewed in this chapter indicate
that this profile suits a large proportion of software projects. It is not a niche
suggestion.

5.2 ANSWERING RQ2: PREREQUISITES FOR
MICROSERVICE SUCCESS

The research question is: what organisational and platform capabilities are present
when microservice adoption is successful and how they manifest in practice. Al-
though 2020-2025 points to a finding thus: success hinges on a deliberate invest-
ment in organisational and platform capabilities. Successful organisations using
microservices invest in certain structures and platform capabilities. Skelton and
Pais [10], Richardson [12], and Zhou [9] are all of the opinion that these capabilities
are base requirements of how microservices are run.
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5.2.1 ORGANISATIONAL PREREQUISITES

Structure comes first. The organisations that work with microservices do not fall
into a functional team structure; they create one on purpose. The Team Topologies
model by Skelton and Pais defines four different forms of teams with different
positions and types of interaction [10]. Stream-aligned teams are placed in the
middle of the model. They are small cross functional groups made up of 5-9 indi-
viduals who own a service or closely related group of services by design, through to
production processes. The case work in 2025 by Richardson assumes the roles of
hands off deployment or monitoring to another group of people are what is keeping
independence on a large scale basis [31]. In reality, not many organisations fulfil
all these requirements when they first think about microservices.

The remaining team types exist to protect stream-aligned teams from overload.
Platform teams package infrastructure and tooling as a self-service product, ex-
posing an IDP that replaces ticket driven bottlenecks with on-demand provisioning.
Enabling teams embed temporarily to transfer expertise and then step back. Com-
plicated subsystem teams take ownership of components that demand deep
specialist knowledge, components that would otherwise swamp a stream-aligned
team trying to manage them alongside regular feature work. Qavi Tech’'s 2024
practitioner account reports that adopting these boundaries reduced inter-team
dependencies and increased deployment frequency within a year [44]. A broader
evidence base shows a similar pattern. Clearly defined team topologies corre-
late with higher likelihood of successful microservice adoption [30]. Functional
silos correlate with the opposite outcome. When development, QA, operations,
and release management are in different groups, coordination bottlenecks are
likely to undermine the advantages of distribution. This is described in detail by
Pinto-Agiiero and Noel (2025). The correlation is sufficient across sources to con-
sider team structure as a precondition. It must be installed prior to the migration
beginning because correcting it afterward is seldom an effective option.

That structure becomes that throughput with maturity in DevOps. In absence of
automation, well designed teams even have stagnation in manual steps, which
makes everything sluggish. CI/CD pipelines are independent and one service has
independent CI/CD pipelines so a release does not hold up another release. The
reference architecture in Microsoft Azure’s 2025 guidance has each service with a
fully automated pipeline, and deployments are without cross team choreography
[45]. Independent pipelines per service may also be supported by tools such as
Jenkins, GitLab or CI, GitHub Actions, and others, running in Kubernetes environ-
ments, as Mahgoub (2025) shows [46]. The Mono2Micro thesis by Dos Santos
Andrade traces how pipelines per se will need to evolve during migration: the com-
mon monolithic pipeline will eventually have to be replaced by per service pipelines
and automated test harnesses [33]. Orchestration hooks are also required since
the new services still need to coordinate as things are implemented. It is simple to
ignore the idea of divisibility of the pipeline. However, a common pipeline of all
those services, once again, reintroduces the very coupling that microservices are
designed to remove.

The testing must also be in step with the architecture. This can be assisted
through a layered strategy encompassing unit, integration, contract, and end-to-
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end tests should be used sparingly [47], [33]. End-to-end tests are a trap and
one should avoid overreliance on such tests. It compromises the independence
that microservices are purported to confer, because a broken end-to-end suite
blocks each team. Reliability practices are equally important once the running of
the system is complete. Canary release and feature flags allow different teams
to safely deploy. Experiments with chaos plus automated rollback assist them
in recovering when a distributed system breaks down. Faseeha et al. (2025)
argue that none of this is optional for distributed systems [48]. The other piece
is referred to as laC. Configuration errors can be reduced to production incidents
when tools like Terraform, Pulumi, CloudFormation, or even the Ansible replace
manual modification, as explained by Zaker Zavardehi (2024) [39]. All this, testing,
reliability, laC reduction is boiled down to the same thing reducing what a developer
has to remember and get correct by hand. That is cognitive load training.

Culture is more important than most of the technical leaders would like to agree.
The successful organisations provide stream-aligned groups with real ownership
under the principle of you build it, you run it, and incident handling: the writing
teams of a service also run it in production and handle incidents. The same group
possesses continuous improvement, and when something is not functioning at 3
a.m. they are the ones who get paged. Completely service owned teams are more
engaged and proactively fix technical debt, as an ethnographic study by Zhou et
al. found [35]. Observability is also invested in those teams. That makes sense.
When you must feel the repercussions of your own actions, then you have all the
reasons to make the system easier to follow. Teams who exclusively write and
hand over their code to an operations group do not experience the same level of
pressure.

Autonomy devoid of governance however, cannot bring anything but a state of
chaos. The task of the platform, as described by Richardson (2025), is to open
freedom within a framework: golden paths and guardrails standardise security,
observability, deployment, and dependency management, and teams, however, still
choose how they solve domain specific problems [12].

It is in practice a provision of vetted templates in a limited number of languages
and the requirement of justification of departures. Technology sprawl can turn
into an antipattern defeating operability and maintainability [37], [40]. The example
of the Czech company migration that Dolezal and Buchalcevova (2022) discuss
is a warning case: the lack of guardrails has resulted in the appearance of 7
languages and 12 frameworks, which fragment shared knowledge and make cross
team support an impractical option [40]. It is difficult to strike the proper balance.
Excessive levels of governance kill teams. Inadequate stuff disintegrates the
organisation. No one agrees where the line is. Most sources studied in this chapter
consider this an ongoing negotiation, something teams have to keep renegotiating,
instead of settling down once.

5.2.2 PLATFORM PREREQUISITES

When an IDP exists that Richardson calls a microservice chassis, a coherent prod-
uct that abstracts infrastructure and offers secure, paved paths to development,
deployment, and operations [12]. Success is consistently associated in the liter-
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ature with an integrated observability stack that is enhanced with runtime and
deployment capabilities that do not compromise control.

Most organisations should begin to invest in observability. Gomes et al. (2025)
synthesise the consensus in the field around three pillars logs, metrics, and traces
[49]. Table 5.2 summarises the tool categories and their roles. The question for
smaller organisations is which pillar to fund first. Logging is the usual starting
point because it requires the least architectural change. By contrast, distributed
tracing requires instrumentation at every service and can never be worth the effort
until the number of services becomes large enough that keeping all the state in
your head is no longer an option. Implementations of the ELK stack (Elasticsearch,
Logstash, Kibana) do not include vendor locking, as implemented by Zago, as
documented in his thesis [50]. They do have their own operating load, however,
since someone still needs to operate and maintain the Elasticsearch clusters. As
such, there is no free choice here.

The foundation of metrics and tracing is based on that logging foundation. Service
Level Indicators (SLIs) and Service Level Objectives (SLOs) tie these signals to
reliability goals [49]. According to Gomes et al. (2025), this is the appropriate
course of action, and the desire to go vendor neutral when it comes to collecting
data should be encouraged [49]. Subsequent tooling decisions are based on
workload. Jaeger supported by elastic search balances performance and query
power when responding to frequent loads [50]. Tempo is cheaper at large volumes,
but Zago evaluation revealed it to be less responsive to queries [50]. Such a trade-
off is of importance depending on how much ad hoc research a group expects to
perform. Combined observability platforms combining logs, metrics, traces, and
alerts are becoming increasingly popular, despite not yet being fully developed [48].
This is discussed by Faseeha et al. (2025) and indicated in the same direction
by the 2025 trends report of CNCF [51]. eBPF-powered approaches may reduce
instrumentation overhead further [52]. Teams unable to get observability cannot
reason about what they believe their distributed system is doing. This is what all
these tools are attempting to address.

Table 5.2: Observability tool categories for microservice architectures
Pillar Example Tools Purpose

Logging Elasticsearch, Splunk, Loki Centralised structured events
Metrics Prometheus, commercial suites Latency, traffic, errors, saturation
Tracing Jaeger, Tempo, OpenTelemetry  Cross-service request tracking

A service mesh often becomes important as systems scale, though the decision to
adopt one is rarely straightforward. Zhou's 2024 thesis documents how adopting
Istio removed large amounts of boilerplate concerned with retries, circuit breaking,
mTLS enforcement, and service discovery [9]. That meant less cognitive load for
developers. Chen et al. (2023) report similar results [53]. They continue to add, that
meshes also provide traffic controls on canary rollouts and A/B rollouts and built-in
observability on interservice calls. The advantages are tangible. Nevertheless, the
complexity of operation is also a fact and the underestimation of a team is done
on a regular basis.
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With the latency sensitive workloads, like real time bidding or high frequency trading,
the overhead of sidecar proxies may be unacceptable. In those areas, some teams
use resilience patterns, directly in application code, and bypass the mesh altogether.
Such is a fair decision when the latency budget is not exceptionally large. Another
alternative is eBPF powered methodologies; they reposition the mesh functionality
in the kernel and take away the sidecar, as Sedghpour and Townend (2022) discuss
[52]. Itis important to mention that a decision framework provided by Lietal. (2019)
suggests that small deployments of about 10—15 services can still frequently defer
a mesh [54]. This is different when larger or more regulated environments are
being considered, since the benefits of a mesh are likely to be outweighed by the
complexity cost of such a scale. The threshold is not subject to a fixed value: it
depends on the extent to which the system has cross service communication, and
to what degree that communication requires policy enforcement.

Independent deployability relies on a self-service platform that removes complexity
of orchestration. According to the Azure’s architecture guidance, 2025, there is a
recommendation of a paved road on top of Kubernetes [45]. Declarative interface is
used by developers requesting what they need, such as replicas, compute, memory,
and exposure. The platform will take care of the rest: scheduling, scaling, lifecycle
management, and rollback will all be managed without any of this needing to
be managed directly by the developer. Kubernetes is enveloped by an internal
platform as described by Mahgoub (2025) with templates, automatic hooks into
observability, built-in security policies, and standardised deployment workflows
[46]. The outcome was a shortened time between code and production. The
same trend extends to the network edge of Ravera’s 2025 thesis, which integrates
Domain Name System (DNS), certificate management, mesh capabilities, and
ingress routing into a single experience of distributed deployments [55].

It is also necessary that the platform manages secrets, APl management, docu-
mentation, and cost visibility, although not all of these are of equal importance.
Any production system cannot compromise on secrets management. The normal
options are tools like Vault, cloud secret managers, sealed secrets, or encrypted
Kubernetes primitives. An API gateway, according to the patterns summed up by
Wang (2018), centrally performs authentication, rate limiting, routing and protocol
translation to external traffic [56]. An API specification and documentation via a
developer portal reduce the time onboarding, which is important as the number of
services increases. The component which most organisations integrate later is
called cost visibility. While Hamzehloui and Ashabi (2025) contend that disclosing
preservice cloud costs can enable teams to make informed optimisation choices
and limit wastage [42]. Practically, these works are offered as one inner product
which the platform team possesses. Richardson (2025) refers to this as the IDP,
and argues that this is what enables organisations to scale to dozens or hundreds
of services without the cost of running it becoming unmanageable [12].

The creation and upkeep of this platform is costly. Platform teams need staffing
(resolute) and tooling needs continued upgrades, security patches, capacity plan-
ning, and incident response when the platform slips. In organisations that have
less than 5-6 development teams, the overhead of a complete IDP can be more
than the benefits of distribution. That is one more reason organisational readiness
is the initial gate of the staged decision framework presented in Chapter 6.
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5.3 ANSWERING RQ3: THE MICROSERVICE EDGE

The question that is posed is which workload characteristics and facilitating prac-
tices provide microservices with an advantage over a modular monolith. Despite
strong organisational and platform underpinnings, the architecture is not rewarded
until it corresponds to the problem in question. Being there, where the match is
real, the advantage is real. When it is not, the costs are rapidly accumulated and
the architecture turns into a liability. Most of the sources considered in this chapter
are surprisingly informative on this point.

5.3.1 WORKLOAD AND SYSTEM TRAITS

The reviewed sources converge on one point. Microservices make sense only
when distribution buys something concrete. The most common reason is uneven
change rates. One part of the system evolves rapidly while the rest stays stable, and
coupling them forces the fast-moving part to wait for the slow one. A second reason
is heterogeneous scaling, where different components need different amounts of
resources. A third is fault containment. When one service fails, the rest continue to
run. There are also teams that require deploying and releasing services in their own
independent schedules. The additional stretching is difficult to sustain without at
least one of those reasons.

An uneven change across scaled contexts and independent change rates is the
most obvious indicator. Auer et al. (2021) consider rate of change variance as
a decision criterion and propose to track the deployment frequency per limited
context over six months to reveal that change [26]. When a single constrained
context makes dozens of calls, and a nearby constrained context only a few,
coupling this constrained context with a slow one slows it down. It also jeopardizes
the stable one since each shared release is an opportunity that something will fail.
This is demonstrated by a study conducted by Ayas et al. (2023) [27]. The mobile
backend was decoupled with a stable core banking system and daily modifications
started to be reverted on the mobile side. The core grew more stable and cross
team release conflicts were reduced since the two parties were no longer linked
to the same release schedule. There is consensus that when the rate of change
diffuses over sufficiently diversified contexts, independent deployability begins
to sell itself [26]. Boundaries should be sized by cohesion of change within the
teams [10].

A second characteristic is selective, in place, diverse scaling needs. Monoliths
bring everything to scale with each other. This implies planning to manage the
worst-case when most of the code paths do not require it. When service resource re-
quirements vary, benchmark data from Gan et al. (2019) suggest that microservice
architectures can achieve better resource usage [57]. This is simple enough: each
service could be scaled and provisioned separately on hardware, which matched
what it required. Gan et al. (2019) provide the most detailed evidence for this,
and Blinowski et al. (2022) report the typical trade-offs [28]. Monoliths are fre-
quently used to win on latency and throughput when latency and throughput of
a workload increase uniformly. Where scaling requirements are different across
mechanisms, though, microservices can better utilize available resources since
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only the resources needed by a mechanism are consumed. Such gains are deter-
mined by the availability of elastic cloud platforms where the autoscaling is well
established. In fixed environment the benefit becomes smaller [28].

The ownership of data is effective between the success and failure of decom-
position. DDD promotes the idea that a service owns its data, and additionally
interoperates with others through explicit APIs. The most frequent form of failure
mode, which Esas (2022) lists, manifests in such projects that disregard this ad-
vice: a team pursues ACID guarantees across services and eventually finds out
that they have a fragile distributed transaction or a complex saga that is difficult to
operate and debug when broken [37]. An additional example of guidance presented
by Axelsson in 2019 suggests a practical tests during a decomposition: two used
components regularly take part in the same database operation, so they ought to
be collocated [41]. If they are tolerant to eventual consistency, decomposition is
reasonable. The literature suggests consistency in advice: data base preservice
and well-defined boundaries are the solution how to eliminate the cross service
ACID coordination and minimize the incidences of any type of coupling [2], [41],
[37], [45]. Where the domain needs complex and crosscutting ACID workflows with
high consistency, a modular monolith supported by a single database is normally
the less complex and secure choice.

A failure of one service can cause others to crash as the number of systems
increases. Patterns that provide fault isolation, including circuit breakers, timeouts,
bulkheads, and graceful degradation, must be engineered by patterns [58]. This
is clearly brought out by the production ready guidance by Susan Fowler. The
gap is realized by teams that make assumptions and learn of the error in the first
cascading failure. Esteban Cediel Gomez (2025) indicates, in one of his case
studies, what good isolation might look like in practice: a third party payment
failure was contained within the payment service and the checkout maintained its
availability and queued execution as a service [59]. In distributed systems, partial
failure is common. It is also difficult to detect when compared to a complete
failure situation where everything simply does not work [32]. That is important
since irregular states must be detected and managed by operators as Baskarada
et al. (2020) note. The complexity becomes operations and incident response. It
does not remain in the code in good order.

Another factor that can be significant is regulatory and compliance constraints.
Differentiating services using compliance scope allows teams to use specific con-
trols and reduce audit surface area [34]. This is reflected in two examples of Daki¢
(2024). A healthcare component whose health information is encrypted satisfies
the requirements of Health Insurance Portability and Accountability Act (HIPAA)
on its own and light compliance requirements may be used when general user data
is involved. The payment is similar but not identical: card processing code must
comply with Payment Card Industry Data Security Standard (PCI-DSS) and adjacent
services do not need to bear the burden of those compliance requirements. Both
situations may lead to a justified service boundary despite the importance of other
factors.

Not every source concurs on the point where these characteristics warrant distri-
bution. The quantitative criteria offered by Auer et al. (2021) include the variance
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of the deployment frequencies [26]. Practitioner accounts are more likely to be
founded on qualitative judgment rather, which is one of the reasons why there is
no clean formula. Evidence is most convincing when multiple characteristics are
found in combination. A single characteristic is hardly sufficient.

5.3.2 ENABLING PRACTICES

Practices exposed by microservices that organisations can adopt to enhance
how they deliver software, even though they may remain on a monolith is also
exposed. One of them is technology diversity that is applied intentionally. Polyglot
programming and persistence enables teams to select the appropriate tool to
suit each service without stretching out the stack. A machine learning service
implemented in Python has access to existing libraries, e.g., Transactional systems
can remain in Java or Go where they excel and timeseries analytics can adopt a
purpose-built database with no force to eject core services off PostgreSQL [30].
According to the review by Pinto-Agliero and Noel (2025) several such cases
are offered. The uncontrollable threat is diversity. In a Czech company migration
studied by Dolezal (2022), the team had ended up with 7 languages, 12 frameworks,
5 databases and patchy tooling of deployment across all of them [40]. That
made operations more complex and shared practice watered down. The practical
concession is to print golden paths having a little set of encouraged languages
and databases and to allow exceptions when documented as part of a specific
business scenario.

The practice most frequently mentioned in the literature is that of independent
deployability. Teams are forced to ship together using monoliths. That pollutes the
cost of coordination, and raises the risk of release. Feedback is lengthy, as well.
Independent deployability is also a commonly reported benefit and attributed by
Saucedo et al. (2024) to faster releases and shorter lead time [29]. The advantage
of that, can be obtained by a couple of practices which will enable the teams to
release without having to wait until their neighbours have released. Backward
compatible evolution of APIs has often explicit versioning or additively evolving
functionality, and follows an expand contract rhythm: initially support both be-
haviours, then migrate clients, then clear the old path, then clean up any temporary
scaffold. To provide a separation between deploy and release, feature flags allow
staged rollouts and canary traffic. They also make the configuration toggle to
allow instant rollback to be done, and that is quicker and less risky than pushing a
new deployment. It is the other piece called contract tests. They allow providers
to inspect the expectations that consumers announce, so teams depend not on
heavyweight integration environments. Changes to the database follow an expand
contract history of their own so schema and code can be shipped separately [2],
[60], [47].

This is not a given. According to a refactoring study by Siroky, teams which thought
they could do independent releases also had to coordinate due to shared databases,
tightly coupled synchronous calls, undersigned contracts which linked services
together, or common CI/CD pipelines requiring joint releases [36]. Sustaining
independence therefore requires continual design reviews and active governance.

Another practice is the targeted rewrites and incremental modernisation. The
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Strangler Fig pattern, discussed in Section 4.5, is a safer way to peel capabilities
out of a legacy system over time [38]. The alternative is a big bang rewrite, but the
danger is often not justified. The literature is unanimous about this: incremental
modernisation is the desired way [38], [39], [26], [33]. No one in the sources
consulted here suggests a big bang rewrite without any significant caveats.

Team independent and organisation scale are as important as the technology
itself. A combination of clear service boundaries and the Team Topologies model,
enable the addition of teams by organisations without the visage of paralysis in
the coordination process [31]. Monoliths are more likely to experience diminishing
returns as team numbers increase. The same conclusions are obtained by Zhou et
al. [35] during fieldwork. The caveat is that when the structure and architecture are
not aligned, the costs of the coordination increase. When that occurs, the effects
of distribution are rapidly dissipated.

Table 5.3 provides a summary of the enabling practices mentioned above, along
with their main advantages, risks, main sources, and constraints.

Table 5.3: Enabling practices for microservice architectures

Practice Benefit Risk if un- Key sources
governed
Technology diversity Fit-for-purpose  Technology [30], [40]

tools per service sprawl, eroded
shared practice

Independent deployability Faster releases, False indepen- [29],[36]
shorter lead time dence if coupling

persists
Incremental migration Lower risk than Hybrid system [38],[39]
big-bang rewrite  carrying dual
costs
Team autonomy Higher engage- Fragmentation [31], [35]

ment, proactive without gover-
debt reduction nance

5.3.3 SYNTHESIS: WHEN MICROSERVICES HAVE THE EDGE

Evidence from 2020-2025 points to a conditional answer. Microservices outper-
form when four elements line up (all four gates must be passed, though a single
qualifying trigger within an element is sufficient). These four elements, organisa-
tional readiness, platform capability, workload suitability, and strategic context,
form the basis of the staged decision framework proposed in Chapter 6 (Sec-
tion 6.3). Each element maps to a gate in the decision sequence. The framework is
presented in full there. If that alignment is missing, the modular monolith remains a
viable and frequently more appropriate choice because it preserves modularity and
clarity while avoiding the operational and cognitive costs of distributed systems.
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6 DISCUSSION

This chapter interprets the findings from the previous chapter and examines their
implications for the theory and practice of software architecture in 2025. It passes
on answering the questions of the research, to synthesising a broader argument:
the discipline is abandoning the first dogma of technology and moving toward a
sociotechnical and context aware approach.

6.1 A SHIFT IN FRAMING: FROM TECHNOLOGY-CENTRIC
TOo HUMAN-CENTRIC ARCHITECTURE

The literature indicates a reframing of the architectural debate. In the 2010s,
that discourse was technological in focus and discussed architecture merely
as a choice of technology [12], [6]. Microservices were touted as the imminent
successor of monoliths, often exacerbated by what practitioners have described
as “résumeé driven development”, whereby technologies are adopted to support
career signalling, on the basis of technical merit, and by attempting to follow in
the footsteps of such companies as Netflix and Amazon. Discussions and blog
articles present microservices as immature development.

New research undercuts the framing of the new body of work. The discourse by
2025 is sociotechnical discourse. The question now posed by the practitioners is
which architecture would be suitable to the context and constraints of the team.
The vocabulary has evolved in line with that. Authors now foreground cognitive load,
team topology, and organisational maturity. The assumption that microservices are
inevitable has weakened [12], [6], [10]. It is arguable whether this is really a change
in basic assumptions in the sense that Kuhn (1996) [61] understands it; the shift
is better characterised as a radical reorientation in terms of which architectural
options the field considers to exist. Chapter 5 evidence demonstrates that the
weight of organisational capacity and human factors are on par with technology
capability in architectural performance.

Team cognitive load is popularised by Skelton and Pais as the prism through
which this re-orientation takes place and gives us a framework to reason about the
human cost of the architectural complexity [10]. Cognitive capacity is finite, and
that finiteness constrains which architectures a team can sustain. The framework
currently does not provide the quantitative tools that, according to the theory, are
necessary not to exceed the thresholds that it suggests, but only a bit beyond
them. Nevertheless, its meaningfulness is that the human price of architectural
choices is now clearly stated and can be discussed. The costs of microservices
go beyond infrastructure. They eat into developer time as well, time spent on
distributed complexity that could go toward the product. According to Zhou et
al., immature platforms and disunited DevOps cause high costs, a deficiency
in practical guidance, and coordination overhead, which indicates the concrete,
human, form of distributed complexity [35].
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The cognitive load lens has its fair share of limitations and other possible causes
should be considered. One of the counterarguments is that in an extreme instance
of engineering talent, low platform maturity can be offset. Even in the absence
of a full IDP, microservices in a small team of experienced distributed systems
engineers may succeed because their experience replaces the guardrails that a
platform would otherwise offer. This is, however, as is indicated in the examined
evidence, the cases are the exception, rather than the scalable pattern. According
to Zhou et al. (2022), even highly skilled teams report a high coordination over-
head in situations where platform support is not present [35] and Baskarada et al.
(2020) report that individual talent does not reliably counteract an immaturity in
an organisation as a growing engineering department [32]. A second counterargu-
ment is that the cognitive load framework, because it lacks validated quantitative
instruments, may lead teams to overestimate the difficulty of distribution and avoid
microservices when they would in fact be beneficial. This risk is actual, and it
is one of the reasons why the domain suitability and scaling needs are separate
gates in the decision framework proposed in Section 6.3 instead of being reliant
on cognitive load. This framework will serve as a structured conversation guide,
rather than as a cause to escape distribution in a categorical manner.

The re-embracing of the resurgence of the modular monolith fits the argument
that team cognitive load must drive architectural decisions although other factors
such as lower cost of cloud service providers and better monolith tooling also
likely play a role. The modular monolith does not represent a retreat to older
practices. It eliminates extraneous cognitive load due to the separation of concerns
and modularity but does not require dealing with network latency, cross service
debugging, or eventual consistency. They also evade the operational cost of
sustaining several services on the run. Formalisation of the modular monolith and
description of its properties are formalised by Su and Li [5]. Their review collects
empirical evidence of the real world that supports treating it as a practical default
by the teams in a context that does not demand distribution.

6.2 THE “"PLATFORM AS A PREREQUISITE” MANDATE

The use of microservices does not come at the level of the application. The
2024-2025 literature is converged to reach a non-negotiable prerequisite: a ma-
ture, self-service IDP. It was this necessity which led to the growth of platform
engineering. Platform teams provide what Skelton and Pais call a paved road,
handling deployment and observability alongside security and networking so that
stream-aligned teams can operate safely [12]. This is put into practice by cognitive
load management. Platform teams take in distributed system complexity to enable
product teams to concentrate on the business. That investment pays off across
the organisation: every hour a platform team spends on self-service tooling is an
hour that multiple stream-aligned teams do not spend on infrastructure. So the
migration advice is simple. Build the platform first. Do not start by breaking up
the monolith. Organisations that skip this investment typically face overwhelming
operational burden [10], [35]. Organisational readiness appears as the first gate in
the decision framework proposed in Section 6.3 for exactly this reason.
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Platform investment must be budgeted and staffed before migration begins. Treat-
ing it as a parallel workstream that will catch up does not work. Zhou's 2024
migration case is instructive: the team spent roughly six months building CI/CD
and observability alongside laC capabilities and automated testing before extract-
ing the first service [9]. Six months, and that was before a single service was
extracted. Organisations that treat platform work as overhead tend to accumulate
technical debt in their infrastructure layer, and that debt compounds as the service
count grows. The CNCF Platforms White Paper [13] recommends that platform
teams operate as internal product teams. This translates to having their own
roadmap and their own user research, their own commitment at their service level
and their own feedback loops with the developers that use the platform. Otherwise
the platform quickly becomes something enforced at the top and teams operating
around it instead of being dependent upon it.

6.3 AN INTEGRATED DECISION FRAMEWORK

The three research questions, taken together, point toward a decision framework.
The framework treats the architectural choice as a socio-technical judgment rather
than a technical checklist. The evidence is already out there, as identified in Sec-
tion 4.6. No one had pulled it into a single decision process before; this framework
does that. The conversation should proceed in stages, where an early “no” at
any stage strongly favours the modular monolith. Figure 6.1 shows the staged
process, with diamond shapes for assessment stages. These are not strict binary
gates. Each one requires qualitative judgment informed by the criteria discussed
in Chapter 5.

Organisational readiness comes first in this framework. If an organisation lacks a
dedicated platform team with self-service tooling for deployment and observability
and infrastructure, that is already a problem. The same applies when teams are
not stream-aligned with end-to-end ownership, or when the DevOps culture has not
reached high automation [12], [32]. Any of these gaps means the default should be
a modular monolith, because proceeding without this foundation will overwhelm
teams [10], [35]. Teams can assess readiness by asking a few practical questions.
Is there a resolute platform team at the organisation, or do developers still need to
worry about their own infrastructure? Do delivery teams have end-to-end ownership
and stream alignment? In case the flow of handoffs between development, QA,
and operations is more than the rule, which is an indicator that the organisation is
not ready [12]. The matter of Cl/CD maturity is also a question: do deployments
couple on a shared pipeline, or do each service individually rely on an automated
pipeline [33], [45]?

The next gate will be the business domain. Bounded contexts must be weakly
coupled and have a defined ownership of data. If most of the domain is changing
at an equal pace, or even in case the business processes may demand frequent
transactions that can cross boundaries adhering to the ACID requirements, distri-
bution does not offer much advantage and the expense is real [26], [31]. A modular
monolith will be a better fit in such cases since it enforces transactional integrity
and minimizes coordination overhead [5], [11]. The practical question is whether
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Organisational
Readiness?
(Platform,
teams,
DevOps culture)

Modular
Monolith

Domain

Suitability?
Modular (Loose coupling,
Monolith uneven

change rates,
data ownership)

Scaling
Needs?
(Heterogeneous
scaling,
fault isolation)

Modular No
Monolith

Strategic
Context?
(Many teams,
proven need for
distribution)

Modular No
Monolith

Microservices

Figure 6.1: Staged decision framework for architectural choice. At each stage,
a “No” answer favours the modular monolith as the default. Each gate involves
qualitative assessment rather than a binary test.
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bounded contexts change at different rates [26], and whether each candidate ser-
vice can own its data without cross-service transactions for common operations
[31]. Another thing to check is whether the interfaces between contexts are narrow
enough that business processes do not routinely need to cross multiple boundaries

[3].

On cross services a clear technical rationale is offered, on the condition that the
preparations and domain criteria are already met [28], [29]. Monolithic scaling can
be more efficient when scaling requirements are homogenous. The question is
whether different parts of the system have genuinely different resource profiles
[28]. Fault isolation matters too: is there a concrete requirement for it [58]? Teams
should also consider whether uniform scaling would be wasteful or insufficient for
their workload [29]. If none of these point clearly toward distribution, there is no
good reason to leave the modular monolith.

Strategy matters too. Products that are still at earlier stages require speed of
iteration more than anything else, and a modular monolith is the most efficient way
to achieve that speed by minimising overhead [1], [6]. The calculus does vary where
big organisations which have already passed readiness criteria. Microservices can
unlock such parallelism [35] when dozens of teams are required to work on the
same product simultaneously. This can be assisted with a few questions. Does
the organisation consist of many independent teams where each cannot block
the other in working on the same product [35]? Has the team recorded an actual,
business oriented necessity of distribution [6]? And is there a plausible proposal
of incremental migration instead of a big bang rewrite [34]?

Table 6.1 summarises the practical assessment questions for each gate.

Table 6.1: Practical assessment questions for each framework gate

Gate Assessment questions

1. Organisational readiness

2. Domain suitability

3. Scaling needs

4. Strategic context

Is there a dedicated platform team? Do delivery teams
have end-to-end ownership and stream alignment? Do
services have independent automated pipelines?

Do bounded contexts change at different rates? Can
each candidate service own its data without cross-
service transactions? Are interfaces between contexts
narrow?

Do different system components have genuinely differ-
ent resource profiles? Is there a concrete requirement
for fault isolation? Would uniform scaling be wasteful
or insufficient?

Does the organisation have many independent teams
that must work on the same product? Is there a docu-
mented business-driven need for distribution? Is incre-
mental migration feasible?

This is a structure of what to discuss in a structured formation rather than a formula
[26]. Organisational readiness must first be appraised before domain suitability
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can be assessed without the platform and team structure in place. Even with
readiness and a suitable domain, if scaling drivers do not justify distribution, the
simpler option is preferable. Teams can begin with a modular monolith, invest in
platform capabilities, and extract services when the drivers emerge; conversely,
service boundaries can be consolidated when overhead outweighs benefits.

The inclusion of organisational readiness and team cognitive load as first-order
decision factors compared to Auer et al’s [26] assessment framework that as-
sumes pre-eminence on technical migration criteria. The two intersect where they
both consider domain coupling and change-rate variance. At the starting gate
where they diverge is that: Auer et al. are assuming that the organisation is already
prepared and asking whether the system is a good candidate; this framework is
asking whether the organisation can sustain distribution before evaluating the
system. The two are complementary: the criteria provided by Auer et al. can be
used to inform the domain suitability and scaling stages of this framework.

Table 6.2 summarises the key dimensions along which the two architectures differ.

Table 6.2: Comparison of modular monolith and microservices across key dimen-
sions

Dimension

Modular Monolith

Microservices

Deployment
Data management

Scaling

Team structure
Cognitive load
Operational overhead
Fault isolation

Best fit

Single artefact

Shared database,
transactions

Uniform (whole applica-
tion)

Shared codebase, module
ownership

Lower extraneous load

local

Standard CI/CD, single run-
time
Process-level

Early products, stable do-
mains, small teams

Independent per service

Database per service,
eventual consistency

Selective (per service)

Service ownership,
stream-aligned teams

Higher extraneous load
from distribution

IDP, observability stack,
service mesh

Service-level (with engi-
neering effort)

Volatile domains, hetero-
geneous scaling, large
orgs

Context is the decisive factor. What works for Netflix, with hundreds of teams, a
mature platform, and a volatile domain, does not map to a ten-person startup.

6.4 THE FUTURE OF THE DEBATE: A SPECTRUM OF

CHOICES

The debate is no longer binary. Architecture now spans a spectrum, and modular
monoliths and microservices are just two points on it. Google’'s Service Weaver,
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introduced in Section 2.1.5, illustrates how teams can develop as if in a monolith
and choose at deployment which modules run together or separately [5]. Service
Weaver is in early adoption. The model is didactic, however. Organisations may
start with a monolithic deployment due to its simplicity, but then separate modules
to scale or isolate faults independently.

This is in practical terms evidence-based architectural development. A case in
point of either of the two ethos is the trail that teams on Amazon Prime Video
ship fast with a monolith or a serverless-first ethos and then use indicators of
real signal operation to make a specific refactoring [4]. Those indications may
be performance bottlenecks or cost pressure, and scaling limits and real usage
patterns. Migration processes plotted by Ayas et al. [27] do not differ in logic,
but insist on a combination of business and technical drivers (strategy) and their
validation by iteration (processes).

This shift can be speeded up using Al-assisted observability and automated refac-
toring tools. When they make the cognitive load of providing distributed systems
less significant, the impediment to microservices eliminates. Analytics might
eventually be able to infer coupling and frequency of change based on telemetry,
or spot patterns of resources that might suggest refactoring candidates. This is
conjectural, though. All these tools are currently not at the production level.

Tooling alone cannot compensate for insufficient organisational maturity or poorly
understood domains [32]. The 2020-2025 evidence consistently points to design-
ing for evolvability and starting with the option that preserves the most flexibility,
which for most teams means a well-structured modular monolith that can be
selectively distributed when the data supports it.

6.5 LIMITATIONS OF THE CURRENT RESEARCH

This synthesis has limits that should be read alongside the methodological limita-
tions discussed in Chapter 3 (Section 3.5). Two points deserve emphasis in the
context of the discussion.

First, the proposed decision framework has not been validated empirically. It is
derived from a synthesis of existing literature and represents a reasoned integration
of the evidence, but it has not been evaluated against real architectural decisions
in a controlled setting. Auer et al. (2021) provide a precedent for framework-based
assessment in this domain [26], and future work could evaluate the framework by
applying it retrospectively to documented architectural decisions in organisations
of varying sizes and maturities, comparing the framework’s recommendation with
the actual outcome, and assessing whether the staged gates would have predicted
success or failure. It is also possible to design a prospective study involving
teams using the framework to inform some real architectural decision and report
whether the process resulted in an improvement in the quality of the discussion
and confidence in the outcome.

Second, the discipline evolves rapidly. Such conclusions are some point along
the way, and best practices, tools, and consensus are definitely going to keep on
evolving. It may be possible that a study duplicated in 2027 or 2030 may yield
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differing results. Platform engineering tooling is rapidly changing, so that the
platform prerequisites detailed in Chapter 5 will shift as the tools continue to
advance and reduce the barrier to entry. When selecting the best architecture, each
organisation needs to evaluate its own situation, capabilities, and objectives.
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7 CONCLUSIONS

This thesis has combined both scholarly and practitioner-driven evidence between
2020 and 2025 to explore the decisions between microservices and modular
monolith architectures within teams. This chapter summarises what the study
found, states the contributions, offers practical recommendations, and maps
directions for future research.

7.1 SUMMARY OF KEY FINDINGS

The results directly answer the three research questions, but the response is
more conditional than a simple yes or no. For RQ1, the evidence shows that
defaulting to microservices based on fashion rather than demonstrated need is
a recurring mistake. The evidence continued to reflect on the one aspect that
was: the architecture must be what the team can operate. When it fails to, either
because the product is too young, the platform too thin, the domain too stable,
or the team too small to need self-service infrastructure, the modular monolith
can perform better than microservices. It retains the modularity, but removes the
operational weight distribution adds, and, in most of the cases considered in this
thesis, the trade-off involved was not being considered closely.

In the case of RQ2, microservices prerequisites do not constitute a wish list. They
are structural. Teams must be independent and stream-aligned, and be supported
by a platform team. The DevOps culture must be at a level such that CI/CD,
observability, and infrastructure provisioning actually leads to operations that do
not require heroics. There must be governance as well, or technology sprawl
will overcome. An operational service mesh in complex environments is often
an indication that the operational discipline exists. In their absence, the burden
of distribution exists and that circles back to RQ1. The situations in which the
modular monolith succeeds are those under which these conditions are not met.
Most organisations are not anywhere near what microservices need.

In the case of RQ3, microservices can only reap the benefits when the workload
itself requires distribution. It refers to volatile domains where components of the
system vary at a different rate, or scaling requirements that vary across compo-
nents, or data ownership that can withstand eventual consistency, or hard fault
isolation criteria. Not all of those need to be present simultaneously; one workload
driver is sufficient to justify distribution, provided the organisational and platform
preconditions of RQ2 are already met. The costs of distribution cost more than
you get back without both the workload driver and the organisational readiness.

7.2 CONTRIBUTIONS OF THE THESIS

This work synthesises the 2020-2025 discourse and documents the turn from
evangelism toward pragmatism. The synthesis shows that the criteria for evaluat-
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ing architectural decisions have changed. Organisational capacity now carries as
much weight as technical capability. Prior sources address these factors individu-
ally but do not pull them into a single decision process. It places team cognitive
load at the centre of architectural decision-making and connects Team Topologies
with mainstream architecture literature.

It also reinforces and contextualises the modular monolith as a modern default,
not a legacy compromise, and clarifies the contexts in which it excels. The pattern
itself is formalised and used by Su and Li (2024) [5]; this thesis synthesises and
applies their work along with organisational and workload data to demonstrate
the places where the pattern fits best.

The thesis is a proposed staged decision framework (Figure 6.1) which combines
organisational, domain and technical factors into a structured evidence-based
guide as outlined in Section 1.4. The framework complements the assessment
criteria [26] of Auer et al. (2021) by the contribution of organisational readiness
and cognitive load as the first-order decision factor.

7.3 PRACTICAL RECOMMENDATIONS

Following the results, the subsequent recommendations are presented to practi-
tioners:

1. Initial new systems should be based on a modular monolith organisation.
However, it is a workable long-term architecture and not a stepping stone.
People promoting distribution must present documented evidence that the
benefits will outweigh the costs. These benefits must be specific: indepen-
dent deployability, selective scaling, fault isolation, or any combination. The
costs are real as well. The operational overhead, the amount of cognitive
load, the spread complexity, and the number of people to oversee all this are
quickly compounding. That is a great stretch, and it ought to be so.

2. Day one design to be modular. Create explicit bounded contexts with DDD
and enforce them with systems like hexagonal or clean architecture, and
tools like dependency analysis and architectural fitness functions.

3. Make decisions evidence-based. Instrument systems and observe how
teams really work. Periodically review the data and develop the architecture
in an incremental fashion. The most important metrics are the deployment
frequency, the lead time, the mean time to recover, the resource usage,
infrastructure cost, and system performance parameters such as latency
and throughput [26]. When the information reveals a distributed portion is
not drawing its own weight, refactor or consolidate. Specific thresholds vary
based on organisational context, therefore, there is no universal number. It
is important to gather the data, and to use it. It is not sufficient to rely on the
intuition.

4. Check the fit using Team Topologies model. Considered merely as a sketchy
heuristic, indexed upon the Team Topologies model [10], should a team itself
manage more than two or three simple domains or fail to be supported by
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the platform, the cognitive load may be too great and the design must be
redone, irrespective of its theoretical attractiveness.

5. Investin platform engineering before migrating. An efficient IDP must provide
self-service deployment pipelines, observability with tracing, logging, and
metrics, laC with automated provisioning, security and compliance tooling,
and clear documentation with golden-path templates.

6. Move incrementally. Use patterns such as the Strangler Fig. Select extrac-
tions by their business value, rate of change, scaling needs, and team limits.
Store low and constant value items within the monolith. Many organisations
settle on a lasting end state with a modular monolith in the centre and a few
target microservices on the edges.

7.4 DIRECTIONS FOR FUTURE RESEARCH

A significant gap in the existing evidence is that there are no validated instruments
to measure cognitive load in software teams. This thesis applies cognitive load
as a key point but the line of argumentation is qualitative. Behind it there is no
measurement. The field requires instruments specific to software development,
like the validated scales found in the research of human factors, and controlled
comparisons of teams working in modular monoliths and microservices. Variables
such as the count of individuals on a team, complexity of domain, and maturity
of platform would have to be kept constant, as would the age of the codebase.
Such a study is costly and difficult to establish which is the main reason why such
a study has not yet been done. However, in the absence of it, the cognitive load
argument remains on the plane of a heuristic. It is yet to be an empirically based
decision criterion.

Longitudinal studies would also come in handy. Most of the evidence evaluated in
this thesis is a snapshot: a team migrated, here is what happened. The long view
is what is lacking. There is also a gap in the evidence base regarding the impact of
architectural decisions on an annual basis. There is a question mark on whether
modular monoliths tend to degenerate into poorly crafted codebases as discipline
decays, or whether microservice estates drift to distributed monoliths as groups
change and institutional knowledge is lost. Migration triggers of choice, the real
payoffs and trade-offs, the costs that become visible only after a few years would
all help create a depth that cross-sectional studies would fail to give. Lessons
gained across time are particularly difficult to capture since it means that the
researcher must remain in the same organisation long enough to observe effects.

In case LLMs can assist developers in reasoning about distributed systems, the
argument on cognitive load presented by this thesis might require revision. The
overhead of monitoring numerous services could be brought down by Al-assisted
observability. This might be rendered less expensive due to automated refactoring
tools, although neither capability is at a mature stage yet. Models analysed on
telemetry and organisational cues might also advise when to refactor or consoli-
date, though that also relies on human judgment. The equipment is not available. It
remains an open question whether any of these ideas stand the test of production
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and the field has inadequate evidence to say so.

Even the architectural spectrum per se is growing. Platforms like Service Weaver
allow groups to code in a monolith but then at deploy time may choose whether
modules can be run together or separately. That alters the conceptualisation
of boundaries. Serverless, Function-as-a-Service (FaaS), WebAssembly (Wasm)
as a microservice runtime, and edge computing models all must be rigorously
compared with monoliths and microservices. Wasm may minimise startup latency
and resource overhead, but the effect of production on the Wasm remains poorly
characterised. Hybrid use that cuts across each of these models is widely practised.
The literature has not caught up with that yet.

Wider views are required as well. The conversation at the present day, as observed
in Section 3.5, is Western and English language. Comparative analysis and cross-
regional studies could re-evaluate a diverse range of team structures, platform
strategies, norms of decision and regulatory constraints that prevail on commonly
existing assumptions. The discipline also requires another economic analysis
which is sharper. A more helpful model than the performance benchmarks that now
dominate the literature would be models of Total Cost of Ownership (TCO) which
include infrastructure, platform engineering staffing, developer cognitive overhead,
and opportunity cost. Currently, most comparisons are based on throughput and
latency and do not consider the organisational costs. Hamzehloui and Ashabi
(2025) have initiated this work [42], although greater, longitudinal cost studies are
required.

7.5 FINAL REFLECTIONS

The evidence, discussed during Chapters 4 through 6, continued to head, time after
time, to the same objective. The architecture must be capable of being managed
by the team. Technology is important, yet when a distributed system surpasses the
operational capacity of the team collaborating with it, then it becomes a problem
instead of a solution. A team of modular monoliths keeping the team focussed on
the domain can be long-lived and in most of the organisations described in the
literature, which would have been the better starting point. The revelation that |
had during this research was what the frequency of the evidence demonstrated,;
that the teams had difficulties with the organisational weight around microservices
more so than with the technology itself. Starting with a modular monolith and
adding distribution only when the evidence supports it is the lower-risk path, and
the literature indicates that it would be an advantage to most teams to take it.
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