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Financial time series prediction remains challenging, and many existing approaches offer limited
interpretability. This thesis investigates whether Matrix Profile-based historical pattern similarity
can provide interpretable features with detectable predictive signals for financial time series trend
classification. Using daily closing values of the S&P 500 index from 1990 to 2025, this thesis
derives features from Matrix Profile similarity search, evaluates them with a linear Support Vector
Machine, and uses a Random Forest classifier for comparison. The results show that certain
Matrix Profile-derived features exhibit relatively consistent directional behavior in the classification
decision. However, these features do not consistently outperform baseline statistical features, and
overall classification performance remains modest. The main contribution of this thesis is to show
that Matrix Profile similarity information can be transformed into interpretable features for financial
trend classification, rather than serving as a high-accuracy prediction method.
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1. INTRODUCTION

A time series is a sequence of observations recorded in chronological order. Time series
prediction methods aim to identify patterns in historical data to infer future outcomes [1].
In the financial domain, time series prediction refers to the task of inferring future values,
trends, or risk characteristics of financial variables from their historical data [2, 3]. A
common formulation of this task is trend classification, which focuses on predicting the
direction of future price movement rather than its exact value.

In recent years, machine learning methods, and deep learning models in particular, have
become the dominant approach in financial time series prediction [1, 3, 4]. These mod-
els can learn complex nonlinear relationships from large-scale historical data, and have
shown strong predictive performance compared to traditional statistical methods across
a range of benchmarks [5]. Representative models include recurrent neural networks,
long short-term memory networks, convolutional neural networks, and more recently
Transformer-based models. These methods have been widely applied to tasks such as
price prediction, volatility estimation, and trend classification.

However, deep learning models operate as black boxes, providing limited insight into
their internal decision-making processes [6]. In finance, this lack of transparency is par-
ticularly concerning. Stakeholders, including investors, analysts, and regulators, often
require clear and justifiable grounds for their financial decisions to ensure accountability
and traceability [7, 8]. If the reasoning behind a prediction cannot be audited or explained,
high predictive accuracy alone may not be sufficient.

One intuitive approach to achieving interpretability is based on the principles of technical
analysis, particularly the assumption that historical patterns tend to recur [9]. Although
this assumption remains debated in the academic literature, it offers a transparent ana-
lytical logic: by identifying historical patterns that are closely similar to the current market
conditions, analysts can support their predictions through traceable comparisons with the
past. Unlike deep learning, where the use of historical data is hidden inside the model,
this approach makes the historical reference explicit. To make this pattern-matching pro-
cess practical, an efficient method for subsequence similarity search in time series is
required.

The Matrix Profile algorithm, proposed by Yeh et al. [10], provides an efficient compu-



tational framework for such subsequence similarity search. By computing pairwise dis-
tances among all subsequences within a time series, it can precisely identify the closest
historical match for any given pattern. Its output is naturally interpretable: each match cor-
responds to a real segment of historical data that can be directly inspected and verified
by a human analyst.

Matrix Profile has been successfully applied in many domains, such as industrial mon-
itoring [11] and bioinformatics [12]. However, its use in finance remains very limited.
Cartwright et al. [13] explored its potential for identifying recurring price patterns, or mo-
tifs, in financial markets. Yet identifying similar patterns alone does not directly yield a
prediction. To be useful in a classification task, the similarity information must be trans-
formed into features that a predictive model can use. How to systematically achieve this
transformation has not been addressed in the existing literature.

Motivated by this gap, this thesis aims to address the following research question: Can
historical pattern similarity derived from Matrix Profile provide interpretable features with
detectable predictive signals for financial time series trend classification?

To answer this question, this study uses daily closing data from the S&P 500 index and
employs Matrix Profile to extract historical similarity information for classification. This
thesis does not claim to outperform complex deep learning models in predictive accuracy.
Instead, its primary contribution is to show that the similarity information provided by Ma-
trix Profile can serve as a potentially useful and financially meaningful source of features,
offering transparent and traceable support for financial decision-making.

The remainder of this thesis is organized as follows. Chapter 2 introduces the theoretical
background, including the mathematical foundations of time series, the Matrix Profile, and
the classification methods used in this thesis. Chapter 3 describes the experiments in de-
tail, with a focus on the experimental design and the feature extraction process. Chapter
4 presents the experimental results. Chapter 5 discusses the findings, and Chapter 6
concludes the thesis.



2. THEORY

This chapter introduces the theoretical foundations for this thesis: the time series con-
cepts used to represent financial data mathematically, the Matrix Profile framework that
underlies the similarity search, and the classifiers and evaluation metrics used in the ex-
periments.

2.1 Time Series

A time series is an ordered sequence of real-valued observations indexed by time. For-
mally, a time series 7' of length n is defined as

T = (tl,tg,...,tn), tzE]R (21)

Time series can be classified according to the nature of the time index, the sampling struc-
ture, and the dimensionality of the observations. In particular, they may be continuous-
time or discrete-time, regularly or irregularly sampled, and univariate or multivariate [14].
Financial data typically belong to the discrete-time category and are often analyzed as
sequences observed at a chosen sampling frequency, such as daily, weekly, or monthly
[15].

2.1.1 Financial Time Series

Based on the general definition above, the financial time series considered in this study is
a chronologically ordered sequence of daily closing values of the S&P 500 index, obtained
from Yahoo Finance:

T = (p17p27"'7pn)7 (22)
where p; represents the closing value on the i-th trading day, and n is the total number of
trading days. Figure 2.1 shows the complete S&P 500 series used in this study.

The series is indexed by trading days rather than calendar days. Since stock exchanges
such as the New York Stock Exchange (NYSE) are closed on weekends and public holi-
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Figure 2.1. Daily closing values of the S&P 500 index from 1990-01-01 to 2025-12-31.

days, no closing values are available for those dates. Under the trading-day convention,
consecutive indices correspond to consecutive market sessions; for example, if Friday is
indexed as day i, then the following Monday is indexed as day 7 + 1. In this thesis, non-
trading days are not filled by interpolation or forward filling, since such methods would
assign artificial values to dates with no trading and could distort the local structure of the
series. Therefore, only actual trading days are retained.

In a daily closing value series, overnight gaps may occur between consecutive observa-
tions because the closing value on one trading day may differ from that on the next trading
day due to information arriving while the market is closed. This applies to all consecu-
tive trading days, not only across weekends or holidays, although the gap may be larger
when more non-trading days intervene. These gaps are preserved in the series because
they reflect genuine market reactions to new information such as earnings announce-
ments, macroeconomic news, or geopolitical events. As discussed in Section 2.2.1, the
z-normalization used in Matrix Profile distance computation reduces the effect of absolute
magnitude and focuses the comparison on subsequence shape.

2.1.2 Subsequences and the Sliding Window

To compare recurring market patterns, it is necessary to move beyond single observations
and consider contiguous segments. The core unit of analysis in this thesis is a contiguous
segment of the time series, referred to as a subsequence.

Given a time series 71" of length n and a subsequence length m, a subsequence 7; ,, is
defined as a contiguous segment of 7' starting at position i:

Tim = (tistizr, -y tigm—1), 1<i<n—m+1 (2.3)

The set of all possible subsequences is obtained by sliding a window of length m across
the time series one position at a time. This produces a total of n — m + 1 overlapping
subsequences. In this study, each subsequence represents a segment of S&P 500 index



movement over m consecutive trading days.

This sliding-window construction produces the set of subsequences over which similarity
is evaluated. Once these subsequences are defined, the next step is to determine how
their similarity can be measured efficiently, which leads to the Matrix Profile framework.

2.2 Matrix Profile

The Matrix Profile is a data structure that summarizes the nearest-neighbor distances
for all subsequences in a time series. The following subsections define the distance
measure, the Matrix Profile itself, the algorithm used to compute it efficiently, and the
Top-K matching mechanism applied in this study.

2.2.1 Distance Profile

The first step in subsequence comparison is to define a distance measure that quan-
tifies how similar two subsequences are. The similarity between two subsequences is
measured using the z-normalized Euclidean distance. Given two subsequences 7; ,,, and
T, their z-normalized Euclidean distance is:

m—1 2
bigk — i tivk — 1
d(ﬂ,nﬂ” E,m) _ Z ( +k % _ itk :uJ> ’ (24)

0 ag; O'j

where 1i; and o; are the mean and standard deviation of subsequence T; ,,,, respectively,
and p; and o; are those of T} ,,. The z-normalization ensures that the distance measure
is invariant to differences in amplitude and offset. In financial terms, this means that two
index patterns with the same shape but different index levels (e.g., one that occurs around
the 3000 level and another around the 5000 level) will be recognized as similar. This effect
is illustrated in Figure 2.2.

Raw value Z-Normalised shape
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Figure 2.2. Effect of z-normalization. Left: comparison in raw values. Right: comparison
after z-normalization.



For a given subsequence T ,,,, the distance profile D; is the vector of z-normalized Eu-
clidean distances between 7; ,,, and all subsequences in the time series:

Dilj] = d(Tipm, Tjm), 1<j<n—m+1. (2.5)

In practice, an exclusion zone is commonly applied around the query position to prevent
trivially similar overlapping subsequences from being returned as matches. Figure 2.3
shows an example of the distance profile computed for a query subsequence against all
preceding subsequences in the S&P 500 series.

S&P 500 Series (red = query subsequence)
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Figure 2.3. Distance profile for a query subsequence (red, upper panel). The lower panel
shows the distance profile; the green dot indicates the minimum distance (1.73) and the
best historical match.

2.2.2 Matrix Profile and Matrix Profile Index

The Matrix Profile P is a vector of length n — m + 1, where each element P; stores the
distance to the nearest neighbor of subsequence 7 ,,:

P; = min(D;). (2.6)

The Matrix Profile Index I records the position of this nearest neighbor:

I; = argmin(D;). (2.7)

Low values of P; indicate that the subsequence at position ¢ has a close match elsewhere
in the time series and are therefore associated with motifs. By contrast, high values
indicate that the subsequence is relatively unusual and may correspond to discords or
anomalies. In other words, the Matrix Profile summarizes, for every subsequence in
the series, how strongly it resembles its closest non-trivial match. Figure 2.4 shows the
complete Matrix Profile computed over the S&P 500 index series.
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Figure 2.4. Complete Matrix Profile computed for the S&P 500 series. Upper panel: S&P
500 series. Lower panel: Matrix Profile values (1-nearest-neighbor distances).

2.2.3 The MASS Algorithm

A practical challenge in subsequence similarity search is that exhaustive comparison be-
comes expensive when the time series is long. Computing the distance between a query
subsequence and every candidate naively requires O(nm) operations. Mueen’s Algo-
rithm for Similarity Search (MASS) uses the Fast Fourier Transform (FFT) to compute the
entire distance profile in O(nlogn) time [16]. This efficiency makes it practical to apply
the Matrix Profile to time series spanning thousands of trading days.

In this thesis, MASS is used as the core procedure for efficient subsequence compari-
son within the Matrix Profile framework. The specific implementation details used in the
experiments are described in Chapter 3.

2.2.4 Backward-Only Constraint

In time series prediction tasks, a critical requirement is that the model must not access
future information. When searching for similar subsequences, this means that for each
query subsequence 7; ,,,, only subsequences that occur strictly earlier in time may be con-
sidered as potential matches. Accordingly, the historical search is restricted to candidate
subsequences satisfying

j+m—1<i. (2.8)

This backward-only constraint prevents information leakage. If future subsequences were
allowed as matches, the model could indirectly exploit information about future outcomes.
This would make the performance estimates unrealistically optimistic.



2.3 Classifiers

A classifier is a function that maps an input feature vector to one of a finite set of discrete
class labels. This distinguishes it from a regression model, which outputs a continuous
value [17]. In this study, the prediction task is formulated as binary classification, where
the output label indicates whether the future index movement is up (1) or down (0).

In this thesis, the similarity information obtained from historical pattern matching is not
used directly as a final decision rule. Instead, it is transformed into features and fed to su-
pervised classifiers. This study employs two classifiers: a linear Support Vector Machine
(SVM) as the primary model and a Random Forest (RF) as a comparison baseline. To
evaluate the usefulness of the extracted similarity-based features, this thesis considers
both an interpretable linear model and a nonlinear ensemble method.

SVM is a supervised classification method that seeks an optimal hyperplane to separate
data points of different classes [18]. The hyperplane is chosen to maximize the margin,
that is, the distance between the decision boundary and the closest data points from
each class. In this thesis, a linear SVM is used so that the learned weight vector can
be interpreted directly. Given a training set of feature vectors x; € R? with labels y; €
{—1,+1}, the linear SVM solves:

n

rg%?%||w\|2+0;max(0,l—yi(w-xrl—b)), (2.9)
where w is the weight vector, b is the bias, and C' is the regularization parameter that con-
trols the trade-off between maximizing the margin and minimizing classification errors. For
a new input vector x, the predicted class is determined by the sign of w - x + b: a positive
value assigns the input to class +1, and a negative value to class —1. Because the model
is linear, the resulting weight vector w is directly interpretable: the magnitude and sign of
each component w; indicate how much and in which direction the corresponding feature
contributes to the classification decision.

RF is an ensemble learning method that constructs multiple decision trees during training
and outputs the majority vote of the individual trees as the final prediction [19]. Each tree
is trained on a random bootstrap sample of the data, and at each split, only a random
subset of features is considered. This combination of bootstrap aggregation and feature
randomness reduces overfitting and often yields a more robust classification performance.
Unlike SVM, the individual feature contributions in RF cannot be read off directly from a
single weight vector; instead, feature importance is typically estimated by measuring how
much each feature reduces impurity across all trees [20]. In this study, RF serves as a
baseline classifier to compare against SVM under the same feature sets.



2.4 Evaluation Metrics

The classification performance in this study is evaluated mainly using accuracy and the
F1-score. Accuracy measures the proportion of correctly classified instances:

TP+TN

A _ .
Y = TP I TN+ FP 1 FN

(2.10)

The F1-score is defined as the harmonic mean of precision and recall. Precision mea-
sures the proportion of predicted positive instances that are actually positive, while recall
measures the proportion of actual positive instances that are correctly identified:

TP

Precision = ——— 2.11
recision TP+ FP ( )
Recall = iy (2.12)

TP+ FN’ '

The F1-score is then computed as:

Precision - Recall
F1-Score = 2 - — . (2.13)
Precision + Recall

Here, TP, T'N, F'P, and F'N denote true positives, true negatives, false positives, and
false negatives. All F1 scores reported in this thesis are computed as the weighted aver-
age across both classes.

In financial classification tasks, the class distribution (up vs. down) may not necessar-
ily be balanced. In such cases, accuracy alone can be misleading, since a model that
simply predicts the majority class would achieve a high accuracy without providing any
useful signal. F1-Score addresses this limitation by considering both precision and recall,
making it more informative when class imbalance is present.
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3. EXPERIMENTS

This chapter describes the experimental pipeline, covering the data, feature engineer-
ing, model configuration, data splitting, and experimental design. Each design choice is
documented and explained.

3.1 Data

The dataset used in this study consists of daily closing values of the S&P 500 index,
obtained through the Yahoo Finance API (yfinance library). The S&P 500 was chosen
because it is a widely recognized benchmark for the U.S. equity market and is commonly
used to represent broad market movements. The selected time range spans from 1 Jan-
uary 1990 to 31 December 2025, approximately 9,000 trading days.

The starting date of 1990 was chosen to provide a sufficiently long historical series while
retaining practical relevance to modern market conditions. Market structures and reg-
ulatory environments in earlier periods differ substantially from those of more recent
decades. The selected period also spans several distinct market regimes, including the
dot-com bubble and crash (1997-2002), the global financial crisis (2007—2009), and the
COVID-19 sell-off (2020).

As discussed in Section 2.1.1, the series is indexed by actual trading days only; weekends
and public holidays are excluded, and no interpolation or forward filling is applied. No
missing values were present in the downloaded dataset.

3.2 Feature Engineering Pipeline

The feature engineering pipeline consists of four stages. They cover subsequence ex-
traction, similarity search, feature construction, and label definition.

3.2.1 Subsequence Extraction

A sliding window of length m is applied to the S&P 500 series to extract overlapping
subsequences, as defined in Section 2.1.2. Each subsequence represents a local pattern
observed over m consecutive trading days.
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The window length m is a key parameter that determines the scale of the patterns being
compared. Three values are explored: m € {20, 30,50}, corresponding approximately
to one calendar month, six weeks, and one quarter of trading activity. These values were
selected to cover a range of short-term to medium-term patterns commonly considered
in financial analysis [15]. Since previous work has shown that Matrix Profile results are
sensitive to the choice of subsequence length [21], the effect of varying m on classification
performance is examined in the parameter sensitivity analysis in Section 4.

3.2.2 Similarity Search

For each query subsequence 1; ,,,, only subsequences that end strictly before the query
begins are considered as potential matches. This backward-only constraint, introduced in
Section 2.2.4, is implemented by passing only the portion of the S&P 500 series preceding
the query to the search algorithm.

The distance between the query and each candidate subsequence is computed using
the z-normalized Euclidean distance defined in Section 2.2.1. The full distance profile is
obtained via the MASS algorithm (Section 2.2.3), as implemented in the STUMPY Python
library [22].

From each distance profile, the Top-K most similar historical matches are extracted. The
minimum value of each distance profile corresponds to the Matrix Profile value for that
subsequence. To allow flexibility in the analysis, the Top-20 matches are computed and
stored for each subsequence. At the feature extraction stage, a subset of these matches
is used, with K € {5, 10, 15,20}. A small K yields a more selective signal based on only
the closest historical matches, while a larger K contains broader historical context at the
risk of including less similar patterns. This range was chosen to examine the trade-off
between signal concentration and statistical robustness.

3.2.3 Feature Construction

For each subsequence, two groups of features are extracted. Group A features are com-
puted from the subsequence itself. Group B features are derived from the similarity search
results.

Group A: Baseline Statistical Features Group A features are computed solely from
the query subsequence itself and do not use any Matrix Profile information. They serve
as a baseline description of the local pattern, against which the contribution of the Matrix
Profile-derived features in Group B can be evaluated.

Before computing Group A features, the raw index values within each subsequence are
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converted to cumulative returns relative to the first observation:

pp =P T 01 m— 1 (3.1)
Di

This transformation removes the dependence on absolute index level and makes subse-
guences from different periods more comparable. Z-normalization is not applied to Group
A because these features are intended to retain interpretable information about the rela-
tive direction, variability, and amplitude of the local pattern. In contrast, z-normalization
is used in the Matrix Profile distance computation in order to compare subsequences
primarily in terms of shape.

Five features are then extracted from the resulting return series. These are standard
descriptive statistics commonly used in time series feature extraction [23, 24], chosen to
provide a concise summary of the trend, volatility, and distributional shape of the local
pattern:

1. Mean (7): the average cumulative return over the window.

2. Standard deviation (o,.): the dispersion of returns within the window.

3. Slope: the coefficient of a linear regression fitted to the return series.

4. Amplitude: the difference between the maximum and minimum cumulative return.
5

. Skewness: the third standardized moment of the return series.

Group B: Matrix Profile-Derived Features Group B features are derived from the Top-
K historical matches identified in the similarity search, and they form the core feature set
proposed in this study. The core hypothesis of the thesis is that historical pattern similarity
can provide interpretable classification features with detectable predictive signals; Group
B is the direct practice of this idea.

The output of the similarity search is a set of matched subsequences at different positions
in the time series. Since the classifier requires a fixed-length input vector as a feature,
these matches cannot be used directly. So, they are summarized into five numerical
features. These features were designed to summarize two complementary aspects of the
historical matches: how similar they are to the query subsequence, and what happened
after them:

1. Nearest-neighbor distance (d;.nn): the distance to the single most similar histori-
cal subsequence, corresponding to the Matrix Profile value of the query.
2. Average Top-K distance (dx): the mean distance across all K historical matches.

3. Average post-match return (7.): the mean return observed N days after the
end of each of the K historical matches.
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4. Up ratio (p,): the proportion of the K matches followed by a positive return after
N days.

5. Post-match return standard deviation (o.): the standard deviation of the N-day
returns following the K" matches.

The first two features quantify similarity itself, whereas the remaining three summarize the
subsequent outcomes of similar historical patterns. All similarity distances are computed
using the z-normalized Euclidean distance defined in Section 2.2.1, whereas the post-
match returns are computed directly from raw values. The number of matches used for
feature extraction is varied across K € {5, 10, 15,20}, as described in Section 3.2.2.

3.2.4 Label Definition

The prediction task is formulated as binary trend classification. For each query subse-
quence ending at position t = ¢ + m — 1, the label is determined by the return over the
following N trading days. If the return is positive, the label is set to 1; otherwise it is set
to 0. Formally,

1 PN TP 0,
Y = Dt (8.2)
0 otherwise.

This label definition was chosen because it provides a direct and interpretable representa-
tion of future direction. Two prediction horizons are explored: N € {5, 10}, corresponding
approximately to one and two trading weeks. A shorter horizon captures near-term direc-
tional signals, while a longer horizon tests whether the information from historical matches
remains relevant over a slightly extended period.

3.3 Model Configuration

The linear SVM and Random Forest classifiers introduced in Section 2.3 are configured
as follows.

The linear SVM uses a linear kernel with regularization parameter C' = 1.0 and class_weight
set to balanced. The linear kernel was chosen because its weight vector is directly inter-
pretable, as discussed in Section 2.3. The value C' = 1.0 was selected after preliminary
experiments over the range 0.001 to 15.0 showed that classification performance was not
sensitive to this parameter. The balanced class weighting was adopted because initial
runs without it showed a strong bias towards the majority class.

The Random Forest uses 100 trees with class_weight="balanced". Thisis a standard
setting that provides stable performance while keeping computational cost moderate for
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the scale of the dataset used in this study.

All features are standardized to zero mean and unit variance using StandardScaler
before training. This step is important for SVM, whose decision boundary depends on
feature scale. Although Random Forest does not require standardized input, the same
preprocessing is applied to both classifiers to ensure a consistent experimental setup. All
models use a fixed random seed to ensure reproducibility.

3.4 Data Splitting and Leakage Prevention

The dataset is split chronologically: the first 80% of samples form the training set and
the remaining 20% form the test set. The 80/20 ratio is a widely used default in machine
learning that provides sufficient data for both training and evaluation given the size of the
dataset (approximately 9,000 subsequences).

A gap is inserted between the end of the training set and the start of the test set to pre-
vent any overlap between the training and test samples. The gap size is set dynamically
to m 4+ N for each parameter combination. This value is chosen because each subse-
guence spans m trading days and its label depends on the index value N days after the
subsequence ends; a gap smaller than m + N could allow a test subsequence to overlap
in time with training data or to share label-relevant observations with the training period
[25].

Random shuffling or standard k-fold cross-validation is avoided, because time series data
exhibits temporal dependence. Randomly mixing observations from different time periods
would allow the model to exploit future information during training, leading to overly opti-
mistic performance estimates.

3.5 Experimental Design

The experiments are organized into three parts:

Ablation study. The central experiment compares three feature configurations under
the same model and data split: Group A features only (A-only), Group B features only
(B-only), and both groups combined (A+B). For SVM, all three configurations are evalu-
ated. For RF, only the A+B configuration is evaluated since it is used as a cross-classifier
check rather than a full ablation. The purpose of the ablation is to examine whether Matrix
Profile-derived features are informative on their own and whether they provide comple-
mentary information when combined with the baseline features.

Parameter sensitivity analysis. The pipeline is run across all combinations of the fol-
lowing parameters: window length m € {20, 30, 50}, prediction horizon N € {5, 10}, and
number of matches used for feature extraction K € {5, 10, 15,20}. This produces a total
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of 3 x 2 x 4 = 24 parameter configurations. For each configuration, the ablation study
is repeated. The results are analyzed by examining how performance varies when each
parameter is changed while the others are held constant, supported by visual summaries
such as heat maps and box plots.

Interpretability analysis. For each parameter configuration, the linear SVM feature
weights are recorded. The analysis examines which features show relatively consistent
sign patterns and remain among the more influential variables across configurations. In
addition, Random Forest feature importances are recorded for comparison.
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4. RESULTS

This chapter presents the experimental results from four angles. Section 4.1 gives an
overview of the full result set. The ablation study is reported in Section 4.2, followed
by a parameter sensitivity analysis in Section 4.3. Section 4.4 presents the feature-level
interpretability analysis.

4.1 Overview of Experimental Results

Figure 4.1 presents the F1 scores for all 96 experiments. Across the full set of results, the
F1 scores range from 0.385 to 0.569. The lowest values occur for SVM A-only under the
configuration m = 20, N = 5. The highest values are achieved by RF A+B, especially
under several configurations with N = 10.

F1 Score: All 96 Experiments

m=20, N=5, K=5 0.540 0.538 0.527
m=20, N=5, K=10 0.528 0.523 0.540
m=20, N=5, K=15 0.534 0.533 0.538 - 0.550
m=20, N=5, K=20 0.536 0.532 0.529
m=20, N=10, K=5 0.553 0.539 0.546 0.555
m=20, N=10, K=10 0.553 0.545 0.545 0.558 — 0525
m=20, N=10, K=15 0.553 0.544 0.543 0.554
m=20, N=10, K=20 0.553 0.544 0.538 0.550
m=30, N=5, K=5 0.533 0.533 0.529 0.528 = 0.500
m=30, N=5, K=10 0.533 0.546 0.533 0.525 :
m=30, N=5, K=15 0.533 0.561 0.541 0.536
m=30, N=5, K=20 0.533 0.556 0.548 0.531
m=30, N=10, K=5 0.547 0.550 0.540 -0.475
m=30, N=10, K=10 0.547 0.536 0.541 0.554
m=30, N=10, K=15 0.547 0.536 0.531
m=30, N=10, K=20 0.547 0.537 0.534 ~0.450
m=50, N=5, K=5 0.541 0.519 0.500 0.526
m=50, N=5, K=10 0.541 0.489 0.501 0.530
m=50, N=5, K=15 0.541 0.450 0.513 0.525 | 0.425
m=50, N=5, K=20 0.541 0.500 0.521 0.541
m=50, N=10, K=5 0.546 0.564 0.557 0.540
m=50, N=10, K=10 0.546 0.551 0.542 0.538
m=50, N=10, K=15 0.546 0.542 0.511 0.554 - 0.400
m=50, N=10, K=20 0.546 0.526 0.514 0.544
SVM A-only SVM B-only SVM A+B RF A+B

Model

Figure 4.1. Heatmap of F1 scores for all 96 experiments.

No single model or feature group dominates across all parameter settings. However, two
broad patterns are visible. RF A+B produces the most stable results, with comparatively
limited variation across configurations. The prediction horizon N also appears to affect
performance: configurations with N = 10 generally yield more consistent results than
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those with N = 5. These observations are examined in more detail in the following
sections.

4.2 Ablation Study

Figure 4.2 shows the distribution of F1 scores and accuracy across all 24 parameter
configurations for each model and feature group combination.

Ablation Study: Distribution Across 24 Configurations
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Figure 4.2. Distribution of F1 score (left) and accuracy (right) across 24 parameter con-
figurations.

In terms of F1 score, the four configurations exhibit largely overlapping distributions. SVM
A-only shows the widest spread, with most values concentrated around 0.545 but with
several cases at 0.385 under the m = 20, N = 5 setting. SVM B-only achieves a similar
median F1 but with greater variance, including both the highest SVM result (0.564) and
several values below 0.50.

Across the 24 configurations, B-only outperforms A-only in 10 cases (42%), while A-only
outperforms B-only in 13 cases (54%); the two configurations are tied in one case. This
suggests that the Matrix Profile-derived features carry predictive information, but do not
consistently outperform the baseline statistical features across all parameter settings.

Combining both feature groups (SVM A+B) does not yield a clear improvement. The A+B
F1 scores range from 0.500 to 0.557, with a median below both A-only and B-only. A+B
outperforms A-only in only 7 of 24 configurations (29%) and outperforms B-only in only
5 of 24 (21%). This indicates that the two feature groups do not provide strongly com-
plementary information under the linear SVM setting. At least in this linear formulation,
combining the two groups does not lead to a consistent improvement.

RF A+B produces the most stable results, with the smallest interquartile range and the
highest median F1 among all configurations. This is consistent with the possibility that
a nonlinear classifier is better able to exploit the combined feature set, although a direct
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ablation comparison for RF was not conducted.

A similar pattern is observed from accuracy: SVM A-only and RF A+B achieve the highest
median accuracy, whereas SVM A+B shows the lowest. The discrepancy between the
accuracy and F1 rankings for SVM A-only is consistent with a class imbalance effect: a
model that predicts predominantly one class may still achieve moderate accuracy while
yielding a low F1 score.

4.3 Parameter Sensitivity
Figure 4.3 shows the distribution of F1 scores for SVM B-only across the tested configu-
rations, grouped by each parameter value.

Parameter Sensitivity (SVM B-only, F1)
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Figure 4.3. Box plots of SVM B-only F1 scores grouped by parameter value. Left: window
length m. Middle: prediction horizon N. Right: number of matches K.

The sensitivity analysis focuses on SVM B-only because this configuration is directly af-
fected by all three parameters. The Group A features do not depend on K, so the A-only
results remain identical across different values of KX when m and NN are fixed. SVM B-
only also provides the clearest setting for examining the behavior of the proposed Matrix
Profile-derived features, which are the main focus of this thesis.

The window length m has the most visible effect. The distributions for m = 20 and m =
30 do not differ much, with medians around 0.54. For m = 50, the median drops and the
variance increases substantially, with F1 values extending below 0.46. This indicates that
the longer subsequence length is associated with weaker and less stable performance.

The prediction horizon NV also affects performance. The N = 10 distribution has a slightly
higher median and a noticeably tighter spread than N = 5, which exhibits more extreme
low values. This suggests that the Matrix Profile-derived features provide a more consis-
tent signal over a two-week horizon than a one-week horizon.

The number of matches K has little observable effect. The four distributions for K &
{5,10, 15,20} are largely overlapping, with similar medians and spreads. Within this
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range, the number of historical matches used for feature extraction does not substantially
affect classification performance.

4.4 Feature Weight Analysis and Interpretability

This section examines which features contribute most to the classification decision. The
summaries reported below are descriptive: the mean and standard deviation of the fea-
ture weights are used to characterize their behavior across the tested configurations,
rather than to estimate a population-level average effect.

4.4.1 SVM Feature Weights

To assess which features contribute to the classification decision reliably, Table 4.1 reports
how often each feature maintains a positive or negative weight across all 24 parameter
configurations.

Table 4.1. Sign consistency of linear SVM feature weights across 24 parameter configu-
rations.

Feature Positive  Negative
a_mean 0 24
a_std 16 8
a_slope 20

a_amplitude 0 24
a_skewness 11 13

b _nn_dist 4 20
b_avg_dist 14 10

b_avg_return 24
b_up_ratio 17
b_std return 6 18

Three features maintain the same sign across all 24 configurations. b_avg return is
positive in every case, which means that when historical matches are followed by positive
returns, the model consistently predicts an upward trend. a_mean and a_amplitude are
negative in every case, indicating that subsequences with higher average returns or larger
swings are associated with downward predictions.

Two other features are nearly as consistent. b_nn_dist, which corresponds to the nearest-
neighbor distance (the Matrix Profile value under the historical matching setting used
here), is negative in 20 of 24 configurations. This indicates that smaller values of b_nn_dist
tend to push the prediction towards the upward class. a_slope is positive in 20 of 24 con-
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figurations, suggesting that a stronger upward trend within the subsequence contributes
to an upward prediction.

The remaining features show weaker consistency. b_up_ratio is positive in 17 of 24 cases,
a_std is positive in 16, and b_std return is negative in 18. These features show a dom-
inant sign in most configurations, but still change direction under certain parameter set-
tings. a_skewness (11 positive, 13 negative) and b_avg_dist (14 positive, 10 negative)
are the least stable, suggesting that their contribution is not reliable across different pa-
rameter choices.

Figure 4.4 provides additional detail by showing the mean weight and its variation across
configurations. The features identified as sign-consistent in Table 4.1 also tend to have
error bars that do not cross zero, supporting their consistency across the tested con-
figurations. In contrast, features with low sign consistency, such as a_skewness and
b_avg dist, exhibit error bars that span both sides of zero.

SVM Feature Weights
(Blue = Group A, Orange = Group B)

a_amplitude

a_std
b_nn_dist
a_mean
b_avg_return
b_up_ratio

b_std_return

b_avg_dist
a_slope

a_skewness

-0.8 -0.6 -0.4 -0.2 0.0 0.2 0.4 0.6 0.8
SVM Weight (mean + std across 24 configs)

Figure 4.4. Linear SVM feature weights across 24 parameter configurations. Each bar is
the mean weight; error bars represent standard deviations.

Among the Group B features, b_avg return stands out as the most consistent and in-
terpretable signal: the average outcome following historically similar patterns shows the
most consistent directional behavior across all configurations tested.

4.4.2 Comparison with Random Forest

Figure 4.5 compares the feature-level importance summaries between the linear SVM
and Random Forest across all 24 configurations. The feature importance metrics used by
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the two classifiers are not directly comparable: the SVM importance is based on absolute
weight magnitude, while the Random Forest importance is based on impurity reduction.
The following comparison focuses on the relative ranking of features rather than on the
magnitudes.

Feature Importance: SVM vs RF (averaged over 24 configs)
Blue = Group A, Orange = Group B

Linear SVM |weights| Random Forest importance
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Figure 4.5. Feature importance comparison between linear SVM (left, based on absolute
weight) and Random Forest (right, based on impurity reduction).

Both classifiers identify a_amplitude and a_std as the most important features. However,
the importance distributions differ notably. In the SVM, there is a clear separation be-
tween high-importance and low-importance features, whereas in the Random Forest, the
importance is distributed more evenly across most features. One exception is b_up_ratio,
which receives the lowest importance in the RF, in contrast to its moderate positive weight
in the SVM.

The agreement between the two classifiers on the top-ranked features provides some
confidence that a_amplitude and a_std can capture relevant information for the classifi-
cation task. At the same time, the more uniform RF distribution suggests that Random
Forest draws on a broader set of features, which may partly explain its more stable per-
formance observed in the ablation study (Section 4.2).
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5. DISCUSSION

The central research question of this thesis is whether Matrix Profile-based historical
pattern similarity can provide interpretable features with detectable predictive signals for
financial time series trend classification. The experimental results support this only par-
tially. The Matrix Profile-derived feature b_avg return maintains a positive weight across
all 24 parameter configurations. This suggests that the average return direction following
historically similar patterns carries a consistent predictive signal. At the same time, SVM
B-only outperforms A-only in only 10 of 24 configurations (42%), and the overall F1 scores
are concentrated around 0.50, indicating that the signal is present but not strong.

Among all the Matrix Profile-derived features, b_avg return stands out most clearly. Its
weight sign is entirely consistent across all tested configurations. In practice, this means
that higher average post-match return values consistently push the linear SVM towards
the upward class, whereas lower or negative values push the decision in the opposite
direction. This is consistent with the basic assumption of technical analysis that history
repeats itself [9]. From an interpretability perspective, this feature can be explained in-
tuitively: when the most similar historical patterns are followed by positive returns on
average, the model treats this evidence as an upward prediction.

A second Matrix Profile-derived feature, b_nn_dist, also shows a relatively consistent di-
rectional pattern, with a negative weight in 20 of 24 configurations. This means that when
the current pattern has a close historical match (a small nearest-neighbor distance), the
model is more likely to predict an upward movement. This may seem counterintuitive at
first, since a closer historical match does not by itself imply an upward outcome. One pos-
sible explanation is that the S&P 500 exhibits a long-term upward trend over the period
studied (1990-2025), so upward movements may occur more often in the dataset. As a
result, subsequences with close historical matches may be more likely to correspond to
periods dominated by upward trends. This explanation has not been verified experimen-
tally and remains speculative.

Another notable finding is that combining both feature groups (SVM A+B) does not con-
sistently improve over B-only. A+B outperforms B-only in only 5 of 24 configurations. This
suggests that, under the linear SVM formulation, the two feature groups do not provide
strongly complementary information. One possible explanation is that a linear model can-
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not capture nonlinear interactions between the two groups of features. The observation
that RF A+B shows the most stable performance and the highest median F1 among all
configurations is consistent with this possibility, although other properties of Random For-
est, such as its ensemble structure and robustness to noisy features, may also contribute.
It is also possible that some Group A features, especially those with unstable weight signs
such as a_skewness, introduce noise into the combined feature set and affect the linear
classification boundary.

The sensitivity analysis shows that the effectiveness of the Matrix Profile-derived features
depends largely on subsequence length and prediction horizon, rather than on the num-
ber of historical matches. The weaker performance at window length m = 50 suggests
that the method is sensitive to pattern scale. Longer subsequences represent more com-
plex patterns that are less likely to have close historical matches, and therefore produce
noisier similarity features.

The results also suggest that the extracted similarity signal is more consistent at the
longer prediction horizon N = 10 than at N = 5. One possible explanation is that
the signal captured by historical pattern matching may be more relevant over a slightly
longer time frame, where short-term noise has less influence. By contrast, the number of
matches K has little effect within the tested range, suggesting that the information from
additional matches beyond K = 5 may be redundant.

The F1 scores in most experiments fall between about 0.50 and 0.57. This means that
the classification performance is only slightly better than random guessing. In the context
of financial time series prediction, this is broadly in line with expectations. The Efficient
Market Hypothesis [26] states that asset prices already reflect all available information,
so future price movements are inherently difficult to predict. From this perspective, an
overly high prediction accuracy would be more concerning than a moderate one. The
contribution of this thesis is not to achieve high predictive accuracy, but to demonstrate
that Matrix Profile similarity information can serve as a source of interpretable features
that exhibit detectable predictive signals for financial trend classification.

A further consideration related to how to interpret F1 scores is that no explicit naive base-
line was included in the experiments. Since the S&P 500 exhibits a long-term upward
trend, a simple classifier that always predicts "up" could achieve a relatively high accu-
racy and F1 score by exploiting the class imbalance alone. Therefore, the reported F1
scores should be interpreted carefully, since they do not directly show how much the
model improves over this simple strategy.

This study has several methodological limitations that should be considered. The exper-
iments are conducted on the S&P 500 over the period 1990 to 2025, and the directional
bias mentioned above may partly explain some feature behaviors, rather than reflecting a
real property of historical pattern similarity. In addition, the evaluation is based on a sin-
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gle chronological train—test split, so the results may not generalize across different market
conditions or time periods.

The interpretability conclusions are also specific to the linear SVM; the Random Forest
produces a different importance ranking, showing that feature interpretation is model-
dependent rather than an intrinsic property of the features. In addition, the parameter
sensitivity analysis was conducted on a relatively small manual grid, so the robustness of
the conclusions beyond this grid remains uncertain.

Several practical scope limitations are also noted. Only S&P 500 daily closing values are
used; other data dimensions such as opening value, high, low, and trading volume are not
considered. The binary classification target is a simplification of actual market behavior.
While the proposed features are interpretable in a model-based sense, this study does
not evaluate whether such interpretability translates into actionable trading value.

These limitations suggest several directions for future work. One priority is to test the
method on assets with different long-term characteristics and under more robust eval-
uation structures, to check whether the observed Matrix Profile-derived signal is stable
across markets and time periods. It would also be useful to compare the current feature-
based approach with simpler baselines, such as majority voting among Top-K historical
matches, so that the contribution of the classifier itself can be better isolated. Further
extensions could include richer market representations, such as candlestick data. A full
ablation study for Random Forest would also help extend the analysis.
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6. CONCLUSION

This thesis investigated whether Matrix Profile-based historical pattern similarity can pro-
vide interpretable features with detectable predictive signals for financial time series trend
classification. By systematically evaluating a feature extraction pipeline on 35 years of
S&P 500 data, the study shows that historical similarity contains a detectable but modest
directional signal.

The main contribution of this thesis does not lie in achieving high predictive accuracy, but
in the combination of feature engineering and model interpretability. The experimental
results show that Matrix Profile-based similarity information can be summarized into sta-
tistical features for financial time series trend classification. The extracted features remain
reasonably interpretable, and their behavior reflects the intuition from technical analysis
that historical patterns may contain information about subsequent movements.

Overall, although the performance of the method varies with parameter choice, the pro-
posed framework provides a preliminary attempt for further exploration. Future work may
extend this framework to cross-asset validation, richer multi-dimensional representations,
and alternative classification settings, to further test the generality of this similarity-based
signal.
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APPENDIX A: FULL EXPERIMENTAL RESULTS

A.1 Full Ablation Study Results

Table A.1. Complete ablation study results across all parameter combinations.
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=
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Model Accuracy F1 Score

SVM A-only  0.424 0.385
SVM B-only 0.543 0.540
SVM A+B 0.536 0.538
RF A+B 0.562 0.527

o o0 o O,

10 SVM A-only 0.424 0.385
10 SVM B-only 0.530 0.528
10 SVM A+B 0.523 0.523
10 RFA+B 0.576 0.540
15 SVM A-only 0.424 0.385

N
o
o oo o 1 o1 o0 o1 o1 01 O O O v O O O

20 15 SVM B-only 0.533 0.534
20 15 SVM A+B 0.529 0.533
20 15 RF A+B 0.575 0.538
20 20 SVMA-only  0.424 0.385
20 20 SVM B-only 0.537 0.536
20 20 SVMA+B 0.530 0.532
20 20 RFA+B 0.566 0.529
20 10 5 SVM A-only 0.549 0.553
20 10 5 SVMB-only  0.560 0.539
20 10 5 SVMA+B 0.554 0.546
20 10 5 RFA+B 0.595 0.555
20 10 10 SVM A-only 0.549 0.553

Continued on next page...




Table A.1. Complete ablation study results (Continued)

m N K Model Accuracy F1 Score

20 10 10 SVMB-only  0.562 0.545
20 10 10 SVMA+B 0.547 0.545
20 10 10 RFA+B 0.594 0.558
20 10 15 SVMA-only  0.549 0.553
20 10 15 SVMB-only  0.550 0.544
20 10 15 SVMA+B 0.545 0.543
20 10 15 RFA+B 0.591 0.554
20 10 20 SVMA-only  0.549 0.553
20 10 20 SVMB-only  0.546 0.544
20 10 20 SVMA+B 0.537 0.538

20 10 20 RFA+B 0.591 0.550
30 5 5 SVMA-only 0.561 0.533
30 5 5 S8VMB-only 0.532 0.533
30 5 5 SVMA+B 0.527 0.529
30 5 5 RFA+B 0.544 0.528
30 5 10 SVM A-only 0.561 0.533
30 5 10 SVMB-only 0.544 0.546
30 5 10 SVMA+B 0.530 0.533
30 5 10 RFA+B 0.543 0.525
30 5 15 SVMA-only  0.561 0.533
30 5 15 SVMB-only 0.557 0.561
30 5 15 SVMA+B 0.539 0.541
30 5 15 RFA+B 0.549 0.536
30 5 20 SVM A-only 0.561 0.533
30 5 20 SVMB-only 0.554 0.556
30 5 20 SVMA+B 0.551 0.548
30 5 20 RFA+B 0.545 0.531
30 10 5 SVMA-only 0.563 0.547
30 10 5 SVMB-only 0.556 0.550
30 10 5 SVMA+B 0.536 0.540
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Table A.1. Complete ablation study results (Continued)

m N K Model Accuracy F1 Score

30 10 5 RFA+B 0.587 0.568
30 10 10 SVM A-only 0.563 0.547
30 10 10 SVM B-only 0.528 0.536
30 10 10 SVMA+B 0.535 0.541
30 10 10 RFA+B 0.573 0.554
30 10 15 SVM A-only 0.563 0.547
30 10 15 SVM B-only 0.544 0.536
30 10 15 SVMA+B 0.532 0.531
30 10 15 RFA+B 0.586 0.567
30 10 20 SVM A-only 0.563 0.547
30 10 20 SVM B-only 0.547 0.537
30 10 20 SVMA+B 0.535 0.534

30 10 20 RFA+B 0.586 0.569
50 5 5 SVMA-only 0.580 0.541
50 5 5 §8VMB-only 0.521 0.519
50 5 5 SVMA+B 0.498 0.500
50 5 5 RFA+B 0.543 0.526
50 5 10 SVMA-only  0.580 0.541
50 5 10 SVMB-only 0.484 0.489
50 5 10 SVMA+B 0.503 0.501
50 5 10 RFA+B 0.551 0.530
50 5 15 SVM A-only 0.580 0.541
50 5 15 SVMB-only  0.458 0.450
50 5 15 SVMA+B 0.520 0.513
50 5 15 RFA+B 0.544 0.525
50 5 20 SVM A-only 0.580 0.541
50 5 20 SVMB-only 0.493 0.500
50 5 20 SVMA+B 0.521 0.521
50 5 20 RFA+B 0.554 0.541
50 10 5 SVMA-only 0.588 0.546
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Table A.1. Complete ablation study results (Continued)

m N K Model Accuracy F1 Score

50 10 5 SVMB-only 0.570 0.564
50 10 5 SVMA+B 0.553 0.557
50 10 5 RFA+B 0.561 0.540
50 10 10 SVM A-only 0.588 0.546
50 10 10 SVMB-only  0.560 0.551
50 10 10 SVMA+B 0.536 0.542
50 10 10 RFA+B 0.558 0.538
50 10 15 SVMA-only  0.588 0.546
50 10 15 SVM B-only 0.554 0.542
50 10 15 SVMA+B 0.502 0.511
50 10 15 RFA+B 0.569 0.554
50 10 20 SVM A-only 0.588 0.546
50 10 20 SVMB-only  0.522 0.526
50 10 20 SVMA+B 0.505 0.514
50 10 20 RFA+B 0.558 0.544




A.2 Complete Random Forest Feature Importance

Table A.2. Full Random Forest feature importance for 24 configurations.

m N K a_mean a_std a_slope a ampl. a skew. b.nn bavgd bret b.up b_std
20 5 5 0.108  0.106  0.109 0.110 0.114  0.104 0.106 0.106 0.029 0.108
20 5 10 0.106 0.105 0.105 0.110 0.112  0.105 0.106 0.105 0.042 0.104
20 5 15 0.104 0.104 0.105 0.108 0.112  0.103 0.106 0.106 0.047 0.105
20 5 20 0.104 0.104 0.104 0.107 0.112  0.105 0.108 0.105 0.049 0.103
20 10 5 0.108  0.107  0.105 0.118 0.113  0.106 0.106 0.105 0.030 0.103
20 10 10 0.106 0.104 0.104 0.114 0.108  0.107 0.109 0.103 0.039 0.106
20 10 15 0.105 0.105 0.102 0.113 0.111  0.108 0.109 0.100 0.044 0.104
20 10 20 0.104 0.103 0.102 0.114 0.111  0.107 0.108 0.101 0.048 0.103
30 5 5 0.103  0.113  0.108 0.115 0.115  0.108 0.108 0.101 0.027 0.101
30 5 10 0.100 0.111 0.108 0.111 0.116  0.107 0.109 0.101 0.037 0.100
30 5 15 0.101 0.112 0.106 0.111 0.114  0.106 0.108 0.100 0.043 0.099
30 5 20 0.099 0.110 0.104 0.111 0.112  0.108 0.112 0.099 0.048 0.096
30 10 5 0.101 0.116  0.107 0.120 0.113  0.110 0.108 0.099 0.028 0.098
30 10 10 0.098 0.115 0.106 0.121 0.111  0.112 0.110 0.094 0.037 0.096
30 10 15 0.097 0.114 0.105 0.118 0.112  0.110 0.110 0.095 0.043 0.096

Continued on next page...
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Table A.2. Full Random Forest feature importance (Continued)

m N K a_mean a_std a_slope a ampl. a skew. b.nn b.avgd bret b_up b_std
30 10 20 0.095 0.113 0.106 0.116 0.111 0.111 0.111 0.094 0.047 0.096
50 5 5 0.106 0.114 0.111 0.114 0.115 0.110 0.109 0.097 0.027 0.098
50 5 10 0.107 0.110 0.108 0.113 0.114 0.110 0.110 0.096 0.038 0.095
50 5 15 0.104 0.109 0.107 0.111 0.111 0.110 0.111 0.097 0.044 0.096
50 5 20 0.102 0.107 0.106 0.110 0.113 0.109 0.114 0.097 0.049 0.094
50 10 5 0.104 0.114 0.112 0.122 0.118 0.108 0.111 0.092 0.027 0.093
50 10 10 0.101 0.112 0.108 0.120 0.115 0.109 0.114 0.090 0.035 0.096
50 10 15 0.101 0.112 0.108 0.119 0.113 0.110 0.114 0.091 0.042 0.090
50 10 20 0.099 0.110 0.107 0.121 0.112 0.109 0.118 0.090 0.044 0.090
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A.3 Complete Linear SVM Feature Weights

Table A.3. Full SVM feature weights for 24 configurations.

m N K a_mean a_std a_slope a_ampl. a_skew. b_nn b_avg_d b_ret b_up b_std

20 5 5 —0.223 0.355 0.170 —0.382 0.005 —0.473 0.246 0.060 0.316 —0.092
20 5 10 —-0.162 0.437 0.156 —0.484 0.046 —0.169 —0.035 0.133 0.301 —0.059
20 5 15 —0.214 0.477 0.173 —0.511 0.032 —0.320 0.129 0.114 0.318 —0.066
20 5 20 -—0.211 0.308 0.215 —0.355 0.043 —0.327 0.126 0.146 0.313 —0.029
20 10 5 —0.291 0.736 0.125 —-0.872 —-0.089 —0.616 0.200 0.276 —0.143 —0.197
20 10 10 —0.303 0.790 0.0564 —-0.909 —-0.114 —-0.298 —0.112 0.188 —0.037 —0.310
20 10 15 —0.325 0.747 0.060 —0.857 —0.121 —0.595 0.175 0.066 —0.0563 —0.301
20 10 20 —0.332 0.697 0.066 —0.805 —0.107 —0.601 0.193 0.062 —0.056 —0.312
30 5 5 -0.013 0.534 0.024 —-0.602 —0.053 0.317 —-0.331 0.128 0.367 —0.006
30 5 10 —0.035 0.698 0.101 —-0.756 —0.031 0.299 —0.240 0.130 0.352 0.091
30 5 15 —0.035 0.758 0.066 —0.813 —0.090 0.196 —0.167 0.100 0.379 —0.020
30 5 20 —0.036 0.711 0.067 —0.774 —0.046 0.177  —0.158 0.177 0.288 —0.060
30 10 5 —0.237 0.547 0.152 —-0.723 —-0.102 —-0.020 -0.277 0.378 0.002 0.017
30 10 10 —0.295 0.571 0.245 —-0.732 —-0.158 —-0.181 —0.112 0.340 0.001 0.117
30 10 15 —0.277 0.586 0.135 —-0.759 —-0.134 —-0.299 —0.070 0.466 —0.269 —0.111
30 10 20 —0.273 0.614 0.092 —-0.806 —0.113 —-0.317 —0.065 0.488 —0.288 —0.193
50 5 5 —-0.271 -0.191 0.120 —0.155 0.046 —0.534 0.334 0.103 0.307 0.115
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Table A.3. Full SVM feature weights (Continued)

m N K a mean a_std a_slope a_ampl. a_skew. b_nn b_avg_d b_ret b_up b_std

50 5 10 —-0.263 —0.053 0.190 —0.215 0.076 —0.278 0.107 0.153 0.304 0.101
50 5 15 —0.338 —0.047 0.263 —0.254 0.057 —0.295 0.103 0.249 0.145 0.048
50 5 20 —-0.322 —0.040 0.259 —-0.221 0.062 —0.303 0.143 0.133 0.316 —0.002
50 10 5 —0.049 —-0.156 —0.297 —0.194 —0.009 —0.996 0.585 0.123 0.133 —-0.116
50 10 10 —-0.038 —-0.219 -0.320 —0.130 0.032 —0.838 0.446 0.122 0.100 —0.184
50 10 15 —0.087 —0.098 —0.231 —0.208 0.073 —0.653 0.288 0.342 —0.093 —0.190
50 10 20 —-0.125 —-0.030 —-0.169 —0.256 0.075 —0.576 0.215 0.238 0.062 —0.166
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