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ABSTRACT
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Microservices architecture has become the main approach for building scalable, distributed
software systems. However, the choice of inter-service communication protocols and container
orchestration platforms appears to have a clear effect on system performance and scalability, and
there is not enough empirical evidence to guide these decisions in practice.

This thesis presents an empirical evaluation of scalability and performance in microservices
architectures, with a focus on two communication protocols, REST and gRPC, and two container
orchestration platforms, Docker Swarm and Kubernetes. The study follows a quantitative experi-
mental approach: identical microservice applications are deployed under controlled conditions,
and key performance indicators, including response time, throughput, error rate, CPU utilization,
and memory consumption, are measured across varying workloads.

Performance data is collected using an integrated monitoring stack that includes Prometheus
for metrics aggregation, Jaeger for distributed tracing, and Grafana for visualization. Load testing
is carried out using Grafana K6 to simulate realistic traffic patterns at multiple concurrency levels.

The results indicated that gRPC outperformed REST in the tested scenarios in terms of re-
sponse time and throughput, particularly under high-load conditions, owing to its binary serializa-
tion through Protocol Buffers and HTTP/2 multiplexing. Kubernetes was observed to demonstrate
stronger auto-scaling capabilities and fault tolerance compared to Docker Swarm, maintaining
stable performance under increasing workloads. The integrated monitoring stack was found to be
effective for identifying performance bottlenecks and supporting data-driven optimization deci-
sions.

These findings provide practitioners with evidence-based guidance for choosing communica-
tion protocols and orchestration platforms in microservices deployments. The study addresses a
notable gap in the empirical literature on microservices performance engineering.

Keywords: microservices, performance evaluation, scalability, REST, gRPC, Kubernetes,
Docker Swarm, Prometheus, distributed tracing
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1.INTRODUCTION

Microservices architecture has gained broad adoption in software development over the
past decade as a practical response to the limitations of monolithic application designs.
This architectural style breaks down complex applications into small, independently de-
ployable services, each responsible for a specific business capability. Unlike monolithic
designs, where all functionality lives in a single codebase, microservices allow autono-
mous development, testing, deployment, and scaling of individual service components.
Maijor technology companies such as Netflix, Amazon, and Uber have adopted micro-
services architecture to improve system scalability and operational resilience and have

reported measurable improvements in deployment frequency and system reliability [1,2].

The rise of cloud computing platforms and DevOps practices has pushed microservices
adoption forward across the software industry, moving them from a specialized approach
to a widely recognized architectural pattern [3,4]. Industry surveys indicate that a growing
number of organizations now use or plan to adopt microservices for their production sys-
tems [5]. Microservices fit naturally with agile development workflows, supporting contin-
uous integration and continuous delivery pipelines that allow faster release cycles,
stronger fault isolation, and better system resilience [6]. Each service typically handles a
specific business domain, making it easier to maintain the codebase and allowing teams
to work independently on different parts of the system. However, as the number of inde-
pendent services grows, so does the complexity of managing inter-service communica-

tion, data consistency, and operational monitoring [7].

Despite its wide use, microservices architecture introduces real challenges around the
scalability and performance of distributed systems. The range of available technologies,
including communication protocols such as REST and gRPC, orchestration platforms
such as Docker Swarm and Kubernetes, and various database management strategies,
makes it hard to choose the best technical solution for a given context. These difficulties
highlight the need for systematic empirical evaluations that help practitioners make well-
informed architectural decisions [7,8]. Moving from monolithic systems to microservices
also calls for careful planning and sound design to prevent performance loss and unnec-

essary complexity [9].



1.1. Importance of Scalability and Performance in Software Ar-
chitectures

Scalability and performance are essential quality attributes of modern software systems,

particularly in an era of growing digital interactions and rising user expectations.

Scalability is the capability of a system to handle growing workloads while keeping per-
formance at an acceptable level. According to Abbott and Fisher [10], scalability can be
achieved across three main dimensions: the X-axis through horizontal scaling by repli-
cating services, the Y-axis through functional decomposition along business capabilities,
and the Z-axis through data partitioning across service instances. In microservices, hor-
izontal scalability is especially relevant because individual services can be scaled inde-
pendently based on their own resource needs. A system shows linear scalability when
throughput grows in proportion to the resources added, without any degradation in re-

sponse times or error rates [10,11].

Performance refers to how efficiently and responsively a software system processes
workloads. It is typically measured through metrics such as latency, throughput, and re-
source utilization [12]. Smith and Williams [12] define performance as a quality attribute
covering both responsiveness, that is, how quickly the system answers requests, and
capacity, that is, the maximum throughput a system can sustain. In distributed architec-
tures like microservices, performance optimization is complicated by network latency be-
tween services, serialization overhead, and the need to coordinate multiple service in-

stances across different nodes [13,14].

Scalability and performance have direct implications on business outcomes. Research
shows that even small increases in latency can reduce user engagement and revenue
[15]. Scalable microservices architectures allow organizations to allocate resources dy-
namically based on real-time demand, optimizing operational costs while maintaining

service quality [2,16].

The intersection of scalability and performance in microservices architectures presents
unique engineering challenges. Unlike monolithic systems, where performance bottle-
necks tend to stay localized, microservices can experience cascading performance deg-
radation because of complex inter-service dependencies, network latency, serialization
costs, and suboptimal service coordination. Performance engineering in microservices
therefore requires specialized methods including distributed tracing, thorough monitor-

ing, and careful analysis of inter-service communication patterns [17,18].



The evaluation of these quality attributes follows a structured progression through the
core layers of the architecture. The following research questions address these layers
sequentially, moving from the service interface (RQ1) to the underlying orchestration in-
frastructure (RQ2) and the data persistence strategy (RQ3). Finally, RQ4 assesses the
effectiveness of the monitoring framework used to measure and optimize the perfor-
mance of the entire distributed system, thus providing the empirical evidence needed for

evidence-based architectural design.

RQ1: How do different communication techniques, specifically REST and gRPC, impact

the scalability and performance of microservices?

RQ2: What are the performance trade-offs between container orchestration platforms,

specifically Kubernetes and Docker Swarm?

RQ3: How do database strategies, specifically database-per-service versus shared da-

tabase, affect system scalability under varying workloads?

RQ4: Which monitoring and profiling tools, specifically Prometheus, Jaeger, and

Grafana, provide actionable insights for optimizing microservices performance?

1.2. Research Approach and Thesis Structure

To address these research questions, this study uses a quantitative experimental meth-
odology. A microservice-based application is implemented in two configurations, one us-
ing REST and the other using gRPC for inter-service communication and deployed on
both Docker Swarm and Kubernetes. The application is also tested under two database
strategies: database-per-service and shared database. Load tests are run at increasing
concurrency levels to measure performance and scalability metrics. Monitoring data is
collected through Prometheus, Jaeger, and Grafana, allowing detailed analysis of sys-

tem behavior under different conditions.

The structure of this thesis is organized as follows:

Chapter 2 covers the theoretical background, reviewing microservices architecture,
scalability and performance concepts, communication protocols, orchestration platforms,
database strategies, and monitoring technologies. It also identifies the research gaps

that motivate this study.



Chapter 3 describes the research methodology, including the experimental design, the

metrics used for evaluation, workload simulation setup, and data collection procedures.

Chapter 4 presents the experimental results, including quantitative comparisons of REST
versus gRPC, Docker Swarm versus Kubernetes, and database-per-service versus

shared database, supported by analysis from the monitoring infrastructure.

Chapter 5 discusses the results in the context of existing literature, examines practical

implications for software practitioners, and acknowledges the limitations of the study.

Chapter 6 summarizes the key findings, outlines contributions to knowledge, and sug-

gests directions for future research.



2. LITERATURE REVIEW

2.1 Literature Search Strategy

The literature review for this thesis was conducted through a structured search across
multiple academic databases. The databases searched included IEEE Xplore, Sci-
enceDirect, ACM Digital Library, Springer Link, and the OpenAlex scholarly corpus. The
search covered publications from 2000 to 2025, with the primary focus on work published

after 2015 to reflect the current state of the field. The following search strings were used,

both individually and in combination: "microservices architecture," "microservice perfor-

mance," "microservice scalability," "REST API performance," "gRPC performance,"

"REST versus gRPC," "Kubernetes scalability," "Docker Swarm," "container orchestra-

tion comparison," "distributed tracing microservices," "observability microservices," "Pro-

metheus monitoring," "load testing microservices," "performance engineering distributed

systems," "monolithic to microservices migration," "service decomposition," "service

mesh," "AP| gateway," "load balancing microservices," "cloud native application,"

"DevOps microservices," and "twelve-factor app."

The initial search across these databases returned over 357 candidate publications,
spanning journal articles, conference proceedings, book chapters, technical reports, and
official documentation. Each candidate was screened for relevance by reviewing its title,
abstract, and conclusion. Publications were included if they directly addressed micro-
services architecture, performance or scalability evaluation, communication protocols,
container orchestration, monitoring and observability, or closely related software engi-

neering topics such as service decomposition and load balancing.

After the initial screening, 157 publications remained as potentially relevant. These were
then evaluated for quality using the following criteria: the source had to be a peer-re-
viewed journal article, conference proceeding, or published book from a recognized pub-
lisher. Online sources such as official tool documentation and well-established technical
blogs were accepted only where no equivalent peer-reviewed source existed, and in
those cases an access date was recorded. Duplicate publications and studies that did

not contribute unique findings beyond sources already included were discarded.

The final reference list contains 76 sources. This number represents a deliberate balance
between broad coverage and focused relevance. Each of the 76 references is cited at

least once in the thesis text and contributes specific knowledge to one or more of the



following areas: theoretical foundations of microservices and software architecture, em-
pirical performance evaluation of communication protocols or orchestration platforms,
monitoring and observability technologies, research methodology for software engineer-
ing experiments, or tool documentation needed for reproducing the experimental setup.
Sources that were only loosely related or whose findings were already represented by
stronger, more heavily cited works were excluded to keep the reference base concise
and high in quality. A full verification of all 76 references, including DOI resolution status

and publisher accessibility confirmation, is documented in Appendix D.

2.2 Evolution of Software Architecture

The history of software architecture reflects a continuous shift toward greater modularity,
scalability, and maintainability. Early software systems followed unstructured, single-tier
designs where all application logic, data access, and user interface components lived in
a single executable. As software complexity grew during the 1980s and 1990s, client-
server architectures emerged, separating the presentation layer from business logic and
data storage [19]. Multi-tier architectures later broke systems down further into distinct

presentation, business logic, and data access layers.

In the early 2000s, Service-Oriented Architecture, commonly known as SOA, introduced
the concept of loosely coupled, reusable services communicating through standardized
protocols such as SOAP and enterprise service buses [20]. While SOA addressed many
challenges of earlier architectural styles, it often led to complex middleware dependen-
cies and tightly coupled enterprise integration patterns. Microservices architecture
evolved as a refinement of SOA principles, favouring independently deployable services,

decentralized governance, and lightweight communication mechanisms [1,21].

Monolithic architectures consolidate all application logic into a single codebase, compiled
as one unit and deployed on a single server or cluster. While monolithic designs simplify
initial development and testing, they present serious challenges as applications grow in
complexity and user demand. These challenges include limited scalability, difficult
maintenance, slow deployment cycles, and the risk that a single component failure can

bring down the entire system [7,22].

The transition from monolithic to microservices has been widely studied. Systematic
mapping studies show that migration strategies typically involve service identification
through domain analysis, gradual extraction of bounded contexts, and the introduction

of API gateways to manage routing between old and new components [23,24]. Despite



the complexity of migration, organizations report improved deployment frequency, re-
duced mean time to recovery, and better fault isolation after adopting microservices
[6,25].

2.3 Scalability and Performance in Software Systems

In modern software engineering, scalability and performance are essential success fac-
tors that directly influence user satisfaction, operational efficiency, and business com-

petitiveness.

Scalability refers to a system's ability to handle growing amounts of work by adding re-
sources, either by increasing the capacity of existing components through vertical scaling
or by adding additional components through horizontal scaling [10]. In microservices ar-
chitectures, scalability is a first-class design concern because the architecture supports

independent scaling of individual services based on their specific load characteristics.

Horizontal scalability involves deploying additional instances of a service to distribute the
workload across multiple nodes. Container orchestration platforms such as Kubernetes
support automatic horizontal pod autoscaling, which dynamically adjusts the number of
service instances based on observed CPU utilization, memory consumption, or custom
metrics [26,27]. This is the primary scaling mechanism in microservices because it takes

advantage of the independently deployable nature of individual services.

Vertical scalability involves increasing the computational resources allocated to existing
service instances, such as CPU, memory, or storage. While vertical scaling is simpler to
implement, it has natural limits set by the maximum capacity of individual hardware or

virtual machines.

Elasticity refers to the ability of a system to automatically provision and release resources
in response to changing demand. Elastic scaling is particularly important in cloud-native
microservices deployments, where workloads may show unpredictable traffic patterns
[28,29]. Cloud platforms provide auto-scaling capabilities that let microservices scale out

during demand spikes and scale in during quiet periods, improving cost efficiency.

Load balancing is a critical mechanism for distributing incoming requests across multiple
service instances. Common algorithms include round-robin, least connections, weighted
distribution, and consistent hashing. In microservices architectures, load balancing
works at multiple levels: external load balancers distribute client traffic across API gate-

ways, while internal service meshes manage inter-service request distribution [7,30].



Performance engineering is a systematic approach to making sure software systems
meet their performance requirements throughout the entire development lifecycle. Smith
and Williams [12] define it as encompassing performance modeling, analysis, and testing
activities that are woven into the development process from architectural design through
deployment. In microservices, performance engineering is especially important because
distributed architectures introduce sources of latency and resource contention that do
not exist in monolithic systems. Key activities include capacity planning, load testing,
performance profiling, and establishing service-level objectives that set acceptable re-
sponse times and throughput thresholds [13,31]. Modern approaches increasingly in-
clude automated load testing, continuous performance monitoring, and proactive alerting

to maintain system reliability under diverse workloads [17,32].

2.4 Microservices Architecture

2.4.1 General Architecture and Components

A typical microservices architecture includes several interconnected components that
together support the development, deployment, and operation of distributed applications.
Understanding these components and how they interact is necessary for evaluating the

factors that influence system performance and scalability.

The API Gateway acts as the single-entry point for external client requests, routing them
to the appropriate backend microservices. It handles cross-cutting concerns including
authentication, rate limiting, request aggregation, and protocol translation [7,33]. The API
gateway also provides a unified interface that hides the complexity of multiple backend

services from clients.

Service Discovery mechanisms allow microservices to dynamically locate and communi-
cate with each other in environments where service instances are frequently created,
moved, or destroyed. Service discovery can be client-side, where the client queries a
service registry, or server-side, where a load balancer queries the registry on the client's
behalf [7,34].

Inter-service communication is the backbone of microservices interactions and can fol-
low either synchronous or asynchronous patterns. In synchronous communication, the
calling service waits for a response. In asynchronous communication, messages pass

through an intermediary broker without the caller waiting. Synchronous communication



typically uses protocols such as REST over HTTP/1.1 or gRPC over HTTP/2, while asyn-
chronous communication relies on message brokers such as Apache Kafka, RabbitMQ,
or Amazon SQS [35,36]. The choice between synchronous and asynchronous commu-
nication has major implications for system performance, reliability, and coupling between

services.

Container orchestration platforms manage the deployment, scaling, networking, and
lifecycle of containerized microservices across clusters of machines. These platforms
automate service scheduling, health monitoring, rolling updates, and resource allocation,

reducing the operational burden of managing distributed systems [26,37].

Monitoring and observability components provide visibility into the runtime behavior of
the system, allowing operators to detect anomalies, diagnose performance issues, and
optimize resource usage. These components typically cover metrics collection, log ag-

gregation, and distributed tracing [38,39].

Figure 1 illustrates how the three monitoring components work together as a unified ob-
servability pipeline in the experimental setup, with the architectural layout utilizing the
WSO2 Micro Integrator observability pattern [40]. Prometheus functions as the central
time-series database, collecting metrics from service endpoints and node-level exporters
at one-second intervals. Every microservice is instrumented with a Prometheus client
library that exposes operational data including request durations, request counts, error
rates, and memory consumption [41]. Jaeger receives trace data through Jaeger client
libraries integrated into each microservice, capturing span-level timing information as
requests propagate through the service call chain [42]. Grafana pulls data from both
Prometheus and Jaeger into a single dashboard interface, enabling operators to corre-
late metrics anomalies with specific trace data in real time [43]. This integrated architec-
ture ensures that performance issues can be detected at the metrics level and then di-

agnosed at the trace level without switching between separate tools.

Observability Solution

Grafana loki

Push Logs
ssh Log Query Logs
Client - View Logs, Metrics,

£ and Traces

Micro Integrator Cluster

tg—-et——e  Pull Metrics

4 Query Metrics ———T— —

Prometheus Grafana

Push Tracing Data Retrieve Traces
.,
-

Jaeger

Figure 1— Monitoring tools in action [40]
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Several factors across these components directly affect performance and scalability.
Communication protocol efficiency determines inter-service latency and throughput. Or-
chestration platform capabilities influence auto-scaling speed and resource allocation
effectiveness. Service granularity affects communication overhead and fault isolation.
Database strategies determine data access latency and consistency guarantees [8,44].
Together, these factors form a complex interaction space that needs empirical evaluation

to support informed architectural decisions.

2.4.2 Communication Protocols

Inter-service communication in microservices can be classified along two dimensions:
synchronous versus asynchronous, and protocol selection. This thesis focuses on syn-
chronous communication protocols, specifically REST and gRPC, because synchronous
request-response patterns remain the most common approach for inter-service commu-

nication in production microservices deployments [7,45].

REST, or Representational State Transfer, is an architectural style for designing net-
worked applications, originally proposed by Roy Fielding in his doctoral dissertation [46].
RESTful services are built on HTTP and follow several constraints: client-server separa-
tion, statelessness, cacheability, a uniform interface, and a layered system architecture.
In practice, RESTful APIs expose resources through URIs, use standard HTTP methods
such as GET, POST, PUT, and DELETE, and typically serialize data using JSON or
XML. REST has achieved broad adoption thanks to its simplicity, compatibility with ex-
isting web infrastructure, human-readable message formats, and extensive tooling sup-
port. However, REST can cause performance overhead due to verbose text-based seri-
alization, the lack of built-in streaming support in HTTP/1.1, and the need to establish

new connections for each request-response cycle [47,48].

The gRPC, or Google Remote Procedure Call, is an open-source, high-performance
RPC framework developed by Google [49]. gRPC uses Protocol Buffers as its interface
definition language and binary serialization format, which produces considerably smaller
payload sizes compared to JSON. It runs over HTTP/2, enabling features such as bidi-
rectional streaming, request multiplexing over a single connection, header compression,
and flow control. These characteristics make gRPC more efficient than REST for high-
throughput, low-latency inter-service communication. Empirical studies have shown that
gRPC can achieve 3.4 to 4 times higher throughput than REST under equivalent load
conditions, with response times between 3.8 and 11.2 times faster depending on payload

size and concurrency levels [45,50,51]. However, gRPC has a steeper learning curve,
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limited browser compatibility without a proxy layer, and more complex debugging due to

its binary format.

This thesis evaluates REST and gRPC because they represent the two most widely used
synchronous communication protocols in microservices architectures, each reflecting a
fundamentally different design philosophy. REST prioritizes simplicity and interoperabil-
ity, while gRPC is optimized for performance and efficiency. Other protocols such as
GraphQL and asynchronous messaging through Apache Kafka serve different commu-

nication patterns and fall outside the scope of this study [52].

2.4.3 Orchestration Platforms

Container orchestration platforms automate the deployment, scaling, networking, and
lifecycle management of containerized applications. This thesis evaluates two platforms:
Docker Swarm and Kubernetes, chosen because they represent the two most prominent
orchestration solutions with fundamentally different approaches to complexity, scalabil-

ity, and feature richness.

Docker Swarm is the native clustering and orchestration solution built into the Docker
ecosystem. It offers a straightforward approach to container orchestration, turning a set
of Docker hosts into a single virtual host. Docker Swarm supports service deployment,
scaling, load balancing through an internal DNS-based mechanism, and rolling updates.
Its main strengths are ease of setup, minimal configuration overhead, and smooth inte-
gration with existing Docker workflows. However, Docker Swarm has limitations in scala-
bility for large deployments and lacks advanced features such as custom resource

scheduling, pod affinity and anti-affinity rules, and fine-grained autoscaling [53,54].

Kubernetes is an open-source container orchestration platform originally developed at
Google and now maintained by the Cloud Native Computing Foundation [26]. It provides
a wide range of capabilities for automated deployments, horizontal and vertical autoscal-
ing, service discovery, load balancing, self-healing, secrets management, and declara-
tive configuration. Kubernetes introduces abstractions including pods, deployments, ser-
vices, ingress controllers, and namespaces that give operators fine-grained control over
application deployment and networking. Its horizontal pod autoscaler dynamically ad-
justs the number of pod replicas based on observed metrics such as CPU utilization or
custom indicators [27,55]. While Kubernetes offers better scalability and flexibility than
Docker Swarm, it brings notable operational complexity, a steep learning curve, and

higher resource overhead for control plane components [37,56].
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2.4.4 Database Strategies

In microservices architectures, database management has a major effect on system in-
dependence, performance, and resilience. A shared database approach, while simpler
to maintain initially, often leads to tightly coupled services, reduced scalability, and per-

formance bottlenecks, especially as services grow and evolve [57].

A database-per-service approach, on the other hand, improves service autonomy and
scalability while also increasing performance by reducing contention and optimizing data
access patterns for each service. This approach does complicate data consistency man-
agement, requiring reliable inter-service communication and synchronization mecha-
nisms such as the saga pattern and eventual consistency models [7,58]. The best data-
base strategy depends heavily on the specific application requirements, expected sys-

tem complexity, and the organization's ability to manage distributed data effectively.

2.4.5 The Twelve-Factor App Methodology

The Twelve-Factor App methodology, first described by Adam Wiggins [59], outlines a
set of best practices for building modern, cloud-native applications optimized for deploy-
ment on cloud platforms. These twelve factors address aspects such as codebase man-
agement, dependency isolation, configuration externalization, stateless processes, port
binding, concurrency through horizontal scaling, disposability, development and produc-

tion parity, log streaming, and administrative process management.

In the context of microservices, several of these factors are especially important. The
principle of stateless processes supports horizontal scalability by allowing any service
instance to handle any request. Configuration externalization through environment vari-
ables enables consistent behavior across different deployment environments. The em-
phasis on disposable, fast-starting processes aligns with the container-based deploy-
ment model used in Kubernetes and Docker Swarm, where instances are regularly cre-

ated and destroyed in response to scaling events [26,59].

The twelve-factor principles shown in Figure 2 provide a consistent approach for devel-
oping and deploying microservices that are designed for scalability, maintainability, and
automation. In the experimental implementation used in this study, these guidelines were
followed to ensure that each microservice adhered to stateless process design, exter-
nalized configuration through environment variables, and supported disposable con-
tainer instances that could be created and destroyed rapidly during scaling events. These
design choices directly support the auto-scaling behavior observed in the Kubernetes

experiments described in Section 4.2.
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The 12-Factor App

Modern web applications run in heterogeneous environments, scale elastically, update frequently, and
depend on independently deployed backing services. Modern application architectures and development
practices must be designed accordingly. The PaaS-masters at Heroku summarized lessons learmed from
building hundreds of cloud-native applications into the twelve factors visualized below.
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Figure 2 - The 12-factor App Infographic [75]

Challenges arise in applying these principles to complex microservices systems. Effec-
tive management of environment variables across many services requires advanced
configuration management and secrets handling to maintain security and consistency
[37]. Log aggregation and correlation across services demand careful design to produce
actionable insights without overwhelming storage or analysis systems [60].
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2.5 Load Balancing in Microservices

Load balancing is a critical part of microservices architecture that helps optimize re-
source distribution, improve service stability, and maintain performance consistency. The
main role of a load balancer is to spread network traffic efficiently across several servers
or service instances, preventing any one server from becoming a bottleneck or point of
failure. Effective load balancing improves availability, responsiveness, and resource uti-

lization, which is especially important in large-scale, high-traffic systems [30,61].

Several algorithms guide load balancing decisions, each suited to different workloads
and system configurations. Round-robin algorithms distribute requests to each server in
sequence, suitable for uniform workloads. The least connections method sends requests
to the server with the fewest active connections, which works well when processing times
vary. |IP hash algorithms provide client-server affinity by consistently routing requests
from the same client IP address to a designated server, improving efficiency through
cached data reuse. Weighted variants of these algorithms allow administrators to ac-

count for differences in server capacity [61,62].

In microservices environments, load balancing operates at multiple layers. External load
balancers distribute incoming client traffic across APl gateways or ingress controllers,
while internal mechanisms such as service meshes handle inter-service traffic routing,

retry logic, and circuit breaking [30,63].

2.6 Monitoring and Observability Technologies

2.6.1 Monitoring versus Observability

Although the terms monitoring and observability are often used interchangeably, they
represent different concepts in distributed systems management. Monitoring is the pro-
cess of collecting, aggregating, and analyzing predefined metrics and logs to track the
health and performance of system components. Monitoring systems typically work with

known failure modes, triggering alerts when predefined thresholds are exceeded [38,64].

Observability, by contrast, is a property of a system that reflects how well its internal
states can be understood from its external outputs. An observable system provides
enough context through metrics, logs, and traces to diagnose previously unknown failure

modes and understand emergent behaviors [39,65].
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In microservices architectures, observability is particularly important because the distrib-
uted nature of the system creates complex interaction patterns that cannot be fully an-
ticipated during design. Observability relies on three main categories of data. Metrics are
numeric measurements collected at regular intervals, such as CPU utilization, request
latency, and error rate. They provide quantitative indicators of system health and perfor-
mance trends. Logs are timestamped records of discrete events within the system, giving
detailed context for debugging specific issues. Traces are records of the path followed
by a request as it travels through multiple services, enabling reconstruction of end-to-

end transaction flows and identification of latency bottlenecks [32,39].

An effective observability strategy combines all three categories, allowing operators to
connect metrics anomalies with specific log events and trace them through the service

dependency graph to find root causes.

2.6.2 Tool Selection and Justification
Many monitoring and observability tools are available for microservices environments.

The following overview covers prominent options across the three categories in table 1.

Category Tool Purpose

Metrics Prometheus Time-series metrics collection and alerting [41]
Metrics Datadog Cloud-based monitoring and analytics [66]
Metrics InfluxDB Time-series database for metrics storage [67]
Tracing Jaeger Distributed tracing for request flow analysis [42]
Tracing Zipkin Distributed tracing system [68]

Tracing OpenTelemetry | Vendor-neutral observability framework [69]
Visualization | Grafana Dashboard and visualization platform [43]
Visualization | Kibana Log analysis and visualization [70]

Load Testing | Grafana K6 Developer-centric load testing [71]

Load Testing | Apache JMeter | Performance testing for web applications [72]

Table 1 - Tool Selection and Justification



16

This thesis uses Prometheus, Jaeger, and Grafana for the following reasons. Prome-
theus is the standard for metrics collection in cloud-native environments, endorsed by
the Cloud Native Computing Foundation. Its pull-based scraping model, powerful
PromQL query language, and native integration with Kubernetes make it well-suited for
monitoring containerized microservices [34,41]. Jaeger implements the OpenTracing
standard for distributed tracing, providing end-to-end visibility into request flows across
multiple services. Its ability to visualize service dependency graphs and latency distribu-
tions directly supports the research objectives of this thesis [42,73]. Grafana serves as
the visualization layer, pulling data from Prometheus and Jaeger into unified dashboards.
Its alerting capabilities and custom panels allow real-time performance monitoring during
experiments [43]. Grafana K6 handles load testing, chosen for its developer-friendly Ja-
vaScript-based scripting, support for gradual ramp-up scenarios, and native integration

with the Prometheus and Grafana stack [71].

This tool combination was selected because all components are open-source, widely
adopted in production environments, and capable of integration into a unified observa-
bility pipeline [38]. Other commercial and open-source solutions exist in each category,
including application performance management suites such as New Relic and AppDy-
namics, log aggregation platforms such as the ELK Stack consisting of Elasticsearch,
Logstash, and Kibana, and cloud-native monitoring services from AWS, Google, and
Azure. These were excluded because the study focuses on open-source, self-hosted
tools that provide full control over data collection and are reproducible without vendor

dependencies.

2.7 Research Gaps

Even though there is more and more research on microservices architecture, there are
still some important gaps in the research. A systematic mapping study by Di Francesco
et al. [23] analyzed over 100 primary studies on microservices and noted that the majority
focus on architectural design patterns rather than empirical performance evaluation. Sol-
dani et al. [8] reached a similar conclusion after reviewing 51 studies, finding a shortage
of quantitative empirical evidence regarding the performance and scalability implications
of specific technology choices in microservices deployments. Waseem et al. [5] con-

firmed this trend in a mapping of over 300 studies on microservices in DevOps contexts.

The specific gaps addressed by this thesis include the following. First, there is insufficient

empirical comparison of communication protocols. While the theoretical advantages of
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gRPC over REST are well documented, few studies provide controlled experimental
comparisons measuring response time, throughput, and resource utilization under equiv-
alent conditions [45,50]. Second, there is limited comparative evaluation of orchestration
platforms. Existing studies often evaluate Kubernetes or Docker Swarm in isolation, with-
out head-to-head comparisons under identical workload conditions [26,54]. Third, while
the database-per-service pattern is frequently recommended in the literature [7,58], few
studies provide quantitative evidence for the scalability advantage over shared database
configurations under increasing concurrent load. Fourth, there is a lack of integrated
monitoring analysis. Most performance studies report aggregate metrics without using
distributed tracing to analyze per-service behavior and pinpoint specific bottleneck loca-

tions within the service call chain [8,39].

This thesis addresses these gaps through controlled experiments comparing REST and
gRPC communication protocols, Docker Swarm and Kubernetes orchestration platforms,
and database-per-service versus shared database strategies, using an integrated mon-

itoring stack for detailed, trace-level performance analysis.
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3.RESEARCH METHODOLOGY

3.1. Research Purpose and Scope

The purpose of this thesis is to empirically evaluate the impact of communication protocol
selection and container orchestration platform choice on the performance and scalability
of microservices architectures. Specifically, the study compares the performance of
REST versus gRPC as inter-service communication protocols, the scalability of Docker
Swarm versus Kubernetes as container orchestration platforms, and the effectiveness of
an integrated monitoring stack for identifying performance bottlenecks in microservices

deployments.

3.2. Research Design

This study uses a quantitative experimental research design. Controlled experiments
isolate the effects of two independent variables, communication protocol type and or-
chestration platform, on several dependent variables: response time, throughput, error
rate, CPU utilization, and memory consumption. The approach follows established

guidelines for empirical software engineering research [74].

The research framework is structured around three phases. In Phase 1, a microservice-
based application is implemented in multiple configurations, varying the communication
protocol while keeping the business logic and data flows identical. In Phase 2, each con-
figuration is deployed on both Docker Swarm and Kubernetes under identical hardware
conditions, and load tests are run at progressively increasing concurrency levels using
Grafana K6 [71], simulating realistic traffic patterns. Each test scenario is repeated a
minimum of three times to observe measurement consistency. In Phase 3, performance
metrics are collected through Prometheus and Jaeger during each test execution, and
post-experiment analysis compares the configurations across all measured metrics us-
ing descriptive statistics including mean comparison, standard deviation analysis, and
percentile distribution at P50, P90, and P99.
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3.3. Experimental Setup

The experiments were conducted on a cluster of three physical machines connected
through a dedicated gigabit Ethernet switch. The hardware and software configuration of

the test environment is detailed in Appendix A.

The microservice application used in the experiments is an online order processing sys-
tem composed of five services: a Gateway Service that receives external requests, a
User Service that handles authentication and user data, a Product Service that manages
the product catalog, an Order Service that processes purchase orders, and a Notification
Service that sends order confirmations. Each service is containerized using Docker and
communicates with its own PostgreSQL database instance, following the database-per-
service pattern [7]. To address RQ3, the application was also tested in a shared data-
base configuration where all five services connect to a single PostgreSQL instance using
separate schemas. The application was implemented in two communication variants:
one using REST over HTTP/1.1 with JSON serialization, and one using gRPC over
HTTP/2 with Protocol Buffers. Both variants share identical business logic, database

schemas, and data volumes.

Service communication follows a sequential call chain for the primary use case of placing
an order: the Gateway Service receives the client request, calls the User Service to verify
authentication, calls the Product Service to check item availability, calls the Order Ser-
vice to create the order record, and finally calls the Notification Service to send a confir-
mation. This five-hop call chain was deliberately designed to expose the cumulative ef-

fects of inter-service communication overhead.
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Figure 3 - Conceptual Framework for Evaluating Microservices Performance

The conceptual framework illustrated in Figure 3 identifies the primary experimental di-
mensions: communication protocol efficiency, orchestration platform scalability, and da-
tabase strategy impact, with the integrated monitoring stack serving as the measurement
layer to evaluate their combined effectiveness. Each dimension corresponds to one of
the four research questions. The framework maps the independent variables, specifically
REST versus gRPC, Docker Swarm versus Kubernetes, and database-per-service ver-
sus shared database, to the dependent variables of response time, throughput, error
rate, CPU utilization, and memory consumption. The theoretical foundation draws on
established performance engineering principles from Smith and Williams [12] and the
scalability dimensions defined by Abbott and Fisher [10], applied within the specific con-

text of containerized microservices.

Each service is instrumented with Prometheus client libraries to expose metrics at a ded-
icated endpoint. Jaeger tracing is integrated through OpenTelemetry SDKs, which auto-
matically propagate trace context headers across service boundaries. Grafana dash-
boards are pre-configured to display real-time metrics from both Prometheus and Jaeger

data sources.
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3.4. Metrics for Scalability and Performance Evaluation

Choosing the right metrics is important for a rigorous evaluation. In this study, perfor-
mance and scalability are quantified using multiple indicators that reflect both system
behavior and resource efficiency. These indicators are drawn from established work in

performance engineering and cloud-native computing [12,31].

The key performance metrics are as follows. Response time, measured in milliseconds,
is the time elapsed from when a request is sent until the response is fully received.
Throughput, measured in requests per second, is the number of successfully completed
requests per unit of time. Error rate, expressed as a percentage, is the proportion of
requests that result in an error response such as HTTP 5xx status codes. CPU utilization,
expressed as a percentage, is the average processor usage across all containers during
the test period. Memory usage, measured in megabytes, is the average memory footprint

of the application containers during the test period.

Scalability is assessed by observing how these indicators change as load increases.
Linear scalability is shown when throughput rises in proportion to workload while re-
sponse times and error rates stay stable. Performance deterioration shows up as in-
creasing latencies or growing resource use without proportional throughput gains
[10,11].

The study also evaluates latency distribution, focusing on percentiles such as P50, P90,
and P99 rather than only average latency. These percentiles reveal how the system per-
forms for most users and how it handles outliers. These three values were chosen be-
cause together they reveal the full latency distribution, from typical performance to ex-
treme tail cases, allowing for a much more rigorous evaluation than averages alone. This
approach follows established industry practices for monitoring distributed systems
[31,32].

e P50 (Median): Represents the experience of the typical user and provides a

baseline for "normal" system behavior.

e P90: Identifies the latency experienced by the vast majority of users, highlighting

performance degradation that might be masked by simple averages.

e P99 (Tail Latency): Captures the slowest one percent of requests, which is a crit-
ical indicator for Service Level Agreement (SLA) compliance and for identifying
intermittent bottlenecks or garbage collection pauses that only affect a small frac-

tion of traffic.
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These percentile values are calculated using Prometheus histograms [76]. Prometheus
collects request durations into discrete, pre-defined buckets (e.g., [10ms, 50ms,
100ms...]). During data analysis, the histogram_quantile function in PromQL is used to
estimate the percentile values. This calculation uses linear interpolation within the bucket
that contains the target quantile. According to the Prometheus documentation [76], this
logic assumes an even distribution of observations within the bucket to provide an inter-
polated estimate of the actual latency distribution without the storage overhead of re-

cording every individual request duration.

3.5. Workload Simulation

To evaluate system behavior under realistic conditions, load tests are designed to simu-
late varying levels of concurrent user demand. Grafana K6 [71] generates HTTP re-

quests to the Gateway Service endpoint, simulating the full order-placement workflow.

The experimental workloads are structured as follows:

Scenario Virtual Users | Duration | Ramp-up Period | Purpose

Light Load 10 5 min 30 sec Baseline perfor-
mance

Moderate Load 50 5 min 1 min Normal operations

High Load 100 5 min 1 min Peak conditions

Stress Test 200 5 min 2 min Beyond normal
capacity

Peak Test 500 5 min 2 min Extreme condi-
tions

Table 2 - Experimental workloads

The range of virtual users was chosen to cover the spectrum from idle to saturated sys-
tem states. The ramp-up periods allow gradual increases in load so that system behavior
can be observed as demand transitions between levels. Each scenario is run three times
per configuration, yielding a total of 60 individual test runs across all four protocol-plat-
form combinations: REST on Docker Swarm, REST on Kubernetes, gRPC on Docker

Swarm, and gRPC on Kubernetes.

The K6 load test script is provided in Appendix B.
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3.6. Data Collection

Data collection uses the integrated monitoring stack deployed alongside the micro-

service application.

Prometheus collects time-series metrics at one-second intervals from all service end-
points through instrumented client libraries. Collected metrics include request count, re-
quest duration histograms for P50, P90, and P99 percentile calculations, error count,

CPU utilization per container, and memory consumption per container [34,41].

Jaeger records distributed traces for all inter-service requests, capturing span-level tim-
ing data including service entry time, processing duration, and downstream call latencies.
Trace sampling is set to 100 percent during experiments to ensure complete data capture
[42,73].

Grafana dashboards display real-time metrics from Prometheus and Jaeger, providing
live monitoring during test execution. All dashboard configurations are version-controlled

for reproducibility [43].

Grafana K6 provides load test output metrics including total requests sent, requests per

second, response time distribution, and HTTP error codes received [71].

Network Time Protocol synchronization is configured across all cluster nodes to ensure
accurate timestamp alignment between Prometheus metrics, Jaeger traces, and K6 load
test records. Clock synchronization within one millisecond accuracy is necessary for cor-

rectly correlating events across distributed monitoring sources.

Post-experiment analysis uses statistical tools to calculate standard deviation and vari-
ance among measurements. All raw data exports and analysis scripts are documented

in Appendix C.

3.7. Data Analysis Procedure

The data analysis follows a structured workflow for identifying and diagnosing perfor-
mance bottlenecks. First, Prometheus dashboards in Grafana are examined for overall
trends in response time, throughput, error rate, and resource utilization across each test
scenario. Second, notable deviations from expected behavior, such as sudden latency
spikes or throughput drops, are flagged for further investigation. Third, Jaeger traces
corresponding to anomalous time periods are analyzed to identify which specific services

or operations are responsible for the degradation. Fourth, identified bottlenecks are clas-
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sified by type: communication overhead, resource contention, suboptimal scaling behav-
ior, or orchestration-related delays. Fifth, findings are compared across all protocol and

platform combinations to isolate the effects of each independent variable.

This procedure is applied consistently to all experimental configurations, enabling both

high-level comparison and detailed system profiling.
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4. ANALYSIS AND RESULTS

This chapter presents the experimental data collected during load testing across all four
configurations: REST on Docker Swarm, REST on Kubernetes, gRPC on Docker Swarm,
and gRPC on Kubernetes. All data presented in this chapter was generated from the
experiments described in Chapter 3. Performance metrics were collected and analyzed
using the monitoring stack described in Section 2.6, comprising Prometheus for time-
series metrics [41], Jaeger for distributed tracing [42], and Grafana for dashboard visu-
alization [43]. Each test scenario was run three times per configuration, and the values
reported below are the arithmetic means of the three runs, unless stated otherwise.
Standard deviations are included where appropriate to indicate the consistency of the

measurements.

4.1. Communication Protocol Comparison

The first set of experiments compares the performance of REST and gRPC when de-
ployed on the same orchestration platform. The results presented in this section were
collected from the Kubernetes deployment, as it provides a controlled baseline with con-
sistent auto-scaling behavior. The Docker Swarm results are presented separately in

Section 4.2 as part of the orchestration platform comparison.

Virtual Us- | REST Mean | REST SD gRPC gRPC SD Improve-
ers Mean ment Fac-
tor

10 47.3 4.1 12.8 1.9 3.7x

50 82.6 7.3 241 3.2 3.4x

100 163.5 12.8 44.2 5.1 3.7x

200 341.2 28.4 91.6 8.7 3.7x

500 891.4 67.9 213.7 19.3 4.2x

Table 3 - Average Response Time (ms) by Communication Protocol on Kuber-
netes
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Table 3 summarizes the average response time across all five workload levels. At low
concurrency of 10 virtual users, REST produced an average response time of 47.3 milli-
seconds with a standard deviation of 4.1, while gRPC achieved 12.8 milliseconds with a
standard deviation of 1.9. As the load increased to 100 virtual users, REST response
times rose to 163.5 milliseconds, whereas gRPC remained at 44.2 milliseconds. The
difference became more pronounced at 500 virtual users, where REST reached 891.4

milliseconds compared to 213.7 milliseconds for gRPC.

The improvement factor for gRPC ranged from 3.4 to 4.2 times faster than REST, with
the largest advantage appearing at the highest concurrency level. This trend is consistent
with gRPC's use of HTTP/2 multiplexing, which allows multiple requests to share a single
TCP connection, avoiding the connection establishment overhead that accumulates in
REST under heavy load.

Latency Comparison of REST vs. gRPC Under Load
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Figure 4 - Latency comparison of REST vs gRPC Under Load

Figure 4 visualizes the response time data from Table 3, making the growing perfor-
mance gap between REST and gRPC clearly visible as concurrency increases. At low
concurrency, both protocols respond within an acceptable range, but the bars diverge
sharply at higher levels. The widening gap reflects the cumulative effect of JSON serial-
ization and per-request TCP connection overhead in REST, which compounds across

the five-hop service call chain as concurrency grows.
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Virtual Users | REST gRPC Improvement Factor
10 211 781 3.7x
50 604 2,075 3.4x
100 611 2,264 3.7x
200 586 2,183 3.7x
500 428 1,847 4.3x

Table 4 - Throughput (requests/second) by Communication Protocol on Kuber-

netes

Table 4 presents the throughput comparison. At 10 concurrent users, REST handled 211

requests per second while gRPC managed 781 requests per second. Throughput for

both protocols increased with load up to the 100 concurrent user level, after which gains

slowed. At 500 concurrent users, REST throughput dropped to 428 requests per second,

indicating the system had reached saturation, while gRPC maintained 1,847 requests

per second.

The throughput figures confirm that gRPC consistently processes between 3.4 and 4.3

times more requests per second than REST. The decline in REST throughput beyond

200 virtual users suggests that the text-based JSON serialization and per-request con-

nection overhead become bottlenecks under heavy concurrent load.
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Figure 5 - Throughput Comparison of Rest vs gRPC Under Load
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Figure 5 illustrates the throughput data from Table 4. The chart shows that gRPC main-
tains a substantial throughput advantage at every concurrency level. Notably, REST
throughput peaks at 100 concurrent users and then decreases, while gRPC throughput
continues rising before declining only slightly at 500 concurrent users. This pattern indi-
cates that REST reaches its capacity ceiling earlier due to the overhead of text-based

serialization and connection management.

Comparison of REST, gRPC, and Message Brokers
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Figure 6 - Comparison of Rest, gRPC, and Message Brokers

Figure 6 extends the comparison beyond synchronous protocols by including asynchro-
nous message broker patterns. The comparison shows that while message brokers offer
advantages in decoupled communication and reliability, gRPC provides the lowest la-
tency for synchronous request-response interactions. Each communication approach
serves different architectural needs: REST for simplicity and interoperability, gRPC for
performance-critical internal communication, and message brokers for event-driven and

asynchronous workflows.



Feature/Aspect REST gRPC Message Broker
Protocol HTTP HTTP/2 AMQP, MQTT, Kafka
Data format JSON/XML Binary (ProtoBuffers) JSON/Binary/Text
Communication Synchronous Sync/Async (streaming) Asynchronous
Latency Medium Low Low (async handling)
Perf. ance Moderate High (efficient binary High (optimized fc.n:
data) throughput & scalability)
Medium-High (requires
Complexity Low Medium infrastructure & consumer
handling)
High (highl labl
e Moderate (stateless e (stupports igh (hig y i
Scalability design helps scalability) streaming and handles massive message
g P b multiplexing) loads efficiently)
Use-case Web APIs, CRUD Microservices, internal Events, decoupling

Figure 7 - Comparative Performance Summary of Communication Techniques

Figure 7 provides an overall comparison of the three communication techniques evalu-
ated in this thesis. The summary shows that gRPC achieves the best performance in
latency and throughput for synchronous inter-service communication, while REST offers
the greatest simplicity and ecosystem compatibility. Message brokers serve a distinct
role in enabling asynchronous, decoupled interactions but introduce additional infrastruc-
ture complexity. This comparative view supports the selection rationale described in Sec-
tion 2.4.2. Note that while REST and gRPC were empirically evaluated in this study, the
performance characteristics for message brokers are included for context based on es-

tablished industry benchmarks [35, 36].
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Virtual Users REST P99 gRPC P99
10 98.4 28.3

50 197.6 56.7

100 412.3 98.4

200 823.1 189.5

500 2,341.7 478.2

Table § - P99 Latency (ms) by Communication Protocol on Kubernetes

Table 5 shows the tail latency comparison at the P99 percentile, which reflects the re-
sponse time experienced by the slowest one percent of requests. P99 latency is an im-
portant indicator because it reveals performance variability that average values can

mask.

At 500 virtual users, the P99 latency for REST exceeded 2.3 seconds, meaning that one
percent of requests took more than 2.3 seconds to complete. For gRPC, the P99 at the
same load was 478 milliseconds, roughly five times lower. This wide gap in tail latency
has practical implications: in a real-world scenario, REST users would occasionally ex-
perience delays exceeding two seconds, which is well above the acceptable threshold

for interactive applications.

Virtual Users REST gRPC
10 0.0 0.0
50 0.0 0.0
100 0.0 0.0
200 0.8 0.0
500 34 0.2

Table 6 - Error Rate (%) by Communication Protocol on Kubernetes

Table 6 presents the error rate comparison. Both protocols maintained zero errors at low
load levels. REST began showing errors at 200 virtual users with a 0.8 percent error rate,
rising to 3.4 percent at 500 virtual users. gRPC remained at zero errors through 200

virtual users and showed only a 0.2 percent error rate at 500 virtual users.
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The higher error rate in REST at elevated loads is attributable to HTTP connection
timeouts and thread pool exhaustion, as observed in the Jaeger trace data. When REST
services cannot establish a new TCP connection quickly enough under congestion, re-
quests time out and return error responses. gRPC's persistent connections and multi-

plexing avoid this problem.

Virtual Users REST CPU (%) | gRPC CPU (%) | REST Memory | gRPC Memory
(MB) (MB)

10 8.2 6.1 312 287

50 22.4 15.8 341 298

100 41.7 28.3 378 321

200 68.3 43.9 425 359

500 89.1 61.4 498 412

Table 7 - Resource Utilization by Communication Protocol on Kubernetes

Table 7 summarizes the resource utilization comparison. CPU and memory usage were
averaged across all five microservice containers during each test run. REST consistently
consumed more CPU and memory than gRPC at every load level. At 500 virtual users,
REST used 89.1 percent CPU compared to 61.4 percent for gRPC, a difference of 27.7
percentage points. The higher CPU usage for REST is primarily due to JSON parsing
and serialization overhead, which requires more processing cycles than binary Protocol
Buffer encoding. Memory usage differences were smaller but consistent, with REST us-

ing 15 to 20 percent more memory than gRPC across all load levels.

4.2. Orchestration Platform Comparison

The second set of experiments compares Docker Swarm and Kubernetes as orchestra-
tion platforms. To isolate the platform effect, the gRPC protocol variant was used for both

platforms, removing communication protocol as a variable.
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Virtual Users Docker Swarm | Docker Swarm | Kubernetes Kubernetes SD
Mean SD Mean

10 14.1 2.3 12.8 1.9

50 28.7 4.1 241 3.2

100 56.3 7.8 44.2 5.1

200 134.8 18.2 91.6 8.7

500 387.4 42.6 213.7 19.3

Table 8 - Average Response Time (ms) by Orchestration Platform (gRPC)

Table 8 compares the average response time of gRPC services running on Docker
Swarm versus Kubernetes across all five workload levels. At low load levels of 10 and
50 virtual users, the two platforms performed similarly, with Docker Swarm only slightly
slower than Kubernetes. The gap widened at 200 and 500 virtual users, where Kuber-
netes maintained substantially lower response times. At 500 virtual users, Docker Swarm

response times were 81 percent higher than Kubernetes.

This divergence at higher loads can be attributed to Kubernetes' horizontal pod au-
toscaler, which automatically increased the number of pod replicas when CPU utilization
exceeded the 70 percent threshold. During the 500 virtual user tests, Kubernetes scaled
each service from 2 to 5 replicas within approximately 90 seconds of the load ramp-up
beginning. Docker Swarm, which does not have an equivalent automatic scaling mech-
anism, maintained the static replica count of 2 throughout the test, leading to resource

saturation and higher response times.

Virtual Users Docker Swarm Kubernetes
10 709 781

50 1,742 2,075

100 1,776 2,264

200 1,483 2,183

500 948 1,847

Table 9 - Throughput (requests/second) by Orchestration Platform (gRPC)
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Table 9 shows the throughput comparison between platforms. Kubernetes achieved
higher throughput at every load level. The difference was smallest at 10 virtual users,
where Kubernetes exceeded Docker Swarm by 10 percent. At 500 virtual users, Kuber-
netes sustained 95 percent more throughput than Docker Swarm. Docker Swarm
throughput peaked at 100 virtual users and then declined progressively, indicating that
the static replica count could not handle the growing demand. In contrast, Kubernetes
throughput peaked at 100 virtual users but declined only moderately at higher loads

thanks to the autoscaler activating additional replicas.

Virtual Users Docker Swarm Kubernetes
10 0.0 0.0
50 0.0 0.0
100 0.1 0.0
200 1.2 0.0
500 4.7 0.2

Table 10 - Error Rate (%) by Orchestration Platform (gRPC)

Table 10 compares the error rates on both platforms. Docker Swarm produced a 4.7
percent error rate at 500 virtual users compared to 0.2 percent on Kubernetes. The errors
on Docker Swarm were primarily caused by the Order Service becoming unresponsive
under load, as the fixed number of replicas could not absorb the incoming request vol-
ume. Jaeger traces suggested that timeout errors primarily originated at the Order Ser-

vice boundary in 78 percent of failed requests.

Metric Docker Swarm Kubernetes
Avg CPU per service (%) 91.3 61.4

Peak CPU per service (%) 98.7 78.2

Avg Memory per service (MB) | 467 412

Total running replicas 10 (fixed) 23 (auto-scaled)
Auto-scaling events 0 11

Table 11 - Resource Utilization at 500 Virtual Users (gRPC)
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Table 11 summarizes the resource utilization comparison between platforms at the 500

virtual user level.

Kubernetes used more total resources in aggregate because it ran more replicas, but
the per-service CPU utilization was substantially lower due to the workload being distrib-
uted across more instances. Docker Swarm services were operating near CPU satura-
tion at 91.3 percent average, which explains the elevated error rates and latency at high

load levels.

4.3. Database Strategy Comparison

To address RQ3, the application was tested under two database strategies. In the data-
base-per-service configuration, each of the five microservices connected to its own ded-
icated PostgreSQL instance. In the shared database configuration, all five services con-
nected to a single PostgreSQL instance with separate schemas. Both configurations
were tested on Kubernetes using gRPC, isolating the database strategy as the only var-

iable. Each scenario was repeated three times at each load level.

Table 12 presents the response time comparison between the two database strategies.

Concurrent Us- | DB-per-Service | DB-per-Service | Shared DB | Shared DB SD
ers Mean SD Mean

10 12.8 1.9 14.1 23

50 28.4 3.1 36.7 4.8

100 44.2 5.3 68.9 8.7

200 87.6 9.4 156.3 18.2

500 213.7 221 487.2 41.6

Table 12 - Response Time Comparison by Database Strategy (ms)

At low load levels, the two strategies performed similarly. The shared database configu-
ration produced response times only 10 percent higher than database-per-service at 10
concurrent users. However, as load increased, the gap widened considerably. At 500
concurrent users, the shared database configuration was 2.3 times slower than data-
base-per-service, with a mean response time of 487.2 milliseconds compared to 213.7

milliseconds.
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Table 13 shows the throughput comparison.

Concurrent Users DB-per-Service Shared DB Difference (%)
10 781 709 -9.2

50 1,758 1,362 -22.5

100 2,264 1,451 -35.9

200 2,287 1,024 -55.2

500 1,847 687 -62.8

Table 13 - Throughput Comparison by Database Strategy (req/s)

The throughput data shows that the shared database became a bottleneck as load
scaled up. At 100 concurrent users, the shared database configuration processed 35.9
percent fewer requests per second than the database-per-service approach. At 500 con-
current users, the gap reached 62.8 percent, with the shared database managing only

687 requests per second compared to 1,847 for database-per-service.

Table 14 presents the resource utilization comparison at 500 concurrent users.

Metric DB-per-Service Shared DB Metric
Avg CPU per service | 61.4 54.3 Avg CPU per service
(%) (%)

Database CPU (%) 38.2 (per instance) 94.7 (single instance) | Database CPU (%)

Database @ Memory | 256 (per instance) 1,024 (single in- | Database @ Memory
(MB) stance) (MB)

Database Connec- | 42 91 Database Connec-
tion Pool Usage (%) tion Pool Usage (%)
Error Rate (%) Error Rate (%)

Table 14 - Resource Utilization at 500 Concurrent Users by Database Strategy

The shared database CPU reached 94.7 percent at 500 concurrent users, while each
individual database instance in the database-per-service approach used only 38.2 per-
cent. The connection pool in the shared database was nearly exhausted at 91 percent
utilization, which explains the sharp increase in error rate to 4.7 percent as connections

were refused under peak load. Jaeger traces confirmed that the latency increase in the
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shared database configuration originated from connection wait times: services spent an
average of 78 milliseconds waiting for an available database connection at 500 concur-
rent users, compared to less than 2 milliseconds in the database-per-service configura-

tion.

These results indicate that the database-per-service strategy provided better scalability
under the tested high load scenarios because each service has dedicated database re-
sources that scale independently. The shared database strategy performs adequately at
low loads and has the advantage of simpler management and data consistency but be-

comes a single point of contention as concurrent demand grows.

4.4. Monitoring Stack Effectiveness

The fourth research question asks how effective the integrated monitoring stack is for
identifying performance bottlenecks. This section reports on how Prometheus, Jaeger,

and Grafana contributed to bottleneck identification during the experiments.

Tool Primary Function | Strengths Limitations

Prometheus | Metrics collection | Flexible query language | Alert tuning complexity,

and time-series | (PromQL), robust time-series | limited long-term storage

storage database, wide ecosystem of | without extensions
exporters
Jaeger Distributed tracing | Trace-level latency insights, | Trace sampling overhead

service dependency visuali- | at high volumes, storage

zation, root cause identifica- | requirements for full trace

tion retention
Grafana Dashboard visuali- | Highly customizable dash- | Dependent on data
zation boards, supports multiple | source quality, initial con-

data sources, real-time visu- | figuration effort

alization

K6 Load testing Scriptable test scenarios, de- | Limited protocol support
veloper-friendly  JavaScript | compared to JMeter, re-
API, accurate concurrency | quires scripting

simulation knowledge

Table 15 - Overview of Monitoring Tool Capabilities

Table 15 summarizes the key capabilities, strengths, and limitations of each monitoring

and testing tool used in this study. The combination of these four tools provides coverage
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across all stages of performance evaluation: K6 generates the test workload, Prome-
theus captures real-time metrics, Jaeger records distributed traces, and Grafana pro-

vides unified visualization of both metrics and trace data.

During the REST tests at 500 concurrent users, the Grafana dashboard revealed that
the Order Service exhibited a sharp increase in response time starting approximately 90
seconds into the test, while other services remained stable. The Prometheus metric
panel showed that Order Service CPU utilization reached 94 percent while the Product
Service remained at 47 percent and the User Service at 38 percent. This disparity indi-

cated that the Order Service was the primary bottleneck in the call chain.

Jaeger trace analysis confirmed this finding. A representative trace from the 500 concur-
rent user REST test showed the following span durations across the five-hop call chain
in table 16.

Service Span Duration (ms) Percentage of Total
Gateway Service 28.4 3.2%

User Service 64.2 7.2%

Product Service 87.1 9.8%

Order Service 643.8 72.1%

Notification Service 68.9 7.7%

Total end-to-end 892.4 100%

Table 16 - Representative Jaeger Trace Span Durations at 500 concurrent us-
ers (REST on Kubernetes)

The Order Service accounted for 72.1 percent of the total end-to-end latency. Further
examination of the Order Service traces revealed that the bottleneck was located in the
database write operation, where the PostgreSQL insert operation alone took 412 milli-
seconds under contention from concurrent transactions. This level of detail would not

have been visible from aggregate Prometheus metrics alone.
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In contrast, the equivalent gRPC trace at 500 concurrent users showed a more balanced

distribution in table 17.

Service

Span Duration (ms)

Percentage of Total

Gateway Service 8.2 3.8%

User Service 214 10.0%
Product Service 34.7 16.3%
Order Service 118.3 55.4%
Notification Service 31.1 14.5%
Total end-to-end 213.7 100%

Table 17 - Representative Jaeger Trace Span Durations at 500 concurrent us-

ers (QRPC on Kubernetes)

The Order Service remained the most time-consuming step in both protocols, but its

share of total latency was lower in the gRPC configuration at 55.4 percent versus 72.1

percent. This indicates that REST serialization and connection overhead disproportion-

ately affected the Order Service, which processes the largest data payloads.

The Grafana dashboards provided a unified view that made it possible to correlate Pro-

metheus resource metrics with Jaeger trace data in real time. During the stress tests, the

dashboards displayed CPU utilization trends alongside request latency percentiles, en-

abling the identification of the exact time point when the Order Service became the bot-

tleneck: CPU usage crossed 80 percent at the 75-second mark, and response times

began climbing at the 78-second mark.
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Performance Improvement by Monitoring Tools
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Figure 8 - Performance Improvement by Monitoring Tools

Figure 8 quantifies the practical benefit of the integrated monitoring stack. Before the
observability pipeline was fully configured, identifying the root cause of performance deg-
radation required manual inspection of individual service logs and ad-hoc metrics que-
ries, resulting in longer diagnosis times. After implementing the Prometheus, Jaeger, and
Grafana combination, the bottleneck detection time decreased significantly because op-
erators could correlate metrics anomalies with specific trace data in a single dashboard
view. The reduction in mean time to resolution demonstrates that integrated observability
is not just a diagnostic convenience but a measurable improvement in operational effi-

ciency.

The monitoring stack also revealed an unexpected finding: the Notification Service,
which was expected to be lightweight, showed periodic latency spikes of 200 to 300
milliseconds every 30 seconds during the peak load tests. Jaeger traces linked these
spikes to garbage collection pauses in the Java runtime of the Notification Service con-
tainer. This finding would have been difficult to identify without trace-level visibility, as
the spikes did not affect average metrics meaningfully but were clearly visible in P99
latency data and individual trace timelines.
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Phase

Data Sources / Tools

Key Activities and Outcomes

Data collection

Prometheus, Jaeger, K6

Real-time and historical perfor-
mance data acquisition during

load tests

Anomaly detection

Grafana alerts, Prometheus que-

ries

Detecting unusual patterns in
CPU, memory, latency, and error

rate metrics

Bottleneck localization

Jaeger traces, service depend-

ency graphs

Pinpointing specific service and
operation causing performance

degradation

Root cause analysis

Jaeger span details, Prometheus

per-service metrics

Identifying the exact code path or
resource constraint causing the

bottleneck

comparison

Optimization Application code, infrastructure | Targeted fixes based on evi-
configuration dence from trace and metric

analysis
Validation K6 re-test, Prometheus, Grafana | Confirming that the optimization

resolved the bottleneck without

introducing regressions

Table 18 - Bottleneck Identification and Optimization Workflow

Table 18 shows the systematic workflow used in this study to identify and resolve per-

formance bottlenecks. This workflow was applied during the experimental analysis to

diagnose the Order Service database write bottleneck and the Notification Service gar-

bage collection pauses described in this section. The workflow demonstrates how the

integrated monitoring stack enables a structured, evidence-based approach to perfor-

mance optimization rather than relying on intuition or ad-hoc debugging.

4.5. Combined Results Summary

Table 19 provides a combined summary across all four protocol-platform combinations

at the 100 concurrent users load level, using the database-per-service strategy which

represents the recommended production configuration.
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Metric REST + Swarm | REST + K8s gRPC + Swarm | gRPC + K8s
Avg Response | 198.7 163.5 56.3 44.2
Time (ms)

P99 Latency | 534.2 412.3 124.8 98.4
(ms)

Throughput 504 611 1,776 2,264
(reqg/s)

Error Rate (%) 0.1 0.0 0.1 0.0
Avg CPU (%) 52.3 41.7 34.8 28.3
Avg Memory | 402 378 345 321
(MB)

Table 19 - Combined Performance Summary at 100 Concurrent Users

The best-performing configuration was gRPC on Kubernetes, which achieved the lowest

response time, highest throughput, lowest error rate, and lowest resource utilization. The

worst-performing configuration was REST on Docker Swarm. The results indicate that

both the communication protocol and the orchestration platform independently affect per-

formance, and the combination of gRPC with Kubernetes produces the best outcomes

across all measured metrics.
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5. DISCUSSION

5.1. Key Findings and Insights

The experimental results support the hypothesis that gRPC provides better performance

than REST for inter-service communication in the tested microservices architectures.

The measured improvement factors of 3.4 to 4.2 times in response time and 3.4 to 4.3
times in throughput align closely with the findings of Bolanowski et al. [45], who reported
improvement factors of 3.4 to 4 times in their evaluation of REST and gRPC in micro-
service ecosystems. These observations are also consistent with the findings of Niswar
et al. [50], who observed that gRPC achieved three to four times higher throughput than

REST across different payload sizes.

There are three main reasons for gRPC's performance advantage. First, Protocol Buffer
binary serialization produces smaller payload sizes than JSON, reducing network band-
width consumption and serialization processing time. In the five-hop call chain used in
this study, the cumulative effect of serialization overhead at each hop compounds the
difference between the two protocols. Second, HTTP/2 connection multiplexing allows
gRPC to send multiple requests over a single persistent TCP connection, avoiding the
per-request connection overhead that REST incurs over HTTP/1.1. Third, HTTP/2
header compression reduces the repeated transmission of identical headers that occurs

in REST, further reducing bandwidth usage.

The orchestration platform comparison revealed that Kubernetes outperforms Docker
Swarm primarily because of its automatic horizontal scaling capabilities. At low load lev-
els, the two platforms performed comparably, indicating that Docker Swarm is a reason-
able choice for applications that do not experience variable or growing traffic. However,
as load increased beyond the capacity of the static replica count, Docker Swarm perfor-
mance degraded rapidly while Kubernetes maintained stability by scaling out additional

replicas.

The Kubernetes horizontal pod autoscaler was observed to be effective at maintaining
service performance under increasing load in the tested scenarios, though the autoscaler
introduced a delay of approximately 60 to 90 seconds before new replicas became fully
operational. During this transition period, response times temporarily increased before
the additional capacity took effect. This observation has practical implications: applica-
tions that experience sudden traffic spikes may need to combine reactive autoscaling

with predictive scaling strategies to avoid transient performance degradation.
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Figure 9 - Trade-Off Between Service Granularity and Communication Over-
head on Latency

Figure 9 illustrates a key design trade-off in microservices architecture. As services are
decomposed into finer-grained units, each request must traverse more service bounda-
ries, and the cumulative communication overhead grows. In the experimental setup of
this study, the five-hop call chain demonstrated this effect clearly: each additional hop
added serialization, network transmission, and deserialization latency. The graph shows
that while fine-grained services offer benefits in terms of independent deployment, fault
isolation, and team autonomy, these benefits come at the cost of increased inter-service
communication overhead. Architects must balance service granularity against perfor-

mance requirements based on the specific workload characteristics of their applications.

The monitoring stack analysis suggested that trace-level visibility can be essential for
diagnosing performance issues in microservices. Aggregate metrics from Prometheus
correctly identified which services were under stress, but only Jaeger traces revealed the
specific operations within those services that were causing degradation. The discovery
of the database write bottleneck in the Order Service is a clear example: Prometheus
showed high CPU on the Order Service, but Jaeger showed that the bottleneck was
specifically in the PostgreSQL insert operation, not in the service's application logic. This

level of detail is necessary for targeted optimization.

The database strategy comparison showed that the database-per-service approach pro-
vides markedly better scalability than a shared database under increasing load. The per-

formance gap was small at low concurrency but grew to 2.3 times slower response times
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and 62.8 percent lower throughput for the shared database at 500 concurrent users. The
shared database became a bottleneck because all five services competed for the same
connection pool and the same CPU and memory resources. This finding is consistent
with Richardson [7], who argues that the database-per-service pattern is essential for
achieving independent service scalability, and with Dragoni et al. [1], who list data isola-
tion as a core principle of microservices architecture. The practical implication is that
organizations should adopt database-per-service for workloads where traffic growth is
expected, accepting the added complexity of distributed data management in exchange

for better scalability.

5.2. Implications for Software Practitioners

The findings of this study offer several practical guidelines for practitioners designing and

deploying microservices architectures.

For communication protocol selection, the results suggest that gRPC is the better choice
for internal service-to-service communication where performance is a priority, particularly
in systems with deep call chains where serialization overhead accumulates. However,
REST remains a reasonable choice for public-facing APls where browser compatibility,
human readability, and broad tooling support are more important than raw performance.
A hybrid approach, using REST for external APIs and gRPC for internal communication,

may offer the best balance for many organizations.

For orchestration platform selection, Kubernetes is recommended for production deploy-
ments that expect variable or growing traffic, particularly those requiring automatic scal-
ing and sophisticated resource management. Docker Swarm is suitable for smaller de-
ployments, development environments, or teams that value simplicity and have predict-

able workloads that do not require dynamic scaling.

For monitoring and observability, the results demonstrate that deploying Prometheus,
Jaeger, and Grafana together provides a practical and effective monitoring solution for
microservices. The combination of metrics, traces, and dashboards enables both real-
time monitoring and post-incident analysis. Practitioners should ensure that all services
are instrumented for both metrics and distributed tracing, as relying on metrics alone can

lead to incomplete or misleading diagnoses of performance issues.

For database strategy selection, the results indicate that the database-per-service pat-

tern is strongly preferred for production microservices systems that anticipate variable or
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growing traffic. The shared database approach may be acceptable for early-stage appli-
cations or small teams where operational simplicity outweighs scalability requirements,

but organizations should plan for migration to database-per-service as traffic increases.

5.3. Comparison with Prior Work

The communication protocol results are broadly consistent with existing literature. Bo-
lanowski et al. [45] and Niswar et al. [49] reported similar performance ratios between
REST and gRPC, validating the measurements obtained in this study. Buzhin et al. [50]
found comparable trends in a monitoring system context, further supporting the general-

izability of these findings across different application types.

The orchestration platform findings align with observations by Truyen et al. [54], who
identified Kubernetes' autoscaling and advanced scheduling as key differentiators over
Docker Swarm. The measured performance gap at higher loads is also consistent with
the analysis by Burns et al. [13], who discussed the design goals behind Kubernetes that

prioritize large-scale workload management.

The monitoring stack findings add to the work of Li et al. [18] and Usman et al. [38], who
identified the need for integrated observability in microservices but noted a lack of em-
pirical evidence for the effectiveness of specific tool combinations. The current study
provides concrete evidence that CNCF-endorsed tool stack of Prometheus, Jaeger, and
Grafana can effectively identify specific bottleneck locations and their root causes, going

beyond the aggregate metric analysis that most prior studies report.

5.4. Limitations of the study

This study has several limitations that should be considered when interpreting the re-
sults. First, the experiments were conducted with a single application consisting of five
microservices. Different applications with more or fewer services, different communica-
tion patterns, or different computational characteristics may produce different results.
The five-service sequential call chain represents a common but not universal pattern,
and applications with parallel service calls or event-driven communication may show dif-

ferent performance profiles.

Second, the hardware environment was fixed across all experiments. The study used a
specific configuration of three physical machines, and the results may differ on cloud-
hosted infrastructure with shared tenancy, variable network latency, or different hard-

ware capabilities.
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Third, the workload simulation used a single request type corresponding to the order
placement workflow. Real-world applications typically handle a mix of request types with
different processing requirements, and the performance characteristics observed here

may not fully represent mixed-workload scenarios.

Fourth, the experiments were conducted in a controlled environment without the network
variability, hardware failures, and competing workloads that characterize production de-
ployments. The results represent best-case performance comparisons rather than pro-

duction-realistic conditions.

Fifth, while the auto-scaling behavior of Kubernetes was a key factor in the results, the
autoscaler configuration used default settings. Different autoscaler thresholds, scaling
policies, or custom metrics could produce different scaling behavior and therefore differ-

ent performance outcomes.
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6. CONCLUSION

6.1. Summary of Findings

This thesis evaluated the scalability and performance of microservices architectures by
comparing two communication protocols, REST and gRPC, and two container orches-
tration platforms, Docker Swarm and Kubernetes, using an integrated monitoring stack

for detailed performance analysis.

Regarding RQ1, the experiments indicated that gRPC provided better performance than
REST across the measured metrics in this study. The gRPC achieved 3.4 to 4.2 times
lower average response times and 3.4 to 4.3 times higher throughput than REST. The
performance trend was most pronounced at high concurrency levels, where REST suf-
fered from connection overhead and verbose serialization. The gRPC also showed lower
error rates and lower resource utilization at every load level, suggesting that it can be

faster and more efficient than REST for the tested inter-service communication.

Regarding RQ2, Kubernetes demonstrated better scalability than Docker Swarm, partic-
ularly at higher load levels. While both platforms performed comparably at low concur-
rency, Kubernetes maintained stable response times and throughput at 200 and 500
concurrent users through automatic horizontal pod autoscaling. Docker Swarm, which
does not offer equivalent automatic scaling, showed increasing response times, falling

throughput, and rising error rates as load exceeded the capacity of its fixed replica count.

Regarding RQ3, the database strategy comparison showed that the database-per-ser-
vice approach provides substantially better scalability than a shared database. At low
load levels, the two strategies performed comparably, but at 500 concurrent users the
shared database was 2.3 times slower and processed 62.8 percent fewer requests. The
shared database became a bottleneck because all services competed for the same con-
nection pool and the same CPU and memory. The database-per-service approach al-
lowed each service to scale its database resources independently, maintaining stable

performance under increasing load.

Regarding RQ4, the integrated monitoring stack of Prometheus, Jaeger, and Grafana
was observed to be effective for identifying and diagnosing performance bottlenecks.
Prometheus metrics identified which services were under stress, Jaeger traces revealed
the specific operations causing degradation, and Grafana dashboards enabled real-time

correlation of metrics and traces. The monitoring stack successfully identified a database
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write bottleneck in the Order Service and periodic garbage collection pauses in the No-
tification Service, both of which would have been difficult to diagnose without trace-level

visibility.

6.2. Contributions to Knowledge

This thesis makes four contributions to the field of microservices performance engineer-
ing. First, it provides controlled empirical data comparing REST and gRPC under identi-
cal conditions with multiple load levels, addressing the shortage of quantitative protocol
comparisons noted in prior systematic reviews [5,8,23]. Second, it offers a direct com-
parison of Docker Swarm and Kubernetes under equivalent workloads, demonstrating
the practical impact of automatic scaling on system performance. Third, it provides em-
pirical evidence for the scalability advantage of the database-per-service pattern over a
shared database under increasing concurrent load, quantifying the performance trade-
offs that are often discussed only theoretically [7,58]. Fourth, it provides evidence that
the combination of Prometheus, Jaeger, and Grafana forms an effective observability
stack for identifying specific bottleneck locations and root causes in microservices archi-

tectures.

6.3. Directions for Future Work

Several directions for future research emerge from this study. First, future studies could
evaluate additional communication protocols such as GraphQL [52] and asynchronous
messaging patterns using Apache Kafka [35], extending the comparison beyond syn-
chronous protocols. Second, the experiments could be repeated on public cloud infra-
structure such as Amazon Web Services, Google Cloud Platform, or Microsoft Azure to
assess how cloud-specific factors such as shared tenancy, managed Kubernetes ser-
vices, and auto-scaling policies affect the results. Third, larger microservice topologies
with more complex service dependency graphs, including parallel call patterns and
event-driven communication, could be evaluated to determine whether the findings gen-
eralize beyond sequential call chains. Fourth, research could investigate the impact of
advanced Kubernetes autoscaling strategies, including vertical pod autoscaling and pre-
dictive scaling, on performance under variable workloads. Finally, studies could explore
the integration of machine learning-based anomaly detection with the monitoring stack
to enable automated bottleneck identification and self-healing capabilities in micro-

services deployments.
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8. APPENDIX

APPENDIX A: System Configuration

The experimental environment consisted of three physical machines configured as clus-

ter nodes. The hardware and software specifications are listed below.

Table A1: Hardware Configuration

Component Specification

Workstation Intel Core i7-10700K, 8 cores, 16 threads, 3.8 GHz base clock
32 GB DDR4-3200
512 GB NVMe SSD (Samsung 970 EVO Plus)

Intel 1219-V Gigabit Ethernet

Additional Device 1 Apple MacBook Pro 14-inch M3 Pro, 24 GB Memory, 512 GB SSD

Additional Device 2 Apple Mac Mini M4, 16 GB Memory, 256 GB SSD

Network Switch TP-Link TL-SG108 8-Port Gigabit Unmanaged Switch




Table A2: Software Configuration
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Component

Version

Operating System

Ubuntu 22.04 LTS

Docker Engine

24.0.5

Docker Compose

2.20.2

Kubernetes

1.28.2 (kubeadm deployment)

Container Runtime

containerd 1.7.3

Prometheus 247.0
Jaeger 1.49.0
Grafana 10.1.1
Grafana K6 0.46.0
PostgreSQL 15.4
Node.js (services) 18.17.1 LTS
gRPC (grpc-js) 1.9.1
Protocol Buffers 3.21.12

Table A3: Cluster Node Assignment

Node Role Services Hosted

Node 1 Control plane + worker Gateway Service, User Service, Prometheus,
Grafana

Node 2 Worker Product Service, Order Service, Jaeger

Node 3 Worker + load generator Notification Service, K6 load generator
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All three nodes were connected via a dedicated gigabit Ethernet switch, isolated from
other network traffic. Network Time Protocol (NTP) was configured on all nodes using
chrony, with Node 1 acting as the NTP server and Nodes 2 and 3 synchronizing against
it. Measured clock drift between nodes did not exceed 0.3 milliseconds during the test

period.

For the Kubernetes deployment, kubeadm was used to initialize the cluster with Node 1
as the control plane. The Calico CNI plugin (version 3.26.1) was used for pod networking.
The horizontal pod autoscaler was configured with a CPU utilization target of 70 percent,
a minimum replica count of 2 per service, and a maximum replica count of 8 per service.

The scaling cooldown period was set to 60 seconds to prevent rapid fluctuations.

For the Docker Swarm deployment, Node 1 was designated as the Swarm manager and
all three nodes joined as worker nodes. Each service was configured with a fixed replica
count of 2. Docker's internal DNS and round-robin load balancing handled service dis-

covery and request distribution.

Each PostgreSQL database instance was deployed on the same node as its correspond-
ing service. Database connection pooling was configured with a maximum pool size of

20 connections per service to prevent connection exhaustion under high concurrency.

APPENDIX B: Load Test Script

The following Grafana K6 script was used to simulate the order placement workflow. The
script sends HTTP POST requests to the Gateway Service endpoint, which triggers the

full five-hop service call chain.

The script was adapted for each scenario by modifying the stages configuration to match
the target number of concurrent users and ramp-up duration specified in Table 3 of Chap-
ter 3. For gRPC tests, the script was modified to use the k6-grpc extension, replacing
the HTTP POST call with a gRPC unary call to the equivalent PlaceOrder RPC method.

All raw metric exported, and load testing script can be download from this link
https://drive.google.com/drive/folders/1ebJggL7UBvCaOuMJ4Ge6MAVDCLXu1vNI



http from 'k6/http';

{ check, sleep } from 'k6';

{ Rate, Trend } from 'k6/metrics';

{ randomString, randomIntBetween } from 'https://jslib.k6.io/k6-utils/1.2.0/index.js";

errorRate = new Rate('errors')
orderDuration = new Trend('order_duration');

rt const options = {
stages: |
duration: '1m', target: 100 },
duration: '5m', target: 100 },
duration: '3@s', target: @
1,
thresholds: {
http_req_duration: ['p(95)<2000"
errors: ['rate<d.1'],
)

BASE_URL = __ENV.BASE_URL || 'http://localhost:3000";
11t

const userId = “usr_s${randomString(8)}";

onst token = "token_${randomString(16)}";

const productId = “prod_s${randomIntBetween(100, 999)}";
const quantity = randomIntBetween(1, 5);

onst payload = JSON.stringify(
userId: userld,
productId: productId,
quantity: quantity,

N

const params = {
headers:
'Content-Type': 'application/json',
'Authorization': ‘Bearer ${token}’,
’
tags: name: 'PlaceOrder’
timeout: '1@s"',
Y

const startTime = new Date().getTime();
const response = http.post( ${BASE_URL}/api/orders’, payload, params);
const duration = new Date().getTime() - startTime;

orderDuration.add(duration);

onst success = check(response,
'status is 201': (r) => r.status === 201,
‘response has valid body': (r) => r.body && r.body.length > @,
‘response time < 20@@ms': (r) => r.timings.duration < 2000,

)i

errorRate.add(!success);

sleep(randomIntBetween(1, 3));
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This appendix contains the aggregated raw data from all 60 test runs. Each row repre-

sents the mean of three repetitions for a given configuration and load level.

Table C1: Complete Raw Data - Average Response Time (ms)

VU REST+Swarm REST+K8s gRPC+Swarm gRPC+K8s

10 54.8 47.3 141 12.8

50 101.3 82.6 28.7 241

100 198.7 163.5 56.3 44.2

200 423.4 341.2 134.8 91.6

500 1,187.3 891.4 387.4 213.7
Table C2: Complete Raw Data - Throughput (requests/second)

VU REST+Swarm REST+K8s gRPC+Swarm gRPC+K8s

10 182 211 709 781

50 493 604 1,742 2,075

100 504 611 1,776 2,264

200 472 586 1,483 2,183

500 321 428 948 1,847
Table C3: Complete Raw Data - P99 Latency (ms)

VU REST+Swarm REST+K8s gRPC+Swarm gRPC+K8s

10 118.7 98.4 321 28.3

50 248.3 197.6 67.4 56.7

100 534.2 412.3 124.8 98.4

200 1,067.8 823.1 287.3 189.5

500 3,124.5 2,341.7 812.6 478.2




Table C4: Complete Raw Data - Error Rate (%)
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VU REST+Swarm REST+K8s gRPC+Swarm gRPC+K8s
10 0.0 0.0 0.0 0.0
50 0.0 0.0 0.0 0.0
100 0.1 0.0 0.1 0.0
200 1.6 0.8 1.2 0.0
500 6.2 3.4 4.7 0.2
Table C5: Complete Raw Data - Average CPU Utilization (%)
VU REST+Swarm | REST+K8s gRPC+Swarm | gRPC+K8s
10 11.4 8.2 7.8 6.1
50 29.6 224 19.3 15.8
100 52.3 41.7 34.8 28.3
200 78.4 68.3 62.1 43.9
500 94.7 89.1 91.3 61.4
Table C6: Complete Raw Data - Average Memory Usage (MB)
VU REST+Swarm | REST+K8s gRPC+Swarm | gRPC+K8s
10 328 312 294 287
50 367 341 318 298
100 402 378 345 321
200 448 425 398 359
500 521 498 467 412
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