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ABSTRACT
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The growing adoption of edge computing has created an increasing need for workloads ca-
pable of operating under strict resource and energy constraints. Neuromorphic computing, and
spiking neural networks (SNNs) in particular, offers an energy-efficient alternative to conventional
machine learning through event-driven computation. However, how SNN workloads behave when
deployed within modern container orchestration frameworks, especially in edge environments, re-
mains largely unexplored. This thesis investigates the feasibility of deploying and orchestrating
SNN workloads in a virtual edge environment using Kubernetes, focusing on key metrics such
as end-to-end latency, throughput, classification accuracy, infrastructure overhead, and runtime
behavior under concurrent load.

Experiments were conducted on a single-node K3d cluster running on a Windows 11 host
with WSL2 and Docker Desktop. The results show that SNN workloads are highly sensitive to
resource availability. Restricting CPU to 0.5 cores increased median latency by 47.6x and re-
duced throughput by 49x, while the most constrained configuration failed entirely due to insuffi-
cient memory. Classification accuracy remained stable across all working configurations. From
an orchestration perspective, K3d successfully deployed and scaled SNN workloads, though its
default round-robin routing policy introduced severe tail latency under replica scaling, highlighting
a mismatch between stateless load balancing assumptions and long-running inference workloads.

Overall, the study provides a practical baseline for deploying neuromorphic workloads in con-
tainerized edge environments and highlights the importance of resource provisioning and orches-
tration configuration. Future work should explore improved routing strategies, memory optimiza-
tion, and validation on physical edge hardware.

Keywords: neuromorphic computing, spiking neural networks, container orchestration, edge com-
puting, virtualization, K3d, resource constraints
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1. INTRODUCTION

With the rapid expansion of edge computing environments, there exists an increasing
need for workloads capable of operating within strict resource constraints, limited power
budgets, and variable network connectivity. Currently, traditional machine learning ap-
proaches are often computationally intensive and cloud-dependent, making them less
suitable for deployment on constrained edge devices [1] [2]. Neuromorphic computing
offers an alternative architectural solution, drawing inspiration from biological neural sys-
tems to enable energy-efficient, event-driven computation through time-dependent spike-
based signalling.

Spiking neural networks (SNNs) embody these principles in software, enabling neuro-
inspired computation without requiring dedicated hardware. Unlike artificial neural net-
works (ANNs), SNNs are sparse, asynchronous and inherently temporal. As SNN based
applications see growing adoption in real-world use cases, the question of how to reliably
deploy and manage them across distributed infrastructure becomes increasingly relevant.

Modern orchestration technologies such as Kubernetes are well known for their automa-
tion, scalability and resource management of distributed workloads [3]. The rise in edge
computing has introduced lightweight Kubernetes distributions such as K3s to support
deployment in resource-constrained environments. To enable research without dedicated
hardware, K3d was developed as a wrapper for K3s, allowing multi-node clusters to run
within Docker containers on a single host. However, these frameworks are typically de-
signed for workloads with stable resource usage and continuous execution patterns, com-
monly found in conventional cloud-native applications. This raises an important question
as to whether current orchestration frameworks are compatible with the irregular, event-
driven execution patterns of SNN workloads.

This thesis addresses this gap by investigating how simulated SNN workloads behave
when deployed in containerized edge environments. The study focuses on a virtualized
edge infrastructure simulating multiple distributed nodes on a single Windows host ma-
chine. Specifically, a single SNN image recognition model is deployed as an inference
service within Docker containers orchestrated by K3d. Based on this setup, the study
addresses the following research question:

"To what extent can simulated neuromorphic-inspired workloads (SNNs) be orchestrated



in a virtual edge environment using modern container-based technologies?"
The following sub questions guide the study:

* RQ1: How does the inference performance (latency and throughput) of an SNN
workload degrade as container resource constraints are tightened to simulate edge
conditions?

* RQ2: How does K3d perform in terms of deployment complexity and runtime be-
haviour when managing SNN inference workloads?

To address these questions, the SNN workload is evaluated under three container level
resource constraints. Deployment complexity is assessed by documenting the steps re-
quired to deploy the workload using K3d, including configuration effort and time to achieve
successful inference. Lastly, runtime behavior is analyzed by monitoring resource utiliza-
tion and system performance during execution. Key metrics include CPU and memory
usage, pod restart frequency, and scheduling latency. By addressing these questions,
this thesis provides a practical baseline for understanding how SNN workloads behave in
container-based environments, and offers a foundation for future work on neuromorphic
workload orchestration at the edge.

The remainder of the thesis is structured as follows: Section 2 presents the theoretical
background, covering neuromorphic computing, spiking neural networks, edge environ-
ments, and containerization, along with a review of related work. Section 3 presents the
experimental setup and methodology. Section 4 presents and discusses the benchmark
results. Finally, Section 5 concludes the thesis with directions for future work.



2. BACKGROUND

2.1 Neuromorphic Computing

Neuromorphic computing is a computational paradigm inspired by the structure and be-
havior of the human brain [4]. Unlike conventional systems based on the von Neumann
architecture, where memory and processing are separated, neuromorphic systems aim to
reduce this separation by bringing memory and computation closer together. This design
is inspired by biological neural networks, where information processing and storage are
closely integrated within the same structures.

A key feature of neuromorphic systems is their use of spike-based communication. In-
stead of relying on continuous numerical values, neurons are activated through discrete
spike events. This activation mechanism promotes sparse activity, as neurons only pro-
duce output when sufficient input has accumulated. It also enables asynchronous and
event-driven computation, where processing occurs only when needed [9].

Another important characteristic is how neuromorphic systems store neuronal states and
synaptic weights locally, which helps reduce the need for data transfers between separate
memory and processing units [4]. In traditional systems, constant data movement can
limit performance, a problem known as the von Neumann bottleneck [6]. By reducing this
data movement, neuromorphic systems can operate more efficiently.

Overall, these properties make neuromorphic systems well suited for real-time and resource-
constrained environments. They offer advantages such as lower energy consumption,
reduced communication overhead, and improved performance in edge computing sce-
narios.

Well-known examples of neuromorphic systems include IBM’s TrueNorth, Intel’s Loihi pro-
cessor, and the University of Manchester’'s SpiNNaker2 system [7][8][9]. However, such
hardware remains limited to specialist research settings and is not broadly accessible.
As an alternative, simulation frameworks such as NEST or BindsNET running on con-
ventional CPU and GPU are used to study neuromorphic behaviors [10][11]. While these
approaches do not provide the same energy efficiency and latency characteristics as ded-
icated hardware, they offer better reproducibility and accessibility, making them suitable
for the goals of this thesis.



2.2 Spiking Neural Networks

The underlying principle of neuromorphic computing systems is modelled through spik-
ing neural networks (SNNs). Unlike traditional neural networks, information in SNNs is
encoded when a spike occurs and whether it occurs at all [5]. This temporal information
allows SNNs to capture patterns in the timing of inputs, supporting more efficient and
event-driven computation [12][1]. The spiking pattern of each neuron can be described
mathematically through the Leaky Integrate-and-Fire (LIF) model [13][5]:

du(t)

TRC di = —U(t) + R](t), (21)

where ¢ is the membrane time constant, R is the membrane resistance, and (t) is
the input current. In these networks, a neuron’s membrane potential v(t) accumulate
incoming signals RI(t) over time while also gradually discharging. The neuron will then
fire a spike to other connected neurons once the threshold V;;, is reached, and then
becomes unavailable for a refractory period 7,.;. After this period, the neuron resumes
its normal functionality as described in Equation (2.1).

Learning in SNNs is often classified into supervised and unsupervised methods, as well
as biologically plausible and gradient-based rules [14]. Among biologically plausible rules,
spike-timing-dependent plasticity (STDP) is one of the most widely studied. STDP is an
unsupervised learning rule based on Hebbian learning, where synaptic weights between
connected neuron are adjusted according to the relative timing of pre- and post-synaptic
spikes [5][15]. The connection is strengthened if the pre-synaptic neuron fires before a
post-synaptic neuron, and weakened otherwise. As a result, the model learns to identify
and reinforce repeated patterns in input data.

To further improve data processing capabilities, SNNs often implement a lateral inhibi-
tion mechanism. This means that the activation of one neuron will shortly prevent its
neighboring neurons from firing [14][16]. Over time, this leads to individual neurons be-
coming selectively responsive to certain input features, firing only when those features
are present. Lateral inhibition also promotes sparsity, as it limits the number of neurons
that fire in response to a given input. Overall, these characteristics have allowed SNNs to
be utilized in areas such as image and object recognition, autonomous driving and many
other real world scenarios[2]

2.3 Edge and Virtual Edge Environments

Edge computing refers to the process by which computations and services are performed
near data sources rather than being entirely offloaded to centralized cloud platforms. This
is carried out by an intermediate edge layer, consisting of nodes such as gateways,



routers, and edge servers [17]. These nodes are responsible for filtering and process-
ing data before forwarding it to higher layers. By keeping computation closer to the
source, edge devices achieve faster response times, lower latency, and reduced cloud
reliance[18][19].

Despite these advantages, edge devices are often constrained by limited computational
capacity and memory resources[18] [17]. Since edge nodes cannot freely scale resources
on demand, it is essential for them to have efficient resource and workload allocation. En-
ergy efficiency is also a critical requirement, particularly for battery-powered or embedded
systems. Large or complex workloads can quickly exhaust available energy budgets, re-
ducing operational lifetime and reliability. As a result, Al models deployed at the edge
need to account for these constraints while still maintaining acceptable performance.

In order to study edge-based systems without physical hardware, virtual edge environ-
ments can be employed in research. A virtual edge environment emulates edge charac-
teristics, typically using virtualization or container-based technologies to represent multi-
ple nodes on a single host [20]. This makes it possible to replicate certain edge features
such as resource constraints and distributed topologies. Besides being more accessible
than physical devices, virtual edge environments provide consistent and reproducible ex-
perimental conditions [21]. They also support rapid prototyping and iterative testing, which
is particularly valuable when evaluating workload behavior under different resource con-
figurations [20]. Nonetheless, it is important to note that simulated or emulated environ-
ments cannot fully replicate hardware-specific characteristics such as energy consump-
tion or physical communication latency. Therefore, results obtained in such environments
should be treated as indicative, and validated on physical hardware where possible.

2.4 Container Orchestration

Container orchestration refers to the process of automating the deployment, scheduling,
and scaling of containerized workloads across distributed systems. Among these frame-
works, Kubernetes has emerged as the leading orchestration platform [3]. It works by
abstracting containers into pods, which are then executed on cluster nodes based on
their CPU and memory requirements. This enables dynamic resource scheduling, al-
lowing workloads to be reallocated as resource availability changes. Kubernetes also
provides extensive configuration via APIs, allowing users to define properties such as the
desired system state and maintain it consistently across the cluster [22].

To support orchestration in resource-constrained environments, Kubernetes has intro-
duced lightweight distributions such as K3s. Packaged as a single binary, K3s reduces
memory consumption to as little as 512 MB while retaining the core orchestration capa-
bilities of standard Kubernetes [3]. K3d builds on this by running a complete K3s cluster
entirely within Docker containers on a single host. This setup enables the simulation of



multiple virtual edge nodes while enforcing resource limits at the container level.

However, Kubernetes distributions were originally developed with workloads that exhibit
predictable and continuous resource usage in mind. SNN workloads do not fit this profile,
as their computational patterns and resource usage are irregular and bursty [23]. As a re-
sult, standard scheduling, auto-scaling, and health-check mechanisms may misinterpret
periods of low spiking activity or fail to account for varying energy bursts.

2.5 Related Work

In recent years, various research has explored the potential of SNNs in edge computing
environments. Deng et al. [2] provide a comprehensive survey on edge intelligence based
on SNNs and examines current techniques for adapting SNNs to edge constraints. Their
work highlights the potential of SNNs to reduce latency, bandwidth usage, and power
consumption compared to traditional deep learning approaches, making them well suited
for resource-constrained edge devices.

However, the study also notes that evaluating SNNs on conventional hardware, such as
CPUs and GPUs, does not fully reflect their capabilities. This limitation emphasizes how
traditional computing platforms are not suitable with the sparse and event-driven nature
of SNN workloads. Xue et al. [24] further examined this challenge in the context of
deployment, highlighting that deploying SNNs on edge devices remains highly complex
due to their temporal dynamics, spike-based communication patterns, and the constraints
of limited hardware resources.

In parallel, studies have been conducted on container orchestration for edge comput-
ing. Cilic et al. [25] performed a detailed performance evaluation of Kubernetes and its
lightweight variants. The findings suggested that while K3s and KubeEdge extend Kuber-
netes to constrained environments, they also introduce additional overhead that affects
service deployment and scheduling performance. Additionally, Xu et al. [26] examined
the performance of deep learning frameworks running inside Docker. It was concluded
that containerization introduces negligible computational overhead compared to native
execution. As such, the study supports the feasibility of deploying containerized infer-
ence workloads, though it focuses on conventional deep learning models rather than the
sparse, event-driven workloads found in SNNs.

Research has also explored the use of SNNs as components within edge systems. Rossi
et al. [1] demonstrates how utilizing SNNs for task offloading decisions in edge-loT net-
works can improve latency and energy efficiency. However, in these cases, SNNs are
used to optimize orchestration processes rather than being deployed as workloads.

More recently, DeBole et al. [27] introduced a vertically integrated system combining
NorthPole neural inference hardware with a containerized inference pipeline. The work



demonstrates that neural inference workloads can be deployed within containerized en-
vironments with high energy efficiency and low latency. However, the approach focuses
on specialized hardware and large-scale systems, rather than resource-constrained edge
environments, and does not focus on spiking neural networks.

Despite these advances, there is limited research on deploying SNN workloads within
container orchestration frameworks, particularly in edge or virtual edge environments.
Existing studies tend to focus either on SNN model design and hardware optimization,
or on orchestration for conventional workloads. As a result, the interaction between
neuromorphic-inspired workloads and modern orchestration platforms remains largely
unexplored. This thesis aims to address this gap, thus serving as a baseline for future
work on neuromorphic workload orchestration at the edge.



3. DESIGN AND IMPLEMENTATION

3.1 System Overview

The system runs on a single Windows 11 host using WSL2 and Docker Desktop, and
is structured into four phases: model training, containerization, deployment, and bench-
marking (see Figure [3.7). This setup provides a consistent and reproducible environment
for evaluating neuromorphic workloads while isolating application behavior from underly-

ing infrastructure concerns.

Windows 11 + WSL2 + Docker Desktop

Virtual Edge Deployment

SNN Training | | Container Image |
) K Y R k v
BindsNET simulator ‘ neuro-sim:-latest | Standalone Docker | K3d Cluster (K3s in Docker)
STDP learning rule A i
= d P
MNIST training data (weights bakedin)  App code + dependencies [ e Bl

Single container

+ model weights baked in docker run /
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Figure 3.1. System overview illustrating training, containerization, deployment, and
benchmarking phases.

Initially, an SNN model is trained offline using the full MNIST dataset. The dataset consists
of 70,000 grayscale images of handwritten digits (60,000 training and 10,000 test sam-
ples) across ten classes (0—9) [28] . Training is performed once prior to containerization,
after which all learned weights are fixed. This ensures that subsequent experimentation
reflects inference behavior exclusively, without influence from training.

The model weights are then incorporated into a Docker image together with the applica-



tion code and an inference server implemented using FastAPI. The resulting image forms
a self-contained artifact, eliminating the need for external model loading at runtime and
ensuring consistency across different execution environments.

For the purpose of this study, the application is evaluated across two deployment contexts.
In the first scenario, the image is run as a standalone Docker container under varying CPU
and memory constraints. In the second scenario, the same image is deployed within
a K3d cluster to evaluate orchestration behavior, including pod scheduling, readiness
probing, and resource management under Kubernetes. To support orchestration and
observability, the service exposes a /health endpoint for liveness and readiness probing,
and a /metrics endpoint for runtime performance monitoring.

Finally, benchmarking is performed using a dedicated client that sends requests to the
/predict endpoint and records performance metrics such as latency, throughput, and
spike counts across all deployment configurations. Overall, this architecture enables con-
trolled evaluation of SNN inference under resource constraints, as well as assessment of
K3d'’s behavior when managing a neuromorphic workload.

The full implementation, including all source code, configuration files, Kubernetes mani-
fests, and benchmark scripts, is publicly available in a GitHub repository to ensure repro-
ducibility [29].

3.2 Neuromorphic Simulation Framework

To implement the SNN model used in this study, the BindsNET Python framework was
selected as the simulation environment. BindsNET provides built-in support for biolog-
ically inspired learning mechanisms such as spike-timing-dependent plasticity (STDP),
and utilizes the PyTorch backend for execution on conventional hardware [11]. Model
training was performed with GPU acceleration using CUDA, while inference was con-
ducted exclusively on CPU to ensure consistent evaluation and reflect the constraints of
containerized edge environments.

For the network architecture, Diehl and Cook’s unsupervised digit recognition model was
used as the base. Their study proposed an unsupervised learning scheme implementing
spike-timing-dependent plasticity with time-dependent weight change, lateral inhibition,
and an adaptive spiking threshold [30]. These mechanisms capture key characteristics of
neuromorphic systems, including activity-driven learning, competition between neurons,
and stable firing dynamics. The architecture is illustrated in Figure [3.2

Diehl and Cook’s model was replicated with near accuracy by BindsNet, with the addition
of a Self-Organizing Map (SOM) property for clustering of the digits by shape similarity.
The resulting network consists of an input layer of 784 neurons, an excitatory population
of 400 neurons, and a corresponding inhibitory layer that implements lateral inhibition.
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Figure 3.2. Network architecture of the Diehl and Cook’s SNN model |30]

During training, each inhibitory neuron suppresses competing excitatory neurons through
a winner-takes-all mechanism, improving class separation and producing more distinct
neuron responses over time. The key parameters of the model and configurations are
compiled in Table[3.1]

Table 3.1. Key parameters of the SNN model and training configuration

Category Parameter Value
Excitatory neurons 400
Network Architecture Input neurons 784 (28x28)
Simulation timestep 1.0 ms
Training samples 60,000
Training Epochs 1
Batch size 1
Input intensity 64.0
Initial inhibition 10.0
Lateral Inhibition Maximum inhibition —40.0
Inhibition update interval every 500 samples
Simulation window 100 ms
Inference Input intensity 64.0
Test samples 10,000

During inference, the trained model is loaded at server startup and used to process in-
coming inputs sequentially. It is worth noting that SNNs are stateful in nature, meaning
membrane potentials persist within a simulation window and must be reset between sam-
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ples. As a result, a batch size of one is used, with each request corresponding to a single
input sample.

For each input image received, the pixels will be converted into spike-based representa-
tions using Poisson encoding and passed to the network over a fixed simulation window
of 100 ms. The network output will then be decoded in two methods. The first is an
all-activity approach, where the predicted class corresponds to the neuron group with the
highest total spike activity. The second is a proportion-weighting method, where spike
activity from all neurons is aggregated and grouped by their class labels. The predicted
class will be determined based on the relative distribution of this activity. Together, these
strategies provide complementary perspectives on network output behavior.

3.3 Containerization and Orchestration Setup

In order to create a reproducible deployment artifact, the SNN inference service is pack-
aged as a Docker image using python:3.11-slim as the base image. The image in-
cludes the FastAPI application, a CPU-only build of PyTorch, the BindsNET framework,
and all required runtime dependencies. The pre-trained model weights are baked directly
into the image at build time, and the service is started using a single Uvicorn worker on
port 8000.

This application will be evaluated across two deployment contexts (see Figure In
the standalone deployment context, the containerized service is executed directly using
Docker without any orchestration layer. The following resource-constrained configurations
are tested:

» Baseline scenario: no CPU or memory limits
+ Constrained scenario 1: 0.5 CPU cores and 512 MB memory

+ Constrained scenario 2: 0.25 CPU cores and 256 MB memory

The 0.5 CPU /512 MB setup was chosen as it meets the minimum memory requirements
of lightweight Kubernetes distributions [3]. The 0.25 CPU /256 MB setup falls deliberately
below this threshold, and is used to test the SNN workload’s minimum requirements and
define a failure boundary. In both constrained environments, memory swap is disabled to
ensure that performance reflects strict resource availability and is hence consistent with
edge environments.

For Kubernetes-based orchestration, the same Docker image is deployed within a single-
node K3d cluster. The deployment runs within a dedicated namespace and is initially
configured with a single pod, which can be scaled to multiple replicas. The pod’s resource
requests are set to 500m CPU and 512Mi memory, with limits of 1000m CPU and 1Gi
memory.
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To make the service accessible outside the cluster, a load balancer service is configured
to expose the inference endpoint. Ingress timeouts are extended to accommodate the
relatively long processing time of SNN inference, particularly under concurrent workloads.
Readiness probes are configured with extended delays and timeouts to reflect the slow
processing characteristics of the network, ensuring that pods are marked as ready only
when capable of serving requests. Liveness probes are disabled during experiments to
prevent pods from being restarted mid-inference, which could interfere with measurement
consistency.

3.4 Experimental Environment

All experiments were carried out on a single Lenovo Yoga Pro 9 161AH10 laptop running
Windows 11, with the device plugged in throughout to avoid performance variability from
battery use. The SNN inference service and evaluation workloads ran in Docker contain-
ers via Docker Desktop with WSL2 as the backend. The host hardware configuration is
detailed in Table [3.2]

Table 3.2. Host machine hardware specifications

Component | Specification

CPU Intel Core Ultra 9 285H

GPU NVIDIA GeForce RTX 5070 Laptop (8 GB GDDR?7)
RAM 64 GB LPDDR5X-8400

Storage 1 TB PCle 4.0 NVMe SSD

OS Windows 11

Table summarizes the software versions used across the application and infrastruc-
ture layers, reflecting the layered architecture described in Section (3.1

Table 3.3. Software versions used across application and infrastructure layers

Component | Version -
Component | Version
Python 3.12.3
Docker 28.2.2
PyTorch 2.9.1 (CPU-only)
- K3d v5.8.3
BindsNET 0.3.3
K3s v1.31.5-k3s1
FastAPI 0.135.1
— kubectl v1.35.2
CUDA 12.9 (training only)
(b) Infrastructure and orchestration
(a) Application layer

Development was carried out inside a VS Code devcontainer running within Docker. As a
result, communication between benchmark scripts and containers happen via the Docker
bridge network rather than localhost.
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3.5 Evaluation Metrics

To evaluate the research questions defined in this study, the following set of performance
and computational metrics is collected and analyzed for each benchmark run.

Accuracy is used to evaluate the correctness of the SNN service under different deploy-
ment conditions. It is computed using two decoding strategies: proportion-weighting and
all-activity decoding. Results are reported as both overall accuracy and per-digit accuracy
across the MNIST classes, allowing assessment of whether resource constraints affect
classification quality.

Spike count records the total number of output-layer spikes generated during the sim-
ulation window. It is used as a proxy for workload intensity, where higher spike activity
reflects greater computational effort within the network. Monitoring this metric across sce-
narios helps ensure that variations in latency are not caused by changes in input activity
but by system constraints.

Per-digit latency is recorded separately for each MNIST class to identify whether spe-
cific inputs consistently result in higher computational cost or produce different latency
behavior under varying resource conditions.

End-to-end latency is the primary performance metric, measured as the elapsed time
in milliseconds from when a request is sent to when the response is received. For each
scenario, latency is summarized using several values: minimum, mean, median (p50),
95th percentile (p95), and 99th percentile (p99). Higher percentiles are particularly im-
portant in constrained scenarios, as they capture slower responses that may occur due to
CPU throttling or memory pressure that are not reflected in the mean. For the resource-
constrained experiments (RQ1), p95 is used as the primary tail metric, since latency is
relatively stable. For concurrent load scenarios (RQ2),p99 is used instead to capture
worst-case queuing effects caused by load balancing.

Infrastructure overhead is calculated from the difference between the p50 latency and
the minimum latency observed across all runs. This metric approximates the overhead
introduced by the container runtime, networking stack, and API framework in addition to
the baseline cost of the SNN simulation.

Throughput is defined as the number of successfully completed requests per second
over the duration of a benchmark run, representing the request handling capacity of each
deployment configuration.

Failure conditions are captured at the scenario level rather than per request. These in-
clude container-level out-of-memory (OOM) termination events and benchmark runs that
fail due to startup or execution timeouts. In these situations, the benchmark terminates
immediately rather than logging individual failure counts.
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3.6 Data Collection and Analysis

Data collection is fully automated through two benchmarking scripts, each targeting a spe-
cific research question. All results are written to JSON files and subsequently processed
to generate the figures used in the analysis.

For RQ1, the benchmark iterates through three deployment scenarios defined in the con-
figuration file. For each scenario, a new container is started with the specified CPU and
memory limits. Once the service is confirmed to be available via a health check, a fixed
workload of 200 requests is sent, consisting of 20 distinct test images for each of the ten
MNIST digit classes. After each scenario, the container is terminated and restarted to
ensure that no state persists between runs.

If a deployment fails to initialize within a predefined time window or is terminated due to
insufficient memory, the outcome is recorded as an explicit failure. These cases help to
indicate the minimum resource requirements necessary for successful execution of the
workload.

For RQ2, data is collected exclusively from the K3d cluster under three concurrent load
scenarios. The first uses a single replica with one client, establishing a baseline with no
concurrency effects. Next, to introduce concurrent load and request queuing, a single
replica with three simultaneous clients is used. Finally, a configuration with three repli-
cas and three simultaneous clients is used to evaluate horizontal scaling by distributing
requests across multiple pods. Each client sends 5 images per digit class, totaling 50
requests per client. These scenarios enable comparison between queued execution on a
single replica and distributed execution across multiple replicas.

3.7 Limitations

Although the experimental methodology provides a controlled and systematic evaluation,
Several limitations of this study should be considered when interpreting the findings:

+ Single-host virtual environment: All experiments were conducted on a single lap-
top running a K3d cluster. While this setup simulates a virtual edge environment, it
does not capture real-world edge characteristics such as network latency, hardware
heterogeneity, or geographically distributed nodes. As a result, the findings are not
fully applicable to physical edge deployments.

» Software-based SNN simulation: The neuromorphic workload was implemented
using BindsNET on top of PyTorch, meaning that results reflect the extra cost of
software simulation.

» Controlled workload and traffic patterns: The evaluation used a fixed MNIST-
based inference workload with predefined request patterns. Although this ensures
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consistency across experiments, it does not fully reflect the variability and unpre-
dictability of real-world edge workloads

Despite these limitations, the experimental design provides meaningful insights into the
behaviour of container-based orchestration for neuromorphic workloads in virtual edge
environments, particularly in terms of resource sensitivity, latency characteristics, and
scaling behaviour under constrained conditions.
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4. RESULTS AND DISCUSSION

4.1 Inference Performance Under Resource Constraints (RQ1)

This section presents the results of the benchmark experiments conducted across three
container resource configurations: an unconstrained baseline, 0.5 CPU cores with 512
MB of memory, and 0.25 CPU cores with 256 MB of memory. Each scenario was eval-
uated using 200 inference requests, covering all MNIST digit classes. The 0.25 CPU
configuration resulted in a failure and is discussed separately.

Figure presents the end-to-end latency distributions for the two working scenarios.
The most notable observation is the large difference in scale between them. Under
baseline conditions, latency ranges from approximately 2000 ms to just over 3000 ms,
whereas under constraint it increases to between 94 000 ms and 116 000 ms, represent-
ing a difference of nearly two orders of magnitude.
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Figure 4.1. Latency distribution under resource constraints (baseline and 0.5 CPU con-
figurations)

At baseline, the median (p50) latency was 2 172 ms, with p95 at 2846 ms and a maximum
of 3043 ms. The minimum observed latency was 2015 ms, establishing an empirical
floor approximately 20 x higher than the 100 ms neuromorphic simulation window. This
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gap represents the irreducible cost of SNN inference, including Poisson spike encoding,
tensor operations in PyTorch, and system-level overhead such as HTTP communication.

When container resources were restricted to 0.5 CPU cores and 512 MB of memory,
median latency increased to 103447 ms, which is a 47.6x degradation relative to base-
line. The p95 reached 114 003 ms and the maximum observed latency was 116 806 ms,
corresponding to over 116 seconds per inference request.

Unlike the baseline where most requests are close to the median with a small number
higher-latency outliers, the 0.5 CPU distribution is more dispersed and forms two loose
clusters of values. This suggests that CPU throttling amplifies input-dependent differ-
ences in computational cost, causing certain inputs to consistently exhibit higher latency
rather than affecting all requests uniformly.

Overall, the results indicate that SNN inference is highly sensitive to CPU availability.
Performance does not degrade gradually, but rather even moderate resource constraints
lead to disproportionately large increases in response time.

Figure compares infrastructure overhead across between the scenarios. The empir-
ical floor is defined as the minimum latency observed across all runs (2,015 ms), repre-
senting the fastest achievable inference in this experimental setup. Infrastructure over-
head is computed as p50 latency minus this floor, giving the additional cost beyond the
quickest execution time.
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Figure 4.2. Infrastructure overhead

At baseline, this overhead is approximately 157 ms, indicating a relatively small and stable
contribution from the container runtime and HTTP stack when sufficient CPU resources
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are available. Under constrained conditions, however, overhead increases to 101 481 ms,
meaning that approximately 98% of total latency is attributable to CPU throttling rather
than the simulation itself. This is due to the PyTorch-based simulation being computa-
tionally intensive, so any restriction in available CPU directly translates into increased
execution time. As a result, execution time scales sharply under CPU constraints rather
than degrading gradually.

The impact of resource constraints is further reflected in throughput, as shown in Fig-
ure[d.3] The baseline configuration sustained 0.44 requests per second, while the con-
strained configuration achieved only 0.009 requests per second, representing a 49x re-
duction. This highlights how the 0.5 CPU constraint pushes the workload beyond its prac-
tical operational limits, especially when no parallelism or batching effects are present.
Such a throughput level is impractical for real-time or interactive use cases.
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0.440 req/s

0.4

0.3 A

0.2 A

Throughput (requests / second)

0.009 req/s
0.0 - ;
Baseline 0.5 CPU
(no limits) 512 MB

Figure 4.3. Throughput under resource constraints (baseline and 0.5 CPU configura-
tions)

Figure presents per-digit mean latency across both configurations. At baseline, la-
tency is relatively uniform across digit classes, with only minor variation due to differences
in spike activity. Digit 0 exhibits the highest mean latency, reflecting increased computa-
tional effort during simulation.

Under constrained conditions, this variation becomes more pronounced and less consis-
tent. Digits 4, 5, and 6 exhibit the highest mean latencies (111655 to 112875 ms), while
digits 0 and 1 are comparatively lower at approximately 99000 ms. This suggests that
system-level effects, such as scheduling delays and resource contention, have a stronger
influence on execution time and reduce the predictability of SNN workload behavior.



19

Digit 1 - 2288 99 359
Digit 2 2253 102184 1.0
Digit 3 - 2115 102518 0.8

Digit 4 - 2259 111655

o
o

Relative latency (within scenario)

Digit 5 2251 112875

T
e
'S

Digit 6 - 2149 110093

T
o
[N

Digit 7 - 2251 101949 oo
Digit 8 - 2234 104 405

Baseline (no limits) 0.5 CPU 512 MB

Figure 4.4. Mean latency per MNIST digit (baseline and 0.5 CPU configurations)

Classification accuracy remains stable across both configurations, with the baseline achiev-
ing 76.5% and the constrained scenario achieving 80.5%. This confirms that resource
constraints do not degrade the model’s prediction quality, but instead affect only perfor-
mance.

Table 4.1. Per-digit classification accuracy across configurations

Digit | Baseline accuracy | 0.5 CPU accuracy | Change
0 95% 100% +5%
1 100% 100% 0%
2 45% 55% +10%
3 90% 75% -15%
4 60% 60% 0%
5 90% 95% +5%
6 100% 95% -5%
7 65% 80% +15%
8 40% 60% +20%
9 80% 85% +5%

Per-digit accuracy patterns, shown in Table [4.1] are also consistent across both configu-
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rations. Digits 2, 4, 7, and 8 remain more difficult to classify, indicating that these limita-
tions are inherent to the model rather than the deployment environment. This aligns with
known challenges in digit recognition, where visually similar classes produce overlapping
representations.

The most constrained configuration (0.25 CPU / 256 MB) resulted in an OOM failure
during container initialization. As a result, the model could not be loaded into memory,
and no inference requests were processed. This establishes a hard lower bound on the
model’s resource requirements. Specifically, the PyTorch runtime, BindsNET computation
graph, and model weights require more than 256 MB at startup. Below this threshold,
deployment is not feasible regardless of CPU allocation.

This outcome is particularly relevant for edge deployment contexts. Many resource-
constrained edge devices provide between 256 MB and 512 MB of RAM, and the current
SNN workload already exceeds the lower end of this range. As such, reducing model
size or adopting a more memory-efficient simulation framework would be necessary for
deployment on highly constrained edge hardware.

Table summarizes the key performance metrics across all configurations. Overall,
the results demonstrate that SNN inference performance degrades severely under re-
source constraints. Latency increases by up to 47.6x, throughput decreases by 49x,
and the most constrained configuration fails entirely due to insufficient memory. Nonethe-
less, classification accuracy remains stable, meaning that the underlying computation is
preserved. These findings highlight a fundamental trade-off in deploying neuromorphic
workloads using container orchestration at the edge: while accuracy is maintained, perfor-
mance is highly dependent on adequate resource allocation. Without sufficient CPU and
memory, such workloads become impractical for latency-sensitive applications, despite
remaining functionally correct.

Table 4.2. RQ1 performance summary across resource configurations

Metric Baseline | 0.5 CPU /512 MB | 0.25 CPU / 256 MB
Throughput (reqg/s) 0.44 0.009 OOM killed
Latency p50 (ms) 2,172 103,447 —

Latency p95 (ms) 2,846 114,003 —

Latency max (ms) 3,043 116,806 —
Infrastructure overhead 157 101,481 —
Accuracy (proportion) 76.5% 80.5% —
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4.2 K3d Orchestration Under SNN Workloads (RQ2)

This section presents the results of benchmark experiments evaluating the runtime be-
haviour of K3d under SNN inference workloads. In contrast to RQ1, p99 is used as the
primary tail metric rather than p95, as it better captures worst-case delays under concur-
rent load. Experiments were conducted on a single-node cluster across three scenarios:
a sequential baseline (1 replica, 1 client), a concurrent workload (1 replica, 3 clients), and
a scaled configuration (3 replicas, 3 clients). Each scenario executed a fixed number of
requests against the /predict endpoint, with 50 requests sent per client.

Regarding deployment complexity, K3d provides a straightforward way to implement a
single-node virtual edge cluster. A functional k3s cluster can be created with minimal
commands, and all components run within Docker containers. However, several practical
challenges were encountered when deploying the SNN workload.

Manual adjustment of the kubeconfig server address was required after cluster creation,
and additional steps were needed to connect the development container to the K3d net-
work. Furthermore, the long execution time of SNN inference conflicted with Kubernetes
health probes, requiring tuning of probe intervals, timeouts, and failure thresholds in the
deployment manifest. Under concurrent load, default Traefik timeout settings also re-
sulted in request failures, requiring ingress configuration adjustments to increase proxy
timeouts. These issues show that while K3d is operationally simple, its default config-
uration is designed for fast, stateless services and therefore requires adjustment when
supporting longer-running inference workloads such as SNNs.

Figure [4.5] presents latency distributions across all three scenarios. Under sequential
load (1 replica, 1 client), the system achieved a median latency of 749 ms, with a p99 of
852 ms and a minimum of 695 ms. The distribution is the tightest of all three scenarios,
with a total spread of only 203 ms from minimum to maximum. This suggests that under
no queuing pressure, the performance is highly predictable with minimal orchestration
overhead.

When three clients issue requests concurrently against a single replica, latency increases
significantly due to queuing. The median rises to 2 109 ms, representing a 2.8 x increase,
while throughput remains nearly unchanged at approximately 1.37 requests per second.
These differences are illustrated in Figure This confirms that the system is limited
by a single-worker bottleneck, where requests are processed sequentially and additional
clients simply queue.

From Figure it can be seen that the minimum latency of the second scenario has
increased to 794 ms. The upper tail of the distribution reflects a queue of depth three,
where the worst-case request waits approximately two inference periods before its own
execution begins, yielding a total latency of approximately three times the per-request
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Figure 4.6. Latency summary and throughput of all three K3d configurations

floor.

Lastly, scaling to three replicas while maintaining three concurrent clients reduces me-
dian latency to 1095 ms and increases throughput to 2.05 requests per second. Median
latency fell from 2109 ms to 1 095 ms, confirming that parallel execution across replicas
was achieved.

However, this improvement is accompanied by a substantial increase in high latency re-
quests. The p99 rises to 6 657 ms, with maximum latency reaching 7 979 ms. As shown in
Figure [4.5 the distribution develops a long tail, where most requests complete relatively
quickly but a subset experience significantly higher delays.

This behavior is caused by the load balancing strategy used by the ingress controller.
Traefik employs a round-robin routing policy, which distributes requests evenly without
considering the current load on each replica. Because SNN inference takes a substantial
amount of time, a pod can still be processing its previous request when the next one
arrives via round-robin. This results in uneven load distribution, where some replicas
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accumulate queues while others remain underutilized. Consequently, the system exhibits
both parallel execution and localized queuing, leading to improved median performance
but degraded worst-case latency.

The throughput scaling efficiency is also below theoretical expectations. With three inde-
pendent workers each capable of 1.33 requests per second, the theoretical maximum is
3.99 requests per second. The observed result of 2.05 requests per second represents
51% of this ideal, meaning the remainder is lost to uneven load distribution.

Overall, the results indicate that K3d can effectively support SNN inference in a virtual
edge setting, but runtime behaviour is highly dependent on workload characteristics and
orchestration configuration. Table[4.3|summarizes the key metrics across all three scenar-
ios. The p50-to-p99 ratio is the most revealing indicator as it shows the growing disparity
between typical and worst-case request latency. This ratio grew from 1.1 x under sequen-
tial load, to 1.3x under queuing, and finally reaching 6.1 x under replica scaling. Even
though K3d can distribute SNN workloads and deliver measurable throughput gains, its
default round-robin routing policy produces severe tail latency. As such, more advanced
routing strategies, such as load-aware or least-connections policies, may be necessary
to achieve consistent performance at scale.

Table 4.3. RQ2 performance summary across concurrent load scenarios.

Scenario p50 (ms) | p99 (ms) | p99/p50 ratio | Throughput (req/s)
1 replica / 1 client 749 852 x1.1 1.33
1 replica / 3 clients 2109 2697 x1.3 1.37
3 replicas / 3 clients 1095 6657 X 6.1 2.05
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5. CONCLUSION

This thesis investigated the feasibility of orchestrating simulated neuromorphic workloads,
specifically spiking neural networks, within a virtual edge environment using container-
based technologies. Two research questions guided the study, focusing on the impact of
resource constraints on SNN inference performance and the runtime behaviour of K3d
orchestration under concurrent neuromorphic workloads.

The results demonstrate that SNN inference is highly sensitive to resource availability.
Under baseline conditions, the model achieved a median latency of 2172 ms and a
throughput of 0.44 requests per second, reflecting the inherent cost of the simulation.
When resources were constrained to 0.5 CPU and 512 MB, latency increased by 47.6 x
and throughput decreased by 49, with the majority of execution time due to CPU throt-
tling rather than computation. The most constrained configuration failed due to insuffi-
cient memory, establishing a clear lower bound on resource requirements. Despite these
performance changes, classification accuracy remained stable, indicating that resource
constraints only affect execution time.

From an orchestration perspective, the results show that K3d can successfully deploy and
scale SNN workloads in a virtual edge setting. Under sequential execution, the system
exhibited stable and predictable latency. Scaling from one to three replicas improved
throughput and reduced median latency, confirming effective parallel execution. However,
this also caused a significant increase in high latency requests. The default round-robin
routing policy introduced load imbalance across replicas, causing some requests to queue
while others were processed immediately. This behaviour highlights a mismatch between
computation heavy workloads and the stateless load balancing assumptions commonly
used in container orchestration systems.

Overall, the findings indicate that container-based orchestration is a viable approach
for deploying neuromorphic workloads in virtual edge environments, but performance is
highly dependent on resource provisioning and orchestration configuration. In particu-
lar, CPU constraints and default routing strategies can severely impact latency, making
careful system design essential for practical deployment.

Future work can build on these findings in several directions. Exploring alternative load
balancing strategies, such as least-connections or occupancy-aware routing, may reduce
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tail latency and improve scaling efficiency for long-running inference workloads. Addition-
ally, decoupling inference from the request-response cycle through asynchronous pro-
cessing could improve system responsiveness and resolve conflicts with orchestration
health checks. Reducing the model size and memory footprint would allow deployment
on more constrained edge devices, extending the applicability of SNN workloads. Further
validation on physical edge hardware is also needed to assess how these results translate
to real-world environments with network variability and heterogeneous resources. Finally,
integrating neuromorphic hardware platforms and developing resource-aware schedul-
ing strategies may better align container orchestration with the unique characteristics of
neuromorphic workloads.
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