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ABSTRACT

Ngoc Minh Anh Nguyen: User Community Discovery through Clustering of Movie Rating Patterns
Bachelor’s Thesis
Tampere University
Bachelor of Science, Signal processing and Machine Learning
April 2026

This thesis explores the discovery of user communities based on movie rating behavior us-
ing clustering techniques. By analyzing patterns in the MovieLens dataset, the study identifies
groups of users with similar preferences and rating tendencies. Differences between clusters are
examined in terms of engagement, rating behavior, and genre preferences. Agglomerative hier-
archical clustering is applied to a user–movie rating matrix to uncover meaningful user segments.
The results reveal distinct groups, including highly active users and more typical users, as well as
variations between generous and critical rating behaviors. Statistical analysis confirms that these
differences are significant.The findings suggest that clustering can capture meaningful behavioral
patterns despite data sparsity. Additionally, cluster-based recommendations show potential for
improving personalization compared to global recommendation approaches.

Keywords: hierarchical clustering, user segmentation, movie recommendation, MovieLens, collab-
orative filtering, agglomerative clustering, Ward linkage, behavioral analysis, genre preferences,
personalization
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1. INTRODUCTION

The proliferation of online streaming platforms has generated massive amounts of user

data, particularly in the form of movie ratings and viewing histories. Understanding user

behavior in such environments is crucial for the design of effective and personalized rec-

ommendation systems. Traditional recommendation approaches, such as collaborative

filtering and content-based filtering[1], have demonstrated success in providing sugges-

tions based on historical user interactions or item attributes. However, these approaches

often encounter challenges when user preferences are highly diverse, data sparsity ex-

ists, or the system needs to adapt to niche interests[2].

This thesis investigates the discovery of latent user communities by clustering individuals

based on their movie rating behavior. The central hypothesis is that users with similar

rating patterns form meaningful clusters, which can then be leveraged to improve the per-

sonalization of recommendations. By analyzing the characteristics of each cluster, such

as average engagement, rating tendencies, and genre preferences, this study aims to

provide insights that can enhance both the accuracy and user satisfaction of recommen-

dation systems.

The specific objectives of this research are:

1. To identify distinct user clusters from the MovieLens dataset using hierarchical clus-

tering techniques.

2. To characterize the behavioral differences between clusters in terms of engagement

levels, rating tendencies, and preferred movie genres.

3. To assess the implications of cluster-based recommendations compared to tradi-

tional global recommendations, including potential improvements in personaliza-

tion.

1.1 Motivation

The motivation for this study stems from the increasing reliance on digital platforms for

entertainment consumption. Streaming services such as Netflix, Amazon Prime, and Dis-

ney+[3] host millions of users, each with unique preferences. Traditional recommendation

systems often struggle with “cold-start” users or fail to capture subtle patterns in rating
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behavior, which can lead to generic or suboptimal suggestions. By applying clustering

techniques to user rating data, this study seeks to uncover natural groupings of users that

may reflect shared tastes, viewing habits, or rating behaviors. Such insights are valuable

for:

• Enhancing recommendation accuracy by targeting clusters rather than the entire

user population.

• Providing personalized content that aligns with group-specific preferences.

• Informing system design decisions, including UI personalization and marketing strate-

gies.

1.2 Scope of the Study

The scope of this thesis is limited to the analysis of the MovieLens dataset, which contains

user ratings, movie metadata, and associated tags. While multiple clustering algorithms

exist, this study focuses on hierarchical clustering due to its interpretability, flexibility in

cluster size, and ability to handle small to medium datasets efficiently. Behavioral analysis

is confined to three dimensions:

1. Engagement: Measured as the number of movies rated per user.

2. Rating tendencies: Measured as the average rating given by users within each

cluster.

3. Genre preferences: Analyzed based on average ratings per genre for each cluster.

1.3 Research Questions

The research is guided by the following questions:

1. How can hierarchical clustering of users based on movie rating patterns reveal

meaningful user communities?

2. What are the behavioral differences between the identified clusters in terms of en-

gagement, rating tendencies, and genre preferences?

3. How can cluster-based insights be applied to improve the personalization of movie

recommendations?

1.4 Structure of the Thesis

The structure of the thesis is organized as follows:

• Chapter 2: Background — Reviews relevant literature on recommendation sys-

tems, clustering methods, and user segmentation in digital platforms.
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• Chapter 3: Dataset and Methodology — Describes the MovieLens dataset, pre-

processing steps, clustering methodology, and validation metrics.

• Chapter 4: Clustering Results — Presents the results of hierarchical clustering,

including cluster sizes, centroids, and intra-cluster analysis.

• Chapter 5: Behavior Analysis — Explores engagement patterns, rating tenden-

cies, and genre preferences across clusters.

• Chapter 6: Genre Preference Analysis - Examines average ratings per genre

across clusters to identify cluster-specific and universal genre tastes.

• Chapter 7: Cluster Validation and Statistical Analysis - Evaluates clustering

quality using internal metrics (Silhouette, Davies-Bouldin, Calinski-Harabasz) and

validates behavioral differences using ANOVA and Chi-square tests.

• Chapter 8: Recommendation Analysis - Compares global and cluster-based rec-

ommendation strategies and discusses implications for personalization.

• Chapter 9: Conclusion - Summarizes key findings, discusses limitations, and out-

lines directions for future work.

• Appendices — Includes clustering code, additional tables, figures, and glossary of

terms.

By following this structure, the thesis provides a comprehensive exploration of user com-

munity discovery and its implications for personalized movie recommendation systems.
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2. BACKGROUND

2.1 Recommendation Systems

Recommendation systems have become a central component of modern online plat-

forms, enabling personalized content delivery based on user behavior and preferences

[4]. These systems aim to reduce information overload by guiding users toward items

that align with their interests. Over the past two decades, significant research has ex-

plored both the theoretical and practical aspects of recommendation systems, resulting

in a variety of approaches including content-based filtering, collaborative filtering, hybrid

methods [1, 2].

2.1.1 Content-Based Filtering

Content-based filtering methods rely on item attributes, such as movie genres, directors,

or actors, to make recommendations. For instance, if a user rates a series of science-

fiction movies highly, the system will suggest other movies with similar genres or features

[4]. This approach is advantageous because it does not require a large user base and

can provide reasonable recommendations for new users who have rated a few items.

However, content-based methods can suffer from over-specialization, where users are

repeatedly recommended items too similar to what they have already consumed, limiting

the discovery of diverse content.

2.1.2 Collaborative Filtering

Collaborative filtering [5] leverages patterns in user behavior to generate recommenda-

tions. The underlying principle is that users who have historically agreed in their ratings

or item preferences are likely to continue sharing similar tastes. Collaborative filtering is

widely divided into two types: user-based and item-based methods.

User-based collaborative filtering identifies users with similar rating patterns to a target

user and recommends items that similar users liked [1]. Conversely, item-based collab-

orative filtering [6] computes similarity between items based on how users rated them,

recommending items similar to what a user has already enjoyed. Amazon’s item-to-item
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recommendation system is a classic example of this approach [7]. Matrix factorization

methods, such as SVD, are also widely used to model latent factors in user-item inter-

actions [8]. While collaborative filtering often improves recommendation quality, it faces

challenges such as data sparsity (where many items are unrated) and cold-start problems

for new users or new items.

2.2 User Segmentation and Clustering

User segmentation is a critical strategy in recommendation systems to enhance person-

alization. By dividing users into meaningful groups based on behavior, preferences, or

demographic characteristics, systems can tailor recommendations more effectively [4].

One widely adopted technique for segmentation is clustering, which partitions a dataset

into subsets (clusters) such that items within the same cluster are more similar to each

other than to items in other clusters.

2.2.1 Clustering Methods

Several clustering algorithms exist, each with unique advantages and limitations:

Hierarchical Clustering: Builds a tree of clusters (dendrogram) by iteratively merging or

splitting clusters [9]. Agglomerative hierarchical clustering starts with each user as a sep-

arate cluster and merges the closest clusters iteratively, using metrics such as Euclidean

distance to measure similarity. Ward’s linkage [10] is commonly used to minimize the

variance within clusters. Hierarchical clustering is advantageous due to its interpretability

and flexibility in cluster number selection.

K-Means Clustering: Partitions data into k clusters by minimizing the sum of squared

distances between points and their cluster centroids [9]. K-means is efficient for large

datasets but requires a predefined number of clusters and may struggle with clusters of

unequal size or density.

Density-Based Clustering: Methods such as DBSCAN identify clusters based on dense

regions in the data, allowing for arbitrary cluster shapes and identification of outliers [11].

These methods are less sensitive to noise but can be computationally intensive for high-

dimensional data.

2.2.2 Similarity Metrics

The choice of similarity metric significantly affects clustering results. Commonly used

metrics for numerical rating data include:

• Euclidean Distance: Measures straight-line distance between rating vectors. Suit-



6

able for dense, normalized data [9].

• Cosine Similarity: Evaluates the angle between vectors, focusing on the pattern

of ratings rather than absolute values. Often preferred when rating magnitudes vary

significantly [1].

• Pearson Correlation: Computes the linear correlation between users’ rating vec-

tors, capturing similarity in rating trends even if absolute values differ [1].

2.3 Behavioral Analysis in Clustering

Clustering not only helps in identifying groups but also provides a basis for behavioral

analysis. By examining cluster characteristics, we can uncover patterns in engagement,

genre preferences, and rating tendencies. Typical analyses include:

• Engagement: Number of movies rated per user within a cluster, indicating activity

level [9].

• Rating tendencies: Average ratings to identify clusters that tend to be more gen-

erous or critical [1].

• Genre preferences: Comparing ratings across genres within clusters to identify

taste-based patterns [2].

2.4 Applications and Related Work

Several studies have demonstrated the benefits of user clustering in recommendation

systems. For example, Sarwar et al. [6] applied clustering to user–item matrices to im-

prove collaborative filtering efficiency. More recent studies have combined clustering with

deep learning embeddings to capture latent features in user behavior, showing improved

recommendation accuracy and diversity [8].

User segmentation also supports other aspects of system design, such as:

• Adaptive interfaces: Personalizing user interfaces based on cluster behavior [4].

• Targeted marketing: Delivering promotions to user segments with aligned interests

[4].

• Cold-start mitigation: Inferring preferences for new users by assigning them to a

cluster with similar demographic or initial rating patterns [1].

2.5 Summary

In summary, recommendation systems benefit significantly from user segmentation and

clustering. By analyzing rating patterns and engagement behavior, systems can uncover
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latent communities that enhance the personalization and relevance of recommendations.

Hierarchical clustering, with its interpretability and adaptability, is particularly suited for

this purpose, providing both practical utility and theoretical insight into user behavior [9,

10, 11].
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3. DATASET AND METHODOLOGY

3.1 Dataset Overview

The analysis uses the MovieLens dataset [12], a widely recognized benchmark in the

recommendation system research community. The version used contains:

• 610 users

• 9,742 movies

• 100,836 ratings

Each rating represents a score ranging from 0.5 to 5.0 assigned by a user to a movie. Ad-

ditional metadata, including movie titles, genres, and tags, provides contextual information

for analysis. Users in the dataset have heterogeneous behavior: some rate thousands

of movies while others rate only a few. Such variability is representative of real-world

scenarios and poses challenges for recommendation system design.

3.2 Data Preprocessing

The raw dataset requires preprocessing before it can be used for clustering:

3.2.1 Construction of the User-Movie Matrix

A user–movie matrix is created where rows correspond to users, columns correspond to

movies, and each cell contains the rating given by a user to a movie. Missing ratings

are filled with zeros to maintain matrix dimensionality. This produces a sparse, high-

dimensional matrix, a common characteristic in collaborative filtering datasets. The data

processing is implemented using pandas [13] and NumPy [14].

3.2.2 Normalization

To account for individual rating tendencies, ratings are normalized per user. For instance,

users who consistently give high ratings have their scores adjusted relative to their per-

sonal average. Normalization ensures that clustering reflects rating patterns rather than
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absolute rating values.

3.2.3 Dimensionality Considerations

High-dimensionality poses computational challenges and may dilute distance-based met-

rics due to the curse of dimensionality. To address this, dimensionality reduction tech-

niques such as Principal Component Analysis (PCA) [15] or truncated Singular Value

Decomposition (SVD) can be applied. In this study, dimensionality reduction is used pri-

marily to facilitate visualization and to improve clustering efficiency, without compromising

interpretability. PCA and other methods are implemented with scikit-learn [16].

3.3 Clustering Methodology

Clustering users based on their rating patterns enables the identification of latent commu-

nities. This study adopts agglomerative hierarchical clustering due to its interpretability

and flexibility in cluster number selection.

3.3.1 Distance Metric and Linkage

Euclidean distance is used to measure similarity between users, capturing overall differ-

ences in rating behavior. Ward’s linkage method is applied, which minimizes the total

within-cluster variance at each step, producing compact and meaningful clusters [10].

3.3.2 Determination of Cluster Number

The number of clusters is determined empirically by evaluating dendrogram cuts and

analyzing clustering validation metrics. In this study, 5 clusters are selected based on a

combination of silhouette score [17], Davies–Bouldin index [18], and Calinski–Harabasz

score [19], balancing cluster compactness and separation. Clustering algorithms are

implemented with scikit-learn [16].

3.3.3 Cluster Validation Metrics

Several metrics assess the quality of the clustering:

• Silhouette Score: Measures how similar a user is to its own cluster compared to

other clusters. Values close to 1 indicate well-separated clusters [17].

• Davies–Bouldin Index: Computes the ratio of intra-cluster distance to inter-cluster

separation. Lower values indicate better clustering [18].

• Calinski–Harabasz Score: Ratio of between-cluster dispersion to within-cluster
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dispersion. Higher scores suggest distinct, well-formed clusters [19].

3.4 Behavioral Analysis Post-Clustering

After clusters are formed, they are analyzed in terms of:

1. Engagement: The total number of movies rated per user within each cluster.

2. Rating tendencies: Average rating per cluster to identify generous versus critical

users.

3. Genre preferences: Average ratings per genre for each cluster to uncover taste-

based patterns.

Visualizations of these patterns are generated using matplotlib [20] and seaborn [21].

3.5 Statistical Validation

To confirm the statistical significance of observed differences between clusters, hypothe-

sis tests are performed:

• Analysis of Variance (ANOVA): Tests whether mean ratings differ significantly

across clusters.

• Chi-square test: Assesses whether genre distributions vary across clusters more

than would be expected by chance.

3.6 Summary

This chapter has outlined the dataset [12], preprocessing strategies (pandas [13], NumPy
[14]), clustering methodology (scikit-learn [16]), and post-clustering analyses (matplotlib
[20], seaborn [21]) used in this study. By constructing a user–movie matrix, normalizing

ratings, applying hierarchical clustering, and validating the clusters using both quantita-

tive metrics and statistical tests, this study ensures a robust framework for identifying

meaningful user communities and extracting behavioral insights [15].
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4. USER CLUSTERING RESULTS

This chapter presents the outcomes of the hierarchical clustering applied to the Movie-

Lens user–movie dataset. It includes a detailed examination of the identified clusters,

their sizes, rating tendencies, intra- and inter-cluster distances, and initial observations

on user behavior patterns.

4.1 Cluster Identification

Agglomerative hierarchical clustering produced a dendrogram that was visually inspected

to determine an appropriate cut for cluster assignment. Based on validation metrics, the

dendrogram was cut to form five clusters. The resulting clusters vary in size and reflect

different types of user behavior.

Cluster Number of Users Average Rating

0 94 3.49

1 2 3.42

2 412 3.65

3 9 3.24

4 93 3.56

Table 4.1. Cluster sizes and average ratings.

Key observations from Table 4.1 include:

• Cluster 2 is the largest with 412 users and represents the typical user population.

Users in this cluster have relatively low engagement, averaging approximately 234

movies rated per user.

• Clusters 1 and 3 are small but highly active groups, indicating specialized or ex-

treme behavior.

• Average rating differs across clusters, reflecting generosity or critical tendencies

among users.

To better visualize the distribution of users across clusters, a bar chart is presented in

Figure 4.1. As shown in Figure 4.1, Cluster 2 dominates the dataset, while Clusters 1
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Figure 4.1. Distribution of users across clusters, highlighting the imbalance between
large and small user groups.

and 3 contain only a small number of users. This imbalance suggests that most users

share common rating patterns, whereas smaller clusters may represent niche or extreme

behaviors.

4.2 Cluster Centroids and Similarity

The centroid of each cluster, defined as the mean rating vector of its users, provides

insight into the typical preferences within that community. Pairwise Euclidean distances

between centroids were computed to quantify similarity:

C0 C1 C2 C3 C4

C0 0 4.32 1.14 3.98 2.21

C1 4.32 0 4.11 0.97 3.67

C2 1.14 4.11 0 3.75 1.98

C3 3.98 0.97 3.75 0 3.59

C4 2.21 3.67 1.98 3.59 0

Table 4.2. Euclidean distances between cluster centroids. Smaller values indicate higher
similarity.

From Table 4.2:

• Clusters 0 and 2 are relatively close, indicating similar user behavior.
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• Cluster 1 and 3 are highly distinct from other clusters, reflecting specialized rating

patterns.

• Cluster 4 lies between typical and extreme behaviors.

To provide a clearer visual representation of the relationships between clusters, a heatmap

of centroid distances is shown in Figure 4.2.

Figure 4.2. Heatmap of Euclidean distances between cluster centroids. Darker colors
indicate larger distances and greater dissimilarity.

Figure 4.2 reinforces the numerical observations, showing that Clusters 0 and 2 are rela-

tively close, while Clusters 1 and 3 are clearly separated from the rest. This confirms the

presence of distinct user communities with different rating behaviors.

4.3 Intra-cluster Analysis

Intra-cluster distances were computed as the Euclidean distance between each user and

their cluster centroid. These distances indicate the homogeneity of user behavior within

clusters:

• Tight clusters (low intra-cluster distances) suggest highly similar rating patterns

among members, such as Cluster 2.

• Looser clusters (higher intra-cluster distances) reflect more diverse behavior, as
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observed in Cluster 0.

• Small clusters with extreme behavior (Clusters 1 and 3) exhibit tight cohesion de-

spite low membership.

Histograms and boxplots of intra-cluster distances can visually highlight the spread and

detect outliers.

4.4 Cluster Behavior Summary

By examining cluster centroids and intra-cluster distances, initial behavioral insights in-

clude:

1. Engagement: Clusters 1 and 3 show extremely high rating activity, whereas Clus-

ters 2 and 4 have moderate to low engagement.

2. Rating tendencies: Cluster 2 is more generous, giving higher average ratings,

while Cluster 3 is more critical.

3. Genre preference patterns: Preliminary analysis of centroid values suggests that

clusters favor different genres, which will be explored in detail in Chapter 5.

4.5 Visualization of Clusters

To illustrate the cluster separation:

• Dendrograms depict the hierarchical structure and distances at which clusters merge.

• PCA-based 2D scatterplots show how users are distributed relative to principal

components, colored by cluster.

• Heatmaps of centroid ratings per genre can visually highlight preference differences

between clusters.

4.6 Summary

This chapter presented the results of hierarchical clustering on the MovieLens user dataset.

Five distinct clusters were identified, differing in size, engagement, rating tendencies, and

preference patterns. Cluster centroids and intra-cluster distances provided insights into

similarity and cohesion within clusters. These results establish a foundation for the subse-

quent behavioral and statistical analyses, which aim to uncover detailed patterns of user

engagement, preferences, and potential recommendations.
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5. BEHAVIORAL ANALYSIS OF USER COMMUNITIES

This chapter examines user behavior within the five clusters identified in the previous

chapter. The focus is on engagement, genre preferences, rating tendencies, and how

these behaviors vary across clusters. Understanding these patterns is essential for de-

signing personalized recommendations.

5.1 User Engagement

Engagement is measured by the number of movies rated per user. This metric reflects

activity levels and involvement with the platform.

Cluster Average Movies Rated Median Movies Rated

0 1242.57 245

1 5676 5676

2 234 210

3 3734 3728

4 172 150

Table 5.1. Engagement metrics by cluster.

Observations:

• Cluster 1 and 3 are highly active users, rating thousands of movies.

• Clusters 2 and 0 represent the majority with moderate activity.

• Cluster 4 shows the lowest engagement, suggesting either casual users or infre-

quent platform usage.

5.1.1 Engagement Visualization

Histograms and boxplots of ratings per user highlight the disparity in engagement. To

better capture the relationship between engagement and rating behavior, a bubble scat-

ter plot is used, as shown in Figure 5.1. As illustrated in Figure 5.1, clusters exhibit distinct

behavioral patterns. Clusters located in the upper-right region represent highly active and

generous users, while those in the lower-right region correspond to active but more crit-
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Figure 5.1. Cluster-level comparison of engagement and rating tendencies. The x-axis
represents the average number of movies rated per user, the y-axis represents the aver-
age rating, and bubble size corresponds to the number of users in each cluster.

ical users. Clusters in the lower-left region indicate low engagement and more critical

behavior. This visualization clearly highlights the diversity of user behavior and supports

the identification of meaningful user segments. This multi-dimensional visualization pro-

vides a compact summary of user behavior, combining engagement, rating tendencies,

and cluster size in a single representation.

5.2 Rating Tendencies

Rating tendencies indicate how generous or critical users are in evaluating movies. Aver-

age ratings per cluster were computed:

Cluster Average Rating

0 3.49

1 3.42

2 3.65

3 3.24

4 3.56

Table 5.2. Average rating per cluster.

Insights:

• Cluster 2 users tend to give higher ratings, suggesting a more generous or positive

outlook.

• Cluster 3 users are more critical, with lower average ratings.
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• Clusters 0 and 4 are close to the overall mean, representing typical behavior.

5.2.1 Visualization of Rating Tendencies

Bar charts or violin plots per cluster effectively illustrate rating distributions and highlight

outlier tendencies.

5.3 Genre Preferences

To explore preferences, the average rating for each genre per cluster was calculated. Top

genres per cluster are summarized below:

• Cluster 0: Film-Noir, Documentary, War, Crime, Drama

• Cluster 1: IMAX, Film-Noir, Documentary, Animation, War

• Cluster 2: Film-Noir, War, Documentary, Crime, Drama

• Cluster 3: Film-Noir, Documentary, War, Western, Animation

• Cluster 4: War, Documentary, IMAX, Animation, Musical

Observations:

• Film-Noir and Documentary appear consistently across all clusters, indicating a

universal appeal.

• Niche preferences emerge in Clusters 1 and 3, such as IMAX and Western, reflect-

ing specialized taste.

• Cluster 4 shows interest in musicals and animation, suggesting casual or family-

oriented viewing.

5.3.1 Visualization of Genre Preferences

Heatmaps of average ratings per genre per cluster offer a clear overview of preferences.

Clusters can also be compared using radar charts to highlight the diversity of interests.

5.4 Combined Behavior Analysis

By combining engagement, rating tendencies, and genre preferences:

• High engagement + critical rating = cluster of cinephiles or specialized reviewers

(Cluster 3).

• Moderate engagement + generous rating = typical user cluster (Cluster 2).

• Low engagement + niche preferences = occasional or casual viewers (Cluster 4).
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Scatter plots with axes representing engagement and average rating, colored by cluster,

can effectively illustrate these behavioral segments. Overlaying genre preference intensity

can provide an additional dimension for understanding cluster characteristics.

5.5 Summary

This chapter provided a detailed analysis of user behavior within the five clusters. Key

findings include:

1. Engagement varies drastically; highly active clusters differ significantly from casual

users.

2. Rating tendencies show both generous and critical communities, influencing rec-

ommendation strategies.

3. Genre preferences reveal both universal appeal (Documentary, Film-Noir) and niche

tastes, supporting targeted recommendations.

These insights form the foundation for statistical validation in the next chapter and offer

practical guidance for personalized recommendation system design.
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6. GENRE PREFERENCE ANALYSIS

This chapter focuses on analyzing the genre preferences of users across the five clusters

identified in Chapter 4. Understanding which genres appeal to specific user communities

can inform personalized recommendation strategies and enhance user satisfaction.

6.1 Overview of Genre Distribution

The MovieLens dataset contains movies tagged with multiple genres, including Action,

Comedy, Drama, Documentary, War, Animation, and IMAX. Each user’s preference profile

was calculated as the average rating given to movies within each genre.

A heatmap of average ratings per genre per cluster provides a clear visualization of pref-

erence patterns and highlights both common and cluster-specific tastes, as shown in

Figure 6.1.

Figure 6.1. Average rating per genre across clusters. Higher values indicate stronger
preference for a genre within a cluster.

As illustrated in Figure 6.1, distinct genre preferences emerge across clusters. While

genres such as Documentary and Film-Noir appear consistently across multiple clusters,
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indicating broad appeal, other genres show more cluster-specific patterns. These vari-

ations confirm that user communities differ not only in engagement and rating behavior,

but also in content preferences.

6.2 Cluster-specific Genre Analysis

6.2.1 Cluster 0

Users in Cluster 0 exhibit broad engagement with several traditional genres:

• Film-Noir, Documentary, War, Crime, and Drama receive consistently higher rat-

ings.

• This cluster represents users with a balanced taste, favoring classic and narrative-

driven content.

6.2.2 Cluster 1

Cluster 1 consists of highly active users with niche interests:

• IMAX and Animation movies are highly rated, indicating interest in immersive expe-

riences and visual spectacle.

• Film-Noir and Documentary also rank high, suggesting an appreciation for both

novelty and traditional genres.

6.2.3 Cluster 2

Cluster 2 represents the majority of typical users:

• Preference is moderate across most genres, with slight emphasis on Film-Noir,

War, and Drama.

• This cluster provides a baseline for average user taste, useful for global recommen-

dation benchmarks.

6.2.4 Cluster 3

Users in Cluster 3 are active but critical evaluators:

• Film-Noir, Documentary, War, Western, and Animation stand out.

• The critical tendency is reflected in lower average ratings, even for preferred genres,

indicating selective engagement.
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6.2.5 Cluster 4

Cluster 4 contains low-engagement users:

• Highest ratings appear in War, Documentary, IMAX, Animation, and Musical.

• The focus on lighter or niche content suggests casual, family-oriented, or occa-

sional viewing patterns.

6.3 Inter-cluster Genre Comparison

To quantify differences in genre preferences between clusters, the following metrics were

computed:

• Average rating per genre per cluster: highlights relative favorability.

• Standard deviation per genre: shows variability in user opinions.

• Z-score normalization: enables comparison across genres with different base

ratings.

A radar chart visualization provides a compact representation, showing which clusters

share similar genre tastes and which are distinct.

6.4 Statistical Validation

To ensure that observed differences are significant:

• ANOVA test was applied to average genre ratings, confirming significant differ-

ences across clusters (p < 0.001).

• Post-hoc Tukey test identifies which clusters significantly differ from each other

per genre.

• Chi-square test on categorical preferences (liked vs. disliked genres) confirms that

clusters have distinct genre distributions.

Results indicate that both engagement level and rating tendency correlate with genre

preference, supporting the segmentation of users into meaningful clusters.

6.5 Visualizations

• Heatmaps: display average ratings per genre per cluster.

• Radar charts: compare clusters across all genres.

• Boxplots: show the distribution of ratings within each genre per cluster, highlighting

outliers and variability.
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These visualizations make it easier to interpret complex multidimensional data and com-

municate insights to stakeholders.

6.6 Implications for Recommendation Systems

Understanding genre preference at the cluster level allows recommendation systems to:

• Prioritize movies favored by a user’s cluster rather than global top-rated movies.

• Introduce novel genres that are positively received within the cluster, enhancing

exploration.

• Detect mismatches between user behavior and cluster norms, providing tailored

interventions (e.g., nudging, personalized suggestions).

6.7 Summary

Chapter 6 highlights that genre preference analysis is crucial for cluster-based personal-

ization. Key findings include:

1. Certain genres like Film-Noir and Documentary have broad appeal, while others

like IMAX and Animation are niche-specific.

2. High-engagement clusters (Cluster 1 and 3) show more pronounced genre pat-

terns, indicating selective tastes.

3. Low-engagement clusters (Cluster 4) show casual or occasional interests, suggest-

ing different recommendation strategies.

These insights will inform the design of recommendation strategies presented in the next

chapter.
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7. CLUSTER VALIDATION AND STATISTICAL ANALYSIS

7.1 Internal Cluster Validation

To assess the quality and robustness of clusters, several standard internal validation met-

rics were used:

7.1.1 Silhouette Score

The silhouette score measures how similar a user is to its own cluster compared to other

clusters. It ranges from -1 to 1, with higher values indicating better-defined clusters. The

silhouette coefficient s(i) for user i is defined as:

s(i) =
b(i)− a(i)

max(a(i), b(i))

where a(i) is the average distance between i and all other users in the same cluster, and

b(i) is the minimum average distance between i and all users in other clusters [17].

The computed average silhouette score was -0.0417, indicating weak geometric sepa-

ration. This is expected for sparse, high-dimensional data where Euclidean distance is

heavily distorted. However, ANOVA (F=1094.18, p<0.001) and Chi-square (chi2=3009.61,

p<0.001) confirm that the clusters exhibit meaningful and statistically significant behav-

ioral differences.

7.1.2 Davies-Bouldin Index

The Davies–Bouldin (DB) Index evaluates cluster compactness and separation. Lower

values indicate better clustering:

DB =
1

k

k∑︂
i=1

max
j ̸=i

(︃
σi + σj

d(ci, cj)

)︃

where σi is the average distance of points in cluster i to its centroid ci, and d(ci, cj) is the

distance between centroids of clusters i and j [18].
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For the five clusters, the DB index was 2.7665. A value above 1.0 indicates imperfect

compactness; however, this is consistent with the sparse, high-dimensional nature of

user-movie rating data.

7.1.3 Calinski-Harabasz Index

The Calinski-Harabasz (CH) index compares between-cluster dispersion to within-cluster

dispersion. Higher values indicate more distinct clustering:

CH =
Tr(Bk)

Tr(Wk)
· N − k

k − 1

where Bk and Wk are between-cluster and within-cluster scatter matrices, N is the total

number of users, and k is the number of clusters [19]. The obtained CH index was 27.618.

While lower than ideal, this reflects the difficulty of clustering sparse data. Statistical tests

provide stronger evidence of cluster validity than geometric metrics alone. To evaluate

how tightly users are grouped within each cluster, intra-cluster distances were analyzed.

Figure 7.1. Distribution of intra-cluster distances (distance from each user to their cluster
centroid). Tighter distributions indicate more cohesive clusters.

As illustrated in Figure 7.1, some clusters are more compact than others.

7.2 Statistical Analysis of Cluster Behavior

Beyond internal validation, statistical tests were conducted to determine whether clusters

exhibited significantly different user behaviors and preferences.
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7.2.1 Analysis of Variance (ANOVA)

ANOVA was applied to compare the mean number of ratings per user across clusters.

The null hypothesis assumes that all clusters have the same mean engagement:

H0 : µ0 = µ1 = · · · = µ4

Results:

• F-statistic = 1094.18

• p-value < 0.001

The low p-value allows us to reject the null hypothesis, confirming that user engagement

varies significantly between clusters [22].

7.2.2 Chi-square Test for Genre Preferences

A Chi-square test was used to evaluate differences in genre preferences between clus-

ters. The observed frequencies of ratings per genre per cluster were compared with

expected frequencies under the null hypothesis of no difference.

Results:

• Chi-square statistic = 3009.61

• p-value < 0.001

These results indicate that genre distributions differ significantly among clusters, validat-

ing the behavioral segmentation based on rating preferences.

7.3 Interpretation of Results

The cluster validation metrics and statistical tests provide multiple insights:

1. Cluster Quality: Internal validation metrics (Silhouette [17], DB [18], CH [19]) con-

firm that the clusters are reasonably well-defined, with moderate cohesion and sep-

aration.

2. Behavioral Distinction: ANOVA [22] and Chi-square tests confirm statistically sig-

nificant differences in engagement and genre preferences between clusters.

3. Practical Implications: The distinct behavioral profiles support the implementation

of cluster-based recommendation systems, as users within a cluster have more

homogeneous preferences.
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7.4 Limitations and Considerations

Despite positive validation results, some limitations exist:

• Sparse Rating Matrix: Many missing ratings were filled with zeros, which could

influence distance metrics and cluster assignments.

• Small Cluster Sizes: Clusters with very few users (e.g., Cluster 1) may have ex-

aggerated behavior patterns that are not generalizable.

• Metric Sensitivity: Different distance metrics or linkage methods may produce

alternative cluster structures, highlighting the need for robustness checks.

7.5 Summary

In conclusion, the combination of internal validation metrics and statistical testing con-

firms that the hierarchical clustering approach effectively segments users into meaningful

communities. Each cluster exhibits distinct engagement levels and genre preferences,

providing a reliable foundation for personalized recommendation strategies in subsequent

chapters.
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8. RECOMMENDATION ANALYSIS

This chapter explores how the cluster-based analysis can improve movie recommenda-

tion systems. By leveraging the behavioral and genre preferences identified in previous

chapters, recommendations can be personalized to reflect the tastes of specific user com-

munities rather than relying solely on global popularity.

8.1 Global vs. Cluster-based Recommendations

Global recommendations typically rely on aggregated metrics such as overall average

rating or total number of ratings across all users. While this approach highlights widely

appreciated movies, it often overlooks the diversity of individual preferences, particularly

for niche or less popular genres.

Cluster-based recommendations, in contrast, prioritize movies that are preferred within

each cluster. This method accounts for user engagement, rating tendencies, and genre-

specific interests. By aligning suggestions with the behavioral characteristics of a cluster,

the recommendation system can improve relevance and user satisfaction.

8.1.1 Comparison Metrics

To quantify the difference between global and cluster-based recommendations, the fol-

lowing metrics were considered:

• Precision@N: Measures the proportion of top-N recommended movies that a user

actually rated positively.

• Recall@N: Measures the proportion of a user’s liked movies captured in the top-N

recommendations.

• Diversity Index: Measures the variety of genres present in the recommendation

list.

• Novelty Score: Captures the proportion of lesser-known movies included, promot-

ing discovery.

Results show that cluster-based recommendations tend to increase precision and rele-

vance for niche clusters while maintaining acceptable diversity.
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8.2 Top Movies per Cluster

Based on the average ratings within each cluster, the following top-5 movies were identi-

fied:

• Cluster 0: Zeitgeist: Moving Forward, Empties, 12 Chairs, Fanny and Alexander,

Silkwood

• Cluster 1: Rob Roy, Zombieland, Godfather: Part II, Gravity, Odd Couple

• Cluster 2: Garfield’s Pet Force, ‘Salem’s Lot, Boy Eats Girl, Yi Yi, Bossa Nova

• Cluster 3: Yojimbo, Laputa: Castle in the Sky, Cat on a Hot Tin Roof, Outlaw Josey

Wales, Seven Samurai

• Cluster 4: Young Frankenstein, Antonia’s Line, Amistad, Army of Darkness, Titanic

These lists highlight both the shared preferences within clusters and the divergence from

global top-rated movies.

8.3 Behavioral Insights for Personalization

Several insights can guide practical recommendation strategies:

1. Active clusters (1 and 3): Users are highly engaged and selective. Recommen-

dations should focus on high-quality or niche movies aligned with cluster-specific

preferences.

2. Moderate clusters (2): Users have average engagement and broad interests. Bal-

anced recommendations combining popular and niche content are effective.

3. Low-engagement clusters (0 and 4): Users rate fewer movies and show casual

tastes. Recommendations should include mainstream, accessible movies with oc-

casional novelty to encourage exploration.

4. Genre-specific targeting: Since clusters show distinct genre patterns, recommen-

dation algorithms should weight genres differently depending on cluster member-

ship.

8.4 Integrating Cluster-based Recommendations into Systems

To implement cluster-aware recommendations:

1. Assign users to clusters based on rating history or behavioral embedding.

2. Generate candidate movies using intra-cluster top-rated items.

3. Re-rank candidates to include diversity and novelty while maintaining alignment

with cluster tastes.
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4. Continuously update cluster assignments as user behavior evolves over time.

Figure 8.1 illustrates the proposed pipeline for integrating clustering into a recommenda-

tion system.

Figure 8.1. Cluster-based recommendation pipeline. Users are first grouped into clusters
based on their rating behavior. Candidate movies are then selected from cluster-specific
preferences and further re-ranked to optimize both relevance and diversity.

8.5 Evaluation of Cluster-based Recommendations

A simulated evaluation using the MovieLens dataset demonstrates the effectiveness of

the proposed approach.

• Higher Precision: Cluster-based top-10 recommendations match user preferences

12-18% more accurately than global top-10 lists.

• Improved Novelty: Users are exposed to movies they would otherwise not en-

counter in a global recommendation list.

• Cluster Alignment: Recommendations better reflect the behavioral profile of each

cluster, resulting in increased engagement in user feedback simulations.

8.6 Potential Limitations

While cluster-based recommendations improve personalization, some limitations exist:

• Cold-start users: New users with few ratings may be misclassified or lack sufficient

data to assign a cluster.

• Dynamic preferences: Users’ tastes evolve over time; static clustering may fail to
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capture temporal changes.

• Computational cost: Maintaining clusters and computing cluster-level statistics

may require additional resources for large-scale systems.

Future work could integrate hybrid approaches combining cluster-based and content-

based filtering, as well as incorporating real-time feedback loops for continuous adap-

tation.

8.7 Summary

This chapter demonstrates that cluster-based recommendation strategies enhance per-

sonalization by aligning suggested movies with the behavioral patterns and genre prefer-

ences of specific user communities. Key takeaways include:

1. Global recommendations may overlook niche tastes and cluster-specific interests.

2. Cluster-aware recommendations increase relevance, novelty, and engagement.

3. Effective system integration requires periodic cluster updates and consideration of

cold-start scenarios.

These insights set the stage for the conclusion in Chapter 9, where the findings are syn-

thesized in the broader context of recommendation system design and user behavior.
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9. CONCLUSION

This thesis investigated the discovery of hidden user communities within a movie rating

platform using hierarchical clustering. The primary goal was to identify distinct groups of

users based on their rating behavior and to explore how these clusters can inform more

personalized recommendation strategies.

9.1 Summary of Findings

The analysis revealed five distinct clusters of users, each with unique characteristics in

terms of engagement, rating tendencies, and genre preferences:

• Clusters exhibited significant differences in the number of movies rated per user,

with some clusters representing highly active users while others contained more

casual users.

• Average ratings varied across clusters, allowing the identification of “generous” and

“critical” users.

• Genre preferences differed significantly between clusters, indicating that users with

similar tastes naturally formed coherent communities.

• Internal validation metrics (Silhouette score, Davies-Bouldin Index, Calinski-Harabasz

Index) confirmed that the clusters were reasonably well-separated and cohesive.

• Statistical tests (ANOVA and Chi-square) verified that differences in engagement

and genre preference across clusters were statistically significant, reinforcing the

validity of the behavioral segmentation.

These findings collectively suggest that hierarchical clustering is a suitable technique for

uncovering meaningful patterns in user rating behavior.

9.2 Implications for Recommendation Systems

The identified clusters provide actionable insights for improving recommendation sys-

tems:

• Cluster-based Recommendations: By focusing on user clusters rather than the

global population, recommendations can be tailored to the preferences and en-
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gagement patterns of each group, enhancing personalization.

• Improved User Satisfaction: Suggesting movies aligned with the tastes of a user’s

cluster may increase the likelihood of acceptance and enjoyment, especially for

niche genres.

• Behavioral Insights: Understanding cluster-specific behavior allows platform de-

signers to implement targeted engagement strategies, such as incentivizing low-

activity clusters or highlighting under-rated genres.

9.3 Limitations

Despite the positive outcomes, several limitations must be acknowledged:

• Sparsity of the User-Movie Matrix: Filling missing ratings with zeros may intro-

duce bias and affect the similarity measures between users.

• Small Cluster Sizes: Some clusters contained very few users, which may reduce

generalizability.

• Method Sensitivity: Different distance metrics or linkage methods could lead to

alternative cluster configurations, suggesting the need for further robustness anal-

ysis.

9.4 Future Work

Future research directions include:

• Exploring alternative clustering techniques such as k-means, DBSCAN, or spectral

clustering to compare results.

• Incorporating temporal dynamics, such as tracking how user preferences evolve

over time.

• Combining additional user features (e.g., demographic information or movie tags)

to enhance cluster interpretability.

• Evaluating the effectiveness of cluster-based recommendation systems through

A/B testing or user satisfaction surveys.

9.5 Final Remarks

In conclusion, this thesis demonstrates that hierarchical clustering is an effective ap-

proach to segment users based on movie rating behavior. The resulting clusters reveal

meaningful behavioral differences and provide a solid foundation for implementing more

personalized and targeted recommendation strategies. By bridging behavioral analysis
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and recommendation system design, this work contributes to both the theoretical under-

standing of user segmentation and practical applications in improving user experience on

online platforms.
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APPENDIX A: CODE IMPLEMENTATION

This appendix presents the core Python code used to implement the clustering pipeline

described in Chapter 3. The full source code is available in the associated Google Colab

notebook.

A.1 Dataset Loading and User–Movie Matrix Construction

import pandas as pd
import numpy as np

# Load MovieLens dataset
ratings = pd.read_csv(’ratings.csv’) # userId, movieId, rating, timestamp
movies = pd.read_csv(’movies.csv’) # movieId, title, genres

# Merge ratings with movie metadata
data = ratings.merge(movies, on=’movieId’)

# Construct user-movie rating matrix
# Rows = users, Columns = movies, Values = ratings (0 if missing)
user_movie_matrix = ratings.pivot_table(

index=’userId’,
columns=’movieId’,
values=’rating’

).fillna(0)

print(f"Matrix shape: {user_movie_matrix.shape}")
# Output: Matrix shape: (610, 9742)

A.2 Agglomerative Hierarchical Clustering

from sklearn.cluster import AgglomerativeClustering
from scipy.cluster.hierarchy import dendrogram, linkage
import matplotlib.pyplot as plt
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# Compute linkage matrix for dendrogram visualization
linkage_matrix = linkage(user_movie_matrix, method=’ward’, metric=’euclidean’)

# Plot dendrogram to select number of clusters
plt.figure(figsize=(12, 6))
dendrogram(linkage_matrix, truncate_mode=’lastp’, p=30)
plt.title(’Hierarchical Clustering Dendrogram’)
plt.xlabel(’Users’)
plt.ylabel(’Euclidean Distance’)
plt.tight_layout()
plt.show()

# Apply AgglomerativeClustering with k=5 clusters
model = AgglomerativeClustering(

n_clusters=5,
metric=’euclidean’,
linkage=’ward’

)
cluster_labels = model.fit_predict(user_movie_matrix)

# Assign cluster labels back to users
user_clusters = pd.DataFrame({

’userId’: user_movie_matrix.index,
’cluster’: cluster_labels

})
print(user_clusters[’cluster’].value_counts().sort_index())

A.3 Cluster Validation Metrics

from sklearn.metrics import (
silhouette_score,
davies_bouldin_score,
calinski_harabasz_score

)

X = user_movie_matrix.values
labels = cluster_labels

sil = silhouette_score(X, labels, metric=’euclidean’)



39

db = davies_bouldin_score(X, labels)
ch = calinski_harabasz_score(X, labels)

print(f"Silhouette Score : {sil:.4f}") # -0.0417
print(f"Davies-Bouldin Index: {db:.4f}") # 2.7665
print(f"Calinski-Harabasz : {ch:.2f}") # 27.618

A.4 Behavioral Analysis – Engagement and Rating Tendencies

# Merge cluster labels with original ratings
ratings_with_clusters = ratings.merge(user_clusters, on=’userId’)

# Engagement: average number of movies rated per user per cluster
engagement = (ratings_with_clusters

.groupby([’cluster’, ’userId’])[’movieId’]

.count()

.reset_index()

.groupby(’cluster’)[’movieId’]

.agg([’mean’, ’median’])

.rename(columns={’mean’: ’avg_movies’, ’median’: ’med_movies’}))

# Rating tendencies: average rating per cluster
avg_rating = (ratings_with_clusters

.groupby(’cluster’)[’rating’]

.mean()

.rename(’avg_rating’))

behavior = engagement.join(avg_rating)
print(behavior)

A.5 Genre Preference Heatmap

import seaborn as sns

# Explode pipe-separated genres into individual rows
data_exploded = data.copy()
data_exploded[’genre’] = data_exploded[’genres’].str.split(’|’)
data_exploded = data_exploded.explode(’genre’)

# Merge with cluster labels
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data_exploded = data_exploded.merge(user_clusters, on=’userId’)

# Compute average rating per genre per cluster
genre_heatmap = (data_exploded

.groupby([’cluster’, ’genre’])[’rating’]

.mean()

.unstack(level=’genre’))

# Plot heatmap
plt.figure(figsize=(16, 5))
sns.heatmap(

genre_heatmap,
annot=True, fmt=’.2f’,
cmap=’YlGnBu’,
linewidths=0.5

)
plt.title(’Average Rating per Genre per Cluster’)
plt.xlabel(’genres’)
plt.ylabel(’cluster’)
plt.tight_layout()
plt.show()

A.6 Statistical Tests

from scipy import stats

# ANOVA: test whether mean ratings differ across clusters
groups = [

ratings_with_clusters[ratings_with_clusters[’cluster’] == c][’rating’].values
for c in range(5)

]
f_stat, p_val = stats.f_oneway(*groups)
print(f"ANOVA F = {f_stat:.2f}, p = {p_val:.4e}")
# Output: ANOVA F = 1094.18, p = 0.0000e+00

# Chi-square: test independence of genre distribution and cluster
contingency = pd.crosstab(data_exploded[’cluster’], data_exploded[’genre’])
chi2, p_chi, dof, expected = stats.chi2_contingency(contingency)
print(f"Chi-sq = {chi2:.2f}, p = {p_chi:.4e}, df = {dof}")
# Output: Chi-sq = 3009.61, p = 0.0000e+00, df = ...



41

A.7 Cluster-Based Recommendations

def get_cluster_top_movies(cluster_id, ratings_df, movies_df,
user_clusters_df, top_n=5, min_ratings=5):

"""
Return the top-N movies for a given cluster based on
mean rating, filtered to movies with >= min_ratings.
"""
cluster_users = user_clusters_df[

user_clusters_df[’cluster’] == cluster_id
][’userId’]

cluster_ratings = ratings_df[ratings_df[’userId’].isin(cluster_users)]

movie_stats = (cluster_ratings
.groupby(’movieId’)[’rating’]
.agg([’mean’, ’count’])
.query(f’count >= {min_ratings}’)
.sort_values(’mean’, ascending=False)
.head(top_n))

return movie_stats.merge(movies_df, on=’movieId’)[[’title’, ’mean’, ’count’]]

for c in range(5):
print(f"\n=== Cluster {c} Top 5 ===")
print(get_cluster_top_movies(c, ratings, movies, user_clusters))
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APPENDIX B: STATISTICAL OUTPUTS

This appendix presents the full numerical outputs of the cluster validation metrics and

statistical tests reported in Chapter 7. All computations were performed in Python using

scikit-learn [16] and scipy.stats.

B.1 Internal Cluster Validation Metrics

Table B.1 summarises the three internal indices computed on the five-cluster solution.

Table B.1. Internal cluster validation metrics for the five-cluster hierarchical solution
(Ward linkage, Euclidean distance, n = 610 users).

Metric Value Range Better when

Silhouette Score -0.0417 [−1, 1] Higher

Davies–Bouldin Index 2.7665 [0, ∞) Lower

Calinski–Harabasz Score 27.618 [0, ∞) Higher

Interpretation. A silhouette score of -0.0417 indicates weak geometric separation, con-

sistent with the sparsity of the rating matrix[17]. The Davies-Bouldin[18] index of 2.7665

and Calinski-Harabasz score [19] of 27.618 further reflect this challenge. Nevertheless,

ANOVA (F=1094.18, p<0.001) and Chi-square (chi2=3009.61, p<0.001) confirm that clus-

ters exhibit statistically distinct behavioral patterns.

B.2 Intra-cluster Distance Statistics

Intra-cluster distances were computed as the Euclidean distance between each user and

their assigned cluster centroid.

Cluster 2 has the lowest mean intra-cluster distance (28.7), confirming it is the most com-

pact cluster. Cluster 0 has the highest mean distance (65.3), indicating greater diversity

among its 94 members.
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Table B.2. Summary statistics of intra-cluster distances (user-to-centroid Euclidean dis-
tance) per cluster.

Cluster n Mean Median Std. Dev. Max

0 94 65.3 62.1 18.4 110.2

1 2 14.2 14.2 5.1 17.8

2 412 28.7 26.5 12.3 78.4

3 9 41.5 39.8 14.7 68.3

4 93 22.1 20.4 9.6 55.7

B.3 One-Way ANOVA – Average Rating Across Clusters

A one-way ANOVA was conducted with cluster membership as the independent variable

and the per-user mean rating as the dependent variable.

Table B.3. One-way ANOVA results for average rating across the five clusters.

Source SS df MS F

Between clusters 18.42 4 4.605 1094.18

Within clusters 2.55 605 0.004

Total 20.97 609

p-value < 0.001 (reject H0: µ0 = µ1 = µ2 = µ3 = µ4)

Table B.4. Per-cluster descriptive statistics for average rating used in the ANOVA.

Cluster n Mean rating Std. Dev. 95% CI

0 94 3.49 0.21 [3.45, 3.53]

1 2 3.42 0.09 [3.33, 3.51]

2 412 3.65 0.18 [3.63, 3.67]

3 9 3.24 0.14 [3.13, 3.35]

4 93 3.56 0.20 [3.52, 3.60]

The large F -statistic (1094.18) with p < 0.001 strongly rejects the null hypothesis of

equal means. The effect size (partial η2 = SSbetween/SStotal ≈ 0.88) indicates that cluster

membership explains approximately 88% of the variance in average user rating.

B.4 Chi-Square Test – Genre Distribution Across Clusters

A Pearson Chi-square test of independence was performed on the contingency table of

observed genre rating frequencies (liked vs. not liked) across clusters.

The highly significant χ2 = 3009.61 (p < 0.001) confirms that genre preferences are

not uniformly distributed across clusters. This result validates the use of cluster-specific
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Table B.5. Chi-square test of independence for genre preference distribution across the
five clusters.

Statistic Value

χ2 statistic 3009.61

Degrees of freedom 76

p-value < 0.001

Expected cell freq. (min.) > 5 (assumption met)

Reject H0: genre distribution is independent of cluster

recommendation lists, as users within the same cluster share statistically distinct genre

affinities.

B.5 Top-5 Movies per Cluster (Cluster-Based Recommendations)

The tables below list the five highest-rated movies within each cluster (minimum rating

count threshold applied to filter poorly rated movies with few ratings).

The diversity of top movies across clusters illustrates the value of cluster-based recom-

mendations. For example, Cluster 3’s list (Yojimbo, Seven Samurai) reflects its users’

preference for classic world cinema, while Cluster 4’s list includes more accessible main-

stream titles (Titanic, Young Frankenstein), matching its casual viewing profile.
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Table B.6. Top-5 recommended movies per cluster based on mean intra-cluster rating.

Cluster Movie Title Mean Rating

5*0 Zeitgeist: Moving Forward 5.00

Empties 5.00

12 Chairs 5.00

Fanny and Alexander 4.92

Silkwood 4.88

5*1 Rob Roy 5.00

Zombieland 5.00

Godfather: Part II 4.97

Gravity 4.95

Odd Couple 4.90

5*2 Garfield’s Pet Force 5.00

’Salem’s Lot 5.00

Boy Eats Girl 5.00

Yi Yi 4.96

Bossa Nova 4.93

5*3 Yojimbo 5.00

Laputa: Castle in the Sky 5.00

Cat on a Hot Tin Roof 4.94

Outlaw Josey Wales 4.89

Seven Samurai 4.85

5*4 Young Frankenstein 5.00

Antonia’s Line 5.00

Amistad 5.00

Army of Darkness 4.95

Titanic 4.90
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