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Modern software evolves rapidly, and the rationale behind changes often fades as
issues are closed and commits accumulate. This makes it difficult for developers
to determine which commit implemented a given issue or requirement, or which
issue explains a particular code change. Requirements traceability addresses this
problem by linking related development artifacts, but such links are rarely main-
tained consistently in real GitHub repositories. This thesis investigates automated
Traceability Link Recovery (TLR) for issue–commit linking under realistic repos-
itory conditions, with a particular focus on improving precision and reducing the
verification burden on developers. The work follows an iterative empirical design
in which each experimental step was motivated by limitations observed in the pre-
vious one. First, the study revisits the T-BERT baseline by restructuring commit
diffs to preserve edit order and change direction, following a future-work direction
proposed in prior research. The goal was to test whether a more structured input
representation could increase the precision of the model. The results show that
these ordered diff variants do not improve performance and slightly underperform
the original baseline. Second, after these limitations were attributed in part to
the representational and context constraints of the T-BERT architecture, the study
evaluates a Small Language Model (SLM) in a zero-shot setting that directly decides
whether an issue and a commit are linked. This approach achieves very high recall,
but also produces many false positives, resulting in poor precision, especially in
larger repositories. Third, Retrieval-Augmented Generation (RAG) is introduced as
a repository-grounding mechanism that retrieves semantically related commit frag-
ments as evidence for each issue and injects them into the SLM prompt, while also
reducing exhaustive pairwise prompting. Retrieval depth K is treated as a design
factor, larger K generally recovers more true links but also increases the number
of predicted links, revealing a clear trade-off between recall and verification effort.
Overall, the thesis shows that practical traceability link recovery depends not only
on model choice, but also on input representation, context limits, calibration, and
retrieval design. More reliable automation will require tighter retrieval, stronger
filtering, and task-specific adaptation beyond prompt-based inference alone.
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1 Introduction

1.1 Background and Motivation

Modern software systems evolve continuously through bug fixes, feature additions,
and refactoring [41]. As systems grow in size and complexity, understanding why a
particular change was made and which requirement it addresses becomes increasingly
difficult. Requirements traceability aims to address this challenge by establishing ex-
plicit links between requirements and downstream artifacts such as issues, commits,
and tests [7]. These links support key software engineering activities, including im-
pact analysis, maintenance, compliance verification, and knowledge transfer within
development teams.

Despite its importance, requirements traceability is often poorly maintained in
practice. Creating and updating traceability links is largely a manual task that de-
pends on consistent developer effort. In real-world projects, especially those devel-
oped on collaborative platforms such as GitHub [13], traceability frequently emerges
as a by-product of developer habits rather than as a systematically managed process.
As a result, links between issues and commits are often missing, inconsistent, or out-
dated, limiting their usefulness during later stages of maintenance and evolution. To
address this gap, researchers have increasingly explored Traceability Link Recovery
(TLR), which focuses on automatically identifying missing links between software
artifacts after development has taken place. TLR methods aim to reduce manual
effort while improving the completeness and reliability of traceability information
in real-world repositories.

Early approaches to traceability link recovery relied primarily on information
retrieval and heuristic techniques that compare textual similarity between arti-
facts such as requirements documents, issues, and source code [2, 26]. Candidate
links were typically proposed based on keyword matching, vector-space similarity,
or repository conventions such as issue identifiers embedded in commit messages.
While these methods provided a degree of automation, their effectiveness was lim-
ited when artifacts used different terminology, lacked detailed documentation, or
exhibited inconsistent writing practices.

As research in traceability link recovery progressed, learning-based approaches
were increasingly adopted to better capture semantic relationships between natural-
language artifacts and technical artifacts. In particular, transformer-based models
have shown strong performance in this domain. One influential work is T-BERT [23],
which adapts a transformer-based language model to recover links between GitHub
issues and commits. T-BERT demonstrated that learning-based models can out-
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perform traditional similarity-based techniques when trained on suitable datasets
[27], and it has since become a widely used baseline in traceability research. Build-
ing on this direction, subsequent models such as BTLink [21], DSSLink [47], and
MTLink [9] further explore pre-trained representations, semi-supervised learning,
and multi-task formulations to improve link recovery in challenging settings. More
recently, research has also begun to investigate the use of Large Language Models
and retrieval-augmented pipelines for traceability-related tasks, where external con-
text is retrieved and provided to the model to support link generation or ranking
[17].

However, most evaluations of T-BERT have been conducted under controlled
experimental conditions, using curated datasets with relatively consistent documen-
tation practices. This raises important questions about how well such models per-
form in realistic software repositories, where issues may be vague, commit messages
incomplete, and development activity highly uneven.

The present thesis builds directly on prior research in automated traceability link
recovery, especially transformer-based models for issue–commit linking in real-world
repositories, as well as on a recent Master’s thesis by Parveen [30], which systemat-
ically evaluated T-BERT in real-world GitHub projects. That study demonstrated
that while T-BERT is capable of recovering meaningful links, its reliability decreases
in repositories characterized by noisy data, limited documentation, and inconsistent
linking practices. The findings highlighted several practical challenges, including
overconfident predictions for weakly described artifacts and a lack of project-specific
contextual awareness.

While prior work has largely focused on improving performance under curated
benchmark conditions or proposing new model architectures, this thesis shifts the
focus toward addressing the practical limitations observed when applying traceabil-
ity models in real repositories, as shown by Parveen [30]. Rather than introducing
a new architecture, the thesis first revisits the widely used T-BERT baseline by
examining alternative input restructuring strategies that preserve the sequential na-
ture of code changes. At the same time, the limitations observed in encoder-based
models motivate the exploration of Small Language Models as an alternative ap-
proach, since they allow the task to be framed as an explicit decision about whether
an issue and a commit are linked and may better leverage instruction following
and reasoning over heterogeneous artifacts. In addition, the thesis investigates the
use of Retrieval-Augmented Generation to inject repository-level context, motivated
by the observation that accurate linking often depends on project-specific evidence
beyond the isolated issue–commit pair [30]. By addressing the limitations identi-
fied in real-world evaluations, this thesis aims to better understand how automated
traceability can be made more robust, reliable, and practically useful for software
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engineers.

1.2 Problem Statement and Research Gaps

Based on prior work and real-world observations, several open challenges remain in
automated traceability link recovery:

1. T-BERT and similar issue–commit link recovery pipelines (including later vari-
ants such as BTLink, DSSLink, and MTLink) typically require aggressive
preprocessing of commit diffs to fit model input limits [23, 21, 47, 9]. In T-
BERT specifically, commit diffs interleave logically related edits and remove
cues about how a change unfolds across files or hunks, potentially weakening
the representation of implementation context [23, 30]. This motivates inves-
tigating whether preserving ordering and change direction within the same
T-BERT pipeline improves link recovery behavior in realistic repositories.

2. Most existing approaches rely on encoder-only models such as T-BERT and
its architectural variants [23, 9, 21, 47], which are trained specifically for sim-
ilarity prediction. This leaves open the question of how decoder-only models,
particularly Small Language Models (SLMs), perform when adapted to the
traceability task. SLMs enable an alternative formulation in which the model
is instructed to decide whether an issue and a commit are linked, rather than
merely producing similarity scores. However, it remains unclear whether the
decisions produced by SLMs remain reliable in the presence of noisy issue
descriptions and large code diffs, and how such approaches compare to the
widely used T-BERT baseline.

3. Current models typically operate on isolated issue–commit pairs [23, 9, 21,
47] and do not sufficiently incorporate broader repository context or project
history, which can reduce reliability and developer trust. In practice, develop-
ers often rely on the surrounding context when validating whether a commit
truly addresses an issue. Retrieval-Augmented Generation offers a mecha-
nism to inject such repository context at inference time [17], but how much
repository grounding improves issue–commit traceability in realistic reposito-
ries remains underexplored. In addition, key retrieval design choices (such as
retrieval depth K) may affect the trade-off between recovering true links and
introducing noisy evidence.

Addressing these challenges is necessary to move automated traceability from a
research prototype toward a tool that can be realistically integrated into software
development workflows.
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1.3 Research Objectives

The primary objective of this thesis is to improve the precision of automated trace-
ability recovery in real-world GitHub repositories, building on the empirical findings
reported by Parveen [30]. In that work, T-BERT recovered meaningful links but
exhibited reduced reliability in noisy repositories, with a tendency to produce over-
confident or weakly supported links. From a practical perspective, such behavior
increases the verification burden on developers and reduces trust in automated trace-
ability, making precision a critical target for improvement.

Following the future-work direction outlined in [30], this thesis first investigates
whether improving the input representation to T-BERT can reduce false positives.
The initial hypothesis was that preserving the sequential structure of code changes
(i.e,. ordering and change direction) would provide a stronger implementation
context and help T-BERT discriminate true links from superficially similar pairs.
When this strategy did not produce the expected precision gains, the study broad-
ened to alternative approaches: (i) reformulating the task using Small Language
Models that make an explicit linking decision, and (ii) grounding such decisions
with repository-local evidence using Retrieval-Augmented Generation (RAG). These
three approaches are captured by the following research questions:

RQ1: How do alternative input restructuring strategies affect traceability link re-
covery performance in T-BERT?

This question evaluates the hypothesis that order and direction-aware diff re-
structuring improves the quality of T-BERT predictions without changing the
underlying architecture. Under fixed context limits, however, adding struc-
ture may reduce token coverage of the change, making the net effect uncer-
tain. RQ1 therefore tests whether restructuring yields measurable precision
improvements under the same training and evaluation protocol used for the
baseline.

RQ2: How do Small Language Models perform on the traceability link recovery
task compared to the T-BERT baseline?

After restructuring did not provide the expected precision gains, and given
that the observed limitations were attributed in part to architectural con-
straints inherent to encoder-only models, RQ2 explores whether a different
task formulation can produce more reliable link predictions. Specifically, the
transition to Small Language Models is motivated by their ability to compare
an issue and a commit more directly and decide whether they are linked. This
question therefore, evaluates whether such a decision-oriented formulation im-
proves precision relative to T-BERT.
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RQ3: How does Retrieval-Augmented Generation (RAG) based repository ground-
ing affect SLM-based traceability link recovery in real-world GitHub reposi-
tories?

Building on RQ2, RQ3 is motivated by an over-linking tendency observed
in the SLM: while recall remained high, precision dropped sharply in larger
repositories due to an increased number of false positives. RQ3 therefore,
examines whether grounding SLM decisions with repository-local evidence can
improve reliability and reduce spurious links. In the RAG setup, evidence is
supplied by retrieving semantically related commit fragments from the same
repository and injecting them into the prompt, which also avoids exhaustive
pairwise prompting.

RQ3.1: How does retrieval depth (K) influence the precision–recall and verification-
burden trade-off in the RAG-grounded setup?

Retrieving too little evidence may omit project-specific context that is neces-
sary to validate a true link, while retrieving too much may introduce irrelevant
material that encourages false positives. RQ3.1 therefore evaluates how vary-
ing K changes link recovery behavior and developer verification effort, and
contextualizes these outcomes against the T-BERT baseline.

1.4 Thesis Contributions

This thesis makes the following contributions:

• An empirical evaluation of order and direction-aware commit diff restructur-
ing within the standard T-BERT issue–commit linking pipeline, showing that
these representation changes do not improve performance under fixed context-
length constraints.

• A systematic characterization of zero-shot Small Language Model behavior
for issue–commit traceability, showing a recall-oriented decision pattern with
substantial precision loss due to over-linking as repository size increases.

• A Retrieval-Augmented Generation (RAG) repository-grounding setup for SLM-
based traceability that reduces exhaustive pairwise comparisons by retrieving
repository-local evidence, together with an analysis of how retrieval depth K

governs the recall versus verification-effort trade-off.

• Practical, evidence-based implications for applying automated traceability
methods in real GitHub repositories, highlighting how noise, scale, and model
constraints (e.g., truncation and class imbalance) affect reliability and config-
uration choices.
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1.5 Thesis Structure

The remainder of this thesis is organized as follows:

• Chapter 2 reviews existing literature on requirements traceability and trace-
ability link recovery.

• Chapter 3 describes the study design, datasets, preprocessing and experimen-
tal setups used in this thesis.

• Chapter 4 presents and analyzes the experimental results.

• Chapter 5 discusses the implications, limitations, and practical relevance of
the findings.

• Chapter 6 concludes the thesis and outlines future research directions.
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2 Related Work
This chapter reviews research relevant to automated requirements traceability and
Traceability Link Recovery (TLR), with a focus on linking issue reports to com-
mits in GitHub repositories. The chapter begins with the foundations of software
traceability and why link recovery is needed in practice. It then summarizes the
main families of approaches that have been used for TLR, including Information
Retrieval (IR), machine learning, and transformer-based models such as T-BERT.
Because this thesis extends prior T-BERT-based work and evaluates a generative
Small Language Model (SLM) with and without Retrieval-Augmented Generation
(RAG), the chapter also introduces these concepts in an accessible manner and
explains how they relate to traceability tasks.

2.1 Requirements Traceability and Traceability Link Recov-
ery

Requirements traceability is the ability to establish and maintain explicit relation-
ships between software development artifacts across the lifecycle, such as require-
ments, design decisions, source code, tests, and issue reports [15]. Traceability
supports important software engineering activities, including impact analysis, main-
tenance, change management, and compliance verification [6].

In practice, however, trace links are often missing or incomplete. Maintaining
traceability requires continuous effort from developers, and it is frequently treated
as secondary to feature development and bug fixing [34]. Empirical studies report
that traceability links in real projects are often inconsistent, outdated, or absent [24,
3]. This is particularly visible in GitHub projects, where issue-to-commit links de-
pend heavily on whether developers consistently reference issue identifiers in commit
messages.

To address missing links, research has focused on Traceability Link Recovery
(TLR), which aims to reconstruct trace links automatically (or semi-automatically)
after development has occurred. In the context of this thesis, TLR refers to re-
covering links between GitHub issues and commits, enabling developers to better
understand why changes were made and which issue context they relate to.

2.2 Information Retrieval Approaches to Traceability

Early automated traceability approaches relied primarily on Information Retrieval
(IR). These methods treat artifacts as text documents and rank candidates based
on lexical similarity [2]. The Vector Space Model (VSM) represents documents as
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term vectors and typically uses cosine similarity to measure closeness [40]. TF–IDF
weighting further improves retrieval by emphasizing terms that are specific to a
document collection [25].

Latent Semantic Indexing (LSI) extends VSM by reducing dimensionality via
Singular Value Decomposition, enabling similarity matching beyond exact token
overlap [8]. LSI has been applied successfully in software traceability, such as linking
requirements to code [26].

While IR-based approaches demonstrate that link recovery is feasible, they strug-
gle in software engineering settings where vocabulary mismatch is common. Is-
sue reports often describe behavior in natural language, while commits and code
use technical identifiers, abbreviations, and implicit context. This mismatch can
severely reduce lexical similarity even when artifacts are truly related [1, 11]. These
limitations motivated the shift toward learning-based approaches.

2.3 Learning-Based Approaches

Machine learning approaches treat traceability recovery as a prediction or ranking
problem: given an issue and a set of candidate commits, the model learns to assign
higher scores to the commits that are truly linked [35]. Early work relied on hand-
crafted features, that is, manually designed properties extracted from the candidate
artifacts and from their relationship. In issue–commit traceability, such features
may include lexical overlap between issue text and commit messages, similarity be-
tween identifiers appearing in the issue and in the changed code, temporal proximity,
file-level metadata, and repository signals such as explicit issue references. These
features are then used as input to classical classifiers or ranking models. Although
such methods improved over pure IR baselines, their performance depended heavily
on feature engineering and did not generalize well across projects and domains [35].

A key step beyond handcrafted features is representation learning. Rather than
requiring researchers to manually specify which artifact properties may be useful,
representation learning methods learn dense numerical vectors (representations or
embeddings) directly from data, such that artifacts with similar meaning or function
are placed closer together in the learned space. In traceability, this is attractive
because issue reports, commit messages, and code changes may be related even
when they do not share the same vocabulary.

Word embeddings such as Word2Vec and GloVe capture semantic similarity
beyond exact token overlap [28, 33]. In software engineering, embedding-based rep-
resentations have been used to support tasks such as bug localization and artifact
linking [45]. However, earlier embedding approaches often represented words or ar-
tifacts in relatively shallow ways and struggled to fully capture the context of longer
documents and complex code changes.
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2.3.1 Deep Learning Models

Deep learning models (e.g., RNNs, LSTMs, GRUs) were introduced to better model
sequence structure and context [18, 5]. They improved semantic modeling com-
pared to shallow classifiers and IR techniques. For example, Guo et al. showed that
deep neural representations can outperform IR baselines in traceability settings by
learning richer semantic features [16].

A persistent challenge, however, is that supervised deep learning generally re-
quires substantial labeled training data. In traceability, labeled links are scarce
because ground truth often depends on developer discipline and manual validation
effort [29]. This limitation contributed to the adoption of pre-trained language
models, which can be adapted to new tasks with less labeled data.

2.4 Transformer-Based Traceability Models

Pre-trained transformer-based language models enabled major advances in trace-
ability link recovery by providing stronger text and code representations that can
be fine-tuned for specific tasks. A transformer is a neural network architecture in-
troduced by Vaswani et al. [42] that models relationships between tokens using a
self-attention mechanism. Unlike earlier sequential models such as RNNs or LSTMs,
transformers process all tokens in parallel and learn which parts of the input are
most relevant to each other. This makes them effective for capturing long-range
dependencies in both natural language and source code.

Transformer models are commonly grouped into encoder-only, decoder-only, and
encoder–decoder architectures. Encoder-only models, such as BERT, are designed to
build contextual representations of the input. They read the entire input sequence
and produce embeddings that are useful for tasks such as classification, ranking,
and similarity estimation [10]. In traceability, this is a natural fit when the goal is
to compare two artifacts and predict how strongly they are related.

Decoder-only models, in contrast, are generative models. They predict the next
token given the preceding context, which allows them to generate text autoregres-
sively. This family includes instruction-following language models that can answer
questions, produce explanations, or make prompted decisions. In traceability, a
decoder-only model can be asked directly whether an issue and a commit are linked,
turning the task from similarity scoring into an explicit decision-making problem.

A third category, encoder–decoder models, combines both components and is
often used for sequence-to-sequence tasks such as translation or summarization.
Although such models are important in NLP more broadly, they are not the main
focus of this thesis.
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BERT is a widely used encoder-only example that introduced a powerful pre-
training and fine-tuning paradigm for downstream applications [10]. Because source
code differs from natural language, code-aware pre-trained models were introduced.
CodeBERT is trained on paired natural language and programming language data
from CodeSearchNet and is designed to bridge code and text representations [12,
20]. These models provide a natural foundation for issue–commit traceability.

2.4.1 T-BERT and Its Practical Input Limitations

Lin et al. proposed T-BERT for recovering issue–commit links [23]. T-BERT for-
mulates traceability recovery as a ranking task: for a given issue, it ranks candidate
commits so that true links appear near the top of the list. This formulation aligns
with practical workflows, where developers prefer a short ranked list rather than a
binary decision.

T-BERT Training Strategy

A defining characteristic of T-BERT is its multi-phase training strategy, which is
designed to progressively align natural language artifacts and source code before
performing traceability-specific learning [23]. Rather than training a model from
scratch, T-BERT builds upon existing pre-trained models and introduces interme-
diate alignment stages to bridge the semantic gap between issues and commits. The
training process consists of three main phases as shown in Figure 2.1:

Figure 2.1 Multi-phase training strategy of T-BERT, consisting of code-aware initial-
ization, intermediate alignment training, and traceability-specific fine-tuning

Phase 1: Pre-training T-BERT is initialized from CodeBERT, a pre-trained
model trained on paired natural language and programming language data [12]. This
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initialization provides a shared representation space for code and natural language,
which is essential for linking issue descriptions to code changes.

Phase 2: Intermediate Training In the second phase, the model is trained
on aligned function–documentation pairs which is extracted from CodeSearchNet
dataset [20]. This step explicitly encourages the model to associate natural language
descriptions with their corresponding code implementations, reducing the semantic
gap between issues and commits.

Phase 3: Fine-Tuning In the final phase, the model is fine-tuned on issue–
commit pairs for the traceability link recovery task. During this phase, the model
learns to rank candidate commits for a given issue such that relevant commits appear
higher in the ranked list. To improve discrimination between linked and non-linked
artifact pairs, T-BERT uses online negative sampling (ONS), in which negative
examples are generated dynamically during training. This strategy enables the
model to encounter a broader range of challenging non-matching pairs and supports
more effective traceability-specific learning.

This multi-phase training design allows T-BERT to leverage large-scale pre-
training while adapting effectively to the traceability domain, and it forms the basis
for many subsequent transformer-based traceability studies.

Although T-BERT demonstrates strong performance in controlled settings, sub-
sequent real-world evaluations [30] highlighted limitations that matter in practice.
A key limitation relevant to this thesis is the loss of ordering in the input representa-
tion of code changes. In the T-BERT pipeline, commit diffs are converted into plain
text without preserving the original sequence of modified lines. As a result, code
changes may be processed as an unordered collection rather than as a structured,
sequential modification.

This loss of ordering removes important contextual information about how a
change develops within the code, which is especially problematic for commits con-
taining multiple related edits or refactorings. Although BERT-based models are
also subject to additional constraints, such as the size of the model’s context win-
dow, which limits the amount of input that can be processed simultaneously, such
limitations are not central to this thesis. Instead, RQ1 is concerned specifically with
preserving and restoring the sequential structure of code changes.

By making this input limitation explicit, this section motivates the input re-
structuring strategies evaluated later in the thesis for the T-BERT baseline.

2.4.2 Other Transformer-Based Models

Following T-BERT, other transformer-based models introduced refinements in how
issue and commit information is encoded and, importantly, how the scarcity of
labeled traceability data is addressed. In real-world software projects, manually
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curated issue–commit links are often limited, incomplete, or noisy, which poses a
significant challenge for supervised learning approaches.

BTLink uses a BERT-based setup for issue–commit linking [21], primarily fo-
cusing on improving representation learning, but still relying on labeled pairs for
effective training. To mitigate the dependency on labeled data, DSSLink introduces
a semi-supervised learning framework that leverages large amounts of unlabeled ar-
tifact pairs [47]. By incorporating pseudo-labeling and consistency-based training
objectives, DSSLink is able to extract useful training signals from data that would
otherwise remain unused.

Similarly, MTLink explores a multi-task learning strategy to improve robustness
under limited supervision [9]. By jointly learning related tasks, such as auxiliary
classification or similarity estimation objectives, the model can share representations
across tasks and generalize better even when labeled traceability links are scarce.

While these approaches differ in their strategies for coping with limited labeled
data ranging from semi-supervised learning to multi-task optimization, they typi-
cally retain an encoder-based formulation in which the primary objective is to com-
pute relevance or ranking scores between artifact pairs.

2.5 Small Language Models for Traceability

In addition to encoder-based models, an alternative direction is to use decoder-based
models to perform traceability decisions through prompting. In this thesis, a Small
Language Model (SLM) refers to a generative transformer-based language model
that is substantially smaller than frontier-scale proprietary models, yet still capable
of producing coherent natural language outputs and handling code-related inputs,
and suitable for deployment under tighter computational and latency constraints
[44].

A practical advantage of this approach is that traceability can be posed directly
as a natural-language task: given an issue and a commit, the model is asked to judge
whether they are related and to produce a label or explanation. This can be used
in different supervision settings:

• Zero-shot: the model is given only task instructions and input examples at
inference time, without any task-specific training [4, 38].

• Few-shot: the model is additionally provided with a small number of labeled
examples inside the prompt to illustrate the desired behavior [4, 38].

While generative models are widely used in software engineering tasks such as
code explanation and summarization [46], their behavior in traceability link recovery
is less established than encoder-based models. In this thesis, the SLM is evaluated
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exclusively in a zero-shot setting. The decision to focus on zero-shot prompting is
deliberate: it isolates the model’s inherent capability to reason about issue–commit
relationships without task-specific training examples or prompt engineering heuris-
tics. This allows a clearer comparison with supervised encoder-based approaches
such as T-BERT, while also reflecting realistic deployment scenarios where labeled
examples may be scarce or unavailable. More advanced prompting strategies, such
as few-shot learning, Chain-Of-Thought (CoT) reasoning, or self-consistency are not
explored, as the goal of RQ2 is to assess the baseline traceability performance of a
generative SLM under minimal task adaptation.

2.5.1 Rationale for Selecting Code Llama 7B Instruct

This thesis uses Code Llama 7B Instruct as the generative SLM [39]. The choice is
motivated by several practical factors that are relevant for traceability experiments:

Code-oriented training. Code Llama is trained on code-focused corpora,
which makes it more suitable for reasoning over commit messages and code changes
than general-purpose text-only models [39].

Instruction-following behavior. The Instruct variant is tuned to follow nat-
ural language instructions, which is important when traceability is framed as a
prompted decision task (e.g., “predict whether this issue and commit are related”)
[39].

Longer input handling than BERT-based models. BERT-based models
such as T-BERT are typically limited to 512 tokens, whereas Code Llama supports
much longer contexts (up to 16,000 tokens [39]). This is relevant for traceability link
recovery, as commit diffs can be large and contain many changed lines [37], which
may exceed the 512-token limit and require truncation in BERT-based models.

Practical feasibility. Among Code Llama variants, the 7B model provides
a balance between capability and computational cost. Larger variants (e.g., 13B,
34B) increase resource requirements substantially, making large-scale issue–commit
evaluation more expensive. Selecting 7B supports experimentation at a realistic
scale without relying on restricted proprietary models [39].

2.6 Retrieval-Augmented Generation and Repository Con-
text

A recurring challenge in traceability link recovery is that artifacts are often incom-
plete when considered in isolation. In issue–commit traceability, commit messages
may omit implementation details, and issue descriptions may lack precise references
to the modified code. Relevant contextual information may instead reside elsewhere
in the repository, such as related issues, prior commits, or file history.
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Retrieval-Augmented Generation (RAG) addresses this limitation by combining
information retrieval with generative language models [22]. In a RAG pipeline,
relevant documents are first retrieved from an external corpus and then provided as
additional context to the language model during inference. This allows the model to
ground its predictions in repository-level information beyond the immediate artifact
pair.

Recent work by Hey et al. [17] investigated RAG specifically for inter-requirements
traceability link recovery. Their approach retrieves semantically similar requirement
artifacts and uses large language models to classify trace links between requirement
pairs. They demonstrate that a RAG-based approach can outperform several state-
of-the-art baselines in requirement-to-requirement traceability.

While their work focuses on inter-requirements traceability and evaluates a ded-
icated RAG-based architecture on standardized datasets with known traceability
links, this thesis investigates RAG in a different context. Specifically, this study
applies RAG to issue–commit traceability in real GitHub repositories, where arti-
facts combine natural language and source code diffs. Rather than proposing a new
retrieval framework, RQ3 evaluates how RAG-based repository grounding affects
the behavior of a zero-shot Small Language Model. As a sub-analysis, the effect
of retrieval depth (K) is examined to understand how retrieval design shapes the
precision–recall and verification-burden trade-off. By contrasting RAG-augmented
generation with both a zero-shot baseline and the encoder-based T-BERT model,
this thesis provides empirical insights into the role of contextual grounding for issue–
commit traceability under realistic repository conditions.

2.7 Summary and Research Gaps

Prior research demonstrates that automated traceability has progressed from lexical
IR methods to learning-based and transformer-based approaches. Nevertheless, sev-
eral gaps remain relevant to practical traceability in real repositories. First, although
T-BERT is widely used as a strong baseline, the impact of its input construction es-
pecially loss of code-change ordering and structure is not well understood, motivating
the input restructuring study in RQ1. Second, most traceability studies emphasize
encoder-based models, while the traceability behavior of Small Language Models is
underexplored, motivating RQ2. Third, repository-level grounding remains a key
practical challenge. RAG offers a mechanism for incorporating repository-level con-
text into traceability link recovery. However, its effect on traceability performance
when used in combination with Small Language Models has not been systematically
evaluated, motivating RQ3. Together, these gaps motivate the empirical investiga-
tions presented in the remainder of this thesis.
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3 Research Methodology
This chapter describes the methodology used to investigate Traceability Link Recov-
ery (TLR) in real-world GitHub repositories, building on the practical limitations
observed in [30]. The goal throughout the work was to improve precision for auto-
mated traceability link recovery.

The experimental direction reported in this chapter emerged iteratively. We im-
plemented an approach, analyzed its behavior on real repositories, and then decided
on the next step based on what we observed. Thus, the resulting process is reported
as three experiment blocks that share the same input artifacts.

We started from the T-BERT baseline and tested the input restructuring direc-
tion suggested as future work in [30]. Specifically, we restructured commit diffs to
preserve sequential order and change direction while keeping the T-BERT training
and evaluation protocol unchanged (see Section 3.2). After observing that restruc-
turing did not improve performance in the expected way, we attributed much of the
limitation to architectural constraints (see Section 4.1).

Given the representational and contextual limitations of the T-BERT architec-
ture, it motivated us to transition to a Small Language Model (SLM), which would
enable a more direct comparison of an issue and a commit to determine whether
they are linked or not. We used the issue text, commit summary, and commit diff
as input (see Section 3.3). However, the model often linked too many pairs, which
increased false positives (Section 4.2).

Finally, we introduced Retrieval-Augmented Generation (RAG) to ground SLM
decisions using repository local context and to avoid exhaustive pairwise prompting
by retrieving a smaller set of relevant commit fragments per issue (see Section 3.4).
Within RQ3, retrieval depth K is treated as the main experimental factor (RQ3.1).

Across all experiments, predictions are evaluated against expert-labeled ground
truth from Parveen et al. [31, 32], using the metrics defined in Section 3.5. Results
are presented in Chapter 4 and discussed in Chapter 5.

3.1 Input Artifacts Definition

The input artifacts in all experiments are Issue–Commit pairs. Each pair is con-
verted into a textual representation that can be consumed by the evaluated model:
(i) as a transformer input for T-BERT, or (ii) as prompt content for the SLM/RAG
experiments. Using the same input artifact across experiments supports consistent
comparison across RQ1–RQ3.
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3.1.1 Issue Artifact

An Issue Artifact is constructed from:

• Title

• Description (cleaned)

Cleaning removes formatting that can dominate the token budget without adding
useful signal for traceability (e.g., markdown fences, HTML comments, repeated
templates, and very long stack traces). The same issue construction is used across
all the experiments.

3.1.2 Commit Artifact

A Commit Artifact consists of:

• Commit summary message

• Commit diff (changed lines extracted from git diff)

For RQ1, the commit diff representation is the manipulated component. For
RQ2–RQ3, the commit artifact is included in the prompt in “commit summary +
commit diff” form. Figure 3.1 illustrates how raw GitHub artifacts are normalized
into the text representations used by the evaluated models.
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Figure 3.1 Example of artifact construction used to build Issue and Commit artifacts

3.1.3 Commit Diff Normalization Across Model Families

Although all experiments operate on Issue–Commit pairs, commit diffs are repre-
sented differently across model families due to architectural constraints.

T-BERT (RQ1). Following the T-BERT preprocessing approach in [23], commit
diffs are transformed into a compact plain-text format by removing diff headers and
other non-essential metadata. In RQ1, the restructuring of this normalized input is
designed to preserve the order of changes and their direction (for example, whether
content was added or removed), rather than to keep the complete commit diff.

SLM and RAG (RQ2–RQ3). For the other two experiments, the git diff mark-
ers and hunk structure (i.e., contiguous blocks of changes in a diff) are preserved in
the commit artifact. In practice, symbols such as addition (+) and deletion (-) pro-
vide explicit cues about what changed, which may be useful when the task is posed
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as a prompted decision. For these experiments, only the issue artifact is cleaned to
reduce noise, while commit diffs are kept closer to their commit diff form.

These preprocessing differences are intentional and reflect how each model family
is typically used. T-BERT is evaluated under its established preprocessing pipeline
to remain comparable with prior work, and RQ1 isolates the effect of restructuring
within that pipeline. In contrast, the SLM is evaluated as a prompted decision
maker, where preserving the entire commit diff structure (including +/- and hunk
boundaries) is a reasonable representation of how these models view code changes
[19].

3.2 RQ1: T-BERT Commit Diff Restructuring Experiment

This section describes the experimental setup used to answer RQ1. We keep the
original T-BERT training and evaluation protocol fixed and vary only the commit
diff representation, to isolate the effect of diff ordering and change-direction cues
under the standard preprocessing and fixed input-length constraints.

3.2.1 Effect of Commit Diff Ordering and Input Construc-
tion

To illustrate the practical implications of commit diff flattening mentioned in [30],
we present a realistic example from the Flask repository. Figure 3.2 shows the
original GitHub diff view for the example commit. From this raw representation,
T-BERT preprocessing removes file headers, hunk metadata, and most diff-specific
formatting, producing a flattened textual artifact. The commit restores support
for passing a pathlib.Path object to the static_folder parameter. The change
modifies helper logic, adds a regression test, and updates the changelog.



19

Figure 3.2 Example of a commit diff from flask repository

Unordered diff representation In the baseline preprocessing pipeline used by
T-BERT, hunk boundaries and file separation are removed, and change markers
(+/-) are discarded. Lines originating from different files and logical edits may
therefore become interleaved:

value = os.fspath ( value ) .rstrip ( r"/\\" )
app = flask.Flask ( __name__ , static_folder = Path ( " static " ) )
Version 1.1.x
Officially support passing a :class:`pathlib.Path`
rv = app.test_client ( ) .open ( "/static/index.html" , method = "GET" )
assert rv.status_code == 200
value = value.rstrip ( "/\\" )
from pathlib import Path
which stopped working in 1.1.2
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In the above representation, the removal of value.rstrip("/\\") and its re-
placement with os.fspath(value) are no longer explicitly connected. Additions to
tests and documentation are mixed with helper logic modifications, and the direc-
tion of change is lost. As a result, it becomes difficult for the model to distinguish
which lines were removed and which were added, and to determine how the edits
are related across files.

Ordered diff representation In the proposed restructuring strategy, the original
sequential ordering of the diff is preserved, and the direction markers (+/-) are
retained. However, file headers and hunk boundaries are not included. The resulting
representation appears as follows:

- value = value.rstrip ( "/\\" )
+ value = os.fspath ( value ) .rstrip ( r"\/" )

+from pathlib import Path
+
+def test_static_folder_with_pathlib_path ( app ) :
+ app = flask.Flask ( __name__ , static_folder = Path ( " static " ) )
+ rv = app.test_client ( ) .open ( "/static/index.html" , method = "GET" )
+ rv.close ( )
+ assert rv.status_code == 200

+Version 1.1.x
+
+Officially support passing a :class:`pathlib.Path`
+for ``static_folder`` which stopped working in 1.1.2.

In this representation, the removed line and its corresponding replacement re-
main adjacent, preserving the local edit relationship. Subsequent additions, includ-
ing the regression test and changelog update, appear in the same relative order
as in the original commit. Although explicit file boundaries are not retained, the
sequential structure and direction of edits are preserved.

Input Construction Formally, the ordered diff representation is constructed as
follows:

1. Parse diff into hunks: split the git diff into file-level change regions and
remove diff metadata (like diff --git, file path headers, and @@ line markers,
since they don’t provide any semantic meaning) so that only the added and
removed lines remain.
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2. Preserve sequential order: process lines in the order emitted by git diff.

3. Assemble commit input: concatenate commit summary + ordered diff.

Preserving sequential order and edit direction, therefore, retains structural sig-
nals that may assist the model in aligning issue descriptions with the corresponding
code modifications during fine-tuning.

3.2.2 Input Configurations for T-BERT

Two input configurations are evaluated to investigate how different representations
of code changes affect traceability learning. Version 1 preserves both additions and
deletions to maintain the full change context, whereas Version 2 retains only added
lines to assess whether focusing on newly introduced code can reduce noise and
emphasize the most relevant parts in a commit.

• Version - 1: commit summary + ordered diff (additions and deletions re-
tained)

• Version - 2: commit summary + ordered diff (only added lines retained)

Figure 3.3 illustrates the Phase 3 fine-tuning pipeline for RQ1. Starting from
the Flask training dataset, two commit artifact representations (V1 and V2) are
constructed, and the same Phase 3 fine-tuning procedure is applied to obtain two
T-BERT models that differ only in the commit diff input format.

Figure 3.3 Fine-tuning setup for T-BERT using two commit artifact variants (V1 and
V2)

As T-BERT is based on a BERT-style encoder with a fixed maximum sequence
length (512 tokens), commit representations that exceed this limit are automatically
truncated by the tokenizer during preprocessing. Truncation follows the default
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behavior of the T-BERT implementation, where excess tokens beyond the maximum
sequence length are removed. This behavior applies consistently across the baseline
and both ordered-diff variants (V1 and V2).

3.2.3 Training and Cross-Project Evaluation Datasets

Fine-tuning follows the T-BERT protocol, including online negative sampling [23]
(see Section 2.4.1). Both variants (V1 and V2) are fine-tuned on the Flask dataset
and evaluated in a cross-project setting on two unseen repositories (Keras and
Pgcli). The repositories used for Phase 3 fine-tuning and cross-project testing are
presented in Table 3.1.

Table 3.1 Repositories used for T-BERT fine-tuning and cross-project evaluation

Dataset GitHub Repository Language Issues PRs Commits
Flask pallets/flask1 Python 2674 2635 5411
Keras keras-team/keras2 Python 12425 7956 11449
Pgcli dbcli/pgcli3 Python 713 771 2383

3.3 RQ2: Zero-Shot Traceability With a SLM

RQ1 examined whether changing the structure of commit diffs could improve T-
BERT. However, even with better diff formatting, T-BERT still remains limited
by its architecture and maximum input length, especially when commits are large
(see Section 4.1 and Section 5.1). For this reason, RQ2 moves to a Small Language
Model (SLM), which takes a prompt containing the issue text, commit summary,
and commit diff, and then makes a direct decision about whether the issue and
commit are linked. This allows the traceability task to be studied as an explicit
decision problem rather than only as similarity scoring. The results of this approach,
including precision, recall, and false-positive behavior compared to T-BERT, are
presented in Chapter 4 and discussed in Chapter 5.

3.3.1 Model Selection and Zero-Shot Setting

We evaluate CodeLlama-7B-Instruct [39] as a SLM. In this thesis, zero-shot
means: (i) no traceability specific fine-tuning, and (ii) no labeled examples included

1https://github.com/pallets/flask
2https://github.com/keras-team/keras
3https://github.com/dbcli/pgcli

https://github.com/pallets/flask
https://github.com/keras-team/keras
https://github.com/dbcli/pgcli


23

in the prompt. The model receives task instructions, an Issue Artifact, and a Com-
mit Artifact, and outputs a binary decision (True/False). A second prompt vari-
ant additionally requests a confidence score (0–100). The prompt templates used
in these experiments are provided in Appendix A. It is important to note that this
thesis does not explore prompt engineering or prompt optimization. The prompts
are intentionally kept simple and fixed across experiments to illustrate a plausible
zero-shot application scenario.

3.3.2 Model Configuration

To make SLM outputs reproducible and comparable across datasets and experimen-
tal settings, inference is configured to be deterministic. The decoding configuration
disables sampling and fixes generation randomness so that identical Issue–Commit
inputs yield the same outputs across runs. Table 3.2 summarizes the parameters
used for the chosen SLM.

Table 3.2 Generation parameters used for deterministic zero-shot inference with the
SLM

Parameter Value Description
padding True Pads sequences to the maximum length

supported by the tokenizer.
truncation True Truncates sequences exceeding the con-

text window limit.
do_sample False Disables sampling.
temperature 0.0 Ensures deterministic, non-random

output.

3.3.3 Data Acquisition and Preprocessing

Issues, commits, and diffs are collected using the GitHub REST API and GitPython
[13, 14]. Artifacts are constructed as defined in Section 3.1.1 and Section 3.1.2. The
git diff markers and hunk structure are preserved in the Commit Artifact for the
SLM experiments (Section 3.1.3). Data is stored in Parquet for reproducibility and
efficient processing. The evaluation repositories for RQ2 and RQ3 are presented in
Table 3.3.

3.3.4 Execution Protocol

For each Issue–Commit pair:

1. Insert the Issue Artifact and Commit Artifact into the fixed prompt template.
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2. Run inference with deterministic decoding.

3. Parse the output into a binary label (and confidence score for prompt template
2).

4. Store predictions alongside the expert ground truth label.

This process is illustrated in Figure 3.4.

Figure 3.4 Zero-shot prompting workflow for the generative SLM

The zero-shot SLM acts as a binary classifier over Issue–Commit pairs. For
each dataset, we run inference once per available pair and store the predicted label
(and confidence, when requested) alongside the expert reference label. This protocol
ensures that all RQ2 results reflect the same unit of prediction and the same prompt
template, enabling consistent comparisons across repositories. The output behavior
is analyzed in Chapter 4 and interpreted in Chapter 5.

3.4 RQ3: Repository-Grounded Traceability via RAG

Retrieval-Augmented Generation (RAG) combines information retrieval with a small
language model by retrieving external context at inference time and inserting it into
the model prompt [22]. In this study, RAG is used to ground traceability decisions
using repository-specific artifacts by allowing the SLM to access semantically related
commit fragments from the same repository when evaluating a given Issue artifact.
The RAG pipeline in this thesis consists of (i) repository context preparation and
indexing, (ii) retrieval for a given issue query, and (iii) prompt construction with
retrieved context.

While RQ2 evaluates the SLM as a decision maker over Issue–Commit pairs, two
practical limitations motivate RQ3. First, evaluating all |Issue| × |Commit| pairs
can be computationally expensive in larger repositories. Second, prompting the
model with a single commit at a time provides limited repository-wide grounding,
which can make it difficult to judge whether a commit is the best match for an issue
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when many commits are semantically similar. RQ3 therefore, introduces Retrieval-
Augmented Generation (RAG) to retrieve a small set of semantically related commit
fragments per issue and inject them as evidence into the prompt. This design both
grounds decisions and reduces exhaustive pairwise comparisons. The resulting trade-
offs are examined in Chapter 4 and Chapter 5.

3.4.1 Repository Context Preparation and Indexing

In this study, repository context or repository grounding refers to historical develop-
ment artifacts extracted from the same github repository that may provide evidence
for linking an issue to a commit.

Chunking Commit diffs can exceed practical prompt limits, and indexing full
commits reduces retrieval granularity. We therefore split each commit artifact (sum-
mary + diff) into smaller overlapping chunks, so that retrieved context can be more
precise and still fit within the SLM prompt.

Chunking parameters Each commit document is split into chunks of up to 3000
tokens with a 200-token overlap. Each chunk is stored with metadata (commit
SHA, timestamp, author name, and repository). These values are chosen to ensure
that each chunk contains sufficient code in context window while keeping retrieved
context small enough to fit within the SLM prompt alongside the issue and task
instructions.

Embedding and vector index Each chunk is converted into a dense vector using
the Embedding Gemma model [43] and stored in a ChromaDB vector index,
which supports efficient nearest-neighbor search over embedded repository chunks.

The same embedding model is used to represent both issue text and commit
chunks in a shared vector space, enabling semantic retrieval even when issues and
commits use different terminology. ChromaDB performs nearest-neighbor search
over these vectors, and cosine similarity is used to rank retrieved chunks by similarity
[28, 25].

3.4.2 Evaluation Repositories

Unlike RQ1, which follows the original T-BERT experimental setup for comparabil-
ity with prior work, RQ2 and RQ3 are evaluated on a different set of repositories.
This choice reflects the different purposes of the experiments. For RQ1, we retained
the Flask-based training and cross-project evaluation protocol established in earlier
work so that any observed effect could be attributed specifically to the proposed



26

commit-diff restructuring rather than to changes in datasets or evaluation condi-
tions.

For RQ2 and RQ3, the objective shifts from reproducing the T-BERT setting to
studying zero-shot and repository-grounded traceability in a more realistic repos-
itory context. For these experiments, we selected repositories for which expert-
validated traceability links were already available from prior work [30]. This pro-
vides a reliable reference set for evaluating prompted SLM decisions and RAG-based
retrieval behavior on real repository artifacts. In addition, because these validated
links were established in earlier T-BERT-based studies [31, 30], their use also facili-
tates comparison with prior validation results. Table 3.3 summarizes the repositories
used to evaluate the SLM and the RAG pipeline, including the resulting number of
indexed chunks.

Table 3.3 Summary of evaluation repositories used for SLM and RAG experiments (RQ2
and RQ3)

Dataset GitHub
Repository

Lang. Issues PRs Commits Chunks Total Pairs

Test Project test-project1 Python 5 2 9 9 45
EV-
Components

GUI2 JS 7 39 63 164 441

Liquid AI-
Supervisor

wasmiot-
supervisor3

Python 19 21 253 670 4807

3.4.3 Retrieval and Prompt Construction

Given an issue, the preprocessed Issue Artifact is used as the retrieval query:

1. The issue artifact is given as input to the system which is embedded into
vector by the embedding model.

2. The system retrieves the top-K most similar commit chunks with respect to
the embedded issue vector using cosine similarity.

3. Constructs a RAG prompt that includes: (i) task instructions, (ii) the issue
text, and (iii) the retrieved chunks as repository context. The prompt template
used in this approach is given in Appendix A.

4. Run CodeLlama-7B-Instruct and record the output.

As shown in Figure 3.5, retrieval operates over embedded chunks rather than
full commits, enabling scalable context injection under prompt-length constraints.



27

Figure 3.5 RAG pipeline for repository-grounded traceability decisions

3.4.4 Retrieval Depth as an Experimental Factor

To study how retrieved context affects traceability decisions (RQ3.1), we vary re-
trieval depth K ∈ {1, 5, 10, 15, 20, 30}, where K controls how many commit chunks
are inserted into the prompt. Intuitively, a larger K shows the model more po-
tentially relevant evidence, but it also increases the chance of including unrelated
fragments.

In this thesis, we vary only K to keep the comparison simple and attributable
as changing chunk size, overlap, embedding model, or indexing settings would also
change what gets retrieved and how much retrieved content fits into the prompt. If
multiple retrieval parameters were changed at the same time, it would be unclear
whether observed differences come from retrieval depth or from a different chunk-
ing/representation. Therefore, all other retrieval components are held constant and
only K is treated as the experimental factor. Performance is compared across K

values (RQ3.1) and contextualized against the baseline T-BERT in Chapter 4, then
discussed in Chapter 5.

3.5 Evaluation Protocol and Metrics

3.5.1 Mapping Reference Labels

The reference dataset assigns four labels to Issue–Commit pairs: True, Partially
True, Unclear, and False. Following prior work [30, 32], we map these into binary
classes:

• Positive: True and Partially True
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• Negative: False and Unclear

This mapping is required because the evaluated systems produce binary decisions.
Pairs without expert labels are treated as negative for the purpose of metric com-
putation. However, this assumption may introduce label noise, as some true links
may be missing from the reference data; this limitation is discussed in Chapter 5.

3.5.2 Classification Metrics: Precision and Recall

For pairwise predictions (RQ2–RQ3) we report precision and recall computed from
the confusion matrix. Each prediction belongs to one of four categories:

• True Positive (TP): The model predicts a link and the link is correct.

• False Positive (FP): The model predicts a link but the link is incorrect.

• False Negative (FN): The model failed to predict a true link.

• True Negative (TN): The model predicts a non link.

Precision measures the proportion of predicted links that are correct:

Precision =
TP

TP + FP
(3.1)

Recall measures the proportion of true links that are successfully recovered:

Recall = TP

TP + FN
(3.2)

Precision is important because false positives increase manual verification effort,
while recall is important because missing links reduce traceability completeness.

3.5.3 Ranking Metrics: Precision@K, MAP@3, and MRR

T-BERT produces, for each issue, a ranked list of candidate commits. Evaluation
must therefore measure not only whether correct commits are retrieved, but also
how highly they are ranked. Since developers typically inspect only the first few
results, early ranking quality is critical. Formally, let Q denote the set of all issues
in the evaluation dataset.

Precision@K It measures the proportion of relevant commits among the top K

ranked results:

P@K =
Number of relevant commits within top K

K
(3.3)

It reflects the quality of the first K recommendations.
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Mean Reciprocal Rank (MRR) It measures how early the first relevant commit
appears in the ranking. For each issue, we compute:

ReciprocalRankq =
1

rankq
(3.4)

where rankq is the position of the first relevant commit. MRR is the average of these
values over all issues:

MRR =
1

|Q|
∑
q∈Q

1

rankq
(3.5)

MRR emphasizes how quickly the first correct link appears.

Mean Average Precision (MAP@3) It evaluates how well relevant commits
are ranked within the top three positions. For each issue, Average Precision at 3 is
computed as:

AP@3(q) =
1

min(Rq, 3)

3∑
i=1

P@i(q) · relq(i) (3.6)

where:

• Rq is the number of relevant commits for issue q,

• P@i(q) is precision at rank i,

• relq(i) is 1 if the commit at rank i is relevant, and 0 otherwise.

MAP@3 is the mean of AP@3(q) over all issues:

MAP@3 =
1

|Q|
∑
q∈Q

AP@3(q) (3.7)

In summary:

• Precision@K measures top-K recommendation quality.

• MRR measures how early the first relevant result appears.

• MAP@3 measures whether relevant commits are consistently ranked within
the top three.

3.5.4 Metric Usage Across RQ1–RQ3

We report metrics as follows:
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• RQ1: MAP@3, MRR, precision, confusion matrix, and recall following the
T-BERT evaluation protocol [23].

• RQ2: Precision, recall, and confusion matrix per dataset.

• RQ3: Precision and recall for the RAG-grounded setup, analyzed as a function
of retrieval depth K (RQ3.1).
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4 Results
This chapter reports the results for the three research questions introduced in Chap-
ter 1. We first investigate how alternative commit input restructuring strategies
affect traceability link recovery (TLR) performance in the T-BERT baseline (RQ1).
We then compare the performance of Small Language Model (SLM) against the
T-BERT baseline (RQ2). Finally, we evaluate the impact of Retrieval-Augmented
Generation (RAG)-based repository grounding on SLM-based traceability and ana-
lyze how retrieval depth K shapes the resulting trade-offs (RQ3, RQ3.1).

4.1 RQ1: Impact of Commit Input Restructuring on T-
BERT Performance

This section evaluates whether restructuring commit diffs to preserve sequential or-
der and change direction improves the performance of T-BERT. We compare the
original T-BERT input representation [23] (Baseline) against two ordered-diff vari-
ants introduced in Chapter 3: Version 1 (ordered diff with additions and deletions)
and Version 2 (ordered diff with additions only). Following the standard ranking-
based evaluation protocol for T-BERT mentioned in Section 3.5.3, we report MAP@3
and MRR.

4.1.1 Cross-Project Results on Benchmark Repositories

Table 4.1 summarizes performance when all models are fine-tuned on Flask and
evaluated cross-project on pgcli and keras.

Table 4.1 T-BERT Ranking Performance with Confusion Matrix Statistics

Test Split Model MAP@3 MRR Precision Recall TP FP TN FN

pgcli
Baseline 0.847 0.858 0.854 0.672 41 7 3592 20
Version 1 0.826 0.839 0.809 0.623 38 9 3590 23
Version 2 0.833 0.845 0.830 0.639 39 8 3591 22

keras
Baseline 1.000 1.000 0.930 0.964 53 4 2966 2
Version 1 0.965 0.987 0.895 0.927 51 6 2964 4
Version 2 0.944 0.966 0.875 0.891 49 7 2963 6

Key observation Across both evaluation repositories, the Baseline outperforms
both ordered-diff variants on MAP@3 and MRR. The decrease is modest on pgcli,
but more visible on keras, where the baseline achieves perfect scores while ordered
variants reduce MAP@3 and MRR.
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Interpretation The goal of the restructuring was to strengthen the signal avail-
able to T-BERT by preserving the original diff order and explicitly retaining +/-
markers to indicate code additions and deletions. We assumed that these struc-
tural cues would help the model better connect implementation changes to issue
descriptions and, consequently, improve the performance.

However, the results do not support this assumption. Across both repositories,
MAP@3 and MRR decrease for the ordered-diff variants, indicating that the first
correct link appears later in the ranking (MRR) and that relevant commits are
less consistently placed within the top three positions (MAP@3). This decrease is
caused by changes in the prediction scores assigned by the model to specific issue–
commit pairs, which push the correct commits lower in the ranking. Under the
same evaluation protocol, the confusion matrix statistics provide an additional view
of what changed in the model behavior.

The precision decreases for both ordered variants in both datasets (from 0.854
to 0.809 on pgcli, and from 0.930 to 0.895 on keras). This corresponds to a small
increase in false positives (FP), meaning the model is more likely to assign a high
rank to commits that are not truly linked to the issue. From a practical perspec-
tive, higher FP implies more incorrect candidates among the top recommendations,
increasing the manual verification burden for developers.

Second, recall also decreases alongside a rise in false negatives (FN) (FN increases
from 20 to 23 on pgcli, and from 2 to 4 on keras for Version 1). This indicates that
some true links are pushed lower in the ranked list or missed within the evaluation
cutoff, which is consistent with the observed drop in MAP@3 and MRR. In other
words, the restructuring not only fails to reduce the false positives (FP), but it also
slightly reduces the model’s ability to surface true links early.

Overall, the ordered diff representations introduce additional structural cues
(sequential ordering and change direction) compared to the baseline preprocessing.
However, these cues do not appear to translate into additional semantic evidence
that the T-BERT architecture can effectively leverage during fine-tuning. In prac-
tice, the restructuring modifies the input format but does not improve the model’s
ability to align issue descriptions with the corresponding code changes. This aligns
with prior observations by Parveen et al. [30] that T-BERT behavior is dominated
by semantic cues present in the text, while structural or surface-level formatting
changes alone are insufficient to yield measurable gains under fixed context-length
constraints. In the evaluated setting, ordered diff restructuring does not improve
T-BERT and yields performance comparable to, but below, the original baseline.
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4.2 RQ2: Traceability Performance of a SLM Compared to
T-BERT

This section evaluates CodeLlama-7B-Instruct under a zero-shot prompting setup
and compares its binary traceability decisions to the T-BERT baseline [30].

4.2.1 Results Across Evaluation Projects

Table 4.2 report the outcomes for T-BERT and the SLM using two prompt tem-
plates. The SLM achieves perfect recall on all three projects, but at the cost of
substantially increased false positives, resulting in very low precision.

Table 4.2 Zero-shot SLM vs. T-BERT with Confusion Matrix Statistics

Dataset Model Precision (%) Recall (%) TP FP TN FN

Test Project
T-BERT (Baseline) 75.00 100.00 9 3 33 0
Code Llama (Prompt 1) 40.91 100.00 9 13 23 0
Code Llama (Prompt 2) 40.91 100.00 9 13 23 0

EV-Components (GUI)
T-BERT (Baseline) 43.75 100.00 7 9 425 0
Code Llama (Prompt 1) 3.32 100.00 7 204 230 0
Code Llama (Prompt 2) 4.61 100.00 7 145 289 0

Liquid AI-Supervisor
T-BERT (Baseline) 62.50 100.00 10 6 4791 0
Code Llama (Prompt 1) 0.38 100.00 10 2648 2149 0
Code Llama (Prompt 2) 0.53 100.00 10 1894 2903 0

Key observation On all datasets, the SLM is strongly biased toward predicting
links as positive, leading to perfect recall but extremely low precision on the larger
projects. Prompt 2 reduces false positives compared to Prompt 1, but precision still
remains very low.

Interpretation The results show that the SLM consistently predicts a large num-
ber of issue–commit pairs as linked, which leads to perfect recall but very low pre-
cision, particularly on the larger repositories. This behavior suggests that, under
the evaluated zero-shot prompting setup, the model tends to over-associate com-
mits with issue descriptions when diff content and commit messages share related
vocabulary or functionality cues.

In practical settings, such behavior would impose a high verification burden on
developers because many predicted links would be incorrect. Compared to T-BERT,
which produces substantially fewer false positives under the same datasets, the SLM
predictions are considerably less selective.

These observations indicate that the zero-shot SLM configuration used in this
study lacks mechanisms to sufficiently constrain link predictions. Later in RQ3, we
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investigate whether incorporating repository context through retrieval-augmented
generation can help mitigate this behavior.

4.3 RQ3: Impact of RAG-Based Repository Grounding on
Traceability

This section evaluates whether repository grounding via Retrieval-Augmented Gen-
eration improves SLM-based traceability decisions. As a sub-question (RQ3.1), we
vary the retrieval depth K ∈ {1, 5, 10, 15, 20, 30} and report (i) the number of true
positives recovered and (ii) the total number of predicted links as a proxy for verifica-
tion burden. In addition, we explicitly report false positives (FP) as an interpretable
measure of incorrect candidate links; in our setup, FP = (total predictions) − TP.

4.3.1 Effect of Retrieval Depth (K) on Link Recovery

Figure 4.1 illustrates how the total prediction volume, recovered true positives, and
false positives change as K increases, on the evaluation datasets.

Figure 4.1 RAG performance as a function of retrieval depth (K) across all evaluation
projects, showing total predictions (top-left), true positives recovered (top-right), and false
positives (bottom-left).
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Key observation Increasing K generally increases the number of recovered true
positives across projects. For example, in the Test Project dataset, true positives
increase from 3 at K = 1 to 9 at K = 30, reaching full recovery of the expert-labeled
links.

At the same time, the number of false positives also increases with K (Figure
4.1). This growth is modest for the Test Project but becomes substantial on the
larger repositories. For instance, Liquid AI-Supervisor grows from 13 false positives
at K = 1 (16 predictions with 3 TP) to 438 false positives at K = 30 (446 predictions
with 8 TP), indicating that much of the additional prediction volume at higher K

consists of incorrect links.

4.3.2 Prediction Volume and Precision Trade-Off

The Table 4.3 reports true positives recovered and total predictions for each dataset
and retrieval depth.

Table 4.3 RAG results across retrieval depths K shown as TP/(total predictions), with
Precision and Recall at each K

Project Total Valid Links K TP/(Tot) Precision (%) Recall (%)

Test Project 9

1 3/(5) 60.00 33.33
5 6/(21) 28.57 66.67
10 8/(33) 24.24 88.89
15 8/(31) 25.81 88.89
20 6/(31) 19.35 66.67
30 9/(37) 24.32 100.00

EV-Components 7

1 1/(4) 25.00 14.29
5 3/(12) 25.00 42.86
10 3/(29) 10.34 42.86
15 4/(45) 8.89 57.14
20 3/(54) 5.56 42.86
30 7/(123) 5.69 100.00

Liquid AI-Supervisor 10

1 3/(16) 18.75 30.00
5 6/(67) 8.96 60.00
10 5/(110) 4.55 50.00
15 6/(171) 3.51 60.00
20 4/(225) 1.78 40.00
30 8/(446) 1.79 80.00

Key observation Higher retrieval depth increases recovered true positives but
also increases the number of predicted links substantially (e.g., Liquid AI-Supervisor
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grows from 16 to 446 predictions from K = 1 to K = 30). This indicates a clear
trade-off between recall gains and verification burden.

Interpretation RAG improves recovery of true links as K increases, but the
benefit comes with a rapid growth in predicted links, which reduces precision at
higher retrieval depths. The FP trend in Figure 4.1 makes this trade-off explicit:
higher retrieval depth injects more retrieved evidence into the prompt and surfaces
more candidates, but many of the additional candidates are incorrect links. As a
result, recall tends to improve with K, whereas the verification burden increases
sharply due to accumulating false positives (especially on larger projects). This sug-
gests that repository grounding helps the SLM recover relevant links, but additional
mechanisms are needed to control false positives (e.g., tighter retrieval, improved
prompting constraints, or post-filtering).

4.3.3 Comparison with T-BERT Baseline

To contextualize the RAG+SLM results, we compare them against the T-BERT
baseline reported in RQ2 on the same datasets and expert labels. The comparison
focuses on two quantities that are directly observable in our evaluation setup: (i)
the number of recovered true positives (TP) and (ii) the total number of predicted
links, which serves as a proxy for verification burden (Tables 4.2 and Table 4.3).

Across all three projects, T-BERT produces a comparatively small number of pre-
dicted links in absolute terms (12 predictions in Test Project, 16 in EV-Components,
and 16 in Liquid AI-Supervisor), while still recovering all valid links in these datasets.
In contrast, the RAG+SLM pipeline produces a number of predictions that increase
with retrieval depth K, reflecting the fact that more retrieved evidence is injected
into the prompt and more candidate links are surfaced.

In terms of recovered true positives, RAG+SLM generally improves with larger
K. For instance, in the Test Project, TP increases from 3 at K = 1 to 9 at
K = 30. A similar pattern is observed in EV-Components (from 1 to 7) and Liquid
AI-Supervisor (from 3 to 8), although the gains are not strictly monotonic across
intermediate K values. At the same time, the total number of predicted links grows
substantially as K increases.

Overall, this comparison shows that RAG+SLM provides a controllable mech-
anism that increases recovered true links while also increasing prediction volume,
whereas T-BERT exhibits a lower prediction volume under the same datasets. The
implications of these differing behaviors for precision–recall trade-offs and practical
verification effort are discussed in Chapter 5.
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5 Discussion
This chapter explains what the results in Chapter 4 mean and how they relate to the
research questions and prior work on automated Traceability Link Recovery (TLR).
The aim of this thesis was not to propose a new traceability system, but to test
how practical design choices affect performance when we use real repositories and
realistic constraints.

The discussion follows the three research questions (RQ1–RQ3). It then out-
lines recommendations and future work for building traceability tools, and discusses
threats to validity.

5.1 RQ1: Impact of Input Restructuring on T-BERT Per-
formance

RQ1 examined how different commit diff input restructuring strategies affect T-
BERT performance in traceability link recovery. Two alternative diff representations
were evaluated against the baseline preprocessing format used in prior work: (i) an
ordered-diff representation that preserves the sequential structure of code changes,
and (ii) a variant that retains only added lines from the diff. Across the evaluated
repositories, neither restructuring strategy improved performance over the baseline,
and both produced results that were similar to or slightly below the baseline.

These results suggest that changing the surface representation of commit diffs
alone is not sufficient to improve T-BERT in the current setup. Although the
tested strategies modify how code changes are presented to the model, the overall
traceability signal available to T-BERT may remain largely unchanged, especially
when key lexical cues are preserved across formats.

One likely explanation is the input length limitation of T-BERT. The model
processes a maximum of 512 tokens, so long issue–commit pairs are truncated before
inference. Under this constraint, improvements introduced by a more structured
diff representation may not be consistently visible to the model, because substantial
parts of the issue and/or commit content can be removed. This is particularly
relevant for the ordered-diff variant, where preserving sequential information is only
useful if enough of that sequence remains within the visible context window.

To further examine this explanation, a token length distribution analysis was
performed for the baseline, Version 1, and Version 2 inputs. Figures 5.1 and
5.2 compare the proportion of issue–commit pairs that fall within and exceed the
512-token limit across projects. The baseline representation shows the lowest rate of
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input truncation, with only 12.0%–20.0% of pairs exceeding the limit across reposito-
ries. In contrast, Version 1 produces substantially more pairs which gets truncated,
ranging from 41.6% to 66.2%, with keras again showing the highest proportion.
Version 2 reduces this proportion considerably to 27.4%–35.2%, indicating that the
added-lines-only representation is more length-efficient than Version 1, though still
less compact than the baseline. Overall, the results of this analysis confirm that
truncation is most severe for Version 1, less pronounced for Version 2, and compara-
tively limited in the baseline input format. This strengthens the interpretation that
input length is an important constraint in the current setup. At the same time,
because the baseline already retains the largest proportion of issue–commit pairs
within the 512-token window and still outperforms the two alternative restructuring
strategies.

Figure 5.1 Token Length Distribution by Project for Baseline T-BERT Inputs

T-BERT’s performance relies heavily on strong lexical and semantic cues already
present in the baseline representation, as shown by [32]. In issue–commit linking
tasks, identifiers, API names, file paths, and other project-specific terms carry much
of the traceability signal. Because these cues are still present in both restructuring
strategies, changes such as line reordering or git diff markers provide only limited
additional benefit. Another reason is that the model was not originally trained
on git diff style content during intermediate training. Instead, T-BERT learned
from function documentation and implementation pairs [23]. Compared with that
training data, commit diffs contain a noisier structure, including git diff markers
and other change-related symbols. This makes the input harder for the model to
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Figure 5.2 Token Length Distribution by Project for Version 1 and Version 2 Inputs

interpret. When the diff format is changed further through restructuring, the input
becomes even less similar to the type of data the model learned from earlier, which
can make performance worse.

Overall, the RQ1 findings indicate that the tested input restructuring strategies
had limited impact on T-BERT performance in this study. This does not imply that
commit diff structure is irrelevant for traceability link recovery. Rather, it suggests
that representation-level changes alone may be insufficient under the current model
and preprocessing constraints. More substantial gains may require combining im-
proved input design with better context selection, truncation-aware preprocessing,
or architectures that can utilize longer contexts more effectively.

5.2 RQ2: The SLM Behavior and the Over-Linking Problem

RQ2 examined how a zero-shot Small Language Model (SLM) performs on trace-
ability link recovery compared to the T-BERT baseline. The results show a clear
pattern, recall was very high, but precision dropped strongly as the repository be-
came larger. In practice, the model predicted too many links.

In open-source repositories, true links are rare compared to all possible issue–
commit pairs. In a zero-shot prompt, the model is not explicitly trained to account
for this imbalance [38]. As a result, it tends to treat local similarity (shared terms
and similar themes) as sufficient evidence for a traceability link, which leads to many
false positives.

Compute-time implications and method-level comparison Beyond predic-
tive quality, RQ2 highlights an important difference between prompting-based and
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encoder-based approaches to traceability link recovery. The zero-shot SLM setup
requires running one model inference per Issue–Commit pair. For a repository with
|I| issues and |C| commits, this results in |I|×|C| model calls, which scales quadrat-
ically and becomes computationally expensive even for moderately sized projects.

At a higher level, this reflects a fundamental distinction between prompting-
based and representation-based methods. Encoder models such as T-BERT learn
fixed vector representations of artifacts and can compare them efficiently using sim-
ilarity measures, enabling batching and approximate nearest neighbor search [36,
23]. In contrast, prompting-based SLMs rely on autoregressive generation for each
decision, making them significantly more expensive per pair and less amenable to
large-scale candidate ranking [4, 38].

This difference implies that while SLMs may offer flexibility and strong zero-
shot capabilities, encoder-based approaches remain more practical for large-scale
traceability tasks. Consequently, the computational limitations observed in RQ2
are not only an implementation issue, but a broader characteristic of prompting-
based methods. This motivates the repository-grounding strategy explored in RQ3,
which aims to reduce the number of required model calls by narrowing the candidate
space.

Prompt length and truncation Long diffs still increase lexical overlap with
issue text, which can encourage the model to interpret weak similarities (generic
terms or reused identifiers) as evidence for a link. However, prompt truncation is
not the primary factor in our evaluation setting. As shown in Figure 5.3, most
Issue–Commit prompts fits within the context window, truncation occurs in 0% of
the Test Project pairs, 4.7% of the wasmiot-supervisor pairs, and 16.7% of the GUI
pairs. These proportions are reported for prompt template 2, as it contains only
a few additional tokens compared with template 1. This indicates that the SLM’s
over-linking behavior is present even when the full prompt fits into the context
window.
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Figure 5.3 Proportion of SLM prompt-2 that exceed the model context window and are
truncated, reported per project

Effect of incomplete labeling on measured precision. Measured precision is
also affected by the reference labeling strategy as mentioned in Section 3.5.1. For
evaluation, pairs without expert labels are treated as False by default, which is a
conservative assumption but can introduce label noise. In repositories where only
a small subset of true issue–commit links are labeled, some predictions counted as
false positives may correspond to valid but undocumented links. This limitation
can disproportionately penalize systems that predict more positives (such as the
zero-shot SLM) and is addressed in Section 5.5.

Prompt changes made the model slightly more conservative, but not enough
to make it competitive with the supervised baseline. This suggests that prompt
engineering alone is not a reliable solution when precision matters [38].

From a deployment perspective, this is important, in most software engineering
settings, high precision is usually more valuable than perfect recall. Too many false
links increase review effort and reduce developer trust. Together with the compute-
time cost of |I| × |C| pairwise inference, these results indicate that zero-shot SLMs
require additional grounding, calibration, or candidate narrowing before they can
be used as practical link predictors in larger repositories.

5.3 RQ3: RAG Improves Recall but Increases Verification
Effort

RQ3 asked whether Retrieval-Augmented Generation (RAG)-based repository ground-
ing improves SLM-based traceability, with retrieval depth (K) treated as a secondary
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factor (RQ3.1). The results show that higher K generally increased the chance of
retrieving relevant context, which helped the model find true links.

However, higher K also caused the model to output far more links overall, es-
pecially in larger repositories. In those cases, many retrieved chunks were not truly
relevant, but they still influenced the model. The SLM often treated partially related
context as support for a link, which increased false positives.

This creates a clear trade-off:

• More retrieval → more chances to include the right evidence → higher recall.

• More retrieval → more noisy context → lower precision and more links to
verify.

The key takeaway is that RAG helps with repository grounding, but grounding
alone does not solve the SLM’s tendency to over-associate. Practical RAG pipelines
need additional controls, such as stricter retrieval filters, re-ranking, better chunking
strategies, or a mechanism for the model to abstain when evidence is weak.

5.4 Recommendations and Future Work for Building Trace-
ability Tools

Overall, the results suggest that practical traceability tools should be designed
around the constraints of the underlying models and the realities of developer work-
flows, especially limited context windows, strong class imbalance (true links are
rare), and the cost of manual verification. The main implication is that improving
usability and precision often matters more than maximizing raw recall, because false
links directly translate into review effort.

First, for encoder-based approaches such as T-BERT, the findings from RQ1
indicate that simply reformatting commit diffs (e.g., preserving ordered structure or
keeping only added lines) is unlikely to improve performance on its own. Under fixed
input limits (e.g., 512 tokens), important evidence is frequently truncated, which can
outweigh any benefit from a more structured representation. For software engineers,
this points to a more actionable strategy: prioritize selecting and retaining the most
informative parts of the issue and commit content, rather than spending effort on
changing the surface structure of the diff while keeping largely the same information.

Second, as shown in RQ2, the zero-shot SLMs can achieve high recall but tend
to over-link, particularly as the repository size grows. This over-linking reduces
precision, lowering developer trust in practical settings. It also has compute-time
implications: pairwise prompting requires one inference per Issue–Commit pair,
scaling as |I| × |C|, which becomes expensive even for moderately sized projects.
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Consequently, zero-shot TLR using SLM should not be used as a stand-alone mech-
anism.

Third, RQ3 indicates that repository grounding via RAG can improve recall,
but it also increases the number of predicted links and therefore the likely verifica-
tion burden when retrieval depth K is increased. This trade-off is reflected in the
empirical results in Table 4.3. For practical system design, K should be treated as
a workflow parameter: smaller values are preferable when developers need concise,
high-confidence candidates, whereas larger values may be justified when maximizing
recovery is more important and additional review effort is acceptable. More broadly,
grounding helps, but it does not fully address the model’s tendency to treat weak
or partially related evidence as sufficient support for a link.

Based on these implications, the most promising future work is (i) truncation-
aware artifact construction that keeps the most relevant diff and issue content within
the available token budget, (ii) calibration for SLMs (e.g., fine-tuning, threshold-
ing, or context engineering) to reduce over-linking when evidence is weak, and (iii)
stronger RAG pipelines that reduce retrieval noise through better chunking, filtering,
and re-ranking so that additional retrieval does not increase false positives.

5.5 Threats to Validity

This section discusses potential threats to internal, external, and construct validity
that may influence the interpretation of the results.

A general threat to validity in this study is the trade-off between breadth and
depth. The study evaluates three different traceability approaches, but each ap-
proach was examined only within a limited configuration space rather than through
extensive optimization or ablation. Consequently, the results should be interpreted
as comparative observations across selected implementations, not as definitive evi-
dence of the full potential of each approach.

Internal validity concerns whether the observed effects can be attributed to the
experimental manipulations rather than uncontrolled factors. In RQ1, only two
ordered-diff restructuring strategies were evaluated in addition to the baseline rep-
resentation. Other possible input constructions were not explored. Therefore, the
conclusion that ordered restructuring does not improve T-BERT performance ap-
plies only to the specific variants implemented in this study.

For RQ2, the SLM was evaluated strictly in a zero-shot setting without fine-
tuning, few-shot examples, threshold calibration, or post-processing. Only two
prompt templates were evaluated. Prompt engineering can significantly influence
the behavior of these models, and alternative prompt designs may lead to different
precision–recall trade-offs. The absence of systematic prompt engineering or tem-
plate variation means that the reported zero-shot performance reflects the specific
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prompt configurations used in this study rather than the full capability of the model
under optimized prompting.

For RQ3, retrieval depth (K) was varied systematically, but other RAG design
dimensions such as embedding models, chunk sizes, re-ranking strategies, filtering
mechanisms, or prompt-context integration strategies were not controlled or com-
pared. As a result, the observed precision–recall trade-off reflects the specific RAG
configuration implemented rather than the full design space of retrieval-augmented
systems.

External validity concerns the generalizability of the findings beyond the eval-
uated repositories. The study includes multiple repositories of different sizes and
domains, but they do not represent the full diversity of software engineering projects.
Repository characteristics such as programming language, commit practices, doc-
umentation quality, and linking conventions may affect traceability performance.
Therefore, the results should not be generalized to all repositories without further
empirical validation on additional projects.

Construct validity concerns whether the chosen evaluation measures accurately
capture traceability performance. For RQ1, MAP@3 and MRR emphasize early
ranking quality but do not reflect the full ranking distribution. For RQ2 and RQ3,
precision and recall are sensitive to class imbalance, and the evaluated datasets
contain relatively few positive links compared to total candidate pairs. In such
settings, small changes in false positive counts can substantially affect precision
values.

Ground truth labels may also be incomplete or inconsistent. Some predicted
false positives may correspond to valid but undocumented links, while some labeled
links may reflect repository conventions rather than strict semantic alignment. No
explicit mitigation strategies were applied to address these threats. Therefore, the
results should be interpreted as empirical observations under defined experimental
conditions rather than definitive proof of the superiority of one method over another.
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6 Conclusion
This thesis investigated how the precision of automated Traceability Link Recovery
(TLR) can be improved in real-world GitHub repositories, building directly on the
findings of Parveen’s Master’s thesis [30]. The work was motivated by the persistent
challenge of maintaining traceability links between issues and commits in modern
software projects. As discussed in Chapter 1, traceability is essential for activities
such as maintenance, impact analysis, and knowledge transfer, yet it is rarely main-
tained systematically in collaborative development environments. The central goal
of this research was therefore to examine whether the precision limitations observed
in T-BERT under realistic repository conditions could be reduced through alterna-
tive input design and, when necessary, through broader modeling strategies that
remain practical for real-world use.

The research followed an iterative experimental process starting from an estab-
lished baseline and gradually exploring alternative modeling directions. First, we
examined whether restructuring commit diffs could improve the performance of the
T-BERT traceability model. The motivation behind this experiment was that com-
mit diffs naturally contain structured information about code changes, and preserv-
ing their sequential order or emphasizing added lines could potentially strengthen
the signal available to the model. However, the results showed that neither re-
structuring strategy improved the baseline performance. The ordered-diff variants
produced results that were similar to or slightly below the original preprocessing
approach. These findings suggest that modifying the surface representation of com-
mit diffs alone is insufficient to substantially improve T-BERT under the current
experimental constraints. In particular, the fixed input length and truncation ef-
fects likely limit how much of the structured diff information the model can actually
process.

After observing the limitations of the T-BERT architecture, the research di-
rection shifted toward evaluating whether a Small Language Model (SLM) could
provide a more direct decision-based approach to linking issues and commits. Un-
like the T-BERT setup, the SLM formulation allows the model to directly assess
whether a given issue–commit pair represents a valid traceability link. The results
demonstrated that the SLM approach can recover relevant links, but it also tended
to produce a large number of predictions, leading to increased false positives. This
behavior indicates that while generative language models can capture semantic re-
lationships between development artifacts, they may lack sufficient grounding when
applied to large sets of candidate pairs. In practice, this can increase the verification
effort required from developers, which is an important consideration for real-world
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adoption.
To address this limitation, the final stage of the study introduced Retrieval-

Augmented Generation (RAG) to provide additional repository context and reduce
the need for exhaustive pairwise comparisons. Instead of evaluating every possible
issue–commit pair, the RAG pipeline retrieves a limited set of semantically related
commit fragments for each issue and incorporates this contextual evidence into the
prompt, thereby grounding the SLM’s decision in repository-local evidence. The
results show that RAG can increase the recovery of true links, but that this benefit
depends on retrieval design. In particular, increasing retrieval depth K generally
improves the number of recovered true links, while also increasing the number of
predicted links overall, highlighting a clear trade-off between recall gains and ver-
ification effort. Compared with the earlier experiments, the RAG-based approach
offers a controllable mechanism for balancing these factors, making it a promising
direction for practical traceability systems.

Taken together, the findings of this thesis illustrate that improving automated
traceability recovery is not solely a matter of choosing a more powerful model. Ar-
chitectural constraints, input representations, and retrieval strategies all influence
how effectively traceability signals can be extracted from repository artifacts. The
experiments demonstrate that simple preprocessing changes may have limited im-
pact when model constraints remain unchanged, while retrieval-based approaches
can provide a more flexible mechanism for incorporating repository context. These
observations contribute to a better understanding of how modern language models
behave in traceability tasks under realistic development conditions.

Several directions for future work emerge from this study. One promising area is
truncation-aware input construction, where the most informative sections of commit
diffs are selected before being passed to the model. This could help mitigate the
input length limitations observed in the T-BERT experiments. Another direction is
improving calibration and fine-tuning strategies for small language models so that
they produce fewer false positives when reasoning about artifact relationships. Fi-
nally, more advanced retrieval pipelines could further improve the effectiveness of
RAG-based traceability, for example, by incorporating improved chunking strate-
gies, filtering mechanisms, or re-ranking methods to reduce irrelevant context before
generation.

In summary, this thesis explored multiple approaches to automated traceability
link recovery and highlighted the practical trade-offs between encoder-based models,
generative language models, and retrieval-augmented methods. While no single ap-
proach fully resolves the challenges of traceability recovery, the results demonstrate
that retrieval-grounded language models offer a promising path forward. Contin-
ued research in this direction, particularly in improving context selection and model
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calibration, can help move automated traceability closer to practical deployment in
real software development environments.
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APPENDIX A. Prompt Templates

RQ2 - Prompt Template 1

[INST] You are a code analysis assistant. Your task is to determine
if a commit's code changes are related to a given issue description.
Analyze the following information and respond with only "True" if the
code changes address or relate to the issue, or "False" if they are
unrelated.

Issue Description:
{issue_description}
Commit Summary:
{commit_summary}
Code Changes:
{code_diff}

Instructions:
- Consider if the code changes directly address the problem described
in the issue
- Look for keywords, function names, or logic that relates to the issue
- Consider if the commit summary indicates intent to fix the issue
- Respond with only "True" or "False" - no explanation needed

Answer:
[/INST]

RQ2 - Prompt Template 2

[INST] You are a code analysis assistant. Your task is to determine
if a commit's code changes are related to a given issue description.
Analyze the following information and respond with whether the code
changes are related to the issue, along with your confidence level.

Issue Description:
{issue_description}
Commit Summary:
{commit_summary}
Code Changes:
{code_diff}
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Instructions:
- Consider if the code changes directly address the problem described
in the issue
- Look for keywords, function names, or logic that relates to the issue
- Consider if the commit summary indicates intent to fix the issue
- Respond with your answer and confidence score in this exact format:

"ANSWER: [True/False], CONFIDENCE: [0-100]"
- Confidence score should be 0-100, where 100 means completely certain

Answer:
[/INST]

RQ3 - RAG Prompt Template

[INST]
You are an AI assistant that determines whether a GitHub issue
is related to a set of retrieved code commit chunks.
### Task:
Decide if the commit chunks are relevant to the issue.
### Criteria:
Mark RELEVANT = True if:
- Fixes the issue
- Implements the requested feature
- Clearly relates to the same functionality or component
Otherwise, mark RELEVANT = False.
### Input:
Issue:
{issue_data}
Commit Chunks:
{commit_chunks}
### Output Format (STRICT):
RELEVANT: [True/False]
CONFIDENCE: [0.0–1.0]
Do not include any explanation.
[/INST]
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