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Abstract—The Internet-of-Things (IoT) devices feature a
broad range of power, memory, and performance require-
ments. Ultralow-power, low-performance controllers are at one
end of the spectrum, while high-performance, power-intensive
systems-on-chip (SoCs) are at the other. Heterogeneous and
specialized multiprocessor SoC (MPSoC) architectures have
emerged as the most effective paradigm for delivering high
performance and energy efficiency across a wide range of
application workloads. This work introduces Headsail, an MPSoC
application-specific integrated circuit (ASIC) designed by SoC
Hub at Tampere University, Finland. Headsail features a 512-KiB
primary data buffer, 128 KiB of shared on-chip SRAM, seven
CPU cores (including four CVA6 64-bit RISC-V processors),
a low power-DDR2 (LP-DDR2) memory controller, two unique
chip-to-chip (C2C) interfaces, and shared peripherals. Headsail
has been successfully implemented using a TSMC 22-nm low-
power CMOS technology. Testing results show that the samples
can support a maximum operating frequency of 1 GHz and
achieve a peak performance of 1100 giga operations per second
(GOPS), with an implementation area of 25 mm2 and a power-
consumption range of 64 mW–1.5 W.

Index Terms—Deep learning accelerator (DLA), digital signal
processing (DSP), high-performance computing (HPC), Internet
of Things (IoT), multiprocessor system-on-chip (MPSoC), RISCV.

I. INTRODUCTION

INTERNET-OF-THINGS (IoT) devices have become preva-
lent and are influencing emerging applications in the

consumer and commercial sectors. While operating under strict
cost and power constraints, the applications of IoT devices can
cover a broad range of performance and memory requirements.
Although low-end applications typically employ ultralow-
power controllers with bare-metal software environments,
high-end applications require power-intensive systems-on-chip
(SoCs) with high-performance processing units [1], [2].

Although CPUs are the most flexible and thoroughly
supported programming model for embedded computing appli-
cations, their throughput and energy efficiency are limited for
compute-intensive workloads. However, for a limited range
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of workloads, dedicated memory-mapped accelerators offer
orders of magnitude higher throughput and energy efficiency
[1]. To meet a variety of workloads, including those in
the extreme-edge IoT and TinyML domains [3], specialized
and heterogeneous multiprocessor SoC (MPSoC) architectures
have emerged as the most effective approach to balance high
performance and energy efficiency [4], [5], [6], [7].

This work introduces Headsail, an MPSoC application-
specific integrated circuit (ASIC) taped-out by SoC Hub.1 SoC
Hub is a collaboration between Tampere University, Finland,
and industrial partners, which aims to develop innovative
SoCs and boost the partners’ competitiveness. In addition to
the technical challenges of ASIC design, numerous method-
ological challenges arise due to the depth and complexity
of the design process, the cost of appropriate electronic
design automation (EDA) tooling, and the relative lack of
ASIC design engineers [8]. SoC Hub aims to address these
challenges and focuses on developing reusable intellectual
property (IP) and methodologies for ASIC design with the
goal of taping-out custom SoCs on an annual basis. Headsail
is the third iteration of the SoCs taped-out by SoC Hub [9],
and this work presents the following features related to its
development:

1) The VLSI architecture and implementation of Head-
sail are presented, incorporating RISC-V MPSoC for
Linux-based embedded applications. A total of seven
processing cores, 128 KiB of shared on-chip SRAM,
a low power-DDR2 (LP-DDR2) memory controller,
shared peripherals, and two custom chip-to-chip (C2C)
interfaces are all integrated into the fabricated chip.

2) Several custom IP blocks are discussed in detail, such
as a dual-instruction set digital signal processing (DSP)
core and a deep learning accelerator (DLA).

3) The Headsail ASIC implementation steps from register
transfer level (RTL) to GDSII are presented along with
the development of a customized printed circuit board
(PCB) for evaluation.

4) For the fabricated Headsail ASIC samples (employing
the TSMC 22-nm ultralow leakage (ULL) technology
node), the performance, power, and area (PPA) analysis

1https://sochub.fi/
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results are presented and compared with the state-of-
the-art MPSoCs published in the literature [1], [2], [4],
[5].

Please take note that a hardware cache coherence bug—a
stall condition for the core—was found postfabrication and
is explained in Section VII. The structure of this article is
as follows. Section II reviews similar state-of-the-art SoCs
published in the literature, and Section III details the Headsail
design methodology. Sections IV and V provide the Headsail
microarchitectural details and implementation results, respec-
tively, while Section VI discusses the Headsail software stack.
Section VII presents the evaluation results gathered after test-
ing the sample chips, followed by Section VIII with analysis
and discussion, and Section IX with a conclusion.

II. PREVIOUS ART

In this section, academic literature presenting state-of-the-
art SoCs similar to Headsail [1], [2], [4], [5], [10], [11] is
reviewed. Please note that general purpose graphical process-
ing unit (GP-GPU) SoCs are not included due to the significant
differences in their physical implementation and architecture
relative to Headsail.

Cheshire [4] is a modular, CVA6-based, Linux-capable
RISC-V SoC that is designed for the seamless integration
of domain-specific accelerators. It features a direct memory
access, HW data mover module (DMA) engine, a low-
pin count DRAM interface, and configurable interconnects.
Cheshire has been fabricated using a TSMC 65-nm tech-
nology node, with the resulting chip referred to as Neo.
The Cheshire RTL sources and field-programmable gate array
(FPGA) implementations artifacts are open source. Based on
the presented ASIC implementation results [4, Sec. III], the
Neo with a die area of 6.4 mm2 can achieve a maximum clock
frequency of 325 MHz. Furthermore, the power consumption
of Neo remains below 300 mW for computationally inten-
sive workloads, such as double-precision floating-point matrix
multiplications [4, Fig. 11].

HULK-V [2] is an open-source, Linux-capable, heteroge-
neous, RISC-V-based SoC featuring a 64-bit CVA6 core, an
8-core 32-bit RISC-V programmable cluster, and a completely
digital memory hierarchy built on HyperRAMs [12]. HULK-
V is implemented using a Global Foundries (GF) 22-nm
technology node, has a 9-mm2 die size, and can achieve a
performance of 13.8 giga operations per second (GOPS) while
consuming less than 250 mW of power. The programmable
multicore accelerator can achieve 157 GOPS/W of energy
efficiency [2, Fig. 7] while handling computationally intensive
workloads such as reduced-precision (FP16 for float and
Int8 for integer) matrix multiplication.

Piton [10] is a Linux-capable SoC containing a cus-
tom network-on-chip (NoC), an OpenSparc ISA core, as
well as a rich set of peripherals. The Piton chip is a
25-core implementation of OpenPiton’s scalable many-core
architectural framework [10]. The Piton ASIC prototype is
taped-out, employing IBM’s 32-nm silicon-on-insulator (SOI)
technology.

Gonzalez et al. [5] present an open-source, multicore het-
erogeneous RISC-capable Chipyard [13] generated SoC that

is capable of handling workloads involving general-purpose
computing, deep neural networks (DNNs), and vector work-
loads. A low-power Intel 22-nm FinFET technology node has
been used to tape-out the SoC [5] with a die size of 16 mm2.
Furthermore, the taped-out SoC [5] has three primary clock
and voltage domains: an energy-efficient machine learning
(ML) domain with an in-order core connected to a systolic
array-based DNN accelerator; a high-performance general
application domain with an out-of-order core connected to
a vector accelerator; and an uncore domain with a shared L2
cache and peripherals. Depending on the workload, the taped-
out SoC can achieve a maximum frequency of 210–961 MHz.
Moreover, for the general matrix multiplication (GEMM)
benchmark, a maximum energy efficiency of 106 GOPS/W
is achieved [5, Fig. 7].

SMIV [1] is an SoC targeting IoT applications and consists
of a quad-core cache-coherent datapath accelerator (CCA), a
computing cluster based on dual-core Arm Cortex-A53 CPUs,
a 2×2 eFPGA array, and an Arm Cortex-M0 microcontroller-
based Always ON (AON) ultralow-power subsystem. The
SIMV [1] has been taped-out using a TSMC 16-nm FinFET
technology node with a die area of 25 mm2. The power
consumption for the SIMV [1] ranges from 1.13 mW for the
AON subsystem to 31.08 mW for the eFPGA array, and it can
support frequencies between 25 MHz and 1 GHz. The compute
cluster’s maximum throughput is 5.90 GOPS, whereas the
CCAs’ maximum throughput is 64.38 GOPS. Furthermore,
the energy efficiency ranges from 4.84 TOPS/W for the AON
subsystem to 58.7 GOPS/W for the compute cluster [1].

BlackParrot [11] is a multicore, open-source, Linux-capable,
tile-based, modular, and scalable SoC that implements an
RISC-V 64-bit RV64 G architecture and supports three levels
of privilege: machine, supervisor, and user. There are four
categories of microarchitectural tiles: core tile, L2 extension
tile, coherent accelerator tile, and streaming accelerator tile.
Furthermore, three NoC classes—coherence network, DRAM
network, and I/O network—are implemented by BlackParrot
[11]. Additionally, to ensure race-free transitions, BlackParrot
[11] uses a distributed directory-based cache coherence pro-
tocol. The BlackParrot [11] has been taped-out in a 12-nm
FinFET technology from GF.

III. HEADSAIL DESIGN METHODOLOGY

This section outlines the general design methodology
employed for the presented Headsail MPSoC design.

A. Agile Hardware Development

Headsail was designed by adhering to a set of Agile
hardware development principles [9], which are founded on
the notion that a single SoC is the result of several earlier
chips [14]. A predetermined cadence for delivering SoCs in
the roadmap ensures a steady supply of feature increments
while making it easier to adjust to changing requirements.
Partial feature-set IPs can be taped-out in Agile hardware
development since, as a benefit, these prototypes offer crucial
full-flow feedback from RTL to GDSII. Several IPs developed
in previous SoC projects are integrated into Headsail, the
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Fig. 1. SoC hub subsystem integration template [14].

third chip on the roadmap. Furthermore, a fundamental tenet
of project organization for Headsail development was that
developers should be as multidisciplinary as feasible, as this
reduces communication overhead and boosts efficiency.

B. Open-Source Hardware

The open model of [15] is employed in Headsail’s IP
selection process, which combines a collection of open-source
IPs with closed-source proprietary and physical IPs. A collec-
tion of academic open-source IPs developed by the parallel
ultralow-power (PULP) platform project2 forms the basis for
the architecture of Headsail. These IPs include commodity
peripherals, AXI4 connectivity IPs [16], RISC-V processors
[17], [18], [19], and an implementation of the RISC-V debug
module [20]. Sourcing these core IPs from open source frees
up a substantial amount of development resources that can be
used for physical design, top-level integration, and developing
differentiating in-house IPs.

C. Template-Based Design

Headsail employs a template-based design integration
methodology to implement a globally asynchronous, locally
synchronous (GALS) architecture. The subsystem template
that was initially introduced in the previously developed
MPSoC Ballast by SoC Hub [14] is depicted in Fig. 1.
Phase-locked loops (PLLs), clock controls, and clock-domain
crossing (CDC) macros are used to wrap subsystem IPs
together to generate a fully independent clock domain.

While top-level design primarily focuses on integrating the
individually hardened subsystems using IP-XACT structural
modeling and the Kactus2 tool [21], the isolated design hier-
archy of subsystems enables the parallel development of both
the RTL and physical design for all subsystems. Headsail’s
verification methodology is based on the subsystem hierarchy,
where system-level verification is built upon and preceded by
subsystem-level verification.

The “bottom–up” strategy offers a number of tradeoffs
compared to a flatter hierarchy and a “top–down” design flow.
Shorter synthesis runs and concurrent development are ren-
dered feasible by the bottom–up approach; nevertheless, this
hierarchy precludes cross-hierarchy optimizations in synthesis.

2https://github.com/pulp-platform

TABLE I
AMOUNT OF THE PERSON MONTHS PER DESIGN ACTIVITY.

ABBREVIATIONS: DESIGN (D), VERIFICATION (V),
AND ANALOG (A)

Compared to top–down design, system-level software and
application development become essentially more complex.
Finally, isolated subsystems isolate potential system flaws,
which can be a source of unreliability but can also conceal
high-level verification corner cases.

D. Resourcing

The utilization of resources is broken down per design
activity in Table I, which also shows the number of personnel,
number of person months invested, and project duration.
Design and verification (D&V) results are merged because,
in our project organization, we assign both D&V activities to
the same person. Reported results are normalized by level of
experience, with scaling factors of Junior (0.5), Senior (0.75),
and Expert (1.0). A junior is a trainee or a manager’s degree
graduate, a senior has three years or more experience, and an
expert has ten or more. The average experience level across
all projects was approximately 0.75.

IV. HEADSAIL MICROARCHITECTURAL DETAILS

This section addresses the microarchitectural details of
Headsail’s architecture illustrated in Fig. 2.

A. Processing Subsystems

1) HPC Subsystem: The high-performance computing
(HPC) subsystem is designed to be the main application
processor of Headsail. The HPC subsystem hosts four CVA6
[19] 64-bit RISC-V cores with a shared 512-KiB coherent L2
cache. For internal connectivity, the subsystem also includes
an AXI4 crossbar, a noncacheable “bootRAM” memory, and
a RISC-V debug module [22].

2) DLA Subsystem: The DLA subsystem comprises a
custom-designed convolution engine coupled to the 64-bit
interconnect and a 32-bit configurable interface. Fig. 3 presents
a detailed block diagram of the DLA subsystem. The gen-
eral architecture is loosely modeled after the Nvidia DLA
(NVDLA) [23] and the hardware processing engine (HWPE)
template, which has been presented in [24] and [25]. The
accelerator is designed from scratch rather than reused to
target higher PPA values than the tape-out of the NVDLA
presented in [14]. The postprocessing unit’s design divides
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Fig. 2. Top-level architecture of headsail.

Fig. 3. DLA subsystem architecture. denotes bus managers/controllers, and
denotes bus subordinates/devices.

the HWPE streamer into the bus controller and primary data
storage. The design is split into the high-performance clock

Fig. 4. C2C serial subsystem.

and power domain and the always-on control domain. The
high-performance domain facilitates power gating to increase
Headsail’s energy efficiency.

The center of the design is the 512-KiB primary data
buffer. The buffer provides 8-bit operands to the 256-instance
multiply–accumulate (MAC) array on each clock cycle. With
the MAC array, INT8, INT4, and INT2 data elements can
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be processed using packed single-instruction, multiple-data
(SIMD) processing. The postprocessing unit features a bus
controller that automatically writes out result data to a dynami-
cally specified address in the global memory space, as well as
a bypassable 16-bit bias and activation. The internal DMA,
which can be employed for transferring data into the data
buffer without external control, significantly improves data
transfer.

The control domain employs a control and status register
interface to coordinate the accelerator data path’s operation.
One of the three bus managers can control the interface: an
internal Ibex CPU in a “tiny” RV32EC configuration [26], an
external configuration port, or an internal debug module.

3) Digital Signal Processing (DSP) Subsystem: The DSP
subsystem encompasses a very long instruction word (VLIW)
processor core dedicated to image and audio pre- and post-
processing operations. The subsystem was developed using
OpenASIP [27], a package of tools for designing, simulating,
generating, and programming application-specific instruc-
tion set processors (ASIPs). Compiled programs can utilize
both the 32-bit RISC-V instruction set [28], [29] as well
as the core’s internal transport-triggered architecture (TTA)
[30] programming interface using a microcode-based dual-
instruction-set scheme [31]. The instruction stream energy
efficiency is further improved by leveraging run-time pro-
grammable dictionaries [32] to increase dynamic code density
in program hot spots. More broadly, the novelty of the DSP
subsystem lies in optimization of both the static and dynamic
code density through a flexible dual-instruction-set method and
run-time programmable dictionary compression. Using 8- and
16-bit data, the subsystem enables packed SIMD operations
with a 32-bit datapath. The 64-KiB scratchpad memory for
data and instructions are incorporated into the subsystem.

4) SysCtrl Subsystem: The SysCtrl subsystem is a tiny
RV32IMC microcontroller that serves as Headsail’s bootstrap
processor and system controller. The SysCtrl subsystem is
based on PULPissimo [18] and extended with a custom
bootROM and redundant boot mechanisms due to its mission-
critical status in the system [33].

B. Interconnect Subsystem

Comprising two fully connected AXI4 crossbars—one for
32-bit wide devices and one for 64-bit wide devices—the
interconnect subsystem defines the system’s global address
mapping. The crossbars are bridged to create a unified global
memory space. Furthermore, the interconnect subsystem has
four 32-KiB banks of globally shared SRAM and two DMA
engines. In this hierarchical, GALS-based interconnect, the
top-level interconnect simply handles assigning sufficient
address space for each subsystem, while the leaf-level address
decoding is handled within the subsystems.

C. Peripheral Interfaces

1) Top-Level Peripherals: The top-level peripherals (TLPs)
are a collection of open-source PULP I/O interfaces, such as
universal asynchronous receiver transmitter (UART) modules,
two serial peripheral interface (SPI) manager modules, two SPI
subordinate modules, general purpose input/output (GPIO),

and interintegrated circuit (I2C). The pad requirement of TLP
was reduced to 33 by using a pad multiplexing approach
(padmux) to multiplex GPIO, SPI manager, I2C, and SPI
subordinate pins in order to fit the high peripheral count
within the limited number of pads. With its 29 programmable
pins, the GPIO module supports input, output, and interrupt
functions. In addition to providing status bits for transac-
tion monitoring and a prescaler for creating the I2C serial
clock (SCL), the I2C manager module enables interface with
an external I2C subordinate device. The UART module has
separate transmitter and receiver logic to enable full-duplex
communication while implementing the 16 750 UART stan-
dard. Additionally, the UART module offers a configurable
baud rate and integrates first-input, first-output (FIFO)-based
buffering for both transmission and reception.

The SPI manager module features four chip selects and
a configurable SPI clock divider. For data buffering, the
module provides distinct transmit (TX) and receive (RX)
FIFOs. It also facilitates interrupt generation to signal when a
transmission process is complete. The module also enables
high-performance communication by supporting quad SPI
(QSPI) operations with several data lanes. Furthermore, an
internal 1-KiB SRAM is interfaced with by the SPI subordi-
nate device and accessible via SPI write/read transactions. In
addition to supporting both conventional and QSPI operations,
the module also features two independent TX and RX FIFOs.

2) Ethernet Subsystem: The Ethernet subsystem provides
the chip with two reduced gigabit media indipendent inter-
faces (RGMII). It contains two different implementations of
Ethernet switches that can be activated independently to man-
age external connections. Switches are collaboration company
IPs, and the management data input/output interface (MDIO)
configuration part is an adaptation of an open-source IP.3

D. Memory Interfaces

1) SDRAM Interface: SDRAM interface provides a con-
nection to off-chip LP-DDR2 memory chip. Interface IP was
provided by a collaboration (SoC Hub) company and was
previously prototyped on the second SoC Hub ASIC, Tackle.
This iteration of the system improves synthesis characteristics
and adds test features. The off-chip memory is part of the
global memory space, and programs running on any system
on the SoC can utilize it.

2) Chip-to-Chip: The C2C subsystem, reused from the
previously developed SoC Hub chip Ballast [14], enables
high-performance bidirectional memory-mapped communica-
tion between two external chips while reducing the number
of I/O ports required by the AXI4 interface. Address
and data widths for the AXI4 interface, as well as the
physical layer’s width, can be configured in the C2C
subsystem.

Asynchronous TX and RX FIFOs with two-way hand-
shaking are the underlying basis of the implementation; that
is, neither the physical interface nor the AXI4 interface is
dependent on clocks. AXI4 fixed and incremental burst types,
as well as multiple outstanding operations for performance, are
supported by C2C. The C2C protocol offers excellent payload

3https://opencores.org/websvn/listing/ethernet tri mode
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efficiency since it is extremely lightweight and does not require
extra encoding, error detection, or error recovery. A single
transaction’s C2C protocol packet (C2Cbits in the following
equation) consists of a control (16-bit) section, an address
(32-bit) section, and a data section that is determined by the
AXI bus width AXIwidth and burst length AXIlength:

C2Cbits = 16 + 32 +
�
AXIlength × AXIwidth × 8

�
. (1)

The Headsail C2C parallel instance features 64-bit AXI4
interfaces, a 16-bit wide physical layer in each direction,
and 36 pins with physical layer handshaking. A physical
layer clock of 200 MHz enables us to achieve 3.2 Gbit/s of
unidirectional bandwidth.

While the C2C serial instance, i.e., Serializer/Deserializer
(SerDes), shares the same digital characteristics, the physical
layer is a serial interface that advances the system designed
for the second chip (Tackle) of the SoC Hub [34]. The block
diagram of the Headsail SerDes subsystem is shown in Fig. 4.
The subsystem has an adapter complying with the template
interface, providing core-side connection via C2C bus. TX
control includes data serialization and 8-bit/10-bit encoding.
Near-return-to-zero (NRZ)-modulated data are transmitted by
a low-voltage differential signal (LVDS) driver with external
current control, which enhances testability without complex
current reference circuitry. The RX front end is a differential
amplifier with on-chip termination. The received signal is first
recovered from four (Lane 1) or eight equally distributed
samples by a clock and data recovery (CDR) circuit. The
data are then parallelized and decoded in RX control and
forwarded to either the C2C bus or built-in self-test (BIST)
that compares it against transmitted data. Subsystem clock
is sourced from C2C clock, an external clock, or a dedi-
cated oscillator for speed characterization and compliance to
arbitrary clock-forwarding systems. For debugging, there are
also three external diagnosis outputs indicating code error,
BIST mismatch, and divided bit clock. The Headsail’s C2C
serial incorporates four improvements/variations over the prior
design:

1) Combining the analog circuitry within novel differential
I/O PADs with custom electrostatic discharge (ESD)
protection on Lanes 0, 1, and 3 is a major upgrade in
area consumption and reusability [35].

2) Experimental delay-locked loop (DLL) CDR in Lane 1
and updated Tackle’s CDR features in Lanes 0, 2, and 3.

3) Updated version of Tackle’s front end on Lane 2 with
TSMC’s analog I/O PAD components for reliability and
debugging reference.

4) The Lane 3 has an in-package loopback to expand the
testing capabilities through built-in self-testing opera-
tions and isolating the channel effects from the initial
evaluation of the custom I/O PADs.

A custom digital DLL serves as the foundation for the
new CDR circuitry. Eight identical sampling and synchro-
nization circuits for the incoming signal are controlled by
eight phase-shifted versions of the local serial bit clock. The
DLL generates these eight equally distributed clock phases by
adjusting the delay between phases at the command of any of
the microprocessors in the SoC. The phase of the final clock
phase should be equal (actually 360◦ delayed) to the incoming

Fig. 5. Final place and route (PAR) layout diagram for headsail. Various
submodules are annotated and highlighted in different colors.

clock, and this is measured by cross-sampling these two by
each other. The rest of the phases are guaranteed by design
(of the manual layout) to be reasonably equally spaced.

To ensure proper data sampling phase, the sampling cir-
cuitry that is half a cycle apart—that is, in the center of
the bit—is chosen by detecting the signal transition between
two adjacent sampling circuits. Since the Headsail SerDes is
source synchronous, the clock frequency is presumed to be
close enough (±5%) for the circuit to successfully track the
incoming data phase, even though it is not recovered from the
input data stream.

V. IMPLEMENTATION DETAILS

The TSMC 22-nm ULL CMOS technology node was
employed to implement Headsail. Both the digital and analog
components of the implemented architecture were indepen-
dently hardened as reusable macro cells.

A. Implementation Methodology

The physical design process for Headsail was divided into
several independent subsystem designs, which were then com-
bined into a top-level design. This approach made it possible to
manage tool computing resources and run times by performing
signoff on an individual subsystem basis. Signoff physical
design checks included electrical rule checking (ERC), logical
equivalency checking (LEC), layout versus schematic (LVS),
antennas, and design rule checking (DRC). In addition, the
timing was finalized independently for each subsystem.

The generated macros were integrated at the top level after
subsystem runs were completed. Checks were performed on
the whole integrated design to resolve any conflicts brought on
by the macros’ close proximity. Headsail’s layout diagram is
shown in Fig. 5, which also highlights which subsystems were
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TABLE II
HEADSAIL MPSOC SUBSYSTEM PHYSICAL SYNTHESIS RESULTS EMPLOYING TSMC 22-NM ULL TECHNOLOGY

Fig. 6. Custom PCB of the headsail SoC. MCU controls the power-up sequence.

hardened independently. The subsystems’ physical synthesis
details are listed in Table II. The finalized implementation of
Headsail contains 11 separate clock domains and seven power
domains, two of which are configurable computation regions.

B. Design for Testability

Headsail implemented a rich variety of design for testa-
bility (DFT) capabilities, including memory built-in-self-test
(MBIST), clock-domain test, boundary scan, compression,
and scan chains. Depending on the timeline, each subsystem
flexibly adapted an adequate choice of these DFT features.
DFT features have been simulated, and the majority of them
can be executed in test mode via a special DFT JTAG.

C. IC Packaging

The Headsail sample chips required a customized package
due to its 624 IO pins, including power connections and high-
speed analog IO. This was created by an SoC Hub partner
IP company. Managing design constraints imposed by the
number of pins and related wiring, as well as balancing wire

lengths within each interface, were among the main packaging
challenges.

D. Headsail PCB Design

For the Headsail sample chips, a custom PCB was devel-
oped that contains the SoC itself, external LP-DDR2 memory,
connections, and a power supply that are sequenced and
monitored by a microcontroller unit (MCU). Fig. 6 illustrates
the Headsail PCB.

VI. SOFTWARE STACK

A simulator toolchain was developed to load programs into
system memory via JTAG as part of the Headsail verification
process. The simulator toolchain enabled evaluation of bare-
metal programs before MPSoC tape-out.

A. Smoke Testing and Verification

RISC-V subsystems underwent basic verification by
employing preexisting software tools to demonstrate the
required functionality. The SysCtrl subsystem was extensively
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Fig. 7. Structure of the DLA virtual prototype (VP) and software stack.

verified using a combination of bare-metal programs and tools
based on the PULP SDK, whereas the HPC subsystem was
verified solely using bare-metal programs.

B. Keelhaul-Based Verification

Keelhaul [36] is an open-source tool for evaluating and
validating memory maps for large-scale MPSoCs. Keelhaul
was employed during Headsail development to generate
system-level integration tests that verified full memory map
connectivity as part of the continuous integration (CI) pipeline.

The overall procedure for validating memory map con-
nectivity involved converting the memory maps specified
in IEEE-1685 IP-XACT to common microcontroller soft-
ware interface standard (CMSIS) system view description
(SVD) format using Kactus2 and its SVDConv tool. Fol-
lowing that, Keelhaul examined the SVD files to generate
CPU-executable test cases for every RISC-V core in the
system. Afterward, during CI, these generated tests were
run on a regular basis to confirm that each core could
access every memory-mapped I/O field in accordance with its
IP-XACT-defined metadata.

Using the Keelhaul-based validation approach, 15 problems
were uncovered during Headsail’s pretape-out verification.
The majority of them were memory map modeling defects
resulting from IP-XACT. Most importantly, the generated inte-
gration test cases uncovered an error related to the integration
of the micro-DMA (uDMA) IP to the bus and an unexpected
integration level design error related to different alignment
restrictions and constraints between the CVA6 core included
in the HPC subsystem and the serial IP packaged in uDMA.

C. Linux and OpenSBI Software Toolchain

The taped-out CVA6 boots the kernel employing a
buildroot-based Linux supervisor (OpenSBI v1.5). Notably, an
L2 cache coherency bug found on the taped-out SoC stalls the
memory access of HPC unpredictably. This fault results in a
fatal system-level error and a subsequent hanging of the HPC
core. Therefore, it did not make sense to run more complicated
programs, i.e., programs that do not fit the L2 cache or the
local bootRAM, as increased activity through the L2 cache
was found to trigger the bug.

To execute bare-metal applications on CVA6, the Newlib
C standard library was ported for the Headsail chip. This was
accomplished by supplying Newlib with the implementation
of several POSIX system call stubs, including sbrk() and
open(). Eventually, this subset of system calls rendered
it feasible to develop more complicated demos and port
the CoreMark benchmark by enabling features like dynamic
memory allocation and the use of the board’s serial port via
the C standard library.

D. Initial Benchmarks

1) DLA Benchmarks: A Renode virtual prototype4 served
as the initial porting and verification platform for DLA
applications and required novel bare-metal driver software.
Renode is a software simulator that allows for swift, high-level
prototyping of hardware behavior. Based on µTVM Bring Your
Own Codegen (BYOC), an ML toolchain was developed that
allowed DLA to be connected to benchmark applications and
common ML workloads. In Fig. 7, the DLA software stack’s
structure and relationship to community implementations are
illustrated.

Furthermore, a memory-mapped driver was developed in
Rust to control the DLA, and the µTVM runtime is interfaced
with via a C foreign-function interface. Employing BYOC,
a bare-metal program is developed in advance and invokes
the driver at runtime to schedule workloads according to
the application’s requirements. The runtime then executes the
scheduled workloads in an eager fashion.

2) CoreMark: The performance of the HPC subsystem was
evaluated using the CoreMark5 benchmark. The CVA6 CPU
on Headsail reached a score of 1.98 CoreMarks per MHz when
run in single-core and from the cached on-board SDRAM [37].

VII. HEADSAIL EVALUATION RESULTS

In this section, we provided the evaluation results for
Headsail fabricated sample testing, demonstration evaluation,
and power-consumption analysis.

A. Sample Testing

In Q3 of 2024, Headsail fabricated sample chips were
received, and the MPSoC wake-up process began with electri-
cal checks before moving on to basic test cases. Following
the verification of basic test cases, more extensive testing
commenced.

4https://github.com/soc-hub-fi/headsail-vp
5https://github.com/eembc/coremark
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Fig. 8. Simplified diagram of the communication between L1 cache and L2
cache in HPC subsystem.

Fig. 9. Timing diagram explaining the race condition in L1–L2 cache
communication.

External interfaces were verified with bare-metal verifica-
tion programs that configured and used the interfaces. Ethernet
and LP-DDR2 both achieved their maximum operating fre-
quencies of 125 and 533 MHz, respectively. Furthermore, the
ability of the C2C parallel interface to function at the specified
performance was validated.

Using the L2 cache and operating from SDRAM, the
Headsail HPC subsystem achieved 1.98 CM/MHz (CoreMark
per MHz) in a single-thread workload. In comparison, using
a similar test setup on the sample chip, the HPC system of
the previously developed Ballast SoC achieved 1.89 CM/MHz.
Since the test only uses one core, it cannot properly evaluate
system performance. The test does still provide a reasonable
broad indicator of system improvements. Please note that the
L2 cache was designed in-house from scratch.

After successfully executing bare-metal code on the HPC
subsystem and verifying the functional correctness of the
silicon, a Buildroot-based Linux image was subsequently
booted into the subsystem. However, during the OpenSBI
initialization phase, the core exhibited a stall condition and
became unresponsive. This state prevented any subsequent
control of the CPU pipeline through GDB, thereby rendering
on-board debugging infeasible. Thus, it was decided to switch
to RTL-level simulation to trace and identify the root cause of
the bug, which we identified as a cache coherency bug.

Fig. 8 depicts the communication between L1 and L2
caches, mediated by a CDC FIFO for clock-domain crossing
between the core clock domain and the subsystem clock
domain. Fig. 9 depicts the race condition detected while
simulating the Linux boot on RTL: it was observed that the
core was stalled after a store-conditional (SC) instruction was
followed by an instruction miss request, both originating from

TABLE III
MLPERF TINY BENCHMARK RESULTS FOR VIRTUAL PROTOTYPE OF HPC

AND HPC WITH DLA USING 8-BIT QUANTIZATION

the L1 cache and ending at the L2 cache. The reason for the
stall was that the instruction miss request was never processed
by the L2 cache controller and the core was left waiting
for instructions that never arrived. This matches the previous
speculations and the behavior of the cache coherency bug.

The L2 cache retrieves pending requests from the CDC
FIFO by asserting a response (RESP) acknowledgment signal,
which queues multiple requests, including SC atomic instruc-
tion (SC AMO), instruction miss requests, and others. Under
normal conditions, each RESP acknowledgment is expected to
fetch a single request from the FIFO for processing. However,
it was observed that the SC AMO instruction issues two
RESP acknowledgment signals; one fetches the new request
(instruction miss request), and one drops that request before
processing it, leading to the core being stalled.

B. Headsail MPSoC Demonstrations

1) HPC Image Processing: An image processing demon-
strator was developed for the HPC subsystem, which employed
the Canny edge detector technique to find edges in sample
images. A maximum performance of 0.8 frames per scond
(FPS)/GHz was achieved by the demonstrator executing on
the Headsail fabricated chip.

2) DLA Benchmarks: The HPC and DLA virtual proto-
types were used for evaluating the MLPerf [38] tiny ML
performance benchmarks. Table III displays the accuracy,
precision, and recall results. The anomaly detection (AD) task
is omitted from the HPC + DLA results since it does not use a
convolutional network. The observed accuracy degradation in
image classification (IC) and visual wake words (VWW) tasks
is caused by a missing requantization scaling unit in the DLA
postprocessing hardware, preventing precise normalization of
the activations between layers. This is a required step for
the integer-only arithmetic used in MLPerf reference models
and cannot be fully mitigated in software. The resulting error
is more pronounced in deeper models, where compounding
truncation of accumulations leads to significant accuracy loss.
We refer the reader to previous work [39] for detailed ML
performance results.

3) DSP Audio-CNN: The Headsail DSP subsystem can
achieve efficient neural network acceleration by combin-
ing packed SIMD instructions with statically scheduled
instruction-level parallelism. We demonstrate this by imple-
menting a tiny CNN for audio classification in the Headsail
DSP subsystem, as detailed in [40]. Audio clips with a duration
of 500 ms (8000 samples) are classified into ten classes
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TABLE IV

HEADSAIL ASIC IMPLEMENTATION RESULT COMPARISON

Fig. 10. Headsail sample power measurements.

using the 47-kB INT8 quantized network. A UART-connected
microphone records audio samples, which are then read into
shared SRAM for DSP inference. A new audio clip is inferred
every 100 ms with 5× buffering, and the DSP is operating at
a frequency of 1 GHz.

C. Power-Consumption Analysis

The power-consumption results from the Headsail fabri-
cated chip samples are shown in Fig. 10 for two test cases:
an HPC-to-LP-DDR2 test that involves the core, HPC, and
LP-DDR2 power domains, and an 8-bit convolution test that
uses the DLA and interconnect subsystems and is limited to
the core power domain. The measurement results demonstrate
that, when clock and power gating are maximally employed,
the minimum power consumption of the Headsail is 64 mW.
The average idle power consumption across the operational
frequency range was found to be around 215 mW when
all systems were powered on and clocked. Please note that
the chip was operating at 0.9 V for the power-consumption
measurements shown in Fig. 10.

The memory and convolution test measurements demon-
strate the expected linear power scaling with frequency. The
convolution test at 1 GHz has a power envelope of about
850 mW; however, the single-core memory test at the same
frequency requires 450 mW. Further measurements indicate
that the DSP subsystem has a power envelope of 50 mW at
1 GHz, suggesting a 1.5-W total peak power for full system
workloads.

VIII. ANALYSIS AND DISCUSSION

The ASIC implementation (measurement) results for Head-
sail employing TSMC 22-nm ULL technology are presented
in Table IV and compared with the state-of-the-art MPSoCs
published in the literature [1], [2], [4], [5], [10], [11]. The
Headsail ASIC implementation results, as shown in Table IV,
depict that Headsail can support a maximum operating fre-
quency of 1 GHz and can achieve a peak performance of
1100 GOPS, with an implementation area of 25 mm X 264
1.5 W (Section VII-C).

An LP-DDR2 memory controller, two unique C2C inter-
faces, seven processor cores, a 512-KiB primary data buffer,
128 KiB of shared on-chip SRAM, and shared peripherals
are all incorporated into Headsail. A unidirectional band-
width of 3.2 Gbit/s can be achieved with a physical layer
clock of 200 MHz attributable to the Headsail C2C interface
(Section IV-D2). Furthermore, Headsail is capable of sup-
porting variable operating voltages (0.9, 1.2, and 1.8 V) and
variable precisions (INT/FP).

A. Open-Source Hardware, Tooling, and Resources

The decision to employ open-source IPs was a strategic
one; without it, Headsail and its predecessor chips could not
have been developed with the available resources. Even though
open-source IPs cannot guarantee quality or suitability for
a specific application, experience with different chip designs
demonstrates that they provide a good substitute for commer-
cial solutions for many fundamental IPs. The primary issue
encountered with open-source IPs was situations where a lack
of documentation and supporting infrastructure necessitated
reverse engineering.
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The Headsail development process exemplifies the utiliza-
tion of several open-source front-end design tools. The DSP
subsystem was developed using OpenASIP [27], top-level
IP-XACT integration was carried out using Kactus2 [21], and
Keelhaul [36] was used for both pre- and postsilicon memory
map validation.

The physical implementation of Headsail was performed
with proprietary Cadence ASIC toolflows. However, open
EDA flows have demonstrated promising growth and rates
of adaption. Sauter et al. [41] demonstrate that fully end-to-
end open-source ASICs are achievable, and are a desirable
direction for future work to improve the reproducibility and
transparency of ASIC implementations.

Although open-source RISC-V hardware is generally tech-
nically mature and capable, the Headsail development cycle
revealed that software support and infrastructure were initially
limited in comparison to commercial options. The significance
of the software ecosystem has since been recognized more
broadly, with the RISC-V software ecosystem (RISE) [42]
project being launched in 2023.

B. Configuration and Dependence Management

The ongoing integration of various evolving hardware com-
ponents presents novel challenges for managing dependencies,
versions, and configurations. The conventional approach of
meticulous tabulation and git submodules, which were widely
employed during the SoC Hub project, is evidently insufficient
to tackle this issue and presents unique issues. These issues
will only get more challenging by the anticipated increase in
the agility of hardware design. Potential solutions to these
issues include tools like Bender6 and semantic versioning [43].

C. Lessons Learned

Beyond the inherent resource and time constraints, the
fundamental issues of Headsail, namely, the HPC cache bug
and DLA performance degradation, can be attributed in part
to the bottom–up design methodology. While it is an attrac-
tive approach to manage complex hierarchies, it can lead
to neglecting extensive system-level testing that would have
identified these particular faults earlier in development.

The extent of FPGA prototyping during the design of
Headsail was limited. This was a deliberate choice for
focusing resources elsewhere while acknowledging the inher-
ent risk. In retrospect, this choice was wrong and proved
costly for the final product. Our experience highlights the
importance of effective hardware prototyping, which enables
early application software development and, in turn, proper
application-driven hardware development.

IX. CONCLUSION

This work presents Headsail, an MPSoC ASIC taped-out
by SoC Hub. Headsail incorporates a 512-KiB primary data
buffer, 128 KiB of shared on-chip SRAM, seven CPU cores,
including four CVA6 64-bit RISC-V processors, an LP-DDR2
memory controller, two unique C2C interfaces, and shared

6https://github.com/pulp-platform/bender

peripherals. Moreover, Headsail features seven power domains
and 11 distinct clock domains, two of which are configurable
computation regions. Headsail can also accommodate variable
precisions (INT/FP) and variable operating voltages (0.9, 1.2,
and 1.8 V). The Headsail implementation employing TSMC
22-nm ULL CMOS technology uses an implementation area
of 25 mm2 and a peak power consumption of 64 mW–1.5 W.
The ASIC implementation results demonstrate that Headsail
can support a maximum operating frequency of 1 GHz and
achieve a peak performance of 1100 GOPS. Furthermore,
the C2C interface can be leveraged to achieve a unidirec-
tional bandwidth of 3.2 Gbit/s with a physical layer clock of
200 MHz.

In summary, Headsail demonstrated how academic and
industry partners can collaborate to efficiently develop large-
scale MPSoCs centered on IP integration and template-based
SoC design. In the future, the SoC Hub ecosystem will
continue to push the envelope to develop MPSoC on a larger
scale.
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