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= User study website screenshots <website-screenshots>
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= Consent form <consent-form>

+ Full name

+ Date
  
+ I agree to participate in the study

  - Yes
  - No
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= Background questions <background-questions>

+ User ID

+ What is your age?

  - Under 18
  - 18-24
  - 25-34
  - 35-44
  - 45-54
  - 55 and older
  
+ What is your familiarity with Artificial Intelligence or Machine Learning? 

  - Novice
  - Beginner
  - Intermediate
  - Advanced
  - Expert

+ What is your level of experience with thermal imaging?  

  - None.
  - I have seen thermal images before.
  - I have some practical experience.
  - I am a professional who uses thermal imaging in my work.

+ Do you have any form of color vision deficiency (e.g., color blindness)?

  - Yes
  - No
  - Unsure
  


#pdf.attach(
  "D.typ",
  relationship: "source",
  mime-type: "text/vnd.typst",
  description: "The Typst source code for the appendix D of this thesis.",
)

#import "../preamble.typ": *

= Post-study questionnaire <post-study-questionnaire>

+ User ID

+ What were the most common strengths you saw in the generated captions across all tasks?

+ What were the most common errors or weaknesses you saw in the generated captions?

+ In general, how useful did you find the thermal image for understanding the scene, in addition to the standard RGB image?

  - Extremely useful
  - Somewhat useful
  - Neutral
  - Somewhat not useful
  - Extremely not useful

+ Do you have any other comments or suggestions about the task or the captions you reviewed?
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The integration of thermal and RGB imagery is increasingly important in computer vision, particularly for scene understanding under challenging lighting and visibility conditions. Thermal data improves robustness under low-light conditions; however, generating precise and coherent language descriptions from integrated RGB–thermal inputs remains a significant challenge. This thesis introduces a web-based multimodal image captioning system that integrates RGB and thermal imagery while utilizing large language models to enhance descriptive captions.

The proposed system processes RGB and thermal images through various object detection and instance segmentation models. The outputs are integrated to produce an initial, template-based caption that includes object locations, segmentation coverage, and thermal temperature data, serving as pseudo-ground truth. The initial caption, along with the combined RGB–thermal image, is used to generate refined captions using two large language models under various input configurations.

Caption quality is assessed through both automated and human-centered approaches. Automated evaluation uses ImageBind to assess semantic alignment between images and generated captions in a shared embedding space. A user study is conducted to evaluate caption quality with respect to accuracy, detail, fluency, and thermal relevance. The assessment utilizes a dataset comprising 280 RGB-thermal image pairs obtained from two datasets.

The findings demonstrate that large language models can generate coherent and informative captions from RGB–thermal inputs. Nonetheless, the use of template-based initial captions does not reliably improve caption quality and may reduce clarity. Moreover, ImageBind results do not consistently align with human assessments, highlighting the necessity for additional user-based evaluation. This study underscores the advantages and constraints of LLM-based refinement in RGB–thermal image captioning.
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I hereby declare, that the AI-based applications used in generating this work are as follows:

#table(
	align: left,
	columns : (70%,30%),
	table.header(
		[*Application*],
		[*Version*]
	),
	[ChatGPT],
	[GPT-5.2], 
	[Claude],
	[Sonnet 4.5],
 [Grammarly], 
	[Pro], 
 [Perplexity], 
	[Free], 
)

== Purpose of the use of AI

AI was utilized to enhance the language quality, search for relevant literature, paraphrase, and help analyze data.

== Parts of this work,  where AI was used

AI was used for paraphrasing in Chapter @introduction, @related-work, @methodology, @evaluation-design, @results, @discussion and @conclusion, for literature search in Chapter @related-work, and for data analysis in Chapter @results.
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= Introduction <introduction>

The integration of multiple imaging modalities has become increasingly important in computer vision applications owing to the inherent limitations of single-sensor systems. RGB cameras perform effectively under sufficient lighting but are inadequate in scenarios involving low-light environments, adverse weather conditions, and restricted visibility. Conversely, thermal infrared cameras record temperature signatures, facilitating dependable object detection independent of ambient lighting conditions. The complementary capabilities of RGB and thermal imaging have spurred extensive research in multimodal fusion, especially in safety-critical domains such as autonomous navigation, surveillance, and rescue and search operations.

Although substantial advancements have been made in RGB-thermal fusion for object detection and instance segmentation, a major gap persists in producing natural language descriptions that effectively incorporate information from both modalities. Although humans can easily describe observations in thermal images, existing automated systems lack the ability to replicate this skill. This limitation has practical consequences: emergency responders need detailed scene descriptions that include thermal data, energy auditors require comprehensive reports of thermal issues, and autonomous systems must communicate their multimodal perceptions in a manner comprehensible to humans.

This difficulty arises from the absence of annotated RGB-thermal datasets that incorporate ground-truth annotations. Most current image captioning datasets predominantly emphasize RGB images, resulting in the limited inclusion of thermal imagery within caption generation research. Furthermore, the majority of multimodal captioning methodologies demand considerable quantities of paired training data. Therefore, alternative approaches are required that utilize existing computer vision models and recent developments in LLMs without relying on large-scale paired datasets.

A review of the literature identifies three interrelated knowledge gaps that provide the basis of this research. First, although object detection and segmentation on RGB and thermal data have been investigated, the conversion of detection results into coherent natural-language descriptions remains predominantly unexamined. Existing systems are capable of generating bounding boxes, segmentation masks, and confidence scores; however, they do not effectively present these results in accessible, human-readable formats that meaningfully incorporate thermal information.

Secondly, most research in image captioning concentrates on single-modality RGB images. The limited number of studies concerning thermal imagery generally utilizes template-based approaches, which do not possess the adaptability and naturalness associated with learned caption generation systems. Furthermore, these methodologies generally process RGB and thermal data separately, rather than leveraging their complementary attributes through a systematic integration.

Third, although large language models have exhibited effective vision-language capabilities with RGB images, their ability to enhance structured captions derived from multimodal detection and segmentation outputs remains unexamined. Recent research indicates that large language models can enhance caption quality through iterative refinement; however, this potential has not been thoroughly investigated for RGB-thermal imagery, where the challenge entails both improving linguistic accuracy and maintaining critical thermal information.

These shortcomings highlight the necessity of establishing a comprehensive methodology that combines computer vision and natural language generation for RGB-thermal imagery. This thesis presents two interrelated research questions that investigate particular aspects of RGB-thermal image captioning, informed by the identified gaps:

*RQ1: Can large language models refine and improve descriptive captions based on combined RGB–thermal image inputs and pre-generated captions?*

Hypothesis: Large language models can significantly enhance pre-generated captions by including multimodal visual context, hence improving semantic coherence and readability.

*RQ2: To what extent do the refined captions reflect the image content, based on ImageBind similarity scores and user study feedback?*

Hypothesis: Within the varied captions produced by large language models, specific captions will have a greater alignment with the imagery, evidenced by higher ImageBind similarity scores and more positive feedback in the user study.
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= Related work <related-work>

This chapter analyzes current research that informs and evaluates the development of an RGB–thermal image captioning system utilizing large language models. The review examines five critical domains pertinent to the research questions: multimodal image fusion, RGB–thermal datasets and their applications, object detection and segmentation methods, image captioning techniques, and large language models for vision-language tasks.

== Multimodal image fusion

Multimodal image fusion utilizes data from diverse sensor modalities to produce more comprehensive representations. The combination of RGB and thermal imagery has garnered interest because of their complementary characteristics. RGB images provide detailed texture and color information, while thermal images record temperature data that is consistent across different lighting conditions.

Early fusion methods integrate raw sensor data prior to processing. Liu et al. proposed a deep neural network that simultaneously processes RGB and thermal images through separate streams, then integrates feature representations at various scales @liu2016multispectraldeepneuralnetworks. Their methodology demonstrated improved accuracy in pedestrian detection under challenging lighting conditions. Wagner et al. evaluated various fusion techniques for combining thermal and visual imaging in automotive applications, concluding that learned fusion methods outperformed traditional approaches @Wagner2016MultispectralPD.

Late fusion methodologies, defined by independent modality-specific processing before the aggregation of predictions, have shown considerable potential. Hwang et al. introduced a multispectral pedestrian detection framework and benchmark, including deep models that combine thermal and color channels and explore different fusion strategies @7298706. The Multispectral Deep Neural Network demonstrated enhanced performance on pedestrian identification benchmarks by leveraging the strengths of both modalities.

Recent studies have examined attention-driven fusion techniques. Liang et al. introduced a cross-modality attention module that is designed to learn the prioritization of features acquired from RGB and thermal streams in accordance with their relative importance for specific tasks @liang2023explicitattentionenhancedfusionrgbthermal. This adaptive method enables the model to prioritize the most informative modality based on the scene conditions.

== RGB–thermal datasets and applications

The advancement and assessment of RGB–thermal computer vision systems rely heavily on the availability of appropriate datasets. Although several public datasets address specific domains and environmental conditions, most prioritize detection and segmentation tasks over natural-language description.

The FLIR ADAS Dataset, published by FLIR Systems, is intended for automotive applications and comprises more than 10,000 annotated thermal images acquired from vehicle-mounted cameras, featuring bounding box annotations for pedestrians, bicycles, and vehicles. Although this dataset holds significance for autonomous driving research, its annotations predominantly concentrate on thermal imagery and object detection, rather than offering comprehensive scene descriptions, thereby restricting its utility for caption generation.

The KAIST Multispectral Pedestrian Dataset @7298706 provides precisely aligned RGB–thermal image pairs captured under various times of day and weather conditions, including more than 95,000 annotated pedestrian instances. This dataset enables a systematic assessment of multispectral pedestrian detection in conditions of limited visibility. Nevertheless, similar to the FLIR dataset, its annotations are restricted to object detection and do not encompass natural-language descriptions.

The FLAME dataset series marks a substantial advancement in the collection of RGB–thermal imagery. The original FLAME dataset provided aerial imagery for fire detection using unmanned aerial vehicles, and FLAME 2 expanded this resource by incorporating multispectral data. The latest addition, FLAME 3 @hopkins2024flame3datasetunleashing, represents the first comprehensive dataset to offer simultaneous visual spectrum images and radiometric thermal imagery of wildland fires. Unlike prior datasets that translate thermal irradiance into visible images through RGB color schemes, FLAME 3 offers radiometric thermal data in TIFF format with per-pixel temperature estimations, thereby increasing its applicability for machine learning tasks such as wildfire detection, segmentation, and evaluation. Despite these methodological advances and the provision of detailed radiometric information, FLAME 3 annotations remain focused on fire detection and segmentation rather than on natural-language scene descriptions.

Applications of RGB–thermal fusion demonstrate the practical advantages of combining multiple modalities. Li et al. demonstrated that the integration of thermal imagery substantially improves nighttime pedestrian detection within the context of autonomous driving, which represents a crucial safety imperative @li2018multispectralpedestriandetectionsimultaneous. In surveillance, Torabi et al. demonstrated that thermal cameras facilitate reliable person detection irrespective of lighting conditions, whereas RGB cameras offer critical visual information for identification @TORABI2012210. In industrial inspection, thermal imagery is utilized to identify overheated components and structural problems that are not apparent in RGB images @MADRUGA2010661.

Despite these developments, the majority of RGB–thermal datasets predominantly provide detection and segmentation annotations, with a deficiency of natural-language captions for multimodal scenes. This gap underscores the nascent stage of RGB–thermal captioning research and motivates the dataset component of this thesis, which introduces structured descriptions and LLM-refined captions for selected subsets of TAUCHI and FLIR images.

== Object detection and instance segmentation

Object detection and instance segmentation constitute the foundation of the proposed captioning pipeline by generating structured scene descriptions for subsequent conversion into natural language. This section reviews prominent architectures and assesses their suitability for RGB–thermal imagery.

The Region-based Convolutional Neural Networks (R-CNN) family established deep learning–based object detection. The Region Proposal Network (RPN), introduced in Faster R-CNN @ren2016fasterrcnnrealtimeobject, facilitates the effective generation of candidate regions, thereby attaining high accuracy while maintaining reasonable computational demands. The two-stage architecture, which separates proposal generation and classification, facilitates accurate object detection across different sizes and aspect ratios. This renders Faster R-CNN highly appropriate for intricate environments featuring objects of varying scales and visual characteristics.

The YOLO (You Only Look Once) series adopts a single-stage approach, formulating detection as a direct regression task. YOLOv8 @10533619 introduces several architectural improvements, such as an enhanced backbone, anchor-free detection heads, and optimized feature pyramid networks. These enhancements enable YOLOv8 to achieve accuracy comparable to two-stage detectors while maintaining real-time performance. Within the proposed system, Faster R-CNN delivers high precision, whereas YOLOv8 offers greater efficiency and improved detection of small objects.

Instance segmentation advances object detection by generating pixel-level masks for each object instance. Mask R-CNN @he2018maskrcnn extends Faster R-CNN with an additional branch for segmentation masks, complementing bounding-box and class-label predictions. This architecture has become a standard baseline on datasets such as COCO and Pascal VOC. YOLOv8-seg modifies the YOLOv8 architecture for instance segmentation by incorporating a segmentation head, thereby maintaining single-stage efficiency and enabling real-time, pixel-level segmentation.

Adapting detection and segmentation models for thermal imagery introduces distinct challenges. Krišto et al. evaluated several architectures on thermal datasets and demonstrated that models pretrained on RGB data can be effectively fine-tuned for thermal images, despite differences in modality @9133581. However, they reported persistent performance gaps compared to RGB detection, attributing these to the lower resolution and reduced texture characteristic of thermal images. Liu et al.  addressed these challenges using a multispectral fusion approach that integrates deep features from both RGB and thermal images, resulting in improved pedestrian detection compared to single-modality baselines @liu2016multispectraldeepneuralnetworks. These results indicate that combining both modalities provides advantages over using either modality independently.

Faster R-CNN, YOLOv8, Mask R-CNN, and YOLOv8-seg are chosen in the study because of their outstanding benchmark performance and complementary characteristics. Multiple models covering both modalities generate various detection and segmentation outputs that downstream components can use to describe scenes.

== Image captioning

Image captioning, the automatic generation of natural language descriptions for visual content, has evolved from template-based systems to advanced neural architectures. Understanding this progression contextualizes the proposed approach, which first generates structured captions from detection and segmentation outputs and then refines them using large language models.

Vinyals et al. introduced a neural encoder–decoder framework that uses Convolutional Neural Networks (CNNs) to encode images into fixed-length vectors and Recurrent Neural Networks (RNNs), specifically Long Short-Term Memory (LSTM) networks, to decode these vectors into word sequences @vinyals2015tellneuralimagecaption. Their "Show and Tell" model established a broadly adopted paradigm while also revealing a limitation: compressing an entire image into a single vector results in an information bottleneck that may cause the omission of details essential for precise and comprehensive descriptions.

Attention mechanisms addressed this bottleneck by enabling models to focus on specific image regions as they generated each word. Xu et al. introduced "Show, Attend and Tell," which computes attention weights over spatial CNN features so that the decoder can emphasize different regions when generating different words @pmlr-v37-xuc15. This region-wise attention yields more accurate and interpretable captions.

Anderson et al. further refined attention by introducing bottom-up features based on object detection @anderson2018bottomuptopdownattentionimage. Rather than utilizing a uniform grid, their method focuses attention on identified object regions, directly connecting attention to semantically significant entities. This bottom-up plus top-down attention mechanism achieved state-of-the-art results and demonstrated the value of object-level information for captioning.

Transformer architectures increasingly replace RNN-based decoders in captioning models. Cornia et al. proposed a meshed-memory transformer that uses memory-augmented attention to model dependencies between visual and linguistic elements more effectively @cornia2020meshedmemorytransformerimagecaptioning. Transformers' self-attention mechanisms capture long-range dependencies and improve caption coherence relative to sequential RNNs.

Vision–language pretraining has further advanced captioning capabilities. CLIP (Contrastive Language–Image Pre-training) acquires aligned image–text representations via contrastive learning applied to a dataset comprising hundreds of millions of web-scale image–text pairs, thereby facilitating robust zero-shot and few-shot performance across vision–language tasks @radford2021learningtransferablevisualmodels. Building on this, BLIP (Bootstrapping Language–Image Pre-training) combines contrastive and generative objectives, showing that models trained on noisy web data can rival or exceed models trained on curated datasets @li2022blipbootstrappinglanguageimagepretraining.

Limited research on RGB–thermal captioning is attributable to both the scarcity of annotated data and the complexity of integrating complementary modalities into natural language. This work addresses these challenges by generating structured initial captions from detection and segmentation outputs, an approach that does not require caption training data, and refining them with LLMs that contribute strong language priors from large-scale text pretraining.

== Large language models for vision–language tasks

Large language models have exhibited substantial proficiency in natural language comprehension and generation, and recent studies emphasize their potential applications in vision–language tasks. These developments encourage the application of large language models to transform structured captions into coherent natural language descriptions.

GPT-3 @brown2020languagemodelsfewshotlearners demonstrated that scaling language models to 175 billion parameters results in emergent abilities such as few-shot learning and multi-step reasoning. Subsequent models, including GPT-4 @openai2024gpt4technicalreport, have further enhanced performance across a wide range of language tasks and have been extended to incorporate multimodal inputs. These findings suggest that extensive text pretraining at a large scale develops comprehensive knowledge and reasoning capabilities that can be applied beyond the models' initial training goals.

Integrating vision and language requires mechanisms to incorporate visual information into language models. Flamingo @alayrac2022flamingovisuallanguagemodel connects frozen pretrained vision encoders with a frozen language model using gated cross-attention layers, enabling few-shot learning for vision–language tasks by conditioning on a small set of example image–text pairs at inference. Freezing the main components reduces computational demands but limits the extent to which visual and textual information can co-adapt.

LLaVA (Large Language and Vision Assistant) instead connects a CLIP vision encoder to the Vicuna language model via a trainable projection layer and trains on visual instruction-tuning data generated with GPT-4 @liu2023visualinstructiontuning. This enables instruction following and multi-turn dialogue about images, and demonstrates that effective multimodal performance can be achieved with modest additional training.

Gemini represents a different design philosophy: native multimodal training, where text, images, and other modalities are processed jointly within a unified architecture @geminiteam2025geminifamilyhighlycapable. Encoders that handle several modalities share a representation space, providing seamless visual and textual integration. Gemma, a more efficient variant, offers similar multimodal capabilities with reduced computational resources, which is attractive in research settings.

Recent work has begun to explore LLMs specifically for caption refinement. Existing LLM-based refinement studies focus on RGB images, leaving open the question of how well such models preserve modality-specific information when captions describe RGB–thermal scenes. In multimodal settings, models must retain thermal information while improving linguistic quality, whereas this is not required in RGB-only scenarios. It is also unclear whether providing structured initial captions improves or harms refinement: they might provide useful context or bias the LLM toward rigid, technical phrasing.

This thesis investigates these questions by comparing LLaVA and Gemma with and without access to structured initial captions. These models are chosen for their open-source accessibility, thorough documentation, and computational availability. Furthermore, they exemplify contrasting design philosophies, facilitating an analysis of how architectural decisions influence the quality of refinement.

== 3D vision-language integration

Although this thesis concentrates on 2D RGB-thermal image captioning, recent developments in 3D vision-language integration offer significant insights into how language can be anchored in visual representations that extend beyond conventional 2D imagery.

Kerr et al. proposed Language Embedded Radiance Fields (LERF) to integrate language embeddings from models like CLIP into Neural Radiance Fields (NeRF) @kerr2023lerflanguageembeddedradiance. By volume-rendering CLIP embeddings and monitoring these embeddings among several views, LERF obtains a deep, multi-scale language representation within NeRF. Following the enhancement, LERF is capable of generating 3D relevance maps for language prompts in real time, facilitating open-ended natural language inquiries regarding 3D scenes. This methodology illustrates that vision-language models can be broadened from two-dimensional images to three-dimensional scene representations, thereby offering prospective applications in robotics and spatial cognition.

LERF's architecture integrates frozen CLIP vision encoders with NeRF's volumetric rendering framework, employing a multi-scale CLIP feature pyramid to guide the supervision of language embeddings. The method additionally uses DINO features as a form of regularization to enhance the accuracy of object boundaries, mitigating sensitivity to sparse viewpoints and reducing floating anomalies in 3D reconstructions. Although LERF functions within the RGB domain and does not explicitly process thermal data, its demonstration that language embeddings can be properly grounded in 3D representations indicates promising possibilities for the development of multimodal captioning systems that incorporate spatial and geometric reasoning.

LERF's use of CLIP embeddings for vision-language alignment is directly relevant to this thesis. Both LERF and the current study utilize pretrained vision-language models to connect visual content with natural language. Furthermore, LERF's achievement in generating queryable scene representations via language illustrates the efficacy of embedding-based methods for integrating visual and linguistic modalities, a principle that also underlies the ImageBind-based evaluation approach utilized in this thesis.

== Multimodal evaluation metrics

Evaluating image captions is inherently challenging, and the challenge intensifies for RGB–thermal imagery, where captions must integrate information from multiple modalities. The assessment techniques that support the dual strategy used in this thesis are examined in this section.

Reference-based metrics evaluate the generated captions against human-written reference descriptions. Evaluating n-gram overlap, BLEU was first created for machine translation. However, it is prone to phrasing fluctuations and frequently prioritizes literal correspondence above semantic equivalency @papineni-etal-2002-bleu. METEOR uses stemming and synonyms to overcome some of these issues. It still mostly depends on surface-level matching @banerjee-lavie-2005-meteor.

CIDEr, designed specifically for image captioning, weights n-grams by informativeness using TF–IDF-like scoring, emphasizing descriptive content words over frequent function words @vedantam2015ciderconsensusbasedimagedescription. CIDEr correlates better with human judgments than earlier metrics but still requires multiple reference captions per image, which are generally unavailable for RGB–thermal image pairs.

The usage of reference-free assessment is motivated by the lack of reference captions. The CLIP Score provides a reference-free metric that corresponds well with human evaluations across a variety of RGB datasets by measuring the cosine similarity between image and text embeddings in CLIP's joint space @hessel2022clipscorereferencefreeevaluationmetric. Nevertheless, CLIP's training on RGB text and images raises questions regarding whether it is appropriate for thermal or multimodal assessment.

ImageBind extends multimodal alignment to six modalities, images (RGB), text, audio, depth, thermal, and IMU, by learning a shared embedding space through contrastive learning across naturally co-occurring modality pairs @girdhar2023imagebindembeddingspacebind. This design indirectly aligns modalities that rarely co-occur, such as thermal images and text, by leveraging transitive alignment through RGB–text and RGB–thermal pairs. For RGB–thermal captioning, ImageBind offers three key advantages: explicit support for thermal imagery, a principled way to assess multimodal alignment without reference captions, and interpretable similarity scores that summarize how well captions capture both RGB and thermal content.

Automated metrics alone cannot fully capture caption quality, so human evaluation remains essential. Typical protocols ask raters to evaluate accuracy, detail, or informativeness, fluency, and relevance to image content @vedantam2015ciderconsensusbasedimagedescription. For RGB–thermal imagery, an additional dimension, thermal relevance, is critical: a caption may be accurate and fluent yet fail to mention salient thermal properties, such as elevated body temperature or localized heat anomalies, which are crucial for applications like fever screening or energy diagnostics.

Accordingly, this thesis adopts a dual evaluation strategy. ImageBind supports scalable and reproducible automated evaluation of all generated captions, while a user study offers detailed assessments across the dimensions of accuracy, detail, fluency, and thermal relevance. Integrating these perspectives reduces the limitations inherent in each approach: automated metrics provide scalability but may miss subtle details, while human evaluation captures detail but is less scalable.

== Research gaps and thesis positioning

The reviewed literature demonstrates substantial progress in multimodal fusion, object detection and segmentation, image captioning, and LLM-based vision–language modeling. However, several critical gaps persist at their intersection.

First, natural language generation for RGB–thermal imagery is largely absent. RGB–thermal fusion has been extensively studied for detection and segmentation, but work on generating descriptions that explicitly integrate both modalities is scarce. Existing thermal captioning approaches rely on templates, which limit expressiveness and adaptability to complex scenes, and there is little research on learned natural language generation for RGB–thermal inputs.

Second, the effectiveness of LLMs for multimodal caption refinement is unknown. Prior studies show that LLMs can refine RGB captions, but they do not examine scenarios where thermal content must be preserved. It is unclear whether structured initial captions improve refinement by providing guidance or hinder it by anchoring the LLM to rigid, technical formulations.

Third, there is a lack of evaluation frameworks tailored to reference-free multimodal captioning. Conventional metrics require reference captions or are calibrated on RGB data, and while ImageBind supports thermal imagery, its use for caption evaluation in this context has not been thoroughly validated against human judgments. This limits systematic comparison of RGB–thermal captioning methods.

This thesis addresses these gaps by implementing a pipeline that generates structured captions from RGB–thermal detection and segmentation outputs, refines them using LLMs under controlled conditions, and evaluates the results with both ImageBind-based metrics and structured human studies. This approach lays the methodological basis for RGB–thermal captioning and offers empirical insights into effective strategies for utilizing large language models in multimodal vision–language tasks.
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= Methodology <methodology>

This chapter describes the methodology for generating natural-language captions from RGB-thermal image pairs. The approach integrates multiple computer vision models for object detection and instance segmentation with large language models for caption refinement. The methodology consists of five sequential stages: image preprocessing for spatial alignment, object detection and instance segmentation, cross-modal fusion via Intersection over Union (IoU) calculations, initial caption generation, and large language model-based caption refinement.

== System overview

The system architecture utilizes a multi-stage pipeline that leverages the complementary properties of RGB and thermal image modalities. The workflow, illustrated in @system-workflow, is organized into five main stages:

*Image Preprocessing:* The RGB image is cropped and resized to match the thermal image size (640×512 pixels). The thermal image undergoes a colormap transformation to convert temperature values into a visual representation in RGB format.

*Object Detection and Instance Segmentation:* Four separate models process both RGB and thermal images to detect objects and generate segmentation masks.

*Cross-Modal Fusion:* IoU calculations identify corresponding objects across RGB and thermal modalities.

*Initial Caption Generation:* A template-based system generates structured captions that incorporate bounding box coordinates, object class labels, coverage percentages, and thermal temperature measurements extracted from spatially corresponding regions of the thermal image.

*Caption Refinement:* Two large language models, LLaVA and Gemma, process the combined RGB-thermal image under two input configurations: with and without the structured initial caption. This produces four refined captions per image pair.

The architecture combines the strengths of each modality. RGB imagery supplies robust visual features for object detection and instance segmentation, while thermal data contributes temperature information that enhances the semantic interpretation of detected objects.

#figure(
    image(
        "../images/system-workflow.svg",
        alt: "System workflow.",
        width: 50%
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    caption: [System workflow.],
) <system-workflow>

== Image preprocessing

=== Spatial alignment

Spatial alignment of RGB and thermal images is essential for meaningful cross-modal comparisons. As these images are acquired by sensors with differing resolutions and fields of view, precise pixel-level correspondence is established by cropping and resizing the RGB image to 640×512 pixels using bilinear interpolation.

After alignment, corresponding objects are located within the same pixel regions in both images, with a minor error margin resulting from parallax and sensor positioning differences. This alignment allows direct extraction of thermal temperature values for objects detected in the RGB image by referencing corresponding pixel locations in the thermal data array.

The original raw RGB image and the resulting cropped RGB image are presented in @rgb-raw and @rgb-cropped, respectively.
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    caption: [Raw RGB image.],
) <rgb-raw>
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    caption: [Cropped RGB image.],
) <rgb-cropped>

=== Thermal image visualization

Thermal images are stored as TIFF files, with pixel values representing calibrated temperature values. These raw radiometric values require processing for different purposes within the pipeline.

*Normalized Grayscale for LLM Input:* For caption refinement by large language models, thermal images undergo normalization to the 0-255 intensity range. The normalized values are then converted to a 3-channel RGB format, with all channels containing identical intensity values, resulting in a grayscale appearance while maintaining compatibility with RGB-based models. This normalized grayscale representation preserves the relative temperature information in a visually interpretable form. The grayscale thermal image is horizontally concatenated with the RGB image to create a side-by-side visualization, which is provided as input to the language models. @thermal-grayscale displays a grayscale thermal image.

#figure(
    image(
        "../images/dataset/thermal_grayscale.png",
        alt: "Thermal grayscale image.",
        width: 70%
    ),
    caption: [Thermal grayscale image.],
) <thermal-grayscale>

*Inferno Colormap for Human Evaluation:* For the user study evaluation interface, the same normalized thermal data undergoes a colormap transformation using the Inferno colormap from OpenCV. This perceptually uniform colormap maps temperature values to the RGB color space, assigning cooler temperatures to darker purple and warmer temperatures to brighter yellow. This transformation significantly improves human interpretability of thermal patterns compared to grayscale, facilitating more accurate evaluation by study participants. An inferno-colored thermal image is shown in @thermal-inferno.

#figure(
    image(
        "../images/dataset/thermal_inferno.png",
        alt: "Thermal inferno image.",
        width: 70%
    ),
    caption: [Thermal inferno image.],
) <thermal-inferno>

The distinction between these two representations reflects their differing purposes. The normalized grayscale format provides temperature information to computational models in a straightforward, contrast-enhanced manner, whereas the Inferno colormap leverages human color perception to enhance the interpretability of thermal patterns during user evaluation.

== Object detection and instance segmentation

The system uses four separate computer vision models to process both RGB and thermal images: two models for object detection and two models for instance segmentation, as shown in @computer-vision-models.
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    ) <computer-vision-models>
]

=== Object detection models

Object detection localizes objects within images using bounding boxes and assigns class labels. The system uses two complementary detection models:

*Faster R-CNN* implements a two-stage detection paradigm. The Region Proposal Network (RPN) first generates candidate object locations through a learned proposal mechanism. These proposals then undergo classification and boundary refinement through a second network stage. This multi-stage design enables careful processing of each detection, yielding high accuracy, particularly for small objects and complex scenes with occlusions. The implementation utilizes a ResNet-50 backbone with Feature Pyramid Network (FPN) architecture for multi-scale feature extraction. The pretrained model weights are trained on the COCO dataset, encompassing 80 object categories.

*YOLOv8* is a single-stage detection method that processes the entire image through a unified network that directly predicts bounding boxes and class probabilities without explicit region proposals. This architecture achieves substantially faster inference while maintaining competitive accuracy. YOLOv8 employs an anchor-free design that simplifies the detection pipeline and improves generalization to object scales that are not well-represented in the training data. Like Faster R-CNN, YOLOv8 utilizes COCO-pretrained weights.

=== Instance segmentation models

Instance segmentation extends object detection by providing pixel-level masks that precisely delineate object boundaries. The system uses two instance segmentation models:

*Mask R-CNN* augments the Faster R-CNN architecture with a parallel branch for mask prediction. Following bounding box detection and classification, a convolutional network predicts binary masks for each detected instance. This architecture produces high-quality masks through its two-stage refinement process, though at a higher computational cost than single-stage alternatives. The implementation employs the ResNet-50-FPN backbone with COCO pretraining.

*YOLOv8-seg* extends the YOLOv8 detection architecture with an additional segmentation head that predicts instance masks alongside bounding boxes in a unified forward pass. This design prioritizes inference speed while accepting somewhat coarser mask quality compared to two-stage methods. The single-stage architecture generates masks substantially faster than Mask R-CNN.

The segmentation masks serve two critical functions. They enable more accurate IoU calculations than bounding-box overlap and facilitate the precise computation of object coverage percentages that appear in generated captions.

== Cross-modal fusion via IoU calculation

The methodology employs IoU-based matching at two distinct levels: within-modality consensus between different detection models, and cross-modality selection between RGB and thermal detection outputs.

=== IoU calculation

Intersection over Union quantifies overlap between two detection regions, the formula used to calculate IoU is shown in @iou-formula.

#math.equation(
    block: true,
    alt: altTextFn("'IoU' = 'Area of Overlap' / 'Area of Union'"),
    $
       "IoU" = "Area of Overlap" / "Area of Union"
    $
) <iou-formula>

Where:
- *Area of Overlap* is the intersection of the two bounding boxes or segmentation masks.
- *Area of Union* is the total area covered by both bounding boxes or combined masks.

The IoU measure spans from 0 (no overlap) to 1 (perfect overlap). Greater IoU values indicate that two detections are likely the same object captured in both images.

=== Matching strategy

The matching strategy operates under three strict constraints designed to ensure reliable correspondences:

Class Agreement: Two detections match only if they predict the same object category. Cross-class matching is prohibited regardless of spatial overlap. The implementation enforces this by comparing labels before computing IoU.

IoU Threshold: Matching requires an IoU of at least 0.5. Lower thresholds risk spurious matches between spatially proximate but distinct objects; higher thresholds may reject valid matches where bounding boxes are slightly misaligned.

One-to-One Correspondence: Each detection in the comparison model matches at most one detection in the test set. For each detection from Model A, the highest IoU detection from Model B that exceeds the threshold is identified and marked as matched, preventing it from matching other Model A detections. This prevents ambiguous one-to-many or many-to-one relationships.

=== Multi-level matching strategy

The IoU matching operates at two hierarchical levels within the pipeline:

Within-Modality Consensus: For each modality separately, detections from different model architectures are matched. Objects detected by both models in each pair are retained. Single-model detections are filtered out. This produces four consensus detection sets: RGB detections, thermal detections, RGB segmentations, and thermal segmentations.

Cross-Modality Selection: Following within-modality consensus matching, RGB-based detection results are selected for final caption generation based on their superior reliability compared to thermal detections. However, thermal temperature information is extracted from spatial regions corresponding to RGB detections, combining RGB's accurate localization with thermal's temperature-measurement capability.

The thermal detection results, although not used for caption generation, are preserved in the pipeline outputs. These results enable comparative analysis of detection performance across modalities and provide a baseline for assessing the RGB-thermal performance gap.

== Initial caption generation

After object detection, instance segmentation, and cross-modal fusion, the system generates an initial caption that describes the scene based on the detected objects and their properties.

=== Template-based approach

Initial caption generation employs a template-based methodology rather than learned neural captioning. This design choice is based on several considerations:

*Controllability:* Templates ensure the inclusion of specific quantitative information in the generated text. Neural caption generators, trained on natural image-caption pairs, tend to produce generic descriptions that omit such technical details or may hallucinate information not actually present in detections.

*Zero-Shot Capability:* Template approaches require no training data, an important consideration given the absence of existing RGB-thermal caption datasets. Neural approaches would require substantial annotation effort to create training pairs of thermal and RGB images with appropriate captions.

*Explicit Structure:* The highly structured format produced by templates facilitates parsing and refinement by large language models. The clear, consistent structure potentially aids LLMs in identifying and preserving factual information while improving naturalness.

A set of ten caption templates is used to provide lexical variation while maintaining consistent information content present in @caption-templates.

#figure(
    ```py
    caption_templates = [
    "a {label} appears at {coords}, covering {coverage}",
    "a {label} is located at {coords}, occupying {coverage}",
    "a {label} is detected at {coords}, with a mask area of {coverage}",
    "a {label} is visible at {coords}, with a segmentation area of {coverage}",
    "a {label} is seen at {coords}, occupying close to {coverage}",
    "a {label} lies at {coords}, masking roughly {coverage}",
    "a {label} stands at {coords}, taking up {coverage} of the image",
    "a {label} shows up at {coords}, with coverage of about {coverage}",
    "a {label} is found at {coords}, spanning {coverage}",
    "a {label} sits at {coords}, masking nearly {coverage} of the area",
  ]
  ```,
    caption: [Caption templates.],
) <caption-templates>


For each detected object, one template is randomly selected and populated with the following information:

- `label`: Object class name
- `coords`: Bounding box formatted as "xmin=x1, ymin=y1, xmax=x2, ymax=y2"
- `coverage`: Image coverage percentage

=== Caption structure

The initial caption is structured to clearly distinguish between RGB and thermal detections. The caption begins with descriptions of objects detected in the RGB image, followed by those in the thermal image. The thermal description includes the additional temperature information.

For example, an initial caption might be as shown in @initial-caption:

#figure(
    ```typc
    "In the RGB image, a laptop is found at xmin=207, ymin=136, xmax=588, ymax=383, spanning 12.0%. In the thermal image, a laptop with a temperature of 20.4 degrees Celsius lies at xmin=847, ymin=136, xmax=1228, ymax=383, masking roughly 12.0%."
    ```,
    caption: [Initial caption.],
) <initial-caption>

This template-based approach ensures that all relevant technical information is preserved in the initial caption, including precise spatial locations, coverage percentages, and thermal data.

== Caption refinement with LLMs

=== LLM selection

The structured initial captions, although factually precise, are unsuitable for natural communication. The caption refinement stage employs large language models to transform these descriptions into more fluent, natural language while preserving factual content.

Two LLMs are used for caption refinement:

LLaVA version 1.6 with Mistral-7B backbone (llava-hf/llava-v1.6-mistral-7b-hf) is a multimodal model that combines a vision encoder with a large language model. LLaVA is specifically designed for vision-language tasks and has been trained to generate descriptions from images. The Mistral-7B variant offers strong language generation capabilities while maintaining reasonable computational requirements.

Gemma version 3-4B-IT (google/gemma-3-4b-it) is a lightweight instruction-tuned language model developed by Google. The "IT" (instruction-tuned) variant is optimized for following user instructions and generating coherent, contextually appropriate responses. Despite its smaller size, Gemma performs well on natural language generation tasks.

=== Input configurations

To investigate the impact of providing structured initial captions to language models, two input configurations are used:

Configuration A (Image Only): The LLM receives only the combined RGB-thermal image pair as input, without any text prompt or initial caption. This configuration tests the model's ability to generate descriptions purely from visual and thermal information.

Configuration B (Image + Initial Caption): The LLM receives both the combined RGB-thermal image pair and the initial caption. This input allows the model to leverage precise information from the initial caption to generate more natural language. 

A representative combined RGB-thermal image pair is illustrated in @combined-image.

#figure(
    image(
        "../images/dataset/combined.png",
        alt: "Combined RGB-thermal image pair.",
        width: 100%
    ),
    caption: [Combined RGB-thermal image pair.],
) <combined-image>


For each image pair, both LLMs are applied under both configurations, resulting in four refined captions, as shown in @refined-captions.
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== Software environment

The complete system is implemented in Python 3.10 with the following dependencies:

PyTorch: Core deep learning framework for neural network inference.\
Torchvision: Computer vision library providing pretrained Faster R-CNN and Mask R-CNN implementations.\
Ultralytics: Library for YOLOv8 and YOLOv8-seg models with pretrained weights.\
Transformers: Framework for loading and running large language models.\
OpenCV: Image processing operations, including resizing and colormap application.\
NumPy: Numerical computation library for array operations and IoU calculations.\
Pillow: Image file I/O for JPEG, PNG, and TIFF formats.\
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= Evaluation design <evaluation-design>

== Datasets

To evaluate the proposed RGB–thermal captioning and refinement framework, two complementary datasets were employed: the TAUCHI dataset and the FLIR thermal dataset. Together, these datasets provide diverse indoor and outdoor scenes, object categories, and thermal characteristics, supporting both system development and quantitative evaluation.

=== TAUCHI dataset

The TAUCHI dataset comprises RGB-thermal image pairs captured at TAUCHI research center. This dataset provides controlled indoor scenes featuring office environments, desk setups, storage shelves, and common household objects under consistent lighting conditions. The controlled nature ensures high-quality imagery with minimal noise, making it ideal for assessing baseline system performance.

For evaluation, 140 images from TAUCHI were selected to span diverse object configurations, spatial arrangements, and thermal characteristics typical of indoor environments.

=== FLIR thermal dataset

The FLIR thermal dataset is a large-scale outdoor dataset designed for autonomous driving applications, containing paired RGB and thermal images from urban street scenes. This dataset presents challenging conditions, including nighttime scenarios, varying illumination, motion blur, complex backgrounds with multiple overlapping objects, and diverse weather conditions.

The thermal modality is particularly critical in FLIR images for detecting pedestrians and vehicles in low-light conditions, where RGB provides limited information. 140 images from FLIR were selected to represent diverse outdoor scenarios, ensuring comprehensive evaluation of the system's robustness and generalizability.

== ImageBind evaluation

ImageBind is a multimodal embedding model that projects different modalities into a shared semantic space where similar concepts from different modalities have high embedding similarity. This property makes ImageBind suitable for evaluating caption-image alignment.

The ImageBind model was used as an automatic evaluation mechanism to measure the semantic alignment between images and generated captions. For each sample, three embeddings were computed: the RGB image embedding, the thermal image embedding, and the caption embedding. These embeddings were projected into a shared multimodal space.

A similarity score was then calculated between the combined image representation and the corresponding caption representation. Higher similarity scores indicate stronger alignment between visual content and textual description.

ImageBind evaluation was applied to the initial captions as well as to all refined captions generated by large language models. This enabled a quantitative comparison of caption quality across different refinement strategies, including variations with and without the use of initial captions as input prompts.

=== Evaluation procedure

*Embedding Generation:* For each caption evaluation, we extracted three separate embeddings from ImageBind:

- RGB image embedding (E_RGB)
- Thermal image embedding (E_thermal)
- Text caption embedding (E_text)

All embeddings were L2-normalized to ensure consistent scaling across modalities.

*Multimodal Fusion:* Rather than evaluating each image modality independently, a fused visual representation that combines both RGB and thermal information was created. This fusion was computed as a weighted combination, as shown in @fusion-formula:

#math.equation(
    block: true,
    alt: altTextFn("E_fused = normalize(w × E_RGB + (1 - w) × E_thermal)"),
    $
       "E_fused" = "normalize"(w × "E_RGB" + (1 - w) × "E_thermal")
    $
) <fusion-formula>

where #math.equation(
  alt: altTextFn("w = 0.5"),
  $w = 0.5$,
), providing equal weighting to both modalities. This balanced fusion ensures that both visual appearance from RGB and thermal characteristics contribute equally to the caption evaluation, aligning with the project's goal of multimodal integration.

This equal weighting treats RGB and thermal information as equally important for the caption evaluation, reflecting the goal of generating captions that accurately represent both visual appearance and thermal characteristics.

*Similarity Scoring:* The quality of each caption was measured by computing the cosine similarity between the fused visual embedding and the text embedding.

Higher scores indicate stronger alignment between the generated caption and the combined RGB-thermal visual content. This metric provides an automated, quantitative assessment of how well each caption describes the multimodal scene.

This evaluation was applied to five caption variants: the initial template-based caption and four LLM-refined captions (LLaVA without initial caption, LLaVA with initial caption, Gemma without initial caption, Gemma with initial caption), generating similarity scores for all image pairs in the dataset.

=== Advantages and limitations

ImageBind evaluation offers scalability, consistency, and objective measurement of semantic alignment. However, it may not fully capture subtle aspects of caption quality such as fluency, readability, appropriate level of detail, or pragmatic usefulness. Therefore, it is complemented by user evaluation.

== User study design 

To complement the automatic ImageBind-based evaluation, a user study was conducted to capture human judgments of caption quality. The user study focuses on subjective aspects that are difficult to assess automatically, such as readability, perceived accuracy, and usefulness of thermal information.

Participants evaluated captions generated for combined RGB–thermal images under controlled conditions using a custom web-based interface. Screenshots of the evaluation interface can be found in @website-screenshots.

=== System architecture

The system architecture, illustrated in @system-architecture, consists of a 
frontend-backend architecture orchestrated using Docker Compose. The backend 
was implemented using Python and FastAPI, providing RESTful API endpoints for 
image processing, caption generation, and user study data collection. The 
frontend was built with Vue.js and Element Plus to create an intuitive user 
interface for the evaluation tasks, with Vue.Draggable enabling the caption 
ranking functionality. Communication between the frontend and backend was handled through Axios HTTP requests.

#figure(
    image(
        "../images/system-architecture.png",
        alt: "System workflow.",
        width: 100%
    ),
    caption: [System architecture.],
) <system-architecture>

Each participant was assigned a unique participant ID to ensure anonymous data collection. The system ensured that each image was evaluated by one participant.

=== Study workflow 

Twenty participants were recruited and completed the study. Each participant completed:

+ Informed Consent and Background Questionnaire: Demographic information, AI/ML familiarity, thermal imaging experience

+ Main Evaluation (14 combined images: 7 TAUCHI + 7 FLIR):\
  For each combined image:
   - View RGB and thermal images side-by-side
   - Rank four refined captions from best to worst
   - Rate each caption on a 7-point Likert scale across four dimensions:
     - Accuracy: Correctness of object identification, positions, and thermal characteristics
     - Detail: Appropriateness of detail level
     - Fluency: Naturalness, grammatical correctness, and readability
     - Thermal Relevance: Effectiveness of thermal information incorporation
   - Review the initial caption

+ Post-Study Questionnaire: Open-ended questions about caption strengths, weaknesses, thermal image utility, and general feedback

Details regarding the Informed Consent, Background Questionnaire, and Post-Study Questionnaire are provided in @consent-form, @background-questions, and @post-study-questionnaire, respectively.
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= Results <results>

This chapter analyses the results from both the ImageBind evaluation and the user study.

== ImageBind evaluation

=== Similarity scores

ImageBind was used as an automatic evaluation tool to complement the user study. A Friedman test was conducted to assess whether ImageBind similarity scores differed across the 4 captions. The results obtained from the Friedman test are shown in @imagebind-friedman, a p value #math.equation(
  alt: altTextFn("< 0.05"),
  $< 0.05$,
) was considered significant.
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        caption: [Friedman test results on ImageBind similarity scores.],
    ) <imagebind-friedman>
]


@imagebind-statistics presents the median, Interquartile range (IQR), and Mean values of the similarity scores results for 5 caption types.
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        caption: [ImageBind similarity scores statistics.],
    ) <imagebind-statistics>
]

== User study

Twenty participants were recruited from Tampere University. No participant has color vision deficiency, ensuring they can clearly identify the items and temperatures in the images.

=== Likert ratings

As was mentioned in chapter @evaluation-design, participants were asked to rate each caption type on 4 dimensions. @ratings shows the distribution of user ratings across the 4 dimensions.

#figure(
    image(
        "../images/data/ratings.png",
        alt: "Distribution of user ratings across 4 dimensions.",
        width: 80%
    ),
    caption: [Distribution of user ratings across 4 dimensions.],
) <ratings>

@ratings-statistics presents the median, Interquartile range (IQR), and Mean values of the Likert ratings results across those 4 dimensions for each caption type.
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As can be seen from @ratings-statistics above, the median of caption B (LLaVa with initial caption) and D (Gemma with initial caption) on thermal relevance are significantly higher than both A and C, which were refined without initial caption input. Caption A got a relatively lower median on accuracy compared with the other 3 refined captions.

A non-parametric Friedman test was run to determine whether there was a difference across the 4 captions for each dimension. The results obtained from the Friedman test are shown in @ratings-friedman, a p value #math.equation(
  alt: altTextFn("< 0.05"),
  $< 0.05$,
) was considered significant. From the data in @ratings-friedman, significant differences can be seen in 4 dimensions.
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Post hoc pairwise comparisons were conducted to assess differences between each caption pair. The results are presented in @ratings-post-hoc-pairwise-comparisons.
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            ),
            [A vs B],
            [4763.0],
            [< 0.0001],
            [< 0.0001],
            [0.441],
            [A vs C],
            [5174.0],
            [0.8099],
            [0.8099],
            [0.014],
            [A vs D],
            [7887.5],
            [0.0692],
            [0.1562],
            [0.109],
            [B vs C],
            [5318.0],
            [< 0.0001],
            [< 0.0001],
            [0.428],
            [B vs D],
            [5974.0],
            [< 0.0001],
            [< 0.0001],
            [0.345],
            [C vs D],
            [7710.0],
            [0.0521],
            [0.1562],
            [0.116],
            table.hline(),
            table.cell(rowspan: 6,[
                Thermal Relevance
              ],
            ),
            [A vs B],
            [2006.5],
            [< 0.0001],
            [< 0.0001],
            [0.735],
            [A vs C],
            [7358.5],
            [0.7978],
            [0.7978],
            [0.015],
            [A vs D],
            [2922.0],
            [< 0.0001],
            [< 0.0001],
            [0.687],
            [B vs C],
            [1184.0],
            [< 0.0001],
            [< 0.0001],
            [0.768],
            [B vs D],
            [5622.5],
            [0.0330],
            [0.0659],
            [0.127],
            [C vs D],
            [1440.5],
            [< 0.0001],
            [< 0.0001],
            [0.747],
            table.hline(),
        ),
        caption: [Post-hoc pairwise comparisons on ratings.],
    ) <ratings-post-hoc-pairwise-comparisons>
]


=== Rankings

In order to identify which caption best reflects the image pair, participants were asked to rank 4 captions from best to worst. 

A Friedman test was conducted to assess whether a significant difference in ranking existed. The results can be seen in @rankings-friedman, a p value #math.equation(
  alt: altTextFn("< 0.05"),
  $< 0.05$,
) was considered significant. From the data in @rankings-friedman, a significant difference is observed.

#[
    #show table.cell.where(y: 0): strong
    #show table.cell.where(x: 0): strong
    #figure(
        table(
            columns: 3,
            stroke: none,
            inset: (x: 30pt, y: 5pt),
            align: left + horizon,
            table.header(
                [χ²(3)],
                [P-Value],                
                [Kendall's W],
            ),
            table.hline(),
            [208.37],
            [< 0.0001],
            [0.248],
            table.hline(),
        ),
        caption: [Friedman test results on rankings.],
    ) <rankings-friedman>
]

Post hoc pairwise comparisons were then used to determine the actual rank. The results are presented in @rankings-post-hoc-pairwise-comparisons. A clear DBCA rank can be seen.

#[
    #show table.cell.where(y: 0): strong
    #figure(
        table(
            columns: 4,
            stroke: none,
            inset: (x: 20pt, y: 5pt),
            align: left + horizon,
            table.header(
                [Comparison],
                [W],
                [Corrected p-value],                
                [r],
            ),
            table.hline(),
            [A vs B],
            [7676.5],
            [< 0.0001],
            [0.537],
            [A vs C],
            [14806.0],
            [0.0003],
            [0.225],
            [A vs D],
            [5331.0],
            [< 0.0001],
            [0.642],
            [B vs C],
            [11446.0],
            [< 0.0001],
            [0.369],
            [B vs D],
            [14803.5],
            [0.0003],
            [0.225],
            [C vs D],
            [6937.0],
            [< 0.0001],
            [0.573],
            table.hline(),
        ),
        caption: [Post-hoc pairwise comparisons on ratings.],
    ) <rankings-post-hoc-pairwise-comparisons>
]

@ranking-distribution shows the distribution of rankings across all 280 combined images.

#figure(
    image(
        "../images/data/ranking-distribution.png",
        alt: "Distribution of user rankings.",
        width: 60%
    ),
    caption: [Distribution of user rankings.],
) <ranking-distribution>

=== Improvement over initial captions

In order to investigate the effect of using LLMs, participants were asked a question about whether any refined captions had improved initial captions. The data in @improvement-rate indicates that the majority of the initial captions (69.6%) were marked as improved.

#figure(
    image(
        "../images/data/improvement-rate.png",
        alt: "Proportion of initial captions marked as improved.",
        width: 60%
    ),
    caption: [Proportion of initial captions marked as improved.],
) <improvement-rate>

=== Error analysis

To better identify the mistakes that the caption generation pipeline often makes, participants were asked to give feedback on the worst refined caption they ranked. The details are provided in @error-distribution.

#figure(
    image(
        "../images/data/error-distribution.png",
        alt: "Distribution of error types identified by users.",
        width: 80%
    ),
    caption: [Distribution of error types identified by users.],
) <error-distribution>


== Alignment between ImageBind and user evaluation

To assess the similarity between the ImageBind similarity value ranking and the user ranking, Spearman's rank correlation was used. The details are shown in @spearman-correlations.

#[
    #show table.cell.where(y: 0): strong
    #show table.cell.where(x: 0): strong
    #figure(
        table(
            columns: 4,
            stroke: none,
            inset: (x: 20pt, y: 5pt),
            align: left + horizon,
            table.header(
                [],
                [#math.equation(alt: altTextFn("rho"),
                $rho$)],
                [P-value],                
                [Interpretation],
            ),
            table.hline(),
            [Accuracy],
            [-0.198],
            [< 0.0001],
            [Weak inverse],
            [Detail],
            [-0.123],
            [< 0.0001],
            [Weak inverse],
            [Fluency],
            [0.126],
            [< 0.0001],
            [Weak positive],
            [Thermal Relevance],
            [-0.295],
            [< 0.0001],
            [Weak inverse],
            [Overall],
            [-0.180],
            [< 0.0001],
            [Weak inverse],
            // [Mean Rank],
            // [0.165],
            // [< 0.0001],
            // [Disagreement],
            table.hline(),
        ),
        caption: [Spearman correlations between ImageBind and user evaluation.],
    ) <spearman-correlations>
]

To measure how much agreement exists between ImageBind's best caption and the user-selected best caption, Cohen's #math.equation(
  alt: altTextFn("kappa"),
  $kappa$,
) was calculated based on data in @imagebind-user-matrix and @kappa-formula.

#[
    #show table.cell.where(y: 0): strong
    #show table.cell.where(x: 0): strong
    #figure(
        table(
            columns: 6,
            stroke: none,
            inset: (x: 5pt, y: 5pt),
            align: left + horizon,
            table.header(
                [],
                [A],
                [B],                
                [C],
                [D],
                table.vline(),
                [#math.equation(alt: altTextFn("R_i"),$R_i$)],
            ),
            table.hline(),
            [A],
            [16],
            [0],
            [6],
            [1],
            [23],
            [B],
            [50],
            [3],
            [37],
            [2],
            [92],
            [C],
            [21],
            [0],
            [15],
            [1],
            [37],
            [D],
            [77],
            [4],
            [41],
            [6],
            [128],
            table.hline(),
            [#math.equation(alt: altTextFn("C_i"),$C_i$)],
            [164],
            [7],
            [99],
            [10],
            [280],
        ),
        caption: [ImageBind and user-selected best caption confusion matrix.],
    ) <imagebind-user-matrix>
]

#math.equation(
    block: true,
    alt: altTextFn("p_0 = Diagonal Sum / N = (16 + 3 + 15 + 6) / 280 ≈ 0.143"),
    $
       p_0 = "Diagonal Sum" / N =  (16 + 3 + 15 + 6) / 280 ≈ 0.143
    $
) <p-0-formula>

#math.equation(
    block: true,
    alt: altTextFn("p_e = 1/N^2 sum_(i = 1)^k R_i C_i = 0.048 + 0.008 + 0.047 + 0.016 ≈ 0.119"),
    $
       p_e = 1/N^2 sum_(i = 1)^k R_i C_i = 1 / (280)^2 sum_(i = 1)^4 R_i C_i = 9359 / 78400 ≈ 0.119
    $
) <p-e-formula>

#math.equation(
    block: true,
    alt: altTextFn("Agreement rate = (16 + 3 + 15 + 6) / 280 ≈ 0.143"),
    $
       kappa =  (p_0 - p_e) / (1 - p_e) = (0.143 - 0.119) / (1- 0.119)  ≈ 0.027
    $
) <kappa-formula>

The Cohen's #math.equation(
  alt: altTextFn("kappa"),
  $kappa$,
) shows slight agreement between ImageBind and the user evaluation results.
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= Discussion <discussion>

This chapter discusses the implications of the findings from the previous chapter.

== ImageBind evaluation

The ImageBind similarity scores revealed significant disparities in caption quality across the initial caption and the 4 refined captions. Large language models that processed images without an initial caption normally achieved higher average similarity scores than those that used an initial caption.

When large language models were used with the initial caption and the image as input, their performance declined. This decline may be attributed to the initial template-based captions. Although they include accurate coordinates and temperature data, they may also impose restrictions or prompt models to reproduce technical details that were not emphasized within ImageBind's embedding space.

Although ImageBind scores reflect semantic alignment within a learned embedding space, they do not encompass all facets of human-perceived caption quality. Thus, the user study data offer supplementary context for interpretation. 

== User study evaluation

The user study collected feedback across four evaluation criteria: accuracy, detail, fluency, and thermal relevance. Participants' responses indicate that preferences varied across specific evaluation dimensions.

Participants' ranking patterns show that the initial caption input frequently influenced preferences for captions. Captions refined from the initial caption consistently received higher evaluations for thermal relevance, despite lower fluency ratings. Conversely, captions produced without the initial caption received higher ratings for fluency, although they occasionally lacked accuracy in depicting thermal features.

Error analysis also revealed that LLMs often generated descriptions for non-existent objects or misclassified objects.

These patterns suggest that although LLMs can generate fluent descriptions for image content, they frequently struggle to maintain factual accuracy.

== Relationship between ImageBind and user evaluation

The relationship between ImageBind similarity scores and user preferences was complex. While both evaluation methods predominantly favored LLM-refined captions over the initial caption, ImageBind prefers refined captions generated without the initial caption input. In contrast, users favored captions that included the initial caption.

Several factors may explain this discrepancy. First, ImageBind operates on semantic embeddings that prioritize high-level scene understanding and object relationships, while users may consider additional dimensions such as fluency, information, and appropriate technical detail. 

Second, the fusion strategy used in this study applied equal weighting to RGB and thermal embeddings, which may not align with how humans integrate information from these modalities. Human perception likely weights RGB and thermal information dynamically based on context, while the implemented approach used a static 0.5 weighting factor. 

Additionally, participant feedback indicated that preferences varied by intended use. Some participants preferred highly technical captions for professional applications, whereas others preferred more natural descriptions for general understanding.

== Dataset considerations

The assessment was performed on a limited dataset comprising 280 RGB-thermal image pairs from two sources: TAUCHI (140 pairs) and FLIR (140 pairs). This dataset size was adequate for preliminary system validation, but it limits the generalizability of the results. Although sufficient for gathering comprehensive qualitative feedback, it represents a limited sample size for making broad generalizations.

The two data sources demonstrated different characteristics. TAUCHI images predominantly depicted indoor settings with controlled illumination and moderate thermal fluctuations, whereas FLIR images encompassed a wider range of outdoor and vehicular scenes, exhibiting greater thermal contrast. Future investigations would be enhanced by utilizing larger, more diverse datasets.

== Limitations of the current approach

Several constraints require thorough evaluation. First, the system relies on pseudo ground truth rather than human-annotated captions. The initial template-based captions may not provide the most precise descriptions of the scenarios, thereby affecting both the training objectives and the evaluation benchmarks.

Second, the ImageBind evaluation presumes that semantic similarity within the embedding space correlates with caption quality; however, this assumption has not yet been thoroughly validated. Its effectiveness in assessing the quality of RGB-thermal captioning warrants further examination.

Third, the LLMs used (LLaVA and Gemma) were not fine-tuned explicitly for RGB-thermal captioning. They are predominantly trained on RGB images, which may limit their ability to interpret and describe thermal information accurately. Domain-specific fine-tuning could improve performance.

Fourth, the user study involved 20 participants, which is a relatively small sample. Participant demographics, especially varying levels of familiarity with thermal imaging, may have influenced evaluation patterns in ways not fully captured by the background questionnaire data.

Finally, the system architecture processes images in a sequential pipeline rather than through end-to-end learning. This modular approach provides flexibility and interpretability but may miss opportunities for joint optimization across detection, segmentation, and caption generation stages.

== Implications for multimodal systems

Notwithstanding these limitations, the results provide significant insights into the design of more comprehensive multimodal systems. The finding that large language models may produce more semantically coherent captions when processing visual information directly indicates that vision-language models may achieve superior performance by independently developing their own interpretations of scenes rather than being constrained to explain or paraphrase pre-existing descriptions.

The disparity between automated metrics and human preferences underscores the need for a multifaceted approach to assessing multimodal systems. While embedding-based similarity provides valuable insights, it cannot entirely replace human judgment in evaluating caption quality, particularly when captions serve diverse objectives.
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= Conclusion <conclusion>

This thesis explored the integration of RGB and thermal imaging for caption generation, addressing the challenge of producing natural language descriptions that accurately depict multimodal scene content. The system employs specialized object detection and instance segmentation models to analyze RGB and thermal images, then refines the captions using large language models. Evaluation was conducted using automated metrics from ImageBind and a user study involving 20 participants.

The results affirm that large language models can effectively enhance template-based captioning derived from detection and segmentation outputs. Both LLaVA and Gemma were able to convert structured, coordinate-based descriptions into more natural and comprehensible text. The ImageBind assessment demonstrated that captions refined by an LLM achieved higher semantic similarity scores than the original template-based caption. However, when large language models were provided with the initial caption alongside the image, their semantic alignment scores declined relative to analyzing the image independently. This indicates that template-based descriptions may limit the models' capabilities rather than improve their performance. The technical specifications in template captions seem to contradict the semantic patterns preferred by embedding-based assessment.

Nevertheless, the user study found an alternative viewpoint. Participants consistently favored captions that integrated information from the initial caption, particularly with respect to accuracy and thermal relevance. This suggests that although large language models can generate more semantically coherent captions when operating solely on visual input, integrating structured detection data is essential for specific applications, particularly those requiring accurate technical details.

Overall, the results indicate that no individual evaluation approach is adequate for assessing the content of multimodal captions. Automated similarity metrics, such as ImageBind, provide scalable, objective assessments of semantic correspondence, whereas human evaluations capture nuanced preferences regarding legibility, trustworthiness, and task-specific utility. The results further suggest that modular RGB–thermal fusion systems could be enhanced through adaptive weighting techniques and domain-specific fine-tuning to optimize the balance among fluency, empirical accuracy, and thermal relevance.

In conclusion, this study demonstrates the feasibility and significance of integrating RGB–thermal perception, LLM–driven caption refinement, and multimodal assessment within a unified framework. It provides empirical evidence that the quality of. More accurate alignment of multimodal captioning is strongly influenced by context, and future systems may adopt hybrid evaluation approaches and more flexible, automated fusion with human evaluations.


