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 A B S T R A C T

Autonomous decision-making systems, particularly recommender systems, have received increasing attention 
concerning fairness, i.e., if all stakeholders affected by such a system are treated equally as a result of the 
recommendations. Existing approaches primarily focus on fairness between two stakeholders – consumers and 
providers or consumers and items – treating providers and items as the same entity. However, we argue 
for the treatment of providers and items as distinct stakeholders to offer more comprehensive models of 
fairness in recommender systems. To this end, we propose a fairness-aware recommender system, CIPFRS, 
designed to optimize fairness across all three key stakeholders: consumers, providers, and items. We examine 
consumer fairness regarding their level of interaction with the system; high and low-activity users should be 
treated equally. Further, all providers should have an equal opportunity for their products to be recommended. 
Finally, we propose an approach to implement item fairness in each provider’s inventory. We report an 
extensive evaluation of the proposed solution through three datasets, demonstrating that considering all three 
stakeholders yields improved recommendations while minimizing bias.
1. Introduction

The unmanageable plentitude of digital content necessitates digital 
service providers to offer personalized systems to keep end-consumers 
engaged and to meet their personal preferences. Recommender systems 
(RS) are a key approach to address this challenge, and deliver per-
sonally tailored content to consumers, which is believed to enhance 
consumer satisfaction [1]. However, despite their value, RS have also 
been observed to exacerbate various biases, which can significantly 
degrade consumer experience [2]. These biases typically stem from 
the data used by the system. Biases in the training dataset may be 
inherited or accumulated through consumer interactions, leading to 
potential bias in the system [3]. For instance, if algorithms are trained 
on data that over-represent certain groups or items, the resulting model 
may reinforce these imbalances, and subsequent user interactions can 
amplify them further. Thus, it becomes imperative to comprehensively 
address these sources of bias to ensure fair and unbiased recommenda-
tion outcomes. One example of bias is popularity bias, where specific 
items often garner a high number of ratings, causing them to be 
recommended more often than other items [4].

Fairness relates to the absence of discrimination or bias, particularly 
concerning attributes such as gender, age, race, and other protected 
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characteristics [5]. Ensuring fairness entails creating systems and pro-
cesses that treat individuals or groups equitably, regardless of these 
attributes [6]. Fairness-aware RS ensure that each stakeholder group 
is treated fairly concerning one or more protected attributes, and thus 
need to provide recommendation lists that satisfy fairness demands for 
multiple stakeholders, such as the consumer, item, or even the provider 
side [6].

Many works on fairness-aware RS exist in the literature, yet a signif-
icant portion focuses solely on addressing fairness for two stakeholders: 
consumer and providers or consumer and items. There is, however, a 
critical gap in research that extends fairness considerations to three or 
more stakeholders simultaneously. Our work aims to satisfy the needs 
of multiple stakeholders involved – consumers, providers, and items – 
to create a more equitable and balanced recommendation environment. 
Several works consider providers and items as equivalent entities, 
using the terms interchangeably [7,8]. We believe that this blending of 
concepts overlooks important nuances: a provider represents a business 
or individual contributing content, while items are the specific units 
of content that must each compete for exposure within the provider’s 
catalog. Recognizing both as distinct fairness dimensions is essential 
for effective RS design. Rather than analyzing all items in the system 
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at once, we concentrate on each provider’s inventory and explore ways 
to ensure fairness regarding the exposure each provider’s item receives.

To better illustrate the distinct fairness concerns of consumers, 
providers, and items, consider a large-scale online marketplace:

• Consumer fairness: New or infrequent shoppers often receive 
less personalized recommendations compared to frequent buy-
ers whose preferences are well-documented. A fairness-aware RS 
should ensure that both heavy and light users receive equally 
relevant suggestions, regardless of their engagement level.

• Provider fairness: Small or new sellers struggle to gain visibility 
because the platform’s algorithms often prioritize established ven-
dors with large sales histories. Ensuring provider fairness means 
balancing exposure so that new entrants also have the opportunity 
to reach potential customers.

• Item fairness: Within a seller’s catalog, recommendation algo-
rithms frequently highlight only the best-selling items, while 
niche or newer products remain unseen. Item-level fairness re-
quires distributing exposure across a broader range of the seller’s 
inventory, rather than reinforcing popularity bias.

Such multiple stakeholders-focused RS have not been extensively 
researched in the literature. In particular, there is a gap in a com-
prehensive examination of the interplay between provider, item, and 
consumer side fairness [9]. It is crucial to investigate how fairness 
considerations for multiple shareholders influence or interact with one 
another. Understanding these fairness aspects is essential for determin-
ing trade-offs, synergies, and impacts on overall system performance 
and fairness. Such analysis allows researchers to gain insights into how 
addressing fairness concerns for one stakeholder may impact fairness 
outcomes for others, guiding the development of more effective and 
equitable fairness-aware RS.

This work presents a new fairness-aware RS that considers fairness 
for multiple stakeholders: consumers, providers, and items. Specifically, 
we focus on providing fair suggestions to consumers, regardless of 
their degree of interaction (i.e., ratings, reviews, clicks, etc.) with the 
system. In traditional approaches, consumers who engage frequently 
with an RS typically receive superior suggestions compared to those 
with minimal interactions. We strive to balance the experience of all 
consumers. We mitigate provider bias, ensuring each provider has an 
equal opportunity to showcase their items. This approach aims to 
minimize disparities among providers and promote equitable treatment 
within the system. We also seek to provide fair opportunities for items 
in each provider’s inventory. By addressing fairness at this level, we 
can mitigate popularity bias across all items in the RS, and enhance 
provider satisfaction with their inventory.

The contributions of this work can be summarized as follows:

• We introduce a fairness-aware RS, CIPFRS, designed to opti-
mize fairness among three key stakeholders: providers, items, and 
consumers.

• We comprehensively examine providers, items, and consumers’ 
fairness and aim to understand their interplay and their impact 
on overall system performance and fairness outcomes.

• We offer a novel perspective on fairness in RS by highlighting 
the importance of tailored fairness measures at the provider’s 
inventory level.

• In an extensive evaluation, using three real-world datasets and 
various measures, we demonstrate that systems considering all 
three stakeholders achieve better results.

The rest of the paper is structured as follows. Section 2 reviews 
related work, and Section 3 defines fairness for different stakeholders. 
Section 4 introduces our solution to generate fair recommendations. 
Section 5 presents the experimental settings, including the datasets 
and the evaluation methods and measures, and Section 6 discusses the 
results. Finally, Section 7 concludes the paper.
2 
2. Related work

Fairness in recommender systems has been examined from various 
angles, including users, items, and providers. This reflects the necessity 
to balance personal satisfaction with broader concepts of equity. Recent 
surveys have emphasized how fairness concerns manifest in both rank-
ings and recommendations, distinguishing between individual-level 
guarantees, group-oriented objectives, and system-wide trade-offs [10]. 
While these studies provide important conceptual and methodological 
foundations, the question of how fairness can be effectively addressed 
in multi-stakeholder scenarios remains an open challenge.

2.1. Fairness in recommendation systems

Methods for ensuring fairness in recommendation systems can be 
categorized into three main approaches: pre-processing, in-processing, 
and post-processing. Pre-processing involves modifying the input data 
before feeding it into the recommendation algorithm, as demonstrated 
in [11–13]. In-processing methods constrain the learning algorithms di-
rectly to ensure fair recommendations, as illustrated in [14,15]. Finally, 
post-processing techniques modify the output of the baseline recom-
mendation algorithm to achieve fairness, as described in [16–18]. These 
approaches provide different strategies for addressing fairness con-
cerns in recommendation systems. Our work adopts a post-processing 
approach that reranks the outputs of baseline recommendation systems.

In this work, we employ post-processing, as it is more efficient for 
achieving fairness in recommender systems compared to the other two 
approaches. Pre-processing approaches often involve data modification, 
which can be complex and sensitive to biases, while in-processing 
approaches require modifying or retraining the model itself, which may 
limit their applicability in practice.

The post-processing methods can be divided into two main cate-
gories: non-parametric re-ranking and parametric re-ranking, depend-
ing on whether a parameter learning process is required to conduct 
re-ranking [19]. Non-parametric re-ranking algorithms are learning-
free algorithms that utilize heuristics to identify optimal re-ranking 
outcomes through heuristic search [20].

Among post-processing methods, recent work has proposed a variety 
of re-ranking strategies tailored to different fairness objectives. For 
example, the authors of [21] address the imbalance in item exposure 
by casting the problem as a graph maximum flow task, which allows 
for re-ranking to enhance both diversity and fairness. Building on 
the idea of balancing stakeholder interests, [8] proposes FairRec, a 
two-stage framework that leverages greedy optimization and rank-
ing adjustments to ensure equitable treatment of both producers and 
consumers. In a similar spirit, [22] introduces TFROM, which frames 
fairness as a knapsack optimization problem, using heuristic search 
to manage exposure constraints across users and providers. Comple-
mentary approaches have emphasized fairness at the user level. For 
instance, [23] introduces a bias-constrained re-ranking method over 
knowledge graphs that incorporates explainability into the recommen-
dation process. Meanwhile, [24] focuses on group-level fairness by de-
signing user-oriented re-ranking techniques that account for differences 
in user attributes.

While these approaches demonstrate the effectiveness of post-
processing for fairness, most focus on either user- or provider-level 
objectives. In contrast, our work aims to extend these ideas to a multi-
stakeholder setting where fairness must be balanced simultaneously 
across multiple parties: consumers, providers, and items.

2.2. Fairness in multi-sided recommendations

Fairness-aware recommender systems provide an algorithmic frame-
work to address biases of various stakeholders. They fine-tune rec-
ommendation lists to fulfill stakeholders’ fundamental requirements, 
enhancing recommendation accuracy and augmenting providers’ sales. 
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Fairness-aware RS thus plays a pivotal role in fostering an equitable 
ecosystem where all stakeholders receive fair treatment and opportuni-
ties regardless of their roles or attributes.

Naghiaei et al. [7] proposed a re-ranking recommendation algo-
rithm that provides multi-stakeholder fairness for items and consumers. 
Our work extends this by covering an additional aspect – providers 
– and investigates fairness among items at the inventory level. Xu 
et al. [25] introduced a re-ranking algorithm based on the MinMax 
approach, which aims to promote provider fairness while balancing 
user preferences in multi-stakeholder recommender systems. Shafiloo 
and Stefanidis [26] explored how multi-objective recommender systems 
that mitigate item popularity bias can also reduce provider bias. Their 
study demonstrates that these systems can positively affect fairness 
across providers. Wu et al. [27] introduced a multi-objective opti-
mization framework that addresses fairness on both the consumer and 
provider sides. However, their work groups providers together and 
does not investigate provider fairness on an individual basis. Qi et al. 
[28] introduced a fair news recommendation framework to create fair 
recommendation lists for news providers. This work attempts to balance 
fairness between two groups of providers: popular and unpopular.

Overall, the previous works only consider two stakeholders: con-
sumers and providers, treating providers and items as a single entity. 
In our work, we separate providers from their items and consider them 
independent stakeholders. We explore ways to ensure fairness for all 
consumers, providers, and items. All consumers, regardless of their 
level of engagement with the system, should receive accurate recom-
mendations. In addition, we focus on fairness for each provider and 
their respective inventory. Providers should have an equal opportunity 
for their items to be recommended to consumers. Finally, all items from 
each provider should have an equal chance of being suggested, not just 
the most popular.

3. Consumer, provider, and item fairness

Traditional recommender systems (RS) are designed to suggest 
items 𝑖 ∈ 𝐼 , where 𝐼 is the overall item inventory, to consumers 
𝑢 ∈ 𝑈 where 𝑈 is the set of all consumers. For each item 𝑖 ∈ 𝐼 a 
relevance score 𝑠𝑢𝑖 ∈ 𝑆 is calculated, indicating how relevant the item 
is to the consumer, where 𝑆 is the set of possible score values. The 
recommendation list 𝐿𝑁 (𝑢) is created by sorting the items by their 
relevance scores, and the top-𝑁 items with highest scores are placed 
into 𝐿𝑁 (𝑢) and are recommended to the user. In our multi-stakeholder 
scenario, we note that each item 𝑖 belongs to a provider 𝑣 ∈ 𝑃 , where 
𝑃  is the set of providers. We assume each item 𝑖 is provided by only 
one provider. The sizes of the user, item, and provider sets are denoted 
as |𝑈 |, |𝐼|, and |𝑃 |, respectively.

As previously stated, conventional RS use relevance scores to create 
recommendation lists, but these approaches can create unfairness in 
the system. For example, popular items that received high interactions 
and rating values in the past are more likely to be repeatedly recom-
mended in the future [29]. The main cause is that the RS can find 
more users with similar preferences for popular items. Hence, they 
predict higher relevance scores for these items, further exaggerating 
their popularity. Additionally, providers whose inventories do not have 
previously popular items are at a disadvantage, as their items have 
less chance to appear in recommendation lists, whereas providers with 
previously popular items benefit from more opportunities to showcase 
them to consumers. This problem leads to unfairness among providers 
𝑃  and undermines the fairness of the RS. Unfairness can also affect 
consumers. Finally, RS needs a large amount of historical data to 
make accurate recommendations to users. This leads to performance 
discrepancies between old consumers with many system interactions 
(e.g., ratings, reviews, clicks, etc.) and new consumers with relatively 
few interactions.

Thus, the main objective of this paper is to rerank the outputs 𝐿𝑁 (𝑢)
of conventional recommender systems to obtain fair multi-stakeholder 
3 
recommendation lists. We consider a setting where fairness is achieved 
by selecting a subset of items from 𝐿𝑁 (𝑢) in a way that enhances 
fairness. Next, we describe how fairness can be defined and incor-
porated into the optimization process of the recommendation lists to 
ensure multi-stakeholder fairness. Table  1 summarizes the notations 
in the paper.  Note that ‘‘previous’’ refers to recommendations for 
users already evaluated in our experimental pipeline; sequentiality here 
concerns evaluation order rather than temporal order. 

3.1. Defining consumer fairness

To underscore the need for consumer fairness, consider how con-
sumers with different levels of interaction with a system receive varying 
levels of accuracy in their recommendation lists. Consumers who inter-
act frequently provide the system more data to determine their pref-
erences, yielding more accurate recommendations. Conversely, con-
sumers with fewer interactions receive less precise recommendations, 
leading to potential dissatisfaction with the system. As there are typ-
ically more low-activity consumers than high-activity ones, this dis-
parity can significantly harm the system’s overall performance. Thus 
developing a recommender system that minimizes this disparity be-
tween the two consumer groups is needed, enhancing fairness and 
overall system performance.

For example, a consumer who frequently rates educational software 
over time is likely to receive recommendations for similar types of soft-
ware because the system has learned to understand their preferences. 
In contrast, consider a new consumer who has rated a variety of items, 
such as cooking software, programming applications, and antivirus 
products. This consumer might receive a mix of scattered recommen-
dations that are not tailored to their actual interests. Such disparities 
can negatively impact overall consumer satisfaction, underscoring the 
importance of fairness in recommendation systems.

Similar to [7], we categorize consumers into two groups based 
on engagement levels: high-activity consumers (𝐺𝐻 ) and low-activity 
consumers (𝐺𝐿). Our algorithm evaluates the relevance of recommen-
dations for each group using a metric 𝑅, which is derived from the 
decision matrix  employed to generate the recommendation lists. 
Formally, if items are ranked for recommendation to a consumer 𝑢, each 
decision 𝑢𝑖 ∈ {0, 1} denotes whether the item 𝑖 is taken into the final 
recommendation list. The deviation from consumer fairness parity (𝐷𝐶𝐹 ) 
quantifies the disparity in consumer fairness between the two groups 
by the difference in expected relevance scores, as follows: 
𝐷𝐶𝐹 (𝑢, 𝑖,, 𝐺𝐻 , 𝐺𝐿) = 𝑢𝑖 ⋅ 𝑦(𝑢, 𝑖, 𝐺𝐻 , 𝐺𝐿) (1)

where 
𝑦(𝑢, 𝑖, 𝐺𝐻 , 𝐺𝐿) = (𝛿𝑢∈𝐺𝐻

− 𝛿𝑢∈𝐺𝐿
)𝑅(𝑢, 𝑖). (2)

The function 𝑦(𝑢, 𝑖, 𝐺𝐻 , 𝐺𝐿) measures the contribution of the recom-
mended item 𝑖 to the disparity in consumer fairness between groups 𝐺𝐻
and 𝐺𝐿, and 𝛿𝑢∈𝐺𝐻

 and 𝛿𝑢∈𝐺𝐿
 are 1 if the consumer belongs to the re-

spective group and zero otherwise. The metric 𝑅(𝑢, 𝑖) is computed over 
items recommended to consumer 𝑢. Similar to [7,30], we consider a 
consumer’s past interactions as a proxy for relevance. So the items that 
the consumer had interacted with are deemed relevant. In experiments, 
we used cumulative gain (CG) as the metric 𝑅 in 𝐷𝐶𝐹  so that 𝑅(𝑢, 𝑖) = 1
for the relevant items and zero otherwise, but other metrics such as 
group 𝑁𝐷𝐶𝐺, 𝐹1 score, or 𝑅𝑒𝑐𝑎𝑙𝑙 could be used for this evaluation on 
training or validation datasets. Note that the total disparity
∑

𝑢
E[𝐷𝐶𝐹 (𝑢, 𝑖,, 𝐺𝐻 , 𝐺𝐿)]

=
∑

𝑢∈𝐺𝐻

E[𝑢𝑖𝑅(𝑢, 𝑖)] −
∑

𝑢∈𝐺𝐿

E[𝑢𝑖𝑅(𝑢, 𝑖)] (3)

then quantifies the difference of expected values of metric 𝑅 between 
high- and low-activity consumer groups 𝐺  and 𝐺 .
𝐻 𝐿
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Table 1
Notations table.
 Notation Description  
 𝑢/𝑈 A consumer/Set of all consumers  
 𝐺𝐻/𝐺𝐿 High/Low-activity consumer group  
 𝑖/𝐼 An item/Set of all items  
 𝑣/𝑃 A provider/Set of all providers  
 𝑣𝑖 A provider of item 𝑖  
 𝐼𝑣𝑖 Inventory of provider 𝑣𝑖 (set of items provided by 𝑣𝑖)  
 𝐿𝑁 (𝑢) Recommendation list for user 𝑢, containing top-𝑁 items  
 𝑁 Number of items in the initial recommendation list  
 𝐵 Size of the final recommendation list 𝐵 (𝑢)  
 𝐵 (𝑢) Final fair recommendation list for user 𝑢  
 𝑠𝑢𝑖 Relevance score of item 𝑖 to user 𝑢  
  Binary decision matrix  
 𝑢𝑖 Indicates if item 𝑖 is in 𝐵 (𝑢)  
 𝛿𝑢∈𝐺𝐻

Indicator function (1 if 𝑢 ∈ 𝐺𝐻 , 0 otherwise)  
 𝛿𝑢∈𝐺𝐿

Indicator function (1 if 𝑢 ∈ 𝐺𝐿, 0 otherwise)  
 𝐷𝐶𝐹 (𝑢, 𝑖,, 𝐺𝐻 , 𝐺𝐿) Deviation from Consumer Fairness Parity  
 𝐷𝑃𝐹 (𝑢, 𝑖,, 𝑃 ) Deviation from Provider Fairness Parity  
 𝐷𝐼𝐹 (𝑢, 𝑖,, 𝑣𝑖) Deviation from Item Fairness Parity  
 𝐶𝑢𝑖𝑣 Number of times user 𝑢 interacted with provider 𝑣’s item 𝑖  
 𝐶𝑣𝑖 Total interactions with provider 𝑣’s items  
 𝑊 Total interactions with all items  
 𝐶𝑖 Total interactions with item 𝑖  
 𝑊𝑣𝑖 Total interactions in provider 𝑣𝑖 ’s inventory  
 𝑦(𝑢, 𝑖, 𝐺𝐻 , 𝐺𝐿) Difference of recommendations quality between 𝐺𝐿 and 𝐺𝐻  
 𝑞(𝑢, 𝑖, 𝑃 ) Difference between max and achieved entropy for provider shares after 𝑖 is recommended 
 𝑧(𝑢, 𝑖, 𝑣𝑖) Difference between max and achieved entropy for item shares after 𝑖 is recommended  
 𝛼𝐶 Regularization parameter for consumer fairness  
 𝛼𝑃 Regularization parameter for provider fairness  
 𝛼𝐼 Regularization parameter for item fairness  
3.2. Defining provider fairness

To highlight the importance of provider fairness, consider the chal-
lenges faced by providers whose inventories lack popular items. As pre-
viously mentioned, these providers are at a disadvantage as their items 
are less likely to appear in recommendation lists, whereas providers 
with popular items enjoy increased opportunities to showcase them 
to consumers. This disparity leads to significant unfairness among 
the providers 𝑃  and undermines overall fairness of the recommender 
system. As popular items are limited and many providers do not have 
them, consistently featuring these limited popular items in recommen-
dation lists can cause dissatisfaction among providers who only have 
less popular items. This can make such providers feel marginalized and 
decide to leave the system due to inadequate opportunities to showcase 
their items.

For example, consider a situation in which a new provider joins 
an online marketplace. Since consumers have not yet interacted with 
the provider’s products, the recommendation system struggles to of-
fer relevant suggestions. If the provider notices that their items are 
not attracting consumer interest, they may become dissatisfied, while 
providers with popular items continue to receive interactions and gen-
erate more profit. This imbalance highlights the importance of ensuring 
fairness for all providers, as it allows everyone to have an equal 
opportunity to succeed on the platform.

We assume our training data 𝐶 = {𝐶𝑢𝑖𝑣} quantifies how many times 
each consumer 𝑢 interacted with item 𝑖 from provider 𝑣. We further 
assume that the interactions arise from previous recommendations of 
the providers’ items to the consumers, so that higher interaction counts 
indicate higher previous showcase opportunities for those items and 
their providers.

It is crucial to ensure fairness among providers by giving them an 
equal chance to showcase items in recommendation lists and hence a 
fair shot at reaching potential customers, helping create a level playing 
field in the marketplace. To that end, we define a criterion called
deviation from provider fairness parity (𝐷𝑃𝐹 ). Intuitively, the criterion 
quantifies, for each recommended item, how fair the share of opportu-
nities among different providers would become, if that recommended 
item were added to previous interacted items.
4 
Formally, for a consumer 𝑢, we denote the provider of an item 𝑖 as 
𝑣𝑖. The DPF is then expressed as follows: 

𝐷𝑃𝐹 (𝑢, 𝑖,, 𝑃 ) = 𝑢𝑖 ⋅ 𝑞(𝑢, 𝑖, 𝑃 ) (4)

Here, 𝑞(𝑢, 𝑖, 𝑃 ) quantifies how close to an even distribution the 
provider shares would be after adding item 𝑖, as a difference of the 
achieved entropy from the maximum entropy: 

𝑞(𝑢, 𝑖, 𝑃 ) = log2(|𝑃 |) −

(

−
∑

𝑑∈𝑃
𝑝𝑣𝑖𝑢𝑖𝑑 log2(𝑝

𝑣𝑖
𝑢𝑖𝑑 )

)

(5)

where log2(|𝑃 |) is the maximum entropy possible, and 𝑝𝑣𝑖𝑢𝑖𝑑 denotes the 
share of interaction opportunities of provider 𝑑, after the recommended 
item 𝑖 to user 𝑢 has been added to the previous interactions, so that: 

𝑝𝑣𝑖𝑢𝑖𝑑 =

{𝐶𝑑+1
𝑊 +1 if 𝑑 = 𝑣𝑖,
𝐶𝑑

𝑊 +1 if 𝑑 ≠ 𝑣𝑖.
(6)

where 𝐶𝑑 is the count of items from provider 𝑑 interacted with by all 
consumers in all previous interactions, 𝑊  is the total amount of all 
previous item interactions, and 𝑣𝑖 is the provider of item 𝑖 that was 
recommended to user 𝑢. We opt to use entropy because it calculates the 
divergence between the ideal and actual recommendation distributions. 
This approach quantifies how closely recommendations align with an 
optimal, fair allocation, addressing fairness more comprehensively than 
regular metrics. Overall, this metric ensures the system provides a bal-
anced representation of items from different providers, thus promoting 
fairness among them.

3.3. Defining item fairness

We consider item fairness from the providers’ items perspective. 
Each item in a provider’s inventory should receive equal opportunities 
to be recommended to consumers. Often, only a few items from a 
provider’s inventory garner a high volume of interactions and consis-
tently appear on recommendation lists, while others are rarely featured. 
This imbalance can yield dissatisfaction among providers, who may 
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feel the recommender system treats their items unfairly. Thus ensur-
ing equal opportunity for all items in an inventory is essential for 
maintaining fairness and provider satisfaction.

For instance, when a provider introduces a new item into their cat-
alog, it may struggle to gain visibility as consumers are naturally more 
inclined toward the provider’s already popular offerings. Encouraging 
fairness among the provider’s items can help address this imbalance, 
promoting the visibility and adoption of newly introduced items.

We define a measure of deviation from item fairness parity (𝐷𝐼𝐹 ). 
Intuitively, the criterion quantifies, for each recommended item 𝑖 from 
provider 𝑣𝑖’s inventory 𝐼𝑣𝑖 , how fair the share of opportunities among 
that provider’s inventory items would be if the recommended item was 
added to the previous interacted items. Formally, this is expressed as 
follows: 
𝐷𝐼𝐹 (𝑢, 𝑖,, 𝑣𝑖) = 𝑢𝑖 ⋅ 𝑧(𝑢, 𝑖, 𝑣𝑖) (7)

Here, 𝑧(𝑢, 𝑖, 𝑣𝑖) quantifies how close to an even distribution the 
shares of items would be in the inventory of provider 𝑣𝑖, after adding 
item 𝑖. We define it as difference of the achieved entropy from the 
maximum possible entropy of that provider inventory: 

𝑧(𝑢, 𝑖, 𝑣𝑖) = log2(|𝐼𝑣𝑖 |) −
⎛

⎜

⎜

⎝

−
∑

𝑗∈𝐼𝑣𝑖

𝑝𝑖𝑢𝑗𝑣𝑖 log2(𝑝
𝑖
𝑢𝑗𝑣𝑖

)
⎞

⎟

⎟

⎠

(8)

where 𝑝𝑖𝑢𝑗𝑣𝑖  denotes the share of interaction opportunities of item 𝑗
among the inventory 𝐼𝑣𝑖  of provider 𝑣𝑖, after the recommended item 
𝑖 has been added to the previous interactions, where 𝑖 ∈ 𝐼𝑣𝑖 . Formally: 

𝑝𝑖𝑢𝑗𝑣𝑖 =

⎧

⎪

⎨

⎪

⎩

𝐶𝑗+1
𝑊𝑣𝑖+1

if 𝑖 = 𝑗,
𝐶𝑗

𝑊𝑣𝑖+1
if 𝑖 ≠ 𝑗.

(9)

where 𝐶𝑗 is the count of all previous interactions by all consumers with 
item 𝑗, and 𝑊𝑣𝑖  is the total amount of all previous interactions among 
the item in the inventory of provider 𝑣𝑖. Overall, this metric ensures 
a balanced representation of a provider’s items, promoting fairness 
among the item inventories.

3.4. Problem definition

To ensure fairness among multiple shareholders, we reorder the 
output of traditional RS and optimize them to balance fairness for 
consumers, items, and providers. We denote the fair list as 𝐵(𝑢), where 
𝐵(𝑢) ⊆ 𝐿𝑁 (𝑢) and 𝐵 ≤ 𝑁 is the list size. For this purpose, we consider 
a binary decision matrix  = [𝑢𝑖]|𝑈 |×𝑁 , where a value of 𝑢𝑖 = 1
indicates that the item 𝑖 in the list 𝐿𝑁 (𝑢) is chosen to be included in 
𝐵(𝑢). The sum of the entries in this matrix for each row (i.e., for each 
consumer 𝑢) is 𝐵.

The fairness-aware optimization problem can be formulated as fol-
lows, given the binary decision matrix:
max


∑

𝑢∈𝑈

∑

𝑖∈𝐿𝑁 (𝑢)

[

𝑠𝑢𝑖 ⋅𝑢𝑖 − 𝛼𝑃 × DPF(𝑢, 𝑖,, 𝑃 )

− 𝛼𝐼 × DIF(𝑢, 𝑖,, 𝑣𝑖) − 𝛼𝐶 × DCF(𝑢, 𝑖,, 𝐺𝐻 , 𝐺𝐿)
]

(10)

subject to:
∑

𝑖∈𝐿𝑁 (𝑢)
𝑢𝑖 = 𝐵, 𝑢𝑖 ∈ {0, 1}

Here, 𝑠𝑢𝑖 represents the relevance score for item 𝑖 to consumer 𝑢, 
 is the binary decision matrix, 𝛼𝐶 , 𝛼𝑃 , and 𝛼𝐼  are the regularization 
parameters for consumer, provider, and item fairness, respectively, 
𝐷𝐶𝐹 (𝑢, 𝑖,, 𝐺𝐻 , 𝐺𝐿) is consumer fairness, 𝐷𝑃𝐹 (𝑢, 𝑖,, 𝑃 ) is provider 
fairness, and 𝐷𝐼𝐹 (𝑢, 𝑖,, 𝑣𝑖) is item fairness. It is important to note that 
when the values of 𝐷𝐶𝐹 → 0, 𝐷𝑃𝐹 → 0 or 𝐷𝐼𝐹 → 0, it indicates parity 
between the advantaged and disadvantaged consumers, providers, and 
items belonging to providers.
5 
4. The CIPFRS recommender system

In the previous section, we formulated a fairness-aware optimiza-
tion problem aimed at balancing the interests of consumers, providers, 
and items within the recommendation process. To address this problem, 
we introduce the Consumer, Item, and Provider Fair Recommender 
System (CIPFRS), which aims to provide parity among multiple stake-
holders. The CIPFRS works by re-ranking the list of items for each 
consumer, adjusting the relevance scores based on fairness factors 
such as consumer, provider and item fairness. Formally, for item 𝑖
recommended to user 𝑢, the re-ranking is achieved as follows: 
𝑁𝑒𝑤_𝑠𝑐𝑜𝑟𝑒𝑢𝑖 = 𝑠𝑢𝑖 − 𝛼𝐶 ⋅ 𝑦(𝑢, 𝑖, 𝐺𝐻 , 𝐺𝐿) − 𝛼𝑃 ⋅ 𝑞(𝑢, 𝑖, 𝑃 ) − 𝛼𝐼 ⋅ 𝑧(𝑢, 𝑖, 𝑣𝑖) (11)

where 𝑠𝑢𝑖 is the initial score as it was produced by a recommender 
system, 𝛼𝐶 , 𝛼𝑃 , and 𝛼𝐼  are the regularization parameters for consumer, 
provider, and item fairness, respectively, and 𝑦(𝑢, 𝑖, 𝐺𝐻 , 𝐺𝐿), 𝑞(𝑢, 𝑖, 𝑃 )
and 𝑧(𝑢, 𝑖, 𝑣𝑖) are their corresponding fairness measures.

4.1. The CIPFRS algorithm

This section introduces our re-ranking algorithm designed to gener-
ate fair recommendation lists for consumers, providers, and items. The 
primary goal of our algorithm is to adjust the emphasis on different 
fairness factors, which is achieved by modifying three key weights: 
consumer weight (𝛼𝐶 ), provider weight (𝛼𝑃 ), and item weight (𝛼𝐼 ). By 
utilizing these weights, our algorithm can tailor its approach to meet 
the recommender system’s specific objectives, whether to maximize 
consumer satisfaction, benefit providers, or enhance the diversity of the 
items recommendation in the inventory.

Algorithm 1 processes each user 𝑢 in 𝑈 one at a time. For ev-
ery item 𝑖 in the candidate list 𝐿𝑁 (𝑢), it first retrieves the item’s 
relevance score 𝑠𝑢𝑖 from the score matrix 𝑆. Next, it computes the 
consumer fairness 𝐶𝐹𝑢𝑖, the provider fairness 𝑃𝐹𝑢𝑖, and the item fair-
ness 𝐼𝐹𝑢𝑖 using Eqs. (2), (5), and (8), respectively. These are then 
combined with the relevance score to produce a fairness-adjusted score
𝑁𝑒𝑤_𝑠𝑐𝑜𝑟𝑒𝑢𝑖. The function Sort_items sorts 𝐿𝑁 (𝑢) in descending order 
of 𝑁𝑒𝑤_𝑠𝑐𝑜𝑟𝑒𝑢𝑖. Next, Fair_top_B_Items selects the top 𝐵 items from this 
sorted list to form the final fair recommendation list 𝐵(𝑢). Finally, 
Update_interaction_history add new interactions to 𝐶 based on the 
items that appear in 𝐵(𝑢), producing the updated history 𝐶 ′. This 
process then continues for the next user in 𝑈 .
Algorithm 1: CIPFRS Re-ranking
Input: 𝑈 ,𝐼 ,𝑃 ,𝐶,𝐵, 𝐿𝑁 (𝑢), 𝛼𝐶 , 𝛼𝑃 , 𝛼𝐼 ,𝐺𝐻 , 𝐺𝐿
Output: 𝐵(𝑢), Updated interaction history 𝐶 ′

foreach 𝑢 ∈ 𝑈 do
foreach 𝑖 ∈ 𝐿𝑁 (𝑢) do

𝑣𝑖 ← provider of item 𝑖
𝐼𝑣𝑖 ← inventory of provider of item 𝑖
𝑠𝑢𝑖 ← the relevance score of item 𝑖 for user 𝑢
𝐶𝐹𝑢𝑖 ← calculate 𝑦(𝑢, 𝑖, 𝐺𝐻 , 𝐺𝐿) Eq.  (2)
𝑃𝐹𝑢𝑖 ← calculate 𝑞(𝑢, 𝑖, 𝑃 ) Eq.  (5)
𝐼𝐹𝑢𝑖 ← calculate 𝑧(𝑢, 𝑖, 𝑣𝑖) Eq.  (8)
𝑁𝑒𝑤_𝑠𝑐𝑜𝑟𝑒𝑢𝑖 ← 𝑠𝑢𝑖 − 𝛼𝐶 ⋅ 𝐶𝐹𝑢𝑖 − 𝛼𝑃 ⋅ 𝑃𝐹𝑢𝑖 − 𝛼𝐼 ⋅ 𝐼𝐹𝑢𝑖

end 
𝑆𝑜𝑟𝑡𝑒𝑑_𝑙𝑖𝑠𝑡 ← Sort_items(𝑁𝑒𝑤_𝑠𝑐𝑜𝑟𝑒𝑢𝑖, 𝐿𝑁 (𝑢))
𝐵(𝑢) ← Fair_top_B_Items(𝑆𝑜𝑟𝑡𝑒𝑑_𝑙𝑖𝑠𝑡, 𝐵)
𝐶 ′ ← Update_interaction_history(𝐵(𝑢), 𝐶)

end 

Lemma 4.1.  The time complexity of Algorithm 1, is 𝑂(|𝑈 | × 𝑁 ×
max(|𝐼𝑣|, |𝑃 |)).

Proof.  The re-ranking algorithm processes each consumer 𝑢 ∈ 𝑈
independently, iterating over each item 𝑖 ∈ 𝐿 (𝑢), where 𝐿 (𝑢) consists 
𝑁 𝑁
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of 𝑁 items. For each item 𝑖, the algorithm computes the consumer fair-
ness (using 𝑦(𝑢, 𝑖, 𝐺𝐻 , 𝐺𝐿)), provider fairness (using 𝑞(𝑢, 𝑖, 𝑃 )), and item 
fairness (using 𝑧(𝑢, 𝑖, 𝑣𝑖)). which involve iterating over |𝑃 | providers and 
|𝐼𝑣| items in the provider’s inventory respectively. The dominant factors 
in the time complexity now involve |𝐼𝑣| operations for item fairness 
and |𝑃 | operations for provider fairness for each of 𝑁 items, resulting 
in a complexity of 𝑂(𝑁 ×max(|𝐼𝑣|, |𝑃 |)) per consumer. Given that these 
operations are carried out independently for each user in 𝑈 , the overall 
time complexity of the algorithm is 𝑂(|𝑈 | ×𝑁 × max(|𝐼𝑣|, |𝑃 |)). □

5. Experimental setting

In our experiments, we compare our work with the method CPFair 
proposed by Naghiaei et al. [7], which represents a state-of-the-art 
approach to ensuring multi-stakeholder fairness. We selected this work 
as our baseline because it defines fairness from a consumer perspec-
tive, which we extend by introducing additional notions of fairness, 
namely provider and item fairness. The shared concept of consumer 
fairness allows for a direct comparison between the two approaches. 
This baseline aims to promote fairness in recommendations among 
consumers and providers. Similarly to our work, consumers are divided 
into high-activity consumers 𝐺𝐻  and low-activity consumers 𝐺𝐿. How-
ever, unlike Naghiaei et al. who also categorize items into short-head 
(popular) items and long-tail (less popular) items, we do not adopt this 
distinction in our methods.

In addition to Naghiaei et al. [7], we also use Peng et al. [18] as 
another baseline for further comparison with our work. Peng et al. 
propose a framework designed to ensure two-sided fairness: consumers 
and providers. Consumer fairness is defined based on two groups: pro-
tected and unprotected consumers. An unprotected consumer is defined 
as one whose number of interactions exceeds the average number of in-
teractions across all consumers, whereas those with interaction counts 
below the average are classified as protected. The goal of consumer 
fairness is to ensure equal recommendation quality for both protected 
and unprotected groups. Similar to Naghiaei et al. [7], they focus on 
items for provider fairness. Items are categorized into two groups: 
protected items, which receive fewer interactions than the average for 
all items, and unprotected items, which receive more interactions. The 
objective of provider fairness is to ensure equal visibility of both item 
groups within the recommendation lists. For both baselines, CPFair [7] 
and Naghiaei et al. [7], the authors use the term provider fairness. In 
the context of our work, this concept corresponds more closely to what 
we refer to as item fairness. This difference is purely terminological and 
does not affect the implementation or comparison of the algorithms.

To create the initial recommendation lists before re-ranking with 
CIPFRS or the two other baselines, we used the VAECF algorithm 
proposed by Liang et al. [31]. We also compare our work with the 
output from VAECF to assess what happens to fairness if we do not 
consider any fairness constraints on initial recommendation lists.

We provide the codes that are required to implement our algorithm 
and to conduct the evaluation.1

5.1. Datasets

To evaluate our work, we use three datasets from different domains. 
Specifically, we utilize a book dataset, Kindle [32], which contains 
25 million ratings. We have pruned this dataset based on time, se-
lecting ratings from the last two years. The next dataset is Amazon 
Software [32], which includes information about software products 
available for sale on the Amazon website. Additionally, we use a Food 
dataset [33] that contains information about recipes. Table  1 provides 
information about the statistics of these three datasets. We consider the 
top 20% of consumers with the highest level of interaction with the 
system as high-activity consumers.

1 https://github.com/rezash121/CIPFRS
6 
Table 2
Specifications of the datasets.
 Dataset # Users # Items # Ratings # Providers 
 Kindle 432,018 264,779 1,276,695 42,659  
 Amazon 2,589,465 90,359 4,880,180 11,321  
 Food 226,570 231,637 1,132,367 27,926  

5.2. Evaluation measures

For our evaluation, we use well-established measurement meth-
ods [34]. We divide evaluation measures into two distinct groups 
for a more detailed analysis. The first group includes measures for 
evaluating RS’s overall performance. The second group includes the 
fairness measures, which evaluate how effectively the recommender 
system addresses stakeholder disparities.

5.2.1. Overall performance measures
Novelty is the first measure that utilizes the concept of self-

information, also referred to as ‘‘surprisal’’. This measure reflects how 
unexpected an item is relative to its overall popularity [35–37]. The 
probability that a randomly selected consumer has interacted with item 
𝑖 is denoted by 𝑘𝑖

|𝑈 |

, where 𝑘𝑖 represents the number of consumers who 
have interacted with item 𝑖. The self-information of item 𝑖, denoted 
by 𝑆𝐼𝑖, is calculated as: 𝑆𝐼𝑖 = log2

(

|𝑈 |

𝑘𝑖

)

. Given a set of items in 
𝐿𝑁 (𝑢), where 𝐿𝑁 (𝑢) is the list of recommended items for consumer 
𝑢, the average surprisal is defined as: 𝑆𝐼(𝑢) = 1

𝑁
∑𝑁

𝑗=1 𝑆𝐼𝑖𝑗 . Then, the 
novelty of the system across all recommendation lists can be defined 
as: 𝑁𝑜𝑣𝑒𝑙𝑡𝑦 = 1

|𝑈 |

∑

𝑢∈𝑈 𝑆𝐼(𝑢). This metric helps us understand the 
recommender system’s ability to suggest novel and unexpected items 
to consumers.

We also consider the catalog coverage, which measures how well 
the recommender system utilizes the available catalog over multiple 
recommendation sessions [38,39]. Let 𝐼𝐿𝑗

 represent the set of items in-
cluded in the list 𝐿 returned by the 𝑗th recommendation session during 
the evaluation period. Let 𝑁 be the total number of recommendation 
sessions observed, and let 𝐼 be the complete set of items in the catalog. 
Catalog coverage is defined as: Catalog Coverage =

|

|

|

⋃𝑁
𝑗=1 𝐼𝐿𝑗

|

|

|

|𝐼| .
To assess the quality of recommendations, we use a widely adopted 

metric, namely the Normalized Discounted Cumulative Gain (NDCG)
[3] that is defined as: 𝑁𝐷𝐶𝐺@𝑘(𝑢) = 𝐷𝐶𝐺@𝑘(𝑢)

𝐼𝐷𝐶𝐺@𝑘(𝑢) . In this context, 
𝐼𝐷𝐶𝐺@𝑘(𝑢) denotes the ideal 𝐷𝐶𝐺@𝑘(𝑢) for consumer 𝑢, based on 
the items previously interacted by the consumer. The discounted cu-
mulative gain at position 𝑘 for consumer 𝑢, denoted as 𝐷𝐶𝐺@𝑘(𝑢), 
is calculated as: 𝐷𝐶𝐺@𝑘(𝑢) =

∑𝑘
𝑖=1

𝑟𝑒𝑙(𝑖)
log2(𝑖+1)

. In this equation, 𝑟𝑒𝑙(𝑖)
is an indicator function that determines the relevance of item 𝑖 to 
consumer 𝑢. A value of 1 indicates relevance, while a value of 0 
indicates irrelevance. Overall, NDCG provides a normalized measure of 
a recommendation list’s effectiveness, accounting for both the relevance 
of items and their positions within the list.

5.2.2. Fairness measures
Our work aims to equalize recommendation quality for high and 

low-activity consumer groups. This way, we evaluate the differences in 
NDCG values between the two consumer groups: active and inactive. 
This is expressed as: NDCG Difference = |

|

NDCGactive − NDCGinactive||, 
where NDCGactive represents the average NDCG for all high-activity 
consumers, while NDCGinactive denotes the average NDCG for all low-
activity consumers.

The Gini index captures the inequality of a distribution, with higher 
values indicating greater concentration (i.e., a few items or users domi-
nate) and lower values indicating more even distribution [40]. Given a 
set of inventories 𝐼 = {𝐼1, 𝐼2,… , 𝐼

|𝑃 |} for providers 𝑃 , the Gini weight 
for each inventory is calculated as follows: 𝐺(𝐼𝑣) =

∑𝑛
𝑖=1(2𝑖−𝑛−1)⋅𝑥𝑖
𝑛⋅
∑𝑛

𝑖=1 𝑥𝑖
, where 

𝑥 is the sorted array of item’s rating counts in the inventory 𝐼 , 𝑛 is 
𝑣

https://github.com/rezash121/CIPFRS
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Table 3
NDCG Difference analysis across three datasets ((a) Food, (b) Amazon, and (c) Kindle). For each fixed 𝛼𝑐 , the lowest value across all algorithms is shown in bold, 
and the second-lowest value (from a different algorithm) is underlined.

(a) Food dataset
 VAECF CPFair [7] Peng et al. [18] CIPFRS
 𝛼𝑐 𝛼𝐼 𝛼𝑝 = 0.00 𝛼𝑝 = 0.05 𝛼𝑝 = 0.09 𝛼𝑝 = 0.50 
 
0.00

0.00 0.01518 – – – 0.01520 0.01516 0.01519  
 0.05 – 0.01379 0.01560 0.01387 0.01389 0.01390 0.01379  
 0.09 – 0.01379 0.01560 0.01397 0.01396 0.01397 0.01388  
 0.50 – 0.01379 0.01560 0.01367 0.01367 0.01367 0.01367 
 
0.05

0.00 – 0.00262 0.00075 0.00262 0.00264 0.00262 0.00256  
 0.05 – 0.00183 0.00089 0.00120 0.00120 0.00120 0.00114  
 0.09 – 0.00183 0.00089 0.00783 0.00780 0.00781 0.00772  
 0.50 – 0.00183 0.00089 0.01070 0.01066 0.01066 0.01061  
 
0.09

0.00 – 0.00262 0.00075 0.00262 0.00264 0.00262 0.00256  
 0.05 – 0.00183 0.00089 0.00151 0.00151 0.00152 0.00156  
 0.09 – 0.00183 0.00089 0.00113 0.00113 0.00113 0.00107  
 0.50 – 0.00183 0.00089 0.01002 0.00998 0.00995 0.00993  
 
0.50

0.00 – 0.00262 0.00075 0.00262 0.00264 0.00262 0.00256  
 0.05 – 0.00316 0.00100 0.00161 0.00161 0.00161 0.00165  
 0.09 – 0.00316 0.00100 0.00166 0.00166 0.00166 0.00168  
 0.50 – 0.00183 0.00089 0.00124 0.00124 0.00124 0.00116  

(b) Amazon dataset
 
0.00

0.00 0.00305 – – – 0.00306 0.00306 0.00306  
 0.05 – 0.00253 0.00315 0.00277 0.00282 0.00284 0.00281  
 0.09 – 0.00253 0.00315 0.00297 0.00296 0.00294 0.00300  
 0.50 – 0.00253 0.00315 0.00331 0.00330 0.00332 0.00337  
 
0.05

0.00 – 0.01756 0.01210 0.01756 0.01757 0.01757 0.01757  
 0.05 – 0.01549 0.01182 0.01413 0.01413 0.01409 0.01411  
 0.09 – 0.01548 0.01182 0.00990 0.00992 0.00991 0.00986  
 0.50 – 0.01548 0.01182 0.00295 0.00295 0.00294 0.00287 
 
0.09

0.00 – 0.01776 0.01228 0.01777 0.01777 0.01777 0.01777  
 0.05 – 0.01587 0.01199 0.01616 0.01613 0.01612 0.01612  
 0.09 – 0.01574 0.01199 0.01350 0.01350 0.01351 0.01353  
 0.50 – 0.01573 0.01199 0.00407 0.00407 0.00406 0.00403 
 
0.50

0.00 – 0.01777 0.01228 0.01777 0.01777 0.01777 0.01777  
 0.05 – 0.01767 0.01225 0.01627 0.01625 0.01624 0.01623  
 0.09 – 0.01767 0.01225 0.01543 0.01543 0.01544 0.01549  
 0.50 – 0.01573 0.01199 0.01369 0.01369 0.01368 0.01368  

(c) Kindle dataset
 
0.00

0.00 0.02060 – – – 0.02062 0.02052 0.02031  
 0.05 – 0.01845 0.01851 0.01677 0.01676 0.01669 0.01702  
 0.09 – 0.01845 0.01851 0.01678 0.01667 0.01678 0.01654 
 0.50 – 0.01845 0.01851 0.01658 0.01660 0.01663 0.01665  
 
0.05

0.00 – 0.01230 0.03905 0.01230 0.01226 0.01220 0.01202  
 0.05 – 0.00442 0.03319 0.01163 0.01148 0.01144 0.01146  
 0.09 – 0.00442 0.03319 0.00983 0.00970 0.00969 0.00970  
 0.50 – 0.00442 0.03319 0.00334 0.00327 0.00325 0.00330  
 
0.09

0.00 – 0.01230 0.03905 0.01230 0.01226 0.01220 0.01202  
 0.05 – 0.00442 0.03319 0.01183 0.01177 0.01176 0.01178  
 0.09 – 0.00442 0.03319 0.01160 0.01158 0.01158 0.01152  
 0.50 – 0.00442 0.03319 0.00099 0.00093 0.00094 0.00095  
 
0.50

0.00 – 0.01230 0.03905 0.01230 0.01226 0.01220 0.01202  
 0.05 – 0.01091 0.03676 0.01183 0.01177 0.01176 0.01178  
 0.09 – 0.01091 0.03676 0.01177 0.01176 0.01175 0.01165  
 0.50 – 0.00442 0.03319 0.01144 0.01145 0.01143 0.01142  
the number of items in 𝐼𝑣, and 𝑖 is the rank of an item in 𝐼𝑣 after 
sorting. The average Gini weight across all inventories is then computed 
to provide a single measure of inequality: 𝐺𝐼 = 1

𝑝
∑

|𝑃 |
𝑣=1 𝐺(𝐼𝑣). This 

average Gini weight 𝐺𝐼  provides a measure of the system’s ability to 
recommend items evenly in different inventories.

Given a set of providers 𝑃  and their associated inventories 𝐼 =
{𝐼1, 𝐼2,… , 𝐼

|𝑃 |}, we calculate the Gini weight to assess the fairness 
of rating distribution among these providers. The Gini weight for the 
providers, 𝐺(𝑃 ), is computed by first aggregating the total ratings 
for each provider and then applying the following equation: 𝐺(𝑃 ) =
∑𝑚

𝑖=1(2𝑖−𝑚−1)⋅𝑦𝑖
𝑚⋅
∑𝑚

𝑖=1 𝑦𝑖
. Here, 𝑦 represents the sorted array of total rating counts 

for each provider 𝑃𝑣, 𝑚 is the number of providers, and 𝑖 is the rank 
of a provider in 𝑃  after sorting based on total rating counts. This 
7 
Gini weight 𝐺(𝑃 ) provides a measure of how equitably ratings are 
distributed among providers.

5.2.3. Statistical validation
To validate our analysis, we perform statistical tests to ensure that 

the differences observed between fairness configurations are not due 
to random variation [41]. For each evaluation measure, we report 
the mean (𝜇) and standard deviation (𝜎), where 𝜇 ± 𝜎 denotes the 
average evaluation metric value with the estimated variability. We 
employ a 5-fold cross-validation approach, allocating 70% for training, 
20% for testing, and 10% for validation, while calculating the mean 
and standard deviation of results across all folds. For space efficiency, 
only the mean values are presented in the tables, while the standard 
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Table 4
Provider fairness analysis using the Gini index across three datasets ((a) Food, (b) Amazon, and (c) Kindle). Lower Gini values indicate fairer distributions. For 
each fixed 𝛼𝑐 , the lowest (most fair) value across all algorithms is shown in bold, and the second-lowest value (from a different algorithm) is underlined.

(a) Food dataset
 VAECF CPFair [7] Peng et al. [18] CIPFRS
 𝛼𝑐 𝛼𝐼 𝛼𝑝 = 0.00 𝛼𝑝 = 0.05 𝛼𝑝 = 0.09 𝛼𝑝 = 0.50 
 
0.00

0.00 0.78200 – – – 0.78195 0.78192 0.78166  
 0.05 – 0.78069 0.78255 0.77767 0.77765 0.77764 0.77760  
 0.09 – 0.78069 0.78255 0.77764 0.77763 0.77762 0.77758 
 0.50 – 0.78069 0.78255 0.77765 0.77764 0.77762 0.77759  
 
0.05

0.00 – 0.78207 0.78212 0.78207 0.78202 0.78199 0.78171  
 0.05 – 0.78079 0.78271 0.77817 0.77816 0.77815 0.77812  
 0.09 – 0.78079 0.78271 0.77829 0.77829 0.77828 0.77824  
 0.50 – 0.78079 0.78271 0.77773 0.77772 0.77772 0.77769 
 
0.09

0.00 – 0.78207 0.78212 0.78207 0.78202 0.78199 0.78171  
 0.05 – 0.78079 0.78271 0.77816 0.77815 0.77815 0.77811  
 0.09 – 0.78079 0.78271 0.77815 0.77814 0.77813 0.77810  
 0.50 – 0.78079 0.78271 0.77789 0.77789 0.77788 0.77786 
 
0.50

0.00 – 0.78207 0.78212 0.78207 0.78202 0.78199 0.78171  
 0.05 – 0.78106 0.78106 0.77816 0.77816 0.77815 0.77811  
 0.09 – 0.78106 0.78106 0.77814 0.77813 0.77813 0.77809  
 0.50 – 0.78079 0.78271 0.77813 0.77812 0.77811 0.77808 

(b) Amazon dataset
 
0.00

0.00 0.88004 – – – 0.88003 0.88003 0.87997  
 0.05 – 0.87448 0.88089 0.87447 0.87444 0.87443 0.87427 
 0.09 – 0.87448 0.88089 0.87486 0.87483 0.87481 0.87467  
 0.50 – 0.87448 0.88089 0.87542 0.87539 0.87538 0.87522  
 
0.05

0.00 – 0.88005 0.88066 0.88005 0.88004 0.88003 0.87995  
 0.05 – 0.87445 0.88151 0.87416 0.87413 0.87412 0.87397 
 0.09 – 0.87444 0.88151 0.87461 0.87459 0.87458 0.87443  
 0.50 – 0.87444 0.88151 0.87524 0.87521 0.87520 0.87504  
 
0.09

0.00 – 0.88002 0.88065 0.88002 0.88000 0.88000 0.87992  
 0.05 – 0.87447 0.88150 0.87393 0.87391 0.87389 0.87375 
 0.09 – 0.87441 0.88150 0.87415 0.87412 0.87411 0.87397  
 0.50 – 0.87441 0.88150 0.87521 0.87519 0.87517 0.87501  
 
0.50

0.00 – 0.88002 0.88065 0.88002 0.88000 0.88000 0.87992  
 0.05 – 0.87523 0.88113 0.87392 0.87389 0.87388 0.87374 
 0.09 – 0.87523 0.88113 0.87397 0.87394 0.87393 0.87379  
 0.50 – 0.87441 0.88150 0.87428 0.87426 0.87425 0.87410  

(c) Kindle dataset
 
0.00

0.00 0.74023 – – – 0.73931 0.73853 0.73058  
 0.05 – 0.72931 0.73542 0.69997 0.69973 0.69970 0.69965 
 0.09 – 0.72931 0.73542 0.70035 0.70012 0.70010 0.70003  
 0.50 – 0.72931 0.73542 0.70072 0.70048 0.70046 0.70043  
 
0.05

0.00 – 0.73968 0.73959 0.73968 0.73786 0.73688 0.72916  
 0.05 – 0.72876 0.73497 0.70322 0.70205 0.70202 0.70195  
 0.09 – 0.72876 0.73497 0.70242 0.70121 0.70120 0.70114  
 0.50 – 0.72876 0.73497 0.70078 0.69949 0.69947 0.69944 
 
0.09

0.00 – 0.73968 0.73959 0.73968 0.73786 0.73688 0.72916  
 0.05 – 0.72876 0.73497 0.70328 0.70312 0.70309 0.70302  
 0.09 – 0.72876 0.73497 0.70334 0.70316 0.70314 0.70307  
 0.50 – 0.72876 0.73497 0.70101 0.70083 0.70081 0.70077 
 
0.50

0.00 – 0.73968 0.73959 0.73968 0.73786 0.73688 0.72916  
 0.05 – 0.72972 0.73531 0.70328 0.70312 0.70309 0.70302 
 0.09 – 0.72972 0.73531 0.70341 0.70323 0.70322 0.70315  
 0.50 – 0.72876 0.73497 0.70364 0.70348 0.70345 0.70340  
deviations are discussed in the text. The user orders within each fold 
are randomized to ensure an unbiased evaluation process. 

6. Experimental results

The tables illustrate algorithms’ behavior across various combina-
tions of fairness weights. Each figure displays results for three dif-
ferent datasets: (a) Food, (b) Amazon, and (c) Kindle. The evaluated 
algorithms include VAECF, CPFair [7], Peng et al. [18], and the pro-
posed CIPFRS. All reported values represent the average performance 
obtained over 5-fold cross-validation.

The outcomes of the baseline algorithms and CIPFRS are compared 
in Tables  3, 4, and 5, highlighting the effects on fairness measures 
8 
resulting from assigning different weights to item, provider, and con-
sumer fairness. The comparisons use three evaluation metrics: the 
NDCG difference between the recommendation lists for active and 
inactive users, the Gini index for providers, and the mean Gini index 
across all inventories.

Tables  6, 7, and 8 showcase the performance of the baseline algo-
rithms and the CIPFRS using well-recognized metrics: NDCG, Novelty, 
and Coverage. These metrics assess the overall performance of the 
RS. The results demonstrate how adjustments to the weights for item, 
consumer, and provider fairness affect these performance measures.

Each table is organized by fixing 𝛼𝑐 while varying 𝛼𝐼  for the base-
lines and both 𝛼  and 𝛼  for CIPFRS. For each fixed 𝛼 , we report the 
𝐼 𝑝 𝑐
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maximum and second-maximum values (for performance metrics) and 
the minimum and second-minimum values (for fairness metrics).

For all experiments, the values of the regularization parameters, 
𝛼𝐶 , 𝛼𝑃 , and 𝛼𝐼 , were obtained from [7], which performed an ablation 
study to evaluate the effects of various parameter values. Following 
their findings for direct comparability, we used the same values: 0, 
0.05, 0.09, and 0.5, respectively. It is important to note that CIPFRS 
optimizes a balance (weighted sum) of recommendation performance 
and fairness criteria; setting the weight of any criterion to zero allows 
the method to focus solely on the remaining ones. This flexibility 
ensures that the method can be applied both in scenarios where all 
criteria are important and in those where only a subset should be 
considered.

6.1. Evaluation of consumer fairness

Table  3(a), (b), and (c) illustrate the NDCG differences between 
active and inactive consumer groups for the Food, Amazon, and Kindle 
datasets, respectively. The NDCG for each group’s recommendation lists 
is calculated as the average NDCG across the consumers within that 
group.

Table  3(a), for the Food dataset, shows that the highest NDCG 
difference occurs when 𝛼𝐶 = 0. When 𝛼𝐶 = 0.05 is particularly 
noteworthy, as it is reflected in a decrease in the NDCG difference. 
The smallest NDCG difference in the Food dataset is reported by Peng 
et al. [18]; however, this baseline also yields the lowest NDCG values 
in Table  6, when both 𝛼𝐶 and 𝛼𝑃  are considered, which is likely due 
to the poor quality of its recommendation lists. CIPFRS with 𝛼𝐶 =
0.09, 𝛼𝐼 = 0.09, and 𝛼𝑃 = 0.5 achieves the lowest NDCG difference 
among its configurations with (0.00107 ± 0.00105). CPFair [7], with the 
same 𝛼𝐶 and 𝛼𝐼 , also reported the lowest values as (0.00183 ± 0.00117). 
In CIPFRS, an improvement in NDCG difference is noted when the 
provider fairness 𝛼𝑃  is increased to 0.5. Even with higher values of 𝛼𝐶
(e.g., 0.09 or 0.5), CIPFRS consistently yields better NDCG Differences.

Like the Food dataset, Table  3(b) reveals that the Amazon dataset 
shows a significant NDCG difference, particularly when 𝛼𝐶 = 0. CIPFRS 
achieves the smallest NDCG difference 0.00287 ± 0.00104 with the 
parameters 𝛼𝐶 = 0.05, 𝛼𝐼 = 0.5, and 𝛼𝑃 = 0.5. Additionally, CIPFRS with 
the same 𝛼𝐶 = 0.05 and 𝛼𝐼 = 0.5 also approaches the minimum NDCG 
difference for all 𝛼𝑃 > 0. Peng et al. [18] achieves the second-best 
NDCG differences when 𝛼𝐶 = {0.05, 0.09} and 𝛼𝐼 > 0.

As seen in the Food and Amazon datasets, Table  3(c) illustrates that 
for the Kindle dataset, a significant NDCG Difference arises when 𝛼𝐶
is set to zero. The NDCG Difference between the two consumer groups 
declines, particularly when using the CIPFRS algorithm with 𝛼𝐶 > 0. 
When 𝛼𝐶 = 0.09, CIPFRS with 𝛼𝐼 = 0.5 and 𝛼𝑃 = 0.05 achieves the 
lowest NDCG difference of 0.00093±0.00068, compared to CPFair, which 
reports 0.00442 ± 0.00140 under the same conditions for 𝛼𝐼  and 𝛼𝐶 .

Discussion: Table  3 shows that when 𝛼𝐶 is zero, we have the 
highest NDCG differences because the algorithms do not account for 
consumer fairness. Additionally, we have different behaviors when 
maximizing 𝛼𝐶 to 0.5 in the various datasets. In Amazon and Kindle 
datasets, Table  3(b) and (c), when 𝛼𝐶 = 0.5, the NDCG difference for 
CIPFRS increases, indicating that Eq.  (1) overcompensates in trying 
to reduce the discrepancy between high and low-activity consumer 
groups. As a result, high-activity consumers receive less accurate rec-
ommendation lists, aiming to minimize the difference between the two 
groups. However, this issue does not occur in the Food dataset, which 
has the smallest number of users among the datasets utilized and, 
subsequently, the lower number of high-activity consumers. Increasing 
𝛼𝐶 to 0.5 does not significantly affect the NDCG difference between the 
two consumer groups. These findings highlight the trade-offs between 
fairness and accuracy in recommendation systems. While increasing 
fairness weights can reduce disparities between consumer groups, it 
may also decrease recommendation accuracy for high-activity users.
9 
6.2. Evaluation of provider fairness

The Gini index values for providers are depicted in Table  4. 
These values reflect how fairly items from various providers are rec-
ommended to consumers. This metric illustrates how recommendation 
opportunities are shared among providers to showcase items from their 
inventories. A lower Gini index signifies a fairer distribution, indicating 
that a broader range of providers gets their items showcased.

Table  4(a) illustrates the Gini index for providers in the Food 
dataset. The minimum value is attributed to CIPFRS when 𝛼𝐶 = 0, 𝛼𝐼 =
0.09, and 𝛼𝑃 = 0.5. Alterations in 𝛼𝐶 have minimal impact on the Gini 
index for providers. Additionally, CIPFRS consistently records values 
close to the minimum across various fairness weights. CIPFRS at 𝛼𝐶 = 0, 
𝛼𝐼 = 0.09, and 𝛼𝑃 = 0.5 achieves a Gini index of 0.77758 ± 0.00116, 
compared with CPFair, which records 0.78069±0.00098 under the same 
𝛼𝐼  and 𝛼𝐶 conditions. Table  4(b) shows the provider Gini index for the 
Amazon dataset, indicating that CIPFRS with 𝛼𝐶 = 0.5, 𝛼𝐼 = 0.05, and 
𝛼𝑃 = 0.5 achieves the minimum Gini index value, suggesting a reduced 
disparity among providers. Similarly to the Food dataset, changes in 
𝛼𝐶 do not result in observable changes in the Gini index for providers. 
Across all fairness weights, CIPFRS with 𝛼𝑃 > 0 consistently approaches 
the minimum Gini index, with 𝛼𝐶 values ranging from 0.05 to 0.5. The 
minimum value in CIPFRS is 0.87374 ± 0.0045, compared with CPFair, 
which reports 0.87441±0.00534 for the same 𝛼𝐶 and 𝛼𝐼 = 0.5. In Table 
4(c), the Gini index for providers in the Kindle dataset reveals that, like 
the Food and Amazon datasets, increasing the value of 𝛼𝐶 has minimal 
impact on the results for CIPFRS. The minimum value occurs in CIPFRS 
when 𝛼𝐶 = 0.05, 𝛼𝐼 = 0.5, and 𝛼𝑃 = 0.5, with a Gini index of 0.69944 ±
0.00944, compared with CPFair, which achieves 0.72876±0.00567 under 
the same 𝛼𝐼  and 𝛼𝐶 . CIPFRS significantly reduces the Gini index among 
providers and across various consumer fairness weights and achieves 
results close to the minimum Gini index for providers.

Discussion: Analysis across various datasets demonstrates that 
while high values of 𝛼𝑃  in CIPFRS help to reduce the provider Gini 
index, 𝛼𝐼  has an even greater effect. Notably, when 𝛼𝐼 > 0, we achieve 
provider Gini index values very close to the minimum. This occurs 
because Eq.  (7) considers each provider’s inventories, which are typi-
cally small in size. Recommending even one item significantly changes 
the inventory’s entropy, thereby indirectly improving provider fairness 
by promoting less popular items and allowing all providers to have 
their items recommended. This is because both entropy and the Gini 
index measure the inequality in the distribution of recommendations 
across all providers. In contrast, Eq.  (4), which calculates the providers’ 
entropy, considers a much larger number of providers — in the range 
of 11K to 42K providers as shown in Table  2. Adding one item to 
the recommendations does not significantly affect the provider Gini 
index unless 𝛼𝑃  is set to high values. In contrast, even small values 
of weight 𝛼𝐼  affect the Gini index greatly. Taking into account both 
weights allows us to achieve better results.

6.3. Evaluation of item fairness

Table  5(a), (b), and (c) depict the Mean of Gini index for all 
inventory across the Food, Amazon, and Kindle datasets, respectively. 
The mean of the Gini index is calculated based on the distribution 
of recommended items in each inventory, reflecting the fairness of 
inventory exposure.

In Table  5(a) for Food dataset, CIPFRS with 𝛼𝐶 = 0.05, 𝛼𝐼 = 0.09 and 
all values of 𝛼𝑃 , demonstrates the lowest mean Gini index 0.10112 ±
0.00066 among all inventories. In comparison, Peng et al. [18] with 
𝛼𝐶 => 0 and 𝛼𝐼 = 0 reports the second best value of 0.10290± 0.00013 . 
Additionally, changing 𝛼𝐶 from zero to 0.5 does not result in a notable 
change in inventory fairness outcomes. Better performance of CIPFRS 
is observed when 𝛼𝐼 > 0.05 and 𝛼𝑃 < 0.09. In the Amazon dataset, as 
shown in Table  5(b) with 𝛼𝐶 = 0.05, CIPFRS with 𝛼𝐼 = 0.5 achieves 
a mean Gini index of 0.06923 ± 0.00062, while CPFair with 𝛼 = 0.05
𝐶
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Table 5
Mean of the Gini index for all inventories across three datasets ((a) Food, (b) Amazon, and (c) Kindle). Lower values indicate better fairness. For each fixed 𝛼𝑐 , 
the lowest (most fair) value across all algorithms is shown in bold, and the second-lowest value (from a different algorithm) is underlined.

(a) Food dataset
 VAECF CPFair [7] Peng et al. [18] CIPFRS
 𝛼𝑐 𝛼𝐼 𝛼𝑝 = 0.00 𝛼𝑝 = 0.05 𝛼𝑝 = 0.09 𝛼𝑝 = 0.50 
 
0.00

0.00 0.10324 – – – 0.10325 0.10324 0.10329  
 0.05 – 0.10368 0.10366 0.10172 0.10172 0.10172 0.10173  
 0.09 – 0.10368 0.10366 0.10171 0.10171 0.10171 0.10172  
 0.50 – 0.10368 0.10366 0.10166 0.10166 0.10167 0.10167  
 
0.05

0.00 – 0.10293 0.10290 0.10293 0.10293 0.10293 0.10301  
 0.05 – 0.10341 0.10357 0.10132 0.10132 0.10132 0.10132  
 0.09 – 0.10341 0.10357 0.10112 0.10112 0.10112 0.10112 
 0.50 – 0.10341 0.10357 0.10153 0.10154 0.10154 0.10154  
 
0.09

0.00 – 0.10293 0.10290 0.10293 0.10293 0.10293 0.10301  
 0.05 – 0.10341 0.10357 0.10143 0.10143 0.10144 0.10143  
 0.09 – 0.10341 0.10357 0.10130 0.10130 0.10130 0.10130 
 0.50 – 0.10341 0.10357 0.10140 0.10140 0.10140 0.10141  
 
0.50

0.00 – 0.10293 0.10290 0.10293 0.10293 0.10293 0.10301  
 0.05 – 0.10335 0.10319 0.10144 0.10144 0.10144 0.10144  
 0.09 – 0.10335 0.10319 0.10142 0.10143 0.10143 0.10143  
 0.50 – 0.10341 0.10357 0.10126 0.10127 0.10127 0.10127  

(b) Amazon dataset
 
0.00

0.00 0.07940 – – – 0.07940 0.07941 0.07943  
 0.05 – 0.08005 0.07945 0.07274 0.07274 0.07274 0.07275  
 0.09 – 0.08005 0.07945 0.07094 0.07093 0.07093 0.07093  
 0.50 – 0.08005 0.07945 0.06923 0.06923 0.06923 0.06923 
 
0.05

0.00 – 0.07939 0.07945 0.07939 0.07939 0.07939 0.07940  
 0.05 – 0.08014 0.07951 0.07383 0.07383 0.07383 0.07384  
 0.09 – 0.08015 0.07951 0.07210 0.07210 0.07210 0.07210  
 0.50 – 0.08015 0.07951 0.06946 0.06946 0.06946 0.06946 
 
0.09

0.00 – 0.07940 0.07946 0.07940 0.07940 0.07940 0.07941  
 0.05 – 0.08013 0.07951 0.07386 0.07386 0.07387 0.07388  
 0.09 – 0.08015 0.07951 0.07258 0.07258 0.07258 0.07258  
 0.50 – 0.08015 0.07951 0.06975 0.06975 0.06975 0.06975 
 
0.50

0.00 – 0.07940 0.07946 0.07939 0.07940 0.07941 0.07941  
 0.05 – 0.07994 0.07946 0.07386 0.07386 0.07386 0.07387  
 0.09 – 0.07994 0.07946 0.07262 0.07262 0.07262 0.07262  
 0.50 – 0.08015 0.07951 0.07128 0.07128 0.07128 0.07128 

(c) Kindle dataset
 
0.00

0.00 0.19661 – – – 0.19690 0.19712 0.19941  
 0.05 – 0.19836 0.19667 0.19817 0.19817 0.19817 0.19818  
 0.09 – 0.19836 0.19667 0.19769 0.19768 0.19769 0.19770  
 0.50 – 0.19836 0.19667 0.19706 0.19706 0.19707 0.19706 
 
0.05

0.00 – 0.19635 0.19631 0.19635 0.19690 0.19720 0.19941  
 0.05 – 0.19828 0.19659 0.19925 0.19959 0.19959 0.19959  
 0.09 – 0.19828 0.19659 0.19911 0.19946 0.19946 0.19944  
 0.50 – 0.19828 0.19659 0.19787 0.19825 0.19825 0.19826  
 
0.09

0.00 – 0.19635 0.19631 0.19635 0.19690 0.19720 0.19941  
 0.05 – 0.19828 0.19659 0.19925 0.19926 0.19926 0.19926  
 0.09 – 0.19828 0.19659 0.19904 0.19905 0.19905 0.19905  
 0.50 – 0.19828 0.19659 0.19818 0.19818 0.19817 0.19817  
 
0.50

0.00 – 0.19635 0.19631 0.19635 0.19690 0.19720 0.19941  
 0.05 – 0.19767 0.19587 0.19925 0.19926 0.19926 0.19926  
 0.09 – 0.19767 0.19587 0.19904 0.19905 0.19904 0.19904  
 0.50 – 0.19828 0.19659 0.19859 0.19858 0.19859 0.19858  
and 𝛼𝐼 = 0 achieves 0.07939 ± 0.00057, representing the second-lowest 
value. Also, CIPFRS consistently achieves values that are very close to 
this minimum across different 𝛼𝐶 and 𝛼𝑃  with 𝛼𝐼 = 0.5. Notably, it 
is observable that changing 𝛼𝐶 does not significantly affect the item 
fairness outcome. Table  5(c) displays the mean Gini index across all in-
ventories of the Kindle dataset, with the lowest value recorded by Peng 
et al. [18], where 𝛼𝐶 > 0 and 𝛼𝐼 = 0, yielding 0.19631 ± 0.00079. This 
outcome corresponds to the same setting where Peng et al. achieved 
a higher provider Gini index, indicating that recommendations were 
primarily generated from a few providers’ inventories, which led to 
lower inventory fairness. Nonetheless,  CIPFRS and CPFair with 𝛼 = 0
𝐼

10 
and 𝛼𝐶 > 0 achieve the second-lowest Gini index across inventories, 
0.19635 ± 0.00098

Discussion: Our findings across multiple datasets validate that 
CIPFRS enhances item fairness. Similar to the results of the Gini index 
for providers, since CIPFRS considers consumer fairness, it tends to in-
crease the quality of the recommendations for low-activity consumers. 
As a result, CIPFRS needs to diversify the items on the recommen-
dations output to achieve better results. This was shown in Table  7, 
showcasing Novelty that CIPFRS tends to recommend more novel (less-
popular) items that indirectly help item fairness. Finally, it is shown 
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Table 6
NDCG results across three datasets ((a) Food, (b) Amazon, and (c) Kindle). For each fixed 𝛼𝑐 , the highest NDCG values across all algorithms are shown in bold, 
and the second-highest values (from different algorithms) are underlined.

(a) Food dataset
 VAECF CPFair [7] Peng et al. [18] CIPFRS
 𝛼𝑐 𝛼𝐼 𝛼𝑝=0.00 𝛼𝑝=0.05 𝛼𝑝=0.09 𝛼𝑝=0.50  
 
0.00

0.00 0.01201 – – – 0.01200 0.01201 0.01197  
 0.05 – 0.01165 0.01217 0.01167 0.01165 0.01165 0.01164  
 0.09 – 0.01165 0.01217 0.01171 0.01170 0.01170 0.01167  
 0.50 – 0.01165 0.01217 0.01164 0.01163 0.01162 0.01161  
 
0.05

0.00 – 0.00938 0.00764 0.00938 0.00941 0.00940 0.00934  
 0.05 – 0.00943 0.00794 0.00986 0.00987 0.00987 0.00986  
 0.09 – 0.00943 0.00794 0.01110 0.01111 0.01111 0.01110  
 0.50 – 0.00943 0.00794 0.01153 0.01154 0.01155 0.01154  
 
0.09

0.00 – 0.00938 0.00764 0.00938 0.00941 0.00940 0.00934  
 0.05 – 0.00943 0.00794 0.00930 0.00931 0.00931 0.00931  
 0.09 – 0.00943 0.00794 0.00987 0.00988 0.00989 0.00987  
 0.50 – 0.00943 0.00794 0.01139 0.01140 0.01140 0.01139  
 
0.50

0.00 – 0.00938 0.00764 0.00938 0.00941 0.00940 0.00934  
 0.05 – 0.00916 0.00780 0.00928 0.00929 0.00929 0.00929  
 0.09 – 0.00916 0.00780 0.00930 0.00931 0.00932 0.00930  
 0.50 – 0.00943 0.00794 0.00980 0.00981 0.00982 0.00981  

(b) Amazon dataset
 
0.00

0.00 0.02732 – – – 0.02733 0.02733 0.02731  
 0.05 – 0.02617 0.02739 0.02407 0.02406 0.02407 0.02404  
 0.09 – 0.02617 0.02739 0.02271 0.02271 0.02269 0.02269  
 0.50 – 0.02617 0.02739 0.02185 0.02186 0.02185 0.02183  
 
0.05

0.00 – 0.02496 0.02105 0.02496 0.02497 0.02497 0.02497  
 0.05 – 0.02427 0.02113 0.02251 0.02251 0.02251 0.02248  
 0.09 – 0.02427 0.02113 0.02190 0.02189 0.02188 0.02185  
 0.50 – 0.02427 0.02113 0.02203 0.02203 0.02202 0.02201  
 
0.09

0.00 – 0.02498 0.02105 0.02498 0.02498 0.02498 0.02498 
 0.05 – 0.02427 0.02113 0.02215 0.02215 0.02215 0.02211  
 0.09 – 0.02428 0.02113 0.02122 0.02122 0.02123 0.02118  
 0.50 – 0.02427 0.02113 0.02215 0.02215 0.02214 0.02211  
 
0.50

0.00 – 0.02498 0.02105 0.02498 0.02498 0.02498 0.02498 
 0.05 – 0.02402 0.02106 0.02213 0.02213 0.02213 0.02209  
 0.09 – 0.02402 0.02106 0.02080 0.02080 0.02080 0.02076  
 0.50 – 0.02427 0.02113 0.02069 0.02069 0.02068 0.02063  

(c) Kindle dataset
 
0.00

0.00 0.02155 – – – 0.02150 0.02148 0.02128  
 0.05 – 0.01872 0.01950 0.01790 0.01787 0.01787 0.01788  
 0.09 – 0.01872 0.01950 0.01786 0.01782 0.01781 0.01778  
 0.50 – 0.01872 0.01950 0.01761 0.01759 0.01758 0.01756  
 
0.05

0.00 – 0.01576 0.02451 0.01576 0.01573 0.01571 0.01555  
 0.05 – 0.01485 0.02182 0.01379 0.01375 0.01374 0.01373  
 0.09 – 0.01485 0.02182 0.01402 0.01397 0.01395 0.01397  
 0.50 – 0.01485 0.02182 0.01654 0.01646 0.01645 0.01648  
 
0.09

0.00 – 0.01576 0.02451 0.01576 0.01573 0.01571 0.01555  
 0.05 – 0.01485 0.02182 0.01372 0.01370 0.01371 0.01371  
 0.09 – 0.01485 0.02182 0.01371 0.01371 0.01370 0.01365  
 0.50 – 0.01485 0.02182 0.01578 0.01574 0.01577 0.01575  
 
0.50

0.00 – 0.01576 0.02451 0.01576 0.01573 0.01571 0.01555  
 0.05 – 0.01353 0.02264 0.01372 0.01370 0.01371 0.01371  
 0.09 – 0.01353 0.02264 0.01363 0.01362 0.01362 0.01356  
 0.50 – 0.01485 0.02182 0.01355 0.01356 0.01355 0.01357  
that changes in the consumer fairness weight do not significantly affect 
the item fairness output.

6.4. Evaluation of recommendations quality

NDCG Analysis: In our analysis, NDCG is calculated across all users, 
not just the high and low activity groups. Table  6(a) for the Food 
dataset shows that Peng et al. [18], where 𝛼𝐶 = 0, achieves the highest 
NDCG of 0.01217 ± 0.00155, while CIPFRS with 𝛼𝐶 = 0, 𝛼𝐼 = 0, and 
𝛼𝑃 = 0.09 yields 0.01201 ± 0.00161. Similarly, Table 6(b) highlights 
that the highest NDCG among all algorithms in the Amazon dataset 
is achieved by Peng et al. with 𝛼𝐶 = 0 reaching 0.02739 ± 0.00574. 
In contrast, CIPFRS with 𝛼 = 0, 𝛼 = 0, and 𝛼 = 0.05 achieves a 
𝐶 𝐼 𝑃
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comparable score of 0.02733±0.00573. Finally, Table  6(c) demonstrates 
that the highest NDCG value in the Kindle dataset is achieved by Peng 
et al. with 𝛼𝐶 = 0. To explain why Peng et al. achieve the highest 
NDCG values, we refer to Table  7, where their method consistently 
reports the lowest novelty scores. This indicates that the algorithm 
tends to recommend more popular items, resulting in higher NDCG 
performance. Notably, when 𝛼𝐶 > 0 in all three datasets, the maximum 
or second-highest NDCG values are achieved by CIPFRS.

Discussion: Provider fairness does not affect NDCG performance 
since each provider’s inventory might contain highly popular items. 
The algorithm, focusing on provider fairness, selects these popular 
items to maintain high recommendation quality, as shown by the high 
NDCG scores. This behavior is evident in Table  7, where adjusting 
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Table 7
An analysis of Novelty scores across three datasets ((a) Food, (b) Amazon, and (c) Kindle). For each fixed 𝛼𝑐 , the highest value across all algorithms is shown in
bold, and the second-highest value (from a different algorithm) is underlined.

(a) Food dataset
 VAECF CPFair [7] Peng et al. [18] CIPFRS
 𝛼𝑐 𝛼𝐼 𝛼𝑝 = 0.00 𝛼𝑝 = 0.05 𝛼𝑝 = 0.09 𝛼𝑝 = 0.50 
 
0.00

0.00 5.48291 – – – 5.48345 5.48377 5.48657  
 0.05 – 5.59583 5.46051 5.58134 5.58168 5.58199 5.58391  
 0.09 – 5.59583 5.46051 5.58306 5.58340 5.58370 5.58561  
 0.50 – 5.59583 5.46051 5.58720 5.58754 5.58785 5.58978  
 
0.05

0.00 – 5.46932 5.46094 5.46932 5.46974 5.47002 5.47263  
 0.05 – 0.58076 5.43759 5.55991 5.56020 5.56040 5.56213  
 0.09 – 0.58076 5.43759 5.56437 5.56465 5.56481 5.56647  
 0.50 – 0.58076 5.43759 5.58159 5.58186 5.58202 5.58348 
 
0.09

0.00 – 5.46932 5.46094 5.46932 5.46974 5.47002 5.47263  
 0.05 – 0.58076 5.43759 5.54929 5.54956 5.54974 5.55147  
 0.09 – 0.58076 5.43759 5.56115 5.56141 5.56159 5.56335  
 0.50 – 0.58076 5.43759 5.57748 5.57775 5.57790 5.57939  
 
0.50

0.00 – 5.46932 5.46094 5.46932 5.46974 5.47002 5.47263  
 0.05 – 5.55230 5.44660 5.54890 5.54917 5.54935 5.55108  
 0.09 – 5.55230 5.44660 5.55006 5.55032 5.55049 5.55221  
 0.50 – 5.58076 5.43759 5.56378 5.56406 5.56423 5.56597 

(b) Amazon dataset
 
0.00

0.00 5.37093 – – – 5.37103 5.37111 5.37207  
 0.05 – 5.61118 5.35882 5.55067 5.55137 5.55181 5.55555  
 0.09 – 5.61118 5.35882 5.64963 5.65022 5.65066 5.65412  
 0.50 – 5.61118 5.35882 5.71315 5.71360 5.71389 5.71762 
 
0.05

0.00 – 5.36943 5.32543 5.36943 5.36968 5.36977 5.37111  
 0.05 – 5.60940 5.31329 5.53368 5.53414 5.53451 5.53783  
 0.09 – 5.60968 5.31328 5.61882 5.61930 5.61959 5.62315  
 0.50 – 5.60968 5.31328 5.71628 5.71681 5.71714 5.72071 
 
0.09

0.00 – 5.37025 5.32567 5.37024 5.37047 5.37057 5.37187  
 0.05 – 5.60729 5.31360 5.51909 5.51957 5.51988 5.52308  
 0.09 – 5.61026 5.31354 5.61345 5.61389 5.61419 5.61762  
 0.50 – 5.61031 5.31354 5.71323 5.71372 5.71404 5.71764 
 
0.50

0.00 – 5.37027 5.32569 5.37027 5.37049 5.37060 5.37190  
 0.05 – 5.56489 5.31825 5.51877 5.51917 5.51949 5.52266  
 0.09 – 5.56489 5.31825 5.59463 5.59512 5.59534 5.59880  
 0.50 – 5.61031 5.31355 5.66384 5.66433 5.66465 5.66805 

(c) Kindle dataset
 
0.00

0.00 8.76946 – – – 8.77124 8.77260 8.78904  
 0.05 – 9.16317 8.93997 9.17364 9.17533 9.17548 9.17593  
 0.09 – 9.16317 8.93997 9.17677 9.17819 9.17826 9.17876  
 0.50 – 9.16317 8.93997 9.18533 9.18679 9.18693 9.18741 
 
0.05

0.00 – 8.76601 8.76909 8.76601 8.76932 8.77110 8.78796  
 0.05 – 9.16057 8.94034 9.12068 9.12586 9.12600 9.12651  
 0.09 – 9.16057 8.94034 9.13578 9.14123 9.14135 9.14181  
 0.50 – 9.16057 8.94034 9.17576 9.18102 9.18117 9.18161 
 
0.09

0.00 – 8.76601 8.76909 8.76601 8.76932 8.77110 8.78796  
 0.05 – 9.16050 8.94033 9.11675 9.11771 9.11784 9.11825  
 0.09 – 9.16057 8.94034 9.12424 9.12519 9.12529 9.12586  
 0.50 – 9.16057 8.94034 9.16934 9.17043 9.17061 9.17094 
 
0.50

0.00 – 8.76601 8.76909 8.76601 8.76932 8.77110 8.78796  
 0.05 – 9.09792 8.91313 9.11675 9.11771 9.11784 9.11825  
 0.09 – 9.09792 8.91313 9.12029 9.12123 9.12139 9.12182  
 0.50 – 9.16057 8.94034 9.13038 9.13129 9.13145 9.13202 
solely the provider fairness weight in CIPFRS does not facilitate the 
recommendation of novel items. Finally, across all three datasets, when 
and 𝛼𝐼 = 0, CIPFRS maintains NDCG values comparable to VAECF by 
recommending the most popular items from each provider’s inventory. 
This indicates that emphasizing provider fairness leads the algorithm 
to favor popular items.

Novelty Analysis: Table  7(b) and (c) show that the highest novelty 
values are achieved by CIPFRS when 𝛼𝐼 = 0.5 and 𝛼𝑃 = 0.5 in 
both the Amazon and Kindle datasets, with a substantial difference 
compared to the second-best configuration. CIPFRS, with 𝛼𝐶 = 0.5, 
𝛼𝐼 = 0.5, and 𝛼𝑃 = 0.5, achieves values close to the maximum in 
both datasets. Table  7(a) shows that the highest novelty value in the 
Food dataset is achieved by CPFair with 𝛼 = 0 (5.59583 ± 0.09792), 
𝐶
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while CIPFRS with 𝛼𝐶 = 0, 𝛼𝐼 = 0.5, and 𝛼𝑃 = 0.5 achieves a 
closely comparable value of 5.58978 ± 0.02098. This demonstrates that 
incorporating multiple stakeholders allows the algorithm to provide 
greater opportunities for niche items and new providers to showcase 
their products to consumers.

Discussion: When 𝛼𝐼 > 0, the CIPFRS tend to feature more novel 
items. This is because Eq.  (7) considers providers’ inventories, which 
are generally small in size. By suggesting even one less popular item 
from each inventory, we can significantly reduce the entropy and 
subsequently lower the Gini index of items, thereby enhancing novelty. 
In contrast to the  CPFair [7] and Peng et al. [18], which attempt 
to balance fairness between two groups of items, we consider item 
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Table 8
An analysis of Coverage scores across three datasets ((a) Food, (b) Amazon, and (c) Kindle). For each fixed 𝛼𝑐 , the highest value across all algorithms is shown 
in bold, and the second-highest value (from a different algorithm) is underlined.

(a) Food dataset
 VAECF CPFair [7] Peng et al. [18] CIPFRS
 𝛼𝑐 𝛼𝐼 𝛼𝑝 = 0.00 𝛼𝑝 = 0.05 𝛼𝑝 = 0.09 𝛼𝑝 = 0.50 
 
0.00

0.00 11.894 – – – 11.898 11.918 11.948  
 0.05 – 12.626 9.338 8.766 8.764 8.766 8.772  
 0.09 – 12.626 9.338 8.702 8.702 8.706 8.706  
 0.50 – 12.626 9.338 8.724 8.724 8.720 8.714  
 
0.05

0.00 – 12.326 12.352 12.326 12.328 12.332 12.326  
 0.05 – 12.814 9.398 11.818 11.818 11.818 11.820  
 0.09 – 12.814 9.398 11.312 11.312 11.312 11.314  
 0.50 – 12.814 9.398 9.400 9.404 9.404 9.404  
 
0.09

0.00 – 12.326 12.352 12.326 12.328 12.332 12.326  
 0.05 – 12.814 9.398 11.886 11.886 11.886 11.888  
 0.09 – 12.814 9.398 11.830 11.832 11.832 11.832  
 0.50 – 12.814 9.398 9.966 9.964 9.966 9.966  
 
0.50

0.00 – 12.326 12.352 12.326 12.328 12.332 12.326  
 0.05 – 12.866 11.480 11.886 11.886 11.886 11.888  
 0.09 – 12.866 11.480 11.900 11.900 11.900 11.900  
 0.50 – 12.814 9.398 11.858 11.858 11.858 11.858  

(b) Amazon dataset
 
0.00

0.00 29.636 – – – 29.646 29.646 29.646  
 0.05 – 31.004 25.218 24.350 24.350 24.350 24.384  
 0.09 – 31.004 25.218 21.378 21.378 21.378 21.368  
 0.50 – 31.004 25.218 15.720 15.720 15.720 15.720  
 
0.05

0.00 – 30.032 30.092 30.032 30.032 30.032 30.078  
 0.05 – 31.220 25.422 28.984 28.984 28.974 28.962  
 0.09 – 31.220 25.412 26.952 26.952 26.952 26.952  
 0.50 – 31.220 25.412 17.248 17.248 17.248 17.260  
 
0.09

0.00 – 30.032 30.092 30.032 30.032 30.032 30.078  
 0.05 – 31.198 25.478 29.496 29.496 29.484 29.484  
 0.09 – 31.220 25.412 28.642 28.642 28.642 28.642  
 0.50 – 31.220 25.412 18.822 18.822 18.822 18.822  
 
0.50

0.00 – 30.032 30.092 30.032 30.032 30.032 30.078  
 0.05 – 30.992 29.212 29.508 29.496 29.484 29.484  
 0.09 – 30.992 29.212 29.486 29.486 29.486 29.486  
 0.50 – 31.220 25.412 28.152 28.152 28.152 28.152  

(c) Kindle dataset
 
0.00

0.00 36.680 – – – 36.712 36.746 36.818  
 0.05 – 36.898 36.514 26.402 26.402 26.404 26.396  
 0.09 – 36.898 36.514 26.070 26.080 26.082 26.098  
 0.50 – 36.898 36.514 25.914 25.918 25.924 25.910  
 
0.05

0.00 – 37.314 37.080 37.314 37.344 37.350 37.422  
 0.05 – 37.268 36.918 34.700 34.917 34.920 34.923  
 0.09 – 37.268 36.918 33.382 33.608 33.613 33.620  
 0.50 – 37.268 36.918 27.054 27.198 27.200 27.200  
 
0.09

0.00 – 37.314 37.080 37.314 37.344 37.350 37.422  
 0.05 – 37.274 36.918 34.784 34.792 34.794 34.798  
 0.09 – 37.268 36.918 34.698 34.702 34.706 34.708  
 0.50 – 37.268 36.918 28.648 28.652 28.656 28.652  
 
0.50

0.00 – 37.314 37.080 37.314 37.344 37.350 37.422  
 0.05 – 39.066 38.072 34.784 34.792 34.794 34.798  
 0.09 – 39.066 38.072 34.778 34.780 34.784 34.790  
 0.50 – 37.268 36.918 34.682 34.684 34.686 34.690  
fairness in each provider’s inventories. This narrower focus allows us 
to recommend novel items.

Additionally, the Novelty Table indicates that when CIPFRS con-
siders 𝛼𝑃 > 0 and 𝛼𝐼 = 0, it recommends fewer novel items. This 
is because Eq.  (4), which calculates the provider entropy, involves a 
large number of providers, and adding one recommendation to the lists 
does not significantly increase novelty. However, at high values of 𝛼𝑃 , 
we observe an increase in novelty values, as seen with CIPFRS when 
𝛼𝑃 > 0 or 𝛼𝐶 > 0 and 𝛼𝑃 > 0. Finally, when we only consider consumer 
fairness, we achieve low novelty since we recommend the best items 
for the consumers, which tend to be only the most popular ones.

Coverage Analysis: Table  8(a), (b), and (c) show that CPFair algo-
rithm achieves the highest coverage across all datasets. Notably, the 
13 
CIPFRS algorithms that consider provider fairness, specifically when 
𝛼𝑃 > 0 or when both 𝛼𝐶 > 0 and 𝛼𝑃 > 0, achieve coverage values 
very close to the maximum achieved by CPFair. Changing the consumer 
fairness weight 𝛼𝐶 from zero to 0.5 in CIPFRS does not significantly 
impact coverage.

Discussion: Since Eq. (7) focuses on each provider’s inventory, 
when 𝛼𝐼 > 0, it promotes the less popular items, thus achieving high 
novelty. However, this narrow focus is detrimental when we consider 
coverage since the provider’s more popular items are less likely to 
be recommended. When 𝛼𝐼 = 0, the CIPFRS achieves high coverage 
since it considers all items in providers’ inventories, but it has low 
novelty because it tends to recommend the more popular items in these 
inventories.
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The CPFair algorithm achieves high coverage due to how it ad-
dresses item fairness. In contrast to our work, they consider all items 
in the system and aim to provide equal opportunity for item exposure 
between two item groups: short-head and long-tail items. Consequently, 
the algorithm has many choices from both groups.

Moreover, coverage improves when both 𝛼𝐼 > 0 and 𝛼𝐶 > 0. When 
the consumer fairness weight 𝛼𝐶 > 0, CIPFRS tends to maximize the 
quality of recommendation lists for low-activity consumers. To improve 
the quality of recommendations for these consumers, the algorithm 
considers a diverse range of items. Therefore, in CIPFRS configurations 
where 𝛼𝐶 > 0 coverage is higher.

7. Conclusions

This paper addresses fairness concerns across multiple stakeholders, 
namely consumers, providers, and items, in recommender systems. By 
explicitly focusing on item fairness within individual provider invento-
ries, we have pioneered new avenues for customized fairness measures. 
Our analysis confirms that this nuanced approach to debiasing can yield 
superior fairness outcomes compared to conventional methods that uni-
formly address bias across all items. Furthermore, this approach focuses 
on provider fairness individually rather than grouping providers. This 
helps providers understand how the system treats them fairly compared 
to others and enhances their satisfaction with the system. Addressing 
the concerns of all stakeholders about fairness simultaneously often 
yields optimal outcomes in fairness evaluations. Our method excels 
at recommending novel and less popular items by focusing on item 
inventories, thereby ensuring a broader representation within recom-
mendation lists. The experimental results confirm that our approach 
meets and often exceeds traditional performance metrics, confirming 
its effectiveness in enhancing fairness across the system.
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