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Machine learning is no longer limited to low-risk tasks, but it is also being used
in critical decision-making systems. Consequently, machine learning has a direct
effect on individuals’ lives in domains such as recidivism prediction (COMPAS) and
loan approval. Thus, errors or biases generated by such algorithms may have severe
consequences in the real world. Therefore, our expectations of ML are not limited
to accuracy. In addition to making correct predictions, we expect the models to
behave in an unbiased manner toward individuals and groups. Many mathematical
definitions of fairness have been proposed by researchers, but there have been few
large, systematic comparisons of fairness metrics applied to standard machine learn-
ing models. The main task of this thesis is to examine in detail how the balance or
trade-off between accuracy and fairness occurs in different models.

The study used two socially sensitive datasets, COMPAS recidivism and Adult
Income. These two datasets were used to train and test nine machine learning
models. The models used in this study include nine widely used binary classi-
fiers, ranging from simple and interpretable algorithms (e.g., Logistic Regression
and Support Vector Machine) to high-performance ensemble methods (e.g., Ran-
dom Forest, XGBoost, and Light GBM). Each model was carefully evaluated using
Demographic Parity Difference (DPD) and Equalized Odds Difference (EOD) which
are two important group fairness criteria, and traditional performance metrics in-
cluding Accuracy and F1-score.

The outcome of the experiment clearly shows a trade-off between accuracy and
fairness despite the fact that the nature of this relationship varies greatly among the
model architectures. Although ensemble algorithms including XGBoost and Light-
GBM achieved the highest predictive accuracy, they also had the largest fairness
gaps. On the other hand, less complex models like Decision Trees and Multi-layer
Perceptrons tended to be more fair and less accurate. One of the key findings in the
hyperparameter sensitivity analysis is the fact that fairness is not fixed. It varied
with hyperparameters for models like Logistic Regression and SVM, but was less
responsive for others. Furthermore, statistical significance testing highlighted that

while performance advantages were often robust, differences in fairness rankings



were frequently statistically insignificant, cautioning against over-reliance on minor
metric variations.

This thesis develops a robust empirical foundation for fairness assessment in
machine learning through broad benchmarking with both sensitivity analysis and
statistical testing. This study serves as a methodological guide and a source of
empirical evidence for practitioners and researchers, providing a framework for eval-
uating fairness based on evidence-based insights. These results indicate that fairness
is not universal or transferable across models or datasets, it must be evaluated con-

textually, with awareness of model behavior and tuning sensitivity.

Keywords: Algorithmic Fairness, Fairness-Accuracy Trade-off, Demographic Par-
ity, Equalized Odds, COMPAS, Adult Income, Hyperparameter Sensitivity, Statis-

tical Significance Testing
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1 INTRODUCTION

Machine learning has become deeply integrated into modern decision-making sys-
tems, influencing outcomes in areas such as justice, finance, employment, and public
services. As these technologies continue to expand in scope and impact, concerns
about fairness, transparency, and accountability have grown accordingly. In par-
ticular, biased predictions and unequal error rates across demographic groups have
revealed that algorithmic systems can reproduce or even amplify existing societal in-
equities. This chapter introduces the broader context of algorithmic decision making

and outlines the challenges that motivate the need for systematic fairness evaluation.

1.1 The Pervasiveness and Peril of Algorithmic Decision
Making

Machine Learning (ML) algorithms are now used in decision-making across many
critical fields where wrong decisions can directly impact human lives, such as criminal
justice, financial lending, hiring, and healthcare [1, 2]. These systems are generally
adopted because of their potential benefits, including the ability to make decisions
quickly and efficiently, the ability to maintain consistency by following the same
rules every time, and the expectation that they may help reduce human bias [3].
Nevertheless, the real-life implementation of such systems has created significant
risks; algorithmic decision-making can have profound and often discriminatory im-
pacts on people’s lives. This has brought critical ethical and legal concerns regarding
fairness, accountability, and transparency [4, 5].

An important example that brings these problems of algorithmic bias to the fore
is the recidivism prediction tool called COMPAS (Correctional Offender Manage-
ment Profiling for Alternative Sanctions). According to Angwin et al., there was
significant racial bias in the system. Defendants identified as Black received higher
risk assessments than comparable defendants identified as White under similar cir-
cumstances and experienced disproportionately higher false-positive rates [6]. This
example demonstrates that machine learning (ML) models that are trained on his-
torical data can reproduce and tend to amplify existing inequalities in the society,
despite the common belief that they are objective or impartial [7, 8]. The COMPAS
case study shows that, as much as Machine Learning (ML) promises efficiency and
speed, it also poses a risk of reinforcing systemic biases in society. This observation
highlights the importance of careful and continuous evaluation to ensure fairness in

the deployment of such technologies [9, 10].



1.2 The Problem of Bias and the Challenge of Defining Fair-

ness

The main problem with fair machine learning is algorithmic bias, where models sys-
tematically produce outcomes biased against some protected group (such as a group
defined by race, gender, or age) [11]. The primary sources of this bias are histor-
ical inequities that are hidden in the training data, and certain modeling choices
made when building the model. These two factors unintentionally introduce bias
into Machine Learning models [5]. Together, these factors make it difficult to ensure
fairness in algorithmic decision-making.

A key challenge is that fairness is a multifaceted social concept with no single
universally accepted mathematical definition. Fairness is defined differently across
research and application areas, making it complex to determine which definition
is most applicable to machine learning [12, 13]. Many formalizations of fairness
have been proposed in this field, which are often inconsistent with each other. This
study focuses on the concept of group fairness, which aims to maintain equal rates
of outcomes or statistical parity between different demographic groups. Two of the

most prominent group-fairness metrics are:

o Demographic Parity (Statistical Parity): Where the model’s positive outcome
rate does not depend on sensitive attributes (such as race, gender, age, etc.).
That is, the positive outcome rate should be equal or close across different de-
mographic groups [14]. This is typically measured as the Demographic Parity

Difference.

» Equalized Odds: Where the model’s true positive rate (TPR) and false posi-
tive rate (FPR) need to be equal across different demographic groups. That
is, the model should not give any particular group a greater advantage or

disadvantage than others [14]. This difference is measured by the Equalized
Odds Difference.

These different definitions of fairness are essentially derived from different ethical
intuitions. Research has shown that it is often mathematically impossible to satisfy
multiple fairness criteria simultaneously, especially when the base rates (such as
recidivism rates or loan approval rates) of different demographic groups are different.
As a result, in practice, researchers and users often have to make difficult normative
choices when building machine learning models, which means that they must decide

which fairness criteria to prioritize and which to overlook [15, 16].



1.3 Practical Hurdles and the Research Gap

In addition to conceptual problems, researchers and users face many practical chal-
lenges in terms of implementation. One of the most discussed challenges is the
fairness and accuracy trade-off, where applying a fairness constraint to a model
generally reduces its predictive performance [15]. Managing this fairness-accuracy
trade-off requires careful consideration of the specific application context, as the
same fairness definition does not apply to every situation [13].

Although various types of fairness metrics and fairness-aware algorithms have
been proposed, a significant research gap remains. There is a lack of comprehen-
sive empirical benchmarking studies that systematically evaluate how widely used
ML models behave with respect to these metrics [17]. Many studies have proposed
new bias mitigation techniques; however, in practice, practitioners generally rely on
traditional machine learning classifiers such as Logistic Regression, Random Forest,
and XGBoost. Understanding the inherent fairness of these widely used models is
crucial. Since they are the most common in real-world applications, knowing their
built-in bias is the first step toward ensuring fairness. There is a degree of frag-
mentation in current research, as different studies use different datasets, fairness
metrics, and evaluation protocols. This inconsistency makes it difficult to com-
pare results or draw general conclusions. Therefore, a systematic benchmark can
provide empirically grounded guidance by conducting experiments within the same
framework.

This investigation leads to several critical unanswered questions for practitioners:
how common fairness metrics like DPD and EOD vary across a diverse suite of
standard ML models on real-world datasets; what the nature and consistency of
the fairness-accuracy trade-off is across these models; how sensitive fairness and
accuracy outcomes are to routine hyperparameter tuning; and whether the observed

differences in model fairness and performance are statistically significant.

1.4 Objectives and Research Questions

This Master’s thesis aims to address this empirical gap by conducting a comprehen-
sive benchmarking study of group-fairness metrics across a range of standard ML
models. The primary objective is to empirically investigate the interplay between
model choice, hyperparameters, predictive accuracy, and group fairness, providing
a practical guide for model evaluation and selection in fairness-critical contexts.

To achieve this, the thesis is guided by the following research questions (RQs):

« RQ1: How do different group-fairness metrics (Demographic Parity Difference
and Equalized Odds Difference) vary across commonly used ML models when
applied to the COMPAS and Adult Income datasets?



« RQ2: What is the nature and extent of the trade-off between predictive accu-
racy (measured by accuracy, precision, recall, and F1l-score) and group fairness

across these models and datasets?

« RQ3: How sensitive are the fairness and accuracy metrics of these models to

changes in key model hyperparameters?

e RQ4: Are the observed differences in fairness and accuracy metrics across

different models and hyperparameter settings statistically significant?

1.5 Scope and Limitations

The scope of this thesis is defined by four main boundaries. First, the work fo-
cuses exclusively on group fairness, and model performance is evaluated using two
measures: Demographic Parity Difference and Equalized Odds Difference. Other
fairness perspectives such as individual fairness or causal fairness are not included
in the scope of this study. Second, the experimental evaluation is based on two
widely used datasets in fairness research, namely the COMPAS recidivism dataset
and the Adult Income dataset. These datasets are commonly used as reference
points in the literature. Third, the benchmarking is limited to nine standard bi-
nary classification models, including Logistic Regression, Random Forest, Support
Vector Machine, Decision Tree, k-Nearest Neighbor, Gradient Boosting, XGBoost,
Light GBM and Multi-Layer Perceptron. Fairness-aware or modified algorithms are
intentionally excluded so that the inherent fairness behavior of standard models can
be clearly observed. Finally, the analysis focuses on fairness and accuracy variation,
hyperparameter sensitivity, and the statistical significance of model comparisons.
These choices introduce some important limitations. Since only two datasets and
two fairness metrics are used, the generalizability of the findings may be limited. The
evaluation focuses on observable outcomes rather than causal mechanisms, and it
does not include any fairness mitigation techniques. These limitations also indicate

where future research could be expanded.

1.6 Thesis Structure

The remainder of this thesis is organized as follows. Chapter 2 provides the literature
review, summarizing the theoretical foundations of algorithmic fairness, commonly
used fairness metrics, and previous benchmarking work in the field. Chapter 3 ex-
plains the methodology, including details of the datasets, preprocessing steps, model
configurations, and evaluation framework. Chapter 4 presents and analyzes the ex-
perimental findings, covering baseline performance, fairness accuracy relationships,

sensitivity to hyperparameter tuning, and statistical significance testing. Chapter



5 discusses and interprets these results, linking them directly to the research ques-
tions. Finally, Chapter 6 concludes the thesis by summarizing the contributions and

outlining potential directions for future research.



2 LITERATURE REVIEW

The purpose of this chapter is to situate the thesis within the existing body of
research on algorithmic decision-making and fairness in machine learning. It first
examines how predictive models have been used in high-stakes domains such as
criminal justice and highlights the debates around bias in real-world systems like
COMPAS. It then introduces key group-fairness concepts and metrics that are cen-
tral to this work, with a focus on Demographic Parity and Equalized Odds (EO).
Finally, it reviews prior benchmarking efforts and fairness-aware methods, identifies
their main limitations, and clarifies the specific research gap that this thesis aims to

address.

2.1 Algorithmic Decision Making in Criminal Justice

The academic discussion on algorithmic decision-making recognizes its benefits, such
as improved efficiency and consistency [1, 2]. However, a significant body of research
has revealed that these systems can inherit, perpetuate, and even amplify societal
biases, challenging initial optimism about their objectivity [1, 2]. A pivotal case
that brought this issue to the forefront, especially within criminal justice, is the
COMPAS recidivism risk assessment tool. The debate around COMPAS’s racial
bias fundamentally shaped the field, moving the conversation from theoretical risks
to the urgent, practical need for algorithmic fairness.

COMPAS is a proprietary risk assessment tool used in U.S. jurisdictions to esti-
mate a defendant’s likelihood of reoffending [6, 7]. Judges and parole board members
use this risk score to make important decisions, such as pre-trial detention, sentenc-
ing, and parole eligibility. This algorithmic assessment gives them an idea of the
probability that the defendant will reoffend, which influences the court’s decision-
making process [7, 8, 18]. The COMPAS tool determines a person’s risk of recidivism
based on their criminal record, demographic information, and responses to a ques-
tionnaire. Although race is not directly included in the score in some versions, its
influence may come indirectly through other socioeconomic factors. This system
ultimately classifies individuals into low, medium, or high risk categories, both for
general and violent recidivism [6, 19]. Proponents argued that such algorithmic tools
offer consistency and objectivity, free from human fatigue or emotion [2]. However,
this claim was fundamentally challenged by an investigation from ProPublica.

A groundbreaking investigative report (Machine Bias) conducted by ProPublica
in 2016 sparked a deep debate about the fairness of the COMPAS algorithm. This
study shows that there is racial bias in COMPAS predictions, which has gener-



ated widespread debate among academia, policymakers, and the general public [6].
ProPublica analyzed the COMPAS risk scores of more than 7,000 Broward County
(Florida) defendants. They compared these scores with actual rearrest records over
the next two years, to see how accurate and fair the COMPAS algorithm’s predic-
tions were [6, 19]. The algorithm was not equally accurate for all ethnic groups.

Specifically, the investigation found that:

o False Positives: Defendants classified as Black who had not reoffended within
two years were nearly twice as likely to be incorrectly labeled as “high-risk”

compared to those classified as White [6].

o False Negatives: Conversely, individuals classified as White who later reof-
fended were almost twice as likely to be incorrectly labeled as “low risk” com-
pared with Black individuals (47.7% vs. 28.0%) [6].

The results of this study suggest that there is significant racial bias in the COM-
PAS algorithm. It consistently overestimates the risk of reoffending for defendants
identified as Black and underestimates the risk for defendants identified as White.
Even when the analysis controlled for the number of prior offenses, type of offense,
age, and gender, this racial disparity was still evident [6]. ProPublica argues that
such disparities can lead to harsher treatment of defendants identified as Black at
multiple stages of the justice process. This, in turn, contributes to increasing sys-
temic inequality.

After ProPublica’s report, everyone started discussing how algorithmic fairness
should be defined and measured [7, 8, 10]. Northpointe (now Equivant) claims that
their COMPAS tool follows an important fairness criterion: predictive parity [18].
According to predictive parity, if two individuals receive the same risk score, they
should exhibit similar recidivism rates regardless of racial group membership [13,
18]. Northpointe Inc. argued that the COMPAS algorithm is not racially biased and
instead maintains accuracy equity and predictive parity, which means that individ-
uals with the same score are expected to have similar recidivism outcomes regardless
of racial group [20].

This defense highlighted a fundamental tension in algorithmic fairness: the in-
compatibility of different fairness metrics [10, 15, 18]. ProPublica assessed the
fairness of COMPAS by analyzing the difference in false positive and false negative
rates by race, and this kind of error rate balance is closely related to what Hardt
et al. later formalized as equalized odds [14, 18]. The COMPAS debate has shown
in practice that if the base rates of different groups are different, it is statistically
impossible to simultaneously meet predictive parity (calibration) and error rate bal-

ance (equalized odds), because these fairness metrics are structurally incompatible



with each other [15, 18]. When we try to equalize FPR/FNR between groups, the
calibration of the scores may be lost; again, if the base rate is different, it is inevitable
that error rate disparities arise between different groups [10, 15].

The COMPAS controversy served as a powerful impetus for this research by ex-
posing the complexities of algorithmic fairness in real-world situations. It has further
highlighted the importance of the problem by moving the discussion of algorithmic
bias from the theoretical stage to the level of practical and high-stakes consequences.
Despite showing roughly equal overall accuracy, COMPAS can hide serious racial
fairness disparities at a deeper level, meaning that using the accuracy metric alone
does not capture the true picture of inequality [7, 19]. Furthermore, the debate
demonstrates that transparent, systematic, and multi-faceted evaluation of fairness
in algorithmic systems have become essential for assessing algorithmic fairness [§].
Relying on a single fairness metric or blindly believing vendor claims is not enough,
as the true fairness of such algorithmic decisions cannot be verified without indepen-
dent evaluation and systematic review [8]. Simply excluding protected attributes
like race from the model does not ensure fairness, because other highly-correlated
variables can act as proxies for them, creating indirect discrimination [1].

This real-world experience shows that extensive and systematic benchmarking
is essential in assessing fairness, rather than relying on isolated examples or small
case studies. To understand how different models behave with respect to common
fairness definitions and to guide practitioners in making informed decisions, system-
atic empirical benchmarking of standard algorithms on established fairness metrics
is essential. The COMPAS incident shows how serious the damage caused by bi-
ased algorithms can be and explains why the rigorous benchmarking method used
in this thesis is essential for evaluating the fairness properties of commonly used
ML models. This makes it reasonable to place particular emphasis on metrics such
as the Demographic Parity Difference and the Equalized Odds Difference, as they
clearly capture the different aspects of inequality seen in the COMPAS analysis and

subsequent debate.

2.2 A Primer on Group Fairness Metrics

To systematically benchmark fairness, clear and quantifiable definitions are essential.
While the broader landscape of algorithmic fairness encompasses various paradigms,
including individual fairness (treating similar individuals similarly) [12] and causal
fairness (assessing fairness based on causal pathways) [5, 11]; this thesis focuses
specifically on group fairness. Group fairness assesses whether an algorithm pro-
vides equivalent outcomes or performance across different demographic groups (e.g.,
race, gender, age). In essence, it evaluates if every group defined by a sensitive at-

tribute receives the same opportunities or results [2, 10, 13]. The rationale for this



focus is the group-level disparities visible in real systems such as COMPAS [6] and
the alignment of group fairness metrics with anti-discrimination policies, which are
designed to protect specific populations [1].

A variety of mathematical definitions of group fairness have been proposed [11,
13]. These definitions mathematically express different moral concepts of how justice
should be understood, including fair treatment, equal opportunity, and equality-
based outcomes [10, 13]. The COMPAS debate has shown that different group
fairness metrics can often be mathematically inconsistent with each other [15], and
so which metric to use is a completely context-dependent and ethically significant
decision [10]. This thesis centers on two of the most widely discussed and often
conflicting group fairness metrics: Demographic Parity and Equalized Odds. These
were chosen because they represent foundational and often contrasting goals in fair
classification, specifically equality of outcomes versus equality of error rates, and
they were central to the analysis and debate surrounding COMPAS [10, 18].

2.2.1 Demographic Parity or Statistical Parity

Demographic Parity expresses the principle that an individual’s group membership,
such as race or gender, should not influence or alter their algorithmic outcome. It
requires that the decision rate be the same across all groups [2, 13]. The basic
idea is that every demographic group should have the same probability of receiving
a positive outcome, such as a loan approval, a job offer, or a low-risk label [2,
11]. This idea reflects the principle of equal treatment, which maintains that group
membership should not affect a person’s chance of receiving a positive prediction,
irrespective of their underlying qualifications or true outcome [10]. This metric
directly addresses the disparity in outcome rates between different groups, which is

a major concern in anti-discrimination efforts.

2.2.1.1 Formal Definition of Demographic Parity

Let A denote the sensitive attribute (e.g., A = 0 for the majority group and A =1
for the minority group), Y the true outcome (e.g., ¥ = 1 for recidivism and ¥ =0
otherwise), and Y the model’s predicted outcome (e.g., Y =1 classified as high-risk

and Y = 0 as low-risk). Demographic Parity requires:
PY=1|A=0)=P(Y =1|4=1) (2.1)

In practice, perfect equality is rarely achieved. Therefore, fairness is often measured
using the Demographic Parity Difference, sometimes referred to as the Statistical
Parity Difference (SPD):
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DPD=|P(Y =1|A=1)—P(Y =1 A=0) (2.2)

The lower the DPD, the more equitable the model is considered; and if DPD = 0,
the rate of positive outcomes in the two groups is completely equal, that is, perfect
demographic parity is achieved [3, 21]. Another related measure is the Disparate
Impact (DI) ratio, often defined as [17]

= =1
- ) (2.3)
This thesis focuses on DPD.

2.2.1.2 Limitations of Demographic Parity

Although conceptually simple and appealing, Demographic Parity has several serious
limitations, which often make it inadequate or misleading in practice [10, 11]. A
major concern is that Demographic Parity (DP) requires equal outcome rates even
if the underlying true outcome rates (base rates) differ significantly between groups
[10, 18]. For example, if one group legitimately has a higher qualification rate
for a job or a higher true recidivism rate, forcing equal positive prediction rates
might require accepting less qualified individuals from one group or rejecting more
qualified individuals from another, potentially undermining the utility or accuracy
of the decision [10]. This can lead to situations where the most accurate predictor
(the Bayes optimal classifier) violates DP [10].

A second limitation arises from the risk of reverse discrimination. In trying to
achieve parity, models might actively disadvantage qualified members of the major-
ity group or advantage unqualified members of the minority group, which can be
seen as unfair in itself [11]. A further weakness is DP’s susceptibility to trivial or
meaningless solutions. A model can satisfy Demographic Parity simply by random-
izing predictions for one group, even though such behavior undermines the purpose
of classification entirely [22].

Despite these critiques, DP remains important because it directly captures out-
come disparities between groups, and equal representation across demographics is

often a central concern for society and legal frameworks [10, 23].

2.2.2 Equalized Odds and Equal Opportunity

Equalized Odds shifts the focus from overall outcome rates to the accuracy of pre-
dictions, conditioned on the true outcomes [14]. The core intuition is that a model’s
error rates, specifically its false positive and false negative rates, should be equal

across different demographic groups [13]. This means that individuals with the same
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true outcome (e.g., those who would truly recidivate, or those who would truly not
recidivate) should have the same probability of receiving a particular classification,
regardless of their group membership [13]. This aligns with the principle that if the
ground truth is the same, the prediction process should not burden any group with
more errors, thereby preventing group-based discrimination. A close but slightly
weaker version of this is Equal Opportunity, where only the True Positive Rate,
meaning sensitivity or recall, is required to be equal across all groups [14]. That
is, the main goal of this metric is to ensure that individuals who genuinely merit
a positive outcome, such as qualified candidates or non-recidivists who should be
classified as low-risk, receive that decision with the same likelihood regardless of

their demographic group.

2.2.2.1 Formal Definition of Equalized Odds

Using the same notation as before, Equalized Odds requires two conditions to hold

simultaneously:

PY=1|A=0Y=1)=PY =1|A=1Y =1)

) . 2.4
PV=1|A=0Y=0)=PF =1|A=1,Y =0) 24)

Equal Opportunity only requires the first condition [14]. Similar to DP, fairness is
often measured by the differences. The Equalized Odds Difference quantifies the
disparity in error rates between groups. A lower EOD value indicates that the
model’s error rates are more balanced and that it is treating different groups more

fairly.

2.2.2.2 Limitations of Equalized Odds

Equalized Odds addresses some of the weaknesses associated with Demographic
Parity by conditioning fairness on true outcomes. However, multiple concerns remain
regarding its practical validity and applicability.

One concern is that EOD requires access to accurate, unbiased true outcome
labels (Y') [10, 23]. The ground-truth label itself is often biased. This can stem
from historical disparities, measurement errors, or subjective human judgment. For
example, if the data is based on arrest records rather than actual crime, that data
is inherently biased [4, 5]. If there is a ground-truth label bias, then even if EO
is satisfied based on that flawed label, we still cannot be sure that true fairness is
being achieved, because the metric is optimized against an incorrect definition of
the ‘truth’ [10].

A second limitation is that Equalized Odds focuses on matching conditional

prediction rates across groups, specifically the TPR and FPR. However, even if these
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rates are equal, differences in base rates P(Y = 1|/A =0) and P(Y = 1|A = 1) can
still lead to substantial disparities in overall positive classification outcomes between
groups [18]. Therefore, EOD may fail to address concerns related to representation
or disparate impact at the level of final decision outcomes.

Additionally, EOD is mathematically incompatible with Predictive Parity when
the base rates differ across groups, as in the COMPAS case, it is mathematically
impossible for a classifier to satisfy Equalized Odds (equal TPR and FPR across
groups) and Predictive Parity (calibration) at the same time, unless the model is per-
fectly accurate [18]. This incompatibility highlights fundamental trade-offs between
fairness definitions and raises concerns about the reliability and interpretability of
model outputs.

Although EOD and EO have limitations, their strength is that they evaluate
fairness conditional on the true label Y. EOD equalizes both TPR and FPR across
groups, reducing unequal error burden, while EO equalizes only TPR. This directly
relates to the error rate disparities highlighted in the COMPAS case [18].

2.2.3 The Impossibility Theorems

Impossibility results provide the mathematical foundation for a key insight in algo-
rithmic fairness: it is often statistically impossible to satisfy multiple fairness con-
ditions simultaneously when group base rates differ. The incompatibility of criteria
such as calibration, equalized odds, and demographic parity makes these results a
cornerstone of the fairness discussion [15, 18]. The foundational work by Kleinberg
et all [15] and Chouldechova [18] formally proved that, unless base rates are equal
across groups or the predictor is perfect, a classifier cannot simultaneously satisfy
Demographic Parity, Equalized Odds (or even just Equal Opportunity), and Pre-
dictive Parity (Calibration). These mathematical inconsistencies show that there is
an inherent trade-off when it comes to assessing fairness, and it is therefore essential
to clearly select which fairness criterion is most important for a particular applica-
tion [10]. My research aims to empirically illustrate how much fairness-performance

trade-off a model actually makes by evaluating DPD and EOD alongside accuracy.

2.3 The Practitioner’s Dilemma and the Fairness-Accuracy
Trade-Off

One of the most persistent and widely discussed challenges in the field of fair ma-
chine learning is the perceived trade-off between fairness and predictive accuracy
[24, 16]. Interventions or model choices aimed at improving fairness according to
group metrics (such as DP or EOD) can sometimes reduce a model’s predictive

performance, typically evaluated through metrics like accuracy, precision, recall, or
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Fl-score [23, 24, 25]. In Contrast, optimizing solely for predictive accuracy with-
out fairness constraints can lead to substantial biases against certain groups. This
pattern was evident in the COMPAS system, where defendants identified as Black
experienced substantially higher false-positive rates, even though the model was well
calibrated [6]. To ensure fair and reliable decisions, it is important to understand
and, when present, properly manage the fairness-accuracy trade-off, as balancing

these objectives is central to responsible ML system design.

2.3.1 Theoretical Underpinnings

The fairness-accuracy trade-off is not only observed empirically; it also arises from
theoretical results showing that certain fairness criteria impose conflicting mathe-
matical constraints under differing base rates [9, 15]. This conflict creates inherent
limits on what machine learning models can achieve, especially when they are re-
quired to satisfy multiple fairness goals at once.

One core reason for this tension is the incompatibility of fairness metrics. When
base rates differ between groups, it is mathematically impossible to simultaneously
satisfy both Equalized Odds and Predictive Parity (calibration), unless the classifier
is perfectly accurate, because each criterion imposes different and contradictory
conditions on the model’s errors and outcomes [15, 18]. Standard ML algorithms,
optimized for accuracy, often implicitly achieve or approximate Predictive Parity
(calibration) [20]. Therefore, enforcing fairness constraints such as DP or EO can
push a model away from an accuracy-optimal or calibrated solution, which in turn
may reduce performance on metrics sensitive to calibration (such as accuracy or
log-loss) [15].

The second factor arises from the information asymmetry. Applying fairness
constraints can reduce the model’s use of certain features, especially those correlated
with sensitive attributes, and may limit the information available for learning [1].
For example, enforcing DP might prevent the model from fully utilizing features
correlated with both the sensitive attribute and the true outcome, even if that
correlation is legitimate for prediction. This loss of information can naturally lead

to reduced predictive power.

2.3.2 Empirical Evidence

Numerous studies have empirically investigated the fairness-accuracy trade-off across
various domains and algorithms. Studies comparing standard algorithms with fairness-
aware variants (using preprocessing, in-processing, or postprocessing techniques), it

can be seen that fairness constraints can reduce predictive accuracy when they limit
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the model’s use of informative but group-correlated features [17, 25]. The charac-
teristics of the dataset, the fairness metric being applied, how tightly constraints are
imposed, and the type of bias-mitigation algorithm used all influence the magnitude
of the fairness-accuracy trade-off in different ways [17].

Benchmarking research further reinforces this pattern. Studies such as Friedler
et al [17] often plot results on a 2D plane with fairness on one axis and accuracy on
the other, visualizing the Pareto frontier where improvements in fairness or accuracy
can come with trade-offs, depending on the model’s position in the space. Such plots
typically show that different algorithms cluster in different regions of the fairness-
performance trade-off space, highlighting the true diversity of their behavior and
limitations [17, 26]. For example, some algorithms may achieve very high fairness
but have low accuracy, while some algorithms may provide good accuracy but have
only moderate fairness, and fully unconstrained standard algorithms generally give
the highest accuracy, but also exhibit significant fairness problems.

Evidence from real-world deployments demonstrates the practical consequences
of this tension. The COMPAS debate illustrates the practical consequences of fair-
ness conflicts in risk assessment models. Northpointe prioritized predictive parity
(calibration), while ProPublica argued for parity in error rates across races. How-
ever, when base rates differ, maintaining both calibration and error rate balance
simultaneously is mathematically impossible unless the model is perfectly accurate.
Attempts to construct alternative scoring models that enforce fairness constraints

demonstrate that applying such constraints can reduce predictive validity in practice
[7].

2.3.3 Nuances and Counterarguments

Although the trade-off is frequently observed, its universality and inevitability are
debated [5]. Some researchers frame the accuracy loss as the necessary "cost of fair-
ness” [27]. The decision then becomes a normative one about how much accuracy
society is willing to sacrifice for a given gain in fairness. Corbett-Davies and Goel
[10] argue that the perceived trade-off can be illusory or misleading if the chosen
fairness metrics (like DP or EOD) do not align with the actual societal goals or if the
accuracy metrics themselves are flawed (e.g., using overall accuracy on imbalanced
datasets) [10]. Focusing on the direct consequences and overall utility analysis of
various decision policies, it can be seen that specific fairness improvements do not
always reduce social welfare; similarly, traditional accuracy-focused metrics often
fail to accurately reflect true utility. There are also cases where fairness and ac-
curacy can improve together. Bias reduction interventions can improve the overall
predictive performance of the model, particularly for data-scarce or misrepresented

minority groups, because such corrections partially reduce inherent errors arising
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from their under-representation [2]. Methods that make models more robust or
generalizable can often simultaneously increase fairness and improve predictive per-
formance for specific minority or at-risk subgroups, because these techniques help
models learn data patterns more robustly [26]. The choice of accuracy metric mat-
ters as well. Even if overall accuracy decreases slightly as a result of implementing
a fairness intervention, the accuracy of the model may improve in specific disadvan-
taged subgroups, or positive changes may be seen in finer metrics such as precision
and recall [25].

2.3.4 Relevance to this Thesis

One of the main goals of this study (RQ2) is to explore in depth the general nature
and causal impact of the fairness-accuracy trade-off. By systematically training and
evaluating a variety of standard ML models on the COMPAS and Adult datasets,
this thesis will present empirical evidence on the size and severity of the trade-offs
according to DPD and EOD. The study will also analyze whether tree-based, lin-
ear, or instance-based model families consistently cluster in different regions of the
fairness-accuracy plane. Finally, this thesis evaluates how hyperparameter tuning
(RQ3) affects the model’s position within the trade-off space, specifically whether
tuning reduces the trade-off or simply shifts the model along the existing perfor-

mance and fairness frontier.

2.4 Learning from Previous Work on Fairness Benchmarks

Although the need for fairness assessment is widely recognized, existing benchmark-
ing studies have several fundamental limitations. These limitations highlight the
need for the specific approach used in this thesis. Understanding these limitations
is crucial for positioning the contribution of this work. Several prior benchmarking
efforts have laid useful groundwork for comparative analysis, but their scope and

focus vary significantly.

2.4.1 Types of Existing Benchmarking Approaches

One major strand of research has been centered on algorithm-focused comparison.
These studies typically evaluate how different fairness-enhancing interventions af-
fect both fairness outcomes and predictive performance. For example, Friedler et
al [17] focus on evaluating and comparing different fairness-enhancing interventions
(preprocessing, in-processing, postprocessing algorithms). By applying such special-
ized algorithms to different datasets, researchers comparatively analyze how much
each fairness metric can be improved, and at the same time, they systematically

evaluate the impact of these interventions on the accuracy of the model. Similarly,
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Raftopoulos et al [25] provide a review and benchmarking of fairness-aware variants
of classical ML models (e.g., fair Naive Bayes, fair Decision Trees), examining how
these models are modified to incorporate fairness and how such modifications affect
both fairness and accuracy.

A second category of research is toolkit-driven benchmarking. Platforms such as
Al Fairness 360 [3] not only provide implementations of metrics and algorithms but
also facilitate benchmarking by allowing users to run comparisons. Such toolkits
typically provide detailed documentation showing comparative results of different
algorithms or metrics on standard datasets, which helps users understand and repli-
cate benchmarking.

Another benchmarking direction focuses on representation learning models. These
works evaluate fairness by examining how well learned representations (such as em-
beddings) retain task-relevant information. At the same time, it is able to remove
information related to sensitive attributes, meaning it allows analysis of whether
fairness can be achieved at the representation level [28].

More recently, domain-specific benchmarks have emerged within areas such as
natural language processing and computer vision, where fairness concerns are partic-
ularly prominent. Examples include work evaluating social bias in language model
outputs (e.g., evaluating bias in language models [29]) or computer vision. These ef-
forts demonstrate that benchmarking can vary widely depending on domain-specific
bias patterns, but they offer limited general guidance for fairness evaluation in struc-

tured tabular decision systems such as those examined in this thesis.

2.4.2 Critique and Identified Gaps

While previous benchmarking work has contributed significantly to the understand-
ing of fairness in machine learning, this thesis identifies several gaps that remain
unaddressed, especially for practitioners who rely on standard, off-the-shelf models
rather than fairness-modified variants. Existing studies provide useful insights, but
many do not offer clear guidance for selecting or tuning conventional classifiers un-
der fairness considerations. This gap forms the motivation and scope of the research
undertaken in this thesis.

A major limitation in previous studies is their emphasis on fairness-enhancing
algorithms rather than standard model behaviour. Much of the existing work focuses
on evaluating interventions that modify model design or training procedures [17, 25].
While these benchmarking initiatives are important, they often leave a fundamental
gap: a deep analysis of the inherent fairness properties of widely used standard
classifiers (such as Logistic Regression, SVM, and Random Forest). Han et al [26]
recently introduced Fair Fairness Benchmark (FFB), a benchmark specifically for in-

processing group fairness methods where algorithms are evaluated as is or modified



17

to ensure fairness. Consequently, a comparative analysis of standard, unmodified
classifiers remains outside its scope.

Another gap is the lack of hyperparameter sensitivity analysis in fairness bench-
marking. Many studies evaluate models using default or fixed hyperparameters,
which can lead to misleading conclusions about fairness behavior. Machine learn-
ing model performance, including potentially its fairness characteristics, is often
highly sensitive to hyperparameter choices (e.g., regularization strength in linear
models, tree depth in tree-based models, kernel parameters in SVMs, learning rates
in boosting and neural networks). Even if a model appears “unfair” under default
settings, the same model may exhibit significantly improved fairness properties un-
der different hyperparameter tuning, meaning that fairness assessment is sometimes
dependent on tuning. It is rare to systematically explore this tuning-sensitivity in
existing benchmarks. Consequently, the true range of a model’s possible fairness
behaviors remains largely unknown. While Friedler et all [17] briefly examine pa-
rameter tuning for a few specific fairness-aware algorithms (Zafar et al., Feldman
et al.), they do not perform a systematic sensitivity analysis across a broad range
of standard classifiers. This leaves an important question unanswered, which is
whether fairness is a relatively stable property of a model architecture on a given
dataset, or does it fluctuate significantly with simple hyperparameter tuning? This
uncertainty directly motivates RQ3 of this thesis.

A third limitation concerns the lack of statistical significance testing. Many
benchmarking efforts report fairness differences between models, but do not measure
whether these differences are robust or simply due to randomness in sampling, data
splits, or stochastic training variation. Without statistical testing, small fairness
differences may be wrongly interpreted as meaningful when they are actually noise.
Friedler et al [17] highlight metric variability across random splits, but do not test
whether those differences are statistically significant. This missing layer of validation
has the potential to distort conclusions, influence model selection inaccurately, and
motivates RQ4 in this thesis.

In summary, while existing benchmarking studies are valuable, they often fo-
cus primarily on specialized fairness-oriented algorithms and comparisons of stan-
dard machine learning models. However, two fundamental aspects are frequently
overlooked: the sensitivity of fairness to hyperparameter choices and the statistical

significance of reported results.

2.5 Identifying the Gap and Justifying the Methodology

The above discussion clearly demonstrates that there is an important and evident
gap in current knowledge on algorithmic fairness, particularly in understanding how

standard machine learning models behave with respect to fairness when used in
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real-world applications. This area remains underdeveloped and requires deeper in-
vestigation. The theoretical challenges of fair decision-making, the definitional com-
plexities of different fairness metrics, and the existence of fairness and accuracy
trade-offs have already been extensively discussed in well established literature. As
a result, the fundamental theoretical foundation of this field is now clear and well
structured [15, 18]. Meanwhile, various types of fairness-enhancing interventions
and fairness-oriented algorithms are rapidly evolving, and various benchmarks are
being developed to comparatively evaluate their effectiveness [17, 25]. Rigorous and
systematic empirical knowledge about how widely used off-the-shelf classifiers inher-
ently behave under different conditions according to group-fairness metrics is not
yet clearly established.

Specifically, the literature review highlights two major shortcomings in exist-
ing benchmarking efforts that this thesis directly addresses. The first relates to
hyperparameter sensitivity. Many studies evaluate models only under default con-
figurations, leaving the true impact of tuning unexplored. As a result, an important
aspect is overlooked, which is the use of fairness metrics such as DPD and EOD
during hyperparameter tuning of standard models (a regular and essential step in
real machine learning development). Because of this, we do not obtain a clear un-
derstanding of how fairness and accuracy interact or how these relationships change
when tuning is applied. It is not yet clear whether the fairness of a model class is
inherently fixed in a given dataset or can be easily changed through tuning. With-
out this understanding, recommendations made from single-point evaluations can
potentially be unreliable.

The second limitation concerns statistical rigor. Model or configuration com-
parisons often rely on point estimates of the fairness metric, but the statistical
significance of the observed differences is not verified. As a result, there is a risk
that decisions are often based on random fluctuations or measurement noise rather
than real and reproducible effects. Formal statistical testing is needed to reliably
determine whether Model A is truly fairer than Model B, or whether tuning a hy-
perparameter results in a meaningful change in fairness.

This thesis fills important gaps by incorporating these missing elements by con-
ducting an extensive benchmarking study. This methodology is designed to make
fairness assessments more robust, reliable, and realistic in standard ML models. In-
novation lies not in proposing a new fairness metric or algorithm, but in applying a

more rigorous evaluation framework to existing and widely used tools.

2.6 Contribution of This Thesis

This thesis extends the existing benchmarking paradigm through the systematic
evaluation of nine standard classifiers on the COMPAS and Adult datasets. The
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contributions are fivefold: (1) Establishes baselines for the inherent fairness perfor-
mance (DPD, EOD) of common models on these datasets. (2) It incorporates a
hyperparameter sensitivity analysis (RQ3), investigating how fairness and accuracy
metrics fluctuate across a range of standard hyperparameter values to reveal the sta-
bility of a model’s fairness properties. (3) It employs statistical significance testing
(RQ4) to determine whether observed differences in performance and fairness are
statistically meaningful, thus preventing conclusions based on random noise. (4) It
maps the practical fairness-accuracy trade-offs (RQ2) by empirically characterizing
the landscape that standard models occupy under varying tuning conditions. (5)
Finally, it compares model families (RQ1) to provide evidence on whether certain
classes of models consistently exhibit preferable fairness characteristics.”

This approach moves beyond simply asking "Which model is fairer?” based on
a single snapshot. Instead, it addresses the more nuanced and practical questions:
"How reliably fair is this model class?”, "How much does fairness vary with tuning?”,
and ”Are the observed differences statistically significant?”. The insights provided
are intended to act as a practical guide so that practitioners can make more informed
decisions in model selection and deployment when fairness is important. In other
words, the theoretical complexities are translated into a form that is directly usable,

supported by empirical evidence derived from standard machine learning practice.
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3 METHODOLOGY

This chapter briefly presents the structure and rationale of the overall methodologi-
cal framework developed for this thesis. It shows how benchmarking the performance
and fairness of standard “out-of-the-box” machine learning models has been accom-
plished using a systematic and reproducible process. This framework creates the
necessary empirical foundation for analyzing research questions, where a continu-
ous flow is maintained from data collection and, preprocessing to model training,
multidimensional evaluation, and finally statistical validation. The main goal is
to create a transparent methodology that enables robust analysis of the fairness-
accuracy trade-off and clear assessment of its sensitivity to model selection and, for

selected classifiers, hyperparameter tuning.
3.1 Experimental Datasets

In this thesis, two distinct datasets were used to benchmark the fairness and predic-
tive performance of machine learning models. These datasets were chosen because
they represent two high-risk sectors, criminal justice (COMPAS) and socioeconomic
decision-making (Adult Income), and they are widely used benchmark references in
algorithmic fairness research. The details of each dataset are presented below and

are also summarized in Table 3.1.
3.1.1 COMPAS Dataset

The COMPAS dataset was originally collected and analyzed in a landmark inves-
tigation into algorithmic bias by ProPublica. It contains data on criminal de-
fendants in Broward County, Florida, including criminal history, jail and prison
time, demographics, and risk scores. The specific version used in this study is the
compas-scores-two-years.csv file, which was loaded via the AIF360 library. The
main task is to make a binary classification of whether an accused person will be
arrested for committing a crime again within two years. The dataset contains 6,167
instances after cleaning. The primary protected attributes analyzed are race (specif-
ically Caucasian vs. Non-Caucasian) and sex (Male vs. Female). The target variable
is two_year_recid (1 = recidivism, 0 = no recidivism). The balance of the class

shows that approximately 45.5% of the individuals in the dataset recidivated.

3.1.2 Adult Income Dataset

The Adult Income dataset (often known as the “Census Income” dataset) is col-

lected from the UCI Machine Learning Repository. It includes demographic and
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employment data collected from the 1994 U.S. Census database. The purpose of this
prediction task is to determine whether a person’s annual income exceeds $50,000
based on features such as age, educational qualifications, occupation, and weekly
working hours. This dataset serves as a distinct domain, providing an opportunity
to verify and compare results from the criminal justice context. After cleaning and
preprocessing, the dataset contains 45,222 instances and 15 columns in total, of
which 14 are used as predictive features and one is the target label. The protected
attributes for fairness analysis are race and sex. The target variable is income (1 for
income > $50K, 0 for <= $50K). This dataset is imbalanced, with only 24.8% of

individuals belonging to the positive (i.e. high-income) category.

Dataset Source Instances Features Positive Rate
COMPAS ProPublica/AIF360 6,167 10 45.5%
Adult UCI Repository 45,222 14 24.8%

Table 3.1 Summary of dataset characteristics

3.2 Overall Experimental Design

This study uses a quantitative and comparative experimental design to carefully
evaluate a wide range of standard machine learning classifiers. This methodologi-
cal workflow followed a systematic pipeline, where the steps were data loading and
cleaning, preprocessing, model training, metric calculation, hyperparameter sensi-
tivity analysis, and finally statistical significance testing. This method enables a
powerful comparative analysis across two distinct datasets, allowing model-specific
behavior and generally applicable trends to be clearly identified. The main objective
is to create a well-structured benchmark of standard models and analyze how the
fairness-accuracy trade-off works, thereby directly addressing Research Questions 1
to 4.

The experimental process is illustrated in Figure 3.1. This workflow starts with
raw data collection, then goes through a uniform preprocessing step, then proceeds
to the model training and evaluation stages in sequence, and is finally completed
through sensitivity analysis and statistical testing to verify the reliability of the

results.

Pre- Model Metric Sensitivity Statistical
[ Baw Data ] E>[processing] E>[ Training ] E> [Calculation] E>[ Analysis ] E>[ Testing ]

Figure 3.1 Flowchart of the general methodology pipeline.
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3.3 Preprocessing Pipeline

A uniform preprocessing framework was applied to both datasets, with dataset-
specific feature assignments for numerical and categorical columns. First, the data
was divided into two parts, training and testing, using an 80-20 split. A stratified
split strategy based on the target variable (y) was applied, ensuring that the class
distribution remained consistent between the two sets. In other words, the propor-
tion of recidivism cases in COMPAS and the proportion of high-income samples in
Adult Income datasets were kept the same in both training and test subsets. To
maintain reproducibility, a fixed random state (random_state=42) was used for all
splitting operations.

Following the data splitting, feature engineering was applied using a Colum-
nTransformer from the scikit-learn library to handle different feature types ap-
propriately. Numerical features, such as age and priors count in COMPAS or
capital gain in Adult Income, are standardized using StandardScaler to remove
the mean and scale to unit variance. Categorical features, such as race, sex, and
charge degree, are converted into a numerical format using OneHotEncoder. The
handle_unknown="ignore" parameter is set to prevent errors if a rare category

appears in the test set but not in the training set.

3.4 Modeling Framework

To address RQ1 and establish a baseline, this study focuses on benchmarking stan-
dard, ”out-of-the-box” machine learning classifiers without applying explicit bias
mitigation techniques (such as preprocessing or postprocessing algorithms). The
goal is to establish a clear baseline of how these conventional algorithms behave on
two metrics: performance and fairness, when trained in conventional ways.

A total of nine models have been selected to represent the diverse and widely
applicable algorithm families used in machine learning, ranging from simple linear

models to complex ensemble methods. The specific algorithms benchmarked are:

 Linear Models: Logistic Regression (logreg), Linear SVM (sv)

» Tree-Based Models: Decision Tree (dt), Random Forest (rf)

» Boosting Models: Gradient Boosting (gb), XGBoost (xgb), Light GBM (Igbm)
+ Instance-Based: k-Nearest Neighbors (knn)

o Neural Networks: Multi-layer Perceptron (mlp)
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3.5 Model Training and Hyperparameter Sensitivity Anal-

ysis

All models were trained using their scikit-learn compatible .fit (X_train, y_train)
method on the preprocessed training set. To address class imbalance, models that
support the class_weight parameter, specifically Logistic Regression and Linear
SVM, were trained with class_weight="balanced". This adjustment helps pre-
vent models from ignoring minority classes by predicting only the majority class,
which is especially important in unbalanced adult datasets.

Instead of choosing a specific optimal hyperparameter set, this study conducted
sensitivity analysis as a key component of the methodology to evaluate how the
model behavior changes with respect to hyperparameters, which directly addresses
RQ3. In this method, models are evaluated with different values of multiple impor-
tant hyperparameters to observe how stable or variable the fairness and accuracy
metrics are. The representative models for which specific hyperparameters and their

ranges have been evaluated in the sensitivity analysis are:

+ Logistic Regression: C' € {0.01,0.1,1, 10,50}
o Random Forest: max_depth € {3,5,10, None}

« SVM: C € {0.01,0.1,1,10}

Performance and fairness metrics are recorded for each configuration to analyze

fairness and accuracy trade-offs.

3.6 Evaluation Framework

To rigorously evaluate the effectiveness and fair behavior of machine learning mod-
els, this study uses a two-dimensional evaluation framework, where both predictive
performance and algorithmic fairness are measured. All metrics are calculated on
the held-out test set.

3.6.1 Confusion Matrix Definitions

For binary classification, model predictions are evaluated using the standard confu-
sion matrix. A True Positive (TP) refers to a case where the model predicts Y =1
and the actual label is Y = 1. A True Negative (TN) occurs when the model pre-
dicts ¥ = 0 and the actual outcome is Y = 0. A False Positive (FP) is recorded
when the model predicts Y =1 while the true label is Y = 0, and a False Negative
(FN) arises when the model predicts Y = 0 but the actual label is Y = 1.
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From these quantities, two commonly used supporting metrics are defined. Pre-
cision measures the proportion of correctly identified positive predictions and is
given by

TP
Precision = ————. 3.1
TP+ FP (3.1)
Recall (or True Positive Rate) measures the proportion of actual positives correctly
identified by the model and is defined as
TP

n=_ = 2
Recall = 757N (32)

3.6.2 Performance Metrics

Model performance is assessed using two standard metrics:

o Accuracy: The proportion of correct predictions, defined as

TP+TN
TP+TN+ FP+ FN

Accuracy = (3.3)

e F1-Score: The harmonic mean of precision and recall:

Precision x Recall
Fl1=2 3.4
% Precision + Recall (3-4)

The F1-Score provides a more balanced measure for datasets with class imbalance,
ensuring that a model does not achieve high scores simply by predicting the majority

class.

3.6.3 Fairness Metrics

Two widely used group fairness definitions identified in the literature review were ap-
plied to assess fairness, and their values were calculated using the fairlearn library.
These metrics are calculated for both the race and the sex protected attributes.

3.6.3.1 Demographic Parity Difference

This metric measures the difference in positive outcome rates between the privileged

and unprivileged groups, where a value of 0 represents complete parity.

DPD = [P(Y = 1| A = unprivileged) — P(Y = 1| A = privileged) (3.5)
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3.6.3.2 Equalized Odds Difference

This metric measures how evenly the model’s error rate is distributed between two
groups. It is defined as the greater of the absolute difference in TPR and the absolute
difference in FPR between the groups. A value of 0 indicates completely equalized

odds or perfect equality-based performance.

EOD = max (|TPR, — TPR,|,|FPR, — FPR,|) (3.6)

3.7 Statistical Significance Testing

A paired bootstrap analysis was conducted to verify whether the differences ob-
served in performance and fairness between the models were actually statistically
significant, or whether they were simply the result of random variation (related to
RQ4). The test set predictions are resampled with replacement B = 1000 times.
For each bootstrap sample, the difference in metrics (e.g., Accuracy , — Accuracyp)
is computed for every pair of models. A 95% confidence interval (CI) is then con-
structed from these bootstrap distributions, and a p-value is derived to test the
null hypothesis that the two models have identical performance or fairness profiles.

Statistical significance is assessed at the a = 0.05 level.

3.8 Experimental Protocol

The execution of the methodology is organized into three distinct experiments.

First, a baseline comparative analysis was conducted in which all nine models
described in Section 3.4 were trained and evaluated on the COMPAS and Adult
datasets. This experiment produced the initial benchmark for predictive perfor-
mance and fairness outcomes.

Second, a hyperparameter sensitivity analysis was carried out on the COMPAS
dataset for three representative models: Logistic Regression, Random Forest, and
Support Vector Machine (SVM). The aim of this experiment was to examine how
fairness and performance metrics vary with changes in key hyperparameters, pro-
viding insight into the stability or volatility of these measures during routine model
tuning.

Finally, a statistical significance test was applied to the baseline experiment
results using the paired bootstrap. This step was designed to determine whether
the observed differences between models were statistically meaningful rather than

attributable to random variation.



26

3.9 Software, Tools, and Reproducibility

The analysis is conducted using Python 3.x within Jupyter Notebooks. Key li-
braries include pandas and numpy for data handling; scikit-learn, xgboost, and
lightgbm for modeling; fairlearn for computing fairness metrics; scipy for statis-
tical analysis; and matplotlib and seaborn for visualization. The tqdm library is
used for utility functions. Reproducibility is ensured by using a fixed random_state
= 42 for all operations involving randomness (e.g., train-test splitting, model train-

ing), maintaining version-controlled code, and relying on publicly available datasets.

3.10 Ethical Considerations

The sensitive nature of the datasets used in this study, particularly the COMPAS
dataset which is based on real individuals in the criminal justice system, is explicitly
acknowledged. This data has been used only for limited purposes of academic bench-
marking and fairness related research. The main goal of this study is to identify and
analyze the potential algorithmic biases present in standard models; the predictive
performance of these models for practical applications (e.g., recidivism prediction) is
not reproduced or supported here. The results of this study are intended to inform
researchers and practitioners about the inherent challenges of fairness that may arise
when choosing a model; it is not intended to provide a definitive or usable decision-
making tool for the criminal justice system. This analysis is limited to observable
outcomes based on two specific group fairness concepts, Demographic Parity and
Equalized Odds. It does not claim to address larger socio-technical complexities,
such as overall problems of inequality or justice. The purpose of this work is to
contribute responsibly to the ongoing discussion about the ethical use of machine

learning in society by clearly highlighting the limitations and scope of this research.
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4 EXPERIMENTAL RESULTS AND
ANALYSIS

This chapter summarizes the empirical findings obtained from the three step experi-
mental protocol described in Chapter 3. The objective is to present a comprehensive
and statistically validated benchmark of the performance and fairness of nine stan-
dard machine learning models in the COMPAS and Adult Income datasets. The
chapter directly addresses all research questions by first establishing baseline per-
formance and fairness profiles for the models, then analyzing the nature and extent
of the fairness-accuracy trade-off observed across them. It further examines how
sensitive these results are to hyperparameter tuning, and concludes by determin-
ing whether the differences identified between models are statistically significant or
simply the result of random variation. The results are presented through a series of

tables and figures, followed by a comparative analysis.

4.1 Baseline Performance and Fairness Benchmarking

This section addresses RQ1, which investigates how standard, out-of-the-box ma-
chine learning models vary in their baseline predictive performance (Accuracy, F1-
Score) and fairness metrics (Demographic Parity Difference and Equalized Odds
Difference). To this end, nine models with default hyperparameters were trained
and evaluated on the COMPAS dataset using an 80/20 stratified train-test split.
The comprehensive baseline results are presented in Tables 4.1 and 4.2: Table 4.1
reports predictive performance metrics (Accuracy and F1-Score), while Table 4.2
details the fairness metrics (absolute DPD and EOD) with respect to race and sex

for each classifier.
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Model Accuracy F1-Score
Decision Tree 0.609 0.578
Gradient Boosting 0.690 0.637
K-Nearest Neighbors 0.627 0.580
Light GBM 0.660 0.601
Logistic Regression 0.669 0.634
Multilayer Perceptron 0.614 0.588
Random Forest 0.646 0.607
Support Vector Machine 0.669 0.636
XGBoost 0.668 0.611

Table 4.1 Baseline predictive performance (Accuracy and F1-Score) of nine out-of-the-
boz machine learning models on the COMPAS dataset (evaluated on 80/20 stratified test
split, rounded to three decimal places)

DPD EOD DPD EOD

Model

(Race) (Race) (Sex) (Sex)
Decision Tree 0.125 0.129 0.153 0.153
Gradient Boosting 0.190 0.226 0.216  0.259
K-Nearest Neighbors 0.209 0.260 0.209  0.193
Light GBM 0.176 0.228 0.170  0.189
Logistic Regression 0.184 0.239 0.311  0.368
Multilayer Perceptron 0.105 0.099 0.186 0.186
Random Forest 0.162 0.207 0.191 0.182
Support Vector Machine  0.210 0.257 0.278  0.307
XGBoost 0.175 0.211 0.201  0.204

Table 4.2 Baseline fairness metrics (absolute Demographic Parity Difference and Equal-
ized Odds Difference) of the same nine models on the COMPAS dataset with respect to
race and sex

4.1.1 Analysis of Findings on COMPAS Dataset

Tables 4.1 and 4.2 reveal substantial variation in both predictive performance and

fairness across the nine baseline models.

4.1.1.1 Performance

In terms of predictive performance (Table 4.1), Gradient Boosting achieves the high-
est accuracy (0.690) and Fl-score (0.637). It is closely followed by the two linear
models, Support Vector Machine (0.669 accuracy, 0.636 F1) and Logistic Regres-
sion (0.669 accuracy, 0.634 F1). Full Fl-score ranking shows that SVM very slightly



29

edges out Logistic Regression on F1 (0.636 vs 0.634). At the lower end of the spec-
trum, Decision Tree (0.609 accuracy, 0.578 F1) and Multilayer Perceptron (0.614

accuracy, 0.588 F1) perform worst.

4.1.1.2 Group Fairness

The analysis of group fairness metrics in Table 4.2 reveals pronounced disparities
that often directly contrast with performance results. For instance, concerning
Equalized Odds Difference for race (EOD_Race), the most equitable models are
the Multilayer Perceptron (0.099) and the Decision Tree (0.129). In stark contrast,
some of the highest-accuracy models, such as the Support Vector Machine (0.257)
and k-Nearest Neighbors (0.260), exhibit the largest disparities. A clear inverse
pattern emerges: the models with the highest predictive performance (e.g., Gradi-
ent Boosting, SVM) consistently rank among the least fair, while the fairest models
(MLP, DT) suffer from the lowest accuracy. This tension provides direct, empirical
evidence of the fairness-accuracy trade-off on the COMPAS dataset, showing that

no single model is dominant across both criteria.

4.2 Fairness and Accuracy Trade-Off

This section addresses RQ2 by examining the nature and extent of the trade-off
between predictive accuracy and group fairness in out-of-the-box classifiers. The
analysis proceeds from visual inspection of the relationship to its statistical quan-
tification and cross-dataset comparison.

Figures 4.1 and 4.2 plot each model’s accuracy against its EOD on the COMPAS
dataset for the protected attributes race and sex, respectively. Both scatter plots
reveal a clear positive trend: models achieving higher accuracy tend to exhibit larger

fairness disparities.
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Figure 4.2 Accuracy vs. Equalized Odds Difference (Sex) for Models on the COMPAS
Dataset

As shown in Figure 4.1, high-performing models such as Gradient Boosting,
SVM, and Logistic Regression occupy the top-right quadrant (high accuracy, high
EOD) with respect to race, whereas the fairest models, Multilayer Perceptron (lowest
EOD = 0.099) and Decision Tree, appear in the bottom-left, trading fairness for
reduced accuracy. A similar but less extreme pattern is visible for sex in Figure 4.2,
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where Logistic Regression shows the largest disparity.
To quantify this relationship, Pearson correlation coefficients were computed
between accuracy and EOD. Table 4.3 summarizes the results for both datasets and

protected attributes.

Correlation Correlation
Dataset
(Accuracy vs. EOD Race) (Accuracy vs. EOD Sex)
ADULT 0.845 -0.747
COMPAS 0.679 0.644

Table 4.3 Pearson correlation coefficients between model accuracy and EOD across
datasets and protected attributes. Positive values indicate that higher accuracy is associated
with worse fairness.

The results in Table 4.3 provide strong statistical confirmation of the observed
trade-off on COMPAS (r = 0.679 for race, r = 0.644 for sex), with the relationship
being particularly pronounced for race on the Adult dataset (r = 0.845).

A key finding is the context-dependent nature of the trade-off. On the Adult
dataset with sex as the protected attribute, the correlation is strongly negative (r
= —0.747), meaning models with higher accuracy actually exhibit better (lower)
EOD values. This counter-intuitive result demonstrates that the fairness-accuracy
trade-off is not universal but depends critically on the interplay between dataset
characteristics, model family, and the specific protected attribute. Such variability
underscores the importance of evaluating fairness on a case-by-case basis rather than

assuming a fixed relationship.
4.3 Hyperparameter Sensitivity Analysis

This section addresses RQ3 by examining how predictive performance and fair-
ness metrics respond to changes in hyperparameters. Three representative models,
namely Logistic Regression, Random Forest, and Support Vector Machine, were se-
lected and a key hyperparameter was varied for each. The results are summarized
in Table 4.4 and were evaluated using an 80/20 stratified test split on the COMPAS
dataset.
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DPD EOD DPD EOD

Model Accuracy F1
(Race) (Race) (Sex) (Sex)

LogReg (C=0.01) 0.677 0.647  0.222 0.298 0.284  0.292
LogReg (C=0.1) 0.675 0.642  0.205 0.271 0.316  0.367
LogReg (C=1) 0.669 0.634 0.184 0.239 0.311  0.368
LogReg (C=10) 0.665 0.627  0.177 0.232 0.305  0.369
LogReg (C=50) 0.663 0.624  0.176 0.225 0.307  0.377
RF (depth=3) 0.639 0.612  0.339 0.397 0.332  0.348
RF (depth=5) 0.652 0.632  0.306 0.337 0.315 0.288
RF (depth=10) 0.669 0.645  0.289 0.325 0.287  0.265
RF (None) 0.646 0.607  0.162 0.207 0.191  0.182
SVM (C=0.01) 0.680 0.649  0.229 0.310 0.235 0.266
SVM (C=0.1) 0.678 0.652  0.237 0.301 0.272  0.336
SVM (C=1) 0.669 0.636  0.210 0.257 0.278  0.307
SVM (C=10) 0.665 0.632  0.196 0.244 0.289  0.330

Table 4.4 Performance and Fairness Metrics for Logistic Regression, Random Forest,
and SVM under Hyperparameter Variations (Rounded to Three Decimal Places)

For Logistic Regression, varying the regularization strength C reveals a clear
accuracy and fairness trade-off with respect to race. The weakest regularization
(C=0.01) achieves the highest accuracy (0.677) but the worst EOD with respect to
race (0.298). As regularization strengthens (higher C), accuracy declines gradually
to 0.663 at C = 50, while racial EOD improves substantially to 0.225, which repre-
sents an approximate 24% reduction in disparity for only an approximate 2% loss
in accuracy. For sex, however, demographic parity difference shows no consistent
improvement and remains around 0.28-0.32 across the entire range of C.

For Random Forest (varying maximum depth), the pattern is non-monotonic.
Accuracy peaks at medium depth (max_depth=10, 0.669), while the fairest out-
comes occur with unconstrained trees (max_ depth=None, EOD race = 0.207). No-
tably, shallow trees (max_ depth=3) underperform on both fronts (accuracy = 0.639,
EOD race = 0.397), illustrating that underfitting can exacerbate both inaccuracy
and unfairness.

For Support Vector Machine (varying cost parameter C), weaker regulariza-
tion (C=0.01) maximises accuracy (0.680) but fairness suffers (EOD race = 0.310).
Stronger regularization (C=10) enhances fairness (EOD race = 0.244) while reducing
accuracy to 0.665, mirroring the pattern in Logistic Regression.

Overall, hyperparameter tuning enables navigation of the fairness-accuracy trade-
off but does not eliminate it across these models. The optimal configuration is
context-dependent, balancing priorities between maximum accuracy, maximum fair-

ness, or a compromise, and this reinforces the need for explicit fairness-aware tuning
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in high-stakes applications.

4.4 Statistical Significance Testing

This section addresses RQ4 by determining whether the observed differences in
performance and fairness between models are statistically significant, or if they could
be attributed to random chance. A paired bootstrap analysis (B = 1000 resamples)
was applied to COMPAS test-set predictions across all 36 unique model pairs.
Since the full result matrix is large, Table 4.5 presents a representative subset
of comparisons selected to highlight key outcomes, including cases with statistically
meaningful differences as well as cases where the results are indistinguishable from

random variation.

Model Comparison Metric Mean 95% CI p-value
Difference

dt vs gb Accuracy -0.0816 [-0.1126, -0.0511] <0.001

dt vs gb EOD (Race) -0.0881 [-0.1776, +0.0001] 0.054

logreg vs knn EOD (Race)  +0.0222 [-0.0703, +0.1109] 0.626

logreg vs mlp EOD (Race)  +0.1307  [+0.0221, +0.2241]  0.016

mlp vs svin Accuracy -0.0543 [-0.0818, -0.0259] <0.001

Note: Signs represent (model A - model B). Complete results for all 36 model pairs are

provided in Appendix A.

Table 4.5 Statistical Significance Testing of Fairness and Performance Across Model
Pairs (Paired Bootstrap, B=1000)

The overarching finding is that performance differences are much more frequently

statistically significant than fairness differences. Specifically:

o Accuracy: 22 out of 36 model pairs (61%) show statistically significant per-

formance differences.

« Equalized Odds (Race): Only 10 out of 36 model pairs (28%) show statistically

significant fairness differences.

This result indicates that while high-performing models such as Gradient Boost-
ing are reliably and significantly more accurate than simpler classifiers like Decision
Trees, their fairness differences are often statistically insignificant. In other words,
strong accuracy ranking is statistically verified, whereas fairness ranking frequently

is not.
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Figure 4.3 Statistical Comparison of EOD (Race) for Logistic Regression vs. Other
Models

Figure 4.3 illustrates EOD (Race) differences using Logistic Regression as a base-
line. A result is statistically significant only when the 95% confidence interval does
not cross zero. From the plot, Logistic Regression is clearly and significantly fairer
than MLP and Decision Tree, as their intervals lie entirely to the right of zero.
In contrast, the intervals for Random Forest, XGBoost, Gradient Boosting, Light-
GBM, SVM, and k-NN all cross zero, meaning fairness differences are statistically
inconclusive. This indicates that while Logistic Regression is notably fairer than
high-disparity models like MLP and DT, its fairness is not reliably different from
most other classifiers.

4.5 Comparative Discussion and Cross-Dataset Analysis

This section synthesizes the findings from all three experiments by comparing model
behavior across the COMPAS and Adult datasets. The aggregate performance and
fairness metrics, summarized in Table 4.6, reveal critical differences in how the

fairness-accuracy trade-off manifests across domains.

Accuracy F1-Score DPD EOD DPD EOD
(£ Std) (£ Std) (Race) (Race) (Sex) (Sex)
ADULT 0.830 (£ 0.031) 0.666 (£ 0.033)  0.219 0.351 0.224  0.149
COMPAS 0.650 (£ 0.028) 0.608 (£ 0.024)  0.171 0.206 0.213  0.227

Dataset

Table 4.6 Comparison of Performance and Fairness Metrics Across Datasets

The comparative analysis reveals several critical patterns. First, the magnitude
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of the trade-off is domain-dependent. Models achieve significantly higher accuracy
on the Adult dataset (0.830 vs 0.650), a 28% improvement, but this is accompa-
nied by substantially higher unfairness in Equalized Odds for race (0.351 vs 0.206).
This represents a 70% relative increase in racial disparity compared to COMPAS,
highlighting the trade-off’s domain-specific nature.

Second, the nature of bias differs by protected attribute. For the sex attribute,
the pattern reverses: the COMPAS dataset shows higher EOD (Sex) disparities
(0.227) compared to Adult (0.149). This demonstrates that bias is not uniform

across protected attributes and must be evaluated separately for each demographic

group.
4.6 Model Family Insights

Boosting models such as Gradient Boosting, XGBoost and Light GBM demonstrated
the strongest predictive performance across both datasets. XGBoost achieved an
accuracy of 0.867 on Adult, while Gradient Boosting reached 0.690 on COMPAS.
However, this accuracy advantage was consistently accompanied by higher racial
unfairness. On the Adult dataset, XGBoost recorded an Equalized Odds Difference
of 0.403 and Gradient Boosting 0.375, making them the most unfair models in
the comparison. The same trend appeared on COMPAS where Gradient Boosting
again showed the highest EOD value (0.226). These observations indicate a clear
pattern within boosting models in which gains in accuracy are frequently linked
with increased disparity. In practice, high accuracy repeatedly aligned with higher
inequality.

Linear models such as Logistic Regression and Support Vector Machine did not
consistently appear among the best-performing groups in either fairness or accuracy.
Their performance varied depending on the dataset, suggesting that unlike boosting
models, linear classifiers behave in a more context-dependent manner. This rein-
forces the idea that fairness cannot be generalized based on model type alone, since
its behavior only becomes clear after empirical evaluation in a given setting.

Tree and instance-based models including Decision Tree, Random Forest, kNN
and MLP displayed relatively lower fairness disparities. For example, the MLP pro-
duced race-based EOD values of 0.291 on Adult and 0.099 on COMPAS, which were
among the lowest observed. However, this fairness advantage came with reduced
accuracy, especially for Decision Tree which recorded 0.809 accuracy on Adult and
0.609 on COMPAS.

Overall, these findings demonstrate that fairness is not a fixed property of an
algorithmic family. Instead, it emerges through interaction with data distributions,
model design choices and tuning decisions. Therefore, fairness cannot be assumed

based on algorithm category. It must always be measured.
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5 DISCUSSION

This chapter interprets the findings presented in Chapter 4 and links them back
to the research questions and broader themes in algorithmic fairness. It synthe-
sizes the empirical results, explains their implications for both theory and practice,
and situates them within the existing literature. The discussion also highlights the
study’s contributions, practical significance, and limitations, providing a compre-
hensive understanding of what the results mean in the context of fairness-aware

machine learning.

5.1 Answering the Research Questions

This study aimed to systematically benchmark standard machine learning models
to understand their inherent fairness properties and the trade-offs involved in their
deployment. The following sections address each research question directly, inter-

preting the empirical evidence presented in Chapter 4.

5.1.1 Variation of Fairness Metrics Across Models

This study found that group fairness metrics vary substantially across different
model families and are highly context-dependent, influenced by both the dataset
and the specific protected attribute. Unlike predictive performance, which often fol-
lows a predictable hierarchy (e.g., boosting models generally outperforming simpler
linear ones), fairness performance is far more idiosyncratic.

The baseline results highlight this variability. On the COMPAS dataset, the
Equalized Odds Difference for race ranged from a low of 0.099 for the Multi-layer
Perceptron (MLP) to a high of 0.259 for k-Nearest Neighbors (KNN), a significant
spread that underscores the impact of model choice on equity. Stark differences were
observed between model families. Gradient Boosting and LightGBM consistently
occupied the “high-accuracy, high-disparity” region of the performance landscape.
For instance, Light GBM achieved the highest accuracy on the Adult dataset but also
the highest racial disparity in error rates. Conversely, simpler models like Decision
Trees often exhibited lower disparity but at a cost to accuracy.

Crucially, the results demonstrate that a model’s fairness is not inherent to its
algorithm family alone but is shaped by its interaction with the data. A compelling
example is the contrast between Logistic Regression and Support Vector Machines
(SVM) on the Adult Income dataset. While both are linear classifiers, Logistic
Regression produced the highest Demographic Parity disparity (0.278) and high
EOD (0.367), whereas SVM exhibited the lowest EOD for race (0.190) among all
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models. This finding addresses the research gap regarding standard models, showing
practitioners that “linear” does not automatically mean “interpretable and fair” in

all contexts, and that inherent fairness properties are volatile.

5.1.2 The Nature of the Fairness-Accuracy Trade-Off

The results confirm the existence of a fairness and accuracy trade-off, but its strength
and direction are not universal. It is a domain-specific and attribute-specific phe-
nomenon, rather than an immutable law of machine learning.

Evidence for the classic trade-off was strong in the COMPAS dataset, where
higher accuracy models tended to exhibit higher EOD values for both race and sex.
This implies that as models became better at predicting recidivism overall, they
disproportionately concentrated errors on protected groups. A similar pattern was
seen for race in the Adult dataset, where high-accuracy models corresponded to
higher racial disparity, aligning with the theoretical impossibility results described
by Kleinberg et al. [15], which posit that calibration and error rate balance cannot
coexist when base rates differ.

However, a critical finding was that for Sex in the Adult dataset, the fairest
models were also among the most accurate, indicating that fairness did not worsen
with performance. In this specific context, the most accurate models were also the
fairest regarding gender error rates. This defies the standard narrative and supports
arguments by Corbett-Davies and Goel [10] that the trade-off can sometimes be
illusory. It suggests that for this dataset, the features predictive of income may
relate to gender in a way that aligns global optimization with group equity, a finding

that warns against assuming a trade-off always exists without empirical verification.

5.1.3 Sensitivity to Hyperparameter Tuning

Hyperparameter tuning is a powerful but double-edged tool for fairness. It allows
movement along the fairness-accuracy landscape, but does not remove the inherent
trade-off, and its effects are highly model dependent.

For Logistic Regression and SVM on the COMPAS dataset, fairness improved
as the regularization constraint was relaxed (i.e., as C increased). With weaker
regularization, both DPD and EOD decreased steadily, while accuracy dropped
only marginally. For example, in Logistic Regression, increasing C from 0.01 to
50 reduced racial EOD from 0.298 to 0.225, a substantial fairness gain at a small
performance cost. This shows that standard hyperparameters can act as implicit
fairness levers.

Random Forest demonstrated non-monotonic sensitivity. Its fairest racial out-

come occurred with fully grown trees (maz_depth=None), which also delivered the
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strongest predictive performance, while shallower trees (depth=3 or 5) were both
less accurate and less fair.

Finally, fairness was not universally tunable. For some metrics, for example
Logistic Regression on Sex DPD, variation across settings was small. This suggests
that some disparities arise from the underlying data distribution rather than from
the model configuration. Thus, hyperparameter tuning shapes fairness, but cannot

guarantee equitable outcomes.

5.1.4 Statistical Significance of Differences

While performance differences (accuracy) between models are often statistically sig-
nificant, differences in fairness metrics are frequently not. This suggests that for
a practitioner, the choice between several high-performing models may not have a
statistically meaningful impact on group fairness.

The paired bootstrap analysis provided rigorous evidence for this conclusion.
Most of the model of pairs (approximately 61%) showed statistically significant
differences in accuracy (p < 0.05). However, for fairness metrics such as Equalized
Odds Difference (race), only 28% of comparisons yielded statistically significant
differences.

Concrete examples illustrate this nuance. The difference in accuracy between
Logistic Regression and k-Nearest Neighbors (KNN) was statistically significant (p =
0.004), confirming Logistic Regression as the superior predictor. However, when
comparing Logistic Regression to Gradient Boosting, a much more complex model,
the difference in racial Equalized Odds was not statistically significant (p > 0.05).
This highlights a novel contribution to fairness benchmarking: point estimates of
fairness metrics can be noisy, and without statistical testing, practitioners risk over

interpreting small differences that may simply be artifacts of the data split.
5.2 Implications of Findings

The empirical evidence gathered in this study offers concrete guidance for machine
learning practitioners. A primary takeaway is that there is no “universally fairest”
model architecture; the optimal choice is inextricably linked to the specific con-
text. Practitioners must evaluate fairness on their specific datasets and protected
attributes, as fairness rankings do not transfer reliably between domains. Conse-
quently, hyperparameter tuning must be expanded to include fairness as an explicit
objective alongside accuracy. As observed in this study, a model that appears un-
fair under default settings can become significantly fairer through hyperparameter
tuning. In the case of Logistic Regression, fairness improved under weaker regular-

ization, meaning larger values of C reduced disparity without requiring specialized
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mitigation techniques.

Furthermore, the evaluation process itself requires greater rigor. The lack of
statistical significance in many pairwise fairness comparisons suggests that single
train-test splits are insufficient; practitioners should employ resampling methods
and statistical testing to ensure that observed disparities are genuine rather than
artifacts of sampling noise.

For researchers and policymakers, these findings highlight the necessity of ele-
vating benchmarking standards. To avoid spurious conclusions, the field requires
benchmarks that routinely include sensitivity and significance analyses. Auditing
frameworks for algorithmic systems should therefore mandate evaluation across a
spectrum of models and hyperparameter settings, rather than assessing a single “op-
timized” model which may inadvertently represent a worst-case scenario for equity.
Ultimately, the variability observed in this study, including the unexpected reversal
of the fairness and accuracy trade-off for the Sex attribute in the Adult dataset,
reinforces that defining and achieving fairness is a socio-technical challenge. It is a
complex objective that cannot be solved by technical metrics alone but demands a

holistic integration of domain knowledge and rigorous empirical validation.

5.3 Limitations of the Study

This study was conducted under a defined scope, and therefore the findings should be
interpreted with caution. The analysis focused only on two group fairness definitions:
DPD and EOD. Other important fairness concepts, such as Individual Fairness,
Causal Fairness, or Predictive Parity, were not included and may lead to different
model rankings if applied. In addition, the experiments used only two benchmark
datasets, namely COMPAS for criminal justice and Adult Income for census and
employment prediction. Although these datasets are widely used in fairness research,
they represent only two specific problem domains. Consequently, the results may
not directly generalize to fields such as healthcare, education, insurance, or other
high-stakes environments.

Additionally, this research aimed to characterize the inherent fairness behavior
of standard models without explicit bias-mitigation methods (e.g., re-weighting, ad-
versarial debiasing, postprocessing). While hyperparameter tuning was explored, it
functioned only as an implicit fairness adjustment rather than a mitigation algo-
rithm.

The study also faced constraints regarding data representation and statistical
properties. The sensitive attributes in this study were represented using binary
grouping, specifically Caucasian versus Non-Caucasian for race and Male versus Fe-
male for sex. This approach simplifies the underlying reality and does not fully

capture the complexity of demographic identity or intersectionality. Finally, as
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noted in the literature review, the chosen metrics (DPD and EOD) are mathemat-
ically sensitive to base rates. Therefore, the empirical results presented here are
contingent on the specific class imbalances present in these datasets, and shifts in

these underlying distributions could alter the observed fairness dynamics.
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6 CONCLUSIONS

This chapter summarizes the general contributions of the thesis and reflects on
the insights gained from the empirical analysis. It revisits the research questions,
synthesizes the key findings, and highlights their implications for both theory and
practice in fairness-aware machine learning. The chapter also outlines practical rec-
ommendations derived from the results and identifies directions for future research
to advance the field further.

6.1 Summary of Research and Key Findings

As important areas of human life, such as criminal sentencing and financial lending,
are increasingly being governed by machine learning systems, it is more important
than ever to ensure that these systems make fair decisions. The controversy sur-
rounding the COMPAS recidivism algorithm became a significant turning point,
showing how widely used tools can harbor and reproduce systemic bias under the
guise of objectivity. Although the academic community has proposed many defini-
tions of fairness and specialized mitigation algorithms, a major gap still remains in
practical application: a clear lack of comprehensive and statistically rigorous bench-
marking for the standard “out-of-the-box” models that practitioners most commonly
use. This study fills that gap by conducting a systematic empirical analysis of the
interrelationships among model choice, hyperparameter configuration, predictive ac-
curacy, and group fairness. The main goal was to show how standard classifiers
behave in a justice-sensitive context, rather than just a theoretical discussion, so
that practitioners can make more informed and ethical model selections.

The study used a robust methodological framework, evaluating nine models
spanning linear, tree-based, boosting, instance-based, and neural architectures on
two standard benchmarks, the COMPAS recidivism dataset and the Adult Income
dataset. Going beyond simple performance metrics, this evaluation protocol incorpo-
rates a multidimensional group fairness analysis, focusing primarily on Demographic
Parity Difference and Equalized Odds Difference. Importantly, this methodology
adds two new elements that were missing in many previous benchmarks: first, a sen-
sitivity analysis for three representative models to examine fairness stability across
hyperparameters, and second, paired bootstrap-based statistical testing to separate
real performance differences from random sampling noise.

This finding provides several important insights into the fairness and accuracy
trade-off. First, the study shows that although the trade-off is often observed, it

is not a universal rule; instead, it depends entirely on the context. For both the
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COMPAS dataset and the Adult dataset with respect to the race attribute, high
performing ensemble models such as Gradient Boosting and Light GBM consistently
showed the highest fairness disparity, while simpler models like Decision Trees were
comparatively fair but noticeably less accurate. However, an important exception
was observed in the sex attribute of the Adult dataset, where there was a negative
correlation between accuracy and EOD for sex, meaning that higher accuracy cor-
responded to lower disparity. Furthermore, sensitivity analysis has shown that the
fairness profile of a model is not fixed but highly variable; simple hyperparameter
tuning, such as regularization strength, can also have a significant impact on fairness
metrics, providing an effective way to manage the trade-off space without special-
ized algorithms. Finally, statistical testing has shown that while the performance
differences between models are clearly significant, the fairness rankings are often not
statistically distinguishable, which cautions practitioners not to overestimate small

metric changes.

6.2 Contributions to Knowledge and Practice

This thesis not only makes a new contribution to the academic discussion on al-
gorithmic fairness, but also makes a significant contribution to the application of
machine learning systems in the real world. Theoretically, it applies an enhanced
benchmarking framework that integrates hyperparameter sensitivity analysis and
statistical significance testing into standard model evaluation. This framework chal-
lenges the validity of the static, single-point benchmarks prevalent in the literature,
demonstrating that tuning alters fairness metrics and that rankings are often sen-
sitive to noise. By establishing a strong empirical baseline for the standard models
commonly used in industry, which still function as the primary tools in many real-
world systems, this approach provides a necessary counterbalance to the growing
reliance on specialized mitigation algorithms.

For practitioners, these results translate into directly applicable guidance for
responsible Al development. The results clearly show that context-aware model se-
lection is crucial, as no “one-size-fits-all” fair model exists in reality. The research
shows that fairness should be considered as an explicit objective at the hyperpa-
rameter tuning stage, not as an afterthought; because “tuning for fairness” reduced
disparity in models like Logistic Regression and SVM, though improvements varied
by model and attribute. Additionally, rigorously applying auditing techniques, in-
cluding resampling and statistical tests, has proven essential to ensure that deployed
models are truly fair and not simply different because of random variations in data

splits.
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6.3 Final Recommendations

Based on the findings of this research, several recommendations can be made for
the development and evaluation of machine learning systems. Fairness benchmark-
ing should be treated as a standard component of the model development lifecycle,
similar in importance to accuracy optimization. This evaluation process should not
rely on a single train and test split or default model settings. Instead, it should use
a multi-stage assessment that includes hyperparameter sensitivity exploration and
statistical significance testing. This approach reduces the risk of misleading conclu-
sions that may arise from unstable tuning effects or random variation in results.

Fairness should also be treated as an explicit optimization objective rather than
something that emerges automatically alongside accuracy. The experiments in this
thesis showed that fairness outcomes can change noticeably through hyperparameter
adjustment, especially in models such as Logistic Regression and Support Vector
Machines. This suggests that responsible deployment requires active exploration of
model configurations, guided by fairness considerations, and not only by predictive
performance.

Finally, transparency should extend beyond the final model selection. Auditors,
reviewers, and regulatory bodies should expect documentation that demonstrates
how models were evaluated, tuned, compared, and validated. This level of openness
encourages accountability and ensures that claims about fairness are supported by

statistically reliable evidence rather than isolated metric observations.

6.4 Future Work

The findings of this thesis open up several directions for further research. An im-
mediate next step is to extend the benchmarking framework presented here to a
wider range of datasets and application domains. This would include areas such
as healthcare, education, natural language processing, and computer vision, which
would allow researchers to examine whether the trends observed here remain con-
sistent in more complex and unstructured data environments.

The second direction involves applying the same evaluation framework to fairness
mitigation techniques. These may include preprocessing adjustments, in-processing
fairness optimizers, or post-processing correction algorithms provided by toolkits
such as AIF360 and Fairlearn. This would make it possible to determine whether
these methods truly overcome the fairness and accuracy trade-offs seen in standard
models or simply shift results along the same performance frontier.

Further work should also consider alternative fairness definitions. Future studies

may explore individual fairness or causal fairness in order to understand whether
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fairness and accuracy remain in tension when fairness is measured at a more gran-
ular level. Finally, a real-world case study would be an important addition to the
field. Applying this benchmarking approach to an active industrial or governmen-
tal deployment would show how fairness trade-offs are handled in practice when

technical, ethical, and policy constraints must all be considered simultaneously.
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APPENDIX A.

This appendix presents the complete statistical significance results from Experi-
ment 3. It details the full set of paired bootstrap test outcomes for all model
comparisons across both performance and fairness metrics. For each model pair,
Table A.1 reports the mean difference, 95% confidence interval, p-value, and the
final significance decision (at a = 0.05). These tables offer a granular view of the

pairwise comparisons that support the summarized findings in Chapter 4.

Table A. 1 Full Statistical Test Summary

Mean Diff CI 95% CI 95%

Metric Model A Model B . p-value Significant
(A - B) Low High
accuracy dt gb -0.082 -0.113 -0.051 0.000 TRUE
f1 dt gb -0.058 -0.094 -0.022 0.002 TRUE
dp_ diff race dt gb -0.066 -0.126 -0.008 0.038 TRUE
eo_diff race dt gb -0.088 -0.178 0.000 0.054 FALSE
dp_ diff_sex dt gb -0.063 -0.129 0.006 0.076 FALSE
eo_ diff _sex dt gb -0.096 -0.213 0.032 0.148 FALSE
accuracy dt knn -0.019 -0.048 0.011 0.220 FALSE
f1 dt knn -0.002 -0.035 0.032 0.890 FALSE
dp_diff _race dt knn -0.083 -0.149 -0.018 0.016 TRUE
eo_diff race dt knn -0.121 -0.214 -0.029 0.002 TRUE
dp_ diff sex dt knn -0.057 -0.125 0.015 0.128 FALSE
eo_ diff _sex dt knn -0.054 -0.151 0.042 0.250 FALSE
accuracy dt lgbm -0.051 -0.080 -0.024 0.000 TRUE
f1 dt lgbm -0.022 -0.054 0.011 0.198 FALSE
dp_ diff race dt lgbm -0.051 -0.111 0.007 0.102 FALSE
eo diff race dt Igbm -0.090 -0.180 -0.004 0.040 TRUE
dp_ diff_sex dt lgbm -0.018 -0.088 0.048 0.626 FALSE
eo_ diff sex dt lgbm -0.036 -0.139 0.077 0.558 FALSE
accuracy dt logreg -0.062 -0.092 -0.030 0.000 TRUE
f1 dt logreg -0.056 -0.092 -0.020 0.002 TRUE
dp_ diff _race dt logreg -0.060 -0.123 0.005 0.070 FALSE
eo_ diff race dt logreg -0.100 -0.196 -0.002 0.048 TRUE
dp_ diff _sex dt logreg -0.158 -0.227 -0.088 0.000 TRUE
eo_ diff _sex dt logreg -0.207 -0.316 -0.086 0.002 TRUE
accuracy dt mlp -0.006 -0.038 0.025 0.730 FALSE
f1 dt mlp -0.010 -0.046 0.027 0.548 FALSE
dp_ diff _race dt mlp 0.017 -0.046 0.082 0.600 FALSE
eo diff race dt mlp 0.027 -0.057 0.123 0.552 FALSE
dp_ diff_sex dt mlp -0.033 -0.106 0.039 0.394 FALSE
eo_ diff _sex dt mlp -0.038 -0.149 0.060 0.518 FALSE
accuracy dt rf -0.037 -0.060 -0.011 0.002 TRUE
f1 dt rf -0.029 -0.058 -0.001 0.040 TRUE
dp_ diff _race dt rf -0.037 -0.089 0.014 0.134 FALSE
eo_diff_race dt rf -0.069 -0.151 0.007 0.074 FALSE
dp_ diff _sex dt rf -0.036 -0.093 0.026 0.234 FALSE
eo_diff_sex dt rf -0.032 -0.126 0.053 0.524 FALSE
accuracy dt svm -0.060 -0.092 -0.028 0.000 TRUE
f1 dt svm -0.058 -0.095 -0.024 0.000 TRUE
dp_ diff_race dt svm -0.085 -0.150 -0.021 0.006 TRUE
eo_ diff race dt svm -0.121 -0.218 -0.025 0.012 TRUE
dp_ diff _sex dt svm -0.124 -0.199 -0.050 0.000 TRUE
eo_ diff sex dt svm -0.150 -0.263 -0.039 0.008 TRUE
accuracy dt xgb -0.059 -0.088 -0.033 0.000 TRUE
f1 dt xgb -0.033 -0.066 -0.002 0.040 TRUE
dp_ diff _race dt xgb -0.050 -0.107 0.007 0.088 FALSE
eo_diff_race dt xgb -0.076 -0.162 0.009 0.086 FALSE
dp_ diff _sex dt xgb -0.048 -0.115 0.017 0.166 FALSE

eo_ diff sex dt xgb -0.050 -0.151 0.054 0.366 FALSE
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Mean Diff CI 95% CI 95%

Metric Model A Model B . p-value Significant
(A -B) Low High
accuracy gb knn 0.063 0.036 0.088 0.000 TRUE
f1 gb knn 0.057 0.026 0.087 0.000 TRUE
dp_ diff_race gb knn -0.018 -0.071 0.032 0.490 FALSE
eo diff race gb knn -0.033 -0.113 0.046 0.446 FALSE
dp_ diff_sex gb knn 0.007 -0.051 0.070 0.844 FALSE
eo_ diff sex gb knn 0.044 -0.057 0.152 0.440 FALSE
accuracy gb Igbm 0.030 0.014 0.048 0.000 TRUE
f1 gb lgbm 0.036 0.015 0.060 0.000 TRUE
dp_ diff _race gb Igbm 0.015 -0.023 0.051 0.428 FALSE
eo_diff_race gb lgbm -0.002 -0.066 0.057 0.958 FALSE
dp_ diff _sex gb lgbm 0.046 0.005 0.089 0.028 TRUE
eo_diff_sex gb lgbm 0.066 -0.004 0.138 0.068 FALSE
accuracy gb logreg 0.021 0.002 0.041 0.034 TRUE
f1 gb logreg 0.003 -0.019 0.025 0.850 FALSE
dp_ diff _race gb logreg 0.007 -0.033 0.045 0.710 FALSE
eo_ diff race gb logreg -0.011 -0.070 0.053 0.728 FALSE
dp_ diff_sex gb logreg -0.095 -0.140 -0.051 0.000 TRUE
eo_ diff _sex gb logreg -0.107 -0.184 -0.031 0.014 TRUE
accuracy gb mlp 0.076 0.049 0.102 0.000 TRUE
f1 gb mlp 0.049 0.018 0.078 0.006 TRUE
dp_ diff _race gb mlp 0.086 0.029 0.143 0.004 TRUE
eo_diff race gb mlp 0.120 0.013 0.211 0.026 TRUE
dp_ diff _sex gb mlp 0.031 -0.035 0.102 0.360 FALSE
eo_diff_sex gb mlp 0.060 -0.052 0.179 0.336 FALSE
accuracy gb rf 0.045 0.020 0.070 0.000 TRUE
f1 gb rf 0.029 0.001 0.060 0.042 TRUE
dp_ diff race gb rf 0.029 -0.021 0.079 0.284 FALSE
eo_ diff race gb rf 0.020 -0.061 0.103 0.654 FALSE
dp_ diff_sex gb rf 0.024 -0.035 0.083 0.420 FALSE
eo_ diff _sex gb rf 0.062 -0.035 0.162 0.236 FALSE
accuracy gb svm 0.022 0.002 0.043 0.036 TRUE
f1 gb svm 0.001 -0.023 0.024 0.956 FALSE
dp_ diff _race gb svm -0.020 -0.062 0.022 0.368 FALSE
eo_ diff race gb svm -0.030 -0.098 0.036 0.376 FALSE
dp_ diff _sex gb svm -0.062 -0.111 -0.008 0.022 TRUE
eo diff sex gb svm -0.048 -0.144 0.046 0.328 FALSE
accuracy gb xgb 0.023 0.007 0.040 0.014 TRUE
f1 gb xgb 0.026 0.005 0.048 0.014 TRUE
dp_ diff_race gb xgb 0.015 -0.019 0.051 0.406 FALSE
eo_ diff race gb xgb 0.014 -0.042 0.070 0.624 FALSE
dp_ diff_sex gb xgb 0.015 -0.020 0.054 0.450 FALSE
eo_ diff sex gb xgb 0.047 -0.023 0.118 0.168 FALSE
accuracy knn Igbm -0.033 -0.059 -0.008 0.008 TRUE
f1 knn lgbm -0.021 -0.053 0.011 0.196 FALSE
dp_ diff _race knn lgbm 0.033 -0.019 0.082 0.204 FALSE
eo_diff race knn Igbm 0.030 -0.055 0.113 0.490 FALSE
dp_ diff sex knn lgbm 0.038 -0.022 0.099 0.230 FALSE
eo diff sex knn Igbm 0.021 -0.078 0.121 0.708 FALSE
accuracy knn logreg -0.043 -0.071 -0.018 0.004 TRUE
f1 knn logreg -0.056 -0.090 -0.026 0.000 TRUE
dp_ diff _race knn logreg 0.025 -0.032 0.082 0.408 FALSE
eo_diff race knn logreg 0.022 -0.070 0.111 0.626 FALSE
dp_ diff _sex knn logreg -0.104 -0.170 -0.038 0.000 TRUE
eo_diff sex knn logreg -0.157 -0.267 -0.045 0.004 TRUE
accuracy knn mlp 0.013 -0.016 0.041 0.342 FALSE
f1 knn mlp -0.009 -0.043 0.020 0.612 FALSE
dp_ diff race knn mlp 0.103 0.044 0.162 0.002 TRUE
eo diff race knn mlp 0.149 0.043 0.249 0.000 TRUE
dp_ diff sex knn mlp 0.024 -0.045 0.094 0.494 FALSE
eo diff sex knn mlp 0.015 -0.080 0.110 0.718 FALSE
accuracy knn rf -0.019 -0.044 0.006 0.130 FALSE
f1 knn rf -0.028 -0.057 0.001 0.058 FALSE
dp_ diff _race knn rf 0.046 -0.004 0.095 0.072 FALSE

eo_ diff race knn rf 0.052 -0.028 0.131 0.188 FALSE
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Mean Diff CI 95% CI 95%

Metric Model A Model B . p-value Significant
(A -B) Low High
dp_ diff _sex knn rf 0.018 -0.038 0.071 0.534 FALSE
eo diff sex knn rf 0.018 -0.060 0.089 0.626 FALSE
accuracy knn svm -0.041 -0.067 -0.014 0.000 TRUE
f1 knn svm -0.057 -0.087 -0.026 0.000 TRUE
dp_ diff _race knn svm -0.000 -0.060 0.058 0.976 FALSE
eo_ diff race knn svm 0.004 -0.085 0.091 0.934 FALSE
dp_ diff _sex knn svm -0.067 -0.134 -0.002 0.046 TRUE
eo_ diff _sex knn svm -0.093 -0.207 0.010 0.080 FALSE
accuracy knn xgb -0.041 -0.064 -0.017 0.002 TRUE
f1 knn xgb -0.031 -0.063 -0.003 0.036 TRUE
dp_ diff _race knn xgb 0.034 -0.018 0.085 0.202 FALSE
eo diff race knn xgb 0.048 -0.031 0.126 0.244 FALSE
dp_ diff sex knn xgb 0.008 -0.055 0.068 0.812 FALSE
eo diff sex knn xgb 0.004 -0.087 0.098 0.956 FALSE
accuracy lgbm logreg -0.009 -0.030 0.012 0.436 FALSE
f1 Igbm logreg -0.034 -0.058 -0.009 0.010 TRUE
dp_ diff _race Igbm logreg -0.008 -0.051 0.034 0.772 FALSE
eo_ diff race lgbm logreg -0.009 -0.083 0.067 0.792 FALSE
dp_ diff _sex lgbm logreg -0.142 -0.199 -0.088 0.000 TRUE
eo_ diff sex lgbm logreg -0.175 -0.255 -0.089 0.000 TRUE
accuracy Igbm mlp 0.046 0.019 0.073 0.000 TRUE
f1 Igbm mlp 0.012 -0.020 0.045 0.482 FALSE
dp_ diff race Igbm mlp 0.070 0.013 0.130 0.024 TRUE
eo diff race Igbm mlp 0.120 0.016 0.217 0.018 TRUE
dp_ diff _sex lgbm mlp -0.018 -0.090 0.053 0.596 FALSE
eo diff sex lgbm mlp -0.012 -0.123 0.097 0.842 FALSE
accuracy Igbm rf 0.015 -0.010 0.040 0.268 FALSE
f1 lgbm rf -0.006 -0.035 0.025 0.660 FALSE
dp_ diff _race lgbm rf 0.013 -0.037 0.061 0.598 FALSE
eo_ diff race lgbm rf 0.020 -0.057 0.099 0.616 FALSE
dp_ diff _sex lgbm rf -0.022 -0.080 0.035 0.434 FALSE
eo_ diff_sex lgbm rf -0.006 -0.099 0.090 0.868 FALSE
accuracy lgbm svm -0.008 -0.030 0.014 0.504 FALSE
f1 lgbm svm -0.036 -0.063 -0.009 0.004 TRUE
dp_ diff race Igbm svm -0.036 -0.084 0.010 0.132 FALSE
eo diff race Igbm svm -0.031 -0.103 0.041 0.408 FALSE
dp_ diff _sex lgbm svm -0.108 -0.161 -0.052 0.000 TRUE
eo diff sex Igbm svm -0.119 -0.212 -0.031 0.006 TRUE
accuracy lgbm xgb -0.007 -0.023 0.008 0.388 FALSE
f1 Igbm xgb -0.011 -0.029 0.008 0.294 FALSE
dp_ diff _race lgbm xgb 0.001 -0.034 0.034 0.942 FALSE
eo_ diff race lgbm xgb 0.018 -0.033 0.070 0.510 FALSE
dp_ diff _sex lgbm xgb -0.032 -0.069 0.002 0.066 FALSE
eo_ diff_sex lgbm xgb -0.019 -0.069 0.032 0.478 FALSE
accuracy logreg mlp 0.055 0.028 0.084 0.000 TRUE
f1 logreg mlp 0.046 0.014 0.079 0.004 TRUE
dp_diff race logreg mlp 0.078 0.019 0.142 0.008 TRUE
eo_ diff race logreg mlp 0.131 0.022 0.224 0.016 TRUE
dp_ diff _sex logreg mlp 0.126 0.056 0.195 0.000 TRUE
eo_ diff sex logreg mlp 0.168 0.059 0.278 0.002 TRUE
accuracy logreg rf 0.023 -0.002 0.050 0.096 FALSE
f1 logreg rf 0.027 -0.001 0.057 0.064 FALSE
dp_diff _race  logreg rf 0.021 -0.034 0.074 0.496 FALSE
eo_diff race logreg rf 0.029 -0.059 0.117 0.512 FALSE
dp_ diff sex logreg rf 0.122 0.063 0.180 0.000 TRUE
eo_ diff_sex logreg rf 0.171 0.071 0.269 0.002 TRUE
accuracy logreg svm 0.001 -0.011 0.013 0.904 FALSE
f1 logreg svm -0.002 -0.017 0.013 0.802 FALSE
dp_diff race logreg svm -0.026 -0.050 -0.002 0.032 TRUE
eo diff race logreg svm -0.020 -0.063 0.023 0.380 FALSE
dp_ diff _sex logreg svm 0.034 -0.001 0.070 0.056 FALSE
eo_ diff sex logreg svm 0.059 0.003 0.127 0.044 TRUE
accuracy logreg xgb 0.002 -0.019 0.022 0.920 FALSE

f1 logreg xgb 0.023 -0.005 0.047 0.084 FALSE
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Mean Diff CI 95% CI 95%

Metric Model A Model B . p-value Significant
(A -B) Low High
dp_ diff race logreg xgb 0.009 -0.031 0.053 0.670 FALSE
eo_ diff race logreg xgb 0.028 -0.048 0.103 0.466 FALSE
dp_ diff sex logreg xgb 0.111 0.066 0.157 0.000 TRUE
eo_ diff _sex logreg xgb 0.158 0.079 0.239 0.000 TRUE
accuracy mlp rf -0.032 -0.058 -0.006 0.022 TRUE
f1 mlp rf -0.019 -0.049 0.010 0.206 FALSE
dp_ diff _race mlp rf -0.057 -0.113 -0.001 0.044 TRUE
eo_ diff _race mlp rf -0.099 -0.190 0.009 0.078 FALSE
dp_ diff _sex mlp rf -0.005 -0.060 0.056 0.892 FALSE
eo_ diff sex mlp rf 0.004 -0.084 0.088 0.952 FALSE
accuracy mlp svm -0.054 -0.082 -0.026 0.000 TRUE
f1 mlp svm -0.048 -0.078 -0.018 0.002 TRUE
dp_ diff _race mlp svm -0.104 -0.162 -0.045 0.000 TRUE
eo diff race mlp svm -0.148 -0.241 -0.042 0.004 TRUE
dp_ diff _sex mlp svm -0.093 -0.165 -0.027 0.008 TRUE
eo diff sex mlp svm -0.110 -0.220 -0.001 0.050 FALSE
accuracy mlp xgb -0.053 -0.079 -0.028 0.000 TRUE
f1 mlp xgb -0.022 -0.052 0.007 0.146 FALSE
dp_ diff _race mlp xgb -0.070 -0.121 -0.016 0.012 TRUE
eo_ diff race mlp xgb -0.102 -0.202 -0.003 0.044 TRUE
dp_ diff _sex mlp xgb -0.017 -0.085 0.048 0.606 FALSE
eo_ diff_sex mlp xgb -0.016 -0.125 0.083 0.768 FALSE
accuracy rf svm -0.023 -0.050 0.004 0.096 FALSE
f1 rf svm -0.029 -0.059 0.001 0.058 FALSE
dp__diff _race rf svm -0.047 -0.102 0.010 0.124 FALSE
eo diff race rf svm -0.048 -0.136 0.043 0.270 FALSE
dp_ diff _sex rf svm -0.088 -0.152 -0.021 0.010 TRUE
eo_ diff sex rf svm -0.114 -0.222 -0.009 0.036 TRUE
accuracy rf xgb -0.022 -0.046 0.002 0.084 FALSE
f1 rf xgb -0.004 -0.033 0.024 0.762 FALSE
dp_ diff race rf xgb -0.012 -0.064 0.040 0.636 FALSE
eo_ diff _race rf xgb -0.002 -0.073 0.070 0.944 FALSE
dp_ diff _sex rf xgb -0.010 -0.074 0.051 0.724 FALSE
eo diff sex rf xgb -0.014 -0.101 0.073 0.754 FALSE
accuracy svm xghb 0.001 -0.021 0.023 0.996 FALSE
f1 svm xgb 0.026 0.000 0.052 0.050 FALSE
dp_ diff race svm xgb 0.036 -0.011 0.083 0.126 FALSE
eo diff race svm xgb 0.046 -0.028 0.120 0.186 FALSE
dp_ diff _sex svm xgb 0.075 0.021 0.125 0.010 TRUE

eo_ diff _sex svm xgb 0.096 0.012 0.184 0.026 TRUE
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