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A Recommender System is a kind of complete and full-featured pipeline that spe-
cializes in personalizing online experiences related to e-commerce, media, and ed-
ucational applications. Popular online platforms such as YouTube, Amazon, and
Netflix utilize a recommendation system that suggests items and products to the
consumer depending on their past behavior and history. The accuracy of the recom-
mended items and services is often undermined due to the biases of the data. More-
over, recommendations often have lower diversity. This thesis proposes a multi-stage
fairness-aware recommendation pipeline where Neural Collaborative Filtering (NCF)
is used as the baseline model. After that, embedding debiasing, fairness-aware fine-
tuning are implemented, and lastly, Genetic Algorithm (GA)-based re-ranking is
used as the last layer to compare accuracy, fairness gap, and diversity to find out
the best result. The approach is evaluated on large-scale MovieLens datasets (10M,
20M, and 32M) using ranking metrics, fairness measures, and diversity indicators.
Results show that embedding debiasing and fairness-aware fine-tuning reduces dis-
parities across user groups, while GA-based re-ranking improves item exposure eq-
uity and catalog diversity with minimal loss in accuracy. The findings demonstrate
that fairness, diversity, and accuracy can be jointly optimized, and that evolution-
ary genetic optimization provides a scalable mechanism to achieve Pareto-optimal
trade-offs. This proposed pipeline also demonstrates how accuracy, fairness gap,
and diversity change as the dataset is gradually increased. This contribution of
work provides a useful framework to construct a recommendation system that not
only performs well but also remains trustworthy and unbiased.

Keywords: Recommender Systems, Fairness-aware Recommendation, Neural Col-
laborative Filtering, Embedding Debiasing, Genetic Algorithm Re-ranking, Bias
Mitigation, Diversity, Pareto-optimal Trade-offs, Large-scale Datasets.
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1 Introduction
Recommendation systems (RS) have become a fundamental tool in the digital
ecosystem. It is enabling personalized user experiences in various applications, such
as online e-commerce, online media and video streaming, online social networks,
healthcare services, and online educational resources. They filter vast amounts of
information and present content that matches user preferences, thereby improving
user engagement, satisfaction, and long-term loyalty [1]. Classical methods, in par-
ticular, collaborative filtering and matrix factorization, have been widely used to
predict interactions between users and items. However, with the emergence of deep
neural architectures, especially Neural Collaborative Filtering (NCF), have signif-
icantly improved recommendation accuracy by capturing complex, nonlinear user
preferences and hierarchical latent features [2].

Despite these technological advancements, modern recommender systems are
increasingly scrutinized for issues of bias, fairness, and transparency. Since they are
built on observational user data, they often inherit historical and structural biases
that reinforce existing inequalities. Common examples include exposure bias, where
popular items dominate recommendation lists; popularity bias, where less-known or
new items (cold-start) are systematically underrepresented; and activity bias, where
highly active users are favored over casual or marginalized users. These biases not
only compromise fairness but also degrade long-term user trust and content diversity,
which are the two essential qualities that sustainable AI systems must uphold.

Fairness in recommender systems is still an important and unresolved research
challenge to some extent. Existing fairness interventions are divided by 3 main
categories: i) Pre-processing, ii) In-processing, and iii) Post-processing approaches.
Pre-processing methods modify data before model training [3]. In-processing meth-
ods add fairness constraints directly into the learning objective [4]. Post-processing
methods adjust the final recommendations after they are generated [5]. Pre-processing
can reduce historical bias; however, it does not handle changing feedback loops. In-
processing can directly improve fairness, but it makes the training process more
complex. Post-processing is flexible and easier to interpret, but may not achieve
the best overall performance. Additionally, related work within the existing body
of knowledge tends to consider the issue of user and item fairness separately. In
practice, recommender systems must handle multi-dimensional fairness by covering
factors like user activity, item popularity, genre balance, and time-based diversity.

A related and equally important challenge is scalability. Fairness-aware mod-
els often work well on small datasets. However, large-scale environments such as
MovieLens 20M or 32M require both high accuracy and computational efficiency.
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As datasets grow, bias patterns also change. Larger datasets may increase exposure
imbalances but can also provide more room for fair optimization. It is still unclear
how fairness behaves at different data scales, and whether larger datasets naturally
improve or weaken fairness performance.

To address these challenges, this thesis proposes a multi-stage fairness-aware
recommendation pipeline that systematically integrates:

1. Neural Collaborative Filtering (NCF) for high-accuracy baseline model-
ing of user–item interactions [2];

2. Embedding debiasing to remove latent bias directions from learned repre-
sentations [6];

3. Fairness-aware fine-tuning to reduce exposure and activity-level disparities
during training; and

4. Genetic Algorithm (GA)-based multi-objective re-ranking, enabling
post-hoc optimization of recommendation lists under the joint objectives of
accuracy, fairness, and diversity.

This research introduces a novel integration of deep learning and evolutionary
optimization. The GA-based re-ranking stage identifies Pareto-optimal solutions,
where improving fairness or diversity requires a trade-off in accuracy. This method
enables a balanced adjustment between competing goals and offers clear control over
the fairness–utility relationship. Furthermore, the proposed pipeline is applied to
datasets of increasing size (MovieLens 10M, 20M, and 32M) to examine how fairness,
accuracy, and diversity change with data scale and how each protected attribute,
such as genre, era, cold-start, and popularity, responds to this scaling.

The principal aim of this research is to show that fairness does not necessar-
ily conflict with accuracy. When fairness is treated as a co-optimized objective
rather than a limiting constraint, it can improve both system robustness and user
inclusiveness. The results demonstrate that fairness-aware optimization can pro-
duce recommendations that are fair, diverse, and accurate at the same time. This
approach helps connect algorithmic performance with social responsibility.

In summary, this thesis contributes:

• A scalable, end-to-end fairness-aware recommendation framework that inte-
grates neural modeling, embedding debiasing, and multi-objective GA-based
optimization;

• A comparative analysis across 10M, 20M, and 32M datasets to uncover scale-
dependent fairness behaviors;
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• A detailed exploration of multi-dimensional fairness across genre, era, cold-
start, and popularity attributes; and

• Evidence that larger datasets improve fairness–accuracy–diversity equilibrium,
with diminishing trade-offs beyond moderate data scales.

By combining deep learning with evolutionary multi-objective optimization, this
research advances the improvement of fairness-aware recommendation pipelines that
are accurate, scalable, as well as socially responsible. It also provides a foundation
for future adaptive and real-time fairness mechanisms in AI-based personalization
systems.

1.1 Background

Modern recommendation systems leverage large-scale user interaction data, classi-
cal collaborative filtering techniques, and deep learning models to provide highly
accurate predictions. However, achieving both high accuracy and high fairness re-
mains a significant challenge. These systems often inherit systematic biases present
in historical data, which leads to unequal exposure across different items or user
groups.

Several types of biases commonly arise:

• Popularity bias: Popular or mainstream items dominate recommendations,
while niche or new items receive little visibility or sometimes vice versa.

• Genre bias: A few dominant genres (e.g., Drama, Comedy) are over-represented,
whereas minority genres remain under-exposed.

• Cold-start bias: New users as well as new items are disadvantaged due to
limited interaction history.

• Era bias: Older movies receive disproportionate exposure, especially in smaller
datasets, while modern titles are under-represented.

Existing fairness interventions have limitations. The limitations of processing
methods are already mentioned. Therefore, building a system that is simultaneously
accurate, fair, and diverse is still an open challenge.

1.2 Objective

The objective of the thesis work is to design and evaluate a scalable fairness-aware
recommendation framework capable of balancing multiple competing goals. Specif-
ically, the aims are:
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1. To develop a multi-stage fairness-aware recommendation pipeline
combining Neural Collaborative Filtering, embedding debiasing, and Genetic
Algorithm-based re-ranking.

2. To achieve a balanced optimization of fairness, accuracy, and diver-
sity across user–item interactions without sacrificing predictive quality.

3. To analyze the impact of dataset scaling using MovieLens 10M, 20M,
and 32M datasets, and investigate how different fairness dimensions behave as
data volume increases.

This work seeks to demonstrate that fairness-aware recommendations can be
both computationally efficient and practically effective.

1.3 Research Questions

Based on the above motivations, this thesis is conducted by the following research
questions:

• RQ1: How can fairness-aware recommendation systems achieve scal-
able multi-dimensional optimization across diverse protected attributes
while maintaining acceptable computational efficiency?

• RQ2: What are the optimal dataset scaling thresholds for fairness-
aware recommendation systems, and how do different fairness di-
mensions respond to dataset size variations?

• RQ3: Can evolutionary optimization techniques effectively discover
Pareto-optimal solutions that balance accuracy, fairness, and diver-
sity simultaneously, and what are the fundamental trade-off pat-
terns across different recommendation contexts?

RQ1 investigates whether fairness-aware interventions can remain practical and
efficient when applied to large-scale, multi-attribute contexts. RQ2 examines how
dataset scale influences both utility and fairness outcomes, and whether fairness-
sensitive attributes (e.g., activity level, popularity, genre, temporal dimension) be-
have differently across scales. RQ3 explores the potential of genetic algorithms
to uncover meaningful trade-offs between competing objectives and to provide sta-
ble optimization policies that improve equity without significantly compromising
accuracy.
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1.4 Structure of the Thesis

The remainder of this thesis is organized as follows:

• Chapter 2 (Related Works) reviews existing literature on fairness in rec-
ommendation systems, bias types, mitigation strategies, neural collaborative
filtering, and evolutionary optimization.

• Chapter 3 (Methodology) presents the proposed multi-stage pipeline, in-
cluding data preparation, baseline model training, embedding debiasing, fairness-
aware fine-tuning, and GA-based re-ranking.

• Chapter 4 (Results and Analysis) evaluates the pipeline using large-scale
MovieLens datasets (10M, 20M, and 32M). Analyzes performance across rank-
ing accuracy, fairness, and diversity dimensions with necessary tables and
plots.

• Chapter 5 (Conclusions) synthesizes the findings, answers the research
questions, and discusses the broader implications of fairness-aware recommen-
dation design, along with directions for future research.
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2 Related Works

2.1 Fairness in Recommendation Systems

The success of the widespread adoption of recommendation systems, for instance,
within e-commerce, music, and job matching has brought relevance to the topic of
fairness. Beyond improving accuracy and utility, recent research has focused on
mitigating biases that affect users, providers, and platforms. This section reviews
the major contributions to fairness in recommendation systems.

From Personalization Foundations to Fairness Concerns

Fairness in recommendation is inseparable from how user preferences are modeled
and contextualized. Early work on contextual preferences showed that preferences
are not static: they depend on situational attributes (time, location, companion) and
require algorithms that select the right preferences given a context state [1]. This
line formalized context models, preference graphs, and efficient selection indices.
This line also anticipates modern fairness needs where context can induce inequities
if ignored. Time further complicates equity: what is relevant now may differ from
the past. The framework for time-aware recommendations proposed fresh-based
(damped or sliding windows) and temporal context-based models. This framework
demonstrates with a movie prototype that recency and temporal conditions mate-
rially affect accuracy and presentation [7]. Treating time as a first-class dimension
is also a fairness lever: recency weighting can prevent persistent over-exposure of
historically popular items and reduce temporal bias.

Fairness Notions: Individual, Group, and Temporal

In a Recommendation System, fairness spans individual parity (no user is consis-
tently disadvantaged), group fairness (protected or minority subgroups receive eq-
uitable utility), and temporal fairness (equity sustained across rounds or sessions).
Group settings are especially fraught: aggregation can entrench majority tastes,
raising disagreement and dissatisfaction gaps. Reinforcement learning for sequen-
tial group recommendation (SQUIRREL) frames the problem as learning the right
aggregation action per round using reward signals that combine satisfaction and
disagreement: the gap between most and least satisfied members [8]. This explicitly
operationalizes a fairness signal (disagreement) within the optimization objective.
Complementing that, ADAPT introduces fairness–diversity co-optimization for se-
quential groups. It proposes FaDJO (jointly optimizes fairness and diversity each
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round) and DiGSFO (diversity-guided selection, then fairness optimization), with
inter-round diversity defined over list embeddings. Results show that a fairness-
first setting (FaDJO_0) can improve satisfaction and NDCG relative to diversity-
only emphasis, evidencing that diversity alone does not guarantee fair outcomes
[9]. Together, these works place fairness as a controllable dimension in multi-round,
multi-user settings, not merely a constraint.

Pipeline and Data-Level Fairness via Entity Resolution

Fairness is also a property of the data pipeline feeding recommenders. If upstream
entity resolution (ER) mismatches occur disproportionately across demographic
groups, downstream RS inherits inequities. The TREATS workflow treats match-
ing as a streaming, top-k ranking problem with fairness-aware re-ranking across
multiple sensitive groups, maintaining global fairness over increments without de-
grading effectiveness or efficiency [10]. This is crucial for dynamic catalogs and user
profiles where continuous ingestion otherwise compounds bias. A broader survey
consolidates fairness and explanations in ER, motivating eXplainable ER (XER)
that pairs group or individual fairness notions (e.g., statistical parity, equal oppor-
tunity) with local or global explanation tooling (e.g., counterfactuals, Shapley) to
illuminate why certain entity pairs match or mismatch [11]. For RS, explainable ER
clarifies provenance of user or item identities and helps audit bias at ingestion time.

User-Oriented Fairness

User-centered fairness has emerged as an independent line of inquiry. The study
in [12] introduces the concept of user fairness, showing that diversity-oriented post-
processing methods can inadvertently increase disparity among users. Extending
this work, [13] groups users into advantaged (active) and disadvantaged (inactive)
categories and demonstrates that existing systems tend to favor active users. Their
proposed re-ranking framework constrains performance disparities between groups,
enhancing both fairness and overall accuracy. These studies underscore the impor-
tance of balancing recommendation utility with equitable user treatment.

Signals, Feedback, and Content Quality as Fairness Factors

Beyond algorithms, fairness hinges on signals. Sentiment and topic dynamics alter
exposure and user satisfaction over time. STracker tracks topic-level sentiment se-
quences across periods with topic compression, correlation, and sentiment heatmaps:
a transparent alternative to black-box LLM pipelines for feedback analytics [14]. In-
corporating such transparent sentiment trajectories can prevent popularity feedback
loops that otherwise amplify already-advantaged items or user cohorts. Content
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duplication and spam skew exposure fairness. INCEPT shows that stacking hetero-
geneous text representations (e.g., TF-IDF with deep encoders) improves duplicate
detection, assisting platforms in curbing near-duplicate amplification that crowds
out diverse items and voices [15]. De-duplication thereby supports both catalog
diversity and fair share-of-attention.

Reliability of AI Components and Fairness Guarantees

Modern RS stacks increasingly integrate LLMs (generation, summarization, mod-
eration, explanation). Reliability issues like context-induced hallucinations threaten
both procedural fairness (consistent, rule-bound treatment) and informational fair-
ness (accurate, faithful explanations). A dual-agent validation framework for HRC
(CogniVera) exemplifies how secondary agents can vet primary LLM outputs before
action, reducing error propagation [16]. Analogously, RS can apply validator agents
for fairness checks (e.g., counterfactual stability, demographic parity audits) prior
to serving.

Synthesis and Open Challenges

The literature suggests five converging principles: (i) Context and Time as Eq-
uity Controls: Contextual preference selection and time-aware modeling are fairness
levers; they prevent stale or situationally irrelevant exposure that disproportionately
affects some users [1, 7]. (ii) Sequential, Group-Aware Optimization: Fairness signals
(e.g., disagreement) and fairness–diversity trade-offs must be optimized over rounds,
not one-shot, as shown in SQUIRREL and ADAPT [8, 9]. (iii) Fairness-by-Design in
Data Pipelines: ER fairness and explainability (TREATS, XER) are prerequisites for
fair RS, especially in streaming ecosystems [10, 11]. (iv) Transparent Feedback An-
alytics: Explainable topic/sentiment tracking (STracker) mitigates black-box drift
and supports monitoring of fairness over time [14]. (v) Robust Content Integrity:
Duplicate detection (INCEPT) and LLM validation (CogniVera) reduce systemic
distortions and unfaithful explanations that can erode fairness guarantees [15, 16].

2.2 Bias in Recommendation Systems

Reliance on observational user feedback data makes the recommendation system
prone to biases that distort recommendations, reduce fairness, and amplify inequal-
ity. This section reviews recent research on biases in recommendation systems,
covering foundational surveys, bias types, mitigation methods, and open challenges.
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Surveys and Tutorials on Bias in Recommendation

A foundational survey by Chen [6] provides a systematic review of biases in RS, cat-
egorizing them into selection bias, exposure bias, position bias, and popularity bias.
The survey outlines post-processing, in-processing, and pre-processing methods for
debiasing, and highlights the feedback loop problem where system recommendations
reinforce existing biases. Similarly, Chen [17] presents a tutorial at RecSys 2021,
discussing six main bias types and their effects on evaluation metrics, along with ex-
isting solutions and future challenges. These works offer comprehensive frameworks
that continue to shape research directions. Bhadani [18] emphasizes the societal im-
pact of biases, particularly in cultural markets and news consumption, and argues
that audience diversity can be a signal to counteract popularity-driven distortions.

Selection and Sentiment Bias

Selection bias is a major issue because user feedback is not randomly distributed.
Wang [19] proposes a framework to combat selection bias by leveraging a small
unbiased dataset to dynamically estimate propensities for observed ratings, reducing
variance in predictions. Beyond selection bias, Lin [20] identifies sentiment bias as
a novel form of distortion. Their empirical study shows that RS models perform
better for users/items with positive feedback than for those with negative feedback,
leading to unfair treatment of critical users and niche items. They introduce a
general debiasing framework with regularizers that can be integrated into existing
models.

Popularity Bias

Popularity bias, where popular items are disproportionately recommended, is one
of the most studied biases. Abdollahpouri [21] proposes a personalized classing ap-
proach to balance exposure of long-tail items without sacrificing accuracy. Their
framework adapts ideas from result diversification in web search. Extending this
work, Abdollahpouri [22] conducts an evaluation of popularity bias based on user.
The article shows that existing mitigation metrics fail to capture user-level tolerance
to popular items, and proposes new evaluation methods. Klimashevskaia [23] pro-
vides a comprehensive survey on popularity bias, reviewing detection, quantification,
and mitigation methods. They highlight the reinforcement loop in which popular
items receive more exposure, exacerbating inequality. Bhadani [18] also links pop-
ularity bias to low-quality news amplification in political contexts, demonstrating
broader societal risks.
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Social Influence and Algorithmic Bias

Another dimension of bias is social influence. Krishnan [24] investigates social influ-
ence bias (SIB), where users conform to displayed average ratings. Their method-
ology learns and mitigates SIB by separating pre- and post-exposure ratings and
applying statistical correction methods. On a broader level, Edizel [25] proposes
FaiRecSys, a post-processing framework to mitigate algorithmic bias that arises
when recommendation outputs correlate strongly with sensitive attributes such as
gender or ethnicity. They demonstrate that even without explicit demographic data,
algorithms can unintentionally reproduce stereotypes through latent correlations.
Their fairness-constrained post-processing reduces algorithmic bias with minimal
utility loss.

Synthesis and Open Challenges

Collectively, these studies demonstrate that biases in RS arise from multiple sources:
user behavior (selection, sentiment, and social influence biases), system design (ex-
posure and popularity biases), and algorithmic properties (latent correlations leading
to algorithmic bias). Surveys [6, 23] and tutorials [17] provide taxonomies and con-
ceptual clarity, while empirical works [19, 20, 24] highlight specific bias phenomena.
Mitigation strategies span pre-processing (propensity reweighting), in-processing
(regularization), and post-processing (re-ranking and fairness constraints).

Despite progress, open challenges remain. First, most mitigation methods focus
on accuracy–fairness trade-offs but ignore long-term dynamics of feedback loops.
Second, bias evaluation often relies on offline datasets with limited real-world valida-
tion [23]. Third, user-centered fairness perspectives are underexplored, especially in
multi-stakeholder contexts. Addressing these challenges requires integrating causal
inference, user studies, and application-specific definitions of fairness.

2.3 Processing-based approaches

Ensuring fairness, diversity, and balanced performance in recommendation systems
(RS) has become a central research challenge. Methods to address these concerns
are generally categorized into post-processing, in-processing, and pre-processing ap-
proaches. This section reviews recent contributions in each category, highlighting
their motivations, techniques, and outcomes.

Pre-processing Approaches

Pre-processing methods operate directly at the data level to mitigate bias before
model training. Kamiran and Calders [3] pioneered discrimination-aware pre-processing
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in classification by introducing techniques such as suppression of sensitive attributes,
massaging datasets, and reweighting to reduce discrimination. Their work estab-
lished foundational principles for fairness-aware data transformations that can be
extended to RS. Waris [26] introduces a novel pre-processing strategy to address
popularity bias in personality-aware RS. They propose injecting synthetic ratings
into less popular items to balance visibility between popular and tail items. While
this approach may slightly reduce accuracy, it substantially improves diversity and
novelty, leading to a more holistic recommendation outcome. Similarly, Oldfield [27]
revisit group fairness from a benchmarking perspective, presenting FairPrep, a mod-
ular framework for evaluating pre-processing fairness interventions across datasets.
Their contribution emphasizes reproducibility and standardization in assessing pre-
processing fairness methods. Together, these works highlight the strengths of pre-
processing: simplicity, model-agnosticism, and efficiency. However, they also reveal
limitations such as difficulty in addressing dynamic feedback loops and ensuring
fairness in long-term interactions.

In-processing Approaches

In-processing methods integrate fairness directly into the model training process,
typically via new loss functions, constraints, or adversarial mechanisms. Beutel
[4] introduces fairness-aware ranking through pairwise comparisons. They propose
a fairness regularizer applied to inter-group pairwise accuracy, demonstrating im-
provements in fairness in large-scale industrial recommendation deployments. This
contribution bridges fairness metrics with practical optimization in ranking mod-
els. Zhu [28] address unfairness in personalized ranking. They propose adversarial
debiasing methods that optimize for ranking-based fairness metrics such as rank-
ing statistical parity (RSP) and ranking equal opportunity (REO). Their approach
significantly reduces unfairness in item exposure while maintaining recommenda-
tion accuracy. Complementing this, Han [29] proposes In-UCDS (User Constrained
Dominant Sets), a general in-processing framework to tackle user-oriented fairness
(UOF). By modeling disadvantaged users with constrained clusters and introducing
fairness-aware loss terms, their method reduces performance disparities between ad-
vantaged and disadvantaged users during training. In-processing approaches thus
provide a powerful mechanism to tackle fairness at its root, the training dynamics
but often require access to internal model parameters, which may not be feasible in
all practical systems.



12

Post-processing Approaches

Post-processing techniques adjust recommendation outputs after model training,
making them flexible for application across different systems. Antikacioglu and Ravi
[5] address diversity by modeling recommendations as a subgraph selection problem
optimized via network flow. Their framework improves diversity without sacrific-
ing accuracy, thereby mitigating echo chambers inherent in collaborative filtering.
Mansoury [30] propose FairMatch, a graph-based algorithm that improves aggre-
gate diversity by iteratively selecting under-recommended but high-quality items
through maximum flow optimization. FairMatch enhances item coverage across
users while maintaining competitive accuracy. Balloccu [31] extend post-processing
to explainable RS using knowledge graphs. They re-rank recommendations to opti-
mize for explanation quality dimensions such as recency, popularity, and diversity.
Their approach demonstrates that fairness in explanations can be achieved along-
side fairness in recommendations. These contributions illustrate the adaptability
of post-processing, making it an attractive choice when modifying underlying mod-
els is impractical. However, post-processing methods may be limited in addressing
systemic biases embedded in the training data.

Synthesis and Open Challenges

Processing-based approaches in RS provide a comprehensive toolkit to tackle fairness
and diversity:

• Pre-processing ensures fairness at the data level, enhancing generalizability
and reproducibility [3, 26, 27].

• In-processing embeds fairness constraints during model training, offering
direct control over user- and item-level fairness [4, 28, 29].

• Post-processing flexibly adjusts outputs to enhance diversity and fairness in
real-world deployments [5, 30, 31].

Despite significant progress, open challenges persist. First, trade-offs between
accuracy, diversity, and fairness remain unresolved, especially in multi-stakeholder
settings. Second, evaluation frameworks for long-term impacts of debiasing strate-
gies are limited. Finally, integrating explainability with fairness, as highlighted by
Balloccu [31], points toward a promising but underexplored frontier.

2.4 Baseline Models in Recommendation Systems

Baseline models are fundamental in recommendation systems (RecSys) research as
they establish reference points against which new algorithms are evaluated. A well-
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defined baseline ensures meaningful comparison, highlights actual progress, and pre-
vents misleading claims of superiority. In this section, we review the literature on
baseline models in RecSys, drawing from recent studies that analyze their defini-
tions, roles, and limitations.

2.4.1 The Role of Baselines in Recommendation Systems

Traditional recommendation techniques (matrix factorization, collaborative filter-
ing) have long been used as baselines in RecSys research. Rendle [32] emphasize
that running baselines properly is challenging, as many published results are sub-
optimal due to poor hyperparameter tuning or inappropriate evaluation protocols.
They argue that empirical progress in RecSys is questionable unless based on stan-
dardized benchmarks with thoroughly tuned baselines. Similarly, Dacrema [33]
warn about reproducibility issues, showing that many state-of-the-art claims fail
when compared against carefully implemented baselines.

2.4.2 Types of Baseline Models

Different forms of baseline models have been proposed, ranging from simple popularity-
based recommenders to more advanced latent factor models.

i. Popularity-based Baselines

The popularity baseline, which displays the most frequent or popular items, is one of
the most simple yet widely adopted reference models. Ji [34] revisit this approach
and argue that conventional definitions often ignore temporal dynamics, leading
to unrealistic evaluations. By incorporating the time dimension, they demonstrate
significant performance improvements in popularity-based baselines. Kille and Lom-
matzsch [35] further explore meaningful baselines in news recommendation, suggest-
ing that trend-based and recency-aware popularity methods are competitive and
cost-effective.

ii. Collaborative Filtering and Matrix Factorization Baselines

Collaborative filtering (CF) and matrix factorization (MF) serve as more sophisti-
cated baselines. Lourenço and Varde [36] show how item-based CF and association
rules can form strong baselines in e-commerce. Milogradskii [37] conduct a replica-
bility study on Bayesian Personalized Ranking (BPR), a common baseline in top-n
recommendation. They reveal that with proper hyperparameter tuning, BPR can
perform on par with or even outperform recent deep learning models, underscoring
the underestimated strength of classical baselines.
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iii. Zero-shot and Cold-start Baselines

For data-scarce environments, Ding [38] introduce Zero-Shot Recommenders (ZES-
REC), which generalize across domains without overlapping users or items. This
baseline highlights the importance of generalization in cold-start scenarios, especially
for early-stage platforms with limited data.

Evaluation and Benchmarking of Baselines

Evaluation practices strongly influence how baselines are perceived. Sun [39] cri-
tiques standard evaluation protocols, arguing that improper train-test splits and
neglect of global timelines undermine the validity of baselines. Rawat and Rai [40]
provide a systematic evaluation of multiple baselines, including content-based, col-
laborative, and hybrid methods, using the MovieLens dataset. Their results high-
light the strengths of hybrid approaches but also reveal scalability and complexity
challenges.

Challenges and Reproducibility Issues

Despite their importance, baselines face several challenges. Rendle [32] show that
even widely studied datasets like MovieLens 10M yield misleading conclusions if
baselines are improperly executed. Ji [34] and Sun [39] highlight evaluation biases
due to time neglect. Moreover, Milogradskii [37] expose inconsistencies across open-
source BPR implementations, some of which deviate from the original algorithm and
degrade performance.

Future Directions

The literature indicates a growing recognition of baseline significance. Moving for-
ward, there is a need for:

• Standardized benchmark protocols to ensure fair comparisons across stud-
ies.

• Robust reproducibility practices with transparent baseline implementa-
tions and hyperparameter tuning.

• Stronger domain-specific baselines, as seen in news recommenders [35]
and zero-shot models [38].

• Re-examination of classical methods, since simple models like MF or
BPR often rival deep learning approaches when tuned properly [37].
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Baseline models are indispensable for assessing recommender systems. While
simple methods such as popularity remain widely used, more advanced baselines
like BPR and MF are crucial for fair comparisons. However, reproducibility and
evaluation issues persist, making rigorous benchmark design and methodological
transparency essential for future research. Collectively, these studies [32–41] under-
score the central role of baselines in driving reliable and interpretable progress in
recommendation systems.

2.5 NCF in Recommendation Systems

The paradigm called Neural Collaborative Filtering (NCF) has emerged to make per-
sonalization more precise by incorporating Deep Neural Networks into Collaborative
Filtering (CF) processes. Traditional CF methods, particularly matrix factorization,
rely on linear inner products of latent vectors, which limits their ability to capture
complex and nonlinear user–item interactions. The NCF approach rectifies this
issue by using Multilayer Perceptrons to represent dot product during computing
similarities [2].

Foundations of Neural Collaborative Filtering

The seminal work on NCF formalized the use of neural networks for modeling im-
plicit feedback in CF. He [2] proposed a general framework that unifies generalized
matrix factorization with multi-layer perceptrons to capture nonlinear user–item in-
teractions. Extensive experiments on datasets such as MovieLens demonstrated its
superior accuracy compared to classical MF. Building upon this foundation, subse-
quent work explored joint architectures. For instance, Chen [42] introduced Joint
Neural Collaborative Filtering (J-NCF), where feature extraction and interaction
modeling are optimized simultaneously, achieving significant performance gains.

Graph-based Neural Collaborative Filtering

A major advancement in NCF research lies in graph-based extensions. Wang [43]
proposed Neural Graph Collaborative Filtering (NGCF) that explicitly incorporates
the user-to-item bipartite graph model into embeddings by amplifying collaborative
signals through graph neural networks (GNNs). This allows modeling of high-order
connectivity, significantly improving recommendation performance. Later studies
extended this idea by addressing fairness. Boratto [44] explored fair augmentation
in graph collaborative filtering, showing that graph augmentation techniques can
mitigate consumer unfairness while maintaining utility across diverse datasets.
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Fairness-aware and Debiasing Approaches

The growing integration of NCF into high-stakes applications has intensified con-
cerns about fairness and bias. Shao [45] proposed FairCF, an adversarial fairness-
aware collaborative filtering framework that learns embeddings while obfuscating
sensitive information, ensuring both fairness and accuracy. Similarly, Islam [46] in-
troduced Neural Fair Collaborative Filtering (NFCF), which combines pre-training,
fine-tuning, and bias correction to mitigate gender bias in career recommendations.
Yang [47] advanced this line of work with DP-Fair, a framework combining differ-
ential privacy with fairness constraints to address disparities between active and
inactive users. These contributions highlight the trend of integrating fairness, pri-
vacy, and bias mitigation directly within neural CF pipelines.

Federated and Privacy-preserving Neural Collaborative Filtering

To address user privacy in recommendation systems, Federated Neural Collabora-
tive Filtering (FedNCF) was proposed which leverages federated learning to train
models without centralizing raw data [48]. Their work incorporated secure aggre-
gation protocols to reduce privacy leakage risks, showing comparable accuracy to
centralized NCF while providing GDPR-compliant privacy guarantees. This reflects
the increasing demand for decentralized, privacy-aware recommendation models.

Interactive and Reinforcement Learning-based Neural CF

Moving beyond static recommendation, interactive and reinforcement learning-based
neural CF has been explored. Zou [49] proposed Neural Interactive Collaborative
Filtering (NICF), which formulates recommendation as a reinforcement learning
problem, balancing exploration and exploitation. By modeling exploration policies
with self-attention neural networks and optimizing via Q-learning, NICF effectively
handles cold-start and dynamic user preference scenarios.

Bias Mitigation through Unbiased Sampling

A related advancement is unbiased neural collaborative filtering. Liu [50] proposed
a fair sampling strategy to mitigate popularity bias without requiring propensity
score estimation. Their method ensures equal sampling opportunities for users and
items, overcoming limitations of inverse propensity weighting and improving both
fairness and accuracy in NCF training.
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Discussion and Research Gaps

Across these works, NCF has evolved from a neural extension of matrix factoriza-
tion to a versatile paradigm incorporating graph structures, fairness constraints, pri-
vacy preservation, and reinforcement learning. However, challenges remain. First,
fairness-aware NCF methods often face trade-offs between accuracy and debias-
ing effectiveness. Second, federated and privacy-preserving frameworks introduce
convergence and communication overheads. Finally, while unbiased sampling and
interactive learning show promise, their scalability to large-scale, real-world recom-
mender systems requires further validation.

Overall, NCF has demonstrated strong potential in advancing recommendation
systems through deep, flexible interaction modeling. The field is increasingly inter-
disciplinary, incorporating insights from fairness-aware learning, privacy-preserving
mechanisms, and reinforcement learning. Future directions include unified frame-
works that balance accuracy, fairness, privacy, and efficiency, ensuring that NCF-
based recommenders can operate responsibly and effectively in diverse application
domains.

2.6 NCF as a Baseline in Recommendation Systems

Neural Collaborative Filtering (NCF) has emerged as a foundational deep learning
approach for recommender systems, serving as both a baseline and a framework
upon which more advanced sequential and hybrid models are developed. This sec-
tion reviews seminal contributions that establish NCF as a baseline model and its
extensions through sequential modeling, contrastive learning, and convolutional-
transformer architectures.

Foundations of Neural Collaborative Filtering

He [2] pioneered the concept of NCF by introducing a general neural framework that
replaces the conventional inner product in matrix factorization with a multi-layer
perceptron (MLP). This design allows for learning complex, nonlinear user–item
interaction functions. The model integrates two components: Generalized Matrix
Factorization (GMF) to capture linear interactions, and an MLP to capture nonlin-
ear patterns, combined into the Neural Matrix Factorization (NeuMF) framework.
Their experiments on benchmark datasets demonstrated that NeuMF outperformed
classical baselines, establishing NCF as a robust reference model for collaborative
filtering tasks. Since then, NCF has become a standard baseline in recommender
system research, against which newer architectures are evaluated.
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Sequential Extensions of NCF

While NCF models static user–item interactions, real-world recommendation of-
ten involves sequential dynamics. Sun [51] extended NCF to sequential recom-
mendation by introducing BERT4Rec, which leverages bidirectional Transformer
encoders to capture contextual dependencies in user behavior sequences. Unlike
autoregressive models, BERT4Rec employs masked item prediction to learn bidi-
rectional representations, enabling it to model both past and future dependencies
within sequences. This work demonstrates how sequential extensions of NCF, when
combined with deep contextual models like Transformers, can serve as powerful
baselines for next-item prediction tasks.

Contrastive Learning Enhancements

Xie [52] advanced NCF-based sequential models by integrating contrastive learning
for representation robustness. Their framework augments sequential recommenda-
tion with self-supervised signals, ensuring that learned embeddings remain invariant
under perturbations. Contrastive learning complements NCF by reducing overfit-
ting and improving generalization, particularly in sparse interaction settings. This
innovation underscores a new class of NCF-based baselines, where auxiliary training
objectives enhance performance without requiring additional labeled data.

Hybrid Neural Architectures

More recently, Li [53] proposed Convolutional Transformer Neural Collaborative
Filtering (CT-NCF), a hybrid architecture combining convolutional neural networks
(CNNs) and Transformers within the NCF framework. CNN layers capture local de-
pendencies in user–item sequences, while Transformer layers capture long-range con-
textual relationships. By integrating these mechanisms into NCF, CT-NCF provides
a more expressive baseline capable of modeling both local and global interaction pat-
terns. Their results demonstrate that CT-NCF achieves competitive performance
while maintaining the interpretability and extensibility of the NCF paradigm.

Discussion and Research Gaps

These four works collectively illustrate the evolution of NCF from its origins as a
baseline CF model [2] to its role as a foundation for sequential [51], contrastive [52],
and hybrid architectures [53]. NCF’s flexibility makes it a recurring baseline across
recommendation research. However, challenges remain: (i) scalability to extremely
large datasets, (ii) balancing accuracy with fairness and diversity, and (iii) mitigating
biases that propagate through neural architectures. Addressing these limitations will
be key to developing next-generation baselines that remain robust across domains.



19

Neural Collaborative Filtering has established itself as a core baseline in rec-
ommender systems, enabling more expressive modeling of user–item interactions
than classical methods. Its extensions through Transformers, contrastive learning,
and hybrid CNN–Transformer architectures demonstrate the adaptability of NCF,
ensuring its continued relevance as both a benchmark and a foundation for future
recommendation research.

2.7 Debiasing in Recommendation Method

Bias in the recommendation process arises because data come from interactions
between user and item is observational, not experimental, and thus subject to sys-
tematic distortions such as selection, exposure, position, or popularity biases. These
biases, if not properly mitigated, lead to skewed recommendations and undermine
fairness, accuracy, and trust. Over the years, several debiasing strategies have been
proposed, ranging from theoretical frameworks and causal inference to learning-
based methods and practical system-level interventions. This section reviews key
contributions in debiasing for recommendation systems.

Foundational Perspectives on Bias and Debiasing

Chen [6] provided one of the most comprehensive surveys on bias and debiasing
in recommender systems. They classified biases into major categories (selection,
exposure, position, conformity, and presentation biases) and organized existing so-
lutions into three main approaches: data imputation, inverse propensity scoring
(IPS), and generative modeling. They also emphasized the limitations of existing
solutions, which often handle only one or two biases, and called for universal, adap-
tive debiasing frameworks that can manage multiple, evolving biases simultaneously.
Complementing this survey, Chen [17] presented a tutorial that outlined six major
bias types and corresponding solutions, highlighting the need to bridge theoretical
models with practical, deployable debiasing strategies.

Learning-based Debiasing Approaches

To move beyond hand-crafted debiasing strategies, Chen [54] introduced AutoDe-
bias, a meta-learning framework that automatically learns to debias recommendation
models. Unlike prior methods limited to specific biases, AutoDebias uses a small
amount of uniformly sampled data to optimize parameters to counter unknown bi-
ases, which enables adaptivity to multiple unknown biases. Similarly, Huang [55]
proposed a Debiasing Autoencoder (AutoRec++), which integrates pre-processing
and training bias control with multi-metric (L1/L2) loss functions. Their approach
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achieved improved robustness against user/item bias and outliers, demonstrating
the benefits of integrating debiasing into representation learning.

Causal Debiasing Perspectives

Causal reasoning has become central in debiasing research. Lin [56] introduced Pre-
Rec, a pre-trained recommender system designed from a causal debiasing perspec-
tive. They highlighted how domain-level heterogeneity imposes biases and employed
a hierarchical Bayesian model to capture universal interaction patterns while miti-
gating in-domain and cross-domain biases. Liu [57] extended this line of work to
explainable recommendation systems, where biases can persist not only in item ex-
posure but also in generated explanations. Their Causal Explainable Recommenda-
tion System (CERS) incorporated model-generated explanations into the debiasing
process, applying causal interventions to improve both recommendation accuracy
and explanation fairness. Zhou [58] further contributed by connecting contrastive
learning with inverse propensity weighting, proposing CLRec for debiased candi-
date generation in large-scale systems. Their work demonstrated that contrastive
learning inherently reduces exposure bias, with successful deployment in Taobao.

Debiasing in Offline Evaluation and Simulation

Bias not only impacts recommendation performance but also evaluation. Carraro
and Bridge [59] tackled the problem of biased offline evaluation by proposing a
weighted-sampling approach that adjusts for selection bias in logged data, improving
the reliability of evaluation metrics. In reinforcement learning-based recommenders,
Huang [60] developed a debiased simulator (SOFA) that corrects biases in logged
interaction data before simulation. Their framework showed that neglecting bias
in simulators leads to flawed policy learning, and debiasing is essential for reliable
reinforcement learning optimization.

Feedback Loop and Bias Amplification

Another critical concern is the feedback loop between users and recommenders,
which can amplify biases over time. Sun [61] analyzed the human-recommender
feedback loop and showed how iterative biases reinforce popularity effects, worsening
inequality of item exposure. They proposed active learning strategies combined
with propensity-aware matrix factorization to reduce blind spots and mitigate bias
accumulation. This work emphasizes that debiasing must address not only static
data biases but also dynamic feedback loops inherent to real-world recommendation.
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Synthesis and Research Directions

Across these contributions, several trends emerge. First, surveys and tutorials [6, 17]
emphasize the pervasiveness of multiple, interacting biases and the need for general
solutions. Second, learning-based frameworks such as AutoDebias [54] and Au-
toRec++ [55] demonstrate the promise of universal, adaptive debiasing techniques.
Third, causal perspectives [56–58] provide theoretical grounding and practical tools
for robust debiasing in both recommendation and explanation generation. Finally,
evaluation and simulation-focused approaches [59–61] stress the importance of un-
biased offline evaluation and controlling feedback loops. Collectively, these works
establish debiasing as a central challenge in recommendation research, with future
directions pointing toward unified causal frameworks, cross-domain generalization,
and real-time adaptive strategies.

2.8 Context-Aware Recommendation Systems

Recent studies emphasize the importance of context, transparency, and adaptive
modelling in recommender systems. Vecchia proposes a deep reinforcement learning
approach for sustainable tourism, recommending entire attraction sequences while
balancing user satisfaction and overcrowding [62]. This highlights the need for
multi-objective optimization similar to fairness–accuracy–diversity trade-offs. Ex-
plainability is addressed in the ICARE framework [63], which uses context-enriched
sequential rules to generate transparent and interpretable health recommendations.
Their work shows how contextual explanations can improve user trust and system
acceptance. Vecchia also introduces an anomaly detection method using LSTMs to
infer context changes from temporal sensor data [64]. By identifying behavioural
deviations, this work demonstrates how dynamic context can improve personalized
recommendations, a concept relevant to robustness and counterfactual analysis in
fairness-aware systems.

2.9 Genetic Algorithm

Genetic Algorithms (GAs) are among the most established evolutionary algorithms,
inspired by Darwinian principles of natural selection and survival of the fittest.
Over the decades, they have evolved into powerful optimization techniques with
applications across artificial intelligence, engineering, and data science. This section
reviews significant contributions from recent literature to trace the development,
theoretical underpinnings, and diverse applications of GAs.
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Foundations of Genetic Algorithms

Mirjalili [65] provides a concise overview of the basic concepts underlying GAs. A
GA is a stochastic, population-based search method, where candidate solutions are
represented as chromosomes composed of genes. The evolutionary cycle involves
three core operators: selection, crossover, and mutation. Selection mechanisms,
such as roulette wheel, tournament, or rank-based strategies, ensure fitter individu-
als have a higher probability of reproduction, while crossover and mutation promote
exploration and maintain population diversity. These mechanisms collectively pre-
vent premature convergence and enhance the probability of reaching global optima.

Comprehensive Reviews of GA Development

A broader perspective on GA research was presented by Katoch [66], who traced the
trajectory of GA research from its inception by Holland in the 1970s to modern hy-
brid approaches. Their review categorizes genetic algorithms into classical, hybrid,
parallel, and multi-objective variants. The study highlights the strengths of GAs in
maintaining a balance between intensification and diversification, as well as the lim-
itations such as premature convergence and high computational cost. Importantly,
they outline future research opportunities in the design of new fitness functions,
hybridization with other metaheuristics, and domain-specific customizations.

Genetic Algorithms in Artificial Intelligence and Data Science

Sohail [67] emphasizes the growing role of GAs in artificial intelligence (AI) and
data sciences. The paper illustrates applications in computational biology, machine
learning, image reconstruction, and time-series forecasting. GAs have proven ef-
fective in large-scale, multidimensional, and stochastic problems where traditional
optimization tools struggle. Hybrid genetic algorithms combined with Bayesian
inference or artificial neural networks have demonstrated superior performance in
feature selection and predictive modeling. This highlights the adaptability of GAs
as a versatile component in AI-driven systems.

Theory, Operators, and Advances

A detailed review of GA theory and operators is offered by Alhijawi and Awajan
[68]. They formalize the algorithm as a nonlinear, stochastic process and classify
it within evolutionary algorithms. Their survey discusses in depth the roles of ini-
tialization, evaluation, and genetic operators. The paper also reviews recent con-
tributions to operator design, such as uniform crossover, Gaussian mutation, and
steady-state selection. Moreover, the authors highlight real-life applications ranging
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from scheduling and logistics to optimization in communication networks, thereby
demonstrating the robustness of GAs for both discrete and continuous optimization
problems.

Applications in Engineering

GAs are widely applied to engineering design and problem-solving. Słowik and
Kwasnicka [69] present a survey of evolutionary algorithms, including GAs, focusing
on engineering applications such as control systems, structural optimization, and
manufacturing processes. Their study shows that GAs effectively address nonlin-
ear, constrained, and multi-objective problems. For example, in power systems and
robotics, GAs have been employed for parameter tuning and trajectory optimization.
The review stresses that while GAs may be computationally expensive, their flex-
ibility and robustness often outweigh the cost, particularly in complex engineering
domains.

Synthesis and Future Directions

From these five contributions, several themes emerge. First, GAs remain founda-
tional in the field of evolutionary computation due to their simplicity and adaptabil-
ity [65]. Second, comprehensive reviews underscore the progress and hybridization
trends that extend GA’s applicability across domains [66, 68]. Third, the integration
of GAs with AI and data science methodologies showcases their growing relevance in
handling high-dimensional and uncertain datasets [67]. Finally, real-world engineer-
ing applications demonstrate their practicality and effectiveness in solving complex
optimization problems [69].

Despite their success, challenges remain. Issues such as parameter sensitivity,
premature convergence, and scalability to extremely large datasets require contin-
ued research. Future directions point towards hybridization with machine learning,
adaptive operator design, and domain-specific customizations as promising avenues.

2.10 Genetic Algorithms in RS

Genetic Algorithms (GAs) have emerged as powerful evolutionary computation tech-
niques in recommender systems (RS), offering solutions to challenges such as accu-
racy, diversity, scalability, cold-start, and over-specialization. This section reviews
recent advancements in applying GAs to RS, focusing on collaborative filtering, hy-
brid frameworks, personalized query systems, and domain-specific implementations.
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Foundations and Taxonomies

The integration of GAs into recommender systems builds upon the broader taxon-
omy of collaborative filtering and hybrid methods. Papadakis [70] provide a sys-
tematic taxonomy of collaborative filtering techniques, emphasizing how evolution-
ary methods like GAs enrich traditional similarity-based approaches by optimizing
user-item matching and mitigating sparsity. Similarly, Roy and Dutta [71] present
a systematic review of recommendation system methodologies, highlighting the role
of GAs as optimization backbones for handling multi-objective trade-offs.

Domain-Specific Applications

GA-driven recommenders have been adopted across diverse application domains. A
nutrient recommendation method for soil fertilization using evolutionary comput-
ing is developed by Ahmed, which illustrates how genetic algorithms can optimize
suggestions by taking into account soil quality and crop demands [72]. Zhao [73] ex-
tended the paradigm to fashion, designing a garment style recommendation system
where GAs enable interactive clustering, enhancing scalability and user personaliza-
tion. These studies show the adaptability of GAs beyond traditional e-commerce.

Hybrid and Multi-Objective GA Recommenders

Hybrid recommendation systems have benefitted significantly from GA integration.
Esteban [74] proposed a hybrid multi-criteria system for elective course recommen-
dations, using GA optimization to balance student interests and institutional con-
straints. Cai [75] advanced this further with a many-objective evolutionary algo-
rithm (MaOEA), addressing accuracy, diversity, novelty, and coverage simultane-
ously. Their model demonstrated that evolutionary optimization can balance multi-
ple conflicting objectives, which is a limitation in traditional collaborative filtering.

Collaborative Filtering with GA

Alhijawi and Kilani [76] proposed BLIGA (Best List using GA), a collaborative
filtering recommender that evaluates entire recommendation lists through hierarchi-
cal fitness functions involving semantic similarity, user satisfaction, and predicted
ratings. Their approach outperformed conventional CF models, especially under
sparsity and cold-start conditions. This reinforces GAs’ ability to optimize at the
list-level rather than item-level, ensuring globally optimal recommendations.
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Personalization and Query Recommendations

GAs have also been employed to improve personalization. Barman [77] introduced a
GA-based personalized query recommendation system that tailors alternative search
engine queries to individual users. By optimizing query relevance through GA, the
system overcame the limitations of static, geography-based query recommendations.
This reflects the potential of GAs to enhance user-centered personalization in dy-
namic information retrieval.

Over-specialization and Diversity

Over-specialization remains a common challenge in RS, where systems repeatedly
suggest similar items. Stitini [78] tackled this by introducing RRSGA, a GA-
enhanced recommender that incorporates diversity and serendipity into suggestions.
Their model successfully recommended novel and unexpected items while maintain-
ing relevance, demonstrating GAs’ ability to balance familiarity with exploration in
content-based filtering.

Artificial Intelligence and GA Integration

From a broader AI perspective, Zhang [79] emphasize the synergy between AI tech-
niques and evolutionary algorithms in recommender systems. They argue that GAs,
when integrated with neural and hybrid models, can improve scalability, adaptabil-
ity, and user satisfaction. This positions GAs not as standalone solutions but as
components in larger AI-driven RS frameworks.

These contributions collectively highlight GAs as versatile optimization tools for
RS, capable of improving accuracy, diversity, scalability, and personalization across
domains. Yet, there are still some hindrances to their efficiency and scalability
to meet real-time capability goals, which can serve as guidance to future work on
integrating genetic algorithms with deep learning and reinforcement approaches.
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3 Methodology
The proposed methodology is structured as a multi-stage pipeline that incrementally
transforms raw data into fairness-aware recommendations. Each stage addresses a
specific objective, from data preparation to fairness optimization, ensuring that the
final system balances accuracy, fairness, and diversity. An overview of the pipeline
is as follows:

1. Data Preparation: The raw MovieLens dataset is transformed into a struc-
tured format suitable for implicit recommendation. Explicit ratings are con-
verted into binary implicit feedback, user and item identifiers are mapped
to compact index spaces, and auxiliary features such as genres and temporal
information are extracted.

2. Baseline Model (Neural Collaborative Filtering): A neural collabora-
tive filtering model is trained on the implicit feedback data. User and item
embeddings are learned via a multi-layer perceptron architecture, optimized
with binary cross-entropy loss and evaluated using leave-one-out validation
with ranking metrics such as HR@K and NDCG@K [2].

3. Debiasing of User Embeddings: Since user embeddings may encode un-
wanted bias directions, a projection-based debiasing method is applied. Bias
directions are estimated from group means, and user embeddings are orthog-
onalized with respect to these directions to reduce alignment with protected
attributes.

4. Fairness-Aware Fine-Tuning: Debiased embeddings are further refined by
training a classifier with an augmented objective that combines cross-entropy
loss with a fairness regularization term. This ensures that prediction quality
remains high while disparities across user groups are minimized.

5. Evaluation: The trained models are assessed on multiple dimensions. Rank-
ing quality is measured by HR@K and NDCG@K. Fairness metrics evaluate
disparities in user-side accuracy and item-side exposure, while diversity and
novelty are assessed using intra-list diversity, coverage, and popularity-based
novelty scores.

6. Genetic Algorithm–Based Re-Ranking: Finally, recommendation lists
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Figure 3.1 Overview of the fairness-aware recommender pipeline.

are optimized through a multi-objective genetic algorithm. Candidate solu-
tions adjust item-group weights to minimize exposure disparity, maximize di-
versity, and preserve accuracy, yielding Pareto-optimal recommendation poli-
cies that balance fairness and utility.

This methodology therefore progresses from conventional collaborative filtering
to fairness-aware recommendation, integrating debiasing, fairness-constrained opti-
mization, and multi-objective re-ranking into a unified framework.

3.1 Data Preparation

The first stage of the methodology involves transforming the raw MovieLens dataset
into a structured form suitable for implicit recommendation and fairness analysis.
The dataset contains user ratings, movie metadata, and optional tag information.
To ensure consistency, both user and item identifiers are standardized, interaction
signals are converted into binary form, and auxiliary features are extracted.

3.1.1 Implicit Feedback Transformation

Explicit ratings (e.g., 1–5 stars) are first converted into binary implicit feedback,
since recommendation models in this work are trained on observed versus unobserved
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preferences. Let
ru,i ∈ {1, 2, 3, 4, 5}

denote the rating given by user u to item i. The implicit interaction variable yu,i is
then defined as

yu,i =

8
<

:
1, if ru,i ≥ τ,

0, otherwise,
(3.1)

where τ is the threshold parameter (set to τ = 4 in this study). This ensures that
higher ratings are treated as positive interactions, while lower ratings are ignored.

3.1.2 User and Item Indexing

To enable efficient model training, all user and item identifiers are mapped to con-
tiguous integer indices. We define two bijective functions:

fu : U → {0, 1, . . . , |U| − 1}, fi : I → {0, 1, . . . , |I| − 1},

where U and I refer the sets of users and items, respectively. These mappings allow
us to construct compact embedding spaces for both users and items.

3.1.3 Auxiliary Feature Extraction

In addition to user–item interactions, several item-level features are derived to sup-
port later stages of the pipeline:

• Temporal information: release year is parsed from movie titles to capture
the age of items.

• Genre representation: each item is encoded as a multi-hot vector over the
set of possible genres.

• Keyword features (optional): tag annotations are processed into a sparse
TF–IDF representation, enabling semantic enrichment of items.

3.1.4 Structured Output

The outcome of this preprocessing step is a structured dataset consisting of:

1. a binary interaction matrix describing user–item preferences,

2. mappings from raw identifiers to compact index spaces,

3. auxiliary item features for genre, temporal, and textual characteristics.

This structured representation provides the foundation for subsequent model train-
ing, fairness-aware embedding debiasing, and recommendation re-ranking.
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3.2 Baseline Model: Neural Collaborative Filtering

The second stage of the pipeline establishes a baseline recommender system based
on Neural Collaborative Filtering (NCF). The purpose of this model is to learn user
and item representations from implicit feedback, providing both a benchmark for
performance and the initial embeddings used in later fairness-aware stages.

3.2.1 Problem Formulation

Given a set of users U and items I, the objective is to estimate the preference score
ŷu,i for each user–item pair (u, i). The model is trained on the implicit feedback
signal yu,i ∈ {0, 1} defined during data preparation. The task is formulated as a
binary classification problem, where ŷu,i refers the probability that user u interacts
positively with item i.

3.2.2 Model Architecture

Each user u and item i is associated with a learnable embedding vector:

pu ∈ Rd, qi ∈ Rd,

where d is the embedding dimension. The embeddings are concatenated and passed
through a multi-layer perceptron (MLP) to capture higher-order interactions:

h0 = [pu || qi], (3.2)

hℓ = ϕ (Wℓhℓ−1 + bℓ) , ℓ = 1, . . . , L, (3.3)

where Wℓ and bℓ are the weight matrix and bias at layer ℓ, ϕ(·) is a nonlinear
activation function (ReLU), and L is the number of hidden layers [2]. The final logit
is obtained as

ŷu,i = σ (WLhL−1 + bL) , (3.4)

where σ(·) denotes the sigmoid function [2].

3.2.3 Training Objective

The model is optimized using binary cross-entropy loss:

L = −
X

(u,i)∈D

h
yu,i log ŷu,i + (1 − yu,i) log(1 − ŷu,i)

i
, (3.5)
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where D is the set of observed positive interactions together with sampled negative
pairs. To address class imbalance, negative samples are generated by pairing each
user with items not interacted with, following a uniform negative sampling strategy
[2].

3.2.4 Training Procedure

Algorithm 1 summarizes the NCF pretraining pipeline. Given the interaction data,
the script loads and factorizes user and item IDs, constructs the implicit feedback
dataset with negative sampling, and trains the NCF model using binary cross-
entropy. After each epoch, the model is evaluated with leave-one-out HR@10 and
NDCG@10, and the best-performing checkpoint (in terms of NDCG@10) is saved
for subsequent fairness-aware stages.
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Algorithm 1 NCF pretraining and evaluation pipeline
Require: args

�R�,SetSeed(args.seed)
�k�,if args.interactions_idx is given then
�j�, df ← ReadCSV(args.interactions_idx)
�9�, Rename(df.user_idx → u, df.item_idx → i)
�8�, num_users ← max(df.u) + 1
�e�, num_items ← max(df.i) + 1
�d�,else if args.interactions is given then
�3�, df ← ReadCSV(args.interactions)
�N�, (df, num_users, num_items) ← FactorizeIDs(df)

�R�y�,else
�R�R�, error “Provide interactions file”
�R�k�,end if
�R�j�,(TrainDF, ValDF) ← LeaveOneOutSplit(df)
�R�9�,UserPos ← BuildUserPosDict(TrainDF)
�R�8�,Dataset ← InteractionDataset(TrainDF)
�R�e�,device ← “cuda” or “cpu”
�R�d�,CollateFn ← CollateWithNegatives
�R�3�,Loader ← DataLoader(Dataset, CollateFn)
�R�N�,HiddenList ← ParseHidden(args.hidden)
�k�y�,Model ← NCF(num_users, num_items, args.emb, HiddenList)
�k�R�,Move Model to device
�k�k�,LossFn ← BCEWithLogitsLoss
�k�j�,Optim ← Adam(Model, lr=args.lr)
�k�9�,best_ndcg ← −∞
�k�8�,for epoch = 1 to args.epochs do
�k�e�, TrainLoss ← TrainOneEpoch(Model, Loader, LossFn, Optim)
�k�d�, (HR10, NDCG10) ← EvalLeaveOneOut(Model, ValDF)
�k�3�, AUC ← SampledAUC(Model, TrainDF)
�k�N�, if NDCG10 > best_ndcg then
�j�y�, best_ndcg ← NDCG10
�j�R�, SaveArtifacts(Model)
�j�k�, end if
�j�j�, end for
�j�9�,return best_ndcg



32

3.2.5 Evaluation Strategy

To evaluate ranking quality, a leave-one-out validation protocol is adopted. For each
user, the most recent positive interaction is held out as the test instance, while the
remaining interactions are used for training. During evaluation, the held-out item
is ranked against a set of randomly sampled negative items. Two ranking metrics
are computed:

• Hit Ratio at K (HR@K): proportion of test items appearing in the top-K
recommendation list.

• Normalized Discounted Cumulative Gain at K (NDCG@K): position-
sensitive measure giving higher weight to items ranked near the top.

3.2.6 Outcome

This baseline training stage produces user and item embedding spaces that capture
preference patterns from implicit feedback. These embeddings serve two roles: (i)
as a benchmark model for performance comparison, and (ii) as initialization for
subsequent fairness-aware debiasing and fine-tuning stages.

3.3 Debiasing of User Embeddings

After training the baseline NCF model, the learned user embeddings may encode
sensitive or unintended bias directions, for example, differences in user activity levels
or other protected attributes. To mitigate this, we apply a post-processing debiasing
method based on removing projections of embeddings onto bias directions.

3.3.1 Group-Based Bias Direction Estimation

Let pu ∈ Rd denote the embedding vector for user u. Users are partitioned into
groups

G = {G1, G2, . . . , Gm},

based on a protected attribute (e.g., activity quantiles or custom-defined categories).
For each group Gj, we compute the mean embedding [80, 81]:

µj =
1

|Gj|
X

u∈Gj

pu. (3.6)

3.3.2 Bias Subspace Construction

The bias direction depends on the number of groups. Let µj denote the mean
embedding of group j, and let µ̄ represent the overall mean across all m groups.
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The centered group means are stacked into a matrix M , whose structure captures
how the groups differ from each other in the embedding space.

• Binary groups (m = 2): When only two groups exist, the bias direction can
be represented by the normalized difference between their mean embeddings
[80, 81]:

b =
µ1 − µ2

∥µ1 − µ2∥
. (3.7)

• Multiple groups (m > 2): For more than two groups, the bias is not a
single direction but a subspace. We first construct the matrix of centered
group means [80, 81]:

M =

2

66664

µ1 − µ̄

µ2 − µ̄
...

µm − µ̄

3

77775
, (3.8)

where the global mean is defined as

µ̄ =
1
m

mX

j=1

µj. (3.9)

Each row of M shows how a group’s mean embedding differs from the over-
all average, and the singular value decomposition (SVD) of M identifies the
principal directions of these differences. The top-k singular vectors of M form
an orthonormal basis {b1, . . . , bk} of the bias subspace [80, 81].

3.3.3 Projection Removal

Given a user embedding pu, debiasing is performed by removing its projection onto
the estimated bias direction(s).

• Binary case: The debiased embedding is obtained by subtracting the pro-
jection onto the bias vector b [80, 81]:

p⊥
u = pu − (pu · b) b. (3.10)

• Multi-group case: When the bias is represented by a k-dimensional subspace
with basis vectors b1, . . . , bk, we subtract the combined projections onto all
bias directions [80, 81]:

p⊥
u = pu −

kX

j=1

(pu · bj) bj. (3.11)
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Here, p⊥
u denotes the debiased embedding, which is orthogonal to the estimated

bias direction(s) and therefore resides in the bias-neutral subspace [80, 81].

3.3.4 Outcome

The result of this step is a set of debiased user embeddings {p⊥
u } that retain

preference-related information while reducing alignment with bias directions. These
debiased embeddings serve as the input to the fairness-aware fine-tuning stage.

3.4 Fairness-Aware Fine-Tuning

After debiasing the user embeddings, the next stage performs fine-tuning with an
explicit fairness objective. The goal is to ensure that predictive performance remains
strong while reducing disparities across user groups. This is achieved by training a
classification model on user embeddings with an additional fairness regularization
term.

3.4.1 Prediction Task

Each user u is associated with a target label tu that reflects an aspect of their
historical preferences. In this work, the target is defined as the user’s most frequent
genre, obtained by taking the mode of genres among items positively interacted
with. This converts the fine-tuning step into a supervised classification problem
over genres.

Given a debiased embedding p⊥
u , the classifier is defined as a multi-layer percep-

tron (MLP):
h0 = p⊥

u (3.12)

hℓ = ϕ(Wℓhℓ−1 + bℓ), ℓ = 1, . . . , L, (3.13)

ŷu = softmax(WLhL−1 + bL), (3.14)

where ŷu ∈ RC represents the predicted probability distribution over C classes
(genres) [82].

3.4.2 Fairness Regularization

Let users be partitioned into groups G = {G1, . . . , Gm} based on a protected at-
tribute (e.g., activity level). For each group Gj, the average predicted logit for class
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3.5.3 Diversity and Novelty Metrics

Beyond accuracy and fairness, additional metrics are used to assess diversity and
novelty of recommendations:

• Intra-List Diversity (ILD@K): For each user, the pairwise Jaccard simi-
larity between genres of recommended items is computed. Diversity is defined
as

ILD@K = 1 − 2
K(K − 1)

X

i<j

sim(i, j) (3.24)

where sim(i, j) is the genre overlap between items i and j [83].

• Coverage: Measures the proportion of distinct items or genres that appear
in recommendation lists across all users:

Coverage =
|{i : i ∈

S
u Top-K(u)}|
|I|

(3.25)

• Novelty: Captures the average popularity rank of recommended items, with
lower popularity implying higher novelty [83].

3.5.4 Outcome

The evaluation stage produces a comprehensive view of model performance. Rank-
ing metrics capture accuracy, fairness metrics quantify disparities across groups, and
diversity-oriented measures assess the variety and novelty of recommendations. To-
gether, these results provide the basis for comparing baseline, debiased, and fairness-
optimized models.

3.6 Genetic Algorithm–Based Re-Ranking

The final stage of the pipeline applies a genetic algorithm (GA) to optimize the
recommendation lists with respect to fairness and diversity. While previous stages
produce embeddings and ranking scores, the re-ranking step explicitly adjusts item
exposures across groups, balancing accuracy, fairness, and novelty.

3.6.1 Candidate Pool Generation

For each user u ∈ U , a candidate pool of top-M items is generated according to the
baseline similarity scores:

s(u, i) = cos(pu, qi) (3.26)

where pu and qi are the user and item embeddings, and cos(·, ·) denotes cosine
similarity. This pool serves as the search space for the GA-based re-ranking [84].
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• Diversity: Maximize intra-list diversity (ILD@K) across recommended lists.

The GA thus operates under a multi-objective framework, producing a Pareto
front of solutions that represent different trade-offs among accuracy, fairness, and
diversity.

3.6.5 Optimization Procedure and Outcome

Algorithm 2 summarizes the GA-based re-ranking process. Given user/item em-
beddings and group metadata, the algorithm iteratively optimizes a vector of group
weights that controls exposure in the final recommendation list. In each generation,
candidate weight vectors are evaluated on accuracy, fairness, and diversity, after
which selection, crossover, and mutation produce improved offspring. The process
yields both the best-performing solution and the full Pareto set of non-dominated
trade-offs.

The re-ranking step yields optimized recommendation lists that better align with
fairness and diversity objectives while maintaining competitive accuracy. By incor-
porating genetic algorithm optimization, the system explores a broad search space of
re-weighting strategies, ultimately identifying recommendation policies that improve
equity of exposure without sacrificing user utility.
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Algorithm 2 Genetic optimization for fairness-aware group weights
�R�,Input: embeddings, interactions, item groups, GA parameters
�k�,Output: best weight vector and Pareto set
�j�, Load user/item embeddings
�9�,Load interaction data and item–group matrix
�8�,Build item groups and target exposure distribution
�e�,Build candidate pool and base Top-K recommendations
�d�,Compute mean base score for normalization
�3�,Initialize population of group-weight vectors
�N�,Make each weight vector zero-mean

�R�y�,best_fitness ← −∞, best_sol ← null
�R�R�,records ← ∅
�R�k�,for each generation do
�R�j�, for each individual w in the population do
�R�9�, Compute item bias from w and item groups
�R�8�, Re-rank candidate items for each user
�R�e�, Take Top-K items per user
�R�d�, Compute group exposure from Top-K items
�R�3�, Compute fairness gap vs target exposure
�R�N�, Compute diversity (ILD@K)
�k�y�, Compute accuracy proxy vs base Top-K
�k�R�, Combine metrics into a fitness score
�k�k�, Store metrics and weights in records
�k�j�, end for
�k�9�, Identify individual with highest fitness
�k�8�, if this fitness > best_fitness then
�k�e�, Update best_fitness and best_sol
�k�d�, end if
�k�3�, Select top individuals as parents
�k�N�, Generate new population via crossover and mutation
�j�y�, Re-normalize and clip new weight vectors
�j�R�,end for
�j�k�,From records, compute non-dominated (Pareto) set
�j�j�, Save all candidates, Pareto set, and best_sol
�j�9�,return best_sol
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4 Result and Analysis

4.1 Analysis on 10M dataset

In order to assess the baseline behavior and the effects of fairness-aware optimiza-
tion, this section presents a detailed analysis of recommendation exposure and eval-
uation metrics across different protected attributes. The baseline results highlight
notable imbalances in exposure, where a small number of genres and popularity
groups dominate while others remain underrepresented. Such disparities motivate
the integration of fairness-oriented re-ranking to ensure more equitable distribution
of visibility. Following this, the post-optimization results are examined, with a focus
on changes in accuracy, fairness gaps, intra-list diversity, and exposure redistribu-
tion. Together, these analyses provide a comprehensive view of how genetic algo-
rithm (GA)-based interventions reshape the recommendation landscape, balancing
trade-offs between predictive performance, fairness, and diversity.

Table 4.1 Baseline exposure by genre before GA (Top-10).

Genre Share Genre Share
Drama 0.3673 Thriller 0.0762
Comedy 0.1747 Action 0.0332
Romance 0.0953 Crime 0.0414
Sci-Fi 0.0205 Horror 0.0403
Adventure 0.0208 Mystery 0.0252
Fantasy 0.0126 Documentary 0.0299
Children 0.0134 War 0.0169
Animation 0.0080 Western 0.0059
Musical 0.0135 Film-Noir 0.0043
IMAX 0.0006

In Table 4.1 exposure is concentrated on a few genres—Drama (36.7%) and
Comedy (17.5%) dominate—while several categories receive single-digit shares. This
imbalance motivates fairness- and diversity-aware re-ranking.

Table 4.2 Baseline exposure by popularity bins before GA (Top-10).

Group Share
pop::0 (head) 0.0195
pop::1 (mid) 0.5636
pop::2 (tail) 0.4168

In Table 4.2 the recommendation exposure is skewed toward mid and tail pop-
ularity items (sum ≈ 98%), with minimal head exposure (2%). Any fairness target
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(e.g., uniform or catalog-proportional) will shift these allocations.

Table 4.3 Baseline exposure by era before GA (Top-10; bins: < 1980, 1980–1999, 2000–
2009, ≥2011).

Era bin Share
(−∞, 1979] 0.1652
[1981, 1999] 0.5457
[2001, 2009] 0.2891
[2011, ∞) 0.0000

In Table 4.3 exposure is concentrated in 1980–1999 and 2000–2009, with near-
zero allocation to post-2010 titles. Era-aware fairness can correct this temporal
skew. In Table 4.4 New items (cold::2) receive only 17.1% exposure, while mid-
exposure dominates (68%). This baseline highlights room for improving visibility of
new content.

Table 4.4 Baseline exposure by cold-start bins before GA (Top-10).

Group Share
cold::0 (well-known) 0.1490
cold::1 (mid) 0.6800
cold::2 (new) 0.1710

Table 4.5 Baseline diversity, coverage, and novelty before GA (Top-10).

Metric Value
ILD@10 (intra-list diversity) 0.7002
Coverage (Item@10) 0.8538
Coverage (Genre@10) 1.0000
Novelty@10 9.6881

In Table 4.5 the system already exhibits high item and genre coverage and
reasonable diversity. These serve as baselines against which GA re-ranking can
be evaluated to understand the fairness–diversity–utility trade-offs. The results
in Table 4.6 indicate that the fairness intervention introduces a small reduction in
predictive accuracy for most attributes. However, the Era attribute stands out as an
exception, where accuracy improves after optimization. This suggests that fairness-
aware adjustments can sometimes enhance generalization rather than harm it. Table
4.7 demonstrates that the fairness-aware re-ranking significantly reduces exposure
disparities across all protected attributes. The largest improvements are observed
for Cold-start and Popularity, where initial gaps were substantial. The relatively
small fairness gap for Genre becomes even lower, indicating that the method is
effective even when initial bias levels are modest. As shown in Table 4.8, the
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fairness-aware optimization enhances recommendation diversity in most scenarios.
The improvement is most striking for the Genre attribute, where the ILD increases
from approximately 0.45 to 0.76, indicating a more varied set of recommended items.
For the Era attribute, diversity decreases slightly, which reflects a redistribution of
exposure across time periods. Overall, the intervention successfully balances fairness
with improved catalog coverage.

Table 4.6 Accuracy (before vs after GA-based fairness intervention).

Protected Attribute Before After
Cold-start 0.98 0.90
Era 0.84 0.99
Genre 0.76 0.78
Popularity 0.94 0.87

Table 4.7 Fairness gap (before vs after GA-based fairness intervention).

Protected Attribute Before After
Cold-start 0.39 0.22
Era 0.34 0.18
Genre 0.05 0.03
Popularity 0.44 0.15

Table 4.8 Intra-list diversity (ILD@K) before vs after GA-based fairness intervention.

Protected Attribute Before After
Cold-start 0.69 0.72
Era 0.75 0.70
Genre 0.45 0.76
Popularity 0.69 0.73

Table 4.9 presents the exposure distribution shifts across groups for different
protected attributes. The intervention reduces extreme concentration of exposure
towards dominant groups. For instance, in the cold-start setting, new items that ini-
tially received negligible exposure gain significant visibility after fairness adjustment.
Similarly, in the era attribute, exposure becomes more evenly spread across older and
mid-era items rather than being heavily skewed towards pre-1980 movies. Genre-
level analysis reveals a shift away from drama and romance dominance, ensuring
better balance across less-represented categories. Finally, the popularity attribute
highlights a strong correction of bias towards highly popular items, redistributing
exposure to less popular content and thereby enhancing catalog coverage.



44

Table 4.9 Exposure distribution across protected groups before and after GA-based fair-
ness intervention.

Cold-start Groups Before After
Cold::0 (well-known) 92% 36–48%
Cold::1 (mid-range) 8% 20%
Cold::2 (new items) 0% 47–63%
Era Groups Before After
Pre-1980 92% 61%
1980–1999 1% 15%
2000–2009 7% 23%
Post-2010 0% 10%
Genre Groups Before After
Drama 31% 15%
Comedy 20% 16%
Romance 25% 12%
Others <5% 20%
Popularity Groups Before After
Pop::0 (most popular) 99% 55%
Pop::1 (medium) 1% 16%
Pop::2 (least popular) 0% 41%

4.2 Analysis on 20M dataset

In Table 4.10 exposure remains concentrated in a few genres—Drama (31.6%) and
Comedy (17.9%)—while many categories have single-digit shares. This imbalance
motivates fairness- and diversity-aware re-ranking.

Table 4.10 Baseline exposure by genre before GA (Top-10).

Genre Share Genre Share
Drama 0.3159 Sci-Fi 0.0204
Comedy 0.1786 War 0.0185
Documentary 0.0800 Fantasy 0.0162
Thriller 0.0766 Western 0.0138
Romance 0.0591 Musical 0.0136
Crime 0.0509 Children 0.0110
Action 0.0485 Animation 0.0070
Horror 0.0321 Film-Noir 0.0042
Adventure 0.0276 IMAX 0.0013
Mystery 0.0233

In Table 4.11 the recommendation exposure is heavily skewed toward mid and
tail popularity items (sum ≈ 99%), with minimal head exposure (≈1%). Any fairness
target (e.g., uniform or catalog-proportional) will shift these allocations.
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Table 4.11 Baseline exposure by popularity bins before GA (Top-10).

Group Share
pop::0 (head) 0.0104
pop::1 (mid) 0.4545
pop::2 (tail) 0.5351

Table 4.12 Baseline exposure by era before GA (Top-10; bins: < 1980, 1980–1999, 2000–
2009, ≥2011).

Era bin Share
(−∞, 1979] 0.2359
[1981, 1999] 0.3442
[2001, 2009] 0.3664
[2011, ∞) 0.0535

In Table 4.12 exposure is concentrated in 1980–1999 and 2000–2009, with com-
paratively low allocation to post-2010 titles (∼5.3%). Era-aware fairness can correct
this temporal skew. In Table 4.13 new items (cold::2) receive 28.6% exposure, while
mid-exposure dominates (61.0%). This baseline highlights room for improving visi-
bility of new content.

Table 4.13 Baseline exposure by cold-start bins before GA (Top-10).

Group Share
cold::0 (well-known) 0.1032
cold::1 (mid) 0.6103
cold::2 (new) 0.2865

Table 4.14 Baseline diversity, coverage, and novelty before GA (Top-10).

Metric Value
ILD@10 (intra-list diversity) 0.7787
Coverage (Item@10) 0.6068
Coverage (Genre@10) 1.0000
Novelty@10 10.9515

In Table 4.14 the system exhibits high genre coverage, moderate item coverage,
and reasonable diversity/novelty. These provide baselines to evaluate GA re-ranking
and the fairness–diversity–utility trade-offs. Table 4.15 indicates that while accu-
racy decreases slightly for most protected attributes after fairness optimization, it
remains consistently high (>0.83). Notably, for Era and Popularity, the optimized
model preserves or even improves generalization. Table 4.16 shows that GA-based
re-ranking reduces disparities across all attributes. The largest improvements are
observed for Cold-start and Popularity, where fairness gaps drop by nearly half or
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more, confirming the intervention’s effectiveness.

Table 4.15 Accuracy (before vs after GA-based fairness intervention).

Protected Attribute Before After
Cold-start 0.98 0.9260
Era 0.84 0.8925
Genre 0.76 0.8389
Popularity 0.94 0.9399

Table 4.16 Fairness gap (before vs after GA-based fairness intervention).

Protected Attribute Before After
Cold-start 0.39 0.2220
Era 0.34 0.1689
Genre 0.05 0.0508
Popularity 0.44 0.0077

Table 4.17 Intra-list diversity (ILD@K) before vs after GA-based fairness intervention.

Protected Attribute Before After
Cold-start 0.7787 0.7867
Era 0.7787 0.8044
Genre 0.7787 0.7941
Popularity 0.7787 0.7981

As shown in Table 4.17, the GA-based optimization preserves or slightly im-
proves diversity across attributes, with the largest gain for Era. Table 4.18 shows
how exposure redistributes after fairness-aware re-ranking. Notably, new items
(cold::2) and post-2010 titles gain substantial visibility, while genre dominance by
Drama/Comedy is reduced, and exposure is balanced across popularity tiers. For
both datasets, the baseline analyses revealed strong imbalances in exposure: drama
and comedy dominated the genre distribution, popular and older items overshad-
owed new or niche content, and cold-start items consistently received less visibility.
These patterns highlight the natural biases of collaborative filtering systems trained
on real-world consumption data, which tend to overemphasize historically favored
content. In terms of accuracy, there was a slight reduction in the accuracy follow-
ing optimization, especially for cold-start and popularity attributes. However, the
performance remained high in absolute terms, with NDCG and AUC values consis-
tently above 0.83 across both datasets. Interestingly, the Era attribute showed an
exception: optimization not only improved fairness but also enhanced accuracy in
both 10M and 20M runs. This suggests that fairness interventions can sometimes
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help the model generalize better by reducing overfitting to dominant groups. Di-
versity metrics (ILD@K) also improved or remained stable after optimization. In
the 10M dataset, the genre attribute showed a substantial jump in intra-list diver-
sity, while in the 20M dataset, all attributes exhibited small but consistent diversity
gains. This indicates that fairness-aware re-ranking can improve catalog coverage
and novelty without compromising recommendation coherence.

Table 4.18 Exposure distribution across protected groups before and after GA-based
fairness intervention.

Cold-start Groups Before After
Cold::0 (well-known) 10.3% 45.0%
Cold::1 (mid-range) 61.0% 50.0%
Cold::2 (new items) 28.6% 54.9%
Era Groups Before After
Pre-1980 23.6% 24.0%
1980–1999 34.4% 10.1%
2000–2009 36.6% 17.1%
Post-2010 5.3% 58.8%
Genre Groups Before After
Drama 31.6% 10.1%
Comedy 17.9% 9.1%
Romance 5.9% 4.6%
Others 44.6% 76.2%
Popularity Groups Before After
Pop::0 (most popular) 1.0% 32.2%
Pop::1 (medium) 45.5% 33.6%
Pop::2 (least popular) 53.5% 34.2%

Overall, the results across the 10M and 20M datasets provide strong evidence
that the proposed fairness-aware recommendation framework effectively balances
the three critical objectives of fairness, diversity, and utility. The method reduces
systematic biases in exposure while preserving user experience, and its consistent
performance across different dataset scales highlights its scalability and general ap-
plicability.

4.3 Analysis on 32M dataset

In Table 4.19, exposure remains dominated by Drama (28.6%) and Comedy (17.6%),
mirroring prior datasets. This long-tail bias motivates fairness- and diversity-based
re-ranking. In Table 4.20, exposure skews strongly toward mid and tail popularity
items (98% combined), showing a typical collaborative-filtering bias favoring less
mainstream content. Table 4.21 reveals a balanced temporal spread compared
to smaller datasets, with slightly higher exposure to 2000–2009 and recent titles
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Table 4.19 Baseline exposure by genre before GA (Top-10).

Genre Share Genre Share
Drama 0.2862 Sci-Fi 0.0210
Comedy 0.1764 War 0.0170
Documentary 0.0743 Fantasy 0.0195
Thriller 0.0626 Western 0.0098
Romance 0.0664 Musical 0.0111
Crime 0.0368 Children 0.0184
Action 0.0412 Animation 0.0190
Horror 0.0465 Film-Noir 0.0024
Adventure 0.0282 IMAX 0.0015
Mystery 0.0210

(≥2011). Table 4.22 shows that new items receive more exposure (55%) than in
previous runs, possibly due to the larger item space in the 32M dataset.

Table 4.20 Baseline exposure by popularity bins before GA (Top-10).

Group Share
pop::0 (head) 0.0186
pop::1 (mid) 0.2138
pop::2 (tail) 0.7676

Table 4.21 Baseline exposure by era before GA (Top-10; bins: < 1980, 1980–1999, 2000–
2009, ≥2011).

Era bin Share
(−∞, 1979] 0.2192
[1981, 1999] 0.2372
[2001, 2009] 0.2814
[2011, ∞) 0.2622

Table 4.22 Baseline exposure by cold-start bins before GA (Top-10).

Group Share
cold::0 (well-known) 0.0797
cold::1 (mid) 0.3713
cold::2 (new) 0.5490

As seen in Table 4.23, the baseline system already maintains high diversity
and novelty, serving as a robust benchmark for GA-based interventions. Table
4.24 shows minor accuracy reductions after fairness optimization, consistent with
trade-offs observed in 10M and 20M. The Era attribute slightly improves post-
optimization, indicating beneficial regularization effects.
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Table 4.23 Baseline diversity, coverage, and novelty before GA (Top-10).

Metric Value
ILD@10 (intra-list diversity) 0.8139
Coverage (Item@10) 0.3770
Coverage (Genre@10) 1.0000
Novelty@10 11.6490

Table 4.24 Accuracy (before vs after GA-based fairness intervention).

Protected Attribute Before After
Cold-start 0.99 0.9250
Era 0.99 0.9771
Genre 0.86 0.8302
Popularity 0.99 0.9220

Table 4.25 Fairness gap (before vs after GA-based fairness intervention).

Protected Attribute Before After
Cold-start 0.37 0.165
Era 0.34 0.125
Genre 0.05 0.025
Popularity 0.44 0.007

In Table 4.25, fairness gaps significantly decrease across all attributes, with
Popularity showing the largest improvement (gap ↓ from 0.44 to 0.007), confirming
strong mitigation of exposure bias. Table 4.26 illustrates that GA-based optimiza-
tion generally maintains or enhances diversity. Only the genre attribute shows a
slight decline, likely due to balancing constraints applied to dominant categories. Ta-
ble 4.27 confirms that the GA-based fairness re-ranking dramatically redistributes
exposure. Cold-start and popular groups gain visibility, genre dominance flattens,
and exposure becomes nearly uniform across popularity bins.

Table 4.26 Intra-list diversity (ILD@K) before vs after GA-based fairness intervention.

Protected Attribute Before After
Cold-start 0.8139 0.8534
Era 0.8139 0.8320
Genre 0.8139 0.7191
Popularity 0.8139 0.8487

Overall, the 32M analysis corroborates findings from 10M and 20M datasets: the
GA-based fairness optimization consistently reduces exposure bias while maintain-
ing high accuracy and diversity. The approach scales effectively to large datasets,
preserving robustness and demonstrating strong generalization in fairness-aware rec-
ommendation.
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Table 4.27 Exposure distribution across protected groups before and after GA-based
fairness intervention.

Cold-start Groups Before After
Cold::0 (well-known) 7.9% 58.0%
Cold::1 (mid-range) 37.1% 8.9%
Cold::2 (new items) 54.9% 33.0%
Era Groups Before After
Pre-1980 21.9% 44.6%
1980–1999 23.7% 20.0%
2000–2009 28.1% 27.7%
Post-2010 26.2% 27.7%
Genre Groups Before After
Drama 28.6% 24.5%
Comedy 17.6% 12.9%
Romance 6.6% 8.5%
Others 47.2% 54.1%
Popularity Groups Before After
Pop::0 (most popular) 1.9% 34.4%
Pop::1 (medium) 21.4% 32.9%
Pop::2 (least popular) 76.8% 32.8%

4.4 Comparative analysis across 10M, 20M, and 32M datasets

To assess scalability and robustness, we compare baseline behavior and GA-based
fairness optimization across MovieLens 10M, 20M, and 32M. This three-way view
reveals how utility, diversity/novelty, coverage, and subgroup fairness evolve with
increasing data volume and catalog size.

Table 4.28 Baseline utility comparison (before GA). For 32M, HR@10/NDCG@10 are
from the classifier evaluation (favorite_genre) since recs-mode HR/NDCG were not logged.

Dataset HR@10 NDCG@10
MovieLens 10M 0.9992 0.8782
MovieLens 20M 0.9994 0.8730
MovieLens 32M 0.9994 0.8901

The 32M dataset achieves HR@10 ≈ 1.0 with slightly higher NDCG@10 than
10M and 20M when using the classifier-based parameter, indicating strong top-K
ranking at scale (Table 4.28). Baseline diversity and novelty continue to rise with
scale; 32M shows the strongest ILD and novelty among the three datasets (Table
4.29). Item coverage drops as catalog size grows (10M → 20M → 32M), while genre
coverage remains saturated at 1.0 across scales (Table 4.30). At 32M, cold-start
fairness improves further (gap ≈0.165) while preserving high accuracy and achieving
the largest ILD among the three scales (Table 4.31).
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Table 4.29 Baseline diversity comparison (before GA).

Dataset ILD@10 Novelty@10
MovieLens 10M 0.7002 9.6881
MovieLens 20M 0.7787 10.9515
MovieLens 32M 0.8139 11.6490

Table 4.30 Baseline coverage @K=10 (before GA).

Dataset ItemCoverage@10 GenreCoverage@10
MovieLens 10M 0.8538 1.0000
MovieLens 20M 0.6068 1.0000
MovieLens 32M 0.3770 1.0000

Table 4.31 GA optimization on cold-start groups (10M vs 20M vs 32M).

Dataset Fairness Gap ↓ Accuracy ILD
10M 0.222 0.902 0.725
20M 0.222 0.926 0.787
32M 0.165 0.925 0.853

Table 4.32 GA optimization on release era (10M vs 20M vs 32M).

Dataset Fairness Gap ↓ Accuracy ILD
10M 0.136 0.982 0.714
20M 0.169 0.893 0.804
32M 0.125 0.977 0.832

Compared to 20M, 32M attains a smaller era gap (0.125 vs 0.169) with substan-
tially higher ILD (0.832), while accuracy nearly matches the 10M level (Table 4.32).
On genres, 32M reaches the smallest gap (0.025) with accuracy between 10M and
20M and a modest ILD (0.719) (Table 4.33). Popularity bias is nearly eliminated at
32M (gap ≈0.007), with a strong boost in diversity (ILD 0.849) and high accuracy
(Table 4.34).

Table 4.33 GA optimization on genres (10M vs 20M vs 32M).

Dataset Fairness Gap ↓ Accuracy ILD
10M 0.035 0.784 0.708
20M 0.051 0.839 0.794
32M 0.025 0.830 0.719

Synthesis. Across scales, baseline diversity/novelty improve monotonically (Ta-
ble 4.29), while item coverage decreases with larger catalogs (Table 4.30). After
GA, 32M exhibits consistently strong fairness gains with competitive accuracy and,
in several cases, the best diversity: cold-start (gap ↓ to 0.165; ILD 0.853), era



52

Table 4.34 GA optimization on popularity buckets (10M vs 20M vs 32M).

Dataset Fairness Gap ↓ Accuracy ILD
10M 0.148 0.875 0.730
20M 0.008 0.940 0.798
32M 0.007 0.922 0.849

(gap 0.125; ILD 0.832), genre (gap 0.025), and popularity (gap 0.007; ILD 0.849).
These results indicate that larger-scale data provide more headroom to rebalance
exposure without sacrificing user utility, and often with improved recommendation
heterogeneity.

4.5 Visualization

4.5.1 Dataset Scale Impact Analysis

This section investigates how progressively scaling the dataset from 10M to 32M
user–item interactions influences fairness, exposure distribution, and performance
metrics in the recommendation framework.

Figure 4.1 illustrates the fairness gap variations across the three dataset scales.
Expanding from 10M to 32M notably improves fairness in most attributes—particularly
popularity, where the gap decreases by nearly 95%. Coldstart and genre fairness also
improve moderately, with 25.9% and 28.5% reductions, respectively. However, era
fairness shows limited improvement (8.2%), suggesting that temporal biases are more
resistant to data scaling. These observations confirm that larger datasets contribute
to more balanced exposure and reduced bias but cannot uniformly eliminate fairness
disparities across all dimensions.

Figure 4.2 compares the exposure distributions for coldstart, era, genre, and
popularity attributes across datasets. With 32M interactions, exposure becomes

Figure 4.1 Fairness gap and improvement comparison across protected attributes for
10M, 20M, and 32M datasets.
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Figure 4.2 Exposure distribution comparison among 10M, 20M, and 32M datasets across
protected attributes.

more evenly distributed across coldstart levels, indicating improved representation
of underexposed (new or less popular) items. The era distribution shifts toward more
recent movies, mitigating the overexposure of older titles seen in 10M and 20M. In
genre exposure, the dominance of drama persists but gradually declines as minority
genres such as documentary and thriller gain visibility. Popularity-based exposure
becomes more stable, reducing extreme bias toward highly rated items. Overall,
exposure distributions in the 32M dataset demonstrate improved representational
balance, reflecting better coverage of diverse user interests.

Figure 4.3 presents the evolution of diversity and coverage metrics across scales.
Intra-list diversity (ILD) shows steady improvement from 0.700 in 10M to 0.814
in 20M and remains consistent at that level for 32M, indicating that scaling be-
yond 20M stabilizes diversity. Novelty improves in parallel, with exposure to less
mainstream content increasing by approximately 15–18%. Meanwhile, item cover-
age continues to decline with larger datasets, implying a concentration effect where
models increasingly rely on frequently rated items. Genre coverage remains perfect
(1.0) across all scales, confirming stable representation of genre categories.
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Figure 4.3 Performance metrics comparison (ILD, Coverage, and Novelty) for 10M,
20M, and 32M datasets.

In summary, increasing dataset scale enhances fairness and representational bal-
ance while improving novelty and diversity. However, the benefits plateau beyond
20M and can introduce new trade-offs—most notably reduced item coverage and
persistent temporal bias. These results highlight that while scaling data volume
strengthens robustness and fairness, targeted bias mitigation techniques remain es-
sential for comprehensive fairness-aware recommendation.

4.5.2 Fairness Dimension Analysis

To further explore the interaction between fairness, accuracy, and diversity across
dataset scales, a multi-dimensional fairness analysis was conducted for the 10M,
20M, and 32M datasets. This analysis visualizes attribute-specific variations and
identifies global trade-offs that emerge as the dataset size increases.

Figure 4.4 provides an integrated overview of the fairness gap, accuracy, and
diversity metrics across all dataset scales and protected attributes. The results reveal
that coldstart remains the most persistent challenge, showing the highest fairness
gap across all datasets despite gradual improvement. The genre dimension maintains
the lowest fairness gaps but consistently exhibits moderate accuracy. Meanwhile,
the popularity attribute demonstrates a clear improvement trend—its bias nearly
vanishes at 32M while accuracy and diversity both strengthen. Overall, the 32M
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Figure 4.4 Multi-dimensional fairness dashboard comparing fairness gap, accuracy, and
intra-list diversity across 10M, 20M, and 32M datasets.

Figure 4.5 2D Pareto front projections showing pairwise trade-offs between fairness,
accuracy, and diversity across 10M, 20M, and 32M datasets.

dataset enhances fairness and diversity stability, reflecting improved generalization
and representational balance.

The 2D Pareto front projections in Figure 4.5 highlight the interplay among
fairness, accuracy, and diversity objectives. The leftmost plot (fairness–accuracy
trade-off) indicates a negative correlation—reducing fairness gaps often leads to a
minor drop in predictive accuracy. However, this trade-off becomes less pronounced
with the 32M dataset, where multiple attributes achieve near-optimal accuracy even
at low fairness gaps. In the fairness–diversity projection, data scaling consistently
shifts results toward the upper-left quadrant, meaning higher diversity and better
fairness are achieved simultaneously. The accuracy–diversity trade-off shows a syn-
ergistic pattern, suggesting that larger datasets enable models to maintain both
predictive precision and diverse recommendation coverage.

Figure 4.6 extends this analysis into a three-dimensional Pareto front repre-
sentation, capturing joint trade-offs across fairness, accuracy, and diversity dimen-
sions. The visualization demonstrates that the 32M dataset (green points) largely
dominates the Pareto surface, indicating that increased data scale allows for more
balanced optimization outcomes. Attribute-wise clusters are also visible: coldstart
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Figure 4.6 3D Pareto front visualization illustrating combined trade-offs across fairness,
accuracy, and diversity.

points are positioned near the upper–accuracy region but with higher fairness gaps,
while genre clusters occupy the fairer but less accurate region. The Pareto front
curvature flattens with the 32M dataset, suggesting diminishing trade-off intensity
and improved overall equilibrium between competing objectives.

Finally, Figure 4.7 presents a detailed matrix comparison across datasets and
protected attributes. Each row corresponds to a dataset scale, while columns repre-
sent attribute-specific fairness gaps, accuracy proxies, and intra-list diversity (ILD).
The 32M dataset consistently outperforms smaller datasets, showing reduced fair-
ness gaps (e.g., 0.165 for coldstart vs. 0.222 at 10M) and enhanced ILD values
exceeding 0.85 for multiple attributes. Accuracy proxies also improve slightly with
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Figure 4.7 Fairness dimension comparison matrix showing fairness gap, accuracy, and
diversity across datasets and protected attributes.

scale, indicating stronger generalization without significant overfitting. However,
certain temporal disparities persist—era fairness improves marginally but remains
less stable, reinforcing that historical bias mitigation requires more than just data
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volume.
In summary, this extended fairness dimension analysis underscores that dataset
scaling positively impacts fairness, accuracy, and diversity but with diminishing
marginal gains beyond 20M. While 32M data improves equilibrium and Pareto ef-
ficiency, some attribute-specific trade-offs remain unresolved—particularly in cold-
start and era dimensions. Hence, future work should integrate adaptive fairness
regularization or multi-objective optimization to sustain these improvements with-
out sacrificing predictive reliability.

4.5.3 Genetic Algorithm Optimization Analysis

To comprehensively evaluate the optimization performance and learning behavior
of the Genetic Algorithm (GA) within fairness-aware recommendation, diagnostic
analyses were conducted across all dataset scales—10M, 20M, and 32M. These anal-
yses include convergence dynamics, multi-objective efficiency, and adaptive weight
distributions to better understand how the GA balances fairness, accuracy, and
diversity under different data volumes.

Figure 4.8 summarizes the convergence behavior and performance outcomes

Figure 4.8 Convergence analysis of the Genetic Algorithm across fairness dimensions
and dataset scales (10M, 20M, and 32M).
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of the GA across four fairness dimensions. The number of generations required
to converge generally decreases with dataset scale, demonstrating more stable and
efficient optimization on the 32M dataset. For instance, the genre and popularity
dimensions converge within two generations on the 32M dataset, compared to up
to eight for the smaller datasets. Final optimization quality steadily improves with
scale, with 32M achieving the highest overall fitness scores. Fairness achievement
shows the strongest improvement in popularity and genre, confirming that larger
datasets enable the GA to discover better fairness–accuracy trade-offs. Conversely,
coldstart remains the hardest dimension to optimize, requiring more generations
and showing relatively higher residual fairness gaps. Accuracy preservation remains
robust across all attributes, but minor fluctuations in the era dimension suggest
sensitivity to temporal biases even under larger data scales.

Figure 4.9 visualizes the GA’s optimization efficiency, convergence trends, and
multi-objective trade-offs. The convergence–fitness relationship (top-left) indicates
that larger datasets not only converge faster but also yield higher final fitness scores,
highlighting improved global search capability. The fairness–accuracy plots (top-
right and bottom-left) show that the GA consistently achieves lower fairness gaps
without substantially sacrificing accuracy—particularly in the 32M dataset, where
Pareto front solutions cluster closer to optimal regions. The bubble size proportional
to diversity confirms that the GA maintains strong novelty and coverage even under

Figure 4.9 Optimization efficiency and multi-objective trade-offs observed in the Genetic
Algorithm across dataset scales.
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Figure 4.10 Weight distributions and adaptive learning patterns of the Genetic Algorithm
across datasets and fairness dimensions.

fairness constraints. The bottom-right chart quantifies optimization difficulty across
fairness dimensions, revealing that coldstart remains the most complex objective
(highest difficulty score), followed by genre, era, and finally popularity, which shows
the easiest and most stable optimization pattern. These results collectively affirm the
GA’s adaptability and robustness in handling multi-objective fairness optimization
at scale.

Figure 4.10 provides insights into the internal learning behavior of the GA
through its optimized weight distributions. The top-left subplot compares the
learned weights across genres, showing both positive and negative values that corre-
spond to reinforcement or suppression of specific categories. The magnitude analysis
(top-right) reveals that the GA assigns the largest weights to popularity and genre,
consistent with their high optimization sensitivity. The bottom-left panel shows the
distribution of positive versus negative weights across fairness dimensions: genre
receives the highest number of positive corrections, while era and coldstart involve
more balanced polarity, reflecting mixed exposure adjustments. Finally, the opti-
mization efficiency plot (bottom-right) confirms that the 32M dataset allows faster
and more consistent convergence, supporting the notion that greater data richness
enhances parameter stability and weight calibration.
In summary, the Genetic Algorithm demonstrates robust convergence and efficient
multi-objective optimization across increasing dataset scales. Larger datasets—



61

especially 32M—improve fitness, stability, and fairness–accuracy balance while main-
taining diversity and convergence speed. Nevertheless, optimization complexity
remains heterogeneous: coldstart continues to exhibit high difficulty and slower
improvement, whereas popularity and genre dimensions benefit most from scale ex-
pansion. These findings validate the effectiveness of the GA as a fairness-aware
optimizer and emphasize the need for dimension-specific adaptations to sustain eq-
uitable performance across all recommendation facets.

4.5.4 Dimension-Specific Fairness Analysis

To better understand how fairness behavior varies across protected attributes, a
detailed dimension-wise analysis was conducted for genre, coldstart versus popu-
larity, and era-based temporal fairness. These deep-dive investigations highlight
the unique fairness challenges, dataset scaling effects, and optimization responses of
each dimension under the Genetic Algorithm (GA) framework.

Figure 4.11 presents the genre-level fairness comparison across datasets. The
drama genre remains dominant across all scales, accounting for over 30% of total ex-
posure, while minority genres such as animation, documentary, and war receive lim-
ited visibility. The fairness gap heatmap shows that drama consistently contributes
the largest disparity, with fairness deviations exceeding 0.25 in smaller datasets but
decreasing to below 0.10 in the 32M dataset. GA-optimized weights confirm that
the algorithm actively penalizes overexposed genres and rewards underrepresented

Figure 4.11 Genre-based fairness analysis including exposure distributions, fairness
gaps, GA-optimized weights, and optimization effectiveness across datasets.
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Figure 4.12 Trade-off analysis between coldstart and popularity fairness, including
exposure, fairness gaps, and multi-objective outcomes across dataset scales.

ones through both positive and negative weight adjustments. The radar and opti-
mization plots show that fairness gaps are nearly eliminated by the 32M scale while
accuracy ( 0.82) and diversity ( 0.79) remain strong. These results indicate that
genre fairness benefits significantly from dataset scaling and GA-driven exposure
redistribution, yielding balanced exposure without compromising performance.

Figure 4.12 examines the relationship between coldstart and popularity fairness.
Exposure distribution comparisons show that coldstart items (new or rarely inter-
acted ones) consistently receive the lowest exposure, while popular items dominate
across all datasets. The fairness gap results highlight a persistent disparity: the
coldstart gap remains around 0.22 in both 10M and 20M datasets, improving mod-
estly to 0.165 at 32M. Conversely, popularity fairness improves drastically—from
0.148 in the 10M dataset to below 0.01 in 32M—demonstrating almost perfect fair-
ness restoration. The correlation analysis (r = 0.734) suggests a strong dependency
between coldstart and popularity exposures, where gains in one can amplify losses
in the other. Multi-objective results show that the GA retains high accuracy (>0.9)
and diversity while minimizing the fairness gap for popularity; however, coldstart
remains the most difficult dimension to optimize due to sparse historical data and
limited feedback signals. Convergence speed plots further confirm that coldstart op-
timization requires more generations, emphasizing its inherent learning complexity.

Figure 4.13 explores fairness across temporal (era-based) divisions. Exposure
distributions reveal that movies released between 1981–1999 dominate recommen-
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Figure 4.13 Temporal fairness analysis across different eras, showing exposure imbalance,
fairness gaps, bias trends, and optimization performance.

dations, while recent content (2011 onward) remains significantly underexposed.
Fairness gap analysis shows a non-monotonic trend: fairness slightly worsens from
0.136 (10M) to 0.169 (20M) before improving to 0.125 at 32M, suggesting that larger
datasets begin to mitigate but not entirely resolve temporal bias. The temporal bias
trend line (slope = –0.009) confirms a consistent decline in exposure share toward
newer content, reflecting long-term bias persistence. The optimization effectiveness
plot indicates that fairness improvement in the era dimension trades off partially
with accuracy (decreasing from 0.982 to 0.893) but enhances diversity from 0.714
to 0.804. Overall, while dataset scaling improves balance, the era dimension con-
tinues to exhibit structural bias rooted in historical popularity trends, highlighting
the need for targeted temporal debiasing techniques.
In summary, the dimension-specific analyses reveal contrasting behaviors across
fairness attributes. Genre fairness responds most positively to dataset scaling and
GA optimization, achieving nearly balanced exposure. Popularity fairness improves
dramatically and becomes almost bias-free at large scales, whereas coldstart fairness
remains persistently challenging due to inherent data sparsity. The era dimension
presents a distinct paradox—fairness partially improves but temporal bias persists
despite scaling. These findings reinforce the importance of dimension-specific fair-
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Figure 4.14 Comprehensive success metrics across datasets showing fairness, accuracy,
diversity, and fitness outcomes for 10M, 20M, and 32M datasets.

ness handling, demonstrating that fairness cannot

4.5.5 Comprehensive Success Metrics Analysis

To provide a holistic assessment of the fairness-aware recommendation system, a
comprehensive evaluation was conducted across all fairness dimensions, dataset
scales, and optimization objectives. This analysis synthesizes fairness, accuracy,
diversity, and fitness into an integrated view, enabling a deeper understanding of
trade-offs and performance scalability from the 10M to the 32M dataset.

Figure 4.14 presents a consolidated overview of all success metrics. The heatmap
reveals clear progression with dataset scaling: fairness gaps decrease consistently
from 0.135 in the 10M dataset to 0.080 in the 32M dataset, demonstrating enhanced
balance across protected attributes. Accuracy retention also rises steadily—from
0.886 to 0.914—showing that fairness optimization does not compromise predictive
performance. Fitness scores improve from 0.451 to 0.539, highlighting that the
Genetic Algorithm converges to more optimal trade-off solutions with larger data.
Diversity remains stable yet slightly elevated across most dimensions, confirming
that dataset expansion broadens recommendation exposure without sacrificing other
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Figure 4.15 Two- and three-dimensional trade-offs between fairness, accuracy, and
diversity across datasets, with fitness encoded by bubble size and diversity by color.

metrics. The bar plots reinforce these findings, indicating that scaling improves
fairness, accuracy, and optimization quality simultaneously, albeit with diminishing
returns beyond the 20M dataset.

Figure 4.15 visualizes how fairness, accuracy, and diversity interact across all
dimensions and datasets. In the two-dimensional scatter plot, fairness (1–gap) is
plotted against accuracy, while bubble size represents fitness and color encodes di-
versity. The results clearly show that as datasets grow, most attributes shift toward
the upper-right quadrant—indicating simultaneous gains in fairness and accuracy.
The 32M dataset achieves the most balanced performance, particularly for popular-
ity and coldstart, where fairness improvements occur without major accuracy loss.
In contrast, the genre and era dimensions remain more polarized: genre maintains
fairness at the expense of accuracy, while era retains accuracy but lags in fairness
improvement.

The 3D visualization on the right side provides a more comprehensive view of
this multi-objective landscape. Here, 32M configurations cluster at higher regions
of fairness, accuracy, and diversity, signifying their Pareto superiority. The spatial
distribution also underscores dimensional asymmetry—while popularity and genre
points align near the optimal Pareto front, coldstart and era remain further from
ideal regions, reaffirming their persistent optimization difficulty.
Overall, the comprehensive success metrics analysis confirms that larger datasets
strengthen multi-objective optimization stability, improve fairness across most pro-
tected attributes, and enhance the generalization ability of the Genetic Algorithm.
However, improvements are not uniform: certain dimensions, especially coldstart
and era, exhibit nonlinear scaling behavior where additional data offers limited fair-
ness gain. These insights underscore the importance of adaptive, dimension-aware
fairness optimization strategies to ensure consistent equity across all recommenda-
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tion attributes.

4.6 Research Questions and Answers

Three research questions were posed in the Introduction. Below, each RQ is an-
swered with consolidated evidence from the 10M, 20M, and 32M experiments, fol-
lowed by its significance and implications for fairness-aware recommendation.

RQ1: How can a fairness-aware recommender achieve scalable multi-
dimensional optimization across diverse protected attributes while re-
maining computationally efficient?

Evidence from this thesis:

• Scalable GA optimization. With larger data the GA converges faster and to
higher-quality solutions: typical generations to convergence drop from up to
7–8 (10M/20M) to ≈2 for genre and popularity at 32M, while the final fitness
increases (0.451 → 0.497 → 0.539).

• Multi-objective stability. Fairness improvements are achieved while maintain-
ing accuracy and diversity: aggregate accuracy retention rises with scale (0.886
→ 0.899 → 0.914) and diversity remains high (post-GA ILD often ≥ 0.80; e.g.,
popularity 0.730 → 0.798 → 0.849).

• Attribute difficulty is heterogeneous. Cold-start is consistently the hardest
target (residual gap 0.222 at 10M/20M, 0.165 at 32M), whereas popularity is
the easiest (gap 0.148 → 0.008 → 0.007).

Significance.

• Demonstrates that a single GA-based optimizer can scale to tens of millions
of interactions and still balance fairness, accuracy, and diversity.

• Quantifies where computational effort should be focused: difficult attributes
(e.g., cold-start) benefit most from additional search budget, while easy at-
tributes can be optimized quickly.

Implications.

• Use a dimension-aware scheduler: allocate fewer generations to popularity/genre
and more to cold-start; stop early when the Pareto front stabilizes.

• At production scale (32M), GA provides efficient, high-quality trade-offs; thus,
evolutionary re-ranking is a practical backbone for fairness-aware serving.



67

RQ2: What are the effects of dataset scaling on fairness-aware recom-
mendation, and how do fairness dimensions respond to size variations?

Evidence from this thesis:

• Non-uniform scaling. Fairness gaps after GA improve with scale but differently
by attribute:

– Cold-start: 0.222 (10M) → 0.222 (20M) → 0.165 (32M).

– Era: 0.136 (10M) → 0.169 (20M) → 0.125 (32M).

– Genre: 0.035 (10M) → 0.051 (20M) → 0.025 (32M).

– Popularity: 0.148 (10M) → 0.008 (20M) → 0.007 (32M).

• Utility/diversity with scale. Baseline ILD rises (0.700 → 0.779 → 0.814) and
novelty increases, while item coverage declines (0.854 → 0.607 → 0.377) as
catalogs grow; genre coverage stays at 1.0.

• Pareto dominance at 32M. 2D/3D Pareto plots show 32M configurations clus-
tering closer to the frontier—trade-offs between fairness and accuracy become
less severe.

Significance.

• Scaling helps, but benefits are dimension-specific: popularity bias nearly van-
ishes at 20M+, genre fairness keeps improving, cold-start needs very large
data, and era exhibits a non-monotonic pattern.

Implications.

• Adopt attribute-specific scaling policies: prioritize collecting/augmenting data
for cold-start and recent-era items; popularity needs less additional data once
past ∼20M.

• Combine scaling with targeted debiasing for temporal effects, since era fairness
does not improve uniformly with volume alone.

RQ3: Can evolutionary optimization discover Pareto-optimal solutions
that balance fairness, accuracy, and diversity simultaneously, and what
trade-off patterns emerge?

Evidence from this thesis:

• Pareto-optimality in practice. 3D Pareto fronts confirm that GA consistently
finds non-dominated solutions; at 32M, many points dominate those from
10M/20M.
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• Trade-off shapes. 2D projections show classic curves: fairness–accuracy is
mildly negative, fairness–diversity is often synergistic, and accuracy–diversity
is largely complementary at scale.

• Balanced operating points. Post-GA results at 32M reach near-zero popular-
ity gap (0.007) with high accuracy (∼0.92) and the strongest diversity (ILD
0.849); cold-start achieves its best combination to date (gap 0.165, ILD 0.853).

Significance.

• Validates evolutionary search as an effective engine for multi-objective fairness
optimization in large-scale recommending.

• Reveals stable, interpretable trade-off geometries that product teams can tar-
get (e.g., “fairness gain with minimal accuracy loss” bands).

Implications.

• Deploy GA (or GA-initialized) re-rankers with Pareto-aware early-stopping
and policy selection to guarantee balanced solutions per attribute and market.

Strategic Research Recommendations

Immediate priorities.

1. Dimension-aware optimization. Allocate search budget per attribute (more
for cold-start/era; fewer generations for popularity/genre); incorporate attribute-
specific constraints.

2. Data scaling targeted where it matters. Increase signals for new/recent
items (active learning, exposure exploration, synthetic interactions) rather
than uniform scaling.

3. Operational efficiency. Track convergence (generations), final fitness, and
wall-time; trigger early-stop when the Pareto front stabilizes to production
SLAs.

Long-term directions.

1. Scaling laws for fairness. Empirically model how gap reductions depend
on dataset size per attribute (e.g., popularity saturates near 20M; cold-start
needs larger N).

2. Auto-diagnosis. Build automated fairness dashboards that flag the hardest
dimensions (e.g., rising era gap) and recommend data/optimization actions.
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3. Hybrid solvers. Combine GA with lightweight, attribute-specific learners
(e.g., temporal regularizers for era; exploration bonuses for cold-start) to cut
compute while keeping quality.

4.6.1 Why These Questions Matter

This thesis shows that:

• Scalability gap. A single GA optimizer can scale to 32M interactions, con-
verge faster, and improve fitness, but attributes differ markedly in difficulty.

• Efficiency gap. Multi-objective optimization is feasible in production by
using dimension-aware budgets and Pareto-based early stopping.

• Scaling gap. More data helps, but not uniformly: popularity fairness satu-
rates early, cold-start requires substantial scale, and era needs targeted tem-
poral debiasing beyond scaling.

Together, these findings provide a practical blueprint for deploying fairness-aware
recommenders that remain accurate and diverse at scale, while explicitly managing
the attribute-specific trade-offs that emerge in real systems.
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5 Conclusions
This thesis introduced a comprehensive multi-stage framework for fairness-aware
recommendation, integrating Neural Collaborative Filtering (NCF), embedding de-
biasing, fairness-constrained fine-tuning, and Genetic Algorithm (GA)-based multi-
objective re-ranking. The methodology was designed to overcome the dual challenge
of maintaining predictive accuracy while enhancing fairness and diversity across
recommendations objectives that are often in tension in large-scale recommender
systems.

The research employed progressively larger MovieLens datasets (10M, 20M, and
32M) to examine how fairness-aware optimization scales with data volume and how
different fairness dimensions: genre, era, cold-start, and popularity; respond to this
scaling. Data were first preprocessed into implicit-feedback form to train the base-
line NCF model, which provided high predictive utility but also revealed strong
exposure imbalances: popular genres and historically rated items dominated the
recommendations, while new or niche content remained underrepresented. To miti-
gate these biases, user embeddings were debiased using projection-based correction,
and fairness-aware fine-tuning was applied to reduce alignment with biased latent
factors. Finally, GA-driven re-ranking was introduced to achieve Pareto-optimal
balance among accuracy, fairness, and diversity objectives.

The experimental results demonstrated that fairness-aware interventions reshape
the recommendation landscape effectively and scalably. Across all datasets, fairness
gaps were consistently reduced by over 50% in most dimensions while maintaining
competitive accuracy and improving intra-list diversity (ILD). The GA achieved
stable convergence with fewer generations as dataset size increased, showing that
larger datasets enable faster and higher-quality optimization. The 32M dataset, in
particular, produced the best overall outcomes, achieving the lowest fairness gaps
(popularity: 0.007; genre: 0.025; era: 0.125; cold-start: 0.165), high accuracy re-
tention (∼0.91), and the strongest diversity (ILD ≈ 0.85). These results confirm
that scaling data enhances the fairness–diversity–accuracy equilibrium, though the
rate of improvement varies by attribute: popularity and genre fairness saturate ear-
lier, while cold-start and era remain challenging due to inherent data sparsity and
historical bias.

The comparative and visualization analyses further established that fairness-
aware GA optimization can discover Pareto-optimal solutions balancing multiple
competing objectives. Two- and three-dimensional Pareto front plots revealed that
as the dataset grows, trade-offs between fairness and accuracy become less severe,
and most configurations move closer to the Pareto frontier. In this setting, fair-
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ness interventions not only reduce exposure bias but also improve generalization,
as shown by modest accuracy gains in the era dimension, indicating that fairness
optimization can regularize overfitting to dominant groups.

Overall, the findings validate that fairness and accuracy are not mutually ex-
clusive. When properly formulated, fairness-aware optimization can enhance both
trustworthiness and user satisfaction without compromising system performance.
The proposed pipeline successfully delivers fairer, more diverse, and still accurate
recommendation outcomes by combining the representational power of deep learn-
ing with the adaptability of evolutionary optimization. Its scalability from 10M
to 32M interactions demonstrates robustness and practical feasibility for real-world
deployment.

Future research should extend this framework in several directions. First, inte-
grating reinforcement learning could enable adaptive fairness in real-time recommen-
dation environments. Second, exploring intersectional and context-specific fairness
would help address complex user–item relationships that span multiple sensitive
attributes. Third, developing hybrid optimization strategies combining GA with
lightweight attribute-specific learners could further enhance efficiency. Lastly, es-
tablishing empirical fairness scaling laws could guide dataset design and compute
allocation for future large-scale fairness-aware systems.

In conclusion, this thesis demonstrates that scalable, fairness-aware recommender
systems are achievable. Through the integration of neural modeling, debiasing, and
multi-objective evolutionary optimization, it is possible to design recommendation
frameworks that are not only accurate but also equitable, diverse, and trustworthy
paving the way for the next generation of socially responsible AI-driven personal-
ization systems.
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APPENDIX A. Novelty of the Proposed Work
Recommender systems have received significant attention in the domains of fair-
ness, diversity, and bias mitigation. However, most studies explore these elements
separately, focusing either on debiasing, fairness regularization, or post-hoc ranking
adjustments. The novelty of this thesis lies in developing a multi-stage fairness-
aware recommendation pipeline that integrates all three perspectives: embed-
ding debiasing, fairness-aware learning, and evolutionary re-ranking; into a single
end-to-end framework.

Background Context

Singh and Joachims (2018) [85] introduced the concept of fairness of exposure, for-
malizing exposure imbalance as a fairness issue in ranking systems. Their approach
ensures equitable visibility across items but focuses purely on post-processing re-
ranking without any representation learning or neural modeling. Zehlike (2017) [86]
proposed FA*IR, a fair top-k ranking algorithm that enforces group-level exposure
constraints. While influential, it is also limited to ranking fairness and does not
consider embedding debiasing or neural collaborative filtering.

Biega (2018) [87] extended fairness to the concept of equity of attention, em-
phasizing long-term fairness in exposure. However, their method applies amor-
tized fairness constraints over time and does not address user representation bias
or neural models. Islam (2020) [88] presented Neural Fair Collaborative Filter-
ing (NFCF), which introduces fairness-aware constraints in neural recommendation
models. Although NFCF operates on user embeddings, it focuses on demographic
attributes and lacks item-side exposure auditing or multi-objective optimization.
Burke (2018) [89] discussed multi-sided fairness in recommendation, particularly
provider fairness, but without embedding debiasing or fairness-driven re-ranking
mechanisms.

Proposed Contribution and Novelty

To the best of our knowledge, no previous study combines the following components
into a unified fairness-aware recommendation framework:

(i) Neural Collaborative Filtering (NCF) pretraining on large-scale Movie-
Lens datasets (10M and 20M) using implicit feedback interactions.

(ii) Subspace debiasing of user embeddings through bias-vector removal
based on activity or non-demographic grouping.
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