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Prostate cancer is a prevalent disease in males, making it difficult to identify correctly
through MRI. This thesis studies how deep learning can improve prostate cancer
detection using bi-parametric MRI (T2, DWI, and ADC). This study employs the
training component of the publicly available Prostatel58 dataset, consisting of 139
patients that have complete scans, expert tumor annotations.

The MRI scans were converted into 2D slices, aligned, and normalized. The
splitting unit was patient-level (training set: 70%, validation set: 10%, and testing
set: 20%) to prevent leakage. Three deep learning models, ResNet-18, DenseNet-121,
and EfficientNet-B0, were trained separately for each MRI type. Slice predictions
were averaged to make patient-level decisions, and thresholds were chosen using
Youden’s J. The model’s accuracy, sensitivity, specificity, and AUC were evaluated
using 95% confidence intervals, and statistical tests were used to compare the models.

Results show that ADC-based models performed best and were the most sta-
ble. T2 and DWI were found to provide weaker or more variable results. The
results for DenseNet-121 and ResNet-18 were well balanced, while for EfficientNet-
BO specificity was higher. Fairness tests showed moderate differences between lesion
groups, mostly in small or mixed tumors. The results were also validated through
robustness analysis. To conclude, a fairness-accuracy experiment indicated that
slight constraints on fairness (gap < 0.20) can improve fairness without sacrificing

accuracy.

Keywords: prostate cancer, deep learning, bi-parametric MRI, ResNet, DenseNet,

EfficientNet, fairness
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1 Introduction

1.1 Overview

Prostate cancer detection with MRI has become a major emphasis in research related
to medical imaging, facilitated by the growing availability of annotated datasets and
breakthroughs in Deep Learning. This thesis explores how convolutional neural net-
work (CNN) architectures can improve prostate cancer diagnosis from bi-parametric
MRI (bpMRI) data. The publicly available Prostatel58 dataset, three representa-
tive CNNs, ResNet-18, DenseNet-121, and EfficientNet-BO are evaluated for T2,
DWI, ADC modalities under a unified experimental framework.

The report not only focuses on accuracy metrics but also explores fairness met-
rics for clinically relevant tumor groups characterized by the lesion zone, size, and
count. With stable preprocessing, training, and evaluation procedures, along with
post-hoc threshold calibration, the thesis presents a reproducible and fairness-aware

framework for classifying prostate images from an MRI scan.

1.2 Research Motivation and Importance

Prostate cancer is considered one of the common and serious cancers in men. Accu-
racy is vital not only for proper treatment and improved prognosis but also because
it allows for early detection. The traditional methods for diagnosis, for example,
prostate-specific antigen (PSA) testing and systematic biopsy, often suffer from low
specificity, invasive procedures, and sampling bias. Bi-parametric MRI, which com-
bines T2-weighted and diffusion-based sequences, provides a non-invasive imaging
alternative that captures both anatomical and microstructural information of the
prostate. However, image interpretation is still a time-consuming task that greatly
relies on the radiologists skills, leading to variability in clinical decisions.

Deep learning algorithms, especially CNN, have the potential to automatically
identify and classify lesions in MRI scans. Although much has been achieved, the
focus of the majority of the existing literature has been on increasing the accuracy
with no concern for fairness across patient or lesion subgroups. Models can perform
inconsistently in various tumor sizes or prostate zones, and could also impact clin-
ical accuracy. Additionally, the lack of standardized preprocessing and evaluation
procedures across studies limits reproducibility and comparability of findings. These
challenges highlight the need for a unified and fairness-aware evaluation framework

that ensures both performance and equity in model assessment.



1.3 Research Aim and Scope

The primary goals of this thesis are as follows:

o To analyze and compare the diagnostic performance of ResNet-18, DenseNet-
121, and EfficientNet-B0O on bi-parametric MRI modalities (T2, DWI, ADC)

under consistent experimental conditions.

o To evaluate the fairness in model predictions across lesion-based subgroups,
specifically tumor zone (Peripheral vs. Central), tumor size (Small vs. Large),

and lesion count (Single vs. Multiple).

e To examine whether post-hoc threshold calibration using Youden’s J statistic

can enhance subgroup fairness without requiring model retraining.

1.4 Thesis Structure

This study is organized into six chapters, each contributing logically to background
and motivation to methodology, analysis, and conclusions. Chapter 1 introduces
the research background, motivation, objectives, and overall framework, pointing
out the significance of deep learning for medical imaging and the importance of
fairness and reproducibility in prostate MRI classification. It also summarizes the
main research questions and contributions that form the study. Chapter 2 contains
relevant literature, covering global prostate cancer epidemiology, advances in MRI-
based diagnosis, and the use of convolutional neural networks in medical imaging.
This emphasizes key gaps in fairness evaluation and the need for standardized, trans-
parent, and comparable model assessment frameworks. Chapter 3 discusses the
Prostatel58 dataset, including patient selection, MRI modalities, and preprocessing
steps like normalization and registration. It further describes how the creation of
clinically meaningful subgroups based on tumor zone, size, and lesion count for fair-
ness analysis. Chapter 4 outlines the methodology framework and describes model
architectures (ResNet-18, DenseNet-121, and EfficientNet-B0), training configura-
tion, and evaluation strategy using Youden’s .J statistic, bootstrap resampling, and
McNemars test for statistical validation. Chapter 5 outlines the experimental re-
sults, comparing model and modality performance, analyzing subgroup fairness, and
exploring the trade-off between diagnostic accuracy and fairness. Visual results, in-
cluding ROC curves, confusion matrices, and fairness heatmaps, support the analysis.
Chapter 6 wraps up the thesis by providing a summary of the findings, discussing
limitations, suggesting avenues for future research, for example, multimodal fusion,

explainable Al techniques, and large-scale validation for clinical implementation.



2 Literature Review

2.1 Background

2.1.1 Epidemiology and Screening Evolution

Prostate cancer is still one of the most common cancers in men and a leading cause
of cancer-related morbidity and mortality. The 2022 GLOBOCAN report estimated
nearly 20 million new cancer cases and 9.7 million deaths, with prostate cancer ac-
counting for about 7.3% of all diagnoses and showing marked disparities across
Human Development Index (HDI) regions [1]. Global projections indicate that over-
all cancer incidence may exceed 35 million cases by 2050, underscoring the need for
accurate, cost-effective, and equitable diagnostic workflows.

Contemporary screening guidelines now favor risk-adapted strategies over
population-wide testing. The 2023 AUA/SUO guideline emphasizes shared decision-
making, discourages PSA velocity or DRE as stand-alone tools, and recommends
validated risk calculators (PCPT, ERSPC, PBCG) to guide imaging and biopsy
decisions [2]. The landmark PRECISION trial further transformed clinical practice
by establishing an MRI-first pathwaypre-biopsy MRI followed by targeted sam-
plingwhich improves the detection of clinically significant prostate cancer (csPCa),

reduces overdiagnosis, and avoids unnecessary biopsies [3].
2.1.2 Bi-parametric MRI and Its Clinical Motivation

Multiparametric MRI (mpMRI) traditionally combines T2-weighted (T2), diffusion-
weighted (DWI/ADC), and dynamic contrast-enhanced (DCE) sequences. How-
ever, cost, acquisition time, and contrast-agent risks have motivated the use of bi-
parametric MRI (bpMRI), which omits DCE. Several studies confirm that bpMRI
can approximate mpMRI diagnostic accuracy when combined with high-quality ac-
quisition and advanced computational analysis [4-8]. The reduced complexity and
shorter scan time make bpMRI well suited for scalable Al deployment and fairness-

focused evaluation, aligning directly with this thesis’s scope across T2, DWI, and
ADC modalities.

2.1.3 Foundations of Deep Learning for Medical Imaging

Medical imaging has undergone a significant transformation due to the application of
deep learning techniques, which have replaced manually designed features. Classical

CNN s such as ResNet and DenseNet [9] learn transferable features across modalities



and have repeatedly outperformed traditional pipelines in oncology by capturing sub-
tle structural and textural cues. Comparative studies in prostate MRI and related
domains report that ResNet and DenseNet variants achieve superior classification
accuracy and generalization [10-12]. Broader research in brain-tumor classification
and multimodal image registration further highlights the benefits of transfer learning
and hybrid CNN-SE-ResNet architectures [13, 14]. The above observations identify
the rationale for using compact CNNs with transferable ImageNet priors in this

work.

2.2 Architectural Landscape: ResNet-DenseNet-EfficientNet

To achieve fair and reproducible comparison across modalities, this study focuses on
three complementary CNN backbones, ResNet-18, DenseNet-121, and EfficientNet-
BO, representing distinct design philosophies optimized for interpretability, feature
reuse, and computational efficiency. Residual learning in ResNet enables stable
gradient flow through identity mappings, reducing vanishing-gradient issues and
enhancing interpretability; recent analyzes demonstrate that its residual streams se-
lectively mix or overwrite features to maintain scale-invariant representations [15].
DenseNet, by contrast, concatenates outputs from all preceding layers within each
dense block, promoting feature reuse and implicit deep supervision while maintain-
ing a compact parameter count [16]. Comprehensive reviews show that DenseNet
variants generalize well even with limited medical data [17], and prostate imaging
studies have demonstrated DenseNet-121s precision advantage over MobileNet and
EfficientNet under certain regimes [18]. EfficientNet-BO introduces a compound
scaling rule that jointly adjusts network depth, width, and input resolution for
balanced performance [19]. Its Mobile Inverted Bottleneck (MBConv) and squeeze-
and-excitation (SE) modules improve channel-wise regularization, while practical
analyzes confirm its efficiency for clinical workloads [20]. In MRI applications, inte-
gration with Grad-CAM has enabled interpretable tumor visualization with high ac-
curacy and low computational cost [21]. Together, these architectures embody com-
plementary trade-offs: ResNet-18 offers stability and interpretability, DenseNet-121
emphasizes feature reuse and compactness, and EfficientNet-B0 achieves accuracy-
efficiency balance-forming a robust foundation for the comparative framework devel-

oped in this thesis.

2.3 Related Work

Deep learning has profoundly reshaped prostate cancer detection by enabling au-

tomatic lesion localization, grading, and classification from MRI. Early approaches



such as FocalNet demonstrated that end-to-end CNNs could jointly detect and as-
sign Gleason grades from mpMRI, although generalization to high-grade lesions and
small tumors remained limited [22]. Yoo et al. reported that diffusion-weighted
imaging (DWI) alone can achieve strong discrimination (AUC ~ 0.84) when the
training set is sufficiently curated [23], while Hao et al. emphasized that augmenta-
tion strategies-particularly geometric and intensity perturbations-critically influence
model robustness under small-sample regimes [24].

Within bpMRI, de Vente et al. introduced an ordinal-regression framework that
better preserved lesion-grading consistency compared with conventional multi-class
classifiers [4]. Hosseinzadeh et al. demonstrated that anatomical priors, combined
with roughly 400 annotated cases, can yield competitive diagnostic performance even
without DCE [5]. Karagoz et al. advanced this further by proposing anatomically
guided nnU-Net architectures that generalize across imaging centers (AUC = 0.89)
[6], whereas Asoh-Itambi et al. confirmed that DenseNet-121 achieved the highest
csPCa detection accuracy (AUC ~ 0.98) among several CNN backbones [7].

Complementary radiomics studies have explored integration of handcrafted and
learned representations. Rodrigues et al. showed that textural and clinical features
improve aggressiveness prediction and model interpretability [25], while Prata et
al. highlighted the importance of reproducible feature extraction for longitudinal
monitoring [26]. Hu et al. demonstrated that optimized, zoomed-DWTI acquisitions
can mitigate distortion and significantly enhance CNN sensitivity [27].

Beyond architecture design, robustness and cross-domain reliability have become
focal points. Li et al. presented an unsupervised domain-adaptation (UDA) frame-
work for DWI harmonization, improving AUCs from 0.73 to 0.79 for PI-RADS3 le-
sions and boosting out-of-distribution performance [28]. Other studies have shown
that anatomical priors, multimodal fusion, and SE-ResNet mechanisms strengthen
generalization under heterogeneous acquisition protocols [14, 29]. Foundation-model
investigations, such as Oliveira et al.s evaluation of the Segment Anything Model
(SAM), demonstrate that zero-shot segmentation achieves moderate Dice scores
( ~ 0.55) but can be adapted via few-shot tuning [30]. Transfer-learning studies
in brain MRI similarly confirm that pretrained features accelerate convergence and
improve data-efficiency in medical contexts [13].

Taken together, these works reveal a clear trajectory: from handcrafted features
toward unified deep-learning pipelines, from mpMRI to bpMRI, and from accuracy-
only reporting toward domain-adapted and interpretable models. However, most
prior efforts emphasize per-slice or lesion-level metrics and rarely evaluate model
fairness or calibration at the patient level. The current thesis extends this literature
by adopting patient-level aggregation, modality-wise comparison, and fairness-aware

evaluation to provide a reproducible and clinically interpretable benchmark across



ResNet-18, DenseNet-121, and EfficientNet-BO.

2.4 Fairness and Bias in Artificial Intelligence

Fairness in medical Al focuses on ensuring that model predictions remain equitable
across clinically relevant subgroups and do not propagate biases from data imbalance
or technical heterogeneity [31, 32]. Reviews emphasize three key bias sourcesdataset,
model, and deploymentand advocate continuous auditing and transparent reporting
[33-35]. In radiology, subgroup-balanced validation has yielded racially consistent di-
agnostic performance [36]. Methodological frameworks such as EEC-GIFT employ
ensemble and threshold-based calibration to enhance sensitivity while maintaining
equalized opportunity [37]. Beyond healthcare, mature fairness paradigms from rec-
ommender systems, including group-level parity and post-hoc calibration, provide
transferable foundations for fairness-aware medical imaging [38-40].

This thesis adapts these principles to prostate MRI by operationalizing fairness at
the tumor-subgroup level (zone, size, and lesion count). Subgroup metrics with con-
fidence intervals are computed to evaluate consistency across patient strata, while
threshold calibration via Youden’s J balances sensitivity and specificity, ensuring
comparable operating points among subgroups. This design bridges diagnostic ac-
curacy with fairness evaluation, aligning with the reproducibility and transparency
goals of modern clinical Al research.

2.5 Summary and Research Contributions

bpMRI has evolved into a cost-effective alternative to mpMRI for csPCa detection,
and compact CNN models like ResNet-18, DenseNet-121, and EfficientNet-B0 pro-
vide complementary design philosophies that enable fair and interpretable bench-
marking. Prior studies have already proved their strengths individually, ResNets
optimization stability, DenseNets robust feature reuse on limited data, and Efficient-
Nets accuracy efficiency balance-but gaps remain in external validity, calibration,
and fairness evaluation.

The proposed thesis work can mitigate the challenges presented by these re-
search questions as it provides a standardized and reproducible framework that (i)
preprocesses and aligns T2, ADC, and DWI data at the patient level; (ii) fine-tunes
the three CNN models with an equal set of hyperparameters for unbiased compari-
son; (iii) evaluates models using aggregated patient-level predictions and Youdens J
threshold optimization; and (iv) extends conventional evaluation with fairness anal-
ysis across tumor zone, size, and count. This proposed approach helps determine
the trade-off between accuracy and equity, revealing how measured operating points

can achieve fairer, more clinically robust prostate MRI classification.



In addition to benchmarking based on performances, the study emphasizes repro-
ducibility by using deterministic seeds, consistent preprocessing, and organizing the
storage of intermediate outcomes. The use of confidence intervals and McNemar’s
test for significance provides statistical validity. The Fairness assessment brings an
important dimension that has rarely been quantified in the context of research on
prostate images. The results validate that Fairness-aware calibration helps in en-
hancing subgroup calibration without compromising overall diagnostic capabilities.
In addition, by correlating experimental design with clinical decision-making pro-
cesses, this framework establishes a transparent reference model for future Al-based
prostate MRI studies. Including the aspect of patient-level aggregation and using
thresholds fills the gap between results obtained through the algorithm and results
interpreted in real-world scenarios. Overall, the study provides a robust, equitable,

and reproducible approach to evaluating deep learning models in medical imaging.



3 Description of Dataset

This study utilizes the publicly available Prostate158 dataset [41]. which comprises
multiparametric magnetic resonance imaging (mpMRI) data collected from 158 male
subjects with histopathologically confirmed or suspected prostate cancer. The pur-
pose of the dataset was to support studies on cancer detection, lesion segmentation,
and diagnostic modelling under actual clinical variability. It contains an extensive
collection of diffusion-based and structural MRI sequences gathered from many uni-
versities, hence constituting a diverse imaging population appropriate for creating
generalisable machine learning models.The scans were obtained using 3T MRI scan-
ners from several vendors, which results in slight differences in signal-to-noise ratio
and intensity scaling that represent actual multi-center imaging scenarios. The
dataset is useful for researching model robustness and harmonisation techniques
across acquisition processes because of these variances.

Although the dataset title indicates 158 subjects, a detailed inspection revealed
that only 139 patient folders contained complete sets of all three imaging modalities-
T2, DWI, and ADC. Due to missing or distorted modality data, the remaining cases
were disregarded. These 139 whole patient cases were thus included in this investi-
gation to guarantee consistent multimodal input throughout the dataset. To ensure
spatial correlation during preprocessing, the exclusion procedure was automated us-
ing integrity checks on the NIfTT headers and manually confirmed that each included
subject had aligned voxel dimensions across modalities and matching slice counts.

Only the training portion of the Prostatel58 dataset [41] was employed in this
research. Although a corresponding test dataset (DOI: 10.5281/zenodo.6592345)
is publicly available, it does not include ground-truth tumor annotations and is
intended for benchmark submissions.! It was therefore not included in this work.
For supervised learning and equitable model evaluation, the labelled training data
were instead internally separated into training and validation subsets, preserving
methodological repeatability and transparency. A stratified sampling method was
used to ensure proportional representation of lesion types and anatomical areas
across the subsets, minimizing potential bias from class imbalance

As shown in Table 3.1, the dataset includes three MRI types, T2, DWI, and
ADC, with each highlighting different tissue properties. The T2-weighted sequence
offers high-resolution anatomical information of the prostate gland, while DWI em-

phasizes regions of restricted diffusion, often corresponding to malignancies. ADC

LGround-truth segmentation labels are provided only in the training dataset, while the test
dataset is unlabeled to preserve benchmarking integrity. For this reason, only the training data
were used in this study, with internal data splitting for model validation.


https://doi.org/10.5281/zenodo.6592345

maps, derived from the DWI sequence, provide quantitative diffusion values that in-
versely correlate with tumor aggressiveness. These complementary modalities work
together to provide a thorough and clinically meaningful depiction of the anatomy
and pathology of the prostate. To make cross-modality fusion and slice-level compar-
ison easier, voxel dimensions were standardised and each modality was pre-aligned

in the axial plane.

Table 3.1 Summary of the Prostatel58 dataset.

Attribute Description Details
Number of patients Total MRI cases included 158 (139 used)
Imaging modalities Structural and diffusion-based | T2, DWI, ADC
MRI
Image resolution In-plane pixel size (average) 0.5-0.7 mm
Slice thickness Axial slices per volume 3-4 mm
Annotations Expert-delineated tumor regions | Binary (Tumor / Nor-
mal)
Tumor zones Anatomical localization Peripheral Zone (PZ),
Central Gland (CG)
Lesion count Number of lesions per patient Single / Multiple
Tumor size groups Based on volumetric segmenta- | Small / Large
tion
File format Standardized imaging format NIfTT (.nii)
Institutional sources Multiple clinical scanners Multi-center

Expert-annotated segmentation masks that identify tumor regions are included
with every MRI study in the dataset. Clinical reliability and annotation consistency
were guaranteed by the fact that these masks were created by skilled radiologists
and validated by inter-observer agreement. A balanced representation of anatomi-
cal subtypes is made possible by the inclusion of both peripheral and central gland
lesions, which also facilitates in-depth subgroup analyzes for subsequent assessment.
To reduce subjectivity in defining boundaries, the segmentation workflow used a
double-blind review process in which independent reviewers cross-checked annota-
tions.

Before proceeding to numerical summaries, Figure 3.1 presents an example
visualization of the three MRI modalitiesT2, DWI, and ADCfor the same patient

slice. This figure highlights the tumor region used for further segmentation and
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analysis and demonstrates how complementary each imaging type is.

DwI ADC

Figure 3.1 T2, DWI, and ADC slices from the same Prostate158 patient showing the
red-outlined tumor region across modalities.

As previously mentioned, each modality offers distinct diagnostic information:
ADC measures diffusion properties to gauge aggressiveness, DWI improves lesion
visibility through diffusion restriction, and T2 offers fine anatomical detail. This
multimodal integration contributes to a more thorough comprehension of prostate
pathology. Every modality underwent intensity normalisation during preprocessing
to minimise inter-scanner variability and guarantee uniform contrast ranges among
subjects.

Figure 3.2 illustrates the number of axial slices available in each MRI modal-
ity, differentiated by tissue class. Across all modalities, the figure displays a higher
proportion of slices of normal tissue than cancerous tissue. The clinical imaging real-
ity, which shows that malignant regions occupy a smaller spatial proportion within
the prostate volume, is reflected in this imbalance. This distribution guarantees
that clinical ratios between healthy and diseased tissue are encountered by diagnos-
tic models trained on this dataset. Subsequent training data augmentation included
methods such as rotations and flips to artificially enhance minority (cancer) samples

to counter this inherent imbalance.
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Figure 3.2 Distribution of normal and cancerous slices across T2, DWI, and ADC
modalities.

To determine the distribution of tumor sizes within the cohort, the volumetric
features of the annotated lesions were examined in addition to class proportions.
Segmentation masks were used to calculate lesion volumes, which were then divided
into six size intervals that were clinically significant. As illustrated in Figure 3.3,
the dataset exhibits a right-skewed distribution, with most lesions falling into the
intermediate-to-large size categories. This observation aligns with typical clinical
patterns, where detectable prostate tumors often exhibit volumes greater than 500
mm?. The corresponding bin counts are as follows: 0 (0-100 mm?), 4 (100-250
mm?), 11 (250-500 mm?), 22 (500-1000 mm?), 18 (1000-2000 mm?), and 28 (>2000
mm?). This quantitative summary demonstrates how well the dataset can be used
to assess model sensitivity across lesion scales, enabling stratified analysis of the

variations in performance between small and large tumors.
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Lesion Volume Distribution (patient level, exact)
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Figure 8.3 Lesion volume distribution among patients, divided into six clinical intervals
according to tumor size (mm?).

Understanding the anatomical and lesion-based makeup of the dataset is helpful
prior to examining volumetric patterns. Figure 3.4 presents two pie charts summa-
rizing the distribution of lesion zones and lesion counts across the 139 patients used
in this study.

Lesion Zones Lesion Count (Single vs Multi)

4 Multi
NoTumor
CG
Single

Mixed

Figure 3.4 Lesion zone and count distribution in the 139-patient Prostate158 subset.

As illustrated in Figure 3.4, single-lesion cases dominate the dataset ( ~ 81%),
while multi-lesion cases comprise less than one-fifth; anatomically, peripheral-zone le-
sions are most common, followed by central-gland and mixed cases, mirroring known
epidemiology. The dataset supports trustworthy generalisation across patient sub-
groups by combining diverse lesion volumes with a range of acquisition parameters
and lesion morphology, balanced imaging modalities, and clinically validated an-

notations. By reducing overfitting to particular imaging conditions and capturing
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realistic clinical variability, such heterogeneity improves the robustness of model eval-
uation. This statistically diverse, clinically grounded resource facilitates subgroup
fairness assessment, rigorous performance benchmarking, and high-performance clas-
sification. The experimental and methodology sections of this thesis go into great
detail about these topics.
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4 Methodology

This chapter presents the methodological framework used for the development and
training of deep learning models for the detection of prostate cancer. Building on
the dataset characterization presented in the previous chapter, this study used 139
subjects with complete T2, DWI, and ADC modalities along with expert-verified
(radiologist-annotated) tumor masks.

The methodology comprises data preprocessing, model training, performance
evaluation, and fairness analysis, following a systematic and reproducible workflow.
To analyze the MRI data for deep learning techniques, preprocessing was first ap-
plied to ensure a uniform input structure and quality. To prevent data leakage, the
processed data were then separated into patient-level training, validation, and test-
ing subsets. Each MRI modality (T2, DWI, and ADC) was used to independently
train three convolutional neural network architectures: ResNet-18, DenseNet-121,
and EfficientNet-B0. To align with clinical interpretation, slice-level predictions
were aggregated to patient-level decisions. Following evaluation, diagnostic met-
rics such as AUC, accuracy, sensitivity, and specificity were computed, and fairness
across tumor-related subgroups (zone, size, and lesion count) was analyzed. Finally,
the trade-off between predictive accuracy and fairness across tumor subgroups was
explored through threshold optimization.

All experiments were implemented in Python 3.10 and executed using modu-
lar .py scripts on a CUDA-enabled GPU (NVIDIA RTX series, 12 GB VRAM).
The computational setup integrated libraries including PyTorch for model training,
scikit-learn for evaluation, NumPy and Pandas for data processing, and Matplotlib
for visualization. This structured script-based approach ensured efficient experimen-
tation, reproducibility, and traceability across all phases.

An overview of the methodological workflow is shown in Figure 4.1, summarizing
the sequence from data preprocessing and model training to evaluation and fairness
analysis.
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Accuracy—fairness trade-off curve via
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Figure 4.1 Workflow of the proposed methodology.
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4.1 Data Preprocessing and Standardization

Since convolutional neural networks (CNNs) operate on two-dimensional inputs, the
three-dimensional MRI volumes from the Prostatel58 dataset were converted into
standardized two-dimensional slices suitable for CNN-based classification. The pre-
processing workflow included slice extraction, tumor mask handling, intensity nor-
malization, resizing, and quality validation.

Each subject contained MRI scans in three modalities: T2, ADC, and DWI. tu-
mor masks were available for T2 and ADC, while for DWI, labels were inherited
from the corresponding T2 slices after inter-modality alignment to maintain spa-
tial correspondence. Rigid registration (T2++>ADC) and EPI distortion correction
were applied before label transfer to reduce geometric mismatch between modalities.
Residual slice misalignments within one voxel were tolerated but flagged in logs for
traceability.

For each subject p and modality m € {T2, ADC, DWI}, the volumetric scan was
represented as

Vn(qp) c RH><W><D7

where H and W denote the in-plane dimensions and D represents the number of

axial slices. The binary tumor mask was defined as
M®) ¢ {0, 1H*WxD,
Axial slicing produced two-dimensional images
S,Sf?i =VW®( i), i=1,...,D.
Slice-level labels were assigned as

: (p) ;
y(p)A _ 1, if Zx,y My’ (z,y,1) > 0,

0, otherwise.

Slices containing tumor pixels were labeled as cancer, and those without as normal.

Spatial normalisation. All tumor masks have been resampled to isotropic
spacing (1 mm X 1 mm X 1 mm) before analysis, ensuring voxel dimensions were
physically consistent across subjects. tumor-size categories and volumetric measure-
ments were therefore defined in mm? rather than raw voxel counts, preventing bias
due to scanner resolution differences.

Intensity normalisation. To reduce inter-subject variability, each slice under-
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went minmax normalization,

g(p)‘ _ S?Sf,)i - min(‘s’r(g,)i)
" max(Séf?i) — HliIl(S,(f?i)’

followed by conversion to float values in [0,1] via ToTensor (), then normalized using
ImageNet mean and standard deviation statistics for compatibility with pre-trained
models. The optional 8-bit export (0-255) was used only for disk storage. All
slices have been resized to 224 x 224 pixels using bilinear interpolation to match the
CNN input requirements. Rationale. Per-slice minmax normalization standardizes
dynamic range despite scanner variability; we note as a limitation that it may amplify
slice-level noise and reduce inter-slice comparability. Alternatives (e.g., per-volume
z-score or Nyl histogram standardization) are left to future work.

Each subjects data were validated for missing files, corrupted slices, or mis-
matched dimensions between MRI volumes and tumor masks. Only subjects with
consistent, aligned data across all three modalities were retained for training and
evaluation. The resulting dataset for each modality m was defined as

Do = { (S0 i) | p € P i € [1,D,]},

m,i

where P is the set of retained subjects and D, represents the total slice count for
subject p. This standardized dataset provided a reliable foundation for CNN-based

prostate cancer classification.

To ensure reproducibility and consistency, a fully automated preprocessing pipeline
was designed to deal with volumetric MRI images and corresponding tumor masks.
All operations were performed at the slice level while preserving patient-level consis-
tency across modalities. For each subject, three-dimensional images were loaded into
memory, and tumor masks were verified for completeness and alignment. If a tumor
annotation was missing in a modality, an empty mask of identical dimensions was
substituted to prevent processing failure and to maintain uniform data structure.

The normalization process ensured that all intensity values were rescaled inde-
pendently per slice, thereby minimizing brightness variation due to scanner param-
eters, coil sensitivity, or acquisition settings. The choice of bilinear interpolation
during resizing helped preserve fine anatomical details and tumor boundaries with-
out introducing significant artefacts. Conversion to 8-bit grayscale reduced memory
requirements and computational load during training while maintaining sufficient
contrast for lesion discrimination.

All generated slices were systematically checked for data integrity, dimensional
compatibility, and label consistency. Any incomplete or corrupted data were auto-

matically excluded from further analysis. This pipeline ensured that each subject
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contributed a coherent set of high-quality slices across modalities, effectively bal-
ancing between class distribution and anatomical coverage. As a result, the final
prepared dataset exhibited homogeneous intensity characteristics, standardized spa-
tial resolution, and modality-aligned tumor annotationsessential prerequisites for
reproducible deep learning experimentation and fair model comparison. All prepro-
cessed slices and metadata were logged automatically to ensure traceability across

training runs.
4.2 Experimental Design and Data Partitioning

Following preprocessing and quality validation, the standardized slices were grouped
by patient and partitioned into training, validation, and testing sets to ensure un-
biased evaluation. To prevent correlated slices across subsets, which can artificially
inflate model performance, all slices from a single patient were assigned exclusively
to one partition.

As summarized in Table 4.1, the data set of 139 subjects was divided into

training, validation, and testing sets in a ratio of 70:10:20:
Nigain = 0.7TN, Ny = 01N, Ny = 0.2N, N =139.

Each subset contained all slices corresponding to its assigned patients:

Dtrain = U D(p)7 Dval = U D(p)7 Dtest = U D(p)

PE Pirain PEPya) PEPrest

Stratified sampling was applied at the patient-level to maintain a balanced dis-
tribution of cancerous and non-cancerous cases across splits, with randomization
controlled by a fixed seed (seed = 42) for reproducibility. This structure integrated
seamlessly with PyTorchs ImageFolder interface, facilitating consistent data loading

across all experiments.

Table 4.1 Patient-level data partitioning across models and modalities.

Split Patients | Percentage (%)
Training 97 70%
Validation 14 10%
Testing 28 20%

To ensure methodological consistency, all data partitioning was performed at the
patient level rather than the slice level. This design choice eliminated cross-patient
information leakage, ensuring that slices from the same subject were never shared

between training and testing phases. Balancing was performed using patient-level
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labels instead of slice counts, allowing equal representation of diagnostic categories
while accounting for inter-patient variability in slice numbers.

Each modality-T2, ADC, and DWI-was partitioned independently following the
same random seed to maintain reproducibility across experiments. The identical
seed value guaranteed that the same subjects contributed to the corresponding splits
in each modality, enabling fair and comparable evaluation among models trained on
different imaging types. The partitioning strategy produced three mutually exclusive
subject sets, ensuring that performance differences reflected model capability rather
than variations in data composition.

Additionally, a stratified shuffle-split logic was used to minimize randomness
while maintaining statistical balance. This ensured that both training and valida-
tion sets contained representative examples of prostate regions with and without
lesions, allowing the models to generalize effectively to unseen patients. The chosen
split ratio provided a sufficiently large training pool for parameter optimization, an
independent validation subset for threshold selection and early performance moni-

toring, and a test subset strictly reserved for the final evaluation.

4.3 Model Architectures

Following preprocessing and dataset partitioning, three convolutional neural network
(CNN) architectures-ResNet-18, DenseNet-121, and EfficientNet-BO-were selected
for comparative evaluation. These models represent three distinct design philoso-
phies in deep learning: residual learning, dense connectivity, and compound scaling.
Each architecture has been widely adopted in medical imaging owing to its balance
between representational power, computational efficiency, and transferability to lim-
ited datasets [17, 18, 21]. All networks were initialized with ImageNet-pretrained
weights to leverage transferable low-level features before domain-specific fine-tuning
on prostate MRI data.

ResNet-18. The Residual Network (ResNet-18) [42] introduced residual shortcut

connections that allow identity mappings to bypass one or more layers:

where F'(x) represents the residual transformation learned by the network. This
mechanism enables stable gradient propagation, effectively addressing vanishing-
gradient problems and allowing deeper architectures to be optimized efficiently.
Recent interpretability work by Longon etal. [15] shows that residual streams dy-
namically regulate feature flowselectively mixing, skipping, or overwriting activa-

tions, thereby producing scale-invariant and semantically consistent representations.
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ResNet-18 consists of an initial 7 x 7 convolutional layer followed by four residual
stages (64-512 channels), a global average pooling layer, and a fully connected clas-
sifier. With approximately 11.2 million trainable parameters, ResNet-18 provides a
robust trade-off between depth and efficiency, offering stable convergence and reli-

able performance across biomedical image classification tasks.

DenseNet-121. The Densely Connected Convolutional Network (DenseNet-
121) [16] builds on the idea of feature reuse by connecting each layer to all preceding

layers within a dense block:
X = Hl([l'o, T1y... ,331,1]),

where H;(-) denotes a composition of batch normalization, ReLU activation, and
convolution. This design maximizes information flow, mitigates vanishing gradients,
and improves parameter efficiency. DenseNets layer-wise concatenation encourages
deep supervision and the integration of multi-scale features, leading to compact
yet highly expressive models [17]. The 121-layer configuration comprises four dense
blocks separated by transition layers that perform compression via 1x 1 convolutions
and pooling. With roughly 8 million parameters, DenseNet-121 achieves an excellent
balance between model complexity and discriminative power. In clinical imaging,
DenseNet-121 has shown superior precision compared with MobileNet and Efficient-
Net variants, achieving 85.98% accuracy in prostate cancer diagnosis tasks [18]. Its
architectural compactness and efficient gradient propagation make it particularly

well suited for prostate MRI data, where sample sizes are relatively limited.

EfficientNet-B0. EfficientNet-BO [19] represents a new generation of optimized
architectures that achieve high accuracy with minimal computational overhead
through compound scaling. Unlike conventional models that scale only depth or
width, EfficientNet jointly scales depth, width, and resolution via a compound
coefficient:

depth = a®?, width = 8%, resolution = ¥,

where constants «, (, and v are empirically determined through neural architec-
ture search. This unified scaling rule ensures consistent accuracy gains without
a proportional increase in computation, enabling the B0 baseline to achieve state-
of-the-art ImageNet accuracy with 8.4(E fewer parameters than comparable mod-
els [19]. The architecture employs Mobile Inverted Bottleneck Convolutions (MB-
Conv) with depthwise separable operations and linear projections, combined with
Squeeze-and-Excitation (SE) modules that adaptively recalibrate channel responses

[20]. With approximately 5.3 million parameters, EfficientNet-B0 offers a strong
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accuracy-efficiency trade-off ideal for medical imaging applications with constrained
GPU resources. Recent work integrating EfficientNet-BO with Grad-CAM-based
explainability has demonstrated interpretable tumor localization and 98.7% classifi-
cation accuracy in MRI-based brain tumor detection [21], reinforcing its suitability
for high-performance yet transparent diagnostic modeling.

Collectively, these architectures bring complementary strengths for prostate MRI
classification. ResNet-18 contributes interpretability and stable gradient propaga-
tion, DenseNet-121 enhances compactness and feature reuse, and EfficientNet-B0
offers optimal performance under computational constraints through principled scal-
ing. Their inclusion enables a balanced and reproducible comparison of accuracy,
sensitivity, specificity, and fairness across T2-weighted, ADC, and DWI modalities

in this thesis.

4.4 Training Configuration

Each network described in Section 4.3 was trained under an identical configura-
tion to ensure fair and unbiased comparison across architectures and modalities.
The three pre-trained convolutional neural networks, ResNet-18, DenseNet-121, and
EfficientNet-B0, were fine-tuned separately on the T2, ADC, and DWI modalities,
resulting in nine independent training runs. All experiments followed the same pre-
processing pipeline, hyperparameters, and evaluation setup to maintain consistency
and reproducibility.

Training employed the Adam optimizer (51 = 0.9, 8 = 0.999) with an initial
learning rate of 1 x 1073, adaptively reduced by a factor of 0.1 if the validation
AUC failed to improve for three consecutive epochs. Each model was trained for
20 epochs with a batch size of 32 and a fixed random seed of 42 to ensure deter-
ministic behavior. Binary cross-entropy loss with inverse frequency weighting was
used to address class imbalance between cancerous and non-cancerous slices. Light
data augmentationhorizontal and vertical flips, and small-angle rotations (£10°)-
was applied to enhance generalization while preserving anatomical consistency. All
slices were scaled to the [0,1] range, normalized using ImageNet mean and standard
deviation, and processed in mixed precision (FP16) to optimize GPU efficiency. A

summary of the key hyperparameters and setup is given in Table 4.2.
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Table 4.2 Training configuration used for all CNN architectures and modalities.

Parameter Settings

Optimizer Adam (8; = 0.9, 52 = 0.999)

Learning rate 1 x 1073 with decay (factor 0.1, patience 3)
Batch size 32

Epochs 20

Loss function Binary Cross-Entropy (class-weighted)
Augmentation Flips, £10° rotation

Normalization [0,1] scaling + ImageNet mean/std

Precision mode | Mixed FP16 for GPU efficiency

Checkpointing Best model by validation AUC

Seed 42 (deterministic reproducibility)

Hardware NVIDIA RTX GPU, CUDA 12.x, PyTorch 2.x

During training, model checkpoints were saved after each epoch, and the check-
point achieving the highest validation AUC was chosen as the final model. The
validation subset (10% of patients) was used exclusively for convergence monitor-
ing, learning-rate scheduling, and threshold calibration via Youdens J. All trained
weights, per-epoch AUC metrics, and learning-rate logs were automatically stored in
structured directories (runs/, outputs/) for downstream analysis. All experiments
were executed on an NVIDIA RTX series GPU (12 GB VRAM) using CUDA 12.3
and PyTorch 2.2, with each 20-epoch run taking approximately 1.5-2 hours depend-
ing on the modality. This standardized configuration ensured comparability, repro-
ducibility, and efficient training across all CNN architectures and MRI modalities.

4.5 FEvaluation Design

The evaluation procedure was designed to provide a clinically meaningful and statis-
tically reliable assessment of model performance. Because each subjects MRI scan
consists of multiple correlated slices, evaluation was performed at the patient level to
prevent optimistic bias arising from slice-level dependencies. This approach reflects
clinical practice, where diagnosis is made per patient rather than per image slice.
Each model generated slice-level probabilities indicating the likelihood of cancer

presence. These probabilities were aggregated using mean pooling:

1
®_ LN,
Pr=5N Z“ i

P

where p?

2

) is the predicted probability for slice i of patient p, and N, is the total

number of slices for that patient. Mean pooling provided a balanced estimate of
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malignancy probability, mitigating the influence of noisy or anomalous slices while
ensuring equal contribution from each patient. Alternative strategies (e.g., max
pooling or top-k pooling) can emphasize small focal lesions but risk over-weighting
noise; a systematic comparison of pooling methods is left for future work.

To convert probabilities into binary predictions, the optimal threshold was de-

termined using Youdens J statistic:
J(t) = Sensitivity(t) 4+ Specificity(t) — 1.

The threshold ¢t* maximizing J(t) on the validation set was applied to test predic-
tions, allowing each modelmodality combination to operate at its most balanced
trade-off between false positives and false negatives.

Model performance was evaluated using four key patient-level metrics: AUC,
Sensitivity, Specificity, and Accuracy, computed using trapezoidal integration. AUC
served as a threshold-independent measure of the models ability to discriminate
between cancerous and non-cancerous patients, while the other metrics provided
threshold-dependent diagnostic insight. All metrics were computed at the patient
level and reported with 95% confidence intervals estimated via stratified bootstrap-
ping to preserve class balance. The same held-out test set was used across all experi-
ments, ensuring that performance differences reflected only architectural or modality
variations. This unified and reproducible evaluation protocol established a consistent
and clinically interpretable framework for comparing model performance across all
configurations. The overall evaluation workflow-covering patient-level aggregation,
validation threshold calibration, and test-set metric computationis summarized in
Algorithm 1.
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Algorithm 1 Unified Evaluation and Patient-Level Aggregation (for ResNet-18,
DenseNet-121, EfficientNet-B0)

Require: Trained model M; validation loader L.,; test loader Lies

Ensure: Patient-level metrics on test set (AUC, Accuracy, Sensitivity, Specificity)
and validation threshold ¢*
Step 1: Collect slice-level predictions
1: For each mini-batch in L, and Liest:

2: Compute slice probability p; = P(cancer | slice;)

w

Store triplets (patient_id;, p;, ;)
Step 2: Aggregate to patient level (mean pooling)
For each patient wu:

Collect all slices {i : patient_id, = u}

Compute patient probability P, = mean{p;}

Set patient label Y,, = majority label over {y;}

Step 3: Calibrate threshold on validation patients

8: Using (Y, P,) for validation patients, compute ROC

9: Choose t* that maximizes Youdens J: J(t) = Sensitivity(¢) + Specificity(¢) — 1
Step 4: Evaluate on test patients

10: Apply t* to test patient probabilities: Y, = K[P, > t*]

11: Compute AUC using (Y, P,) on test

12: Compute Accuracy, Sensitivity, and Specificity using (Y, }Afu)

13: (Optional) Estimate 95% confidence intervals via patient-level bootstrapping

4.6 Analysis Pipeline

A comprehensive analysis pipeline was developed to evaluate model reliability, sta-
tistical significance, fairness, and robustness. The workflow integrated uncertainty
estimation, subgroup-based performance analysis, and stability validation to ensure
a rigorous and unbiased assessment of model behavior across patients and modali-

ties.

Confidence Estimation

Non-parametric bootstrap resampling was employed to compute 95% confidence

intervals for key evaluation metrics-accuracy, sensitivity, and specificity:

Clyso (M) = [Q2.5(M*)7 Q97.5(M*)},

where M* represents bootstrap replicates and (o5, Q7.5 denote the 2.5th and 97.5th

percentiles. In total, 1,000 bootstrap iterations were performed by randomly resam-
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pling patients with replacement and recalculating each metric; patient resampling
was stratified by cancer status to maintain class balance. This procedure provided
a robust estimate of statistical uncertainty, quantifying the reliability and stability

of performance outcomes across CNN architectures and imaging modalities.

Significance Testing

Pairwise statistical comparison between models was conducted using McNemars
test: )
5 (|nor —no| — 1)

No1 + N1o

where ng; and njy denote the number of patients misclassified by one model but not
the other. P-values less than 0.05 showed that there were statistically significant
differences in classification outcomes. Multiple comparisons were controlled using
the Holm-Bonferroni procedure (family-wise o = 0.05). This non-parametric test
was appropriate for matched binary outcomes and enabled patient-level comparison

on identical test sets.

Fairness Evaluation

Fairness analysis examined whether models maintained consistent performance
across tumor-related subgroups. Subgroup data were extracted from the main
dataset using an automated tumor analysis script that processed ADC-based
voxel-level masks. FEach annotation was resampled to isotropic 1 mm spacing
before connected-component analysis to ensure physically consistent measurements
across subjects. Lesion volume (in mm?) determined the tumor size categorySmall
(< 1,000 mm?), Medium (1,000-5,000 mm?), or Large (>5,000 mm?). The number
of connected components defined lesion count as Few (< 3) or Many (> 3). Lesion
zone was taken from available annotations when present; when unavailable, a proxy
based on axial position (PZ/CG/Mixed) was used and treated as an approximation
in the limitations. When multiple expert annotations existed, extracted features
were combined to ensure consistent and reliable subgroup classification.

For each subgroup g, patient-level performance metrics, for example, accuracy
and sensitivity (M) were calculated, and disparities between subgroups were quan-
tified as

AM = | My, — My,|.

Bootstrap resampling (1,000) iterations) was again applied to estimate confidence in-
tervals for subgroup metrics, ensuring that fairness gaps were statistically supported
rather than random fluctuations.
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Accuracy-Fairness Trade-off

To investigate the trade-off between predictive accuracy and subgroup fairness, the
classification threshold was systematically varied around the optimal Youden’s .J
value. At each threshold ¢, both overall accuracy and the fairness gap (AM) were
recomputed, generating threshold-performance curves. The operating point was se-
lected by maximizing validation accuracy subject to the constraint |[AAccuracy| <
0.20 across tumor-size subgroups. The resulting model is then evaluated on the
held-out test set. This analysis identified balanced configurations that minimized
fairness disparity while maintaining high diagnostic accuracy, revealing how calibra-

tion choices affect equitable performance.
Robustness Assessment

Model robustness was assessed through a repeated, patient-level stratified cross-
validation framework implemented in PyTorch. For each combination of CNN archi-
tecture (ResNet-18, DenseNet-121) and MRI modality (T2-weighted and ADC), the
dataset was partitioned into five folds at the patient level, ensuring that slices from
the same subject never appeared in both training and validation sets. Each exper-
iment was repeated five times using different random seeds to capture the impact
of stochastic variations in initialization, data shuffling, and optimization dynamics,

resulting in a total of 25 training-validation runs per configuration.

During each run, the model was trained for up to five epochs using the Adam
optimizer with a learning rate of 1073, weight decay of 1074, and a batch size of 32.
Early stopping with a patience of two epochs was applied based on validation AUC
to prevent overfitting. The epoch corresponding to the highest validation AUC was
retained as the optimal checkpoint for evaluation. Performance metrics-Accuracy,
Sensitivity, Specificity, and AUC were computed at the patient level following the
standardized evaluation procedure described in Section 4.5.

To quantify the stability of each modelmodality configuration, fold-level results from
all repetitions were aggregated to compute the mean (M) and standard deviation
(oa) across R x K = 25 validation outcomes. A lower o), indicated higher consis-
tency and robustness across random partitions and training seeds. This repeated
cross-validation approach provided a statistically grounded measure of model stabil-
ity, revealing how architectural and modality choices influenced performance repro-
ducibility.

By averaging outcomes across multiple folds and repetitions, the robustness frame-
work minimized the influence of random initialization, class imbalance, and data

ordering effects. The resulting aggregated metrics thus represent a reliable and
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reproducible estimate of true model generalization performance, ensuring that ob-
served differences across CNN architectures and MRI modalities reflect systematic

trends rather than random variability.
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5 Results and Analysis

This chapter describes the experimental results obtained through training and test-
ing deep learning models on bi-parametric MRI data for the detection of prostate
cancer. All results presented in this chapter have been obtained at a patient level
and have been done through slice aggregation and thresholding with Youden’s J.
Whenever applicable, results have been presented with 95% Confidence Intervals

obtained through non-parametric Bootstrapping.

5.1 Performance Across Models and Modalities

Table 5.1 presents the patient-level results of ResNet-18, DenseNet-121, and
EfficientNet-B0O across the three MRI modalities-T2, ADC, and DWI. All metrics
were computed using Youden’s J-optimized thresholds derived from the validation
set, ensuring consistent calibration and preventing threshold bias between models.
Overall, the results show moderate but stable classification performance, consistent
with the inherent challenge of detecting prostate lesions from single-sequence MRI
data. Performance differences among models and modalities are mainly attributed
to variations in feature richness, image contrast, and robustness of probability
calibration.

ADC-based models demonstrated the strongest and most consistent discrimina-
tion, particularly for ResNet-18 and DenseNet-121 (AUC = 0.70 - 0.72, accuracy ~
0.75). Their ROC and PR curves exhibit steep initial slopes and sustained precision,
indicating that diffusion-derived information provided the clearest tumortissue sepa-
rability. This is physiologically consistent: the apparent diffusion coefficient (ADC)
highlights differences in water mobility within prostate tissue, allowing malignant
regions to be more easily distinguished from normal parenchyma. Both ResNet-18
and DenseNet-121 maintained balanced sensitivity ( =~ 0.8) and specificity ( ~ 0.7),
confirming well-calibrated confidence distributions and stable decision boundaries.
EfficientNet-B0, while achieving lower ADC discrimination (AUC = 0.55), reached
the highest specificity (0.94), indicating a conservative prediction regime. The nar-
rower 95% confidence intervals for ADC-based models (Table 5.1) further support
their reliability and reproducibility across bootstrap samples.

In contrast, T2-weighted models exhibited weaker discrimination (AUC =
0.49 - 0.66) and required higher thresholds (0.82 - 0.97) for positive classification.
DenseNet-121 and EfficientNet-B0O in particular relied on thresholds above 0.95,
reflecting conservative decision boundaries and prioritization of specificity. This

bias arises from the limited tissue contrast in T2-weighted imaging, where benign
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hyperplasia or stromal variation can resemble cancerous texture. The flatter ROC
shapes and early precision decay in the PR curves (Figure 5.1) visually confirm this
behavior. Such high thresholds indicate that models required extremely confident
predictions to classify a case as cancer-positive, a trade-off consistent with cautious
clinical interpretation.

The DWI modality produced the most variable results. DenseNet-121 achieved
the highest single AUC (0.78) but exhibited significant sensitivity-specificity imbal-
ance (0.91 / 0.41). This pattern, visible as a steep rise followed by rapid flattening in
the ROC curve, reflects aggressive detection behavior, many true positives are cap-
tured early, but at the cost of false positives due to diffusion noise and susceptibility
distortions. ResNet-18 maintained smoother ROC curves and moderate sensitivity
( =~ 0.45-0.47), suggesting more conservative calibration, whereas EfficientNet-B0
achieved balanced yet moderate results, reflecting its smaller capacity and stronger

regularization under limited medical data.

Table 5.1 Patient-level performance across models and modalities using Youden’s J-
optimized thresholds.

Model Modality AUC Accuracy |y oshold | Sensitivity
(95% CI) (95% CI) / Specificity

T2 0.63 [0.41-0.83] | 0.68 [0.50-0.86] 0.82 0.73 / 0.65

ResNet-18 ADC 0.72 [0.47-0.91] | 0.75 [0.57-0.89] 0.83 0.82 / 0.71
DWI 0.62 [0.40-0.84] | 0.46 [0.29-0.64] 0.57 0.45 / 0.47

T2 0.49 [0.27-0.74] | 0.61 [0.43-0.79] 0.97 0.27 / 0.82

DenseNet-121 | ADC 0.70 [0.46-0.91] | 0.75 [0.57-0.89] 0.68 0.64 / 0.82
DWI 0.78 [0.58-0.95] | 0.61 [0.43-0.79] 0.88 0.91 / 0.41

T2 0.66 [0.44-0.86] | 0.61 [0.43-0.79)] 0.95 0.45 / 0.71

EfficientNet-B0 | ADC 0.55 [0.28-0.80] | 0.69 [0.50-0.86] 0.81 0.27 / 0.94
DWI 0.65 [0.42-0.85] | 0.69 [0.50-0.86] 0.70 0.45 / 0.82

Figure 5.1 provides visual confirmation of these patterns. The ROC and PR plots
distinctly separate the behavior of modalities. In the ADC row, all three models
show convex ROC shapes and sustained PR precision across recall values, illus-
trating well-calibrated predictions. In contrast, T2 curves are flatter and closer to
the diagonal, demonstrating near-random performance, especially for DenseNet-121-
T2. DWI results show marked inter-model differences: DenseNet-121 achieves the
highest ROC area but suffers from rapid precision decline, whereas ResNet-18 and
EfficientNet-B0O curves fluctuate due to unstable diffusion signals. The consistency
between these figures and the tabulated metrics confirms that both quantitative and

visual evaluations align.
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ROC & PR Across T2 / ADC / DWI
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Figure 5.1 ROC and PR curves across T2, ADC, and DWI. Panels (a-c): ROC; (d-f):
PR.

The reported 95% confidence intervals, computed using 1,000 bootstrap iterations,
quantify the statistical uncertainty introduced by the limited patient count. Al-
though overlapping intervals indicate that some differences are not statistically signif-
icant, the narrower bounds in ADC results highlight greater reproducibility. These
intervals, when viewed alongside ROC and PR trends, confirm that performance dif-
ferences primarily stem from model architecture and modality-specific image charac-
teristics rather than random variation. The wider intervals in DWI models suggest
sensitivity to acquisition artefacts and inter-patient variability, whereas tighter in-

tervals in ADC imply more stable lesion representation across patients.

From a methodological standpoint, the variability in thresholds (0.57-0.97) and met-
ric balances reflects differences in model calibration, loss dynamics, and underlying
modality contrast. High thresholds in T2 (up to 0.97) indicate cautious decision-
making under ambiguous intensity gradients, while moderate thresholds in ADC
and DWI suggest better probability scaling. The balanced sensitivity specificity ob-
served in ResNet-18 and DenseNet-121 ADC underscores effective convergence and
robust optimization. Overall, the models exhibited behavior consistent with known
clinical imaging characteristics: ADC-based performance aligns with expected diffu-
sion sensitivity to malignancy, while T2 and DWI reveal the limitations of structural

and high-noise contrasts, respectively.

In summary, ADC consistently provided the strongest diagnostic signal, enabling

reliable tumor discrimination with narrow confidence bounds and stable calibration.
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DenseNet-121 exploited these features most effectively, while ResNet-18 maintained
the most consistent cross-modality behavior. Although EfficientNet-BO lagged
slightly due to limited capacity, its conservative predictions contributed to higher
specificity. Together, these findings confirm that single-modality CNNs can general-
ize within their respective image domains and that integrating T2, ADC, and DWI

modalities could further enhance lesion detection accuracy and clinical robustness.
5.2 Confusion Matrices

To visualise patient-level classification outcomes, Figure 5.2 below shows the con-
fusion matrices derived for each model-modality combination using the optimal
Youden’s J thresholds identified during validation. FEach of the matrices summa-
rizes the distribution of TN, FP, FN, and TP based on test predictions, providing
an interpretable breakdown of model decisions in terms of clinically relevant classi-
fication outcomes.

Across all models, distinct modality-dependent patterns emerge that are con-
sistent with the quantitative metrics reported in Section 5.1. ADC-based models
achieve the most balanced results, demonstrating stable ratios between TP and TN
counts. In contrast, T2-weighted and DWI models exhibit asymmetric error dis-
tributions, reflecting reduced tissue contrast and higher noise levels, respectively.
These visual patterns reinforce the earlier observation that modality characteristics,
rather than architectural differences, predominantly determine achievable classifica-
tion fidelity.
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Figure 5.2 Confusion matrices for all models across MRI modalities using Youden’s
J-optimized thresholds.

ResNet-18. ResNet-18 demonstrates consistently balanced performance across
modalities. In the ADC modality, the model achieved 12 TN and 9 TP, with only
5 FP and 2 FN, confirming strong discriminative ability and stable calibration. T2
performance was slightly weaker (11 TN, 8 TP, 6 FP, 3 FN), consistent with its
moderate AUC (0.63) and higher threshold of 0.82 reported in Table 5.1. On DWI,
increased FP (9) and FN (6) counts highlight sensitivity to diffusion artefacts, yet
the relatively even TP /TN distribution indicates that ResNet-18 retained moderate
generalization. Overall, ResNet-18 exhibited the most uniform sensitivity-specificity
trade-off, aligning with its reputation for stable optimization and controlled feature
abstraction.

DenseNet-121. DenseNet-121 displayed stronger performance on ADC but higher
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variability across modalities. In the ADC matric, the model produced 14 TN and
7 TP, with 3 FP and 4 FN, showing effective discrimination with a slightly conser-
vative bias. This pattern reflects DenseNets ability to capture fine-grained diffusion
features while maintaining relatively high specificity. However, on T2, DenseNet-121
became overly conservativel4 TN, 3 TP, 4 FP, and 8 FN-leading to under-detection
of positive cases. Conversely, in DWI, the model over-predicted positives (10 TP
vs. 7 TN), generating a large number of FP, which is reflected in the ROC curve
as a high-sensitivity /low-specificity imbalance. This modality-sensitive behavior in-
dicates that DenseNets deeper architecture, while effective for structured diffusion
patterns, is more susceptible to threshold calibration errors in noisier imaging do-

mains.

EfficientNet-B0. EfficientNet-B0 presented the most conservative decision bound-
ary among the three architectures, particularly on ADC data, where it achieved
16 TN and only 3 TP, misclassifying 8 FN but minimizing FP to just one case. This
high specificity (0.94) is consistent with the results in Table 5.1 and the sharp PR
precision drop observed in Figure 5.1. On T2 (12 TN, 5 TP, 6 FP, 6 FN) and
DWI (14 TN, 5 TP, 3 FP, 6 FN), the model demonstrated similar conservative ten-
dencies, showing reluctance to predict positive cases unless highly confident. While
this leads to lower sensitivity, it also reduces false alarmsan acceptable trade-off
in clinical scenarios where over-diagnosis carries higher cost or risk. The behavior
reflects EfficientNets small parameter budget and strong regularization, which limit

overfitting but constrain its ability to exploit subtle tumor cues.

ADC remains the most reliable modality, showing the clearest separation between
malignant and benign cases and the fewest misclassifications across all architectures.
T2 results are clinically plausible but limited by weaker structural contrast, leading
to more false negatives, especially in DenseNet12 T2. DWI introduces signal dis-
tortion and variability, contributing to inconsistent FP/FN patterns and explaining
the broader confidence intervals reported earlier. Collectively, these matrices con-
firm that observed differences across networks arise primarily from modality-driven

information richness and architectural sensitivity rather than random variation.

In conclusion, the confusion matrices provide qualitative validation of the quanti-
tative findings in Section 5.1. They confirm that ADC-based predictions achieved
the most stable diagnostic balance, T2 performance was constrained by contrast
ambiguity, and DWI suffered from signal instability. These findings strengthen the
overall interpretation that multimodal integrationcombining the complementary in-
formation of T2, ADC, and DWIcould yield improved sensitivity and generalization

in prostate cancer detection.
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5.3 Statistical Significance Analysis

Pairwise comparisons between the CNN architectures were conducted using McNe-
mars test to assess whether observed differences in patient-level predictions were
statistically significant. This analysis complements the quantitative results in Sec-
tion 5.1 and the qualitative observations in Section 5.2, providing a formal test of
whether inter-model disagreements reflect genuine performance differences or ran-
dom variation.

Table 5.2 summarises the McNemar test results across the three MRI modali-
ties. For the T2-weighted data, the comparison between ResNet-18 and DenseNet-
121 yielded a statistically significant difference (p < 0.01), indicating that DenseNet
achieved more consistent classification outcomes than ResNet. However, no signif-
icant differences were found between DenseNet and EfficientNet-BO (p > 0.05) or
between ResNet and EfficientNet-B0, suggesting broadly comparable decision pat-
terns among these two architectures for T2-weighted imaging.

Within the ADC modality, ResNet and EfficientNet differed significantly (p <
0.01), whereas the ResNet-DenseNet and DenseNet-EfficientNet pairs did not. This
outcome aligns with the quantitative metrics in Section 5.1, where ADC-based mod-
els exhibited the most reliable discrimination and convergence in their decision
boundaries. The lack of significance between DenseNet and EfficientNet further
supports their similar behavior when processing diffusion-derived features.

For the DWI modality, the differences were more pronounced. Both ResNet-
EfficientNet (p < 0.05) and DenseNet-EfficientNet (p < 0.001) pairs exhibited sta-
tistically significant discrepancies, indicating that EfficientNet behaved distinctly
from the other two networks on diffusion-weighted inputs. This result is consistent
with the higher variability and noise sensitivity observed for DWI in Section 5.1,
where architectural regularisation and feature aggregation differences led to diver-

gent predictions.
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Table 5.2 McNemar’s test results comparing model pairs across modalities.

Modality | Model 1 | Model 2 p-value | Significance
ResNet DenseNet 0.007812 p < 0.01

T2 ResNet EfficientNet | 0.125000 n.s.
DenseNet | EfficientNet | 0.125000 n.s.
ResNet DenseNet 0.387695 n.s.

ADC ResNet EfficientNet | 0.006348 p < 0.01
DenseNet | EfficientNet | 0.145996 n.s.
ResNet DenseNet 0.179565 n.s.

DWI ResNet EfficientNet | 0.031250 p < 0.05
DenseNet | EfficientNet | 0.000488 p < 0.001

Note. n.s. = not significant (p > 0.05). Bold values indicate statistically significant differences
between models for a given modality. All p-values were interpreted under HolmBonferroni

correction for multiple comparisons (family-wise a = 0.05).

Overall, the statistical tests reveal that significant inter-model differences are
modality-dependent: T2 and DWI exhibited selective pairwise disparities, whereas
ADC showed general stability and closer agreement across networks. These findings
reinforce the earlier conclusion that ADC provides the most reliable diagnostic signal,

while DWI remains the most sensitive to architectural variation.

It should be noted that McNemars test evaluates pairwise prediction differences
on a single test set and does not account for uncertainty across resamples. Thus,
the reported p-values reflect significance under the given data partition rather than

population-level variability.
5.4 Fairness Analysis

To assess whether the CNN models behaved equitably across clinically relevant pa-
tient subgroups, a fairness analysis was conducted by comparing accuracy, sensitivity,
and specificity across lesion zones, tumor sizes, and lesion counts. This evaluation
aimed to determine whether specific patient or lesion characteristics systematically
influenced prediction quality, thereby revealing potential data- or model-driven dis-

parities.
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Table 5.3 Absolute fairness gaps (|A|) in accuracy, sensitivity, and specificity between
subgroup pairs.

Subgroup | Comparison N;/N3 | |AAccuracy]|

|ASensitivity|| |ASpecificity|
Lesion Zone | Mixed vs PZ 159/93 0.05 0.56 0.07
tumor Size | Large vs Medium | 27/57 0.03 0.00 0.03
tumor Size | Large vs Mixed 27/144 0.26 0.56 0.26
tumor Size | Large vs Small 27/24 0.15 0.00 0.15
tumor Size | Medium vs Mixed | 57/144 0.23 0.56 0.23

Overall, Table 5.3 shows the fairness gaps remained moderate but demonstrated
consistent, clinically interpretable trends. The observed disparities primarily re-
flect variations in lesion morphology and imaging visibility rather than systematic
algorithmic bias, suggesting that the CNNs generalised comparably across most sub-

groups.

Tumor Size. The largest disparities were observed in the tumor-size comparisons,
particularly between large and mixed lesions, where accuracy and specificity gaps
approached 0.25 and sensitivity differences reached up to 0.56. This indicates that
tumors with irregular or heterogeneous dimensions were more challenging to classify
consistently, likely due to blurred lesion boundaries, varying signal intensity, and
irregular morphology. In contrast, comparisons involving medium and large tumors
exhibited smaller gaps (|Aaccuracy| < 0.1), suggesting that the models performed

more reliably on uniformly sized and well-defined lesions.

Lesion Zone. Lesion-zone disparities were comparatively minor, with |Aaccuracy| ~
0.05 and |Aspecificity| ~ 0.07, indicating stable performance between peripheral-
zone (PZ) and mixed-zone tumors. This consistency suggests that the learned
features were largely spatially invariant and not biased toward a specific anatomical

region within the prostate.

Lesion Count. Lesion-count differences exhibited patterns similar to those ob-
served for lesion zones, with the largest sensitivity gap (|A| = 0.56) between few-
and many-lesion subgroups. Patients with multiple lesions often show higher intra-
patient variability and overlapping tissue characteristics, making them more diffi-
cult to classify correctly. However, the relatively small accuracy and specificity gaps
(JA] < 0.07) indicate that this variability primarily affected sensitivity rather than
overall predictive stability.

The heatmap in Figure 5.3 visually confirms that sensitivity contributed most
to fairness variability across all subgroup dimensions, whereas accuracy and speci-

ficity remained comparatively consistent. This trend is realistic in medical imaging
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Figure 5.3 Average absolute fairness gaps across subgroup dimensions and metrics.

contexts, where small or heterogeneous lesions often yield lower sensitivity due to
low contrast or ambiguous boundaries. Hence, the observed variations primarily
reflect inherent clinical and imaging factors rather than biased model behavior, un-
derscoring that the CNNs maintained equitable performance across patient and le-
sion subgroups. Moreover, the stability of accuracy and specificity across subgroups
suggests that the applied threshold calibration via Youden’s J contributed to bal-
anced decision boundaries. This indicates that fairness-aware evaluation benefited
from calibrated outputs, ensuring that model performance differences arose from in-
trinsic imaging characteristics rather than inconsistent probability scaling, thereby

supporting the robustness and clinical generalisability of the trained CNN models.

5.5 Accuracy—Fairness Trade-off

To examine the interplay between diagnostic performance and subgroup equity, a
patient-level accuracy-fairness trade-off analysis was performed. This analysis eval-
uated how overall classification accuracy changes as the maximum fairness gap
(|AAccuracy|) across tumor-size subgroups is progressively constrained through
fairness-aware calibration. The objective was to assess whether improving subgroup
equity leads to a meaningful compromise in diagnostic performance.

At the baseline operating point (Youden’s J = 0.80), the model yielded a mean
patient-level accuracy of around 0.63, accompanied by a fairness gap of about 0.30
across tumor-size subgroups. This configuration delivered moderate diagnostic per-
formance but uneven behavior across lesion categories, indicating that the model

favored larger or more clearly defined tumors while being less reliable for smaller
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Figure 5.4 Patient-level accuracy—fairness trade-off curve.

or heterogeneous ones. Such imbalance is common in prostate MRI analysis, where
lesion size strongly correlates with image contrast and detectability.

As fairness regularization was applied, progressively constraining the maximum
permissible gap, accuracy initially increased, reaching a near-optimal point at the
mitigated configuration (gap < 0.20). At this setting, accuracy improved to
approximately 0.75 while substantially reducing the inter-group disparity. This re-
sult indicates that moderate fairness constraints can enhance overall performance
by stabilizing probability calibration and improving feature generalization across di-
verse lesion characteristics. However, as shown in Figure 5.4, enforcing overly strict
fairness limits (gap < 0.10) led to a measurable decline in accuracy, confirming the
expected Pareto-like trade-off: beyond a certain threshold, gains in fairness come

at the cost of reduced discriminative power.

Based on the observed curve, a fairness cap of 0.20 was identified as the optimal
operating point, providing equitable subgroup performance without compromising
diagnostic robustness. This threshold was consequently adopted for all subsequent
subgroup evaluations to ensure that fairness constraints remained both statistically

justified and clinically meaningful.

In summary, the trade-off analysis confirms that fairness-aware calibration can ef-
fectively mitigate subgroup disparities while preserving high diagnostic accuracy.

Moderate fairness enforcement improved both model stability and interpretability,
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aligning with the trends observed in Section 5.4. These findings demonstrate that
carefully balanced fairness regularization can produce clinically trustworthy and sta-

tistically equitable Al systems for prostate cancer detection.

5.6 Robustness Evaluation

To estimate the stability and generalization performance of the deep learning models,
a repeated 5-fold cross-validation was conducted for each model-modality configu-
ration (ResNet-18 and DenseNet-121 trained on T2-weighted and ADC MRI data).
This 5x5 setup (five folds repeated across five random seeds) ensured that the re-
ported metrics were not biased by a single data partition and reflected consistent
behavior across different training-validation splits.

Table 5.4 summarizes the aggregated performance in terms of mean and stan-
dard deviation (SD) for Accuracy, Sensitivity, Specificity, and AUC. The outcomes
show that all configurations maintained comparable average performance with rela-
tively small variability across folds. In particular, both models achieved mean AUC
values around 0.80, indicating reliable discrimination capability between cancerous
and non-cancerous prostate regions. DenseNet-121 on ADC achieved the highest
mean AUC (0.824 £ 0.042), whereas ResNet-18 on T2 exhibited slightly lower AUC
(0.806 £ 0.024) but showed excellent consistency across folds. The low standard
deviations suggest that the training procedure and hyperparameter settings yield

stable performance, supporting the robustness of the evaluation pipeline.

Table 5.4 Aggregated robustness results (mean + SD) across 5x & cross-validation folds.

Model Modality Accuracy Sensitivity Specificity AUC

T2 0.835 £+ 0.084 | 0.920 + 0.126 | 0.268 4+ 0.254 | 0.806 £ 0.024
ResNet-18

ADC 0.819 £ 0.075 | 0.898 + 0.126 | 0.334 + 0.269 | 0.811 £ 0.031

T2 0.839 £+ 0.057 | 0.922 + 0.095 | 0.280 4+ 0.225 | 0.811 £ 0.030
DenseNet-121

ADC 0.839 £ 0.046 | 0.922 + 0.085 | 0.330 4+ 0.237 | 0.824 £ 0.042

While the table provides numerical evidence of model stability, it is also impor-
tant to visualize the variation across folds to understand the sensitivity-specificity
balance. Figure 5.5 presents a 2x2 small-multiples visualization, where each mini-
panel corresponds to one model-modality configuration. The scatter points represent
fold-level results, and the crosshairs indicate the mean and one standard deviation of
the sensitivity and specificity. The proximity of points and short error bars confirms
that all models performed consistently across folds, with no significant trade-off
between sensitivity and specificity.

ResNet-18 models exhibited slightly more compact sensitivity-specificity clus-
ters, reflecting better calibration and generalization stability. DenseNet-121 showed
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marginally higher sensitivity on average, which may be attributed to its dense fea-
ture reuse that enhances fine-grained lesion detection but at the cost of slightly
larger fold-to-fold variation. The observed differences between T2 and ADC modali-
ties were minor, suggesting that both anatomical and diffusion-weighted information
contributed robustly to model learning. Overall, the robustness analysis indicates
that the developed CNN pipeline maintains reliable and reproducible performance

across multiple random cross-validation scenarios.
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Figure 5.5 Fold-wise Sensitivity-Specificity variation for each modelmodality configura-
tion.

A closer inspection of Figure 5.5 highlights several notable robustness patterns.
Models located toward the upper-right region of each panel represent optimal trade-
offs, achieving both high sensitivity and high specificity. The dense clustering of
points around the mean crosshair indicates that performance was not dominated by
any single fold, confirming consistency across independent validation splits. The
slightly broader dispersion observed in DenseNet-121, particularly on the ADC
modality, suggests that while the model effectively captures subtle texture infor-
mation from diffusion-weighted images, it is somewhat more sensitive to training
variations. Conversely, the tighter and more centralized distributions of ResNet-18
indicate stable optimization behavior, likely due to the residual connections that

facilitate smoother gradient flow and faster convergence.

Taken together, the quantitative and visual analyzes confirm that all evaluated CNN
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configurations exhibit strong robustness to data partitioning and initialization vari-
ability. The convergence stability observed across both modalities reinforces the
reliability of the proposed evaluation framework and supports the generalizability

of the findings to broader clinical datasets.
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6 Conclusions

This research presented a structured and reproducible framework for assessing deep
learning models on prostate cancer diagnosis with bi-parametric MRI data(T2, DWI,
and ADC images). The study focused on three compact and typical convolutional
neural network (CNN) models - ResNet-18, DenseNet-121, and EfficientNet-B0
and assessed their diagnostic and fairness performance on the publicly available
Prostatel58 dataset. The work aimed not only to assess model accuracy but also
to explore the consistency of predictions across clinically relevant tumor subgroups,

like lesion zone, size, and count.

Key Outcomes

The experimental results proved that ADC images consistently provided the most
discriminative information to diagnose cancer. Models trained on ADC achieved
the highest patient-level AUC values (around 0.70-0.72) and accuracy levels near
0.75, indicating that diffusion-based features are most effective for distinguishing
malignant from benign prostate tissue. On the other hand, T2-weighted and DWI
modalities displayed higher variability, with DWI particularly affected by noise and
geometric distortions.

Among the compared architectures, ResNet-18 showed the most stable and bal-
anced performance across modalities. This is particularly indicative of the strength
of residual learning connections in maintaining a stable gradient flow during opti-
mization. DenseNet-121 achieved strong sensitivity but required precise threshold
calibration to maintain specificity, reflecting its higher feature reuse and complex
internal representations. Despite being the smallest model, EfficientNet-B0 reliably
showed high specificity and cautious decision boundaries appropriate for clinical
settings where overdiagnosis should be prevented.

Performance differences between models were not consistently significant, accord-
ing to statistical significance testing using McNemar’s method. This suggests that
modality characteristics have a greater impact on outcomes than architectural depth
or parameter count. The results were further validated by repeated cross-validation,
which showed that the preprocessing pipeline and training configuration were un-
biased and stable. The mean AUC values were approximately 0.81 4+ 0.03 across
folds.
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Fairness Perspective

The fairness evaluation provided useful insights into how well the models behave
across clinically meaningful subgroups. The largest performance differences ap-
peared in sensitivity between small and large tumor cases, which is a realistic lim-
itation of MRI-based diagnosis rather than a bias associated with the algorithm.
Smaller or heterogeneous lesions are more challenging to detect due to their low con-
trast and irregular shape, which naturally reduces sensitivity. Threshold calibration
using Youdens J statistic effectively mitigated these disparities by aligning decision
thresholds to achieve a balanced trade-off between sensitivity and specificity. After
calibration, fairness gaps across subgroups were reduced to below 0.20 while preserv-
ing global accuracy, demonstrating that calibration-based fairness adjustment can

enhance equity without sacrificing diagnostic reliability.
Limitations

Although the study followed a controlled and transparent design, there still exist
certain limitations. The dataset size was modest (139 patients), which constrains
statistical power and limits the diversity of clinical conditions represented. Despite
the used registration steps, label transfer between modalities (especially for DWT)
may introduce minor spatial inaccuracies. Despite being computationally efficient,
2D slice-based CNNs ignore inter-slice spatial dependencies that 3D architectures
could capture. In addition, per-slice normalization may amplify contrast inconsis-
tencies and does not fully harmonize multi-center imaging variability. Due to the
lack of demographic or acquisition metadata, fairness evaluation was restricted to
lesion-level subgroups. Lastly, external generalization is not assessed because there

were no labels in the test data of the external benchmark.

Future Research Directions

In order to improve lesion localisation and robustness, future developments of this
work should concentrate on multi-modal or 3D fusion techniques that combine
anatomical and diffusion data. Reproducibility across hospitals could be enhanced
and scanner-related biases further reduced with domain adaptation or image har-
monisation techniques. A deeper understanding of the connection between repre-
sentation learning and subgroup equity may be obtained by investigating fairness-
aware training objectives as opposed to post-hoc calibration. To enhance clinical
interpretability, complementary methods like probabilistic calibration, explainabil-
ity (e.g., Grad-CAM visualisations), and uncertainty quantification should also be

used. Lastly, evaluating generalisation, real-world fairness, and clinical deployment
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readiness will require validation on larger, multi-center datasets with comprehensive

demographic characteristics.

Final Remarks

Overall, this study shows that carefully designed CNN frameworks can achieve clin-
ically meaningful and unbiased performance in prostate MRI analysis when sup-
ported by careful preprocessing, calibrated evaluation, and fairness-aware assess-
ment. While calibration techniques effectively balanced accuracy and subgroup
fairness without model retraining, ADC-based models were consistently the most
dependable. The results highlight that reliability and interpretability-not just raw
accuracy-are central to developing trustworthy AI tools for medical imaging. By
emphasizing reproducibility, transparency, and fairness evaluation, the proposed
framework provides a solid foundation for future research aiming to create robust,
generalizable, and ethically responsible diagnostic systems for prostate cancer detec-

tion.
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