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Recommender systems (RS) are essential tools in the e-commerce domain, yet a key chal-
lenge arises with anonymous users for whom long-term preference profiles are not available.
Session-based recommender systems (SBRS) address this issue by utilizing interaction data
from an ongoing session. In commercial practice, RS must account for the requirements of all
stakeholders, which should be considered in the design of the system. A two-stage architecture
consisting of a candidate generator and a reranker is commonly used in such systems.

This masters thesis examines SBRS from a multistakeholder point of view and explores how
session-based methods can be applied to recommend relevant items for online customers. Based
on these findings, a candidate generator is designed and evaluated offline. This master’s thesis
contributes to SBRS research by introducing a novel commercial focus in the design of a session-
based model.

According to the literature review, lightweight model-free SBRS approaches, such as asso-
ciation rules (AR) and sequential rules (SR) emerge as particularly promising when evaluated
against stakeholder requirements. The proposed Sequential Rules with Decayed Sliding Win-
dow (SR-DSW) model extends the SR approach by applying a fixed-size sliding window with a
positional decay factor that emphasizes more recent interactions in a session.

The candidate generation performance of SR-DSW is evaluated offline using a public dataset in
two recommendation tasks: immediate next-view prediction and remaining carts prediction. Recall
and Hit Rate are used as the primary evaluation metrics and the model is benchmarked against
two baselines from the literature. The offline evaluation demonstrates that SR-DSW achieves
promising results while also maintaining the lightweight profile and providing sufficient real-time
prediction capability.

SR-DSW meets all identified stakeholder requirements and demonstrates strong potential as a
candidate generator in commercial RS. However, the model could benefit from richer, higher-level
data and integration with a second-stage reranker. In general, this study demonstrates how simple
models can be refined to satisfy stakeholder requirements and serve as effective components in
practical RS.

Keywords: Recommender System, Recommendation System, Session-Based Recommender Sys-
tem, Two-Stage Recommender System, Multistakeholder Recommender System, E-commerce
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Suosittelujarjestelmat (RS) ovat keskeisia tydkaluja verkkokaupassa, mutta merkittdva haaste
littyy anonyymeihin kayttjiin, joista ei ole saatavilla pitkaaikaisia mieltymysprofiileja. Istuntopoh-
jaiset suosittelujarjestelmat (SBRS) ratkaisevat tdméan ongelman hyddyntamalla kayttajan vuoro-
vaikutustietoja kdynnissa olevasta istunnosta. Kaupallisessa kaytdssa suosittelujarjestelmien on
otettava huomioon kaikkien sidosryhmien vaatimukset, jotka tulisi sisallyttéda jarjestelman suunnit-
teluun. Kaksivaiheinen arkkitehtuuri, joka koostuu ehdokasgeneraattorista ja uudelleensijoittajas-
ta, on yleinen ratkaisu kaupallisissa suosittelujarjestelmissa.

Tama diplomityd tarkastelee SBRS-jarjestelmia monen sidosryhman nakdékulmasta ja selvit-
tda, miten istuntopohjaisia menetelmia voidaan hyddyntaa relevanttien tuotteiden suosittelemi-
seksi verkkokaupan asiakkaille. Naiden havaintojen pohjalta suunnitellaan ehdokasgeneraattori,
jota arvioidaan itsenéisesti. Tama diplomityd edistdd SBRS-tutkimusta tuomalla uuden, selkeésti
kaupallisen ndkékulman mallin suunnitteluun.

Kirjallisuuskatsauksen perusteella erityisesti kevyet mallittomat menetelmat, kuten assosiaa-
tiosdannot (AR) ja perdkkaissaannoét (SR), osoittautuvat lupaaviksi arvioitaessa niita sidosryhmien
vaatimusten nakdkulmasta. Esitetty Sequential Rules with Decayed Sliding Window (SR-DSW) -
malli jatkaa olemassa olevaa SR-mallia soveltamalla kiintedn kokoista liukuvaa ikkunaa, jossa
kaytetddn asemasta riippuvaa vaimennustekijda, joka painottaa istunnon uudempia vuorovaiku-
tuksia.

SR-DSW:n suorituskykya arvioidaan itsendisesti julkisella tietoaineistolla kahdessa suosittelu-
tehtévassa: valittdbméan seuraavan katselun ennustamisessa ja jéljella olevien ostoskoriin lisatta-
vien tuotteiden ennustamisessa. Arviointimittareina kéytetaan ensisijaisesti saantia (Recall) ja 16y-
tyvyytté (Hit Rate), ja mallia verrataan kahteen kirjallisuudessa esitettyyn perusviivoina toimivaan
malliin. Tulokset osoittavat, ettd SR-DSW saavuttaa lupaavia tuloksia sailyttden samalla kevyen
rakenteen ja tarjoten riittdvan reaaliaikaisen ennustuskyvyn.

SR-DSW tayttaa kaikki tunnistetut sidosryhmavaatimukset ja osoittaa siten vahvaa potentiaa-
lia ehdokasgeneraattorina kaupallisissa suosittelujarjestelmissa. Malli voisi kuitenkin hyétya moni-
puolisemmasta ja korkeamman tason datasta seka integroinnista toisen vaiheen uudelleensijoit-
tajaan. Yleisesti ottaen tdma tutkimus osoittaa, kuinka yksinkertaisia malleja voidaan jatkokehittaa
sidosryhmien vaatimuksien puitteissa ja kuinka ne voivat toimia tehokkaina komponentteina kay-
tdnndn suosittelujarjestelmissa.

Avainsanat: suositusjarjestelma, suosittelujarjestelma, verkkokauppa
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1. INTRODUCTION

Recommender systems (RS) are widely adopted in many business applications [41, 15]
to identify and suggest items that are likely relevant to the user’s interests [41]. The item
can be anything recommended, such as products, music, news articles, or movies [41].

The existence of RS is often attributed to the Long tail phenomenon, a term originally
introduced by Anderson (as cited in Leskovec [24]). Long tail refers to the phenomenon
that differentiates online retailers and service providers from their physical counterparts.
While physical entities have restrictions such as shelf space which limits their possible
selection to finite items, the online entities, on the other hand, can in theory provide an
infinite number of items in their selection. The limited selection forces physical entities
to tailor their selection for the masses by offering only the most popular items, while the
online entities with larger selection have the ability to target individual users with niche
items which are more relevant to them. [4] This recommendation problem of choosing the
most relevant items for a specific user according to their current context is called the item
recommendation or top-N recommendation. In the e-commerce domain, relevant often
means products that the user is likely to buy. [40]

RS are especially targeted for users who may not have enough knowledge or experience
to find relevant items for themselves. Choosing an item from the large selection can be
overwhelming for users. Generally, people have the natural habit of asking friends or more
knowledgeable people for suggestions, which was also one reason for the development
of RS. [41] RS have proven to be beneficial in alleviating this information overload [41,
15].

RS are beneficial for online retailers in multiple ways. First, RS can help users find rele-
vant items for their needs. They can speed up decision making by reducing the number
of items to consider by preselecting a set of potential items. RS can help find alternative
items. RS can help users discover items they might not have encountered otherwise,
which can improve engagement and increase demand. [20] Users can also actively use
the RS to explore the available options [20, 35] if they are not familiar with the selec-
tion [20]. RS can create additional demand by cross-selling additional items, such as
accessories [20].

From an operational point of view, the implementation of an RS can reduce operating ex-



penses by offering scalable automated sales advisory services at no additional marginal
cost. The effectivity of the RS can be observed in real time and tuned accordingly. Addi-
tional revenue can be gained by tuning the RS to, for example, promote items with higher
profit margins. High-quality personalized recommendations can also differentiate the re-
tailer from competitors and increase customer loyalty. Because RS requires collecting
customer preference data to work, implementing RS can simultaneously help retailers
gain a better understanding of their customers. [20]

RS can utilize various types of data. Typicaly, data is related to either users, items, or
interactions between users and items. Features related to users may include, for example,
age, gender, and areas of interest. [41] ltem-related features may include price, brand,
specifications, or description. The interactions between the user and the items are used
to model user preferences and to generate recommendations for the user [41]. Interaction
data is logged data that contains important information about the relationship between the
item and the user such as the user browsed or rated an item [41].

An important part of the interaction data is the user feedback on the item. Explicit feed-
back, such as rating, is easier to interpret and thereby more reliable than implicit feedback,
such as browsing an item. [41] Implicit feedback requires special techniques [40]. The
possible data and data sources used for recommendations can be very diverse. The ac-
tual data and data sources used to generate recommendations depend on the chosen
recommendation method and the computational resources available. [41]

RS can be categorized on the basis of the techniques used to recommend items. Burke
[6] classifies RS into four main categories. In collaborative filtering (CF) users are recom-
mended items based on the user history of other similar users and the items they have
liked. In content-based filtering (CBF) items are recommended based on how similar
they are to items the user has liked in the past. In demographic recommendation, the RS
recommends different items to different demographic niches. In knowledge-based rec-
ommendation, the RS utilizes domain knowledge to suggest items that match the user’s
needs. Furthermore, hybrid recommender systems combine multiple of the previous
methods to benefit from their advantages and compensate for their disadvantages. [6]
No single method is perfect for all situations.

Many users browse the Web anonymously [15, 19]. They either have not logged in [15,
19], or it might be their first visit [19], or tracking users between sessions is forbidden due
to privacy regulations [15]. In such cases, there is an issue with the lack of user data that
could be used for recommendations [15, 19]. One source estimates that up to 86 % of
users in e-commerce apps remain anonymous [12].

The users preference for the items is influenced not only by their long-term preference
but also by their short-term preference [45]. Additionally, the user’s preference for items
can change over time [23, 35, 45] and their shopping goals can be completely different



from session to session [19]. This means that even when generating recommendations
to users who are known, relying too much on their history could be impractical.

An effective RS is often contextual, adapting its recommendations based on the cur-
rent situation, such as the item a user is currently viewing or temporal factors such as
whether it is a weekday or weekend [40]. Short-term preferences can be more dominant,
especially in retail sectors like electronics and home appliances, where purchases are
typically driven by immediate needs, made infrequently, and the same type of product is
rarely bought repeatedly.

Session-Based recommender systems (SBRS) are type of RS that capture user’s short-
term preferences from the user’s interactions on the website in order to recommend items
[19, 45]. A session is composed of interaction data for a single user during a time interval
between predetermined boundaries, such as entering and leaving the website [45]. By
processing user interactions in the current session and using historical session data from
other users, SBRS recommends items to the user [19].

The user is not the only stakeholder. Abdollahpouri and Burke [1] define a recommenda-
tion stakeholder as "any group or individual that can affect, or is affected by, the delivery
of recommendations to users". Three of the most common stakeholders are the con-
sumer, referred to as the user, who receives the recommendations, the provider, referred
to as supplier, who provides the supply of items for the retailer or service provider, and
the system itself which owns the platform where the RS is utilized. [1] Research often fo-
cuses on evaluating RS from the point of view of users [1, 32] as they are one of the most
important stakeholders [1]. However, balancing the objectives of different stakeholders is
necessary when developing a multistakeholder recommender system, as it is unlikely to
achieve an optimal solution for everyone. The design of such a system may require the
perspective of all the accompanied stakeholders. [1]

This master’s thesis was done for Power Finland [11]. Power Finland is an electronics
and home appliance retailer owned by Power International. Power International operates
physical and online stores in Norway, Denmark, Sweden, and Finland. Power Interna-
tional aims to offer customers affordable electronics while emphasizing an excellent cus-
tomer experience. One factor in providing a great customer experience online is the RS
they utilize on their websites.

The objective of this master’s thesis is to study SBRS from a multistakeholder point of
view and to find out how the session-based methods could be used to recommend rel-
evant items for online customers. The new methods could allow Power to tailor the rec-
ommendations to both enhance user experience and fulfill business goals while gaining
more understanding of their customers.

Developing an effective RS is a long and iterative process. The final RS would be a



complex hybrid RS that uses many techniques and data sources while addressing the
various requirements of multiple stakeholders. For this reason, the focus of this master’'s
thesis is in the first stage of item recommendation process where a set of candidate items
are retrieved based on the user’s session context. The final recommendations could then
be formed by ranking this set of candidates by applying more methods based on additional
information such as item attributes and business strategies.

Since the context of this work is a commercial e-commerce application, there are some
technical limitations that must be considered.

1. The model should be cost-effective, meaning the amount of processing power and
memory needed should be kept low while also achieving sufficient recommendation
accuracy.

2. The model should have the potential to achieve a quick response time, as the rec-
ommendations are needed in real time.

3. Since the objective of this master’s thesis is not to build a finished RS, the proposed
model should be easy to build on top of to address the aforementioned multistake-
holder requirements and additional information sources.

4. The model should be easily maintainable and understandable for new developers
to learn how it works.

5. The recommendation methods used should be explainable to provide customers
with reasons for their personalized recommendations.

The fourth and fifth requirements together ensure that the model will not become a black
box for future developers or customers. The complete fulfilment of these limitations can-
not be proven with certainty, but they should be kept as guidelines for design.

Given the context and limitations, the two first research questions of this master’s thesis
are the following:

RQ1: How can session data be used to provide recommendations for anonymous users
in the e-commerce domain?

To address RQ1, a literature review of recent literature in the SBRS field is conducted
to find common methods for session-based recommendation. The existing literature con-
tains a classification of SBRS methods that is broadly categorized into two main groups of
model-free and model-based approaches. The methods in these categories include not
only deep neural network-based approaches, but also conventional methods that utilize
association rules (AR), sequential rules (SR), Markov chains (MC), and nearest neighbor
methods.

RQ2: What kind of architectural decisions can be made to meet the requirements of the
system stakeholder?



To address RQ2, the methods identified in the literature review are evaluated from the
point of view of the system stakeholder to determine a suitable solution. Among the ap-
proaches examined, association rules and sequential rules emerge as the most promis-
ing. Consequently, the design of the SR-DSW model is guided by and aligned with the
stakeholder requirements.

The field of SBRS is relatively new [19] and recent studies mainly focus on complex neural
methods [45]. Recent studies have shown that these methods can achieve strong per-
formance in offline benchmarks but come with the cost of high computational complexity
[28, 29, 30, 43], high memory consumption [28], and possible scalability problems [29,
30]. Interestingly, the simplest models based on association rules or sequential rules can
achieve surprising results against much more complex models [28, 29, 30, 43].

This observation highlights an opportunity that is underexplored in current research. Al-
though simple models have shown strong empirical performance as baseline models,
little attention has been paid to systematically improving or optimizing these lightweight
methods. This gap motivates the third research question.

RQ3: To what extent can simple, lightweight session-based recommendation models be
improved to achieve better performance while retaining efficiency advantages?

To address RQ3, this thesis introduces the SR-DSW model, which extends the existing
SR approach by integrating additional methods identified in the literature. The model is
evaluated offline using a public dataset and the results demonstrate that it outperforms
both the SR and AR baseline models while preserving their efficiency benefits.

The remainder of this master’s thesis is structured as follows. Chapter 2 provides back-
ground information on recommendation in the electronics and home appliances sector
and introduces the relevant recommendation paradigms. It also presents a classification
of SBRS approaches and summarizes extensive performance comparisons in the litera-
ture. Finally, it introduces the novel commercial focus of this master’s thesis. Chapter 3
introduces the proposed model, SR-DSW, detailing the influential methods it incorporates
and how it addresses stakeholder requirements. Chapter 4 describes the experimental
setup, including the evaluation methodology, the dataset, and the baseline models. Chap-
ter 5 presents the evaluation results for two prediction tasks and experiments regarding
real-time prediction capability and window size tuning. Chapter 6 discusses key insights,
limitations, and implications of the findings. Finally, Chapter 7 concludes the master’s
thesis and outlines directions for future research.



2. BACKGROUND

RS must adapt to domain-specific challenges. Effectively addressing both the unique
characteristics of the application domain and the technical requirements of the system
is essential for building a successful recommendation solution. In the context of e-
commerce domain, particularly in the electronics and home appliances sector, factors
such as infrequent purchases, diverse product features, strict customer expectations,
and rapidly evolving catalogs introduce additional complexity. At the same time, tech-
nical considerations, such as technical requirements, the nature of input data, and the
handling of implicit feedback, significantly influence the design and performance of the
system. A clear understanding of these factors provides a strong foundation for selecting
appropriate recommendation strategies and developing solutions that are appropriate for
real-world use cases.

2.1 Recommendation in the Electronics and Home Appliances
Sector

The unique nature of e-commerce domain introduces several challenges that must be
understood to create an effective RS. In their survey Nasir and Ezeife [35] discuss these
challenges and the unique characteristics of the e-commerce domain. Furthermore, the
electronics and home appliances sector introduces additional complexities, which can be
different from other e-commerce sectors.

The cold-start problem, which is very common for RS [42], is also present in the e-
commerce domain [35]. Cold-start refers to the challenge of generating accurate rec-
ommendations when there is insufficient data on users or items. Generally, there are two
cases for a cold-start: (1) new users with little to no information about them, leading to
poor estimates of their preferences and (2) new items with little user interaction that cause
difficulties in finding users who may be interested in them. [35, 42]

In the electronics and home appliances sector, purchases are typically infrequent, need-
driven, and rarely involve repeat purchases of the same product type. As a result, return-
ing customers often display behavior similar to that of a new customer, as their previous
purchases may offer little insight into current needs. This contributes to frequent user-
specific cold-start challenges. On the positive side, customer intent in this domain is usu-



ally well defined, and users actively seek specific product categories rather than browsing
impulsively, which can aid in modeling current preferences more accurately. Furthermore,
the sector has rapid product cycles, with many products, such as phones, being replaced
by newer models within a year. This constant influx of new products leads to persistent
item-specific cold-start issues, further complicating recommendation tasks.

Users have both long-term and short-term preferences. Preferences evolve over time
based on personal needs or external influences. If this behavior is not taken into account,
the lack of sequential information in the recommendations becomes a problem. Traditional
RS typically model the user in a static way, overlooking the sequential behavior of user-
item interactions. Applying sequential information to recommendations can be beneficial
in tailoring recommendations to the customer. [35]

Long-term preferences may not be as strong in the electronics and home appliances sec-
tor as in some other sectors because one of the main driving factors is imminent need.
However, since the products are generally quite costly, the price range can be a strong
preference. Furthermore, due to the high cost and long lifespan of many products, cus-
tomers tend to delay purchases and engage in multiple sessions to compare options,
evaluate features, and seek reassurance before making a purchase decision. This in-
creased risk aversion comes from a significant financial investment, as a poor purchase
decision can result in greater dissatisfaction and long-term inconvenience. This behavior
must be addressed when developing an RS.

The e-commerce domain has both regular customers and temporary customers, and dis-
tinguishing between the two is essential and difficult. The goal is not only to maintain
engagement with regular customers, but also to encourage temporary customers to be-
come regular customers, for example, through promotions, discounts, or loyalty rewards.
[33]

This is particularly difficult, yet highly important, in the electronics and home appliances
sector. As noted earlier, the high cost and long lifespan of many products mean that
frequent repeat purchases are rare, making regular customers a small minority. However,
since average purchases tend to be expensive, encouraging customer return is a critical
objective.

Retailers continuously expand their product offerings to appeal to a wider customer base.
However, this leads to greater data sparsity, as most users interact with only a small
fraction of the large number of available items. Data sparsity can make it difficult for RS
to identify similar users for recommendations. Due to the large catalogs, the scalability of
an RS can become an issue. Although some algorithms may perform very well on small
datasets, they can also be very inefficient when tested on very large datasets. [35]

The large product catalogs, which are divided into multiple product categories and sub-



categories, result in a huge diversity between product categories. Not only that product
categories are very diverse, but also that products within the same category can have
huge variation in their features. [35]

Especially in the electronics and home appliances sector, products often feature a wide
range of complex specifications that significantly influence purchasing decisions. In addi-
tion, manufacturers often use different names or branding for similar technologies, result-
ing in varying feature values.

Content overspecialization occurs when an RS repeatedly recommends items that are
too similar to the user profile, not exposing users to new items. This lack of diversity
in the recommendations can lead to a stale user experience, where users may become
disengaged and do not return. Users often appreciate a certain level of variety in recom-
mendations, especially when using RS to explore the catalog. To be effective, RS should
aim to strike a balance between accuracy and diversity. [35]

Although increased diversity in recommendations may be beneficial, customers in the
electronics and home appliances sector often have strict requirements that limit accept-
able options. For example, large appliances must be the right size to fit in their spots at
home, and accessory products must be compatible with the primary product that the user
intends to purchase. These factors introduce significant challenges for applying diversity
in the recommendation.

Many products have multiple substitutes in the catalog. When users are not brand-
specific, they are often open to similar alternatives that fulfill the same purpose, even
if they differ slightly in features. Unlike substitutes, which replace each other, comple-
mentary products are used together. ldentifying the right combinations of substitute or
complementary products is essential to effectively meet customer needs. [35]

Determining substitute products in the electronics and home appliances sector is a difficult
challenge. As mentioned earlier, customers can have very strict requirements for what
they need, for example, in terms of the physical size of a home appliance. In addition,
as mentioned earlier, manufacturers often use different names or branding for similar
technologies, making CBF difficult without manually applying explicit domain knowledge.
Furthermore, due to the high cost of many products, customers can have a strict budget,
making upselling more difficult, limiting potential alternatives. Identifying complementary
products is also a challenging task due to the strict compatibility requirements of many
products. Two products may belong to the same category, but still be incompatible with
the primary product the user intends to purchase.



context

=3
=

candidate
generation

ranking

millions hundreds

user
interface

Figure 2.1. A two-stage item recommender architecture. [31]

2.2 Two-stage Iltem Recommendation from Implicit Feedback

Item recommendation can be viewed as a context-aware ranking task, in which all avail-
able items are ordered based on their relevance to a specific query context. In basic CF,
this context is typically the user, while in more advanced cases, it may also include factors
such as time, location, or the sequence of previously chosen items. A scoring function is
then used to rank items by measuring how well each fits the given context. [40]

Real-world RS often need to be highly scalable, meaning that in extreme cases they must
match millions of items, with even billions of users while achieving this in milliseconds
latency. To meet this scalability requirement, a two-stage RS is often used, where in the
first-stage efficient candidate generation models are used to narrow the huge item space
into a smaller candidate set consisting of hundreds of items. This candidate set is then
reranked by the more powerful second-stage ranking model to provide the user with the
top few items that match their preferences. [31] Two-stage recommender systems are
commonly used in multimedia recommendation [9], but the concept is also applicable to
other domains.

The main task of the candidate generation model is to achieve high recall within the top n
items retrieved, while the second-stage reranker model performs the final ranking of the
candidate set [40]. The first-stage candidate generation often uses a CF model, while
the second-stage reranking model applies CBF methods to match the items to the user’s
preferences which are derived from the context [9]. In the e-commerce domain, a first-
stage CF model generates a candidate set of items based on what other users have
viewed or purchased. In the second stage, a CBF model then incorporates contextual
information, such as features of items previously viewed or purchased by the current
user, to re-rank the candidate items according to their relevance. If the user is identified,
additional user-specific attributes can also be used to further refine the ranking.

The two-stage item recommenders often use the interaction data, such as clicks or dwell
time, for both candidate generation and ranking models [31]. The interaction data of-
ten contains only implicit feedback, such as past products purchased by the customer,
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instead of explicit feedback, such as ratings. An issue with implicit feedback is that it pro-
vides only weak signals of the user’s preferences. The items previously selected offer a
weak positive signal of the users interests, while negative signals are generally absent.
Moreover, the set of items the user has not interacted with includes both items they are
not interested in and those that are relevant. [40]

2.3 Session-based Recommender Systems (SBRS)

SBRS focus on recommending items based on the user’'s short-term interest within an
ongoing session. This recommendation problem is different from traditional CF, which re-
lies on a user-item rating matrix to generate time-agnostic recommendations that reflect
the user’s long-term preferences. SBRS rely mainly on two types of input: (1) the interac-
tions of the user in the ongoing session and (2) the historical session data of other users.
[19] A session consists of interaction data with a clear boundary that divides the data into
sessions [45]. For example, in e-commerce setting, this can be one visit to the website.
By processing user interactions in the ongoing session and using historical session data
from other users, SBRS generate a rank-ordered list of recommendations [19].

Interaction can be any logged event that the user performs on the website, such as pur-
chase or search. The most common attributes of the interaction data are the type of
interaction and the item linked to it. [19] However, some interactions, such as search,
may not be related to an item [19, 45]. It is also possible that the interaction data contains
additional attributes. Usually, the interaction data includes either user ID or session ID
to organize the interactions into sessions. However, it should be noted that the common
assumption in SBRS is that the interaction data is anonymous. [19]

The interactions usually contain only implicit feedback, which means that there is no ex-
plicit information about user preference present in the data. The intent of the user is
therefore assumed based on their actions of various types of interaction on the website.
This is one of the main challenges of SBRS, as user intent may not always be clearly in-
dicated by their interactions. Due to the lack of user history and detailed user information,
the recommendations must be generated on the basis of only a few recent interactions.
This is similar to the user-specific cold-start problem, where little is known about the user’s
preferences. This also makes SBRS context-aware, because they have to adapt to the
observed interactions of the user. [19]

A session is a list of interactions [19, 45]. Although Jannach et al. [19] assume the
session to be time-ordered, Wang et al. [45] point out that in some special cases the data
can also be unordered. For time-ordered sessions, the interaction data also contains a
timestamp attribute used for sorting [19].

Ordered sessions often contain strong sequential dependencies between interactions in
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them [45]. Wang et al. [45] point out that while identifying strong sequential patterns in
ordered sessions is fairly straightforward, capturing the more complex, gradually weak-
ening long-term dependencies that emerge over time in lengthy sessions is a significant
challenge.

The session may not be totally ordered, but may also contain unordered parts that make
it flexibly ordered. [45] For example in e-commerce, user interactions may include un-
ordered segments, such as when a bundle of items is added to the basket without a
specific sequence. Wang et al. [45] point out that the key challenge in flexibly ordered
sessions lies in effectively capturing both sequential patterns in ordered interactions and
co-occurrence patterns in unordered ones.

Session length is a critical characteristic in SBRS, as it determines the amount of con-
textual information available to model user preferences. Sessions can be categorized
into three types based on the number of events they contain: long sessions (more than
10 events), medium sessions (approximately 4 to 9 events) and short sessions (fewer
than 4 events). Long sessions tend to offer richer contextual information and exhibit more
complex dependencies between interactions. However, they are also more sensitive to
noise in the form of irrelevant or random user interactions, which may not reflect the
users short-term intent. [45] Medium sessions, which Wang et al. [45] observe to be
the most common in e-commerce datasets, generally provide sufficient contextual infor-
mation while containing manageable amounts of noise. In contrast, short sessions are
limited in contextual content, posing significant challenges to accurate recommendation
due to the minimal interaction history available [45].

A session can include either a single type of interaction or a combination of multiple types.
When multiple types of interaction are present, such as clicks and purchase events, the
dependencies become more complex. In such cases, meaningful relationships exist not
only within the same type of interaction (e.g., between clicks) but also across different
types (e.g., between clicks and purchases). [45] Wang et al. [45] point out a major chal-
lenge which is effectively capturing both these within-type and across-type dependencies.

Session data can be categorized into single-level and multi-level structures depending on
the types of information it contains. Single-level session data consists solely of interaction-
level information. In such cases, recommendations rely only on inter-interaction depen-
dencies within a session, which makes it challenging to overcome issues like cold-start
and data sparsity. In contrast, multi-level session data incorporates additional contextual
information, such as product attributes, alongside interaction data. This broader structure
enables the modeling of both intra-level dependencies (e.g., between items within the
same session) and inter-level dependencies (e.g., between item categories and user be-
havior). For example, knowing that items share the same category may help infer whether
they are likely to be purchased together. [45] Wang et al. [45] express the main challenge
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with multi-level session data as to how to effectively capture and utilize these layered
dependencies in recommendation.

Wang et al. [45] propose that session data can consist of single or multiple sessions
by the same user, which allows the utilization of the user’s past sessions to produce
recommendations. On the other hand, Jannach, Quadrana and Cremonesi [19, 39] define
session-based recommendation as a recommendation task where the data has no user
ID attached to it, which means that there is no knowledge about the past sessions of the
current user. This assumption of anonymous sessions is also supported by Han et al.
[15]. In the opposite case where knowledge of the user’s past sessions is available and
the long-term preferences of the user can be taken into account, the term session-aware
recommendation is used [19, 39]. This distinction by Quadrana, Cremonesi and Jannach
[39] is adopted in this master’s thesis.

Wang et al. [45] state that for recommendations within a session, there are typically two
types of recommendation objectives. Given the known part of the session, an SBRS may
predict the next interaction or the next partial session. For example, the next interaction
could mean the next click, and the next partial session could mean the remaining bas-
ket. [45] Han et al. [15] consider SBRS solely as next-item recommenders. Jannach,
Quadrana, and Cremonesi only define the recommendation task as making relevant rec-
ommendations for the current session [19].

2.4 Sequential Recommender Systems (SRS)

Sequential recommendation is relevant for session-based recommendation [45]. Wang et
al. [45] point out that the two fields share commonalities but are different and due to their
closely relevant nature, the terms cause confusion. Wang et al. [45] and Jannach et al.
[19] note that the use of terminology in the literature is not consistent. However, they do
not share common terminology among themselves.

Jannach et al. [19] differentiate SRS from SBRS based on the availability of user history.
Wang et al. [45], however, offer a different perspective by differentiating the two based
on data boundaries. In their view, session data is characterized by multiple boundaries,
representing distinct interaction episodes, whereas sequence data typically contains only
a single boundary, implying a continuous, unified sequence of interactions for each user.
[45] Han et al. [15] share the definition of Jannach et al. [19]. In sequential recommenda-
tion, user profiles and long-term interactions are available to be used for recommendation,
while in session-based recommendation the user is anonymous [15].

Han et al. [15] see session-based recommendation as a special case of sequential rec-
ommendation. This is in line with Nasir and Ezeife’s [35] definition of including SBRS in
the SRS family. Jannach et al. [19] do not consider SBRS to be in the family of SRS,
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and note that not all sequential approaches are session-based. Instead, they propose
another term sequence-aware recommendation which is an umbrella term that covers
session-based, session-aware and sequential recommendation [19].

Despite the debate over the distinction between SRS and SBRS, there is a general con-
sensus on their conceptual similarity. Wang et al. [45] describe SRS as systems that
predict the next interaction of a user by learning patterns and dependencies from their
historical sequence of actions. Similarly, Han et al. [15] emphasize that SRS are based
on the temporal order of user interactions to predict future behavior. Jannach et al. [19]
note that session-based recommendation problems are sequential in the sense that their
objective is to predict the next interactions within a session using time-ordered data.

2.5 Time-aware Recommender Systems (TARS)

Jannach et al. [19] argued that SBRS are related to time-aware RS (TARS) due to user
interactions being time-stamped and time-ordered. TARS are a subclass of context-aware
recommender systems that incorporate temporal information to improve recommendation
relevance and accuracy. The time context can be used in various ways depending on how
time is conceptualized and measured. One way is to view time as an ordered sequence
of events, which enables the RS to model sequential dependencies such as the night
after the evening or Monday preceding Tuesday. Alternatively, time can be understood as
a measurable duration during which an event or activity takes place. [7]

Time can be measured using multiple hierarchical units, such as hours, days, months,
and years. This conceptual flexibility enables multiple representations of temporal in-
formation within RS. Time can be modeled as a continuous variable by using ex-
plicit timestamps to capture the precise moment an interaction occurred. Alterna-
tively, it may be categorically represented, grouping interactions into time periods rel-
evant to specific application domains. For example, categories could be seasonal,
such as seasonO fTheY ear = {hot_season, cold_season} or related to weekly cy-
cles, such as timeO fTheWeek = {workday,weekend}. Furthermore, hierarchical
modeling enables the representation of time at varying levels of granularity, such as
dayO fTheWeek = {Monday,Tuesday,...,Sunday} in contrast to broader cate-
gories such as timeQO fTheW eek. This allows for more nuanced temporal abstractions
in the recommendation process. [7]

The field of TARS has interesting ideas from the SBRS point of view. One such idea is
the assumption that more recent interactions of the user better reflect their current intent.
To incorporate this idea into the recommendation process, an increasing time decay is
applied to older interactions of a user so that the most recent interactions contribute the
most to the recommendation. Ding and Li [10] introduced a time-weighted CF method that
emphasizes more recent user ratings to better reflect current preferences in the recom-
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mendation process. A similar time-weighted method for session-based recommendation
is used in V-SKNN which was introduced by Ludewig and Jannach [28] and is explained
more thoroughly in Section 2.6.4. V-SKNN applies a decay function that emphasizes the
more recent interactions in the recommendation process [28].

Wang et al. [45] note that some methods use the page-view duration to weigh the signif-
icance of the page before mining the weighted association rules. However, this strategy
may be unreliable, particularly in e-commerce domain, where users can browse in mul-
tiple tabs. A user might leave a product page open in the background while actively
comparing items in another tab, resulting in inflated duration measurements. Moreover,
accurately capturing user attention is inherently challenging, as the data collection system
might not actively track whether the user remains engaged with the page. Logged data
typically includes only the timestamp of an interaction, and relying solely on the time gap
between page views, without understanding the context or collection method, can lead to
misleading inferences.

One potential approach for SBRS is the use of categorical time-aware approaches, as
described by Campos et al. [7]. In this framework, the time of recommendation is clas-
sified into discrete categories such as {morning, evening} or {workday, weekend}.
This time context is then incorporated into the recommendation process to capture and
leverage temporal usage patterns. [7]

However, this approach is probably not as well suited for electronics and home appliances
sector as it could be for other e-commerce sectors. As discussed in Section 2.1, elec-
tronics and home appliances are often purchased for immediate need, which is arguably
not tied to a specific time of the day or day of the week in a meaningful way. Although
there may be seasonal purchase trends for certain items, such as heaters in winter or
air conditioners in summer, these products represent a relatively narrow subset of the
catalog. Moreover, the temporal category "season of the year" is quite coarse and may
not provide precise contextual information. In systems that rely on recent user interac-
tions and are retrained regularly, such seasonal patterns are likely to be reflected in the
data implicitly. Therefore, explicitly encoding vague temporal categories may offer limited
additional benefits in these cases.

2.6 Classification of SBRS Approaches

A survey conducted by Wang et al. [45] provided a unified framework to categorize work
in the field of SBRS. They proposed a categorization into two classes based on technical
approaches [45], which was later adopted by Jannach et al. [19]. The two categories are:
model-free approaches and model-based approaches. [19]

For clarity, the term model-free in this context refers to approaches that do not involve
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parameter learning or iterative training. Instead, they rely on precomputed rules, patterns,
or similarity measures (e.g., nearest neighbors). Although they are categorized as model-
free, these complete algorithms are still referred to as models.

Given the scope of this work, which focuses primarily on interpretable and computationally
efficient approaches, the model-based approaches are only briefly covered. This choice
was intentional, but additional findings supporting the decision are presented in Section
2.7.

Conventional approaches, as referred to by Wang et al. [45], or model-free approaches as
described by Jannach et al. [19], rely on data mining techniques without building explicit
models of users or sessions. Examples include approaches like extracting frequent or-
dered or unordered patterns from past session data. Neighborhood-based methods that
make recommendations based on how similar the current session is to other sessions
are also included in this category. [19, 45] Wang et al. [45] also include Markov models
in this category.

Model-free approaches are usually easier to understand and implement compared to
model-based techniques. Due to their simpler nature, they often require fewer computa-
tional resources, since they focus on using efficient data mining techniques to find useful
patterns from sessions. On top of that these methods are typically more straightforward
to interpret and troubleshoot than more complex models. Due to their simplicity, they can
also be less likely to overfit when trained on sparse data. [19]

Deep neural network based approaches, as described by Wang et al. [45], or model-
based approaches as described by Jannach et al. [19], use complex machine learning
techniques to model user behavior. These machine learning techniques include, for ex-
ample, convolutional neural networks (CNN), recurrent neural networks (RNN), graph
neural networks (GNN) and reinforcement learning (RL). [19, 45] Unlike Wang et al. [45],
Jannach et al. [19] also include Markov models in this category.

The added complexity of these systems may allow them to discover more intricate rela-
tionships between interactions in the training data, which could, in theory, achieve better
prediction accuracy. However, complex machine learning models require more training
data and more computational resources to run. An additional challenge is the black-box
nature of many of these models, making them difficult to troubleshoot when problems
occur. Despite the challenges, there are commercial systems that utilize model-based
approaches. [19] Notable examples of model-based approaches include the RNN-based
GRU4Rec [17] and its improved version GRU4Rec2 [16] and SR-GNN [46] which models
session as graph.

To better understand the landscape of model-free approaches, the following subsections
briefly introduce categories found in the literature: association rule mining, Markov chains,
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sequential pattern mining, and nearest neighbor methods.

2.6.1 Association Rules (AR)

Association Rules (AR), originally introduced in the context of analyzing customer pur-
chase histories, refer to probabilistic relationships between a set of items (antecedent)
and a single item (consequent) in a transaction. They capture the likelihood that the pres-
ence of a set of items implies the presence of a single other item in the same transaction.

[3]

Let the itemspace be denoted by I, antecedent by X and consequent by 7. AR can be
formulated as X — 4, when X C I,i € [ andi ¢ X. The rule is satisfied with a
confidence factor c between 0 < ¢ < 1, indicating the proportion of transactions which
have both X and :. In addition to the confidence factor, a support measures the fraction
of transactions that support the rule. A predefined confidence factor or support can be
used as a threshold to constrain the rules. [3] An example provided by Agrawal et al. [3]
is: 90% of transactions that purchase bread and butter also purchase milk.

Kamehkhosh et al. [21] presented a simple AR model for session-based recommenda-
tion. It finds often co-occurring items in the sessions by simply counting the number of
times a pair of items are present in all sessions in any order or position. A score for co-
occurring items ¢ and j is found by counting the number of times the two items appear in
a session together. [21] Ludewig et al. [28] modified the model by also normalizing the
score by dividing the score by the sum of the scores of all the rules originating from 7. The
method does not use confidence factor or support thresholds [28].

The AR model generates predictions for the next item based solely on the most recent
item in the session. The model ranks the items in descending order based on the rule
scores. [28]

AR represents one of the most simple approaches to session-based recommendation
[19]. Although they are rarely used as is, they can serve as a component within more
sophisticated approaches [19].

2.6.2 Markov Chains (MC)

A Markov process is a stochastic process in which the next state is determined solely
by the current state, without considering the sequence of previous states or events. This
means that the process has no memory of the past actions taken. A Markov Chain (MC)
is a special case of a Markov process in which the set of possible states is finite or
countable. [36]

MC can be modeled as a directed graph where nodes (vertices) represent states, and
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edges represent the possible transitions between states. Each edge is coupled with a
transition probability, which indicates the likelihood of moving from the current state to a
specific next state. The transition probabilities for all outgoing edges from a given state
sum to 1. [36] This is the simplest form of MC called a first-order Markov chain [19].

Ludewig et al. [28] presented a simple Markov model for next-item recommendation.
Unlike the AR model, which is based on undirected co-occurrence counts, the MC model
captures directed transition probabilities between consecutive events in a session. Specif-
ically, it counts how often item j is viewed immediately after item ¢ in all sessions. These
counts are then normalized by the total number of transitions from the item ¢, giving a
transition probability. [28]

Like the AR model, the MC model generates predictions for the next item based solely
on the most recent item in the session. The model ranks the items in descending order
based on the transition probability. [28]

The model of Ludewig et al. [28] is the simplest form of the Markov model for session-
based recommendation. More complex higher-order Markov models can be used in order
to include more memory about previous events in the recommendation process [19].

2.6.3 Sequential Pattern Mining (SPM)

Sequential Pattern Mining (SPM), also originally introduced in the context of analyzing
customer purchase histories, refers to the process of discovering frequent subsequences
in sequential transaction data, where items appear in order but not necessarily in consec-
utive transactions. [2]

A purchase is modeled as an itemset (a set of items bought together), and the customer’s
purchase history is represented as a sequence of such itemsets, ordered by time. Let the
itemset I be denoted as {i1, s, .. .4}, Where i; is an item. Let a sequence be denoted
as {51,52,...,5,}, where S; is an itemset. A sequence {A;, A,,... A,} is said to be
contained in another sequence { By, Ba, ..., B,,} if there exist indices 1 < ky < ko <
-+ < k, <msuchthat Ay C By,, Ay C By,, ..., A, C By,,. For example, a sequence
{(3),(4,5),(8)}is found in {(7), (3,8),(9), (4,5,6),(8)}. [2]

Kamehkhosh et al. [21] introduced a simple Sequential Rules (SR) model, which is based
on ideas from both the first-order MC and AR models [28]. Unlike the MC model, which
considers only consecutive sequential transitions between items, the SR model also ac-
counts for transitions that span multiple steps, similar to AR, but maintains the temporal
order of interactions. To reflect the intuition that closer events are more influential, a
weight function with time decay wgg(z) = 1/z is used, where = denotes the number of
steps between the two items [21]. The score for each pair of items is calculated as the
sum of the weighted occurrences in all sessions. These scores are then normalized the
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same way as in AR by dividing the score by the total number of outgoing rule occurrences
from the current item. [28]

Like the AR and MC models, the SR model generates predictions for the next item based
solely on the most recent item in the session. The model ranks the items in descending
order based on the scores. [28]

2.6.4 Nearest Neighbors

K-Nearest Neighbors (KNN) is a classification algorithm that assigns labels to unlabeled
samples by determining the majority class among their k£ nearest neighbors within the
feature space [8]. Various adaptations of KNN have been proposed for session-based
recommendation. One such variant is Session-based KNN (SKNN), which compares the
current session s with previous sessions in the training data to find the most similar ses-
sions, from which recommendations can be derived. Unlike methods that only consider
the last item, SKNN takes into account the entire session history, although it ignores the
order of events. [28]

To score a candidate item 7, SKNN uses the similarity between the current session and
its k nearest neighbor sessions N,. As proposed by Bonnin and Jannach [5] and used by
Ludewig et al. [28], the score is calculated as follows:

scoresgnn(i, s) = Z sim(s,n) - 1,(1), (2.1)
n€ENg

where sim(s,n) similarity between session s and a neighbor session n, and 1,,(7) is an
indicator function that returns 1 if item ¢ appears in session n, and 0 otherwise. [28]

As briefly introduced in Section 2.5, Vector Multiplication Session-Based KNN (V-SKNN)
is a sequence-aware extension of the SKNN method that also incorporates the order of
events in the session to the recommendation. Whereas the standard SKNN implemen-
tation using vector multiplication represents the sessions as binary vectors (1 if an item
is present, 0 otherwise), the V-SKNN uses a real-valued vector for the current session,
where more recent items in the session receive higher weights. This is achieved by ap-
plying a decay function to the binary vector, progressively giving older events smaller
weights. In V-SKNN only the last item in the current session has a weight of 1. The
similarities between the weighted real-valued vector of the current session and the binary
vectors of the past sessions are then computed using the dot product between these vec-
tors. This approach emphasizes recent user behavior when identifying similar sessions.
(28]
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2.7 Performance Comparison of SBRS Models in Literature

Jannach, Quadrana and Cremonesi [19] shared their concern about the published stud-
ies in the field of SBRS. Most SBRS papers focus on applied machine learning, aiming
to show that a new model outperforms the current "state-of-the-art" based on metrics like
precision or recall. However, there is no clear or consistent definition of what counts as
state-of-the-art. In addition, researchers have flexibility in how they set up their experi-
ments, choosing datasets or metrics that may favor their method and fine-tune their own
models extensively while neglecting the same care for baseline comparisons. As a result,
supposed improvements may not hold up, and well-tuned older methods can still perform
just as well or better. [19]

Various studies [28, 29, 30, 43] have been published that benchmark complex models
from the field against simpler baselines, including, for example, the AR, SR, and V-
SKNN methods introduced earlier. The benchmarks show that simpler models, especially
the neighborhood-based models, can achieve consistent and comparable performance
against more complex neural methods. [28, 29, 30, 43]

A recent extensive benchmark study by Ludewig et al. [30] tested non-neural models
against complex neural models in two tasks using datasets from the e-commerce and
music domains. The first task was next-item recommendation, where the objective is to
predict the immediate next item in the session. The second task was to predict all remain-
ing items in the session. The performance metrics used for the first task were Hit Rate
(HR) and Mean Reciprocal Rank (MRR) while for the second task precision, recall, and
Mean Average Precision (MAP) were used. In addition to these measurements, coverage
and popularity are also measured to determine how diverse and novel the recommenda-
tions are. [30]

As Ludewig et al. [30] note, the second task is especially important in the case of e-
commerce domain as the customer is usually not interested in only one correct item,
but multiple relevant items, which can be displayed as a list of recommendations to the
customer. Furthermore, as mentioned in Section 2.2 the main task of the first-stage
retrieval model is to achieve high recall, while the second stage reranker model performs
the final ranking of the candidate set [40].

The non-neural models used in the benchmark include AR, SR, SKNN, and V-SKNN,
which were introduced earlier. Furthermore, the benchmark includes STAN [13], VSTAN
[30], and CT [33], which are described more thoroughly in [30]. The neural models used
in the benchmark include GRU4Rec, its improved version, and SR-GNN, which were
briefly introduced earlier. Furthermore, the benchmark includes NARM [25], STAMP [27],
NextltNet [47], and CSRM [44]. Again, see [30] for a more thorough description.

As introduced, the benchmark study by Ludewig et al. [30] is extensive. For the scope



20

Metrics MAP@20 P@20 R@20 | HR@20 MRR@20 | COV@20 POP@20
RETAIL

e STAN 0.0285 0.0543 0.4748 | 0.5938 0.3638 0.5929 0.0518

e VSTAN 0.0284  0.0542 0.4741 | 0.5932 0.3636 0.5982 0.0488

e SKNN 0.0283 0.0532 0.4707 | 0.5788 0.3370 0.5709 0.0540

e V-SKNN 0.0278  0.0531 0.4632 | 0.5745 0.3395 0.5562 0.0598
o GRU4Rec | 0.0272  0.0502 0.4559 | 0.5669 0.3237 0.7973 0.0347

o NARM 0.0270  0.0501 0.4526 | 0.5549 0.3196 0.6472 0.0569
o CSRM 0.0252  0.0467 0.4246 | 0.5169 0.2955 0.6049 0.0496
o SR-GNN 0.0241 0.0441 0.4125 | 0.4998 0.3252 0.5521 0.0743
o STAMP 0.0223  0.0420 0.3806 | 0.4620 0.2527 0.4865 0.0677
e AR 0.0205 0.0387 0.3533 | 0.4367 0.2407 0.5444 0.0527
e SR 0.0194 0.0362 0.3359 | 0.4174 0.2453 0.5185 0.0424
o NextltNet 0.0173  0.0320 0.3051 | 0.3779 0.2038 0.5737 0.0703
o CT 0.0162  0.0308 0.2902 | 0.3632 0.2305 0.4026 0.3740
DIGI
e SKNN 0.0255 0.0596 0.3715 | 0.4748 0.1714 0.8701 0.1026
e VSTAN 0.0252  0.0588 0.3723 | 0.4803 0.1837 0.9384 0.0858
e STAN 0.0252  0.0589 0.3720 | 0.4800 0.1828 0.9161 0.0964

o V-SKNN 0.0249  0.0584 0.3668 | 0.4729 0.1784 0.9419 0.0840
o GRU4Rec | 0.0247 0.0577 0.3617 | 0.4639 0.1644 0.9498 0.0567

o CSRM 0.0227  0.0544 0.3335 | 0.4258 0.1421 0.7337 0.0833
o NARM 0.0218  0.0528 0.3254 | 0.4188 0.1392 0.8696 0.0832
o STAMP 0.0201  0.0489 0.3040 | 0.3917 0.1314 0.9188 0.0799
e AR 0.0189 0.0463 0.2872 | 0.3720 0.1280 0.8892 0.0863
o SR-GNN 0.0186  0.0451 0.2840 | 0.3638 0.1564 0.8593 0.1092
e SR 0.0161  0.0401 0.2489 | 0.3277 0.1216 0.8736 0.0707
o NextltNet 0.0149  0.0380 0.2416 | 0.2922 0.1424 0.7935 0.0947
o CT 0.0115 0.0294 0.1860 | 0.2494 0.1075 0.7554 0.4262

Table 2.1. Benchmark results sorted by MAP for the e-commerce datasets from Ludewig
et al. [30]. The best values in each column are highlighted in bold. Results have been
adapted for clarity.
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Metrics MAP@20 P@20 R@20 | HR@20 MRR@20 | COV@20 POP@20
ZALANDO
e VSTAN 0.0168 0.0777 0.2073 | 0.5362 0.2488 0.5497 0.0664
e STAN 0.0167 0.0774 0.2062 | 0.5328 0.2468 0.4918 0.0734
e V-SKNN 0.0158 0.0740 0.1956 | 0.5162 0.2487 0.6246 0.0680
e SKNN 0.0157  0.0738 0.1891 | 0.4352 0.1724 0.3316 0.0843
o SR-GNN 0.0146  0.0700 0.1823 | 0.4755 0.2804 0.3845 0.0865
o NARM 0.0144  0.0692 0.1795 | 0.4598 0.2248 0.3695 0.0837
o CSRM 0.0143 0.0695 0.1764 | 0.4500 0.2347 0.2767 0.0789
o GRU4Rec | 0.0143 0.0666 0.1797 | 0.4925 0.3069 0.6365 0.0403
e SR 0.0136  0.0638 0.1739 | 0.4824 0.3043 0.5849 0.0696
e AR 0.0133 0.0631 0.1690 | 0.4665 0.2579 0.4672 0.0886
o CT 0.0118 0.0564 0.1573 | 0.4561 0.2993 0.4653 0.2564
o STAMP 0.0104 0.0515 0.1359 | 0.3687 0.2065 0.2234 0.0868
o NextltNet - - - - - - -
RSC15
o NARM 0.0357 0.0735 0.5109 | 0.6751 0.3047 0.6399 0.0638

o SR-GNN 0.0351  0.0725 0.5060 | 0.6713 0.3142 0.5105 0.0720
o NextltNet 0.0350 0.0722 0.5033 | 0.6691 0.3132 0.5295 0.0677

e VSTAN 0.0350 0.0718 0.5080 | 0.6761 0.2943 0.6762 0.0634
o CSRM 0.0346  0.0714 0.4952 | 0.6566 0.2961 0.5929 0.0626
o STAMP 0.0344 0.0713 0.4979 | 0.6654 0.3033 0.5803 0.0655
e STAN 0.0342 0.0701 0.4986 | 0.6656 0.2933 0.6828 0.0773

e V-SKNN 0.0341  0.0707 0.4937 | 0.6512 0.2872 0.6333 0.0777
o GRU4Rec | 0.0334 0.0682 0.4837 | 0.6480 0.2826 0.7482 0.0294

e SR 0.0332 0.0684 0.4853 | 0.6506 0.3010 0.6674 0.0716
e AR 0.0325 0.0673 0.4760 | 0.6361 0.2894 0.6297 0.0926
e SKNN 0.0318 0.0657 0.4658 | 0.5996 0.2620 0.6099 0.0796
o CT 0.0316  0.0654 0.4710 | 0.6359 0.3072 0.6270 0.1446

Table 2.2. Continued. Benchmark results sorted by MAP for the e-commerce datasets
from Ludewig et al. [30]. The best values in each column are highlighted in bold. Results
have been adapted for clarity.
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Metrics Training (min) Prediction (ms)
RSC15 ZALANDO | RSC15 ZALANDO
o GRU4Rec2 43.14 39.65 7.72 25.97
o STAMP 32.51 133.17 14.94 55.45
o NARM 225.82 797.72 7.83 25.00
o SR-GNN 827.37 1527.17 27.67 120.15
o CSRM 156.89 203.15 24.98 66.93
o NextltNet 1577.40 - 8.98 -
e AR 0.40 1.00 4.66 12.00
e SR 0.41 0.53 4.66 11.77
e SKNN 0.18 0.13 | 37.82 27.77
e V-SKNN 0.19 0.13 18.75 30.56
e STAN 0.18 0.20 36.78 33.26
e VSTAN 0.18 0.13 21.33 55.58
o CT 11.00 15.60 73.34 484.87

Table 2.3. Overview of running times for the RSC15 and ZALANDO dataset from Ludewig
et al. [30]. The best values in each column are highlighted in bold. Results have been
adapted for clarity.

of this work, the focus is on the non-neural models and the e-commerce datasets. Ta-
bles 2.1 and 2.2 show the benchmark results of Ludewig et al. [30] for the e-commerce
datasets. The non-neural methods are marked with a black dot, while the neural models
are indicated with a circle.

The results of Ludewig et al. [30] show that neighborhood-based models such as SKNN,
V-SKNN, STAN, and VSTAN outperform more complex neural models on three of four e-
commerce datasets in terms of MAP, Precision, and Recall. They also consistently match
or exceed the neural models in terms of HR and MRR. In contrast, neural models have an
advantage in terms of coverage and popularity. The simplest non-neural baselines, AR
and SR, perform relatively poorly, only consistently outperforming CT and NextltNet, and
occasionally achieving comparable results with other models.

In addition to performance metrics, Ludewig et al. [30] also report running times in two
e-commerce datasets to evaluate the scalability of the models. The results shown in Ta-
ble 2.3 display the training time of the models in minutes and also the average prediction
times in milliseconds. The neural models were run on the GPU while the non-neural mod-
els were run on the CPU [30]. Ludewig et al. [30] therefore conclude that the difference
in computational complexity between the neural and non-neural models is much higher
than seen in the results.

Training times clearly reflect the higher computational complexity of neural models. In
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contrast, the simple non-neural models require little to no training time due to their in-
herent simplicity. Regarding prediction times, the simplest non-neural models, AR and
SR, achieve the lowest times. Neighborhood-based models, on the other hand, are sig-
nificantly slower, not only compared to AR and SR, but also compared to some neural
models such as GRU4Rec2 and NARM. Ludewig et al. [30] point out that for some mod-
els, such as CT and SR-GNN, both training and prediction times increase considerably
more than for other methods. They also report that the NextltNet method consumed a
large amount of memory, leading to out-of-memory errors [30].

Ludewig et al. [30] highlight that in production settings, RS can operate under strict time
constraints to generate predictions. Beyond meeting latency requirements, faster predic-
tion times also reduce operational costs, as a single instance can handle more requests
without the need for horizontal scaling. Memory consumption is another important cost
factor. In an earlier benchmark study, Ludewig and Jannach [28] showed that simple
methods such as AR and SR consume significantly less memory than neighborhood-
based or neural models. They also note that achieving low-latency predictions with
neighborhood-based methods often requires additional optimizations, such as neighbor-
hood sampling and specialized in-memory data structures [28].

Even if complex neural models achieve better predictive performance, Ludewig et al. [30]
raise the question of whether they are worth deploying in production, given their sub-
stantially higher training costs and infrastructure demands. However, the practicality of
neighborhood-based methods is also debatable due to their high memory consumption
and only moderate prediction latency, which are often achievable only through specialized
optimization techniques.

In contrast, simple models such as AR and SR, although typically included in benchmarks
only as baselines to outperform, offer compelling advantages. Their weaker performance
is expected, as they rely solely on the most recent item and ignore earlier interactions in
the session. However, their simplicity makes them attractive for deployment as they re-
quire minimal training, configuration, or infrastructure. This raises an important question.
Could the core ideas behind these lightweight models be adapted to incorporate more
of the session context, thus enhancing predictive accuracy while maintaining low latency
and ease of use?

2.8 Commercial Focus

Most academic research on SBRS treats them as fully fledged standalone recom-
menders, with the primary emphasis placed on outperforming baselines in offline eval-
uations. However, such a perspective often neglects the commercial realities, where
efficiency, scalability, and integration into existing infrastructures are critical.
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Moreover, for the sake of academic reproducibility and comparability, studies typically rely
on single-level benchmark datasets that are limited to anonymized item ID data, omit-
ting richer contextual information. Although this supports fair benchmarking, it reduces
the commercial applicability of such systems, since real-world deployments often exploit
multi-level data including additional features such as item attributes.

This master’s thesis addresses this gap by explicitly adopting a commercial focus. The
SR-DSW model introduced in Section 3 is designed with system stakeholder require-
ments in mind, focusing on both efficiency and applicability. Furthermore, instead of
positioning SR-DSW as an isolated solution, this work positions it within the broader con-
text of a two-stage recommender system, where the SR-DSW would serve as a candi-
date generator. This shift in perspective from purely algorithmic benchmarking toward
stakeholder-oriented design and system integration is a novel contribution to the SBRS
field.
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3. PROPOSED MODEL

As described in Section 2, AR [21, 28] and SR [21] methods stand out from a commercial
perspective due to their simplicity, interpretability, and computational efficiency. These
characteristics make them attractive for real-time prediction, even if their effectiveness
often trails that of other methods.

RQ3 specifically asked whether these simple methods could be enhanced without com-
promising their efficiency. Furthermore, RQ2 asked how the requirements of the system
stakeholder could be incorporated into the model architecture. To address these ques-
tions, a new model, Sequential Relations with Decayed Sliding Window (SR-DSW), is
proposed.

3.1 Influential Methods from Literature

In SBRS, the challenge lies in making accurate predictions based solely on short-term
user interaction within a session. This limited context makes it essential to derive as
much information as possible from the structure and dynamics of item interactions. One
way to achieve this is to model global item relations, such as co-occurrence relations as
in AR or sequential relations as in SR. The global item relations are also present in many
of the GNN models.

When comparing the construction of item relations in the AR [21] and SR [21] models
introduced in Sections 2.6.1 and 2.6.3, the SR method appears more intuitive due to its
use of a decay function in the sequential relation look-ahead. This mechanism empha-
sizes the relationship of items closer together, which may be useful especially in longer
sessions, where the association between the first and last items of the session may not be
as strong as the items closer to them. Furthermore, association rules completely ignore
the directionality of item relationships, assuming symmetric co-occurrence regardless of
interaction order. In contrast, sequential rules explicitly model the order of interactions,
allowing them to capture both one-way and two-way relationships between items as they
occur in real user behavior.

One of the key limitations of the AR and SR models is their minimal use of the session
context. Both models base their predictions solely on the last item viewed, which may not
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sufficiently capture the current intent of a user.

Mobasher et al. [34] proposed an AR-based model to predict the views of web pages
that incorporates a fixed-size sliding window as a session context. For example, with a
window size of three, the model considers the last three visited pages when generating
recommendations. This approach is motivated by the observation that users often navi-
gate non-linearly, moving back and forth across pages in search of relevant content. As a
result, recent interactions are generally more indicative of immediate intent than the first
parts of a session, which may no longer reflect the users current goal. [34] Based on the
same idea that recent interactions are more important, the V-SKNN [28] model introduced
in Section 2.6.4 applies a decay function to the current session to emphasize the most
recent interactions in the recommendation.

3.2 Sequential Relations with Decayed Sliding Window (SR-DSW)

The proposed model is an extension of the SR [21] model, designed to incorporate a
richer session context. Instead of relying solely on the last item of the session, it uses
a sliding window to capture the most recent N unique items in the session, forming the
session context.

To emphasize recent interactions more heavily, an exponential decay function is applied
to the session context. The decay function is defined as follows:

w(x) = — (3.1)

where = denotes the number of steps between items ¢ and 7 within the session (that is,
the positional distance from the most recent item). This function assigns higher weights
to more recent items, reflecting their stronger influence on the next interaction.

The global sequential relations are constructed similarly to the original SR model, but with
a key difference: the same exponential decay function is also applied when calculating
the weights of these relations. In cases where an item pair appears multiple times within
the same session (due to repeated interactions), only the maximum weight among those
occurrences is retained. This approach reduces the noise of long sessions with frequent
back-and-forth navigation between items.

An additional distinction lies in the normalization strategy. Unlike the SR model, which
normalizes sequential rule weights by the total number of outgoing rules from an item,
the SR-DSW normalizes each weight by the maximum weight among the outgoing rules
for that item. This ensures that the strongest rules from any item are always assigned
a weight of 1. The motivation behind this choice is to mitigate the potential imbalance
caused by the popularity of the items. Popular items may generate many outgoing rules,
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while less popular items may have only a few. Normalizing by e.g. the sum of all outgoing
weights could bias predictions toward less popular items in the current session. Addi-
tionally, this max-based normalization enables efficient pruning of the rule set, allowing
the model to retain only the top K transitions per item without requiring recalculation of
weights.

The prediction is done as follows. Given a session context C' (that is, the most recent n
unique items), the model retrieves all sequential rules that originate from any item ¢ € C'.
The score for each candidate item j is calculated by multiplying the weight w;; of each
rule by the session context weight w¢, for the originating item 7. The function is defined
as follows:

score(j) = Zwij “We, (3.2)
ieC
where w;; is the historical sequential rule weight from item i to item j, w¢, is the session
context weight of item ¢, derived from the decay function. This scoring method gives most
influence to the most recent item in the session context while also rewarding candidate
items that are strongly associated with multiple items in the session context.

3.3 Addressing the Requirements of the System Stakeholder

The requirements of the system stakeholder were outlined in Section 1. After introducing
the proposed model, this section revisits those requirements and demonstrates how the
model addresses them.

As shown in Section 2.7, the AR [21] and SR [21] models stand out as highly cost-efficient
approaches in terms of both computational complexity and memory usage. The proposed
SR-DSW model, derived from the SR model, maintains a similarly lightweight profile. The
primary memory overhead comes from the storage of sequential relations in memory
for efficient access. The recommendation function itself is a simple join operation that
requires minimal computational resources, especially when sequential rules are stored in
a nested structure grouped by the originating items. Furthermore, the sequential relations
can be precomputed as in the SR model.

Despite the enhanced complexity of the recommendation function compared to the SR
model, the SR-DSW model still remains computationally efficient. As demonstrated later
in Section 5.3, SR-DSW achieves real-time prediction performance even when applied to
large-scale datasets such as the one used in this work.

The final RS is designed as a two-stage hybrid architecture, as described in Section
2.2. This modular architecture allows SR-DSW to serve as a highly efficient first-stage
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candidate retrieval model for any re-ranker without limiting the system’s overall design.

Jannach et al. [19] state that recommendations generated by frequent pattern or rule
mining methods are inherently interpretable, as they reflect patterns found in historical
session data. SR-DSW shares this interpretability. As a simple, non-neural model, it
avoids the "black box" characteristics of deep learning-based methods, making it more
accessible to developers unfamiliar with machine learning. This transparency also pro-
motes trust in the system.

Furthermore, SR-DSW is explainable for users. Paired with an explainable reranker, users
can be presented meaningful explanations of how specific recommended items were se-
lected, improving transparency and user confidence in the recommendations.
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4. EXPERIMENTAL SETUP

There are three different methods for evaluating RS. The first and easiest one to perform
is offline experiments which are a simulation of a real world setting conducted by using
a dataset. The dataset consisting of user-item interactions is used to simulate the be-
havior of users interacting with the RS. Offline experiments rely on the assumption that
the observed user behavior at the time of data set collection is similar enough to the user
behavior at the time of deploying the RS. Unlike the other two methods, the offline exper-
iments do not require interaction with the real users, which makes them a cheap option
to evaluate RS. However, the limitation of offline experiments is that they address only a
limited range of questions, typically concerning the predictive performance of the model.
On top of that, offline experiments cannot measure the model’s actual influence on user
behavior. [14]

To evaluate the interaction between users and RS, user studies can be performed. In a
user study, a recruited group of test participants interact with the RS on the platform while
completing a set of given tasks. As users perform these tasks, their behavior is observed,
recorded, and predetermined quantitative metrics are collected. These measures can be,
for example, the number of tasks completed, the accuracy of the task result, or the time
spent solving a task. In addition, qualitative feedback can be obtained by asking users
guestions about the aspects that are not entirely observable. These can be, for example,
the impression of the user interface or the perceived difficulty of the tasks. Compared to
offline experiments, user studies provide valuable insights into the characteristics of RS
and the user experience of using it. [14]

To evaluate the true effectivity of the model on user behavior, an online evaluation must
be conducted. In online evaluation, often done in the form of an A/B test, the model is
fielded to a small percentage of users and the interactions with the RS are recorded.
Multiple models are often tested side by side on different randomly selected groups of
users to find the best performing model. Unlike the other two methods, online evaluation
allows for direct evaluation of broader long-term system goals, such as profitability and
user retention. It also provides insights into the trade-offs between system properties,
such as accuracy and diversity, and how these properties affect the system goals. Online
evaluations are common amongst real-world systems. [14]
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Offline experiments are conducted in the early stage of RS development to filter out can-
didates for more elaborate tests [14]. As mentioned in Section 1, the focus of this master’s
thesis is on the initial stage of RS development and, more precisely, in the first-stage can-
didate retrieval model of a hybrid RS. To provide answers to RQS, an offline experiment
is planned and conducted to evaluate a proposed model and draw conclusions about the
suitability of the method.

4.1 Offline Evaluation of SBRS

Traditionally, SBRS evaluation focuses on predicting future interactions within an ongoing
session. Two common evaluation protocols are used: [19]

* In Given-N next-item prediction the task is to predict the immediate next interaction
in the session based on the first NV interactions of the session. [19]

* In Given-N next-item prediction with look-ahead the task is to predict one of the
remaining interactions of the session based on the first N interactions of the ses-
sion. In this setting, the order of the remaining interaction is typically not considered
when assessing the quality of the recommendation. [19]

In both protocols, the value of N can be gradually increased to simulate the natural pro-
gression of a session, starting from a cold start scenario with minimal context and moving
towards a "warm start" state where a richer session context is available to the RS. [19]

In addition, there can be domain-specific adjustments to the evaluation methods. For
example, the evaluation can be limited to only certain types of interactions or can be
focused only on the last item of the session. [19]

A limitation of traditional evaluation methods is that they typically consider only the items
observed in the session as correct. However, this assumption may be overly restrictive,
as in practice there can be alternative items that are equally relevant or acceptable to the
user. [19]

4.2 Dataset

The data used for the offline experiments should closely resemble the data the RS would
face in production [14]. OTTO Recommender Systems Dataset [37] is created by the
German e-commerce platform OTTO. It consists of real anonymized sessions of users
browsing the OTTO website and the app. The sessions include three types of events:
clicks, carts, and orders, each associated with a timestamp, item ID, and session ID. No
additional item information is provided, as the focus is entirely on modeling and prediction
based on session-level behavior. [37]

The dataset provides both training and test sets. The train set contains four weeks of data
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4 weeks | 1week

Figure 4.1. Train and test data split of the OTTO dataset [37]

and the test set one week of data after it. The split is done by a timestamp and there is
no information leakage as the train sessions that overlap with the test period have been
truncated as seen in Figure 4.1. [37] This setup reflects a realistic scenario in which
RS is trained on recent historical data and then deployed to make predictions on future
interactions.

The dataset defines session as all activity by a single user [37]. This definition of a
session is problematic, given the common assumption that sessions are anonymous.
Consequently, multiple sessions may be associated with a single user who has visited
the site multiple times during the data collection period. For this reason, single sessions
in the dataset are split into multiple sessions using a 30-minute inactivity threshold. This
type of heuristic is common in the SBRS field [19]. The modification is done to both the
train and the test sets.

The dataset is massive, with a train set consisting of 12 million original sessions, 220
million events, and 1.8 million items [37]. The system used for this work did not have
enough memory to perform the computations on the dataset efficiently. Both train and
test sets were downsampled by dividing them by median timestamps, taking the second
half of the train set and the first half of the test set as the final dataset for the experiment.
The modified train set consists of 14 days of data, while the test set has 3.6 days of data.

To ensure a fair evaluation and meaningful performance estimates, the train and test sets
were also filtered to ensure that items appear in both the train and test sets. This ensures
that all test items have been observed during training, making the prediction theoretically
feasible. In addition, to better reflect real-world usage, each test session was split into
multiple subsessions by incrementally revealing one additional event at a time.

Finally, sessions with only one event were filtered out. After applying all the modifications,
the train set has 12.2 million sessions, 78.7 million events, and 0.5 million items. The test
set has 0.5 million sessions including the subsession.
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Figure 4.2. Distribution of session lengths. Top 1% of sessions has been excluded for
clarity.

The median session length in the train set is 4 events, while the mean session length is 6.5
events. As seen in Figure 4.2, the vast majority of sessions are short or medium-length,
as defined by Wang et al. [45].

The median amount of interactions for an item is 13 events, while the mean is 39 events.
As seen in Figure 4.3, the long-tail phenomenon [4] is strong in the interaction distribution
of the items.

4.3 Experimental Objectives

The OTTO dataset was launched with a Kaggle competition [22], in which the objective
was to predict the next immediate click, the remaining carts, and the remaining orders of
the session [37]. In this work, the term view is used interchangeably with click to refer to
a user browsing an item.

In contrast to the original Kaggle competition, this work focuses solely on predicting the
immediate next view and the remaining carts. Orders are excluded because ordered
items are typically a subset of carted items, making their prediction partially covered by
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Figure 4.3. Distribution of item interactions. Only the 5th-95th percentile range are shown
for clarity.

the remaining carts prediction task.

The goal of a first-stage candidate retrieval model is to efficiently identify a set of poten-
tially relevant items for further evaluation by the RS. In this work, the prediction of views
and carts is emphasized, as both represent important but distinct signals of user intent.
View events indicate items that have attracted the user’s attention and may represent po-
tential alternatives under consideration. In contrast, cart events typically reflect stronger
intent and are more indicative of the user’s actual purchase preferences.

The first objective is next-item prediction of views, which evaluates the model’s ability to
retrieve potentially relevant alternative or complementary items for the user to consider.
Specifically, the task is to predict the immediate next item a user is likely to view based
on a sequence of earlier interactions. The underlying assumption is that items frequently
viewed consecutively can reflect a decision-making pattern, providing insight into what
users might want to consider before completing a purchase. Consequently, the first objec-
tive is to evaluate how well the model captures and predicts these typical decision-making
patterns.

The second objective is next-item prediction with look-ahead of carts, with the aim of
evaluating the models ability to retrieve items the user is likely to purchase. Specifically,
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the task involves predicting the remaining items that will be added to the cart, given a
sequence of earlier interactions within the session. The underlying assumption is that the
items added to the cart reflect stronger user interest than those merely viewed. Conse-
quently, the second objective aims to assess how effectively the model can predict the
users actual purchase intent.

As the focus is on evaluating the candidate retrieval performance of the system, relatively
high values of N are used for the number of recommended items. The primary config-
urations tested are N = 100 and N = 50, with additional experiments conducted with
N =20 and N = 10 to explore how well the candidate retrieval model would perform as
an RS itself without a reranker, relying solely on the user interaction history without any
information about the items.

In addition to evaluating the predictive performance of the models, the applicability of the
proposed method is evaluated by comparing its prediction times against the SR model.
This comparison is conducted to ensure that the proposed approach meets the response
time requirements set by the system stakeholders, making it suitable for deployment in
production.

4.4 Metrics

To assess the performance of the candidate retrieval model, a set of standard evaluation
metrics is used. These metrics are designed to capture different aspects of recommen-
dation quality, primarily the model’s ability to retrieve relevant items, and secondarily the
order of items in the recommendation list.

4.4.1 Recall

A common assumption for RS is that users will prefer systems that make more accurate
predictions [14]. As stated in Section 2.2 the main task of the candidate generation model
is to achieve high recall for the generated candidate list of items. Therefore, recall is used
as a primary metric for evaluation. The original dataset [37] also uses the recall metric for
evaluation.

Recall measures how many of the true positive values were successfully predicted. The
more ground truth items the model predicts, the better the model is. Recall is defined as
follows:

True positive

Recall = — —.
True positive + False Negative

(4.1)

More precisely a Recall@K measure is used which is defined as follows:
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Number of relevant items in K
RecallOK = _ . (4.2)
Total number of relevant items

The recall score has a range of [0 — 1]. A higher recall score is better. Recall is used
for the remaining carts prediction to measure how many of the future carted items are
predicted correctly.

4.4.2 Hit Rate (HR)

In many cases, a recommendation is considered successful as long as the list includes at
least one item the user decides to choose [14]. The recommendation task of finding some
good items for the user is the main recommendation task of many commercial RS [41].
This is also the case in the setting of this experiment. While being able to recommend
many relevant items would be better, recommending at least one relevant item which
allows the user to continue exploring interesting items is sufficient.

Information about the percentage of recommendation lists that contain at least one rele-
vant item, also known as the hit rate [14] is useful. The hit rate is defined as follows:

Number of candidate lists containing a relevant item

Hit Rate =
Total number of sessions

(4.3)

The hit rate has the range [0 — 1]. A higher hit rate is better. Hit rate is used for both next
view and remaining carts predictions.

4.4.3 Mean Reciprocal Rank (MRR)

The rank of the item on the recommendation list matters. In an ideal situation, the first
item on the list is a relevant item. For this purpose a Mean Reciprocal Rank (MRR) is
used. MRR measures the average rank of the first relevant item in the predicted list of
items [14]. MRR is defined as follows:

Q|

1 1
MRR = — 4.4
Q| ; rank; “4-4)

where () is the set of prediction lists and rank; is the position of the first relevant item in
a list.

Again, more precisely, a M RRQK metric is used which is calculated as follows:
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QI 1 - ; e
1 if a relevant item exists in top-K
MRRQK = — § Q ranks P , (4.5)
Q -1 |0 otherwise

where the rank is 0 for lists without relevant items.

MRR score has a range [0 — 1]. A higher MRR score is better. MRR is used for next
view prediction as a secondary metric to measure how well the candidate retrieval model
would perform without an additional second-stage reranker.

4.5 Baseline models

The experiment is designed to address RQ3, which focuses on the performance and
potential improvement of lightweight session-based recommendation methods. In line
with this objective, two efficient models found in the literature are selected as baselines.
In addition, a third, even simpler, and intuitive baseline is included to establish a lower
bound reference. This allows for better quantification of the performance gains achieved
by the more sophisticated lightweight methods.

4.5.1 Association Rules (AR)

The AR model introduced in Section 2.6.1 is used as a baseline for the next view and the
remaining carts prediction tasks. The implementation follows the guidelines described in
the original work [21] and applies the modification described in [28].

For the next view prediction, the AR model is implemented exactly as described in [28],
with the exception that only view events are retained in the training data while cart and
order events are excluded.

For remaining carts prediction, the model is modified to construct co-occurrence relation-
ships based specifically on view-to-cart item pairs. As in the next view prediction setup,
order events are also filtered out of the training data to maintain consistency.

4.5.2 Sequential Rules (SR)

The SR model introduced in Section 2.6.3 is used as a baseline for both next view and
remaining carts prediction tasks. The implementation follows the guidelines described in
the original work [21].

The original work [21], as well as the later description in [28], did not explicitly specify how
to handle cases where the same item appears multiple times within a session. However,
based on the description of the AR model in [21], it was assumed that the SR model would
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operate similarly. Therefore, a design decision was made to consider only the highest-
weighted sequential rule for each item within a session if the same item appeared multiple
times. This approach was also found to yield improved performance during testing.

For next view prediction, the SR model is implemented as described in [21], incorporating
clarification regarding repeated items in a session mentioned earlier. Similarly as for the
AR model, only view events are retained in the training data while cart and order events
ar excluded.

For remaining carts prediction, similarly as for AR model, the order events are filtered out
and the SR model constructs view-to-cart item pairs. However, a new indexing approach
is introduced, called cart-based indexing. In this method, each sequence of consecutive
cart events within a session is used as a reference point. The method assigns the same
index to the consecutive sequence of cart events and all consecutive view events that
precede the cart event. This ensures that later cart events are not overly penalized by
the models decay function, which otherwise tends to favor earlier events. This indexing
strategy was also found to yield improved performance during testing.

4.5.3 Previous Interactions (PI)

The final baseline used only for the remaining carts prediction is based on the assumption
that items added to the cart typically appear earlier in the session as view events. This
method operates by reversing the current session so that the most recent item appears
first, and then returning the unique items in order of recency as the prediction.

It serves as a simple, intuitive heuristic that leverages only the session context and does
not require any model training. This baseline is included to evaluate the actual perfor-
mance gains achieved by the other baseline models and the proposed model compared
to this naive strategy.

4.6 SR-DSW Iltem Relations

Similarly as for the AR and SR models, SR-DSW relies on different types of item relations
depending on the prediction task. For the next-item prediction task, only view events are
retained in the training data. Thus, the model creates and uses view-to-view relations to
generate predictions.

For the remaining carts prediction task, both view and cart events are retained. In this
case, SR-DSW adopts the same cart-based indexing strategy as the baseline SR model
and uses view-to-cart relations for prediction.
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5. RESULTS

Section 3 introduced the SR-DSW model. Section 4 described the experimental setup
and baseline models. The SR-DSW is evaluated against baseline models in two predic-
tion tasks: next view prediction and remaining carts prediction. Furthermore, prediction
times are measured to draw conclusions about the added computational complexity of
the SR-DSW model and its suitability to real-time recommendation use. Experiments are
also conducted to examine the effect of the window size of the SR-DSW model to find the
optimal configuration.

To ensure efficiency, all the item relations for each model were precomputed and stored.
In the case of AR and SR baselines, which rely solely on the last item in a session, it is
sufficient to keep only the top k scoring relations for each item. In this study, the max &
used is 100. In contrast to AR and SR models, the SR-DSW can use a larger contextual
window. This requires keeping more item relations for each item, since multiple items in
the session may contribute to the final score of a candidate item. To minimize the risk
of prematurely truncating relevant relations, the top 200 relations per item are stored.
Based on the results in Section 5.4, an optimal window size of 7 was used for all reported
SR-DSW evaluations.

All experiments were conducted on Windows 11 machine with AMD Ryzen 5 5600X CPU
and 64 GB of 3200 MHz RAM. Data processing and model implementation used Polars
[38] data frames.

5.1 Next View Prediction

The objective of this experiment was to predict the next immediate view within a session.
As shown in Table 5.1, SR-DSW consistently outperforms AR and SR in terms of the
primary metric HR, demonstrating its ability to retrieve more candidate sets that include
at least one relevant item.

However, SR-DSW lags behind AR and SR in terms of the secondary metric MRR. This
is expected, given that the SR and AR are specifically designed for next-item prediction,
whereas SR-DSW is designed primarily for candidate generation, with the assumption
that a separate model will perform the final ranking. The longer session window of SR-
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Metric SR-DSW AR SR

HR@10 0.3665 0.3486 0.3534
MRR@10 0.1518 0.1909 0.1913
HR@20 0.4634 0.4268 0.4291
MRR@20 0.1586 0.1963 0.1966
HR@50 0.5713 0.5265 0.5205
MRR@50 0.1621  0.1995 0.1996
HR@100 0.6345 0.5905 0.5762
MRR@100 | 0.1631 0.2004 0.2004

Table 5.1. Next view prediction results on OTTO dataset. The best values in each column
are highlighted in bold.

Metric SR-DSW AR SR Pl

HR@10 0.5189 0.4806 0.4787 0.4646
Recall@10 0.3493 0.3220 0.3202 0.3046
HR@20 0.5652 0.5205 0.5122 0.4735
Recall@20 0.3859 0.3535 0.3468 0.3108
HR@50 0.6203 0.5670 0.5497 0.4764
Recall@50 0.4320 0.3911 0.3781 0.3128
HR@100 0.6569 0.5933 0.5721 0.4766
Recall@100 | 0.4646 0.4155 0.3980 0.3130

Table 5.2. Remaining carts prediction results on OTTO dataset. The best values in each
column are highlighted in bold.

DSW dilutes the impact of the most recent item, as earlier items in the session have
influence on the final ranking of the candidate items, consequently reducing the effectivity
in terms of MRR.

Interestingly, although SR slightly outperforms AR in MRR, the difference is marginal. This
suggests that the view events in the dataset exhibit weak sequential relations, implying
that consecutively viewed items are not strongly dependent on order and can occur in any
order.

5.2 Remaining Carts Prediction

The objective of this experiment was to predict the remaining carts within a session. As
shown in Table 5.2, SR-DSW consistently outperforms AR, SR, and Pl models in terms of
both HR and recall. This indicates its ability to retrieve more candidate sets that include
at least one relevant item but also more relevant items per session.
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Unlike the Pl model, which merely reflects items that have been interacted with in the
session so far, both AR and SR are capable of finding new previously unseen relevant
items for the session. SR-DSW surpasses both AR and SR by identifying a broader
and more accurate set of relevant items, demonstrating the advantage of richer session
contexts.

The comparison between AR and SR models further reinforces the finding of the next-
view prediction task that association rules are more effective than sequential rules for
this particular dataset. AR consistently outperforms SR across all metrics in the remain-
ing carts prediction task, suggesting that the underlying item relationships in the data
are better captured by non-sequential co-occurrence patterns than by strict sequential
dependencies.

5.3 Real-time Prediction Capability

One of the stakeholder requirements outlined in Section 1 is that the model must support
real-time recommendation. To evaluate the feasibility of SR-DSW in such a setting, the
average prediction time of SR-DSW is measured across varying window sizes, assess-
ing how the added complexity of the model impacts prediction latency. For comparison,
the average prediction time of the SR model was also measured to determine how the
increased computational demands of SR-DSW compare to a simpler baseline.

For this evaluation, two prediction functions were implemented to simulate the setting of
the online recommendation. Both functions are designed to predict the remaining carts
for a given session and take as input a list of items representing the user’s previously
interacted items. Each function outputs a candidate set of 100 items.

The SR prediction function uses only the last item in the session list to generate can-
didates. In contrast, the SR-DSW function considers the last n unique items, where n
is defined by the window size parameter. The SR model simply returns the top 100
items with the highest scores, whereas the SR-DSW computes the combined scores of
weighted item relation finding the top 100 scoring items for the whole session context.

To generate test samples, the unique items in the test set were grouped into sequences
of 10 items each, resulting in a total of 45,955 samples. These samples were used to
measure the average prediction time for each model.

Figure 5.1 illustrates how the average prediction time for SR-DSW increases slightly with
window size. However, even with a window size of 10, the average prediction time re-
mains below 1 millisecond, demonstrating that SR-DSW meets the real-time performance
requirement.

As expected, the SR model, which uses only the last item in the session (equivalent



41

Impact of Window Size on Average Prediction Time
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Figure 5.1. Impact of SR-DSW window size on average prediction time in carts prediction.

to a window size of 1), achieves a lower average prediction time of 0.49 milliseconds.
Although SR-DSW is marginally slower, its performance remains well within acceptable
limits for real-time use.

5.4 Impact of Window Size on SR-DSW Performance

The impact of window size on SR-DSW performance was investigated in the remaining
carts prediction task to determine an optimal value for effective recommendation.

As shown in Figure 5.2, increasing the window size to approximately 7 leads to improve-
ments in the prediction metrics, after which the performance gains plateau. This trend
can be attributed to two factors. First, longer sessions are less common in the dataset,
reducing the benefit of larger window sizes. Second, the prediction function applies a time
decay multiplier, which reduces the influence of earlier interactions in the session. As a
result, expanding the window beyond a certain length yields diminishing positive returns.
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Impact of Window Size on Hit Rate and Recall
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Figure 5.2. Impact of window size on hit rate and recall in remaining carts prediction.
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6. DISCUSSION

Section 2 highlighted inconsistencies in SBRS research. Beyond these inconsistencies,
the field also appears to be narrow and limited in practical perspective. The SR-DSW
model introduced in Section 3 and evaluated in Section 5 showed promising performance
in the candidate generation task in the offline evaluation. However, its real-world applica-
bility, along with the limitations of offline evaluation, should be further discussed.

6.1 Issues in SBRS Research

The use of terminology in SBRS research has been inconsistent, as observed by Wang
et al. [45] and later by Jannach et al. [19]. Even these two comprehensive surveys adopt
different definitions of SBRS. The term SBRS is often confused with SRS and there seems
to be no consensus in the academic community on the definition of SBRS. This lack of
clarity creates confusion and hinders the ability to track progress in the field.

In addition, the specific recommendation task used in SBRS studies often varies. The
most common task is next-item prediction, where the goal is to predict the immediate
next interaction in a session. However, as Ludewig and Jannach [28] point out, this task
is quite narrow. In real-world use cases, all subsequent items in a session may be relevant
to the user [28]. However, many models are designed and evaluated solely on this limited
task. Future work should place greater emphasis on predicting all subsequent interactions
within a session, not just the next step.

Another issue concerns the lack of a multistakeholder perspective in academic research
and, especially, the limited commercial focus. Many studies aim to introduce new state-of-
the-art models that outperform existing methods in benchmark datasets, a phenomenon
present in the ML field as a whole [26]. However, important factors that affect the scalabil-
ity and deployability of the model, such as computational complexity, memory usage, and
prediction latency, are often overlooked. Consequently, many of the introduced models
are complex neural models that would likely in practice be too complex and delicate for
many production use cases. Therefore, more work should be done to explore conven-
tional methods.

Moreover, most benchmark datasets are single-level, whereas real-world session data is
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more likely multi-level, including more contextual information such as item attributes and
category hierarchies. As a result, the practical effectiveness of these models remains
unclear, and many would likely not be used as such in production environments.

Fortunately, there is growing interest in academia in addressing these practical and com-
mercial challenges, as evidenced by initiatives such as dedicated workshops on industrial
RS [32].

6.2 Issues with Offline Evaluation

Although the offline evaluation provides good scores, the real effectivity of the model
should not be assumed blindly. Great offline performance may not be the most successful
online [14]. Therefore, the decision on the final RS should be guided by A/B tests which
can provide a more reliable assessment of real-world impact.

An additional issue with offline evaluation is that the datasets may be biased, as the in-
teraction data is affected by the conditions under which it was gathered. For example, on
e-commerce sites, some interactions with items may be biased due to an ongoing adver-
tisement campaign or a temporary discount. Clicks on discounted or trending items often
lead to purchase. [19] Furthermore, the old RS has an influence on customer behavior
during the data collection period [31, 14]. For example, using data influenced by the old
RS to train a new RS results in partially labeled training data [31], as only a small subset
of items have user feedback, while many others remain unseen and unlabeled. This can
reinforce existing popularity patterns, causing already popular items to be recommended
even more often, an effect known as the "rich get richer" phenomenon [31]. In addition,
the data preparation methods used in offline evaluation can affect the patterns in the data.
When modified data is used to train the RS, the RS may not generalize well to real-world
scenarios [14].

Fortunately, data biases can be mitigated using techniques such as off-policy correction
[31] or, more broadly, off-policy learning [19, 31].

6.3 Applicability of the SR-DSW

In offline testing, the SR-DSW model demonstrated clear improvements over the AR and
SR models in the candidate generation task. Due to the selection of a simple non-neural
sequential relations-based approach, the model should in theory be able to fulfill the sys-
tem stakeholder requirements. The SR-DSW model is cost-effective, low-latency, under-
standable, explainable, maintainable, and extendable. These characteristics make SR-
DSW particularly suitable for development teams that may not have deep expertise in ML
or Al.
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However, demonstrating cost-efficiency and real-time performance is particularly chal-
lenging in offline evaluations. The actual runtime efficiency and operational cost of the
model depend on several factors, such as the chosen technology stack and deployment
environment.

Despite promising results in offline evaluation, the SR-DSW is not sulfficient on its own
to be used as a full RS. In both the next view prediction and remaining carts prediction
tasks, the SR-DSW model achieves higher HR and recall scores as the length of the
prediction list increases. Furthermore, as indicated by the MRR score of the next view
prediction results, the SR-DSW tends to prioritize broader relevance across the entire
recommendation list at the expense of sensitivity to immediate next-item prediction. As
a result, highly relevant items may appear lower in the ranked list, reflecting a trade-off
between precision at the top and overall list quality. Therefore, it is clear that the SR-DSW
would benefit from a second-stage reranker which would rank the relevant items higher in
the list.

The offline evaluation of this master’s thesis is somewhat limited. First, evaluating the
model on a single public dataset is insufficient to generalize its performance to real-world
scenarios. Second, because the selected dataset is publicly available for academic repro-
ducibility, the actual effectiveness of the model in the intended application context remains
unknown.

The offline evaluation metrics used in this study did not account for item space coverage
or recommendation diversity. Since SR-DSW builds on global sequential item relations, it
is particularly prone to popularity bias. An effective RS should also be capable of surfacing
less popular, yet highly relevant items.

Interestingly, the dataset used in the offline experiment did not appear to exhibit strong
sequential patterns. Although the exact nature of the items is unknown, it is possible that
certain domains such as fashion may naturally lack sequential dependencies compared
to domains like consumer electronics, where accessories may have strict compatibility
relations and are more likely to be purchased as follow-ups. The relevance of sequential
modeling should therefore be evaluated with respect to the sector in which the RS is used.

Furthermore, the focus of the SR-DSW is on session-based recommendation. As dis-
cussed in Section 2.3, real-world data often include more contextual information, such as
item availability or category, which should be incorporated into the candidate generation
stage. Additionally, information about users who, for example, are logged in and thus not
anonymous is currently ignored. The final RS should also take into account all additional
data sources available to potentially achieve higher relevance in the recommendation.
Within a two-stage RS architecture, additional contextual information can also be lever-
aged in the second-stage ranking component to balance user relevance with business
objectives.
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The final recommendation algorithms should be purpose-driven [18], whether the ob-
jective is to recommend alternatives, complementary accessories, or new unseen items
aligned with business strategies such as increasing revenue. The ideas behind SR-DSW
can be adapted to support such use cases.

The final production RS can be trained regularly (e.g., daily) to detect new item rela-
tionships and capture seasonal trends or emerging purchasing patterns. For addressing
cold-start issues, new or infrequently interacted items could be mapped to similar, more
popular items using content-based strategies.
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7. CONCLUSIONS

This master’s thesis explored the design of a session-based candidate generator for the e-
commerce domain, with a particular focus on lightweight, practical solutions. The system
stakeholder requirements guided the design process. Three research questions guided
the work, addressing how session data can be utilized for recommendation, how system
architecture should align with the needs of the system stakeholder, and how existing
simple models can be improved without sacrificing efficiency.

To address RQ1, the study examined how anonymous session data can be leveraged to
generate relevant recommendations. A review of the existing SBRS literature highlighted
a range of approaches, from non-neural techniques such as association rules, sequential
rules, and neighborhood-based models to more complex neural models. These insights
informed the selection and design of models for empirical evaluation.

For RQ2, the study considered the requirements of the system stakeholder, which em-
phasized cost effectiveness, real-time capability, modularity, understandability, maintain-
ability, and explainability. Based on these requirements, the master’s thesis focused on
lightweight non-neural models that can be feasibly integrated into practical e-commerce
platforms.

In response to RQ3, a new SR-DSW model was introduced. This model builds upon the
existing SR model by incorporating a fixed-length sliding window with time decay over
user interactions in a session, allowing it to capture more relevant temporal patterns with-
out relying on heavy computation or deep learning techniques. The model was evaluated
offline using a publicly available dataset and benchmarked against the original SR model
as well as a similar AR model as baselines. The results showed that SR-DSW consis-
tently outperformed the original SR model as well as the AR model in terms of recall and
HR in immediate next view prediction and remaining carts prediction tasks. The model
underperformed the AR and SR models in terms of MRR in the immediate next-view
prediction task, which reflects the trade-off between improved broader relevance and re-
duced sensitivity to fine-grained sequential patterns. Overall, the SR-DSW model showed
improvement in candidate generation use over the original SR model while maintaining
its lightweight advantages.

This study opens several directions for future work. One direction is to compare SR-
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DSW with other non-neural methods, such as neighborhood-based approaches, as well
as with modern deep learning-based SBRS models. Conducting such comparisons using
additional datasets and additional diversity evaluation metrics would further validate the
trade-offs between model complexity and operational efficiency, especially in resource-
constrained environments.

A second direction for future work is to investigate alternative recommendation strategies
using multi-level datasets. It would be valuable to examine how additional information,
such as item category data, could enhance candidate generation and identify which types
of item relationships provide the greatest benefit.

Since effective recommender algorithms must ultimately be tailored to specific use cases,
a third direction is to investigate the best recommendation strategies for those. SR-DSW
could be adapted to function as a candidate generator in scenarios such as supplemen-
tary or complementary item recommendation.

Future research could also explore hybrid two-stage recommender system architectures,
where the SR-DSW model functions as a candidate generator and is complemented by
a secondary reranking model that incorporates content-based or contextual signals to
improve personalization. Such an approach would allow for a more comprehensive as-
sessment of the true performance and effectiveness of the model. Ultimately, beyond the
offline evaluation, a fully developed RS should be validated through online A/B testing to
determine its real-world impact.

In summary, this master’s thesis contributes a practical and efficient model for session-
based candidate generation for item recommendation and offers insights into how
lightweight approaches can be enhanced and aligned under system stakeholder con-
straints in real-world e-commerce applications.
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