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Abstract

This chapter discusses problems in the interpretation of corpus data arising from the
insufficiencies in the annotation of named entities. Many corpora nowadays still do not
adequately enable corpus users to set up queries that would exclude items appearing in names
when needed to improve precision of the searches. Through an examination of case studies in
major English language corpora, the chapter highlights the need to carefully post-process the
search results, as irrelevant occurrences of named entities may pose challenges in the analyses
of word frequencies and their collocational behaviour. The chapter calls for more detailed
annotation of named entities in already available large linguistic corpora and reminds of the
importance of close inspection of the search hits.
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1 Introduction

As we have reached the 2020s, corpus linguistics as a branch of linguistic study has progressed
in many ways from its early days, nowadays offering a multitude of possibilities of examining
various facets of language use. Not only have new corpora become available that are massive
in size compared to those compiled in the 1980s and 1990s, but search engines or online
interfaces have also become technically more and more sophisticated, giving users the

opportunity to observe statistically organised search results that go far beyond the presentation



of mere concordance lines. In concrete terms, the changes are noticeable on the level of
educating students about the basics of corpus linguistics: with the evolving nature of the field,
there is a constant need to update course materials to provide novices with an overview of both
the possibilities and challenges relevant to corpus study.

With new corpora containing billions of words and allowing complex searches by
making use of various search functions and different types of linguistic annotation, novice
corpus users may find it difficult to question the relevance of their search results adequately
and carefully. In line with the “God’s truth fallacy” noted by Rissanen (1989), automatically
produced frequency lists or rankings of statistically most significant collocates may be accepted
without further scrutiny, and with relevant tokens numbering in the thousands, there may be a
growing temptation not to check the concordance lines, as the corpus user feels secure about
the reliability and representativeness of the corpus.

There are many types of items commonly found in corpora which, while they are
perfectly representative of language use, may present problems when investigating patterns of
language use. For example, Rissanen (1992) paid attention to the role of quotations in historical
sermons and observed that biblical quotations contained relatively higher proportions of
pronouns compared to other parts of sermons. In a similar vein, Kaunisto (2017) examined the
overall number of words from quotations as well as foreign language passages in Samuel Taylor
Coleridge’s Biographia Literaria, and found that approximately 12 per cent of the entire word
count of the book was made up of items which do not exactly represent Coleridge’s own choices
of linguistic patterns; in some instances, the quotations represented language written hundreds
of years before Coleridge’s time. In other words, texts may sometimes feature items which have
the potential of skewing the results. When we use idioms, common proverbs, or quote someone,
those sequences of words are more frozen, that is, we are bound to follow the patterns and
choices of words made by other people. It is therefore of interest to examine more closely the
characteristics of such items and to assess the seriousness of such effects on different types of
linguistic analyses.

There are also items which, because of their high frequency, pose other, quite serious
challenges in corpus analyses, and the ubiquitous references to named entities can be identified
as one such issue. Corpus users are probably well aware that items found in proper names — for
example, words found in titles of books, articles, films, etc. — may be regarded as frozen items

and would normally be excluded from further analysis because the choice of the exact words in



such instances was usually made by someone else than the authors or speakers themselves. The
identification of multi-word units functioning as proper names is a task that has received a great
deal of attention from scholars to solve problems relating to different purposes — for example,
data mining, automatic translation, named entity recognition — generally in the field of Natural
Language Processing (NLP). Much work has gone into developing efficient annotation
strategies for differentiating items belonging to named entities from those representing regular
uses of the words. The task is obviously not straightforward, as names differ greatly as regards
their structural complexity, and in some cases, they can be rather long, as in example (1) from

a review of a music album.

(1)  Originally titled ‘The Southern Harmony And Musical Companion Featuring A
Choice Collection Of Tomes, Songs, Odes And Anthems From The Most Eminent
Authors In The United States’, this is the record that was struggling to be heard
inside the more studio-constricted ‘Money Maker’. (BNC, CHA 4244)

In this example, we can see that the title of the album is a lengthy one, and it can be observed
that although the mention of the title in practice constitutes a single reference to only one entity,
the 25 words of the name are similar to a quote in that none of the words and their combinations
were originally produced by the author of the review.

Proper names and multi-word proper names in particular pose challenges to the study
of language use, and many currently available linguistic corpora are lacking in this kind of
annotation. In automated collocational analyses, for instance, it may not always be possible to
make use of part-of-speech tags to distinguish between instances of words where the word has
been a part of a proper name or not. The situation is somewhat easier if we need to distinguish
between proper nouns and common nouns, as far as we can rely on the accuracy of the tagging.
But as regards, for example, the occurrences of adjectives within proper names — as in magical
in Magical Mystery Tour — no annotation is necessarily available for us to separate such
instances from regular uses of the adjective, and close manual inspection is therefore needed to
exclude such items from the analysis.

In this chapter, I will examine through different types of examples how the frequencies
of English proper name uses can distort studies focussing on word frequency and collocational

behaviour, and how the occurrences of proper name use may show different degrees of



prominence of words in different genres and regional varieties. Section 2 provides the broader
background in relation to English proper nouns, proper names, and the strategies of annotating
names. Section 3 presents small-scale studies of corpus searches involving words that may be
frequently used as named entities, or parts of named entities. Section 4 provides further
discussion and concluding remarks. Overall, the main argument is that due caution must be
given to such items and sufficient manual inspection of concordance lines is needed to avoid

the possibility of misinterpreting initial findings from corpus data.

2 Background

2.1  The concepts of proper nouns and proper names

Many studies on the annotation of named entities start off with descriptions on how the concept
of “name”, or “proper name” has been described and defined, going back to the theoretical
postulations by philosophers such as John Stuart Mill, Bertrand Russell, and Ludwig
Wittgenstein (see, e.g., Anderson 2004, 2007; Pierini 2008; Simon 2019). As noted by Pierini
(2008: 43), proper names have been the subject of much study from the perspective of
philosophy, logic, psychology, and anthropology. The semantic notions of sense, reference, and
denotation are central in the understanding and description of what a name is, but in simplest
terms — and for purposes most directly relevant here — we can start with the distinction between
proper nouns and common nouns.

Aarts et al. (2014, s.vv. proper noun; common noun) define proper nouns as nouns
“referring to a unique person, place, animal, etc.”, for example, Tom, London, Dumbo, while
common nouns are ones that are “not the name of any particular person, place, thing, etc.”, but
which refer to a class of entities, for instance, janitor, street, reason. In addition to their
semantic difference and the fact that proper nouns are usually spelled with a capital initial,
proper nouns and common nouns can typically be distinguished by their grammatical
behaviour. Unlike proper nouns, common nouns show contrasts in number and definiteness,
but as noted by Biber et al. (2021: 243-244), there are also borderline cases as regards the two
types of nouns and their grammatical behaviour (e.g., proper nouns can in some instances be

used with possessive determiners, as in they want our Harry for the job, even though this feature



is more typical of common nouns), and there are also instances where proper nouns can be used
as common nouns (e.g., he’s our new Shakespeare; we have several Napoleons in our ward).

Some grammarians (e.g., Huddleston and Pullum 2002; Aarts 2011) prefer to
distinguish between the concepts proper noun, reserving it for single-word items (e.g., Bob,
London, Japan), and proper names. The latter term covers proper nouns as well as names
comprised of noun phrases with the definite article the and a proper noun (e.g., the Thames),
the + a common noun (e.g., the Queen, the Plough), combinations of common and proper nouns
(with or without the definite article, e.g., Lake Erie, Windsor Castle, the Guggenheim Museum),
adjectives and common nouns (e.g., Great Britain, the United Nations, the British Isles), or
longer, more complex noun phrases (e.g., the United States of America, The 7th Annual Global
Congress of Knowledge Economy). Proper names may also include phrases other than noun
phrases: for example, the film title Almost Famous is an adjective phrase consisting of a
modifying adverb and an adjective as head, and the book title In Cold Blood is a prepositional
phrase consisting of a preposition with a noun phrase complement. Commenting on the wide
variety of grammatical structures that can stand as proper names, Huddleston and Pullum (2002:
517) also give examples of clauses functioning as names (e.g., White Men Can’t Jump, How to
Marry a Millionaire). Nevertheless, such titles are proper names, and when used in sentences,
they perform the same functions as noun phrases. Because the prototypical proper name is a
proper noun, we tend to associate names with the word class NOUN (for a detailed discussion
on the grammatical categorization of names, see, e.g., Anderson 2007, Ch. 6, and Colman
2008).

In the domain of NLP, the term ‘named entities’ is often used as a broader umbrella
term, including temporal and numerical expressions in addition to conceptually more
straightforward ‘proper nouns’ (see, e.g., Sevéikova 2007). The terms ‘proper name’ and

‘named entity’ are used interchangeably in this chapter.

2.2 Annotation of named entities

As regards the task of annotating corpus data, the identification and annotation of named entities
has been an area of interest from the very beginning, both in terms of manual and automated
annotation strategies. There have been different ways of annotating named entities in corpus

data, and the strategies tend to reflect both the various interests (e.g., translation and information



retrieval, alongside general language study) as well as the practical possibilities of doing so.
The guidelines used for the earliest English corpora compiled for linguistic analysis such as the
Brown Corpus already observed the problems in the tagging of proper names. The annotation
of multi-word proper names was also recommended in the corresponding guidelines for the
Penn Treebank Project, in which Santorini (1990: 31) notes that “[i]f a series of words is
capitalized as part of a name, the capitalized words should be tagged as proper nouns (NP or
NPS)”, with one of the examples being A Tale of Two Cities, in which case all words expect for
of was to be tagged as a proper noun. In the USAS category system (see Archer, Wilson &
Rayson 2002), multi-word units such as phrasal verbs, proper names, and idioms are annotated
with a similar strategy, so that in instances such as Operatic Society both words are tagged as
proper nouns.

Considerably more in-depth work on the development of automatic algorithms to
identify and annotate named entities in digital texts has been done in the realm of NLP and
Computational Linguistics, with the aim of increasing accuracy and precision related to tasks
such as data mining for named entities and machine translation. Within NLP, Named Entity
Recognition (NER) is now seen as one of the major tasks under the broader field of Information
Extraction (IE). The challenges in such tasks include, for example, taking into consideration
the differences between languages in terms of how the concepts of proper nouns and proper
names are understood and how such items manifest themselves on a grammatical level. The use
of capital initials is not a fully reliable marker of the status of a proper noun even in English
(see, e.g., Biber et al. 2021: 247), and the degrees to which capital initials are indicative of
proper noun status can vary from one language to another, posing further challenges to
automated processing of parallel language data (see, e.g., Fung 1995, Cucchiarelli et al. 1998,
Sevéikova 2007). The design of automatic recognition, translation, and annotation of named
entities has developed to such an extent that named entity taggers can perform more fine-
grained semantic annotation, allowing the use of tags to distinguish between names for persons,
places, organizations, titles, and so on.! However, the results of this work have not been applied
in linguistic corpora.

To study annotated corpora efficiently, it is important to be aware of what kinds of things

have been annotated and how, as this ultimately affects our understanding of the expected levels

1 To give an idea of the multitude of different types of named entities identified in the field of NER, as many as
150 types of named entities were defined in Sekine, Sudo and Nobata (2002).



of precision and accuracy of our search hits. In addition, it is also true, as stated by Kubler and
Zinsmeister (2015: 162) that “[w]hen we use annotated corpora, we need to be aware of the fact
that these annotations will not be perfect; they will contain errors.” Kibler and Zinsmeister
(2015: 163) further note that particularly with automatically annotated corpora, there may be
errors which are more likely systematic in nature, such as the mistagging of sentence-initial
common nouns as proper nouns. In general, they recommend that “the user of such
automatically annotated corpora look for a discussion of typical errors that the annotation tool
in question makes if such information is available” and that “it may make sense to look at a
sample of data, to see which error types may occur” (Kiibler and Zinsmeister 2015: 163—164;
see also Denison 2013). Through a set of some relatively straightforward sample queries
relating to items that make up or are part of named entities, the present chapter aims to
emphasize and reiterate this very recommendation. The series of case studies is based on queries
from corpora such as the British National Corpus (BNC; Hoffmann and Evert 1996-) and other
corpora hosted at English-corpora.org. These corpora have been annotated with the CLAWS
tagger, which identifies proper nouns and assigns them with tags separating them from common

nouns, but it does not assign tags for multi-word proper names.

3 Case studies

This section looks into a number of lexical items whose analyses based on corpus searches are
complicated by a high number of named entity instances found among the search results. What
is the extent of potential noise, and why is the only option often to manually inspect the
concordance lines in order to exclude irrelevant items from the analysis? Some of the items
examined here are selected based on observations of individual problematic instances made
over the years, while some near-synonymous word pairs chosen for closer study have one
member of the pair fairly frequently occurring in different types of named entities, and the aim
is to see how much such cases influence the studies of the near-synonyms.

In the 100-million-word British National Corpus, (for the purpose of the searches for
this chapter, | have used the BNCweb interface?), proper nouns are assigned the grammatical
tag of _NPO, and common nouns are tagged either with _NNO (neutral for number), NN1

2 The CQP-edition, available at https://bncweb.lancs.co.uk.



(singular) or _NN2 (plural). As regards multi-word proper names, the aim has been to apply the
tag _NPO to all individual parts of the name, so that Lake Tanganyika has both Lake and
Tanganyika tagged with _NPO. However, as noted in the manual to the second version of the
BNC (Leech and Smith 2000: n.p.), it is acknowledged that “in practice the open-endedness of
naming expressions makes it difficult to capture all possible types consistently”, and that “[w]e
have confined its coverage mainly to personal and geographical names”. The manual is thus
very clear in acknowledging the fact that there are many multi-word named entities where many
parts of the name may not be tagged with NPO. In some instances, all parts of a name may be
tagged as “ordinary words”, such as World Health Organisation, with every word tagged as a

singular common noun.

3.1  Common nouns used as (parts of) proper nouns: lifespan and samurai

If one performs a frequency list search of the singular nouns in the BNCweb with the _NN1 tag
and begins to browse through the most frequently occurring nouns on the list, paying attention
to the structural make-up of the words, it is probably unsurprising to see that the most common
singular nouns are monomorphemic ones. Nouns such as time, way, year, day, and man appear
at the top of the list. Not much further down the list, we also find nouns formed with a root and
an affix (e.g., government, business, and development). The most frequent singular noun
consisting of two roots on the list is chairman, and other nouns of this type include football,
newspaper, background, and bedroom. Among the highest-ranking nouns of this type is
lifespan, followed by words such as database, policeman and classroom.

Considering the most common two-root singular nouns, we might be surprised to find
lifespan featuring as one of the most frequent ones of its type. With a total frequency of 3,700,
and a normalized frequency of 37.6 instances per million words, it can be regarded as a high-
frequency word in the corpus. However, a closer look into the instances of lifespan informs us
that all the 3,700 hits are found in only 83 texts, which suggests the word probably has a very
uneven dispersion across the corpus.® Indeed, a large majority of the hits of lifespan — as many

as 3,562 instances (or 96 per cent) — are found in one single document in the corpus, a 200,000-

3 The problem of uneven dispersion has been discussed by, for instance, Leech et al. (2001); as regards statistical
adjustments that account for the problem, see, for example, Gries (2008).



word sample from a Lifespan computer manual. As in example (2), the instances of the word
refer to the named entity, typically spelled with capital letters throughout:

(2) Customers who have purchased a LIFESPAN maintenance agreement are entitled
to call upon the services of the LIFESPAN help desk. (BNC, HWF 15266)

The case of lifespan is an example of the problem of accurate annotation in cases where
common nouns are used as proper nouns, as has been observed in previous studies by, for
example, Preiss and Stevenson (2013). In the BNC, none of the instances of lifespan as a part
of a name has been tagged as a proper noun (NPQ) — in accordance with the tagging system. As
noted by Leech and Smith (2000: n.p.) in the BNC2 manual, non-personal and non-geographical
names consisting of “ordinary words (common nouns, adjectives etc.) [...] receive ordinary
tags (NN1, AJO etc.)”. When performing frequency list searches in BNCweb, case-sensitive
searches are not an option, and even if we search for the word separately, the hits include some
common nouns as well as proper names with a capital initial or with all capitalized spelling. In
practice, the manual inspection of the concordance lines immediately suggests that lifespan
clearly is not, in fact, one of the most frequent two-root singular nouns in British English.

Another interesting common word that is often found in proper names is the loan word
samurai. In her MA dissertation on the occurrences of Japanese borrowings in six regional
varieties in the Corpus of Global Web-Based English (GloWbE; Davies 2013), Lehtonen (2021:
46) noted the high frequency of instances of samurai — as many as 40 per cent of the tokens —
appearing in names (as, for example, in the film title The Seven Samurai, or Samurai Pizza
Cats, the name of an animated television series), a feature especially prominent with that word
compared to others included in her study. Studying the occurrence of common nouns in named
entities in corpora such as GIoWbE may be particularly interesting, as different types of names
are perhaps more likely to manifest themselves not only in sections of corpora representing
different genres but also different regional varieties. This has been pointed out, for example, by
Stefanowitsch (2020: 365), who mentions that geographical names are more likely to be more
frequent in corpora representing their corresponding language regions (i.e., references to
London are likely to be more numerous in corpora of British than American English), further
adding that “proper names may differ in frequency for purely cultural or for linguistic reasons;

the same is true of common nouns”. Another possibility is that regional varieties differ as



regards the proportions with which a common word appears in named entities; in order to assess
to what degree this is the case for the present study, the instances of the word samurai were
examined in five regional varieties represented in the GloWbE corpus (namely those of Great
Britain, the United States, Singapore, India, and Malaysia, to include both so-called inner and
outer core varieties of English).

All instances of samurai in GIOWDE are tagged as singular common nouns,* except for
a small number of cases where the word spelled with a capitalized initial follows a title such as
Mr or Madam. Sometimes the word is spelled with an initial capital when it is used as a common
noun, and the use of initial capitals is irregular, as seen in examples (3a)-(b), requiring again a
closer manual inspection of the concordance lines of the search hits to separate cases where the

word appears as a part of a named entity from those where it does not.

3) a Inside he said he saw Mr Fisher holding a samurai sword. (GloWbE,
Great Britain, General, www.thisisstaffordshire.co.uk)

b. Believing he was carrying a Samurai sword, the officer called for backup
and the police helicopter was scrambled [...] (GloWbE, Great Britain,

General, www.southwalesargus.co.uk)

Table 1 below presents frequencies of the word samurai in the five sections of GIoWbE, with
information given on the total numbers of search hits of the word tagged as a singular noun
(_nn1), and a further breakdown of the hits into cases where the word functioned as a common
noun and cases where the word is found as a part of a named entity. This serves to exemplify
the potential effect of named entities in studies examining the use of a word in general; if such
items are not appropriately separated from regular common noun uses, frequency data might be

skewed.

4 In BNCweb, the instances of samurai are tagged as _NNO, that is, common nouns which are neutral for number.
Some of the GIoWbE taggings of the word as singular nouns are erroneous, as in some cases the noun is plural (as
in the example The Seven Samurai).



Table 1. Frequencies of the word samurai in five sections in the GIoWbE corpus (N = absolute

frequencies of the tokens; pmw = frequencies normalized per million words).

Great Britain | United States India Singapore Malaysia

N pmw N pmw N pmw N pmw N pmw
All tokens
tagged _nnl 663 1.73 736 1.90 99 1.03 208 4.84 185 4.44
Common
nouns 428 1.10 446 1.15 63 0.65 120 2.79 69 1.66
(Part of)
Named entities | 235 0.63 290 0.75 36 0.37 88 2.05 116 2.79
percentage
of named
entities in all 35.4% 39.4% 36.4% 42.3% 62.7%
_nn1 tokens

As we can see in Table 1, based on raw figures of tokens of samurai and their
corresponding normalized frequencies in the Great Britain, United States, India, Singapore, and
Malaysia sections of GlIoWbE, the singular form of the noun samurai appears most frequently
in the Singapore and Malaysian datasets, with the normalized frequencies being more than twice
those in the Great Britain and the United States sections, and the Indian section having the
lowest frequencies per million words. After manually separating the instances where the word
is found in a proper name from common noun uses, we find that the two types of uses do not
break down in the five sections in similar proportions. As for the common noun uses, Singapore
and Malaysia have the highest normalized frequencies (2.79 and 1.66, respectively), but it is
worth noting that in the Malaysian section, the normalized frequency of the common nouns is
proportionally lower when comparing the numbers of all tokens. In other words, the Malaysian
section of the corpus has a higher proportion of samurai appearing as a part of a named entity.
This is most clearly seen in the bottom row of Table 1, indicating the percentage of hits found
in proper names out of all searched hits — out of all search hits of samurai in the Malaysian
section, 62.7% are cases where the word is a part of a named entity (e.g., Double Burger
Samurai, the name of a McDonald’s hamburger in some Asian countries, or Samurai Shodown,
a video game series). The corresponding percentages in the search hits in the other sections are
closer to each other, ranging between 35.4% and 42.3%. As regards the uses of samurai in



named entities, the Malaysian component thus clearly stands out from the other examined
varieties.

The differences seen in the rates of samurai in named entities potentially also reflect
some cultural differences and the interests of the writers represented in the corpus: the named
entities including samurai in the GB and US sections included more references to drama films
(The Seven Samurai, The Last Samurai), the Asian sections featured references to food-related
items, computer software (Market Samurai, a keyword research tool), action toy figures
(Samurai Predator AC-01). The popularity of the word in the names of video games or board
games (The Way of the Samurai 4, Samurai Warriors 3, Samurai Spirit) was seen in all sections

examined.®

3.2 Near-synonymous adjectives in named entities: limited/restricted, royal/regal and

fantastic/fabulous

In addition to difficulties caused by common nouns used as parts of names, words representing
other parts of speech may also be problematic when they are included in a name. For instance,
in popular culture, the names of entities such as films, songs, books, etc. may feature a high
number of adjectives, and some adjectives may appear more commonly in them than others.
The tagging of some of the most well-known named entities in the BNCweb and the Corpus of
Contemporary American English (COCA,; Davies 2008-; which both use the CLAWS tagger),
such as the White House (the official residence of the president of the United States), seems to
take account of the use of capital initials, and mostly White in that name is tagged as a proper
noun (_np or _NPQ). Although for the most part, white in references to the White House is
tagged as a proper noun, there are also some instances in BNCweb and COCA where it is tagged
as an adjective; particularly in COCA, there are altogether 1,497 hits (searched August 27th,
2022) with this tagging, showing various combinations of capital or lowercase spelling of initial
letters of white and house (mostly referring to the building in Washington D.C.). Interestingly,

the House part in the name is usually tagged as a common noun. Lists of high-frequency names

> Considering the fashionableness of the concept of samurai in popular culture today, it is quite possible that the
occurrences of the word in named entities would show changing trends in diachronic corpora, and the proportions
of hits of the word in names as opposed to common noun uses vary from one period to another.



are often used when designing automatic taggers, which might account for the fact that with
names of lower frequencies, the tagging of white in names appears less systematic.®

One kind of implication of difficulties in the tagging of named entities can be seen in
the corpus-based analysis of near-synonyms, and here we will take a look at some examples of
adjective pairs to illustrate the types of problems that can be posed by the occurrences of
adjectives in proper names. On a purely intuitive basis, we might predict that the comparison
between the adjectives limited and restricted could be affected by the fact that limited appears
in names of companies (e.g., Tennis Interlink Limited, County NatWest Limited, and Wirral
Peninsular Care Limited). Again, when trying to assess the active use of the adjectives outside
of references to named entities, names should be separated from regular uses of the words which
reflect the active word choices of the writer or speaker.

In the BNCweb, there are no instances of limited which are tagged as a proper noun,
regardless of the use of a capital or lowercase initial. There is variation in how limited and
restricted are tagged, but it concerns the identification of the words as either adjectives or
participial forms of their underlying verbs. To keep the analyses simple, the words were
searched in BNCweb with the tag query _AJ*. The wildcard * allows one to target instances
where the words were either assigned an adjectival tag or a portmanteau tag (sometimes also
referred to as an ambiguity tag) _AJO-VVN. The order of the two tags in a portmanteau tag is
significant: in this case, the automatic tagger has found insufficient evidence to determine the
accurate part of speech, but that it was more likely an adjective — the first element of the tag —
than a past participial form of a lexical verb — identified by the tag VVN. In order to assess
the frequencies of the adjectives limited and restricted, and then to manually inspect the
frequencies with which they occur in names, searches were made in three written sections of
the BNC — Academic prose, Non-academic prose and biography, and Newspapers, which also

allows for comparisons of the frequencies between written domains. The frequencies of the

¢ As noted previously, in the BNC2 manual, Leech and Smith (2000: n.p.) note that the NP0 tagging is usually
assigned to the different parts of names for geographical places, whereas non-NPO (or “ordinary”, i.e., AJO or
NN1) tags is used with multi-word names of places not usually on maps, or with “non-personal or non-
geographical” names. However, it is also stated that the tagging shows “a little arbitrariness in application”. In
BNCweb, white is accordingly tagged as a proper noun in names such as White Bird Canyon, White Hart Lane,
White Mountain, the White Sea, whereas adjectival tagging is found in names such as White City (district of
London), the White Tower (the Tower of London), and the White Lion (name of a pub). There are also cases where
both types of tagging are found with the same name, for example, the White Swan (name of a pub, with one instance
of White tagged as an adjective, and four instances of White tagged as a proper noun).



adjectival uses of the words, starting with total numbers of hits and then providing separate
figures for non-named entity and named entity uses, are presented in Table 2.

Table 2. Frequencies of adjectival uses of limited and restricted in three text types in the British

National Corpus (pmw = per million words).

limited_AJ*

restricted_AJ*

Derived text type: Academic prose

1. total number of hits
2. frequency of regular adjectival uses
3. frequency in named entities

2,012 (127.5 pmw)
1,959 (124.2 pmw)

377 (23.9 pmw)
377 (23.9 pmw)

named entity percentage: 53 (3.4 pmw) 0

2.6% 0%
Derived text type: Non-academic prose
and biography
1. total number of hits 1,906 (78.8 pmw) 277 (11.5 pmw)
2. frequency of regular adjectival uses 1,824 (75.4 pmw) 275 (11.4 pmw)
3. frequency in named entities 82 (3.4 pmw) 2 (0.1 pmw)
named entity percentage: 4.3% 0.7%
Derived text type: Newspapers
1. total number of hits 327 (34.7 pmw) 56 (6.0 pmw)
2. frequency of regular adjectival uses 280 (29.7 pmw) 48 (5.1 pmw)
3. frequency in named entities 47 (5.0 pmw) 8 (0.9 pmw)
named entity percentage: 14.4% 14.3%

As can be seen in Table 2, as an adjective limited outnumbers restricted in all text types,
with the highest normalized frequencies for both words found in academic texts, and the lowest
in newspaper texts. It is worth noting that this overall observation is largely unchanged even
after excluding instances occurring in names.’ It is, however, interesting to observe how the

proportions of occurrences in names among the search hits vary between the text types: while

7 The adjective restricted was rarely used in named entities; for example, the few instances of the word in
newspaper texts related to the name of a horse racing category.



the search hits of limited in academic and non-academic prose texts have relatively low
proportions of items appearing in names, a higher proportion is seen in newspaper texts. In
other words, the potential of finding unwanted or irrelevant items may in some cases vary
between different sections of the corpus.

Similar problems are encountered if we examine the adjective pair royal and regal. In
the BNCweb, there are 56 instances where royal with a capital initial is tagged as a proper noun
(NPO), as in Royal Exchange Square (as a part of an address), Palais Royal, Park Royal, and
Musée Royal des Beaux-Arts, and in these cases all elements of the names are applied with the
NPO tag. However, out of the total number of hits of royal in the corpus — 14,628 hits in 1,825
texts — it appears with a capital initial as often as 10,237 times in 1,603 texts). In the vast
majority of instances with an capital initial royal is tagged as an adjective, as in the Royal
Academy, the Royal Shakespeare Company, the Royal Exchange Theatre, the Royal
Commission on Environmental Pollution, the Royal Mile, the Royal Albert Hall, the Royal
Navy, and so on.® The adjective regal is overall considerably less frequent than royal in the
BNCweb, with 304 instances found in 152 texts, all of which are tagged as adjectives, although
in a number of cases the word appears in names, as in the Regal Scottish Masters (a snooker
tournament), the Regal (a cinema theatre), the Regal Arms (a hotel), and Regal Trophy (a rugby
league). There are altogether 194 hits of regal spelled with a capital initial, although not all
instances are proper names. In other words, in the case of both royal and regal, substantial
proportions of the occurrences of the words in the corpus appear in proper names, and it would
be crucial to exclude such instances if we wanted to study of the use of the words as non-frozen
elements.

In lexical studies, near-synonyms are investigated for various purposes and interests: to
reveal fine-grained distinctions and principles behind word choices, to examine variation
between dialects and sociolects, or to provide assistance to translators and language learners, to
name but a few. When we examine the characteristics of near-synonyms with corpus data and
attempt to analyze the differences in the uses of the words, we typically examine their
collocational behaviour. Many corpus interfaces and tools allow for the analysis of the strongest
collocates of words based on different methods of assessment: Mutual information, log-

likelihood, T-scores, raw frequency ranking, and so on. In such analyses, it might be beneficial

8 Considering the names in which royal with a capital initial is tagged as an adjective instead of a proper noun, the
types of entities in question is reflected in the tagging, as noted in the BNC2 manual; in the names of institutions
or charters, royal is an adjective, in the names of locations it is treated as a proper name.



to be able to exclude those tokens which appear as a part of a name. If the taggings of the corpus
data are not helpful in this regard, one can try to perform case-sensitive searches; in the
BNCweb, the searches could be restricted to all-lowercase spellings of royal and regal, for
example. However, this would compromise those cases where the words appear at the
beginning of a sentence. Conversely, particularly in British English, the adjective royal is
sometimes spelled with a capital initial, perhaps out of respect to the monarchy, even in cases
where it is not a part of a name, as in “The old Royal adage of never complain, never explain
just won’t do any longer” (BNC, CH6 6584) and “Princess Diana got the star billing at a Royal
banquet on board the Britannia last night” (CBF 9645). In addition, in some collocations there
are variant types of spelling of royal: for example, we find instances of royal family, Royal
family, and Royal Family, and the form of spelling does not necessarily make it clear whether
the authors are using the phrase as a name. All such considerations potentially add to the
problems of analysing of collocational strength, which in the case of royal and regal may be
more complex with British English data.

Some corpus interfaces such as the one at English-Corpora.org allow users to compare
the collocates of two words, and the collocates which are more typically used with the compared
words are listed in two separate columns in a ranked order, based on a score that takes into
account the frequencies and comparative ratios of the two words in the corpus, the frequencies
and ratios of different combinations of the words and their collocates, as well as the frequencies
of the individual collocating words across the corpus. The listings are very useful in
highlighting the differences between near-synonyms which are reflected in their collocational
behaviour. However, we can note that analyses of collocations can also be affected by
occurrences of the compared words in names; for example, we can consider the adjectives
fantastic and fabulous.

Adjectives sometimes differ as regards their adverbial modification, and adverbs have
also been seen to differ as regards their degrees of use in different regional varieties of English
(see, e.g., Biber et al. 2021: 519, 560-563). For the purpose of illustrating a case where the
influence of references to a named entity can skew the analysis of adverbial modifier
comparison between fantastic and fabulous, we can first perform a “Compare” search in the
Great Britain section in the News on the Web Corpus (NOW; Davies 2016-) by entering the two
adjectives in the Word1 and Word2 slots, ADV in the “Collocates” slot, and setting the window

span to one word to the left (see Figure 1). Limiting the search further to the Great Britain



section, this search provides us with lists of the adverb modifier collocates of fantastic and
fabulous.

List Chart Collocates [Compare| KWIC

‘fantastic ‘ Word1
‘fabulous ‘ Word?2
‘ADV | Collocates

+]4a]3]2[1]ofo1]2]3]4]+

Compare words | Reset ‘

Figure 1. A screenshot of a search setup comparing the adverb collocates of fantastic and
fabulous.

We find adverbs such as bloody, actually, frankly, and genuinely listed as collocating more
typically with fantastic (and on the results page, these words are highlighted in green colour),
whereas adverbs listed as strong collocates of fabulous include rather, totally, very, and
absolutely. Of the adverbs associated more closely with fabulous, the listing of the adverb
absolutely might make some corpus users wonder whether the high ranking is due to the
popularity of the television comedy show Absolutely Fabulous. A look into the concordance
lines shows that references to the BBC show are very numerous indeed; in fact, out of the 736
instances of the phrase absolutely fabulous,® as many as 545 (i.e., 74%) are found in names,
mostly indeed referencing the show or the film Absolutely Fabulous: the Movie. The modifying
adverb absolutely is likewise listed as favouring fabulous compared to fantastic in the Ireland
section of the NOW corpus, and in this section 70% of the 549 instances were found in names
(also including references to the flower delivery service Absolutely Fabulous Flowers). In the
United States section, absolutely is not among the adverbs highlighted as ones associated more
closely with fabulous, but the scores measuring the collocation ratios are tilted towards fabulous
(0.5 for absolutely fantastic, and 1.8 for absolutely fabulous). In the US data, a notably lower
proportion of absolutely fabulous are references to the show (133 out of 374 hits, i.e., 35.6%).

% Searches on the adjectives fantastic and fabulous in the NOW corpus were made on Aug. 3, 2022.



Although the show appears to be popular also in the United States based on the NOW corpus
data, its impact on the collocation scores is not as strong as it is in the Great Britain and Ireland
sections.

None of the instances of absolutely fantastic in the US, GB, and IE sections were names
or parts of names. So, when we examine the adverb modifiers of adjectives, we know that the
collocation scores probably exaggerate the association between the adverb absolutely and the
adjective fabulous, as the scores are skewed by the frequent occurrences of the combination of
those two words in names. If we tried to adjust and recalculate the scores of collocational ratios
of absolutely fantastic and absolutely fabulous by removing those instances of absolutely
fabulous found in names, we would also need to subtract the corresponding instances from the
numbers of instances of fabulous and absolutely fabulous. The recalculated scores for
collocational strength for absolutely fantastic and absolutely fabulous would then be reversed
in the Great Britain and Ireland data (in the GB section, the scores for absolutely fantastic and
for absolutely fabulous are 1.7 and 0.6, and in the IE section, the corresponding scores are 1.2
and 0.8), indicating a tendency for absolutely to be used more frequently as a modifier to
fantastic than fabulous, although the difference between the scores would not be high enough
for absolutely to be identified as collocating strongly with fantastic in comparison with fabulous
(i.e., absolutely would not be highlighted in the results list with green colour). But such
recalculations, of course, are not entirely accurate, as we would be assuming that the scores for
all the other adverbs modifying the two adjectives would be unaffected. Subtracting the
instances of absolutely fabulous might not affect the rankings of other collocations to a notable
degree, but for things to be ideal, we would need information on the named entity uses of all
combinations, and for that purpose manual inspection is practically impossible. Nevertheless,
based on these observations, it would be highly advisable to inspect concordance lines of the

highest-ranking collocations to check for possible skewing effects by names.

4 Discussion and conclusion

Considering the occurrences of names in the corpora examined, it can be argued that it would

be beneficial to have the option of building a search query that would enable one to include or

exclude items if they constitute a part of a name. Ultimately names also contribute to the word



count of a corpus, and it might also be beneficial to exclude named entities from automated
calculations in cases where names — or other types of items in a corpus which may be irrelevant
to what one is trying to assess by the calculations — do not reflect the active linguistic choices
of the writers or speakers represented in the corpus. Of course, the uses of words in different
types of names is an interesting question in its own right, and the words found in names
definitely carry meanings beyond the moment of giving an entity a name. As mentioned, the
question of exclusion arises from the idea that a person referring to the entity by its
conventionalized name is bound by this convention and is not at liberty to use other words than
the ones in the name, expect for any understood or established variants of the name.

By drawing attention to the question of words appearing in names, the present chapter
has made the point that it is not always necessarily clear from the outset how much and what
kind of post-processing of the search results is needed. As all users of corpora are not
necessarily aware of the variety of things to watch out for, a set of examples was presented of
cases where occasionally large proportions of search hits can turn out to be — depending on the
point of view of the study — instances that one might want to exclude from the study, which
may not always be a straightforward matter. As has been observed in instances such as the noun
lifespan in the British National Corpus, and the adjectival phrase absolutely fabulous in British
and Irish sections of the News on the Web corpus, sometimes the irrelevant tokens may far
outnumber the relevant ones.

The concerns and challenges addressed in the present chapter are by no means new ones,
and many existing corpora are frequently updated and improved to make the search interfaces
more user-friendly as well as to increase the reliability of the findings. As a lot of work has
been done on named entity recognition in the field of computational linguistics, a key to address
the problems raised in commonly used, large corpora in corpus linguistics would be to increase
the collaboration between the areas, and to integrate the systems and practices developed in
NLP and computational linguistics into corpora such as the BNC. An encouraging example of
such collaboration is the Clean Corpus of Historical American English (Alatrash et al. 2020),
involving the clean-up of data in the diachronic Corpus of Historical American English to
enable a broader set of possibilities of examining language change.

Thinking back to the problems relating to the use of corpora as outlined by Rissanen
(1989), it is perhaps useful to keep reminding corpus users of the value in scrutinizing one’s

initial findings from the corpus data, checking the dispersion of the search hits, and



familiarizing themselves with the annotation systems applied. As much as can be done
automatically, we do not always have ways to automatically spot the outliers. The matter is
important from the point of view of educating future users of corpora, as errors resulting from
insufficient understanding of the corpora are frequently seen in student papers and even in
published scholarly works. This sentiment was also voiced by Denison (2013: 33), who
commented on the problems caused by errors in grammatical mark-up in corpora to different
user groups by saying that “misclassified examples will mislead students” and that
“[e]xperienced researchers can find misclassified examples if they already have suspicions, but
if not, relevant examples may be missed”. Furthermore, it is possible that the multitudes of
functions of corpus user interfaces that are available may influence the users’ perceptions of
what kind of post-processing considerations are necessary, with the danger that the more
sophisticated and impressive the system appears at the outset, the less cautious one feels one
needs to be when one analyses the corpus findings. This false sense of security, related to the

“God’s truth fallacy” pointed out by Rissanen, is perhaps a new kind of corpus-related fallacy.
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