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A Closer Look at Class-Incremental Learning for
Multi-Label Audio Classification

Manjunath Mulimani

Abstract—The main challenge in class-incremental learning
(CIL) using deep learning models is catastrophic forgetting, which
refers to the significant drop in performance on the previous tasks
when the model is trained sequentially on the new task. In our
previous work on CIL for multi-label audio classification, we used
an independent learning (IndL) mechanism to mitigate forgetting
in the classifier layer. In this work, we take a closer look at the
forgetting that occurs in the intermediate layers of the CIL model.
We find that earlier layers of the model are less prone to forget-
ting, but later layers, especially Batch Normalization (BN) layers,
are biased toward new tasks. We replace the standard BN layers
with Group Normalization and Continual Normalization layers to
reduce forgetting. Based on these observations, we only update the
layers where forgetting occurs. These simple modifications improve
the overall performance of the model. Further, we analyze the
effect of exemplars—a small number of samples of the previous
tasks—to reduce forgetting while the CIL model learns the new
task. We propose a simple but effective exemplar selection strategy
from a multi-label dataset using simulated annealing. Experiments
are performed on a dataset with 50 sound classes, with an initial
classification task containing 30 base classes and 4 incremental
phases of 5 classes each. After each phase, the system is tested for
multi-label classification with the entire set of classes learned so far.
The proposed method outperforms other methods, with an average
F1-score of 41.8 % and 36.3 % over the five phases on random classes
of AudioSet and FSD50K respectively, with minimal forgetting of
classes in phase 0.

Index Terms—Batch normalization, catastrophic forgetting,
class-incremental learning, continual normalization, independent
learning, multi-label audio classification.

1. INTRODUCTION

ECENT years have witnessed the superior performances
Rof deep neural networks on various audio classification
tasks. Typically, the training process of deep networks requires
all the data at once. However, in many real-life deployments,
new data may become available after the initial training. This
requires restarting the training process on the combined old and
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new data. The storage of old data may not be possible for a longer
time in many applications due to privacy and computational
constraints. These concerns trigger the rising interest in the field
of incremental or continual learning.

The goal of incremental learning is to train a learner for several
tasks sequentially, without forgetting knowledge obtained from
the preceding tasks. Inits basic definition, the data in the old tasks
are not available anymore when training new tasks. Continuing
to train a system for a new task with new data leads to what
is called catastrophic forgetting [1]-the system learns the new
task but its performance on the previous task deteriorates. A good
incremental learner should balance between adapting to the new
task and preserving the knowledge of formerly learned old tasks.
This trade-off is known as the ‘stability-plasticity dilemma’ [2],
where stability denotes the ability to retain the knowledge of old
tasks and plasticity denotes the ability to adapt to new tasks.

Incremental learning can be addressed in three different iden-
tified scenarios [3] as task-incremental learning (TIL), class-
incremental learning (CIL) and domain-incremental learning
(DIL). TIL typically uses a separate classifier for each task [4]
and it is not required to discriminate classes from all the tasks
at the same time. Specifically, TIL only needs to classify the
instances of a corresponding task. On the other hand, CIL uses an
expanding classifier to learn classes of incrementally occurring
new tasks [5] and it needs to discriminate classes of all the tasks
seen so far. Further, TIL is a task-aware setup, as it requires a
task identifier to get output from the specific classifier during
inference. On the other hand, CIL is a task-agnostic setup and it
predicts classes from all the previously learned tasks without
any requirement of the task identifier during inference. DIL
deals with the change in domain, where instances of a new task
come from different domains but with the same classes in all the
tasks [6].

In this work, our focus is on CIL. Most research on CIL is cur-
rently available in the image processing domain, with successive
tasks defined as learning new classes of objects in incremental
phases. At each phase, the learner is presented with new data
and new categories; after learning them, it is expected to have a
good performance on both the categories learned at the current
phase, as well as those learned earlier. A small number of studies
attempt the same task in audio classification by learning new
sound classes at incremental phases in different scenarios. Most
studies apply CIL for single-label sound classification [7], [8].
However, because sounds are rarely encountered in isolation,
learning to classify isolated sounds is quite unrealistic when it
comes to real-life audio examples.
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A more realistic task is tagging, which is a multi-class,
multi-label setup. Incremental learning for multi-label audio
classification is studied in [9] using a few-shot classification
setup. The method samples “pseudo” few-shot classification
tasks from the training data of old classes to train a classifier
for new classes through meta-learning. The performance of the
new classes is dependent on the frozen feature extractor which
was trained using the old classes. In contrast, in a pure CIL
setup, the entire learner (both feature extractor and classifier
components) is trained by visiting each task’s data exactly once.
Recently, we used a CIL setup to solve single-class acoustic
scene classification as the initial phase and multi-label sound
event classification as the incremental phase [10]. However,
all the above-mentioned studies were designed and tested for
a single incremental classification task and represent only a
limited view of the continual learning process that generally
consists of multiple incremental tasks over time. The effect of
learning multiple consecutive tasks in audio classification is
largely unknown.

This work is an extension of our previous work on class-
incremental learning for multi-label audio classification in mul-
tiple incremental phases [11]. In this setup, new sound classes are
added atincremental tasks, with multiple labels per clip possible.
After each stage, when tested, the learner should assign to a test
audio clip labels learned so far in any of the incremental phases
(e.g. a clip may contain dog barking and car, with the car class
learned in task 1, and dog barking class learned in task 3). The
work presented in this paper uses the CIL system from [11]
and takes a closer look into it for interesting and impactful new
perspectives on CIL for multi-label audio classification tasks.
We are motivated by the lack of a systematic study on CIL
for audio classification, including different architectures and
datasets. Specifically, we use the convolutional neural network
(CNN) based models, equipped with a series of convolutional
and Batch Normalization (BN) layers. We start our investiga-
tion by asking the following questions: (1) Does catastrophic
forgetting occur in the intermediate feature representations of
the model rather than only in classifiers? (2) BN is specifically
designed for training of single-task. Is the BN layer suitable
for CIL of multiple tasks? (3) Is updating required for all the
layers of the model in incremental phases? (4) Does the order
of classes in incremental tasks affect the performance? (5) Do
exemplars—a small number of samples of the old classes—reduce
the forgetting, and how to select exemplars from multi-label
audio data?

Answering the above questions, we make the following find-
ings and contributions:

* We analyze the forgetting in each layer of the black-box

model.

® We replace the standard BN layer with Group Normal-

ization (GN) [12] and Continual Normalization (CN) [13]
layers and analyze their impact on CIL.

® Based on the above findings, we simplify the CIL model

by only updating the layers where forgetting occurs.

® We investigate the forgetting in two model architectures.

One is PANNs CNN14 [14] and another is VGG-like [15]
using AudioSet and FSD50K datasets.
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e We propose a simple but effective exemplar selection strat-
egy from a multi-label dataset using simulated annealing
(SA). The extracted exemplars are used to reduce the
forgetting of previous tasks.

® We provide a detailed ablation to study the impact of each
parameter on multi-label CIL.

The rest of the paper is organized as follows: Section II
describes related works and highlights the novelties of our
proposed work. Section III presents the notations, baselines, CIL
methods for multi-label audio classification with and without
exemplars, the role of normalization layers in CIL, and the
computation of centered kernel alignment (CKA) for analysis of
forgetting. Section IV explains the experimental setup including
tasks and training setups using the dataset, implementation
details, and evaluation metrics. Section V discusses the detailed
experimental results with analysis. Finally, conclusions are given
in Section VI.

II. RELATED WORK

A. Class-Incremental Learning for Single-Label Classification

1) Exemplars-Based Methods: A large number of CIL stud-
ies can be found in image classification; many approaches at-
tempt to maintain the knowledge about the previous tasks using
exemplars—a small number of samples of the old classes to replay
when training new tasks [16], [17], [18], [19]. Exemplars are se-
lected directly from the training samples, known as direct replay,
using various techniques such as herding heuristics [5], which
select the nearest samples to the mean sample of each class,
samples with high prediction entropy [20], based on samples’
uncertainty [21], or using reservoir sampling strategy [22]. On
the other hand, some studies use samples from generative models
as exemplars [23], [24], [25], known as generative replay. Gener-
ative Adversarial Networks (GAN) based models are commonly
used to generate synthetic images of previous tasks in CIL. A
small number of studies use generative replay in CIL setup for
single-class sound classification [26], [27].

The storage of exemplars may not be possible for a longer
time in some applications due to violation of privacy and the
requirement of additional memory. On the other hand, the per-
formance of the generative replay-based CIL methods depends
on the quality of the generated exemplars. The use of generative
models to produce complex sounds is still an open research
problem.

2) Regularization-Based Methods: These methods add areg-
ularization term to the classification loss to retain the knowledge
of the previous tasks while optimizing the model over a new task.
Knowledge distillation (KD) [28] is widely used to regularize
the model in the prediction space and it is found more effective
for CIL than other regularization-based methods in the absence
of previous task labels [29], [30]. KD can also be applied in the
feature space [31]. A few approaches use KD without exem-
plars in CIL for image [31], [32] and audio classification [8].
Several approaches on CIL for image classification use KD
with exemplars for improved performance [5], [33], [34], [35].
However, some studies made the important observation that
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the performance of the KD is harmed when using exemplars
(361, [37].

B. Class-Incremental Learning for Multi-Label Classification

The above-mentioned studies on CIL for single-label classi-
fication only deal with the inter-tasks data imbalance i.e., these
have access to all the data of the current task and no data or
exemplars of the previous tasks, but the number of samples avail-
able for each class within the tasks i.e., intra-tasks is balanced.
However, this assumption of balanced distributions of samples
in a task is not always realistic. In contrast, multi-labeled data
inevitably follows a real-world long-tailed distribution, in which
some classes contain a larger number of samples than others.
Therefore, CIL for multi-label classification deals with both
inter and intra-task data imbalances. A few studies apply the
exemplar-based method [38] and a combination of exemplars
and regularization-based methods [39] to multi-label CIL for
images. Selection of exemplars from samples which constitute
multiple classes is more difficult than selecting exemplars from
samples of a specific class (single-labeled data) because the
resulting exemplars-set should represent each class. In [38]
reservoir sampling-based method and in [39] cluster sampling
are used to select exemplars from multi-labeled image dataset.

In our previous work, we used KD without exemplars, to
regularize the CIL model for multi-label audio classification
tasks in both prediction and feature spaces [11]. In this work, we
propose a simple but effective approach for the random selection
of exemplars from multi-labeled audio data using simulated
annealing. The extracted exemplars are used with KD to train
the CIL model.

C. Analysis of the Forgetting in the Layers of the Model

The majority of the existing works on both CIL of images and
audio concentrated on developing methods to mitigate forgetting
using exemplar and regularization-based methods, with little
focus on the analysis of forgetting that occurs in the intermediate
layers of the CIL model. Recently, [31], [40] pointed out this
issue and provided analysis of forgetting within the model for
CIL of single-labeled images. In this work, we propose an
in-depth analysis of forgetting in hidden representations of the
audio model. In comparison to [31], [40], we identify layers that
are contributing more to the forgetting in a multi-label scenario
and discuss the alternative solutions to overcome the forgetting
caused by those layers.

1) Normalization Layers: Standard BN layers are specifi-
cally designed for the training of a single task. Recently, [13]
reported that statistics of the BN layer were biased toward the
new task in a CIL setup and proposed the CN layer as an
alternative to the BN layer. In this work, we provide a detailed
analysis on how forgetting is caused by the BN layer in our setup
and compare it with the CN layer.

2) Bias Reduction in the Classifier: The absence of the pre-
vious task’s data or a limited set of previous exemplars makes
the model predictions biased toward the new task and forgetting
of old tasks. Different methods, such as bias correction [35],
cosine normalization [10], [33], and independent learning [11],
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[18] are used to reduce the bias in the classifier predictions. The
focus of these works is limited to forgetting in the last layer, but
forgetting can occur in any layer of the network. In this work, we
analyze the forgetting in every layer of the network and reduce
the bias in intermediate feature representations as well.

D. Foundation Models and Class-Incremental Learning

Recently, various pre-trained foundation models have demon-
strated promising generalization and impressive performance
on audio classification tasks [14], [41], [42], showing that the
foundation models effectively transfer the knowledge to the
downstream tasks. However, fine-tuning the foundation model
to incremental tasks leads to catastrophic forgetting of previous
tasks including pre-trained knowledge, given that data from
any of the previous tasks is not accessible. Freezing the model
hinders the acquisition of knowledge of upcoming new tasks.
The existing works on the development of foundation models
for audio classification tasks only focus on the performance on
the target downstream tasks, while CIL focuses on the overall
performance over all the tasks seen so far, and takes additional
measures to alleviate the forgetting.

III. CLASS-INCREMENTAL LEARNING
A. Tasks Setup and Notations

In our class-incremental learning setup, a sequence of audio
classification tasks 79, 71, . . ., Ty is introduced to a learner over
1+ N time phases (7p in an initial phase and 7,..., 7y in N
incremental phases). Each task 7; is composed of input data
X = {(x},y5)]1 <j <m}, where x is input features and
y* € {0, 1}/l is the multi-hot vectors encoding the ground truth.
|C| = |Cotd| + |Chew| denotes the number of sound classes
from previous tasks (|C,;4|) and new sound classes in the current
task (|Chrew))- »

A learner P* that learns task 7; is a deep network that includes
a feature extractor F3, with parameters ¢ and a classifier Hfb,
with parameters ¢. Output logits of the network on a given input
x are obtained by o(x) = H (F4(x)).

B. Baselines

We construct a few standard baselines that follow the CIL
setup in terms of classes: (1) Fine-tuning (FT): a learner is
trained on the first set of classes at the initial phase, and then
fine-tuned on the new classes at each incremental phase without
taking any measures to mitigate catastrophic forgetting; (2)
Feature extraction (FE): the feature extractor component Fy
is frozen after learning the classes of the initial phase, and the
network is used as a feature extractor for learning the next
classes. In an incremental phase, classification weight vectors
of the old classes in H, are frozen, and only the weight vectors
of the new classes are trained; (3) Audio tagging (AT): a single
non-incremental learner is trained from scratch at each phase
on data of all classes learned until this step; each AT system
is trained from scratch on 30, 35, 40, 45, and 50 classes,
respectively.
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An overview of the proposed CIL approach without (a) and with (b) exemplars £ in an incremental time phase 7. Three losses:
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C. Incremental Learning of Sound Classes Without Exemplars

Similar to standard multi-label audio classification systems,
an incremental learner learns to solve the base task 7y on data A}
using binary cross-entropy loss (L€ F). LBCF is computed in
both initial and incremental phases using sigmoid o over logits
of the current task classes:

ICI

2.

k=[Coral+1

+(1 =) - log(1 — o(ok)). 4))

In an ith incremental time phase, we obtain a new learner P by
adding new output units to the classifier ’Hz; ! of previous learner
Pi~1, to learn the new classes of the current task 7;. Specifically,
P is P~ with additional output units in the classifier. In
each incremental phase, we only extend the classifier ’Héjl

LECE = — Yi - log(o(ox))

of P~1 to get P'. Therefore, output logits of P’ comprise
0 = {0014, Onew }- Oold and 0O,y denote the logits of Cyyq and
Chew classes respectively. The entire new P* (F; and H},) is
trained on current data X; to solve task 7;, in the absence of the
previous tasks data Xp.;_;. The training is controlled using three
different losses as explained later.

Inaconventional training process, the data imbalance between
previous tasks 7p.;—1 (no data) and a current task 7; makes
the learner’s predictions biased to focus on the C,.,, classes
and catastrophically forget the C,;4 classes. To reduce this
catastrophic forgetting, we use the independent learning (IndL)
mechanism introduced in [10] to allow learning of 0,,¢,, logits
independently from o,;4 logits. To achieve this, we compute
LBCE using sigmoid o only over 0,,.,, logits as per (1) and
process the 0,4 logits separately.

To preserve the previous knowledge, in this work, we use a
combination of two distillation losses: namely, output discrep-
ancy loss LOP and feature discrepancy loss £P, as proposed
earlier in [11]. £%P minimizes the output discrepancy between
P? and P! on the output logits of the old classes using
Kullback-Leibler divergence (D). On the other hand, LFD
minimizes feature discrepancy between P* and P*~! on the
normalized output features using cosine similarity. Their role
in learning is illustrated in Fig. 1(a): in essence, £LOP is applied

at the output of the classifier H’,, while £F'P is applied at the
output of the feature extractor F;, with the aim to make the
current learner mimic the previous learner’s behavior on old
classes in the absence of data examples for those classes. For
computing £, the output logits 0,4 of the current learner
P’ are compared with the output logits of the frozen previous
learner P!

LOP = Dgp(n (P (%)) [7(001a)) 2
where 7(u) = ug/A/Ej u;/A is arescaling function. The value
of A is set to higher than 1 to increase the weights of smaller
values [33]. £FP is computed by comparing the features
v = Fj(x) from the current learner P? with the features v =
FiY(x) from Pi-1:

LEP =1 — cos(norm(v), norm(v)),

3

where norm and cos denote the L2-normalization and cosine
similarity respectively. Note that output logits and features of the
Pi~Larenot necessarily meaningful on data examples of the new
classes, but rather behave like embeddings; through £°P and
LEFD we force the P’ to produce similar distributions on the old
logits as the previous model, hence maintaining a similar behav-
ior on the old classes. Subsequently, the incremental learner is
trained using the combined losses as:

L=LBF 4 oD 4000, (4)

where the weight 2 = Q4/|C|/|Chpew]| is set adaptively as pro-
posed in [33], [43]. Q is a fixed constant and X increases as the
number of incremental phases increases, to retain the knowledge
of the increasing number of old classes in the classifier. This
approach is referred to as IODFD (I: IndL, OD: £LOP FD: £F'P)
and its performance is compared with IOD (I: IndL, OD: £°P)
and IFD (I: IndL, FD: £FP).

D. Incremental Learning of Sound Classes With Exemplars

In this work, we propose to use simulated annealing (SA)
to randomly select a small portion of samples which contain
each class of a phase ¢ occurring approximately a n number of
times. These samples are selected from the training samples X
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by minimizing the objective function:

c
1 €|

We=—— i )2, 5
|O|*|Cold|kiz (Yk ) ( )
=|Coral+1

where y} — n is the difference between the sum of occurrences
of a class in a ground truth y* of phase i and n. In this work,
we set the value of n to 20. Specifically, SA minimizes the
difference between y! and n to ensure classes are equally dis-
tributed in samples of exemplar set £;. SA is a popular stochastic
optimization algorithm that performs uphill moves in order to
avoid local minima. Initially, SA starts with a class and its values
are randomly assigned (either O or 1, multi-hot) then it moves
back and forth between actual classes iteratively to minimize W.
The move is accepted if the current AW < 0 or accepted with
the probability 1 4 exp 2"/7, where AW is the difference
between current and previous values of W. T is the temperature
parameter and it is initialized with the starting i.e., the highest
value of W. The T is then decremented in each iteration by a
constant factor ¢ (0 < ¢ < 1) i.e., T' = T following cooling
schedule [44]. SA is a simple heuristic algorithm, we only
need to define the objective function i.e., (5). Then, we apply
it to a SA algorithm to obtain a balanced set of exemplars
from multi-label datasets automatically without designing any
complex algorithm.

In an ith incremental phase, we use exemplars of all previous
phases £p.;—1, shortly denoted as £, in addition to A’; to train the
learner P?. The small set of exemplars should further help the
learner to maintain the knowledge about previously seen classes
while learning new classes. Two additional losses £¢“” and
Le5P are computed separately on exemplars € using (2) and 3,
and the incremental learner is trained using the combined losses
(see Fig. 1(b) for a pictorial representation):

L=LaPF 4 La"P 4 LeTP +A(LOP + L) (©)

E. Normalization Layers

Normalization layers have an important role in the training of
deep neural networks [45]. Existing works mostly use standard
Batch Normalization layers in incremental learning of audio
tasks, while for example in image classification there are also
other types of normalization layers. In this work, we investigate
the effectiveness of different normalization layers in CIL for
multi-label audio classification.

1) Batch Normalization (BN): During training, BN firstcom-
putes mean gy € RP and variance 0%, € RP of a given
mini-batch B as:

B F T

MpN = BFT Z Z Z Qpdft (7
b=1 f=1t=1
1 B F T

N = D O (@hape — ppy)®, (8
BET b=1 f=1t=1

where a € RB*P*FxT i an input activation map to an inter-

mediate BN layer. Here, xB, D, and F x T denote mini-batch
input, number of channels, and feature dimensions respectively.
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Then, a is normalized to have zero-mean and unit-variance as:

- a— ppN
a=v (=2 |+,
<VUZBN+6>

where v, B € RP are the trainable affine transformation’s
parameters. € is a small constant used for numerical stability.
During inference, BN does not use mini-batch statistics gt 5 n
and 0%, for normalization because the inference should be
deterministic, i.e., the ability to make predictions with a single
sample rather than requiring the whole mini-batch. Therefore,
estimates of the global p and o? are used in place of p 5 and
0%y in (9). These p and o2 are updated at each mini-batch

during training via exponential moving average (EMA) as:

©)

B appy + (1 —a)p,

o? «— aochy + (1 —a)o?, (10)

where « is the momentum hyperparameter and is usually set to
0.1. The training mini-batch either contains only the samples
from the current task or all samples from the current task and
exemplars from the previous tasks. Therefore, global p and
o2 values obtained during training are heavily biased towards
the current task 7;, leading to the drastic change in feature
representations among tasks, and may even fail to match the true
statistics of the data at inference time, resulting in the forgetting
of classes from previous tasks.

2) Group Normalization (GN): GN was introduced as an
alternative to BN in [12] to address the following challenges
given below during inference: (1) Training and testing data have
different distributions; (2) Training with a small size of mini-
batch. GN divides the D channels of an input @ € RB*P*FxT
into G groups and then computes mean p, ; € R and variance

2
o,y € RP within each group g as:

| M oET
BEN = T7ET Do D D Gbomits (11)

m=1f=1 t=1

, | M FT
o'gGN MFT ZZ abgmft_N%N)27 (12)

m=1 f=1 t=1
where M = | D/G] is the number of channels in a group and

| -] is the floor function. Then, p?, 5, and variance c'rgG2  are used
to normalize input @ € RB*M>*F*T jn each group g separately,
using (9). Note that GN does not consider batch B dimension for
normalization and applies the same computation during training
and inference. However, the regularization ability of the BN is
better than GN [12].

3) Continual Normalization (CN): CN was first introduced
in [13] for online incremental learning of images. CN is the
combination of GN and BN. First, it normalizes the input feature
map a using GN, then it further normalizes the group normalized
features using BN as:

acy + Y(BN(GN(a))) + B, (13)
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where BN and GN denote BN and GN without affine trans-
formation’s parameters. The use of GN across channel dimen-
sions reduces the difference in feature representations among
tasks. Then, applying BN over batch dimensions computes
task-balanced global statistics for the classification of sound
events from current and previous tasks.

F. Centered Kernel Alignment (CKA)

We propose to analyze the activations i.e., internal represen-
tations of network layers in a learner P at different phases using
centered kernel alignment (CKA) [46], [47]. Specifically, CKA
quantifies the similarity between pairs of activation maps of
layers in a learner at initial and incremental phases. It allows
us to examine the amount of change in a layer when a learner
learns a new task.

Let us consider activation matrices (A and E) € RM*Z of
an arbitrary layer in the learner at current and previous phases.
Z is the dimension of the flattened output features on the
same set of M inputs. The M x M Gram matrices: R = AAT
and S = EE" are first centered to obtain R’ and S’. Then
Hilbert-Schmidt Independence Criterion (HSIC) [48] computes
similarity between R’ and S’ as:

vec(R') - vec(S")
(M -1

where vec(+) is a function of vectorization. Further, CKA nor-

malizes the similarity scores of HSIC as:

B HSIC(R, S)
V/HSIC(R, R)HSIC(S, S)
The computation of CKA for multiple layers of the deep

network over all the M samples in a dataset requires excessive

memory, especially on GPU. To reduce the memory burden, we

employ a mini-batch CKA introduced in [49]. Mini-batch CKA

is computed from an unbiased estimator [50] of HSIC given as:

1
M(M — 3)

HSIC(R, S) = (14)

CKA(R, S) (15)

HSIC'(R, S) =

. 1TR117S1 2
<“(RS) T =2 M—2

1TRS1> , (16)

where 1 denotes the vector of all-ones, R and S denote R and
S matrices with zeros on diagonals.

CKA(R, S)mini—batCh =

2 2 4_ HSIC'(R;, S))

\/% > j—1 HSIC'(R;, Rj)\/é >¢_, HSIC'(S;,5;)
a7

where ¢ denotes the number of mini-batches. Hereafter, we refer
to mini-batch CKA as CKA for simplicity. CKA is suitable to
examine the changes in layers of the model during incremental
learning because of the following reasons. CKA is invariant to
isotropic scaling and permutations in R and S. It can handle
activations of layers with variable output feature dimensions.
Therefore, CKA allows comparing layers from the same or
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different network architectures. Such advantages make us to
use CKA for comparing the layers of an incremental learner
in different phases.

IV. EXPERIMENTAL SETUP

A. Dataset and Training Setup

Experiments are performed on the two largest multi-label
datasets: AudioSet [51] and FSD50K [15]. In the case of Au-
dioSet, we select a subset of the temporally strong AudioSet
and use the labels as weak labels only, but benefit of the higher
quality labels than the original AudioSet weak labels, due to
the annotation method [52]. For the experiments on AudioSet,
we selected the 50 largest classes present in AudioSet Strong,
resulting in a total of 95645 clips for the training subset and
15289 clips for the test subset. The train and test splits respect
the ones originally published with the dataset. For completeness,
we mention that the clips are 10-second long. Similarly, for the
experiments on FSD50K, we selected the 50 largest classes,
resulting in 284447 for training and 97798 for testing. The
FSD50K clips are 1-second long.

Note that these classes are severely imbalanced in terms of
size. The class sizes range from 370 to 34922 in the AudioSet-
based experiment and from 1242 to 72225 in the FSD50K-based
one. Complete information including the class labels and num-
ber of occurrences for each class in both datasets are available
in our repository.! For the experiment, we distribute these 50
classes in 5 phases. The initial phase O consists of 30 classes,
selected randomly; each subsequent incremental phase adds 5
classes, selected randomly from the remaining classes.

In phase ¢, all clips labeled with classes to be learned at this
phase are used as training examples. The clips may contain
classes from other, past or future, incremental phases, which we
ignore; we use only information about the current target classes.
In practice, there is the possibility that the same clip is used in
different incremental phases with different subsets of its labels.
A separate experiment removing this overlap at all stages was
performed for AudioSet and showed that this overlap did not
influence the final performance. For the AT baseline at phase ¢,
all clips in the development set labeled with classes of previous
and current phases of the equivalent incremental learner are used
as training examples, and the system is trained from scratch.

After each incremental phase ¢, we evaluate the multi-label
classification on the test set with all classes learned so far (30
classes at phase 0, 35 classes at phase 1, 40 classes at phase 2,
and so on); in addition to the classification problem having an
increasing number of sound classes to be recognized after each
incremental phase, each tested clip may contain more concurrent
and potentially overlapping sounds to be recognized, as the set
of classes known to the model grows in each phase.

For selecting the learning rates we used a validation set
selected from the training set in each phase, containing only
the current task classes. The number of groups in the GN was
selected based on the same validation set. In any incremental
phase, using a validation set containing samples from all the

Thttps://github.com/mulimani/CIL-ML-Audio/
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phases seen so far (current and previously learned classes)
violates the incremental learning principle, which states that
each phase should be visited only once [3]. Hence, because
samples from previous tasks (classes learned earlier) should not
be used to optimize the current learning process, we could use
only samples from the classes being learned at the current stage.

B. Implementation Details and Evaluation Metrics

For experiments on AudioSet, we use PANNs CNN14 [14]
architecture as a feature extractor F; and train it from scratch
using our data at initial phase 0. The F includes 6 convo-
lutional blocks. Each block includes 2 convolutional layers,
each convolutional layer followed by a BN layer. For complete
details about the number of filters and other layers of F, i we
refer the reader to [14]. Global pooling is applied after the last
convolutional layer to get a fixed-length input feature vector to
the classifier Hfb' The number of output units in ’H; is equal to
the total number of classes from previous and current phases.
For a fair comparison, all the systems used on AudioSet in this
work, including the baselines used for comparison, use the same
network architecture. We compute log mel spectrogram of size
1001 x 64 from a 10-second audio recording as input to the F,
using the configuration provided in [14].

Similarly, for the experiments on FSD50K, we use VGG-like
architecture, reported as the best-performing lightweight model
on FSD50K [15]. The .7-"5 of the VGG-like network includes 7
convolutional layers, each followed by a BN layer. For complete
details about the number of filters and other layers, we refer the
reader to [15]. For a fair comparison, all the systems used on
FSD50K in this work have the same network architecture. We
compute log mel spectrogram of size 101 x 96 from a 1-second
audio recording as input to the F:, using the configuration
provided in [15]. Both CNN14 and VGG-like architectures are
trained using the SGD optimizer [53] with a momentum of 0.9
for 120 epochs. The mini-batch sizes are set to 32 and 64 for
CNN14 and VGG-like respectively.

Reducing the learning rate when fine-tuning the learner on
new data is a standard method in transfer learning. We reduce
the learning rate in incremental phases to improve the knowl-
edge transfer between the base and incremental phases as done
in [18], [10]. The learning rates for the initial phase 0 and the
incremental phases are set to {0.01, 0.001} and {0.001, 0.0001}
for CNN14 and VGG-like respectively. We use a mini-batch
balanced sampling strategy as per the recommendation of [14]
to balance the classes in each phase. CosineAnnealingL.R [53]
scheduler is used to update the optimizer in every epoch. The
number of groups G is set to 32,  is set to 0.95, 2 and A are
set to 2. We used 20% of the training set as a validation set to
tune the hyperparameters in each phase.

The performance of the learner is evaluated using the class-
wise average (macro) F1-score with a threshold of 0.5 for posi-
tive output, and mAP (mean average precision). We also measure
Forgetting (Fr) as the difference between the Fl-score of base
and current incremental learners over the initial 30 classes, i.e.
the performance drop on the base classes after learning each
consecutive set of new classes. A lower Fr is better, showing
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that the system maintains knowledge about the classes learned
in the base task throughout the ulterior training phases.

V. RESULTS AND DISCUSSION

Performances of incremental learners are computed on Au-
dioSet and FSD50K, with each experiment being run five times
with different random classes in each phase. The tables give
mean and standard deviation of performance across the five runs,
and the figures show the mean performance. All results are on
the test subset of the corresponding dataset used for training.

A. Learning on AudioSet

The learner trained from scratch on the 30 base classes
achieves an Fl-score of 42.5% and mAP of 27.4% on these
30 classes (on average over the five randomized experiments).
This learner is further used to learn five new classes at four
incremental phases using different approaches, except for the
AT baseline which learns all classes at each step. The F1-score,
Fr, and mAP of these different approaches at each phase are com-
pared in Fig. 2, with the point at phase 0 being the performance
of the initial model on the base classes, mentioned above. Table |
presents the average performance of all approaches over the five
different tasks (phases O to 4), i.e. the average of the values
from Fig. 2. As an additional detail, we provide in Table II
the performance at the fourth incremental phase, calculated
separately on the old and new classes. In this section we provide
a discussion based mostly on the results shown In Table I and
Fig. 2.

With fine-tuning, the system learns to classify new sound
classes, but forgets all information about the old sound classes
including the 30 base classes; this can be seen in Table II, where
the FT approach has an Fl-score of 25.8% on new classes at
phase 4, but on all the previous classes the F1-score is zero. This
is also confirmed by Fr in Table I, where FT has Fr of 42.5%,
equal to the Fl-score from phase 0. The immediate effect of
learning new information can be seen also in Fig. 2(a) and (c):
overall Fl-score and mAP of FT is significantly lower in each
incremental phase.

On the other hand, used as a feature extractor, the system
learns only new classes at each phase with a fixed feature repre-
sentation of the base classes. This allows it to achieve superior
results on the base classes, FE having the smallest Fr in Table I
and Fig. 2(b). In turn, FE shows poor performance in learning
new classes at each incremental phase; for instance, F1 score on
new classes at phase 4, shown in Table II, is much lower than
for FT. Specifically, FT exhibits high plasticity, i.e. the learner
significantly forgets the old sound classes, while FE shows high
stability, i.e. fails to adapt to new classes. The difference between
old and new classes illustrates the stability-plasticity dilemma
as explained earlier.

For comparison, we evaluate two more methods that show
the performance of the learner either without IndL or only with
IndL, denoted as £°P and IndL in Fig. 2; both methods suffer
from high plasticity, similar to FT. The learner without IndL is
trained using (1) over all logits o (both 0°/¢, 0™¢") on current
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Comparison of F1-score (a), Fr (b) and mAP (c) of approaches. Approaches are the non-incremental audio tagging (AT), fine-tuning (FT), feature extraction

(FE), IndL (without distillation losses), £ep (without IndL), IOD [10], proposed IFD and IODFD trained on AudioSet.

TABLE I
AVERAGE F1-SCORE AND MAP OVER THE FIVE PHASES (INITIAL + INCREMENTAL)

Method IndL | £OP | £FD F1 1 Fr | mAP 1

FT . B . I8 £0.1 | 425 £23 | 114 £04
FE - - - 361+ 14 | 15405 | 223+ 12
IndL v/ - - 153+£05 | 37414 | 12003
L£OD - v/ - 120401 | 420+ 16 | 114+ 04
IOD [10] v/ v/ - 38O0E 1.1 | 32+12 | 24 £10
IFD v - v 359406 | 56407 | 22.8+08
IODFD v v/ v/ 398 +£05 | 05+ 03 | 239 + 09
AT . - . 25E16 - 271 £ 14

Average Fr over four incremental phases of audioset.

TABLE 11
F1-SCORES COMPUTED SEPARATELY FOR OLD AND NEW CLASSES AFTER
INCREMENTAL PHASE 4; OVERALL F1-SCORE OVER ALL 50 CLASSES OF

AUDIOSET
Method Corqg (0-44) | Chew (45-49) | Overall (0-49)
FT 0.0 £ 0.0 258 £3.8 27 +04
FE 328 + 1.3 16.8 + 4.8 31.1 £ 0.7
10D [10] 332+ 1.2 265+ 33 32.6 + 0.8
IFD 319 + 1.1 21.7 £ 3.2 309 + 0.9
TIODFD 37.2 +£ 0.7 26.6 + 2.4 36.1 + 0.6
AT 41.8 £0.3 328 £ 1.2 40.8 £ 0.5

data ;. This makes the learner easily forget the old sound event
classes because it sees no examples of them.

IndL allows learning in incremental phases from only the
classifier weights of the new classes, with a common feature
extractor on current data X;. However, because the feature
extractor continues to be trained with the new data, the learner
with IndL alone fails to retain the previous classes’ knowledge,
as observed in Fig. 2. To mitigate this, the proposed addition
of £LOP penalizes the change in output logits of old classes
compared to the previous learner and effectively preserves the
knowledge of old classes. Hence IOD, as a combination of IndLL
and £OP, achieves less forgetting than IndL or £°P alone.
While mAP and Fr of FE are better than those of 10D, the
performance of IOD on new classes is better.

From Table I we can also see that using IndL with only feature
distillation makes the current learner mimic the previous learn-
ers’ knowledge of old classes by forcing it to produce similar
feature representations. We deduct from the results that IFD
reduces the feature drift between current and previous learners
on old classes, but fails to reduce the bias in the classifier.

w4 i A
R=| <
o0 4 .80 3
= Tal |
E =
B9 8
= K
5 8
21 =
N il
— —
0 20 40 0 20 40
Classes Classes
(a) IFD (b) IODFD
Fig.3. L2-norm of the weights (class embedding) in the classifier for classes

from initial (colored in blue) and incremental phases at the end of phase 4 of
AudioSet.

To analyze the effect of IFD on the classifier, we show in
Fig. 3(a) the L2-norm of weights (class embedding) of base and
incremental classes in Hfb after phase 4. It can be observed that
the magnitudes of the embeddings of classes from incremental
phases are much higher than those of the classes from the initial
phase, due to imbalanced data between tasks. The difference in
magnitudes makes IFD biased in favor of new classes, gradually
forgetting the base classes in consecutive iterations, an effect
also shown by the increasing Fr in Table I and Fig. 2(b).

The proposed IODFD, a combination of £°P, £FP and
IndL, reduces the discrepancy between current and previous
learners in both feature space and prediction space. The addition
of LOP to LFP brings the magnitude of weights of sound
classes in incremental phases close to base classes, as shown
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Analysis of CKA score between same layers in base learner P° and in incremental learner P4 at phase 4 for IOD and IODFD approaches with batch

(BN) or continual normalization (CN). The x-axis denotes the layer index in CNN14 trained on AudioSet, 0-3: block1 (0: CNNI1, 1: BN1, 2: CNN2, 3: BN2), 4-7:
block2, 8-11: block3, 12-15: block4, 16-19: blockS5, 20-23: block6, 24: Linear layer.

in Fig. 3(b), which enables the classifier to detect both base and
incremental classes. As a result, the proposed IODFD achieves
significantly better performance on both old and new classes,
with an average F1 score of 39.8%, mAP of 23.9% and least Fr
of 0.5 percentage points over the five tasks, as shown in Table I.
IODFD outperforms all other methods on the classification of
both old and new classes and its performance is close to AT.

B. Network Layers Analysis

We examine closely the layer-wise feature representations
of IOD and IODFD systems at phases 0 and 4 using CKA.
The obtained CKA scores are shown in Fig. 4(a) and (b).
Specifically, we compute CKA between R; and S; feature
representations of the same layers [ € {0,..., L} in learners at
phases 0 and 4 on the evaluation dataset of phase 0. A higher
CKA score i.e., CKA(R;, S;) ~ 1 indicates that R; and S,
are highly similar and unaffected across incremental phases. A
higher CKA score may also represent a lower forgetting due
to the high similarity between feature representations at initial
phase 0 and incremental phase 4. We compute CKA from the
CNN and BN layers of feature extractors: Fy, F, and linear
layers of classifiers HY, 7-[35. As explained earlier, the feature
extractor includes 6 convolutional blocks. Each block includes
2 convolutional layers, each convolutional layer followed by a
BN layer. Therefore, the total number of convolutional and BN
layers in a learner at each phase is L = 25.

We observe that both IOD and IODFD exhibit relatively high
CKA scores between earlier layers, i.e., CNN blocks 1 to 4, but
drastically reduced between later layers, i.e., CNN blocks 5, 6,
and the linear layer. This observation is in line with the idea that
earlier layers learn widespread and lower-level features, while
later layers learn more class-specific features [54]. This result
implies that the later layers in a learner contribute more to the
forgetting of previous sound classes. To analyze this fact, we
closely examine the CKA score of each layer in CNN blocks 5
and 6 (CKA scores of blocks 5 and 6 in Fig. 4(a), are colored in
red).

TABLE III
AVERAGE F1-SCORE AND MAP OVER THE FIVE PHASES (INITIAL +
INCREMENTAL) OF AUDIOSET USING BATCH, GROUP, AND CONTINUAL
NORMALIZATION TECHNIQUES

Method | BN | GN | CN F1 1 Fr | mAP 1

TOD 7 - T 3®OEII | 32L£12 [ 24L10
IODFD - 39.84£05 | 05+03 | 23.9+09
10D - 7 378 L 16 | 46 £ 10 | 220 £ 1.0
IODFD | - v - | 402407 | 06+04 | 242+09
TOD - - / | 380L 13 | 23 L£12 | 232 £ 1.1
IODFD | - - V| 415+09 | 0.0£00 | 253+ 1.0

Average Fr over four incremental phases.

In IOD, CKA scores significantly drop at the BN1 (green-
colored scores in Fig. 4(a)) and BN2 (cyan-colored scores in
Fig. 4(a)) layers of CNN blocks 5 and 6. As mentioned earlier,
global statistics of the BN layer are computed from the current
training data, which are heavily biased towards new sound
classes at phase 4. Specifically, feature representations of the
later BN layers at phase 4 deviate significantly from those at
phase 0, and the IOD system does not put any effort to mitigate
forgetting in feature space, resulting in reduced CKA scores
and increased forgetting of sound classes from phase 0. IODFD
forces the learner not to change too much from the previous
phase in both feature and prediction spaces. Hence, the CKA
scores of IODFD are higher than those of the IOD, which is
reflected by IODFD being able to effectively recognize the old
sound classes with the least Fr on the base task.

We replace the BN layer with GN and CN layers in 10D
and IODFD systems. Fig. 4(c) and (d) show the CKA scores
of 10D and IODFD when using continual instead of batch
normalization. We compare the performances of the systems
with different normalization layers in Tables III and IV. With
GN, the systems achieve a lower forgetting on the base task
in initial incremental phases as compared to BN, but have a
slightly lower ability to learn new classes. From Table IV we
also observe that the use of a BN after GN, i.e., CN, further
reduces the forgetting of old classes, while having almost the
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TABLE IV
F1-SCORES COMPUTED SEPARATELY FOR OLD AND NEW CLASSES AFTER INCREMENTAL PHASE 4; OVERALL F1-SCORE OVER ALL 50 CLASSES OF AUDIOSET
USING BATCH, GROUP AND CONTINUAL NORMALIZATION METHODS

Method | BN | GN | CN | Cygq (0-44) | Crew (45-49) | Overall (0-49)
10D v - - 332 £ 1.2 26.5 £ 3.3 32.6 £ 0.8
IODFD v - - 372 + 0.7 26.6 + 2.4 36.1 £ 0.6
10D - v - 32.6 + 1.1 253 + 4.1 31.8 £ 0.6
IODFD - v - 36.6 + 0.4 259 + 3.8 355+ 0.1
10D - - v 339 + 1.2 26.2 + 3.7 334 + 0.8
IODFD - - v 38.7 £+ 0.6 26.8 + 2.2 37.2 £ 0.5
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Fig. 5. Comparison of Fl-score (a), Fr (b) and mAP (c) of IOD and IODFD approaches with batch (BN) or continual normalization (CN) trained on AudioSet.
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same performance on recognizing the new classes as compared
to BN. This is also reflected in the CKA scores from Fig. 4(c)
and (d), where the later convolutional blocks of the models with
CN are more stable. Therefore, the overall performance of the
CN is higher than BN.

We also show the phase-wise performances of the IOD and
IODFD systems with BN and CN layers in Fig. 5. It is worth
noting that CN learns the new classes effectively almost the same
as BN in each phase with minimal forgetting of the base task.

C. Learning on FSD50K

We ran the same experiments for FSD50K and the VGG-
like system, with five randomly selected class orders for the
base and incremental phases. The systems trained on the 30
base classes achieve an F1-score of 38.9% and mAP of 20.5%
when using BN, and Fl-score of 39.8% and mAP of 21.1%
using CN. Performance of the different systems in each phase
is shown in Fig. 6; the average performance over the 5 phases

T
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g

1 2 3
Phases

(©)

Comparison of Fl-score (a), Fr (b) and mAP (c) of IOD and IODFD approaches with batch (BN) or continual normalization (CN) trained on FSD50K.

TABLE V
AVERAGE F1-SCORE AND MAP OVER THE FIVE PHASES (INITIAL +
INCREMENTAL) OF FSD50K

Method | BN | CN F1 1 Fr | mAP 1

10D 4 - 333 £08 [ 3.1 £06 | I7.1 £03
IODFD v - 341 +£09 | 22406 | 175+ 04
10D - v 342 +10 | 25403 | 17.6 £ 0.6
IODFD - v 354+08 | 1.9 £01 | 19.0 = 0.5
AT v - 37.1 £ 04 - 193 £0.2

Average Fr over four incremental phases.

is given in Table V. In addition, performance on old and new
classes after incremental phase 4 is given in Table VI, and CKA
scores between P% and P* for IOD and IODFD with batch and
continual normalization, are shown in Fig. 7.

One can observe from CKA scores that the weights of VGG-
like layers, especially BN in later layers, are less affected than
for the AudioSet-PANNSs combination in Fig. 4. Possible reasons
for this are the dataset characteristics: audio clips of FSD50K
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Fig.7. Analysis of CKA score between same layers in base learner P° and in incremental learner P* at phase 4 for IOD and IODFD approaches with batch (BN)

or continual normalization (CN). The x-axis denotes the layer index in VGG-like trained on FSD50K, 0-13: 7 convolutional and 7 BN layers. Each convolution

layer is followed by a BN layer, 14: Linear layer.

TABLE VI
F1-SCORES COMPUTED SEPARATELY FOR OLD AND NEW CLASSES AFTER

TABLE VII
AVERAGE F1-SCORE AND MAP OF IODFD OVER THE FIVE PHASES (INITIAL +

INCREMENTAL PHASE 4; OVERALL F1-SCORE OVER ALL 50 CLASSES OF
FSD50K USING BATCH AND CONTINUAL NORMALIZATION METHODS

Method | BN | CN | Cpq (0-44) | Chew (45-49) | Overall (0-49)
10D v - 29.7 £ 1.1 204 £ 1.6 28.8 £ 0.9
IODFD - 30.8 £ 0.9 208 £ 1.5 29.7 £ 0.8
10D - v 302 £13 214 £ 1.5 292+ 0.8
IODFD - v 32.2 £ 0.6 21.6 + 1.0 31.2 £ 04
AT v - 36.8 £ 0.3 272 £ 1.8 36.0 £ 0.2

INCREMENTAL) USING EXEMPLARS

Type BN | CN F1 1 Fr | mAP 1

nudiosel | ¥ |- [4T0£05 [ 00%00 | 249 £03
- v | 420+03 | 00+00 | 258+03
7 T - [ 387106 | 16504 [ 178 L04

FSDSOK = | /| 360 +£02 | 1.1+01 | 193 = 02

Average Fr over four incremental phases.

include minimal background noise, and there are multiple labels
that represent in more detailed one general sound class compared
to AudioSet, making classes of FSD50K somewhat correlated.
For instance, a class music instrument and guitar may have
similar acoustic characteristics, which does not produce changes
in the feature extraction layers, but are expected to produce a
different class output in the classifier, so the classes may be
confused to one another. This contributes to increasing forgetting
of the class which was learned at an earlier phase. On the
other hand, AudioSet is highly diverse, noisy, more realistic,
the different sound sources and acoustic characteristics can
strongly affect the feature representations of lower layers in the
incremental phases.

Nevertheless, the results on FSD50K follow the observations
from the AudioSet. We see from Tables V and VI that adding
LFP improves the performance compared to using only £%P
in IOD, and the normalization method has a similar effect as
in AudioSet, with CN producing higher performance, IODFD
with CN has high CKA scores in later layers, classifies old sound
classes with minimum Fr, improves the overall performance, and
outperforms all other methods.

D. Incremental Learning Using Exemplars

Performances of the CIL methods on AudioSet and FSD50K
with exemplars are tabulated in Table VII. We use a small set
of exemplars in which each class from previous phases occurs
approximately 20 times. The exemplars further improve the
performance of the current incremental learner on old classes.

Specifically, distillation losses benefit from additional exemplars
and effectively transfer the knowledge of old classes to the
current learner and reduce the Fr further, and improve the overall
performance. It is worth noting that exemplars from AudioSet
bring the performance of IODFD with CN layers i.e., F1 score
of 42.0% and mAP of 25.8%, further close to the performance
of the baseline AT i.e., F1 score of 42.5% and mAP of 27.1%
on AudioSet with zero Fr. Therefore, a small set of exemplars
helps the proposed method to achieve a performance similar to
an audio tagging system that is trained with all data at the same
time.

E. Partial Model Update Based on CKA Analysis

From the CKA plots in Figs. 4 and 7, we can see that CNN
blocks 1 to 4 in PANNs and layers 0 to 9 in VGG-like are
more stable and do not change much across the incremental
phases. This indicates that there is no need to update all layers
of the network, and, instead, we can focus on updating only
the layers affected more during incremental phases, which are
the ones with low CKA scores. Therefore, instead of updating
the parameters of all layers in every phase, we freeze the CNN
blocks 1 to 4 in PANNs and Layers 0 to 9 in VGG-like, and
update only the later layers in the incremental phases. Tables VIII
and IX present an ablation where the partial update is applied to
different number of layers.

For PANNS, the best results are obtained when updating the
CNN blocks 5 and 6 and the linear classifier layer (Table VIII).
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TABLE VIIT
AVERAGE F1-SCORE AND MAP OVER THE FIVE PHASES (INITIAL + INCREMENTAL) BY SELECTIVELY UPDATING THE HIGHER-LEVEL LAYERS OF THE PANNS
FEATURE EXTRACTOR ON AUDIOSET

Method Normalization | Frozen (X) or updated (v')? AudioSet
BN CN CNN blocks 1-4 | CNN block 5 | CNN block 6 | Linear F1 1 Fr ] mAP 1
Freeze 7y + 10D v - X X X v 355+12 | 3613 | 207 £ 1.6
Freeze 7y + 10D - v 360+ 1.6 | 324+ 15 | 214+ 15
IODFD v - X X v v 398 £0.7 | 0.0+ 0.0 | 23.8 +0.8
IODFD - v 40.7 £08 | 0.0 £ 0.0 | 24.6 £ 0.7
IODFD v - X v v v 40.0 209 | 0.0+ 0.0 | 241 £ 09
IODFD - v 418 £ 0.7 | 0.0 £ 0.0 | 25.7 £ 0.6
Average Fr over four incremental phases.
TABLE IX

AVERAGE F1-SCORE AND MAP OVER THE FIVE PHASES (INITIAL + INCREMENTAL) BY SELECTIVELY UPDATING THE HIGHER-LEVEL LAYERS OF THE VGG-LIKE
FEATURE EXTRACTOR ON FSD50K

Method Normalization | Frozen (X) or updated (v)? FSD50K
BN CN Layers 0-9 | Layers 10-11 | Layers 12-13 | Linear FI T Fr | mAP 1

Freeze Fj; + 10D v - X X X v 331 +£10 | 23£04 | 16.8 £ 0.1
Freeze Fj + 10D - 4 340+£02 | 1.5+£04 | 173 4+03
IODFD v - X v v v 348 +05 [ 1.4 +£04 | 179 £ 0.1
IODFD - v 363 +02 | 1.0+ 0.1 | 194 £+ 0.1
IODFD v - X X v v 346+ 04 | 14 +£04 | 175 £ 0.1
IODFD - v 355+£02 | 14 +0.1 182 + 0.1

Average Fr over four incremental phases.

This small modification not only improves the overall perfor-
mance, it also reduces the computational complexity of the
systems without any additional exemplars set. Updating only
CNN block 6 and the classifier layer obtains a slightly lower
F1-score and mAP. For VGG-like, the best results are obtained
when updating the convolutional layers 10 and 12, BN/CN layers
11 and 13, and the linear classifier layer (Table IX). However,
updating only the last 3 layers (12:14) gives comparably good
performance, due to minimal change in the feature extractor, Fy.

We also verified what happens if we freeze the entire feature
extractor Fy and update only the classifier layer Hy4 with-
out £F'P. This approach completely disables the feature ex-
tractor Fy from learning new classes, which reduces overall
performance.

F. Analysis of Effect of Other Parameters

We present a detailed analysis of different parameters using
the partially updated system as explained in the previous section,
which we refer to as partial IODFD. Results are presented for
PANNSs and AudioSet, but similar results were obtained for
FSD50K and VGG-like.

1) Number of Groups G in Continual Normalization: The
effect of the number of groups in GN of CN is analyzed in Fig. 8.
It shows the average and phase 4 Fl-scores of partial IODFD
using different numbers of groups. We can see that the F1-score
gradually increases as the number of groups G increases to 32
and slowly decreases after that.

2) Effect of Q and X for the Distillation Loss £L°P : Phase-
wise Fl-scores using adaptive and constant A (given in (4)
and 6) values are analyzed in Fig. 9. Adaptive A increases as
the number of classes increases over phases and preserves the
learner’s knowledge of the old classes. The combined loss £
in the absence of weight A or A = 1 fails to retain knowledge

e ——
140 | y
% ’ —@— Average —@— Last phase 4 ‘
238 .
[
36 - |
| || | 1 | | ||
48 16 32 64
Groups

Fig. 8. Effect of number of groups in Continual Normalization on the average
and phase 4 F1-scores of partial IODFD trained on AudioSet.

Fl-score —

35 —@—  Adaptive A
—@— Constant A = 1

0 2 4

Phases

Fig. 9. Effect of adaptive and constant A on the Fl-scores in each phase for
the partial IODFD trained on AudioSet.

on the increasing number of old classes. This leads to a drastic
increase in the Fr value and a decrease in the overall F1 score as
the number of phases increases.

Table X presents the results of the partial IODFD by varying
the {2 in the computation of adaptive A. Partial IODFD and other
systems reported in this work are not sensitive to the value of
the 2.
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TABLE X
SENSITIVITY ANALYSIS OF €2 IN COMPUTATION OF ADAPTIVE A OF PARTIAL IODFD TRAINED ON AUDIOSET
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Q| 10 2.0 3.0

4.0 5.0 6.0

FI [ 415 £07 | 418 £07 | 418 £0.7 | A8 £07 | 418 £0.7 | 415 £ 08

TABLE XI
AVERAGE F1-SCORE AND MAP OVER THE FIVE PHASES (INITIAL + INCREMENTAL) OF PARTIAL IODFD USING THE SAME OR DIFFERENT LEARNING RATES AT
INITIAL AND INCREMENTAL PHASES OF AUDIOSET

Phase 0 Phases 1-4 Partial IODFD
0.01 | 0.001 | 0.01 | 0.001 | 0.0001 F1 1 Fr ] mAP T
v v 258 £ 1.2 | 246 £ 1.6 | 149 £ 1.1
v v 418 £ 0.7 | 00+ 0.0 | 257 + 0.6
v v 354 £09 75 £ 1.1 16.3 £ 0.8
v v 39.6 £ 0.6 1.7+ 03 235+ 0.8
3) Learning Rates in Base and Incremental Phases: The REFERENCES

effect of the same or different learning rates at initial and
incremental phases using the partial IODFD system is analyzed
in Table XI. The same learning rates (either 0.01 or 0.001)
at initial and incremental phases make the learner suffer from
higher plasticity with increased Fr values. Reducing the learning
rate in the incremental phases improves knowledge transfer from
the initial base phase. In the case of FSD50K, we found a
combination of learning rates {0.001, 0.0001} is more effective.

VI. CONCLUSION

This paper presented four key contributions to the research
study of the CIL for multi-label audio classification. First, we
proposed a novel exemplar selection method from multi-labeled
datasets using simulated annealing. Second, we analyzed the
forgetting in each layer of the PANNs CNN14 and VGG-like
architectures using CKA. Third, we found that continual nor-
malization is more suitable for multi-label CIL than standard
batch normalization. Fourth, we proposed a partial IODFD by
updating only a few later layers of the model based on the CKA
analysis.

The most important findings are as follows: (1) Results have
shown that CN layers are better than BN layers for multi-label
CIL irrespective of the dataset and architecture. (2) One can
consider the use of exemplars if they are available, especially if
the number of samples keeps reducing in incremental phases. (3)
CKA is a very useful tool for analysis of the model, facilitating
update of the layers where most forgetting occurs, to improve
the overall performance of the model without the requirement
of exemplars. Future research may be directed to investigating
transformer-based models for multi-label CIL, and the effect of
pre-trained models for CIL.
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