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ABSTRACT

Roosa Rintamaki: Summarizing dental records using large language models
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Tampere University
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September 2025

The increasing volume of medical data, combined with limited time for reviewing patient histo-
ries, is often cognitively demanding for healthcare professionals. This challenge is especially ev-
ident in dentistry, where conditions such as developing periodontitis often require long-term mon-
itoring across multiple visits. Providing an automated summary of patient history could reduce this
workload, minimize the risk of overlooking critical information, and allow clinicians to focus more
on patient care. Large language models (LLMs) offer a promising solution for generating such
summaries automatically. This thesis investigates how LLMs can be applied to summarize dental
record data effectively, without compromising clinical accuracy and safety.

To address this challenge, this thesis adopts the Design Science Research methodology. The
goal is to develop a research artifact for Entteri Oy, a Finnish health technology company spe-
cializing in oral healthcare practice management software. The resulting artifact consists of two
components: the microservice-based prototype and a domain-specific prompt. The microservice
demonstrates a modular approach to implementing new Al functionality separately from existing
software. The prompt, on the other hand, directs the LLMs to produce summaries that are both
clinically appropriate and reflect awareness of relevant regulations.

To ensure safe testing, a synthetic dataset was created in collaboration with a dental profes-
sional, simulating real-world periodontal records. The effectiveness and suitability of the prompt
were evaluated based on the Al-generated summaries, using manual analysis and an expert
evaluation questionnaire completed by practicing dentists. Particular emphasis was placed on the
terminological accuracy and clinical relevance of one summary selected for detailed analysis.

The results show that microservice architecture offers a modular and scalable way to imple-
ment Al-powered summarization functionality. The designed prompt successfully guided the
model to produce clear and accurate summaries, while avoiding hallucinations and treatment
recommendations. The expert evaluation questionnaire also provided valuable insights for future
development. Based on these findings, general-purpose LLMs, guided by a carefully crafted
prompt, can support summarization tasks in dental care.

Keywords: large language models, dental records, dentistry, summarization, design science
research
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Laaketieteellisen datan maara ja rajallinen aika potilashistorian tarkasteluun aiheuttavat usein
kognitiivista kuormitusta terveydenhuollon ammattilaisille. Tama haaste korostuu erityisesti ham-
maslaaketieteessa, jossa esimerkiksi parodontiitin kaltaisten sairauksien kehittymistd on usein
seurattava pitkalla aikavalilld useiden vastaanottokdyntien aikana. Potilashistorian automatisoitu
tiivistaminen voisi vahentaa tata kuormitusta, minimoida kriittisen tiedon huomiotta jaamisen riskin
ja antaa kliinikoille enemman aikaa potilastyéhon. Suuret kielimallit (LLM:t, Large Language Mo-
dels) tarjoavat lupaavan ratkaisun tallaisten tiivistelmien automaattiseen tuottamiseen. Tama dip-
lomity6 tutkii, miten suuria kielimalleja voidaan soveltaa hammaslaaketieteellisten potilastietojen
tiivistamiseen tehokkaasti, vaarantamatta kliinista tarkkuutta ja turvallisuutta.

Taman haasteen ratkaisemiseksi tydossa hyodynnetaan Design Science Research -tutkimus-
menetelmaa. Tavoitteena on kehittda tutkimusartefakti Entteri Oy:lle, suomalaiselle terveystek-
nologiayritykselle, joka on erikoistunut suun terveydenhuollon klinikanhallintaohjelmiston kehitta-
miseen. Artefakti koostuu kahdesta osasta: mikropalvelupohjaisesta prototyypista ja alakohtai-
sesta promptista. Mikropalvelu demonstroi modulaarista lahestymistapaa, jossa uusi tekoalytoi-
minnallisuus voidaan toteuttaa erilldan olemassa olevasta ohjelmistosta. Prompti puolestaan oh-
jaa kielimallia tuottamaan tiivistelmia, jotka ovat kliinisesti asianmukaisia ja huomioivat alaan liit-
tyvat saantelyvaatimukset.

Turvallisen testauksen varmistamiseksi luotiin yhteistydssa hammaslaakarin kanssa synteet-
tinen aineisto, joka simuloi yhden parodontiittipotilaan potilashistoriaa. Promptin toimivuutta ja
sopivuutta arvioitiin sen tuottamien tiivistelmien perusteella, kayttden sekd manuaalista analyysia
ettd asiantuntijakyselya, johon vastasivat kliinisessa tydssa toimivat hammaslaakarit. Arvioinnissa
painotettiin erityisesti terminologista tarkkuutta ja tekoalyn tuottaman tiivistelman kliinistd merki-
tyksellisyytta.

Tulokset osoittavat, etta mikropalveluarkkitehtuuri tarjoaa modulaarisen ja skaalautuvan tavan
toteuttaa tekoalypohjainen tiivistystoiminnallisuus. Suunniteltu prompti ohjasi mallia onnistuneesti
tuottamaan selkeita ja tarkkoja tiivistelmia, jotka eivat sisaltdneet hallusinaatioita tai hoitosuosi-
tuksia. Asiantuntijakysely tarjosi lisaksi arvokkaita ndkemyksia jatkokehitysta varten. Naiden tu-
losten perusteella yleiskayttdiset kielimallit voivat tukea potilaskertomusten tiivistdmista suun ter-
veydenhuollossa, kun niitd ohjataan huolellisesti laaditulla promptilla.

Avainsanat: suuret kielimallit, hammashoidon potilastiedot, hammaslaaketiede, tiivistaminen,
design-tutkimus

Taman julkaisun alkuperaisyys on tarkastettu Turnitin Originality Check -ohjelmalla.
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Names and versions of Al tools: ChatGPT GPT-40, and Grammarly

Purpose of using Al tools: ChatGPT was used to improve the structure and fluency of the text.
It was also used for brainstorming ideas at the beginning of the project, when the topic was
not yet defined. Grammarly was used to improve the grammatical correctness of the text.
Sections where Al tools were used: Throughout the thesis.
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1. INTRODUCTION

Practice management systems (PMS) store vast amounts of clinical data and play a vital
role in supporting clinicians’ work. However, retrieving and summarizing relevant patient
history remains time-consuming for healthcare professionals. Due to the volume and
complexity of the data, even skilled clinicians may unintentionally overlook critical details

about a patient’s condition (Chuang et al., 2024).

Generative Al offers a promising solution for simplifying the pre-assessment of patients’
medical histories. It can support clinicians by generating automated summaries that
clearly and concisely present the key information about a patient’s health. These Al-
generated summaries could reduce cognitive load, save time, and support more in-
formed clinical decision-making. In dental care, the capability to generate clinically rele-
vant summaries can be especially valuable since conditions often demand long-term

monitoring, and patient records combine both structured data and free-text notes.

This research explores how generative Al, specifically large language models (LLMs),
can be utilized to generate accurate summaries of patients' dental histories. The study
follows the design science research (DSR) methodology and aims to develop a research
artifact for the case company, Entteri Oy. By building and evaluating a working prototype,
the research provides practical insights into how LLM-based summarization could be

integrated into real-world healthcare systems.

1.1 Case Organization

Entteri Oy is a Finnish information system provider for the dental industry. The company
has established a strong market leadership position with its practice management sys-
tem, AssisDent, which offers all the essential features required to run a dental clinic.
Entteri is the market leader in Finland’s private dental sector, serving approximately 150
customer clinics. The company is part of the global Planmeca Group, which exports

healthcare technology and software to over 120 countries. (AssisDent, 2025)

AssisDent is a SaaS-based cloud service that enables clinics to manage everything from
appointment scheduling to invoicing, while also keeping a record of patients’ dental his-
tories. Since AssisDent is developed specifically for oral healthcare, it offers specialized

features that support the needs of dental professionals (Entteri, 2025). For example,



dental status can be entered effortlessly using keyboard shortcuts, and patient data can
be viewed through a clear visual interface, including both dental arch and periodontal
views. AssisDent also provides comprehensive integration with Planmeca Romexis © im-
aging software, enabling clinicians to view X-ray images within the system (AssisDent,
2025).

Entteri is constantly improving AssisDent’s usability to provide an efficient and user-
friendly system that supports healthcare professionals in their everyday work. The next
step for the company is to gradually develop and integrate new artificial intelligence (Al)
features into the system. Al holds strong potential for advancing diagnostics and sup-

porting more intelligent use of patient data.

1.2 Research Questions

This research follows the design science research framework, which begins with the
identification of a practical problem. In this study, the problem concerns information man-
agement in dental practices, where reviewing patient history is often time-consuming for
healthcare professionals. Typically, the relevant data is scattered across a practice man-

agement system, making it challenging for clinicians to access the information efficiently.
Based on this challenge, this research aims to answer the following research questions:

1. How can a large language model be utilized for the automated summarization of

patient history in dentistry?
2. How can the safety and accuracy of Al-generated summaries be controlled?

These questions reflect both technical and practical aspects of the research. The first
question focuses on how large language models, specifically GPT-based models, can
process structured dental data and generate relevant, understandable summaries. The
intention is not to replace the expertise of dental professionals but to support their work

by offering a new tool that improves access to relevant patient information.

The second research question addresses the critical aspect of safety and accuracy in
Al-generated content. Since healthcare applications require a high level of reliability, this
question examines how the generated summaries can be controlled, validated, and eval-
uated to ensure they remain factual, clinically relevant, and free of harmful errors. To-
gether, these questions aim to provide insights into how generative Al can be responsibly

used in healthcare settings.

Lastly, this research aims to create value for the case company by developing an Al-

driven component, which can be integrated into the company’s existing system. This



feature has the potential to make the practice management system more intelligent and
responsive. The research also provides a foundation for future Al initiatives in the case
company’s medical domain. In the long term, this Al functionality has the potential to
improve system usability and bring benefits to the end users of the system by enhancing

workflow efficiency.

1.3 Research Structure

The Introduction chapter provides an overview of the topic by presenting the case com-
pany and the research questions. Chapter 2 presents the technical background of the
topic, with a special focus on large language models and their underlying architecture.
Building on this foundation, the third chapter explores how LLMs can be adapted for
healthcare through lightweight customization techniques such as prompt engineering
and parameter adjustment. The fourth chapter focuses on the summarization of dental
health data using LLMs. It provides an overview of the characteristics of dental records

and discusses key challenges and concerns related to the summarization process.

Chapter 5 explains and justifies the methodological choices made in this research. It
provides an overview of the DSR process and describes how each of its steps has been
implemented in this study. In addition, the chapter highlights the relevance of the topic,
presents the research problem, and introduces the main objectives of the research. The
applied evaluation methods are also presented, including the use of a test dataset and
an expert questionnaire designed to gather clinical feedback on the generated summar-

ies.

Chapter 6 presents the results of this design science research. It begins by describing
the developed research artifact, which represents the main outcome of this study. The
artifact consists of a microservice architecture and a domain-specific prompt, which work
together to generate clinically relevant summaries. After introducing the artifact, the
chapter continues by evaluating the quality and effectiveness of the prompt both through

manual review and by analyzing responses to the expert evaluation questionnaire.

Finally, Chapter 7 discusses the study's findings, focusing on how the research questions
were addressed and what conclusions can be drawn from the results. The chapter also
outlines the limitations of the study, considering both technological constraints and prac-
tical implementation boundaries. Lastly, it presents ideas for future development and

improvements.



2. FOUNDATIONS OF LARGE LANGUAGE
MODELS

This chapter introduces the technical foundations of generative Al, with a particular em-
phasis on large language models and their transformer architecture. The goal is to pro-
vide a basic understanding of how LLMs function and how they can be deployed in real-
world applications. In addition, exploring the underlying transformer architecture helps
explain how these models are able to generate fluent and contextually relevant text. To-
gether, these concepts provide important context for understanding how generative Al

can be applied in clinical settings.

2.1 Generative Al and Large Language Models

Generative Al refers to a type of artificial intelligence that generates new content, such
as text or images, based on a user’s input. While traditional Al methods are designed to
identify patterns or make decisions using existing data, generative Al produces new,
original content that resembles its training data. Generative Al utilizes advanced machine
learning techniques, such as transformer architectures for text generation and generative

adversarial networks (GANs) for image generation. (Feuerriegel et al., 2024)

A prominent category within generative Al is large language models, which specialize in
processing and generating human-like text. LLMs are pre-trained on vast amounts of
data, which makes them effective at various natural language processing (NLP) tasks
such as text generation, translation, and summarization. Moreover, large language mod-
els are often designed to consider previous inputs when producing responses. This
means that the model can generate more relevant and consistent outputs by referring to

earlier parts of the interaction.

The hype around LLMs started to grow significantly after the public release of OpenAl’s
ChatGPT in late 2022, which brought LLMs into mainstream awareness. Since then, the
development of LLMs has been fast, and new innovative applications are being intro-
duced continuously. Today, a broad range of models is available from different providers,
including commonly used GPT series from OpenAl, Meta Al's Llama, Google’s Gemini,

and Anthropic’s Claude.

LLMs contain millions to trillions of learnable parameters, which give the model the ability
to capture complex language patterns, contextual relationships, and semantic nuances

(Annepaka & Pakray, 2024). Within LLMs’ architecture, these parameters represent the



neural network’s weights, which are adjusted during training. Due to their versatility,
LLMs are also referred to as foundation models (Bommasani et al., 2022). These models
are first pre-trained on a large amount of general data and can later be fine-tuned on
domain-specific datasets. Fine-tuning allows LLMs to adapt to specialized tasks such as
legal document analysis, medical diagnosis, or customer service. For example, Google’s
Med-PalLM is trained with health-related datasets, and its purpose is to provide high-

quality answers for medical questions (Minaee et al., 2025; Med-PaLM, 2025).

While all LLMs aim to understand and produce human-like text, they differ in their tech-
nical characteristics and practical capabilities. Key differences include inference speed,
pricing, availability, parameter sizes, and token processing limits. LLMs are also trained
on varying datasets, ranging from publicly available web corpora to proprietary data, and
are often optimized for different types of tasks (Minaee et al., 2025). For example, the
GPT-4 model is a closed-source model with an estimated 1.76 trillion parameters,
whereas Mistral-7B is an open-source model with 7.3 billion parameters (Minaee et al.,
2025). These differences make larger models generally more suitable for tasks requiring
advanced reasoning, while smaller open-source models can be more practical for exper-

imentation.

Depending on the specific use case and technical requirements, there are several ways
to access and deploy large language models. A common way to use LLMs is through
web-based services such as ChatGPT, where users interact with the model via an inter-
face while it runs in the cloud. This is suitable for general-purpose use but less ideal for
production environments requiring system-level integration. A more practical and scala-
ble option is to access LLMs through APIs provided by cloud services. API-based solu-
tions provide easy integration and deployment without the need for dedicated computa-
tional resources (Dennstadt et al., 2025). An example of this type of cloud-based deploy-
ment is the Azure OpenAl Service, which provides access to OpenAl’'s models through
Microsoft's Azure cloud platform (Microsoft, 2024b). This solution has many benefits,
such as scalability, reliability, and the ability to address common security and privacy

requirements.

Another way to access LLMs is by using on-premises deployment, where the model is
hosted on an organization’s own infrastructure. This approach provides greater control
over the model and ensures that data stays within the company’s environment. Such
control can be essential when handling highly sensitive or regulated data, such as health
data. (Dennstadt et al., 2025) However, on-premises deployment requires computational
resources, such as a high-performance GPU, which may limit the practicality of this ap-

proach for many organizations.



2.2 Transformer Architecture

The core of the LLM is typically its transformer architecture, which is a type of neural
network. Transformers are based on a self-attention mechanism, which enables the
model to analyze relationships between words in a sequence, helping it to understand
the context more effectively. The concept of attention was originally introduced by re-
searchers from Google and the University of Toronto in the conference paper Attention
is All You Need (Vaswani et al., 2017).

In the paper, attention is described as a mechanism that generates an output vector from
a query vector combined with a set of key-value pairs (Vaswani et al., 2017). Query, key,
and value vectors are mathematical representations of the input vector. The attention
mechanism computes how strongly the query of a given token aligns with the keys of the
other tokens in the sequence. These alignment scores are then used as weights to com-
bine the corresponding value vectors, producing a context-aware output representation

for each token.

The original transformer architecture consists of two primary components: an encoder
and a decoder. The encoder processes the input data, while the decoder generates an
output. However, large language models like GPT (Generative Pre-trained Transformer)
use a decoder-only transformer architecture, which is based on the decoder part of the
original transformer architecture introduced by Vaswani et al. (2017). These models gen-
erate text autoregressively based on the prior context, which makes them effective for

text generation tasks (Minaee et al., 2025).

[ Attention is all you need ]

y

[ Attention, is, all, you, need]

h 4

[ Attention + pos1, is + pos2, all + pos3, you + posd, need + pos5]

Figure 1: Tokenization and positional encoding, where "posN" indicates each to-
ken’s position.

In decoder-only transformers, the input text (or prompt) is processed through multiple
steps. The first step is tokenization, where the input text is divided into smaller units,
such as subwords. Each token is then converted into an embedding vector that repre-

sents it in a high-dimensional space, where words with similar meanings are located near



each other. Because transformers have no mechanism to capture word order, positional
encoding is added to token embeddings to provide information about each token’s posi-
tion in the sequence (Vaswani et al., 2017, p. 6). Figure 1 illustrates how the input text is

split into tokens and how each token is given a position in the sequence.

The resulting embeddings are passed through multiple decoder layers, each consisting
of masked multi-head self-attention and feed-forward neural networks (FFN) (Vaswani
et al., 2017). In the self-attention mechanism, the model computes alignment scores be-
tween tokens to determine how much attention each token should give to others in the
sequence. These scores are normalized using the softmax function and then used as
weights to combine the value vectors. Masking limits each token’s attention to earlier

tokens, preventing it from accessing future information. (Wolfe, 2024a)

Output token vectors

L L CL T 1 1
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( FNN ]
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[ Layer Normalization ]
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Positional Encoding

[ Masked Self-Attention ]

[ Layer Normalization ]

LL D il BTl

Input token vectors

Figure 2: Decoder-only transformer architecture (Adapted from Wolfe, 2024a).

After the attention mechanism, the output is passed through FFN layers, which help the
model capture nonlinear relationships and improve the contextual understanding. To
generate the final output, the decoder's vectors are passed through a linear layer and
softmax function, resulting in a probability distribution over all possible tokens (Vaswani
et al., 2017, p. 5). The model generates text autoregressively from left to right by select-
ing the token with the highest probability at each step, forming the model’s final output

(Wolfe, 2024a). Figure 2 illustrates the decoder-only transformer architecture.



3. CUSTOMIZING LLM BEHAVIOR FOR
HEALTHCARE APPLICATIONS

Applying general-purpose LLMs to domain-specific fields such as healthcare often re-
quires some degree of customization. In healthcare applications, accuracy and reliability
are critical, and models must produce context-aware, clinically appropriate outputs. This
section discusses possible ways to customize LLMs to meet the specific requirements
of the healthcare field without retraining the model. While fine-tuning is a widely used
method for domain adaptation, this thesis focuses on lighter-weight customization tech-

niques, including prompt engineering and hyperparameter adjustment.

3.1 Adjusting Model’s Hyperparameters

Large language models use decoding hyperparameters at text generation time to control
the style and randomness of their outputs. Tuning these parameters, such as tempera-
ture and repetition penalties, may impact the style of the generated text. In healthcare
applications, such as medical text summarization, creativity is typically not desired. In-
stead, the focus is on producing reliable, factual, and consistent text. These qualities can
be supported by selecting appropriate hyperparameter settings, some of which are intro-
duced in Table 1.

Table 1: Commonly used LLM hyperparameters (Adapted from Arora et al., 2024).

Parameter Range (OpenAl)
Temperature 0.0-2.0
Frequency penalty -2.0-2.0
Presence penalty -2.0-2.0
Top-p sampling 0.0-1.0

Temperature is a parameter that controls the randomness in the text generation process
(Arora et al., 2024). A high temperature value makes the model’s responses more crea-
tive and unpredictable. A lower temperature results in more deterministic and focused
responses by making the model choose tokens with higher probabilities. For most factual

use cases, such as data extraction, it is recommended to use a temperature value of 0



(OpenAl, 2025a). According to Van Veen et al. (2024), using a temperature value of 0.1

performed best in clinical text summarization.

Presence and frequency penalties are decoding parameters that control how large lan-
guage models handle repetition in generated text. Presence penalty lowers the probabil-
ity of a token being used again if it has already appeared once in the generated text
(Arora et al., 2024). In contrast, frequency penalty discourages the model from repeating
tokens that have already been used multiple times. With a higher frequency penalty, the
model avoids repeating words by choosing synonyms or rewriting the sentence differ-
ently (Arora et al., 2024). Both mechanisms can be useful for promoting diversity and
avoiding excessive repetition. However, in certain contexts, such as medical summari-
zation, some degree of repetition may be desirable, especially when key clinical terms
need to be mentioned multiple times for clarity and accuracy. In such cases, penalizing

repetition may unintentionally exclude critical details.

Top probability (top-p) limits token selection to the smallest set of tokens whose proba-
bility exceeds a specified value p (Arora et al., 2024). A higher top-p value allows the
model to consider a wider range of possible tokens, resulting in more diverse and crea-
tive outputs. Using a lower top-p value restricts the model to use only the most likely
tokens, producing more accurate and reliable responses. When top-p is set to 0.5, the
model considers only the most likely tokens whose cumulative probability equals 50%
(Arora et al., 2024).

3.2 Prompt Engineering

Prompt engineering refers to the practice of designing effective input instructions to guide
a large language model’s behavior. It is a simple yet effective method for customizing
the behavior of an LLM without modifying the underlying model. Carefully designed
prompts can guide language models toward producing responses that are more precise,
relevant, and appropriate for the given context (Xiao & Zhu, 2025, p. 96). Successful
prompt engineering requires domain knowledge, an understanding of the Al model, and

contextual adaptability (Minaee et al., 2025).

A prompt refers to any input that is given to an LLM to generate a desired response. For
example, a prompt like “Summarize patient’s medical history” instructs the model to gen-
erate a compact overview of a patient's medical background. The way a prompt is
phrased can significantly impact the quality of the model's response. Even minor

changes to a prompt can lead to substantial variations in the output (Chuang et al., 2024).
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Due to this sensitivity, prompt design is typically an iterative process that involves multi-

ple rounds of refinement.

Prompts can be divided into two categories: discrete (or hard) prompts and continuous
(or soft) prompts (Liu et al., 2023). A discrete prompt refers to direct textual input from
the user that guides the model’'s response in a particular way. In contrast, continuous
prompting involves optimized token embeddings that are learned and stored within the
model (Chuang et al., 2024). Unlike discrete prompts, continuous prompts are not di-
rectly readable by humans. One example is prefix tuning, where only a small set of task-
specific parameters, known as prefixes, are trained while the rest of the model remains
unchanged (Liu et al., 2023). These prefixes are added to the input sequence as addi-

tional context, guiding the model’s output without modifying its original weights.

There are many possible ways to design prompts, but it is usually beneficial to follow
certain guidelines. One of the most important principles is to describe the task as clearly
as possible (Xiao & Zhu, 2025, p. 102; OpenAl, 2025a). This helps the model to focus
on specific details and generate more accurate and useful responses. A prompt can in-
clude, for example, information about the structure, length, and style of the desired out-
put. In addition, assigning a specific role to the model, such as “act as a medical expert,”
can enhance relevance in specialized domains. Effective prompts often include con-

straints that tell the model what to avoid.

In general, a less effective prompt could be:

Describe the patient’s history.

While a more effective prompt could be:

Describe how the patient’s health has developed over the years.

Focus on previous diagnoses, medications, and laboratory test results.
Do not suggest treatment recommendations.

Use a professional tone suitable for clinicians.

Another key concept in prompt engineering is in-context learning, which allows a lan-
guage model to perform new tasks based solely on examples provided in the prompt,
without changing its internal parameters. Adding contextual information, such as demon-
strations or problem-solving examples, into the prompt helps the LLM learn from the
context and generate more accurate responses (Xiao & Zhu, 2025, p. 96). Two common
in-context learning strategies are zero-shot and few-shot learning. Zero-shot learning
refers to a technique where the prompt includes only task instructions, without any output
examples (Xiao & Zhu, 2025). In this case, the model generates an output based solely

on its general understanding of the task. In contrast, in few-shot learning, the model is
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provided with one or more example inputs and corresponding outputs to guide the
model’'s response. The model uses these input-output patterns to learn what type of out-
puts are desired. According to OpenAl (2025a), it is recommended to begin with zero-

shot prompting and switch to few-shot prompting if the output is not sufficiently accurate.

The effectiveness of a prompt depends not only on its design but also on the model type
and the chosen prompting strategy. For example, OpenAl's prompting guide states that
GPT models perform best when given detailed instructions, whereas reasoning models
respond more effectively to broad, high-level guidance (OpenAl, 2025b). This shows that
prompt engineers must consider several factors when designing prompts, including the
model’'s characteristics, general design guidelines, and the specific task the prompt is

intended to address.
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4. LARGE LANGUAGE MODELS FOR
SUMMARIZING DENTAL RECORDS

Medical record summarization refers to the process of creating a concise overview of a
patient’s history, including symptoms, diagnoses, treatments, and outcomes. While sum-
marization has been widely studied in general medical contexts, dental health data has
its specific characteristics. Understanding these features is essential for developing Al-
driven summarization tools that generate clinically accurate summaries. This chapter
discusses dental data and the main challenges of summarizing it using large language
models. It also highlights legal considerations, focusing on the regulatory requirements
of the EU Al Act.

4.1 Characteristics of Dental Record Data

Dental data is typically highly structured because it includes observations of each indi-
vidual tooth and surface. Following international practice, teeth are identified by a pair of
numbers (Figure 3). The first number of the pair indicates the quadrant of the jaw in which
the tooth is located, and the second number represents the tooth's position, counted from
the midline toward the back. Quadrants number 1—4 indicate permanent teeth and 5-8
deciduous teeth. (Honkala, 2022) For example, the notation “21” refers to the tooth that
is located in the front of the upper jaw.

Permanent teeth
11 21

13 /<J\}\7 ;23 Deciduous teeth

51 61

Right Left Right
9 £ —
48 (- 8 85| - (|75
47! 4 3 (\' ) a7 ga( ) ,.;L)J.N
46\ J'?»ﬁ b(
45 \\_/;2" (« 35
O00M

4241 31 32

Figure 3: Tooth numbering (Adapted from Honkala 2022).
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Additionally, each tooth has five different surfaces, which are called the occlusal, mesial,
buccal or labial, distal, and lingual or palatal surfaces (Honkala, 2022). These surfaces
are essential for accurately documenting dental findings and treatment plans in patient
records. During dental examinations, the dentist examines each tooth’s health, and the
observations are typically entered into the practice management system by the dental
nurse. Common findings include cracks, caries (also known as tooth decay or cavities),

and fillings.

A dental record is a comprehensive documentation of a patient’s medical history, clinical
examination, diagnosis, treatment, and ongoing care (Charangowda, 2010). Dental rec-
ords often combine structured measurements, such as pocket depths, with unstructured
free-text notes written by clinicians. In addition, radiographic images such as bitewing or
panoramic X-rays are commonly stored alongside clinical notes. These images and
notes typically include specialized terminology and abbreviations, which can be difficult
to interpret without domain-specific knowledge. Furthermore, dental records are often
longitudinal, as they capture a patient's history across multiple visits to track slow-devel-

oping conditions, such as periodontitis.

While the condition of the teeth is a central focus of dental examinations, the health of
the gums is equally important and systematically documented. The field of dentistry that
focuses on the supporting structures of the teeth, such as gums and bone, is called per-
iodontology. Dentists typically assess periodontal health by examining findings such as
periodontal pockets, gum recession, and bleeding. These observations are important
indicators of periodontal health and are often recorded alongside dental status. Indica-
tors such as Bleeding on Probing (BOP) are used to evaluate the condition of a patient’s
gums. A BOP index over 10% suggests active gingival inflammation (Terveystalo, 2025).
Another widely used index is the Community Periodontal Index (CPI), which is used to
monitor the prevalence and severity of periodontal diseases at a population level
(Dhingra & Vandana, 2011).

4.2 Automated Dental Record Summarization

Recent advancements in LLMs have opened up new opportunities in dentistry, including
automated summarization of dental records. As described earlier, dental data typically
includes both structured and unstructured components and contains domain-specific ter-
minology and abbreviations. Research shows (Van Veen et al., 2024) that LLMs can be
used for generating complete and concise summaries from complex health data. These
automatically generated summaries can assist clinicians in quickly reviewing a patient’s

condition before an appointment, reducing the time spent on manual information
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retrieval. Summaries can either provide a comprehensive overview of the patient’s his-
tory or focus on specific clinical parameters such as medications, previous procedures,
or laboratory findings. In dentistry, such summaries could focus on, for example, the

progression of caries or changes in periodontal health.

Medical text summarization can be categorized into two types: extractive and abstractive
summarization. The extractive approach copies and combines existing sentences from
the source text, while the abstractive approach generates new sentences that rephrase
the original content. While extractive summaries tend to offer higher factual consistency,
abstractive summaries are often more fluent and closer to human-written texts (El-Kas-
sas et al., 2021). Large language models primarily rely on abstractive summarization
(Wolfe, 2024b). However, architectural differences, such as whether the model uses an
encoder-decoder or a decoder-only transformer, can significantly influence summariza-

tion behavior.

When using LLMs for summarization tasks, the model can either be fine-tuned with cus-
tom summarization-specific data or guided using a task-specific prompt (Van Veen et al.,
2024; Wolfe, 2024b). A simple and flexible approach is to use in-context learning, where
the model is provided with task-specific instructions (Wolfe, 2024b). These instructions
guide the model to produce outputs that follow the desired format, content, and tone. If
prompting alone is insufficient, the model’s performance can be improved through fine-
tuning. This involves training the model on a curated dataset of high-quality document-
summary pairs, either manually annotated or generated with a powerful LLM (Wolfe,
2024b).

4.3 Challenges and Concerns

Despite the potential benefits, using generative Al for healthcare purposes raises several
challenges and concerns. When generating summaries based on personal health data,
ensuring data privacy, safety, and factual accuracy becomes especially critical. Errors in
the model, biases in data, or incorrect interpretations may lead to clinically significant
harm. Managing these risks demands careful validation, risk evaluation, and continuous

monitoring.

In addition, many legal and regulatory standards set requirements for Al applications. In
the European Union, Al applications are required to follow the EU Artificial Intelligence
Act (EU Al Act), a legal framework for regulating Al systems (Regulation 2024/1689).
Proposed by the European Commission in April 2021, the Al Act classifies Al systems

based on their risk levels and sets strict requirements for high-risk Al applications (Al
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Act, Arts. 6-29). A high-risk Al system is defined as a system that poses a significant
risk to health, safety, or fundamental rights of individuals (Al Act, Art. 6(2)). Table 2 in-
troduces some of the key challenges in applying Al to the summarization of patient rec-
ords. The examples are not exhaustive but represent challenges most relevant to this

study, with references to corresponding EU Al Act articles where applicable.

Table 2: Key challenges in Al-based summarization of patient records and related

EU Al Act articles.

Challenge

Description

Reference to the EU Al Act!

Data privacy and
security

Ensuring patient data is
processed securely and in
compliance with GDPR and
Al Act.

Article 10:
Data and data governance

Minimizing errors, incorrect Article 15:

Accuracy and safety outputs, and unsafe model Accuracy, robustness, and
behavior. cybersecurity
Preventing the generation of Article 15:

Hallucination false or misleading content not  Accuracy, robustness, and
based on input data. cybersecurity

R Making the model's behavior Atrticle 13:

Explainability and .. .. .
understandable and decisions Transparency and provision of in-

transparency

explainable.

formation to deployers

Clinical risk
management

Ensuring the system does not
pose a significant risk to health
or safety.

Article 6:
Classification rules for high-risk
Al systems

! Based on Regulation (EU) 2024/1689, Artificial Intelligence Act (European Union, 2024).

One of the main challenges of Al applications is their accuracy, which is especially critical
in healthcare applications. Research shows (Kruse et al., 2025) that current LLMs still
have some difficulties in summarizing long clinical texts and understanding patient his-
tory over time. These challenges are particularly related to maintaining chronological co-
herence and dealing with long and complex patient histories. Like many fields in

healthcare, dentistry uses highly specialized terminology, which may further complicate
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the model’s ability to interpret the data accurately. In addition, health data often contains
noise and inaccuracies, such as spelling errors or inconsistencies in how different clini-
cians document patient data (Hier et al., 2024). These issues can lead to inaccuracies in

Al-generated summaries, which can potentially affect clinical decision-making.

Limitations in data quality and model understanding can reduce accuracy and may in-
crease the risk of other issues, such as hallucinations. Hallucination refers to a phenom-
enon where LLM generates false or misleading information that is not based on real data.
Intrinsic hallucination happens when an LLM misrepresents or incorrectly synthesizes
details from the input data. In extrinsic hallucination, the model generates text that is
entirely unrelated to or unsupported by the input material (Alkhalaf et al., 2024). In
healthcare, hallucinations may appear in Al-generated text as incorrect diagnoses, inap-

propriate treatment recommendations, or missing critical information.

In addition to the risk of inaccuracies, clinical applications must also address the chal-
lenge of understanding and trusting how LLM outputs are produced. Explainability and
transparency play an important role in building trust and accountability in generative Al
systems. Explainability refers to the ability to understand and interpret how a model
makes its decisions, while transparency involves openly communicating the model’s de-
sign, limitations, training data, and decision-making processes (Eke & Shuib, 2024).
However, many LLMs function as "black boxes," making it hard to explain how they arrive
at conclusions or suggestions. In healthcare, where decisions can have significant con-
sequences, understanding the reasoning behind Al-generated outputs is essential for
practitioners (Nazi & Peng, 2024). This lack of interpretability can pose significant chal-
lenges in contexts that require clear justifications for Al-generated outputs, such as clin-

ical decision-making or regulatory compliance.

Interpretability can be improved with several techniques, including explanatory prompt-
ing and model interpretability tools. For example, prompt-based strategies such as chain-
of-thought (CoT) prompting can be applied to generate a step-by-step explanation of the
model’s reasoning process. In structured long-document summarization, CoT prompting
helps the model to structure and ground the summary more effectively, improving factual
consistency and completeness (Chen et al., 2025). Furthermore, model-agnostic tech-
niques like LIME (Local Interpretable Model-agnostic Explanations) and SHAP (SHapley
Additive exPlanations) can be applied to assess which words or phrases in the source

data contributed most strongly to the generated summary (Eke & Shuib, 2024).
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5. METHODOLOGY

This chapter introduces the methodological choices of this design science research. The
purpose of this chapter is to provide a clear and comprehensive understanding of the
methods used in this study. The chosen methods reflect the specific context and goals
of the case company. Particular attention is given to ensuring that the methods are both

practically applicable and scientifically grounded.

5.1 Introducing Design Science Research

This research follows the design science research methodology. DSR is a paradigm that
focuses on developing and evaluating research artifacts that aim to solve real-world
problems. It is typically used for designing information systems and aims to advance
scientific and technological knowledge (Brocke et al., 2020). The DSR process includes
both designing the artifact and producing new design knowledge. It ensures that innova-
tions don'’t just theoretically sound useful but are also practically impactful. Because this
study aimed to deliver both a functional solution and conceptual insights, DSR was cho-

sen as the guiding methodology.

Artifacts can be defined as new and innovative constructs, models, methods, or instan-
tiations (Hevner et al., 2004). Johannesson & Perjons (2021, p. 29) describe a construct
as a basic concept or term needed to structure problems and design solutions. For ex-
ample, in programming, a class or a method can be classified as constructs. A model is
defined as a collection of connected constructs that represent a possible solution to a
practical problem. An example of a model is a database model that defines the structure
and logic of a database. A method is a set of guidelines or processes that provide in-
structions on how to solve problems or achieve goals, often by guiding the creation of
artifacts. Methods may include highly formalized algorithms or informal rules of thumb.
The final category, instantiation, is a working system that embodies specific knowledge
or models. For example, a database for electronic health records can be seen as an
instantiation. It implements a predefined data model with constructs like patients, diag-
noses, and treatments, and is used in real healthcare environments to store and access

patient information.

Based on these definitions, the research artifact in this study combines elements of both
instantiation and method. It consists of two parts that represent the core outcomes of the

study. The first component is a developed microservice architecture, designed to create
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summaries from dental record data. It can be considered an instantiation, as it imple-
ments a working system that uses an LLM to summarize patient history. The micro-
service integrates various components, such as an architectural controller and service
layers, as well as Al logic. The second component is a domain-specific prompt, which is
used to generate clinically relevant summaries. It can be categorized as a method arti-
fact, as it consists of a structured set of instructions that guide the behavior of the lan-
guage model. The prompt plays a critical role in shaping the quality and clinical relevance

of the generated summaries.

In addition to producing research artifacts, DSR studies typically aim to generate new
design knowledge that can inform future research and practice (Brocke et al., 2020). This
research aims to contribute new design knowledge by identifying effective strategies for
using large language models in automated patient history summarization. This includes
domain-specific prompt engineering practices and the modular development of Al func-
tionalities using microservice-based system architecture. These insights are intended to

support future development of clinical Al solutions.

Process Iteration

J |

Identify problem  Define objectives Design &
& motivate of a solution development

Problem-Centered Objective-Centered Client/Context
Iteration Solution Initiated

Possible Research Entry points
Figure 4: Design Science Research process (Adapted from Peffers et al. 2007,
p. 54).

Demonstration Evaluation Communication

Design &
Development
Centered Iteration

According to Peffers et al. (2007), the DSR process has four possible entry points, as
shown in Figure 4. This research was initiated with a design and development-centered
approach that emphasizes practical problem-solving, with theoretical grounding incorpo-
rated into the iterative design and evaluation phases. In this context, the goal was not to
implement a production-ready system, but rather to explore the feasibility and value of
using LLMs for automated patient history summarization. By developing and testing an
early-stage solution, the research provides a foundation for evaluating whether further

investment in production-level implementation is justified.
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DSR process typically consists of six steps: problem identification and motivation, defin-
ing objectives for a solution, design and development, demonstration, evaluation, and
communication (Peffers et al., 2007, p. 54). The process starts with defining the problem
and justifying the value of the solution, which serves as a motivator for the researcher.
Once the problem has been identified, the next step is to establish clear and realistic
objectives. The objectives can be quantitative (e.g., making a process 20% faster) or
qualitative (e.g., the new solution improves the user experience of the system). (Peffers
et al., 2007, pp. 52-55)

An essential part of the process is the design and development phase, during which the
research artifact is created. This phase typically involves iterative implementation of the
artifact, where alternative solutions are explored, and design decisions are guided by
both theoretical foundations and practical requirements. The result of this phase is an
artifact designed to solve the problem initially identified in the research process. (Peffers
et al., 2007, p. 55)

The demonstration phase shows how the created artifact works in practice. This could
include, for example, experimentation, simulation, or conducting a case study (Peffers et
al., 2007, p. 55). Following the demonstration, the artifact is evaluated to determine
whether it successfully solves the problem defined at the beginning of the process. This
involves comparing the initial design objectives with the actual outcomes observed dur-
ing the demonstration. Depending on the nature of the artifact and the context of the
problem, various evaluation methods can be applied, such as performance metrics, user
feedback, satisfaction surveys, or logical reasoning. At the end of the evaluation phase,
the process can iterate back to the design phase to improve the artifact. (Peffers et al.,
2007, p. 56)

The last step of the DSR process is communication, which involves reporting the results
to the stakeholders. Clear communication ensures that the research is not only transpar-
ent and reproducible but also accessible to other researchers. Effective communication
includes presenting the problem and its relevance, the developed artifact, and how the
artifact addresses the problem through its design and performance. In academic con-
texts, communication often takes the form of scholarly publications, which may be struc-

tured according to the steps of the DSR process. (Peffers et al., 2007, p. 56)

Although the design science framework includes multiple activities, many design science
projects focus deeply on only a few of them (Johannesson & Perjons, 2021, p. 62). In
this research, the focus is primarily on the development and evaluation phases. How-

ever, all stages of the process are addressed to some extent throughout the research.
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Moreover, while the DSR process may look sequential, it is always implemented in an
iterative way, constantly evaluating and improving the artifact (Johannesson & Perjons,
2021, p. 60).

Because evaluation is a central focus of this study, it is important to clarify how evaluation
is defined and classified in DSR. According to Hevner et al. (2004, p. 85), the evaluation
of IT artifacts can focus on consistency, functionality, completeness, accuracy, perfor-
mance, reliability, usability, and how well they align with organizational needs. In the
same paper, they identify five categories of evaluation methods that can be applied in
DSR: observational, analytical, experimental, testing, and descriptive approaches (He-
vner et al., 2004, p. 86). Each category offers different ways to assess artifacts based on
their purpose, complexity, and implementation environment (Table 3).

Table 3: Design evaluation methods in DSR (Adapted from Hevner et al. 2004,
p. 86).

Design Evaluation Methods

. Case Study: Study artifact in depth in business environment
1. Observational ) . . . . .
Field Study: Monitor use of artifact in multiple projects

Static Analysis: Examine structure of artifact for static qualities
(e.g., complexity)
Architecture Analysis: Study fit of artifact into technical IS architecture

2. Analytical Optimization: Demonstrate inherent optimal properties of artifact or
provide optimality bounds on artifact behavior
Dynamic Analysis: Study artifact in use for dynamic qualities
(e.g., performance)

Controlled Experiment: Study artifact in controlled environment for
3. Experimental  qualities (e.g., usability)
Simulation - Execute artifact with artificial data

Functional (Black Box) Testing: Execute artifact interfaces to discover

4. Testi failures and identify defects
. Testin
& Structural (White Box) Testing: Perform coverage testing of some metric

(e.g., execution paths) in the artifact implementation

Informed Argument: Use information from the knowledge base

(e.g., relevant research) to build a convincing argument for the artifact’s
5. Descriptive utility

Scenarios: Construct detailed scenarios around the artifact to demonstrate

its utility

This research applied evaluation methods from experimental, testing, and descriptive
categories to assess the artifact. First, a simulation-based approach was applied by us-
ing a synthetic patient dataset to test the artifact. This approach enabled realistic testing

of the summarization process without compromising real patient data. Next, functional
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black box testing was conducted to evaluate the technical reliability of the microservice
component. This included verifying that the connection between the microservice and
the cloud-based LLM service functioned correctly. Black box testing was also applied to
assess the behavior of the language model when guided by the prompt, focusing on
whether the outputs followed the predefined constraints, such as avoiding treatment rec-
ommendations. Finally, a descriptive evaluation was conducted using the informed ar-
gument approach. This included gathering feedback from practicing dentists through a
questionnaire. Together, these tests provided a versatile evaluation of both the prompt
and the microservice architecture, demonstrating their technical functionality, practical

relevance, and potential clinical value.

5.2 Problem Statement and Motivation

Healthcare professionals often work with large volumes of patient data, making the pro-
cess both time-consuming and cognitively demanding. According to Asgari et al. (2024),
navigating a complex electronic health record (EHR) system interface and integrating
information from different sections of the EHR can contribute to cognitive load. Disor-
ganized, incomplete, or irrelevant information places additional demand on clinicians'
working memory, making it harder to focus on essential clinical tasks. Research shows
that these factors can eventually result in burnout (Asgari et al., 2024; Moy et al., 2021).
To address these challenges, new technological solutions are needed to support clini-

cians in processing information more efficiently.

The rapid development of large language models in recent years has opened new op-
portunities for automation in healthcare. Automatic summarization of patient records has
the potential to improve the efficiency and quality of clinical workflows. According to Van
Veen et al. (2024), using LLMs can produce more complete, correct, and concise sum-
maries compared to human-created summaries. Beyond summarization, LLMs have the
potential to improve diagnostic accuracy and increase administrative task efficiency
(Mallineni et al., 2024). Al can be applied, for example, in diagnostics, clinical decision

making, patient management, and treatment planning.

This research was motivated by the desire to explore how generative Al could be applied
in a controlled, safe, and meaningful way in dental healthcare. In dentistry, most Al ap-
plications have been focusing on diagnostic tasks using image analysis (Mallineni et al.,
2024). This research focused on LLMs and examined whether they can generate clini-
cally useful summaries that accurately reflect patient history without producing mislead-

ing or incorrect content. By designing and evaluating a working prototype, this study
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aimed to contribute to the practical understanding of how LLM-based tools could be re-

sponsibly introduced into real-world healthcare systems.

Furthermore, this research placed a special focus on periodontal records. The decision
to concentrate on periodontal histories was motivated by the high prevalence and public
health relevance of periodontitis both in Finland and globally. Periodontitis is a chronic
inflammatory disease affecting the supporting structures of the teeth. It often develops
silently and affects approximately two-thirds of the adult population in Finland (Me-
hilainen, 2025). Globally, periodontitis is the sixth most prevalent disease in the world
(Mallineni et al., 2024). Early detection of this disease leads to better treatment results,
prevents spreading to surrounding tissues, and lowers the risk of complications (Ghaffari
et al., 2024). By choosing to focus on periodontitis, the study addressed a relevant public
health issue and created a clearly defined setting for designing and evaluating the Al

solution.

5.3 Research Scope and Objectives

The goal of this research was to develop and evaluate a generative Al prototype capable
of summarizing a patient’s periodontal history. These summaries are intended to offer a
clear and structured overview of the development of oral health over time. Particular
emphasis was placed on prompt design, as it plays a critical role in ensuring the clinical
relevance and accuracy of the LLM-generated output. The prototype was implemented
using a microservice architecture, which combined both the technical logic and the
prompt into a modular service. This approach was proposed by Entteri, as the company

already maintains an internal framework for microservice development.

A microservice is a small, independently deployable service that performs a specific busi-
ness function and communicates with other services through APIs (Fowler & Lewis,
2014). This architectural style offers benefits such as increased agility, resilience, and
maintainability, as well as easier deployment (Alshugayran et al., 2016). Microservices
also enable teams to develop, test, and scale different parts of the system independently.
In addition, they support the use of different programming languages for each micro-

service when needed (Fowler & Lewis, 2014).

The microservice developed in this research is a prototype that demonstrates the tech-
nical feasibility and potential benefits of Al-based summarization, but it is not yet a pro-
duction-ready component. Microservice architecture was well-suited for this application
because the Al-based summarization represents a modular business function and is

clearly separated from the rest of the practice management system. The use of
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microservice architecture also enabled independent development and testing. Further-
more, it allows the case company to continue developing the solution and, if desired,

integrate it into their existing practice management system in the future.

This research set clear objectives for both components of the research artifact, the mi-
croservice and the domain-specific prompt. The microservice was expected to process
synthetic patient data via REST API calls by receiving input through a POST request and
automatically forwarding it to the Azure OpenAl service. Additionally, the service was
intended to receive the Al-generated summary and return the output in a consistent for-
mat. The functionality of the microservice was tested with a synthetic dataset, which is

presented in Chapter 5.5.

Furthermore, this research aimed to design an effective prompt capable of producing
clinically relevant and accurate summaries. The quality of these summaries was evalu-
ated both manually and through an expert evaluation questionnaire, inspired by previous
work by Van Veen et al. (2024). In their study, physicians assessed the completeness,
correctness, and conciseness of Al-generated summaries using Likert-scale ratings.
This study adopted similar quality goals for the generated summaries. Specifically, the

goal was to ensure that the summaries met the following criteria:
1) The summaries are clear and concise.

2) The summaries accurately represent the input data. The LLM does not invent any

information that is not based on the input data.

3) The summaries do not include any treatment recommendations or diagnostic sugges-

tions.

These goals reflected both usability and safety considerations. Clarity and conciseness
(1) support clinicians in reviewing patient history efficiently, especially when time or at-
tention is limited. Data accuracy (2) is essential for clinical reliability, as fabricated or
incorrect information can lead to confusion or misinterpretation. This criterion specifically
aimed to prevent hallucinations by the language model. Lastly, avoiding treatment rec-
ommendations or diagnostic suggestions (3) was primarily a regulative consideration.
Although this research focused on developing a prototype rather than a finalized product,
regulatory aspects were taken into account from the early stages of the project. The goal
was to ensure that the Al application would not qualify as a medical device under the
Medical Device Regulation (MDR). This choice reflected the case company's interest in
remaining agile during the early phases of innovation. At the same time, it left the door
open for potential regulatory approval if the product proves valuable and viable in real-

world contexts.
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To stay outside the scope of MDR, the prototype was designed solely to summarize a
patient’s dental history without offering any diagnostic or therapeutic recommendations.
According to the regulation, a product is considered a medical device if it is intended by
the manufacturer to be used for specific medical purposes, such as diagnosis, preven-
tion, monitoring, prediction, prognosis, treatment, or alleviation of disease (Regulation
(EU) 2017/745, Article 2). This definition has directly influenced design decisions

throughout the development process, for example, in how the prompt was formulated.

However, interpreting current regulations for Al-based systems remains complex, and
this type of summarization functionality still operates in a regulatory grey area. Therefore,
it cannot be ruled out that such an Al feature might eventually be classified as a medical
device under MDR. Since the prototype is not meant for clinical use, it does not require
MDR approval. A final product, however, would need to meet regulatory requirements

before deployment in healthcare settings.

5.4 Research Process

This research followed a design science research approach that shaped how the re-
search process was carried out. The process consisted of five main phases, illustrated
in Figure 5. It began with a planning phase that defined the goals and overall direction of
the project. A key part of this phase was identifying a concrete challenge in the dental
field, which served as the foundation for formulating the research objectives. Previous
research and discussions with a collaborating dentist helped identify the problem and

define the study’s scope and focus.

Process Iteration

! !

) Design & ) ) Analysm.g&
Project Start Testing Evaluation Reporting
Development
Results
* Project planning * Microservice * Prompt design * Prompt evaluation * Expert review
* Literature review development ¢ Dental record and improvement analysis and
+ Motivation: + Azure OpenAl summarization with ¢ Parameter reporting
Identifying needs Service integration 40 model optimization * Manual data
and challenges » Synthetic dataset + Hyperparameter * Survey accuracy
* Research questions creation setting (e.g., implementation evaluation
and objectives * Prompt design temperature)
definition

Figure 5: Research process.
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The design and development phase included the technical implementation of the re-
search artifact. During this phase, the microservice was built with direct integration into
Azure OpenAl, allowing it to send requests to an LLM and process the results in real
time. OpenAl's GPT-40 model was selected due to its balance of efficiency and cost-
effectiveness compared to the newest, more expensive models. It also supports a max-
imum input size of 128,000 tokens and an output capacity of up to 16,384 tokens, which
was considered suitable for this study (Microsoft, 2025). According to Microsoft (2025),
the 40 model also offers excellent performance in non-English languages, which was

important given that this research focused on Finnish dental records.

Furthermore, Azure OpenAl was chosen as the provider because it is already used in
the case company’s cloud infrastructure and provides enterprise-level data protection.
According to Microsoft, the input data is not accessible to OpenAl and is not used to train
or improve the models (Microsoft, 2024a). This ensures that input remains confidential
and under the organization’s control, aligning with the requirements for handling clinical

data in future applications.

In addition to the technical infrastructure, an essential part of the development process
was designing an effective prompt, which was used to guide the behavior of the LLM.
The prompt was designed by following general prompt engineering principles and
aligned with the specific goals of this research. To support the development, a synthetic
dataset was created to simulate realistic dental records. This allowed for safe experi-
mentation without compromising real patient data and enabled testing under controlled

conditions.

The next phase of the research process focused on testing the microservice and prompt
in action. This stage was crucial for observing how the model interprets and summarizes
clinical information, as well as for identifying limitations in the model’'s output. The testing
phase was iterative and exploratory, involving continuous refinement of the prompt to
improve output quality, factual accuracy, and safety. Additionally, OpenAl parameters
were optimized to control the style and factuality of the output. Overall, prompt design
was closely linked to both the testing and evaluation phases, highlighting its central role

in refining the model’s output.

During the testing phase, the focus was also on verifying the technical functionality of
the microservice. This involved ensuring that the service correctly received incoming
data via HTTP POST requests, forwarded the data to the Azure OpenAl endpoint, and
returned the generated summary in the expected format. Toward the end of the testing

phase, the prototype was also presented to the case company to demonstrate the
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system’s capabilities. Sharing these initial results was important, as effective communi-

cation is a core principle in design science research.

After completing the initial testing phase, the study proceeded to the evaluation stage. A
key part of this phase was conducting an expert evaluation with dentists. To support this,
a questionnaire was designed to gather feedback on the clarity, reliability, and clinical
relevance of the summaries. The questionnaire was created using the Google Forms
platform, and participants were recruited through the case company’s dental network.
The target number of participants was 3-5, and a total of four dentists responded to the
questionnaire. Although the number of respondents was limited, it was considered suffi-

cient due to the study’s focus on data and terminological accuracy.

The questionnaire focused on evaluating the quality of an Al-generated dental history
summary created from the synthetic dataset presented in Chapter 5.5. The summary
was divided into five sections, each focusing on a specific dental parameter, such as the
progression of periodontal pockets (see Appendix A). These sections reflected the key
clinical aspects defined in the prompt, ensuring that the evaluation focused on the
model’'s intended output. The questionnaire included both quantitative elements, such
as Likert scale questions and true-or-false statements, and qualitative open-ended ques-
tions for optional comments or observations. This approach helped assess both the tech-
nical accuracy of the summary and its practical usefulness and terminological accuracy

from a clinician’s perspective.

The final part of the research process focused on interpreting the results through data
verification and expert feedback. A manual comparison was conducted between the Al-
generated summary and the original JSON-formatted synthetic patient data. Special at-
tention was paid to the accuracy of clinical values and whether any hallucinated content
appeared in the output. This process ensured that key numerical parameters, such as

CPI and BOP values, were correctly extracted and presented in the summaries.

In addition to data verification, the results of the expert evaluation questionnaire were
analyzed using both quantitative and qualitative methods. Quantitative analysis included
summarizing the responses to Likert scale and true-or-false questions, while open-ended
responses were analyzed to extract qualitative insights. These results provided a deeper
understanding of the model’s strengths and limitations in terms of clarity, accuracy, and
clinical relevance. In addition, the analysis examined whether the model followed prompt

constraints, such as avoiding diagnostic conclusions or treatment recommendations.
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5.5 Synthetic Dataset Description

A synthetic test dataset was created to evaluate the LLM’s summarization capabilities
and the prompt’s effectiveness in practice. The dataset was created in collaboration with
a dentist participating in Entteri’s Al projects to ensure clinical realism and consistency
with real documentation practices. The initial version was drafted in Markdown format by
the dentist and later converted into JSON by the author. The dataset simulates a real-
world patient with ongoing periodontal issues, capturing a synthetic dental history of sev-
eral years. It includes records from four separate dental check-ups, reflecting the pro-
gression and treatment of periodontal status over time.

{"History": {

"PatientId": " cd6bc4be-e881-4a79-a4c0-a79c1389a228",

"Appointments": [

{
"Date": "21.02.2015",
"Reason_for_visit": "Check-up",
"Medical_history": "No diagnosed illnesses, no medications.
Blood sugar levels being monitored. No known drug allergies.
Smokes 20 cigarettes per day.",

"Current_status": "Self-care: brushes a few times a week with a manual
toothbrush, rarely cleans interdental spaces (approx. once a week or
less).",

"CPI": "323 323",

"BOP": "70%",

"Procedures": "SAA@2, SDA@3",
"Treatment_plan": "RC 12 months SHG. RC 24 months HML, to be scheduled
by the patient.",
"Diagnoses": "K@5.1 Ke2.0",
"Teeth": {
"18": {
"ToothId":"18",
"Status": "Extracted"

¥
"17": {
"ToothId": "17",
"PocketMeasurements": {
"Buccal": {
"1": {"PocketDepth_mm": 4},
"2": {"PocketDepth_mm": @},
"3": {"PocketDepth_mm": 4}
1
"Palatal": {
"1": {"PocketDepth_mm": 4},
"2": {"PocketDepth_mm": @},
"3": {"PocketDepth_mm": 5}
}
}
}

Figure 6: Example of the structure of the synthetic test dataset.
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Figure 6 illustrates the structure of the dataset. The example shows a part of a single
dental visit, while the full dataset includes records from multiple visits. Each visit is stored
as a separate JSON object, following the same data structure to ensure consistency and
readability. Within each visit, all teeth are listed with their respective measurements and
status. However, in this shortened code example, only teeth 18 and 17 are shown to
demonstrate the structure without excessive detail. The terms Buccal and Palatal refer

to the tooth surfaces, as described in Chapter 4.1.

The dataset contains clinical information typically found in dental records. It includes, for
example, appointment dates, medical history, CPl and BOP indexes, diagnoses, and
detailed measurements of periodontal pocket depths for individual teeth. Pocket depth
measurements form the largest part of the dataset, with up to 32 teeth measured at six
probing sites per tooth across four visits. In addition, details such as smoking habits and
general health status are included to reflect the type of contextual information typically
found in real clinical documentation. The data simulates real entries from the AssisDent

system, where patient records can be retrieved in JSON format.

The dataset includes both free-text clinical notes and structured tooth-specific pocket
measurements. This combination allows the study to examine how a large language
model processes and summarizes heterogeneous clinical data. In addition, the dataset
includes a variety of dental abbreviations commonly found in real clinical notes, providing
an opportunity to evaluate the model’s ability to interpret domain-specific terminology
accurately. Overall, the synthetic dataset provided a realistic and controlled basis for
evaluating the effectiveness of the prompt and the LLM’s ability to summarize complex

clinical data.
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6. RESULTS

This chapter presents the outcomes of the study produced through the design science
research process. The focus is on the developed research artifact, which consists of the
microservice-based implementation and the domain-specific prompt. The microservice’s
architecture and functionality are described along with the detailed structure of the
prompt. In addition, the chapter presents findings from the expert evaluation question-
naire, which are examined in detail to assess the clinical relevance and accuracy of the

outputs.

6.1 Microservice Artifact

The primary goal of this design science research was to examine how large language
models can be utilized for the automated summarization of dental patient history. As a
proof-of-concept, a microservice was developed to illustrate how such Al functionality
could be implemented in practice. The microservice architecture presented in this chap-

ter serves as the research artifact, representing a core outcome of the DSR process.

The microservice was built on Entteri’s internal microservice framework, which automat-
ically generated a ready-made project structure. The framework provided preconfigured
components for APl endpoints, database, migrations, and testing, which allowed the im-
plementation to focus more on Al-specific logic. The microservice was implemented us-
ing C# and ASP.NET Core on the .NET 8.0 platform, as these are commonly used tech-
nologies in the case company. ASP.NET Core provided the framework for building a
REST API, while C# was used as the primary programming language throughout the
development. Supporting tools included Microsoft Visual Studio for development, GitHub

for version control, and Postman for API testing.

Figure 7 illustrates the data flow between the microservice and the Azure OpenAl end-
point. The microservice receives synthetic patient data through an HTTP POST request
and sends it to the Azure OpenAl Service. There, the GPT-40 model generates a sum-
mary of patient data based on a carefully designed prompt. Lastly, Azure returns the Al-
generated summary to the microservice. This response is then forwarded to a client ap-
plication and currently displayed using Postman or a similar HTTP client, as the micro-

service has not yet been integrated into a practice management system.
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1.Patient history data

(HTTP POST)
2. Patient history data
HTTP » Azure OpenAl
4. Al-generated o ______{ Microservice Service
summary ¢ P (GPT-40)

3. Al-generated summary

Figure 7: Microservice—Azure OpenAl data flow.

The internal structure of the microservice follows a clean architecture, consisting of
clearly defined components such as a controller and a service. Each layer has a specific
responsibility, and dependencies are arranged so that only higher-level layers depend
on lower-level ones. Since the inner layers remain unaware of the outer ones, the core
logic stays independent. This separation makes the system easier to maintain and adapt
to changes, enabling faster updates and simplifying the implementation of additional lay-

ers, such as input validation or result formatting.

The microservice has two key classes, ParoAlController and ParoGPTService, which
together handle communication with external systems and implement the Al logic. The
prefix “Paro” comes from the Finnish word parodontologia (periodontology) and reflects
the application's focus on summarizing periodontal health data. The controller class is
responsible for handling HTTP requests. It receives the incoming patient data via a
POST request and, after validating the data, forwards it to the service layer. The control-
ler is implemented using an ASP.NET Web API controller, and it follows modern devel-
opment practices such as asynchronous programming and constructor-based depend-

ency injection.

The service class manages the interaction with Azure OpenAl. It sets the necessary en-
vironmental variables, initializes an Azure OpenAl client, and creates a chat completion
request. The service sends the patient data, the prompt, and the model parameters to
Azure OpenAl, where the GPT-40 model generates the summary. Once the summary is
returned from Azure, the service passes it as a string back to the controller, which then
sends it back as an HTTP response. A key element in this process is the prompt, which
defines the desired output and guides the behavior of the language model. During de-

velopment and testing, the responses were validated using Postman as the HTTP client.
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6.2 Model Customization

6.2.1 Prompt Design

In this research, the prompt is an essential part of the research artifact, alongside the
microservice architecture. The primary focus of model customization was on prompt de-
sign, which had the most significant impact on the quality, structure, and reliability of the
Al-generated summaries. While parameter tuning was used to adjust the tone of the text,
it played a secondary role compared to the iterative development of the prompt. Figure
8 shows in detail the final version of the designed prompt, which was composed by fol-
lowing commonly accepted prompt engineering practices. The goal was to describe the
task clearly, to specify the desired structure, and to include both contextual information

and explicit constraints.

chatMessages = List<Ch
wge($@"You are a dental assistant."),
ge($@"Create a clear summary based on the patient's periodontal treatment history.
1. For each clinical parameter, use the following structure:
[Parameter name]
- [Date 1]: [Measurement o
- [pate 2]: [w

- (continue fo

After the listed dates, provide short description which describes the development over time
(such as: impr d, worsened, or remained stable).

include if availa
odont N ges over time
time
(ientaskujen syvyydet).

odontal pochket d
ery tooth indiv
eral trends across the dentition, and mention only the most relevant
or clinically significant findings.
Furcation development
An overview of patient's history
3. **If a parameter is not mentioned in the data, clearly state that** in its section.

. Start the output with a title 'Potilaan parodontaalisen hoitohistorian yhteenveto'.

5. Each tooth contains pro ) depth measurements for two surfaces: Buccal and Palatal/Lingual.
Each surface has three mea ent points. 'IentaskunSyv resents the depth in millimetres.

6. Use FDI (ISO 3950) tooth numbering when referring to individual teeth.
7. Maintain a clear, professional tone suitable for dental professionals.
8. **Write in Finnish#**

9. Do not provide treatment recommendations or suggest diagnoses.

16. Base y nalysis strictly on the provided
Do not 1 nt new information or change the

Patient history data: {paroHistory}"),

ha

Figure 8: The prompt for generating periodontal summaries.
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The prompt is divided into two parts: a SystemChatMessage and a UserChatMessage.
The first defines the model’s role, instructing it to behave like a dental assistant, which
helps the model adopt a professional tone suitable for the clinical context. The latter
provides more detailed instructions, directing the model to generate a clear summary
based on the patient’s periodontal history. Together, these components provide a strong

contextual frame for the model, shaping both the style and the focus of the output.

The prompt instructs the model to follow a consistent format when generating the sum-
mary. It specifies how each clinical parameter, such as BOP, should be presented sep-
arately as a list. Under each parameter, the model is directed to list all the dental checkup
dates and the measurements made during those visits. After listing all visits, the model
is instructed to include a brief interpretation of changes over time. For example, it is
expected to state whether the BOP value has improved, worsened, or remained the

same.

The prompt directs the model to focus specifically on the following clinical parameters:
CPI, BOP, changes in periodontal pocket depths, and furcation development. Because
the input dataset includes additional health information, it was possible to examine
whether these details distracted the model or affected the clarity of the summaries. Fur-
thermore, if any of the specified parameters are missing from the input, the model is
instructed to clearly indicate this, ensuring transparency in the output. The prompt also
guides the model to maintain a clear and professional tone, suitable for dental profes-

sionals.

During the testing phase, it was observed that the LLM misinterpreted the pocket depth
parameter data, which led to inaccuracies in the generated summaries. This issue was
likely due to the parameter’'s more complex structure in the input data. While CPI and
BOP values were presented as simple numerical values, the pocket depth information
was considerably more detailed. For each tooth, pocket depth was measured in millime-
ters on two surfaces: buccal (facing the cheek) and palatal or lingual (facing the tongue).
Each surface also had three individual measurement points, representing standard prob-
ing sites along the tooth surface. In total, six pocket depth measurements were recorded

per tooth for each visit.

To address this challenge, the prompt was refined to instruct the model to summarize
general trends across the dentition, rather than describing every tooth individually. The
model was also provided with contextual information on how pocket depth measure-
ments are presented in the data. Without these instructions and information, the model

attempted to analyze each tooth individually, which caused the output to exceed the
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token limit. The improved prompt emphasizes highlighting only the most clinically signif-
icant findings, such as the appearance of deeper pockets or a worsening trend over time.
When referring to individual teeth, the model is guided to use the global FDI (ISO 3950)
tooth numbering system. These prompt refinements improved the quality of the gener-

ated summaries.

The last part of the prompt focuses on preventing hallucinations. It instructs the model to
base its response solely on the provided data and prohibits it from inventing or modifying
any information. Furthermore, the model is instructed not to offer treatment recommen-
dations or suggest diagnoses. These constraints were added with regulatory considera-
tions in mind, even though this solution was intended as a prototype. The aim was to
acknowledge relevant regulations early in the development process, particularly by lim-
iting the model’s influence on clinical decision-making. For example, the EU Al Act re-
quires that high-risk Al systems used in healthcare do not produce false or misleading
information (Al Act, Art. 15).

Altogether, these prompt design choices significantly improved the quality of the gener-
ated summaries. This structured and directive prompting approach was found to improve
both the safety and consistency of the generated summaries, especially when compared
to less restricted prompting strategies tested earlier during the development phase. Dur-
ing testing, it was observed that without these constraints, the model occasionally pro-
vided unsupported diagnostic statements or speculative treatment advice. In clinical set-
tings, this could be a safety risk because the model is not fine-tuned to make medical
diagnoses or decisions. Although LLMs can generate convincing suggestions, medical

decision-making would require more extensive testing and different prompting.

6.2.2 OpenAl Parameters

To optimize the summarization performance, several OpenAl parameter values were it-
eratively tested during development. The goal was to ensure clarity, consistency, and
factual accuracy in the generated summaries. A temperature value of 0.2 was selected
to reduce the randomness of the output and to promote deterministic, focused re-
sponses. Literature emphasizes the benefits of lower temperature values in clinical con-
texts, which guided the decision to use a value of 0.2 (Van Veen et al., 2024). Different
temperature values, such as 0.3 and 0.5, were tested, but no significant deterioration in
output text quality was observed. Although the temperature changes affected the output
to some extent, the clinical impact should be further evaluated by professionals. How-
ever, this research focused more on the factual accuracy of the Al-generated summaries

rather than on optimizing the tone or style of the output.
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In addition to temperature, both the frequency penalty and the presence penalty were
set to 0.2. These values were determined through experimentation during the testing
phase, as no clear recommendations for clinical summarization tasks were found in re-
lated literature. These settings helped reduce unnecessary repetition of words or
phrases, while still allowing the model to repeat important medical terms when needed.
Since clinical summaries often require the repetition of key terms, moderate penalty lev-
els ensured that essential information was not unintentionally suppressed. Furthermore,
the output token limit was set to 1500 tokens, which ensured an appropriate output

length.

6.3 Evaluating the Summaries

The Al-generated summaries were refined iteratively through prompt modifications, and
finally, the most successful summary was selected for further evaluation. Evaluating the
summary provided a practical way to assess the effectiveness and quality of the prompt
and was conducted using both qualitative and quantitative methods. The original sum-
mary was generated in Finnish, but parts of it have been translated into English to main-
tain consistency with the language of this thesis. The translation was carried out carefully
to ensure that the original meaning and clinical content of the text remain unchanged.
The full Al-generated summary can be found in Appendix A, as part of the expert evalu-

ation questionnaire.

6.3.1 Data Accuracy and Interpretation

The accuracy of the data was evaluated by manually comparing the input data values to
those in the generated summaries. The manual inspection verified that observations in
the summaries corresponded to the correct visit dates. For example, CPl and BOP index
values were checked, and periodontal pocket depths and furcation findings were re-

viewed to confirm that they were accurately associated with the correct teeth.

Figure 9 shows a part of the summary focusing on the development of the CPI index
value over time. The results show that LLM correctly picked every CPI and BOP index
value from the input data without manipulating them. However, the sentence “indicating
a deterioration in the condition of the periodontium” represents a mild clinical interpreta-
tion. Similarly, the phrase 'indicates worsening inflammation’, which describes the devel-
opment of the BOP value, can be seen as a conclusion. Although these statements may
be accurate, they go beyond merely summarizing the input data and begin to resemble

diagnostic reasoning. This reflects the model’s tendency to conclude clinical meaning



35

without explicit instruction, highlighting the importance of including clear constraints in

the prompt.

CPI (Community Periodontal Index)
- 21.02.2015: 323 323
- 15.02.2018: 333 323
- 18.02.2020: 434 434
- 05.02.2022: 434 434

The CPI values have worsened over time, indicating a deterioration in the condition of the periodontium.

Figure 9: CPI index development.

Figure 10 presents the progression of periodontal pocket depths over the observation
period. From a data accuracy perspective, the summary accurately reflects the input
data. It captured both the numerical values and relevant contextual information, such as
the presence of deep pockets (6—8 mm) in the molar regions. Additionally, the summary
appropriately highlighted clinical indicators such as furcation involvement. The summary
also correctly interpreted that the periodontal pockets have gradually deepened over

time, indicating that the model was able to follow chronological changes in clinical data.

Periodontal pocket depths

- 21.02.2015: Generally shallow pockets, but some deeper pockets (4-5 mm) observed especially in the
molar regions (e.g., d.17, d.16, d.26).

-15.02.2018: Deepened pockets observed in several areas (5 mm), particularly in molars and premolars
(e.g., d.16, d.25, d.27).

- 18.02.2020: Deepened pockets have increased and further deepened (6 mm), especially in the molar
regions (e.g., d.27, d.36). Furcation involvement becomes more prominent (d.27 grade I1).

-05.02.2022: Deep pockets (6=8 mm) commaon in molar regions, particularly in d.27, which shows a grade
Il furcation lesion and a poor prognosis.

The depth of the periodontal pockets has worsened over time, and deep pockets are now widespread in
the molar regions.

Figure 10: Periodontal pocket depth development.

Figure 11 presents a section of the summary that focuses on changes in furcation in-
volvement over the observation period. Manual comparison confirmed that the summary
accurately reflected the progression of furcation involvement based on the input data. In
2015 and 2018, no furcation findings were documented in the original data, and the lan-
guage model correctly followed the prompt instruction to state when a parameter is not
present in the data. In the 2020 entry, the first furcation findings were documented, and
the model identified both the affected teeth and the severity levels correctly. By 2022,

the summary highlighted the worsening of furcation involvement, including a lll-grade
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furcation at tooth number 27 and several new affected areas, particularly in the molar
regions. Overall, the model picked up furcation data accurately and followed the prompt

when describing clinical changes.

Furcations

-21.02.2015: No mention of furcations.

-15.02.2018: No mention of furcations.

-18.02.2020: Furcation changes observed for the first time; grade | furcations d.17 mes., d.16 dist./bucc.,
d.26 mes./dist., and a grade Il furcation d.27 mes./bucc.

-05.02.2022: Furcation changes have progressed; grade Il furcation d.27 mes./bucc., grade Il furcations in
several areas (e.g., d.26 dist.).

Furcation changes have developed and worsened over time, particularly in the molar regions.

Figure 11: Furcation progression.

In general, the structure of the summary followed the format presented in the prompt.
Dental check-up dates were clearly listed, with the corresponding findings placed directly
after each date. All required clinical parameters were included, and no irrelevant infor-
mation was added. The output was concise and relevant, focusing only on the clinical
parameters defined in the instructions. This indicates that the prompt was effective in

guiding the model to generate structured and purposeful summaries of periodontal data.

6.3.2 Expert Evaluation

The expert evaluation questionnaire examined both the terminological accuracy and the
clarity of the Al-generated summary. It was divided into three sections, each focusing on
a different aspect of the summary. The first part addressed the periodontal indices, Com-
munity Periodontal Index (CPI) and Bleeding on Probing (BOP), and assessed how well
the LLM interpreted these values. All four respondents agreed that the claim “The CPI
scores have declined over time, suggesting a progressive deterioration of periodontal
health" was accurate based on the presented data. However, one clinician pointed out
that “CPl is not a diagnostic tool; its primary purpose is to serve statistical analysis. It is
too general for clinical use.” This suggests that CPI is designed for epidemiological mon-
itoring rather than individual diagnosis. The feedback highlights that although the Al cor-

rectly interpreted the CPI trend, the diagnostic value remains limited.

The next statement focused on the BOP data: “Bleeding on probing has increased sig-
nificantly over time, indicating a worsening of inflammation.” All four respondents agreed
that this Al-generated interpretation was accurate based on the given data. Furthermore,
one respondent emphasized the importance of integrating automated BOP percentage

calculation into the AssisDent system. This indicates that clinicians not only evaluate the
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accuracy of Al outputs but also see opportunities for improving workflow through better

integration of automated functionalities.

The second section of the questionnaire focused on the development of periodontal
pockets (Figure 12). Respondents were asked to evaluate how clearly and professionally
the development of periodontal pockets was presented in the summary. Three out of four
participants (75%) considered the summary to be either clear and professional or very
clear and clinically valuable. One respondent assessed it as moderately clear, indicating
that while the information was generally understandable, there may still be room for mi-

nor improvements in clarity or emphasis.

How clearly and professionally is the progression of periodontal pocket measurements described
(Figure 4)?

4 vastausta

2

2 (50 %)

1 (25 %) 1 (25 %)

0 (0 %) 0(0 %)

Figure 12: Clarity and professionalism of the description of periodontal pocket
development.

The next question asked whether the dental terminology used in the summary was cor-
rect and commonly accepted in clinical practice (Figure 13). Three out of four respond-
ents (75%) found the terminology to be either correct and clear, or even professionally
precise and aligned with clinical standards. One respondent (25%) gave a score of 3,
suggesting that the terminology was generally accurate, but minor defects could be de-
tected. Overall, no respondents indicated serious issues with the terminology, which sup-

ports the conclusion that the summary’s terminology is acceptable and professional.
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Are the dental terms used in the summary accurate and commonly used in practice (Figure 4)?
4 vastausta

2
2 (50 %)

1 (25 %) 1(25 %)

0 (0 %) 0(0 %)

Figure 13: Terminological accuracy of the summary.

The questionnaire also included open-ended questions that allowed respondents to pro-
vide additional observations or comments. Two responses emphasized the potential
value of presenting periodontal data visually, using diagrams or charts. To improve lon-
gitudinal readability, it was suggested that pocket depth data could be organized into a
table, with each row representing a different year. The columns could include different
pocket depth categories and the corresponding number of observed sites (e.g., “4 mm:
10 sites, 5 mm: 4 sites, 6 mm: 2 sites”). This feedback highlights the potential benefits of
combining textual summaries with visual analytics, which could provide clinicians with a

more comprehensive and easily interpretable overview of periodontal health.

Some comments addressed the clarity and terminological precision of the summary text.
The term “shallow pocket’, presented in Figure 10, was noted as potentially ambiguous
and misaligned with commonly used clinical terminology. According to the respondent,
pockets are typically described as either “deepened” (=4 mm) or not. It was suggested
that a more precise expression, such as “nearly 4 mm pocket”, could be used instead.
One respondent noted that they personally document nearly 4 mm pockets as 3 mm,
although this may not be standard practice. In addition, the phrase “in most areas” (used
in the 2018 entry) was identified as potentially unclear. This indicates that not only ter-

minology but also phrasing may occasionally require refinement to ensure clarity
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How clear and easy to understand is the summary in Figure 5?
4 vastausta

2
2 (50 %)

1(25 %) 1 (25 %)

Figure 14: Clarity and comprehensibility of the summary.

The last section of the questionnaire focused on a brief summary of the patient’s history,
which included information on self-care habits, medications, and diagnoses. The first
question asked respondents to evaluate the clarity and comprehensibility of this section.
As shown in Figure 14, 75% of the respondents found the overview to be clear and pro-
fessional, or very clear, concise, and clinically useful. One respondent (25%) evaluated
it to be moderately clear and understandable. Notably, no respondents selected the two
lowest categories, indicating that the summary was not perceived as unclear or incom-

plete by any participant.

Is the summary in Figure 5 appropriately detailed and of suitable length?
4 vastausta

3
3 (75 %)

1 (25 %)

0 (0 %)

1

Figure 15: The length and details of the text.

The next question asked the respondents to evaluate the length and details of the text.

Figure 15 shows that three out of four participants (75%) considered the summary to be
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appropriately concise and informative. One respondent (25%) rated the summary as
somewhat too brief, indicating a need for more details. No respondents found the sum-
mary to be too long or difficult to read, suggesting that the current length is well-balanced.
In conclusion, the summary’s length appears suitable for clinical settings, as it allows key
information to be reviewed quickly without adding unnecessary cognitive load. Overall,
the feedback suggests that the summary highlights clinically relevant information in a

readable format, while still leaving room for refinement.

Open-ended questions also received responses that provided valuable qualitative in-
sights. One respondent raised a critical question regarding responsibility: “Who is ulti-
mately accountable for the content generated by Al?” This comment reflects a broader
ethical and legal concern in Al development. In clinical practice, the treating professional
is ultimately responsible for patient care and treatment decisions. However, software
developers also have a responsibility to ensure that Al applications work as intended and
comply with relevant regulations and ethical standards. Despite these concerns, the re-
spondent acknowledged that Al could still provide valuable assistance. By organizing
and analyzing patient data, an Al system might support clinical reasoning, improve work-

flow efficiency, and even suggest potential diagnostic directions.

Feedback also indicated that the summary could be further improved by including more
specific clinical details. For example, the summary could specify the extent of smoking
reduction by providing the number of cigarettes. Stating “15 cigarettes per day” is more
informative than simply saying that “smoking has decreased.” Additionally, it was noted
that in the case of type 2 diabetes, information on glycemic control over time would be
valuable. Especially long-term blood glucose measures like HbA1c were considered use-

ful. Such details would make the summary more clinically informative.

Lastly, one comment was made regarding terminological precision in the summary. It
pointed out that the specific diagnosis of periodontitis is missing, highlighting the termi-
nological importance in the clinical context. Including accurate diagnosis codes would
improve the clarity and reliability of the summary, making it more useful in real-world
healthcare settings. It was also recommended to consider a reference to the Finnish
clinical guideline (K&ypé Hoito) for periodontitis. Referring to clinical stages or grades
could help contextualize the findings diagnostically and align the terminology with evi-

dence-based practice.
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7. DISCUSSION

This design science research explored the utilization of large language models for gen-
erating summaries of dental records. The study was guided by two research questions:
(1) How can a large language model be utilized for the automated summarization of
patient history in dentistry? and (2) How can the safety and accuracy of Al-generated
summaries be controlled? To address these questions, a research artifact was devel-
oped to demonstrate one possible way to implement such an Al-based summarization

feature for clinical use.

The developed artifact consists of two related components: a microservice architecture
and a domain-specific prompt. The microservice represents the technical component of
the artifact, whereas the prompt functions as the guiding method that controls the sum-
marization process. Following the iterative nature of DSR, both components were de-
signed, tested, and refined in multiple cycles. The evaluation of the artifact was carried

out through both technical validation and expert-based assessment.

Technically, the implementation demonstrated that microservice-based architecture is a
viable and modular way to implement such Al-based summarization functionality. Alt-
hough the service was not yet integrated into a real practice management system, it
offers a functional and extensible foundation for future deployment. The architecture sup-
ports clear input-output separation and enables HTTP-based communication with the

Azure OpenAl Service.

In addition to evaluating the microservice architecture, the study also assessed the qual-
ity of the Al-generated summaries. Since the prompt determines how the LLM interprets
clinical data, the summaries served as a direct indicator of the prompt’s effectiveness
and suitability. The research set out three key criteria for the summaries: they should be
clear and concise, they should accurately reflect the input data without hallucinations,
and they should not contain any treatment recommendations or diagnostic suggestions.
To meet these goals, the study applied prompt engineering techniques and principles to
guide the model’s behavior. Based on the results, these design decisions improved the

quality of the summaries, and the goals were for the most part achieved.

The expert evaluation questionnaire provided valuable insights from the clinician’s per-
spective. Although the number of respondents was limited (n=4), the feedback offered
perspectives on clarity and terminological precision. The responses were relatively con-

sistent across participants, and no major outliers or contradictory assessments were
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observed. Some minor inaccuracies and ambiguous expressions were observed, but
overall, the Al-generated summary was seen as clear, professional, and terminologically
appropriate for clinical use. One recurring suggestion in the feedback was to incorporate
visual elements, such as charts or tables, to present periodontal data more effectively.
Based on the expert feedback, the Al-generated summary largely met the research goal

of producing clear and consistent outputs.

When it comes to accuracy, manual comparison confirmed that key clinical values such
as the BOP index were reproduced correctly. Importantly, the model did not hallucinate.
The prompt also effectively prevented treatment and diagnosis recommendations, which
was a crucial requirement from a regulatory perspective. However, in a few cases, the
model made light clinical interpretations based on the input data, indicating that further
refinement of the prompt is needed. While absolute control over model output remains
challenging, the study largely achieved its goals regarding accuracy and the absence of

hallucinations and medical recommendations.

These results contribute to design knowledge in several ways. First, the study demon-
strates that even general-purpose LLMs, specifically GPT-40, can be effectively adapted
for domain-specific summarization through careful prompt engineering. Second, it pro-
vides a replicable microservice architecture that can be applied or extended to other
areas of clinical documentation. Together, these findings highlight the strong potential of
LLMs in automating clinical summarization tasks. Since the development of LLMs has
been fast in the past few years, it is reasonable to expect that the models will continue

to develop, and their summarization capabilities will improve.

7.1 Dataset Limitations

While this research demonstrates the feasibility of using general-purpose LLMs for au-
tomated summarization of dental patient history, several limitations must be acknowl-
edged. The first limitation was related to the nature of the testing data. Although the
dataset was professionally constructed by a dentist and resembles actual patient rec-
ords, it does not comprehensively represent real clinical records. For instance, despite
the use of standardized dental terminology, individual clinicians may differ in how they
write free-text clinical notes. This causes some unpredictability and variation that is not

present in the synthetic data.

Additionally, the synthetic data didn’t include noise typically found in real clinical data.
The parameter names in the synthetic dataset were more descriptive (e.g., pocket depth)

than those typically found when extracting data directly from a real practice management
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system. In this research, clear and explicit parameter naming may have helped the lan-
guage model interpret the input data more accurately. However, with appropriate prepro-
cessing techniques, real patient data could be transformed into a similar clear format

before passing it to the language model.

Another data-related limitation of this study concerns the size of the test dataset. The
dataset contained approximately 1,500 lines of a synthetic patient history covering four
dental examinations. A larger and more diverse dataset could offer deeper insights into
the model’s performance in different clinical scenarios. Additionally, LLMs such as GPT-
40 have a limited context window. As the input approaches this limit, the model may
struggle to maintain coherence and accurately identify the most relevant information.
Longer input sequences may reduce the model’s ability to distinguish the most relevant
information. Because of this, further testing is needed to assess the scalability for larger

and more complex datasets.

7.2 Technical Limitations

One key limitation of this study concerns the choice of language model. This study used
OpenAl’'s GPT-40 model, which is a general-purpose language model that is not specif-
ically fine-tuned for medical use. Although such models can be applied in healthcare
applications, they may still have some limitations in domain-specific knowledge. It is pos-
sible that using a more advanced or domain-adapted model, whether from OpenAl or
another provider, could have influenced the overall quality and reliability of the generated

summaries.

There were also technical limitations related to the implementation of the microservice.
The service was designed as a proof-of-concept and has not been integrated or tested
with a real practice management system. Furthermore, it does not include the data vali-
dation layers typically required in production-grade healthcare software, such as schema

enforcement or error handling for structured clinical data.

Since the microservice was developed for Entteri Oy, it is not publicly accessible, which
restricts the potential for broader deployment. This limits the ability for external research-
ers or developers to test, integrate, or build upon the solution. Although the microservice
architecture is documented in detail, replicating the solution may be challenging in prac-
tice due to its dependency on Entteri’'s internal microservice framework, which provided

the essential foundation for the prototype.
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7.3 Future Development

Given the promising results of this study and supporting evidence from earlier research,
LLMs have the potential to enhance clinical efficiency and ease cognitive demands in
dentistry. This project offers multiple directions for further development, including en-
hancements in both technical implementation and evaluation methods. Future improve-
ments could explore domain-specific fine-tuning, which may help the LLM better under-
stand dental terminology and clinical abbreviations. Additionally, different OpenAl mod-
els or models from other providers could be tested. For example, using reasoning models
instead of regular models could improve explainability by making it easier for users to

trace how conclusions are derived.

Furthermore, integrating external retrieval systems such as retrieval-augmented gener-
ation (RAG) could further improve the reliability of the summaries. RAG has been shown
to significantly boost LLMs' performance to summarize clinical notes (Kruse et al., 2025).
It has been found to improve the model’s accuracy and reduce issues like hallucination
(Alkhalaf et al., 2024, p. 2). For example, using RAG to retrieve up-to-date domain-spe-
cific knowledge, such as dental procedure codes from the Finnish CodeServer, main-
tained by THL (Kansallinen koodistopalvelin, 2025), could further improve the accuracy

and reliability of the output.

While this research primarily focused on developing an artifact that generates clinically
accurate summaries, regulatory alignment, such as compliance with the EU Al Act, was
considered only to a limited extent. For instance, to support transparency, the prompt
instructed the model to include visit dates in the output, making it easier to trace content
back to the original records. In the future, direct links could be added to the summary,
enabling clinicians to access and inspect the original data directly through the user inter-
face. However, implementing such functionality would require integration with the exist-

ing practice management system.

Another potential direction for future development is to refine the tone and structure of
the summaries. For instance, the tone of the generated text could be adjusted by fine-
tuning hyperparameter values or modifying the prompt. Additionally, presenting tooth-
specific periodontal data visually, for example in a table, could improve readability and
help clinicians interpret results more efficiently. Involving clinicians in this refinement pro-
cess would be valuable for assessing how such adjustments impact user experience and

clinical usability.

In addition to technical improvements, the evaluation process could also be further en-

hanced. One common approach is to use automated metrics such as ROUGE or BLEU,
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which assess the similarity between an Al-generated summary and a human-written ref-
erence by analyzing overlapping n-grams (Graham, 2015). Both metrics require a hu-
man-written reference summary, which makes collaboration with clinicians essential.
However, writing summaries of long patient histories can be time-consuming for clini-

cians, which should be taken into account when designing such evaluations.

7.4 Conclusions

This study examined how large language models can be utilized for the automated sum-
marization of dental records, with a particular focus on periodontal data. The results
showed that LLMs can generate summaries that are both clinically relevant and under-
standable. A carefully crafted prompt had a significant impact on the quality of the output.
These findings support the idea that general-purpose LLMs can be adapted to special-
ized clinical use cases. Consequently, this study contributes to both the technical and
clinical domains by demonstrating how prompt engineering and system architecture to-

gether shape the reliability and safety of Al-generated content.

The design science research approach enabled iterative refinement and hands-on test-
ing throughout the development process. During the project, it became clear that aligning
technical design with real clinical needs is just as important as ensuring performance.
Involving clinicians in the process provided valuable feedback on the solution’s practical
relevance, helping ensure that the final product met real clinical needs. Their feedback
also supported the evaluation of the feature’s clinical accuracy and reliability. Ultimately,
the purpose is not to develop features solely driven by technological trends, but to create

tools that genuinely simplify clinicians’ work, making professional feedback essential.

Although the prototype was tested using synthetic data, it still served as a meaningful
proof of concept for Entteri, offering valuable insights for future development. The find-
ings offer the company a concrete starting point for exploring the use of LLMs in produc-
tion. Moving forward, closer collaboration with clinicians and broader testing in real-world

settings will be crucial in shaping how Al can safely support dental care.



46

8. REFERENCES

Alkhalaf, M., Yu, P., Yin, M., & Deng, C. (2024). Applying generative Al with retrieval
augmented generation to summarize and extract key clinical information from elec-
tronic health records. Journal of Biomedical Informatics, 156, 104662.
https://doi.org/10.1016/j.jbi.2024.104662

Alshugayran, N., Ali, N., & Evans, R. (2016). A Systematic Mapping Study in Micro-
service Architecture. 2016 IEEE 9th International Conference on Service-Oriented
Computing and Applications (SOCA), 44-51. https://doi.org/10.1109/SOCA.2016.15

Annepaka, Y., & Pakray, P. (2024). Large language models: A survey of their devel-
opment, capabilities, and applications. Knowledge and Information Systems, 67,
2967-3022. https://doi.org/10.1007/s10115-024-02310-4

Arora, C., Sayeed, A. ., Licorish, S., Wang, F., & Treude, C. (2024). Optimizing
LLMs for Code Generation: Which Hyperparameter Settings Yield the Best Results?
2024 31st Asia-Pacific Software Engineering Conference (APSEC), 281-290.
https://doi.org/10.1109/APSEC65559.2024.00039

Asgari, E., Kaur, J., Nuredini, G., Balloch, J., Taylor, A. M., Sebire, N., Robinson,
R., Peters, C., Sridharan, S., & Pimenta, D. (2024). Impact of Electronic Health Rec-
ord Use on Cognitive Load and Burnout Among Clinicians: Narrative Review. JMIR
Medical Informatics, 12, €565499. https://doi.org/10.2196/55499

AssisDent. Tietoa meista. (2025). Retrieved 14 February 2025, from https://www.as-
sisdent.com/fi/tietoa-meista2/

Bommasani, R., ... Liang, P. (2022). On the opportunities and risks of foundation
models (No. arXiv:2108.07258). arXiv. https://doi.org/10.48550/arXiv.2108.07258

Brocke, J. vom, Hevner, A., & Maedche, A. (2020). Introduction to Design Science
Research. In J. vom Brocke, A. Hevner, & A. Maedche (Eds.), Design science re-
search. Cases (pp. 1-13). Springer. https://doi.org/10.1007/978-3-030-46781-4_1

Charangowda, B. K. (2010). Dental records: An overview. Journal of Forensic Dental
Sciences, 2(1), 5-10. https://doi.org/10.4103/0974-2948.71050

Chen, X., Chen, Z., & Cheng, S. (2025). CoTHSSum: Structured long-document
summarization via chain-of-thought reasoning and hierarchical segmentation. Journal
of King Saud University Computer and Information Sciences, 37(4), 40.
https://doi.org/10.1007/s44443-025-00041-2

Chuang, Y.-N., Tang, R., Jiang, X., & Hu, X. (2024). SPeC: A Soft Prompt-Based
Calibration on Performance Variability of Large Language Model in Clinical Notes
Summarization. Journal of  Biomedical Informatics, 151, 104606.
https://doi.org/10.1016/j.jbi.2024.104606

Dennstadt, F., Hastings, J., Putora, P. M., Schmerder, M., & Cihoric, N. (2025). Im-
plementing large language models in healthcare while balancing control, collabora-
tion, costs and security. Npj Digital Medicine, 8(1), 143.
https://doi.org/10.1038/s41746-025-01476-7


https://doi.org/10.1016/j.jbi.2024.104662
https://doi.org/10.1109/SOCA.2016.15
https://doi.org/10.1007/s10115-024-02310-4
https://doi.org/10.1109/APSEC65559.2024.00039
https://doi.org/10.2196/55499
https://www.assisdent.com/fi/tietoa-meista2/
https://www.assisdent.com/fi/tietoa-meista2/
https://doi.org/10.48550/arXiv.2108.07258
https://doi.org/10.1007/978-3-030-46781-4_1
https://doi.org/10.4103/0974-2948.71050
https://doi.org/10.1007/s44443-025-00041-2
https://doi.org/10.1016/j.jbi.2024.104606
https://doi.org/10.1038/s41746-025-01476-7

47

Dhingra, K., & Vandana, K. L. (2011). Indices for measuring periodontitis: A literature
review. International Dental Journal, 61(2), 76—-84. https://doi.org/10.1111/j.1875-
595X.2011.00018.x

Entteri. Romexis® AssisDent. (2025). Retrieved 14 February 2025, from
https://www.entteri.com/solutions/assisdent/

Eke, C. I., & Shuib, L. (2024). The role of explainability and transparency in fostering
trust in Al healthcare systems: A systematic literature review, open issues and poten-
tial solutions. Neural Computing and Applications, 37(4), 1999-2034.
https://doi.org/10.1007/s00521-024-10868-x

El-Kassas, W. S., Salama, C. R., Rafea, A. A., & Mohamed, H. K. (2021). Automatic
text summarization: A comprehensive survey. Expert Systems with Applications, 165,
113679. https://doi.org/10.1016/j.eswa.2020.113679

European Union. (2024). Regulation (EU) 2024/1689 of the European Parliament
and of the Council of 13 June 2024 laying down harmonised rules on artificial intelli-
gence and amending Regulations (EC) No 300/2008, (EU) 2018/858, (EU) 2019/881
and (EU) 2022/2065 (Artificial Intelligence Act). Official Journal of the European Un-
ion, L, 202, 1-294. https://eur-lex.europa.eu/eli/reg/2024/1689/oj/eng

Feuerriegel, S., Hartmann, J., Janiesch, C., & Zschech, P. (2024). Generative Al.
Business & Information Systems Engineering, 66(1), 111-126.
https://doi.org/10.1007/s12599-023-00834-7

Fowler, M., & Lewis, J. (2014, March 25). Microservices. MartinFowler.com.
https://martinfowler.com/articles/microservices.htmi

Ghaffari, M., Zhu, Y., & Shrestha, A. (2024). A review of advancements of artificial
intelligence in dentistry. Dentistry Review, 4(2), 100081. https://doi.org/10.1016/j.den-
tre.2024.100081

Google Research. (2025). Med-PaLM: A medical large language model. Retrieved
26 June 2025, from https://sites.research.google/med-palm/

Graham, Y. (2015). Re-evaluating Automatic Summarization with BLEU and 192
Shades of ROUGE. In L. Marquez, C. Callison-Burch, & J. Su (Eds.), Proceedings of
the 2015 Conference on Empirical Methods in Natural Language Processing (pp.
128-137). Association for Computational Linguistics.
https://doi.org/10.18653/v1/D15-1013

Hevner, A. R., March, S. T., Park, J., & Ram, S. (2004). Design Science in Infor-
mation Systems Research. MIS Quarterly, 28(1), 75-105.
https://doi.org/10.2307/25148625

Hier, D. B., Carrithers, M. D., Do, T. S., & Obafemi-Ajayi, T. (2024). Efficient Stand-
ardization of Clinical Notes using Large Language Models (No. arXiv:2501.00644).
arXiv. https://doi.org/10.48550/arXiv.2501.00644

Honkala, S. (2022, November 1). Hampaiden numerointi. Terve suu. Terveyskirjasto
— Duodecim. https://www.terveyskirjasto.fi/tvk00010

Hu, E. J., Shen, Y., Wallis, P., Allen-Zhu, Z., Li, Y., Wang, S., Wang, L., & Chen, W.
(2021). LoRA: Low-Rank Adaptation of Large Language Models (No.
arXiv:2106.09685). arXiv. https://doi.org/10.48550/arXiv.2106.09685


https://doi.org/10.1111/j.1875-595X.2011.00018.x
https://doi.org/10.1111/j.1875-595X.2011.00018.x
https://www.entteri.com/solutions/assisdent/
https://doi.org/10.1007/s00521-024-10868-x
https://doi.org/10.1016/j.eswa.2020.113679
https://eur-lex.europa.eu/eli/reg/2024/1689/oj/eng
https://doi.org/10.1007/s12599-023-00834-7
https://martinfowler.com/articles/microservices.html
https://doi.org/10.1016/j.dentre.2024.100081
https://doi.org/10.1016/j.dentre.2024.100081
https://sites.research.google/med-palm/
https://doi.org/10.18653/v1/D15-1013
https://doi.org/10.2307/25148625
https://doi.org/10.48550/arXiv.2501.00644
https://www.terveyskirjasto.fi/tvk00010
https://doi.org/10.48550/arXiv.2106.09685

48

Johannesson, P., & Perjons, E. (2014). An Introduction to Design Science (2014
edition). Springer Nature. https://doi.org/10.1007/978-3-319-10632-8

Kruse, M., Hu, S., Derby, N., Wu, Y., Stonbraker, S., Yao, B., Wang, D., Goldberg,
E., & Gao, Y. (2025). Zero-shot Large Language Models for Long Clinical Text Sum-
marization with Temporal Reasoning (No. arXiv:2501.18724). arXiv.
https://doi.org/10.48550/arXiv.2501.18724

Liu, P., Yuan, W., Fu, J., Jiang, Z., Hayashi, H., & Neubig, G. (2023). Pre-train,
Prompt, and Predict: A Systematic Survey of Prompting Methods in Natural Language
Processing. ACM Computing Surveys, 55(9), 1-35. https://doi.org/10.1145/3560815

Mallineni, S. K., Sethi, M., Punugoti, D., Kotha, S. B., Alkhayal, Z., Mubaraki, S.,
Almotawah, F. N., Kotha, S. L., Sajja, R., Nettam, V., Thakare, A. A., & Sakhamuiri,
S. (2024). Artificial Intelligence in Dentistry: A Descriptive Review. Bioengineering,
11(12), 1267. https://doi.org/10.3390/bioengineering11121267

Mehilainen Oy. (2024, January 8). Parodontiitti on merkittava kansantauti— jopa
kaksi kolmasosaa suomalaisista karsii sairaudesta, usein tietdmattaan [Lehdistotie-
dote]. Mehildinen. https://www.mehilainen fi/lehdistotiedotteet/parodontiitti-merkit-
tava-kansantauti-jopa-kaksi-kolmasosaa-suomalaisista-karsii

Microsoft. (2025). Azure OpenAl in Azure Al Foundry models. Microsoft Learn. Re-
trieved 12 June 2025 from  https://learn.microsoft.com/en-us/azure/ai-
foundry/openai/concepts/models?tabs=global-standard%2Cstandard-chat-comple-
tions

Microsoft. (2024a). Data, privacy, and security for Azure OpenAl Service. Microsoft
Learn. Retrieved 10 June 2025 from https://learn.microsoft.com/en-us/legal/cognitive-
services/openai/data-privacy?tabs=azure-portal

Microsoft. (2024b). What is Azure OpenAl Service? Microsoft Learn. Retrieved 12
June 2025 from https://learn.microsoft.com/en-us/azure/cognitive-ser-
vices/openai/overview

Minaee, S., Mikolov, T., Nikzad, N., Chenaghlu, M., Socher, R., Amatriain, X., &
Gao, J. (2025). Large Language Models: A Survey (No. arXiv:2402.06196). arXiv.
https://doi.org/10.48550/arXiv.2402.06196

Moy, A. J., Schwartz, J. M., Chen, R., Sadri, S., Lucas, E., Cato, K. D., & Rossetti,
S. C. (2021). Measurement of clinical documentation burden among physicians and
nurses using electronic health records: A scoping review. Journal of the American
Medical Informatics Association: JAMIA, 28(5), 998—1008. https://doi.org/10.1093/ja-
mia/ocaa325

Nazi, Z. A., & Peng, W. (2024). Large Language Models in Healthcare and Medical
Domain: A Review. Informatics, 11(3), Article 3. https://doi.org/10.3390/informat-
ics11030057

OpenAl. (2025a). Best practices for prompt engineering with the OpenAl API.
OpenAl. Retrieved 10 August 2025 from https://help.openai.com/en/articles/6654000-
best-practices-for-prompt-engineering-with-the-openai-api

OpenAl. (2025b). Prompt engineering. OpenAl. Retrieved 10 August 2025 from
https://platform.openai.com/docs/guides/prompt-engineering


https://doi.org/10.1007/978-3-319-10632-8
https://doi.org/10.48550/arXiv.2501.18724
https://doi.org/10.1145/3560815
https://doi.org/10.3390/bioengineering11121267
https://learn.microsoft.com/en-us/azure/ai-foundry/openai/concepts/models?tabs=global-standard%2Cstandard-chat-completions
https://learn.microsoft.com/en-us/azure/ai-foundry/openai/concepts/models?tabs=global-standard%2Cstandard-chat-completions
https://learn.microsoft.com/en-us/azure/ai-foundry/openai/concepts/models?tabs=global-standard%2Cstandard-chat-completions
https://learn.microsoft.com/en-us/legal/cognitive-services/openai/data-privacy?tabs=azure-portal
https://learn.microsoft.com/en-us/legal/cognitive-services/openai/data-privacy?tabs=azure-portal
https://learn.microsoft.com/en-us/azure/cognitive-services/openai/overview
https://learn.microsoft.com/en-us/azure/cognitive-services/openai/overview
https://doi.org/10.48550/arXiv.2402.06196
https://doi.org/10.1093/jamia/ocaa325
https://doi.org/10.1093/jamia/ocaa325
https://doi.org/10.3390/informatics11030057
https://doi.org/10.3390/informatics11030057
https://help.openai.com/en/articles/6654000-best-practices-for-prompt-engineering-with-the-openai-api
https://help.openai.com/en/articles/6654000-best-practices-for-prompt-engineering-with-the-openai-api
https://platform.openai.com/docs/guides/prompt-engineering

49

Peffers, K., Tuunanen, T., Rothenberger, M. A., & Chatterjee, S. (2007). A Design
Science Research Methodology for Information Systems Research. Journal of Man-
agement Information Systems, 24(3), 45-77. https://doi.org/10.2753/MIS0742-
1222240302

Regulation (EU) 2017/745 of the European Parliament and of the Council of 5
April 2017 on medical devices, amending Directive 2001/83/EC, Regulation (EC) No
178/2002 and Regulation (EC) No 1223/2009 and repealing Council Directives
90/385/EEC and 93/42/EEC. Official Journal of the European Union, L 117, 1-175.
https://eur-lex.europa.eu/eli/reg/2017/745/0j

Terveystalo. (2024, May 16). Tiedéatké jo BOP-indeksisi? Hammaslaékaéri kertoo,
mitd se paljastaa terveydestdsi ja suorituskyvystéasi [Artikkeli]l. Terveystalo.
https://www.terveystalo.com/fi/artikkelit/tiedatko-jo-bop-indeksisi-hammaslaakari-
kertoo-mita-se-paljastaa-terveydestasi-ja-suorituskyvystasi

Terveyden ja hyvinvoinnin laitos. (2025). Kansallinen koodistopalvelin. Retrieved
23 June 2025, from https://koodistopalvelu.kanta.fi/codeserver/

Van Veen, D., Van Uden, C. V., Blankemeier, L., Delbrouck, J.-B., Aali, A., Blueth-
gen, C., Pareek, A., Polacin, M., Reis, E. P., Seehofnerova, A., Rohatgi, N., Hosa-
mani, P., Collins, W., Ahuja, N., Langlotz, C. P., Hom, J., Gatidis, S., Pauly, J., &
Chaudhari, A. S. (2024). Adapted Large Language Models Can Outperform Medical
Experts in Clinical Text Summarization. Nature Medicine, 30(4), 1134-1142.
https://doi.org/10.1038/s41591-024-02855-5

Vaswani, A., Shazeer, N., Parmar, N., Uszkoreit, J., Jones, L., Gomez, A. N., Kai-
ser, L. ukasz, & Polosukhin, I. (2017). Attention is All you Need. Advances in Neural
Information  Processing Systems, 30. https://papers.nips.cc/paper_files/pa-
per/2017/hash/3f5ee243547dee91fbd053c1c4a845aa-Abstract.html

Wolfe, C.R. (2024a, March 4). Decoder-Only Transformers: The Workhorse of
Generative LLMs. Deep (Learning) Focus. https://cameronrwolfe.substack.com/p/de-
coder-only-transformers-the-workhorse

Wolfe, C.R. (2024b, June 3). Summarization and the evolution of LLMs. Deep
(Learning) Focus. https://cameronrwolfe.substack.com/p/summarization-and-the-
evolution-of

Xiao, T., & Zhu, J. (2025). Foundations of Large Language Models (No.
arXiv:2501.09223). arXiv. https://doi.org/10.48550/arXiv.2501.09223


https://doi.org/10.2753/MIS0742-1222240302
https://doi.org/10.2753/MIS0742-1222240302
https://eur-lex.europa.eu/eli/reg/2017/745/oj
https://www.terveystalo.com/fi/artikkelit/tiedatko-jo-bop-indeksisi-hammaslaakari-kertoo-mita-se-paljastaa-terveydestasi-ja-suorituskyvystasi
https://www.terveystalo.com/fi/artikkelit/tiedatko-jo-bop-indeksisi-hammaslaakari-kertoo-mita-se-paljastaa-terveydestasi-ja-suorituskyvystasi
https://koodistopalvelu.kanta.fi/codeserver/
https://doi.org/10.1038/s41591-024-02855-5
https://papers.nips.cc/paper_files/paper/2017/hash/3f5ee243547dee91fbd053c1c4a845aa-Abstract.html
https://papers.nips.cc/paper_files/paper/2017/hash/3f5ee243547dee91fbd053c1c4a845aa-Abstract.html
https://cameronrwolfe.substack.com/p/decoder-only-transformers-the-workhorse
https://cameronrwolfe.substack.com/p/decoder-only-transformers-the-workhorse
https://cameronrwolfe.substack.com/p/summarization-and-the-evolution-of
https://cameronrwolfe.substack.com/p/summarization-and-the-evolution-of
https://doi.org/10.48550/arXiv.2501.09223

50

APPENDIX A: EXPERT EVALUATION
QUESTIONNAIRE

Kysely - Potilaan hammashistorian
tiivistaminen tekoalyn avulla

Tama kysely on osa diplomity&tani, jossa tutkin teko&lyn mahdollisuuksia potilashistorian
automaattisessa tiivistdmisessd (Summarizing Patient's Dental History Using Large

L anguage Models). Tarkastelen diplomityosséni erityisesti potilaan parodontaalisen
hoitohistorian tiivistdmistad. Diplomityd toteutetaan toimeksiantona Entterille, ja sen
tuloksia voidaan hyddyntaa AssisDent jarjestelman kehityksessa.

Tutkimuksen tavoitteena on selvittdd, miten suurten kielimallien tuottamat
hammashistorian tiivistelm&t vastaavat hammaslaaketieteellisid vaatimuksia siséllén
tarkkuuden, esitystavan ja kliinisen hyddyllisyyden osalta.

Kyselyssa arvioit suomeksi laadittua, teko&lyn tuottamaa potilaan parohistorian
tiivistelmaa. Tiivistelma on tuotettu OpenAl:n GPT-4o mallilla, ja se pohjautuu synteettiseen

potilasdataan.

Vastauksia ei yhdistetd vastaajiin. Vastauksia kéytetdan ainoastaan tutkimustulosten
analysointiin ja raportointiin. Kyselyn tayttdminen vie arviolta 5-10 minuuttia.

Kiitos ajastasi ja arvokkaasta asiantuntemuksestasi!

Kuva 1 esittda tekodlyn tuottaman tiivistelman potilaan parodontaalisesta hoitohistoriasta.

Tekoaly on ohjeistettu analysoimaan potilashistoria muuttujittain, kuten CPl:n, BOP:n ja
ientaskusyvyyksien osalta. Tiivistelmassa on mukana myds kadyntipdivat, jotta esitetty tieto
olisi mahdollisimman lapingkyvaa ja helposti jaljitettdvas. Lopussa on lyhyt yhteenveto
potilaan kokonaistilanteesta.

Tiivistelma perustuu synteettiseen potilasdataan neljan hammasl&&karikdynnin ajalta. Voit
halutessasi tarkastella kyseistd JSON dataa seuraavasta linkista: Parohistoria

Seuraavien sivujen kysymykset kasittelevat kuvan 1 tiivistelm&a pienemmissé osissa.
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Kuva 1 - Tekoalyn generoima tiivistelma potilaan parodontaalisesta historiasta
neljan kayntikerran ajalta

Potilaan parodontaalisen hoitohistorian yhteenveto

CPl (Community Periodontal Index)
-21.02.2015: 323 323
-15.02.2018: 333 323
-18.02.2020: 434 434
-05.02.2022: 434 434

CPl-arvot ovat heikentyneet ajan myota, mika viittaa parodontiumin tilan huononemiseen.

BOP (Bleeding on Probing)
-21.02.2015: 70%
-15.02.2018: 75%
- 18.02.2020: B0%
-05.02.2022: 90%

lenveremnvuoto on lisd@ntynyt merkittévast ajan kuluessa, mikd osoittaa tulehduksen pahenemista.

lentaskujen syvyydet

- 21.02.2015: Yleisesti matalia taskuja, mutta paikoin syvempia taskuja (4-5 mm) erityisesti molaarialueilla
{esim. d.17, d.16, d.26).

- 15.02.2018: Syventyneitd taskuja havaittavissa useammilla alueilla (5 mm), erityisesti molaarialueilla ja
premolaareilla (esim. d.16, d.25, d.27).

- 18.02.2020: Syventyneet taskut lisddntyneet ja syventyneet edelleen (& mm), erityisesti molaarialueilla
(esim. d.27, d.36). Furkaatioalueiden taskut korostuvat (d.27 ll-aste).

-05.02.2022: Syvat taskut (6—8 mm) yleisid molaarialueilla, erityisesti d.27, jossa lll-asteen furkaatioleesio
ja heikko ennuste.

lentaskujen syvyydet ovat pahentuneet ajan mydta, ja syvid taskuja esiintyy nyt laajasti molaarialueilla.

Furkaatiot

- 21.02.2015: Ei mainintaa furkaatioista.

- 15.02.2018: Ei mainintaa furkaatioista.

- 18.02.2020: Furkaatiomuutoksia havaittu ensimmaista kertaa; |-asteen furkaatiot d.17 mes., d.16
dist./bukk., d.26 mes./dist., seki ll-asteen furkaatio d.27 mes./bukk.

- 05.02.2022: Furkaatiomuutokset edenneet; Ill-asteen furkaatio d.27 mes./bukk., ll-asteen furkaaticita
useilla alueilla (esim., d.26 dist.).

Furkaatiomuutokset ovat kehittyneet ja pahentuneet ajan mydta, erityisesti molaarialueilla.

Yleiskatsaus potilaan historiaan

Potilas on tupakoinut koko seuranta-ajanjakson ajan, mutta vahentdnyt tupakointia viimeisimman kiynnin
yhteydessa (n. 5-10 savuketta/pv). Diabetes mellitus tyyppi Il on diagnosoitu ennen vuotta 2018, ja
potilas kiyttdd Metforem-lddkitysta sokeritasapainon hallintaan.

Omahoito on ollut koko ajanjakson ajan puutteellista; harjaus tapahtuu iltaisin kisiharjalla, ja
hammasvilien puhdistus on satunnaista (alle kerran vilkossa). Hammaskived on kertynyt jatkuvasti
kohtalaisina maarind etenkin molaarialueille.

Parodontiumin tila on heikentynyt merkittvasti vuosien aikana huclimatta toistuvista suosituksista
omahoidon tehostamiseksi ja tupakoinnin vahentdmiseksiflopettamiseksi.




Kuva 2

CPI (Community Periodontal Index)
-21.02.2015: 323 323
-15.02.2018: 333 323
-18.02.2020: 434 434
-05.02.2022: 434 434

CPl-arvot ovat heikentyneet ajan myota, mika viittaa parodontiumin tilan huononemiseen.

Pitazko seuraava tekoidlyn muodostama viite paikkansa kuvan 2 CPl-datan perusteella? *
"CPl-arvot ovat heikentyneet ajan mydta, mikd viittaa parodontiumin tilan huononemiseen.”
Kylla

Ei

Mahdolliset kommentit:

Lyhyt vastausteksti

Kuva 3

BOP (Bleeding on Probing)
-21.02.2015: 70%
-15.02.2018: 75%
-18.02.2020: 80%
-05.02.2022: 90%

lenverenvuoto on lisddntynyt merkittdvdsti ajan kuluessa, mikd osoittaa tulehduksen pahenemista.

Pitddko seuraava tekodlyn muodostama vaite paikkansa kuvan 3 BOP-datan
perusteella?

“lenverenvuoto on lisdantynyt merkitidvasti ajan kuluessa, mika osoittaa
tulehduksen pahenemista.”

O kKyla
O =

Mahdolliset kommentit:

Oma vastauksesi

*
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Kuva 4

lentaskujen syvyydet

- 21.02.2015: Yleisesti matalia taskuja, mutta paikoin syvempia taskuja (4-5 mm) erityisesti molaarialueilla
(esim. d.17, d.16, d.26).

- 15.02.2018: Syventyneitd taskuja havaittavissa useammilla alueilla (5 mm), erityisesti molaarialueilla ja
premolaareilla (esim. d.16, d.25, d.27).

- 18.02.2020: Syventyneet taskut lisdadantyneet ja syventyneet edelleen (6 mm), erityisesti molaarialueilla
(esim. d.27, d.36). Furkaatinalueiden taskut korostuvat (d.27 ll-aste).

- 05.02.2022: Syvat taskut (6-8 mm) yleisid molaarialueilla, erityisesti d.27, jossa lll-asteen furkaatioleesio
ja heikko ennuste.

lentaskujen syvyydet ovat pahentuneet ajan mydta, ja syviad taskuja esiintyy nyt laajasti molaarialueilla.

Kuinka selkedsti ja asiantuntevasti ientaskujen mittausten kehitys on kuvattu *
(kuva 4)?

1 = Erittéin epdselvi tai puutteellinen

2 = Osittain selvd, mutta vaatii tarkennusta

3 = Kohtalaisen selke& ja ymméarrettava

4 = Hyvin selked ja asiantunteva

5 = Erittéin selked, johdonmukainen ja kliinisesti hyddyllinen

Ovatko tiivistelmassé kdytetyt hammasldiketieteelliset termit cikeita ja yleisesti
kdytossa olevia (kuva 4)?

1 = Kaytetyt termit ovat pdéosin virheellisid tai harhaanjohtavia
2 = Termistd on osin epdselvaa tai epayhtendista

3 = Termit ovat p&adosin oikein, mutta pienid puutteita on

4 = Termit ovat oikein ja selkeitd

5 = Termistd on tasmallistd ja ammattikielen mukaista

O O O O O

Jos havaitsit terminologisia virheita tiivistelmassa, mita ne olivat?

Oma vastauksesi

Mahdolliset muut havainnot:

Oma vastauksesi

*
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Lyhyt yhteenveto potilaan historiasta

Kuva 5

Yleiskatsaus potilaan historiaan

Potilas on tupakoinut koko seuranta-ajanjakson ajan, mutta vdhentanyt tupakointia viimeisimman kdynnin
yhteydessa (n. 5-10 savuketta/pv). Diabetes mellitus tyyppi Il on diagnosoitu ennen vuotta 2018, ja
potilas kayttds Metforem-laakitystd sokeritasapainon hallintaan.

Omaheito on ollut koko ajanjakson zjan puutteellista; harjaus tapahtuw iltaisin kdsiharjalla, ja
hammasvilien puhdistus on satunnaista (alle kerran viikossa). Hammaskived on kertynyt jatkuvasti
kohtalaisina madrind etenkin molaarialueille.

Parodontiumin tila on heikentynyt merkittavasti vuosien aikana huolimatta toistuvista suosituksista
omahoidon tehostamiseksi ja tupakoinnin vihentdmiseksi/lopettamiseksi.

Kuinka selked ja helposti ymmarrettava kuvan 5 yhteenveto on? *

1 = Erittédin epaselva tai puutteellinen

2 = Osittain selvd, mutta vaatii tarkennusta

3 = Kohtalaizen selked ja ymmarrettava

4 = Selkes ja asiantunteva

5 = Erittdin selked, johdonmukainen ja kliinisesti hyadyllinen

O O @) O @)

Onko yhteenveto sopivan pituinen ja yksityiskohtainen (kuva 5) 7 *
1 = Liian suppea, siséltia liian vahan tietoa

2 = Melko suppea, lisétietoa kaivattaisiin

3 = Sopivan tiivis ja informatiivinen

4 = Melko pitkd, mutta hyvaksyttava

5 = Liian pitka tai raskas lukea

@) O @) O @)

Jos havaitsit terminologisia virheita tiivistelméassa, mité ne olivat?

Oma vastauksesi

Mahdolliset muut havainnot:

Oma vastauksesi

54



