
Riccardo Guderzo

PROCEDURAL SYNTHETIC
DATASET GENERATION AND

VALIDATION FOR
ENVIRONMENTAL MODIFICATIONS

Faculty of Information Technology and Communication Sciences (ITC)
Professor Konstantinos Stefanidis

Professor Jose Martinez Lastra
Master’s thesis

June 2025



Abstract
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This thesis presents a modular, fully-automated pipeline that uses Blender and its Python
API (bpy) to generate large-scale synthetic datasets for two complementary tasks: LEGO
block assembly and dormant-season vineyard pruning, covering structured and unstruc-
tured environments respectively. By treating LEGO bricks as proxies for generic indus-
trial parts, the algorithm first builds a rule-based environment in which walls of colored
bricks are created, transformed, and rendered into paired “before/after” images that
are automatically annotated with ground-truth labels. The same software architecture
is then extended to grapevines modeled after the double-cordon de Royat training sys-
tem. Here, a stochastic skeleton generator produces biologically plausible vine structures,
while rule-driven pruning cuts are applied to generate paired images that capture real-
istic canopy modifications. Both datasets introduce controlled domain randomization -
varying lighting, camera pose, textures, and backgrounds - to improve generalization to
real-world imagery. A ResNet-50 binary classifier is then trained solely on synthetic vine-
yard images to distinguish between Before and After, achieving 69.5% accuracy on real
“before-pruning” photographs and 82.2% on “after-pruning” photographs, indicating that
the synthetic data capture salient structural cues. Qualitative analysis with five saliency
methods confirms that the network primarily focuses on the canes in simple scenes but
can be distracted by background clutter in noisier real images. The codebase could be
further developed into a Blender add-on and serves as an extensible resource for future
research in robotic manipulation, agricultural automation, and general-purpose synthetic
data generation.
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1 Introduction

1.1 Motivation

In recent years, deep learning has revolutionized fields such as computer vision, natural
language processing (NLP), and robotics. This progress has been possible thanks to
an extensive research on neural models, the availability of large-scale datasets (such
as ImageNet [70] and COCO [42]), and increasingly powerful computational resources
like GPUs. However, despite these advancements, progress is now slowing due to a
critical bottleneck: the shortage of high-quality, annotated datasets tailored to emerging
applications. Collecting sufficiently large and diverse real-world datasets remains one of
the most biggest challenges in machine learning [53]. This limitation can significantly
impair model performance, especially when models are evaluated on unseen data, where
they often suffer from domain shift - that is, a discrepancy between the training and test
data distributions [97, 17, 66]. Moreover, real-world data collection is not only expensive
in terms of time and resources, but also faces regulatory, ethical, and privacy-related
constraints [61]. For example, agricultural image collection must comply with GDPR
regulations [32], while industrial datasets may be subject to proprietary restrictions,
limiting access to valuable data [69].

Beyond these general challenges, certain domains - particularly those involving process-
driven modifications - remain largely underexplored despite their potential importance
for future applications. In many real-world contexts (e.g., agriculture, manufacturing,
autonomous driving, industrial maintenance), AI systems must deal with human-like
interventions that modify the environment over time. For instance, in tree pruning, col-
lecting paired Before and After images in the field is logistically complex: it is slow,
season-dependent (pruning usually occurs only in winter), and requires expert knowl-
edge, which is often scarce and costly to annotate. Capturing consistent Before/After
imagery is further complicated by environmental variability (e.g., changes in weather and
lighting), human inconsistency (e.g., variations in pruning style between experts), and
temporal drift (e.g., evolving plantation conditions year-to-year).

Synthetic data generation has emerged as a promising solution to these challenges.
In recent years, it has been successfully applied to diverse computer vision tasks such
as image classification [59], object detection [13, 54], and semantic segmentation [47].
Synthetic images offer a cost-effective, controllable, and highly scalable alternative to
real-world data collection. They can also help mitigate biases inherent in real-world
datasets while improving diversity [83].

Nevertheless, existing synthetic dataset approaches have limitations. While GANs and
diffusion models can produce highly realistic imagery, they often lack fine-grained control
over content, realism, or precise ground-truth annotations. Furthermore, most current
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synthetic datasets are designed for static tasks such as object detection or segmentation,
not for modeling modifications over time. Very few approaches capture how an action
affects objects - yet this temporal aspect is crucial for training systems that must make
decisions or manipulate environments. As robotic autonomy advances, such datasets will
be essential for bridging the gap between human and machine decision-making.

Another ongoing debate concerns the degree of realism in synthetic datasets. For
example, should synthetic data aim to closely mimic real-world conditions [31], or should
it be intentionally less realistic - via domain randomization - to encourage neural networks
to focus on essential features and thus generalize better to unseen data [84]?

In parallel, despite advances in eXplainable AI (XAI) [85], there is no standardized,
application-independent method for assessing synthetic dataset quality. Most synthetic
datasets are designed with a specific downstream application in mind and are often com-
bined with real annotated data. But what if real data are not available? Is it possible to
generate a general-purpose synthetic dataset that remains useful for multiple applications
without having a predefined final task? For example, in the vineyard pruning domain,
one could generate images where the foreground tree is the focus, while also incorporating
realistic background elements, lighting variability, and noise. Such a dataset could then
serve a range of applications - from pruning detection to robotic pruning decision-making
- without requiring new data collection.

Given these challenges and opportunities, this thesis proposes the generation and
validation of two synthetic datasets across two distinct environmental domains: a struc-
tured setting (LEGO block assembly) and an unstructured setting (vineyard pruning).
Both datasets are generated procedurally using 3D modeling software, which allows full
control over object placement, environmental variability, and automatic annotation. By
addressing both structured and unstructured scenarios, this work aims to explore the
generalizability of synthetic datasets beyond domain-specific applications. The proce-
dural approach not only ensures complete control over environmental and object-level
variability but also enables the generation of perfectly aligned ground-truth annotations
- something often impractical with real-world data. Ultimately, the goal is to establish a
framework for producing and validating synthetic datasets that remain useful even in the
absence of real-world data, while enabling robust, explainable, and adaptable AI systems
capable of operating across diverse environments.

1.2 Methodological Approach and Scope

A wide range of tools has recently been developed for synthetic data generation, including
GANs [20], diffusion models [24], GAN-diffusion hybrids [53], 3D CAD software [13], and
game engines [7, 37]. In this thesis, synthetic data are generated using the open-source
3D creation suite Blender 4.4, a platform supported by a large and active community and
benefiting from continuous development. Through its Python API (bpy), it is possible
to procedurally generate scenes from 3D models. This approach offers a higher degree







5

(FID) - which are less relevant here due to the fully controlled generation process and
their dependence on the real data distribution - saliency maps provide direct, distribution-
independent insights into feature alignment with human intuition. By attempting to ex-
plain the model’s decision-making process, they can help answer a crucial question: are
the images conveying the intended information to the model? Conversely, is the model
actually relying on the features it is supposed to use when classifying the images?

1.3 Research Objectives

This thesis introduces a framework for the procedural generation of synthetic datasets
focused on modeling environmental modifications, such as structural changes in both nat-
ural and artificial scenes. The framework is designed to be independent of any specific
AI application, aiming to ensure that the generated datasets are statistically rigorous,
systematically annotated, and broadly applicable across multiple domains. Specifically,
by leveraging Blender’s Python API library (bpy), this research proposes a novel method
for randomized scene generation. The approach prioritizes high variability and controlled
randomization to simulate realistic scenarios in which a human applies predefined modi-
fication rules - such as pruning a tree or rearranging objects in a wall - resulting in clear
before-and-after states. This process mimics real-world interventions while maintaining
the precision and scalability inherent to procedural generation. Furthermore, statisti-
cal rigor and consistent annotation are automatically embedded within the generation
pipeline, thereby eliminating the significant time and effort typically required for manual
dataset creation and labeling. By leveraging the flexibility of Python, the framework
streamlines the generation of large, high-quality training datasets, accelerating the data
collection process while reducing the potential of human error.

Finally, the usefulness of the generated datasets is evaluated by testing models trained
solely on synthetic data against real-world images, followed by a qualitative analysis of
the resulting saliency maps. This validation aims to confirm that the models are learning
meaningful and domain-relevant features, thereby demonstrating the practical utility of
synthetic data for training independent AI applications.

Thus, the research objectives of this work can be summarized as follows:

1. How can paired Before and After synthetic datasets representing environmental
modifications be procedurally generated for both structured and unstructured con-
texts?

This objective focuses on developing two procedurally generated datasets that cap-
ture environmental modifications in distinct contexts: a structured LEGO assem-
bly environment and an unstructured vineyard pruning scenario. For each domain,
tailored generation rules were implemented to simulate realistic interventions, pro-
ducing clear and consistent Before/After states while ensuring diversity through
domain randomization. By leveraging Blender’s tools (e.g., custom UI panels) and
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controlling them via the Python API, the generation pipeline demonstrated adapt-
ability to potential applications beyond the two case studies presented here. The
outcome is a pair of datasets with complete ground-truth annotations, high vari-
ability, and controlled randomization - enabling a wide range of downstream AI
applications centered on images depicting human-like modifications.

2. To what extent can models trained solely on these synthetic datasets perform effec-
tively on real-world images, and what does this reveal about their domain transfer-
ability?

The second objective evaluates the practical utility of the synthetic datasets by
benchmarking them in a supervised learning setting. A baseline convolutional neu-
ral network, based on a ResNet-50 classifier, was trained exclusively on synthetic
images and subsequently tested on real-world data. This experimental setup as-
sessed the synthetic data’s ability to transfer domain knowledge, highlighting the
influence of background complexity on performance, providing insights into the
datasets’ realism, and identifying potential gaps where domain adaptation tech-
niques could further enhance results.

3. Is it possible to design an application-independent methodology to validate the rele-
vance and usability of synthetic datasets?

The final objective focuses on establishing a validation methodology that is indepen-
dent of any specific end task and does not require real annotated data. Building on
techniques from XAI, five different saliency-based methods were applied to trained
models to identify which image regions contributed most to classification decisions.
Although these methods are primarily designed to interpret a network’s focus, they
can also be leveraged for qualitative analysis, assessing whether model attention
aligns with the intended modification regions. This provides a practical and gen-
eralizable approach for evaluating dataset relevance and usability across domains.
The saliency maps revealed that models trained solely on synthetic data tend to
prioritize structural cues in simpler scenes but may be misled by background noise
(e.g., the trellis). This approach demonstrates the potential for saliency-based
quantitative measures that reflect a dataset’s effectiveness based on the intended
features defined at the outset of the generation process - regardless of the final
application.

1.4 Thesis contributions

As mentioned in Section 1.3, this framework not only addresses common challenges such
as data scarcity and high annotation costs but also introduces a novel approach for gen-
erating synthetic datasets focused on human-like modifications - a relatively unexplored
area within synthetic data generation. By simulating human interventions as rule-based
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modifications within scenes, the method allows the creation of training datasets that
capture scenarios closer to real-world applications, where human decision-making plays
a central role.

The potential applications of the generated datasets are significant. For example, the
tree pruning dataset developed in this thesis could serve as a foundation for AI-based
training tools, supporting seasonal or inexperienced workers in learning pruning strate-
gies through visual guidance based on actual tree images. Beyond training, the dataset
could also be leveraged in robotics applications, helping automate pruning tasks in vine-
yards. Given that pruning is both labor-intensive and physically demanding, deploying
robotic systems trained on such data could reduce human workload, standardize prun-
ing strategies, and maintain consistency across seasons. More broadly, this automated
data generation strategy can serve as an inspiration for a wide range of applications
across various domains, including industrial automation (e.g., assembly line operations,
maintenance tasks), agriculture, and potentially any field involving structured human
interventions in an environment. The flexibility of the framework enables its adaptation
to different problem domains, supporting the creation of synthetic datasets tailored to
specific real-world challenges.

Finally, the qualitative assessment methods developed in this thesis - specifically,
the analysis of saliency maps - represent a step toward a more structured approach for
dataset validation. By examining whether attention maps align with expected focus
areas, it becomes possible to move toward a quantitative evaluation of dataset quality,
ensuring that the generated data supports the intended learning objectives of future AI
models. As such, these techniques may help in generating more structured, explainable,
and trustworthy synthetic datasets.

Following this introduction, Chapter 2 presents a review of related work, surveying syn-
thetic data generation techniques, domain adaptation strategies, and explainability meth-
ods to position this thesis within existing gaps in scalable, human-intervention-focused
dataset creation. Chapters 3 and 4 detail the procedural generation pipeline, contrast-
ing rule-based (LEGO) and biologically inspired (vineyard) approaches to highlight the
framework’s adaptability across structured and unstructured environments. Chapter 5
evaluates the datasets through saliency-based explainability, demonstrating how qualita-
tive attention analysis can reveal alignment - or divergence - between model focus and
intended features. While a quantitative evaluation would be ideal, qualitative analysis of
model attention maps already demonstrates whether the model focuses on the intended
areas, providing an important first step toward more robust methods for synthetic dataset
validation.
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2 Literature review

2.1 Synthetic images generation

Generating synthetic data has become a widely adopted solution to address the shortage
of training data required by data-hungry machine learning applications. However, train-
ing a model on synthetic images and then testing it on real-world images often introduces
a significant challenge known as the domain gap. This breach arises when the distribution
of synthetic training data fails to accurately represent real-world conditions, reducing the
effectiveness of the synthetic data for the target application [43].

To address this challenge, several techniques have been proposed by the research com-
munity. One of the earliest and most effective strategies involves the use of 3D modeling
software to generate synthetic data [73]. In these approaches, rendering techniques are
applied to 3D models to produce images of interest. Among the most commonly used
tools, Blender [13, 65], Crowdsourced CAD platforms [59], and SolidWorks CAD [53]
have yielded significant results. Using 3D software offers a high degree of control and
flexibility for image generation. Not only is it possible to manually model or import a
wide range of objects, but it is also feasible to simulate complex scenes programmatically,
for example, using Blender’s Python API (bpy). This enables tasks such as tree genera-
tion [49] or random object placement [78], with the ability to adjust the visual realism of
the scene (i.e., how realistic it appears to human observers). An additional advantage of
3D-based generation is the automatic production of accurate ground truth annotations.
Since the system has full knowledge of the objects and their properties, it can generate
perfectly labeled data without manual intervention. These capabilities have attracted
considerable interest in the research community. A variety of tree-generation add-ons
are now available, and promising results have been demonstrated in applications ranging
from crop harvesting [2] to pruning simulation [90].

Another prominent procedure involves leveraging Generative Adversarial Networks
(GANs) to produce high-quality, realistic images. GANs consist of two competing neural
networks: a generator and a discriminator, each trained with opposing loss functions. The
generator learns a latent representation of the training data and produces new images
by sampling from this latent space and reconstructing RGB images. The discriminator,
in contrast, attempts to distinguish between real and generated images. Through this
adversarial process, the generator progressively learns to produce increasingly realistic im-
ages that can fool the discriminator. While GANs show great promise and have achieved
remarkable progress in recent years, they come with notable challenges. Controlling the
generated content is inherently difficult, and constraining the output to specific charac-
teristics is not always straightforward. Furthermore, unlike graphics pipelines, automatic
labeling is not naturally provided, as the images are generated without associated anno-
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tations.
A third approach to synthetic data generation is compositing, which involves combin-

ing imagery from multiple data sources. An example of this method is presented in [11],
where objects are cut from one image and pasted onto different backgrounds sourced from
other images. This approach can result in either photorealistic scenes or more abstract,
random compositions.

Given a specific task (such as object detection) many studies have explored the use
of synthetic datasets to train machine learning models. These models can be trained
exclusively on synthetic data or on a combination of real and synthetic images. Various
experiments have tested both approaches, yielding promising yet inconsistent results [25,
84]. However, despite these efforts, there is still no clear consensus on the most effective
strategy for generating such datasets [51]. One reason for this lack of consensus is the
wide range of variables involved in synthetic dataset generation, such as the level of
photorealism, the diversity of object textures and backgrounds, and the accuracy of object
placement and scene composition [48, 98]. Additionally, the effectiveness of synthetic data
often depends heavily on the target application and the complexity of the real-world
domain it aims to replicate [16].

Future research could focus on systematically comparing different generation tech-
niques, or developing adaptive frameworks that adjust data generation parameters based
on the application’s specific needs. Bridging this gap could significantly enhance the
scalability and accessibility of machine learning solutions, particularly in scenarios where
real data is scarce or costly to annotate.

2.2 Leveraging Synthetic Data to Improve Real-World Perfor-
mance

Many experiments have been conducted to improve model performance, particularly in
the context of object detection [13, 35, 59]. A common strategy across these studies is
the use of domain randomization [82]. To bridge the gap between real and synthetic data
distributions, several sub-techniques are typically applied, such as:

• Randomization of light sources.

• Randomization of camera positions.

• Placement of random background objects (referred to as distractors).

• Randomization of textures.

• Addition of noise (such as salt and pepper, or gaussian noise)

The core idea behind domain randomization is to encourage the model to become
robust to variations in the background [55]. In other words, if background objects and
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The pretrained ResNet-50 model, originally trained on the ImageNet dataset, is capa-
ble of classifying images into 1,000 distinct categories, ranging from animals to everyday
objects like pencils. In this work, these pre-trained weights were used as a starting point
and fine-tuned to adapt the model to the specific task of identifying vineyard trees in the
generated synthetic dataset.

This approach is known as transfer learning [87]. It is widely adopted because it re-
duces training time and allows the model to leverage general visual feature representations
learned from large-scale datasets such as ImageNet. Fine-tuning the backbone network
with a very low learning rate is commonly applied; in this specific project, it helped the
model capture the key characteristics of vineyard trees. This enabled the application to
focus on the foreground tree structure, identify the precise location of productive units
and cane placement, and detect relevant environmental cues within the synthetic dataset.

2.3.2 Explainable AI

Since the introduction of Convolutional Neural Networks (CNNs) in [36], they have
demonstrated outstanding performance across a wide range of fields [40, 93]. However,
one of the main challenges that has emerged since their development is understanding
how these networks actually learn and produce their results [67]. Despite the continu-
ous development of increasingly sophisticated algorithms, a clear understanding of how
CNNs learn is lacking, which features they focus on when generating predictions, and
to what extent they are influenced by biases present in the training data. Ultimately,
while the underlying mechanisms are known, the learning process remains inherently
data-driven, making it essential to investigate how these models - often treated as black
boxes - interpret and process input data [21].

Today, knowing the architecture and the algorithm powering a neural network is
no longer sufficient. It is essential to gain insight into how the network reasons, how it
makes decisions, and - crucially - which parts of the input it focuses on when producing an
output. These models are increasingly involved in high-stakes decision-making processes
across business, healthcare, and other sensitive sectors, making it risky to rely on them
blindly [33, 12, 30]. The ability to visualize and explain how a model learns is essential
for building user trust. For instance, in medical applications, a doctor must be able
to understand how the network arrived at a particular diagnosis before accepting its
recommendation [3, 28, 44, 29].

For these reasons a new branch of Artificial Intelligence, called eXplainable AI (XAI),
was introduced. Beyond trust-building, XAI also addresses issues related to compliance,
legal accountability, and the security of production-level AI systems [5]. Moreover, in-
creasing transparency by providing access to a model’s code, weights, and architecture
can help accelerate progress, fostering the development of more advanced and reliable
applications [27].

Finally, XAI plays a central role in advancing the concept of Responsible AI [19] -
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As shown in Fig. 3.6, this results in a larger bounding box (indicated by the black
dashed line) when objects are rotated, as the AABB must enclose the entire rotated
object while remaining aligned to the global axes.

Finally, given two bounding boxes A and B , collisions are checked using the following
formula:

f (A ; B) = ( Amin X � Bmax X ^ Amax X � Bmin X) ^ (Amin Y � Bmax Y ^ Amax Y � Bmin Y )

(3.2)
where Amin X and Amax X are the minimum and maximum bounds of A along the X-

axis, and Amin Y and Amax Y are the corresponding bounds along the Y-axis. The function
f (A ; B) returns True if the two axis-aligned bounding boxes intersect in 2D space. The
algorithm iterates over all pairs of bricks in the scene, and based on the result of f (A ; B),
it adjusts the position of one brick until no more collisions are detected.

This collision detection approach provides a computationally efficient method to en-
sure that LEGO bricks do not overlap in the scene, preserving the physical plausibility
of the generated wall. While the use of axis-aligned bounding boxes can sometimes lead
to conservative collision approximations, especially when objects are rotated, it offers a
practical balance between accuracy and performance.

3.2.3 Rule application

Once the initial state has been set up, an image of the Before state is captured. A rule
is then randomly sampled from a predefined set and applied to transform the scene. The
implemented rules are designed to simulate a variety of structured modifications and
include:

• Removal rules: e.g., remove all red bricks, or remove all 4-slot bricks.

• Replacement rules: e.g., replace one color with another, or replace 4-slot bricks
with two 2-slot bricks of the same color.

• Sorting rules: e.g., reorganize bricks by color or shape.

• Augmentation rules: e.g., add bricks to equalize quantities by color or shape.

• Complex operations: e.g., segregate bricks into multiple distinct walls along a
secondary axis, based on color, shape, or both.

These rules are designed to emulate basic actions that could be performed by an
autonomous system or robot in a structured assembly environment. The goal is to intro-
duce variations that are interpretable, discrete, and aligned with realistic decision-making
processes. By modeling such transformations, the dataset can serve as a foundation for
tasks such as rule learning, object classification, visual reasoning, or sequential planning.
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Brick Replacement Functions

The replacement of bricks is handled by two separate functions: replace_color_rule()
and replace_slots_rule(). Both functions receive as input the characteristic used to
identify target bricks (either color or slot size) and the desired replacement attribute.
They are intentionally separated due to their fundamentally different underlying logic.

In the first case, replace_color_rule() filters the bricks using the is_target()
function. For each brick that matches the target color, the function updates its name in
the Blender scene and changes its material to reflect the new color. Since the mesh ge-
ometry remains unchanged, no object replacement is required. This makes the operation
fast and efficient, as it simply modifies the existing objects in place.

In contrast, replace_slots_rule() must iterate over the wall bricks and identify
those that match the target slot size. For each such brick, the following steps are per-
formed:

• The brick’s color is detected to ensure it is preserved.

• The original object is removed from the Blender scene.

• A new brick of the same color and updated slot size is copied from the template
library.

• The new object is assigned a unique name based on an incremented index.

After processing all bricks, the wall is rebuilt from scratch using the updated list of brick
names.

Although it would be theoretically possible to combine both operations into a single
function, separating them leads to a cleaner and more efficient design. The replace
_color_rule() can operate entirely in place without altering the scene’s object hierar-
chy, while replace_slots_rule() requires object-level manipulation and reconstruction.
Merging these distinct behaviors would reduce readability, increase complexity, and in-
troduce potential sources of error due to the fundamentally different object life cycles
involved.

An example is shown in Fig. 3.8: the blue bricks are replaced with red ones. As
explained above, the structure is preserved while only the brick properties are modified.

Brick Sorting Function

The sorting of bricks is handled by the sort_rule() function. This function takes as
input the current wall of bricks along with the sorting mode - either by color or by shape
- and attempts to rebuild the LEGO wall accordingly. To perform the sorting, it relies on
the helper function shuffle_wall(), which reorganizes the bricks based on the selected
mode. It does this by splitting the bricks into subgroups (e.g., by color or shape), shuffling
each subgroup independently, and then recombining them into a single list.
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4 Vineyard Pruning

4.1 Background

Before presenting the problem context, it is important to outline the theoretical foun-
dations that guided the development of the vineyard pruning synthetic dataset. This
includes both botanical knowledge of vine structure and growth patterns, as well as
the cultivation techniques essential for healthy and productive vineyards. The following
sections aim to provide this background, forming the basis upon which the procedural
algorithms were designed to realistically simulate the complex, organic, and unstructured
nature of grapevine development and pruning.

4.1.1 Problem Statement

The wine industry represents a significant segment of European Union agriculture, with
exports reaching markets worldwide [56, 64]. Among the many processes involved in
grapevine cultivation, winter dormant pruning stands out as one of the most critical -
second only to harvesting. Pruning is a fundamental technique used by grape growers
to shape the vine, regulate the crop load for the upcoming season, and maintain overall
vine balance. Additionally, proper pruning helps rejuvenate the plant, prevent diseases,
and reduce damage from frost.

Given its importance, pruning presents a number of challenges. Among them is the
demand for a highly skilled workforce proficient in the location, and methodology of
effective pruning. However, the pruning workforce largely consists of seasonal laborers,
and attracting skilled individuals is increasingly difficult due to the uncertainty of seasonal
employment, limited incentives, and the general decline in interest in agricultural labor
[92].

Moreover, pruning is often a time-constrained job, with workers typically paid based
on the number of vines pruned per day [50]. This results in a focus on quantity over qual-
ity, as laborers rush through tasks to maximize earnings. The consequence is frequently
poor pruning, leading to poorly structured vines and ultimately reduced yields [6]. On
top of that, pruning is physically demanding, repetitive, and potentially dangerous due
to the use of sharp tools.

Given these challenges - rising production costs, labor shortages, and inconsistent
pruning quality - the grapevine industry has therefore a strong motivation to pursue
robotic and automated solutions.
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4.1.2 Motivation for a Synthetic Dataset

The development of a synthetic vineyard pruning dataset directly addresses the challenges
faced by the viticulture industry. By implementing a procedural, highly parameterized,
and randomized process, it is possible to simulate realistic vineyard environments and
generate paired images of vine trees before and after pruning. This creates a valuable,
entirely synthetic dataset suitable for training and evaluating AI applications in viticul-
ture.

Potential use cases for this dataset include grapevine structure segmentation [15],
vine skeletonization [8, 72], and the development of autonomous pruning systems [75].
Notably, the data generation framework has been intentionally designed to remain inde-
pendent of any specific AI model or methodology, making it a flexible and general-purpose
foundation for diverse research and development efforts.

Furthermore, thanks to its high level of parameterization, the dataset can simulate
various vineyard strategies. By modifying key generation parameters, it is possible to
replicate different vine training systems and pruning techniques, thereby broadening the
dataset’s applicability and realism.

Ultimately, this approach supports not only better pruning results, but also better
vineyard planning, healthier plant structures, and increased agricultural productivity.

4.1.3 Vineyard Vine Components

Grapevines are composed of several structural components whose form and function vary
depending on the chosen training system. In this work, the synthetic data generation is
based on the cordon de Royat system, a widely used spur-pruned training method, which
will be described in detail in the following section.

As shown in Fig. 4.1, the vine exhibits a hierarchical structure. At its base lies
the trunk, the primary vertical structure that supports the rest of the plant. Extending
horizontally from the top of the trunk are one or two permanent branches called cordons.
These serve as the foundation for the spurs, which are the short, perennial stubs left after
pruning and function as the primary fruiting units.

The last element are the canes, which are the current season’s shoots, typically one
year old. They may originate from fruiting wood, which consists of two-year-old canes
retained from the previous season. The buds located on these canes (usually two) are
dormant nodes that will produce the shoots for the following year. Each bud is expected
to give rise to a cane that, under ideal conditions, bears approximately two grape clusters.
Managing bud selection is therefore essential for yield planning and overall vine balance.

Spurs are spaced evenly along the cordon to optimize airflow and light exposure,
which are critical factors for fruit ripening and disease prevention. Over time, the spurs
accumulate growth rings and wood tissue, reflecting their age and past pruning decisions.

This hierarchical vine structure plays a critical role in the procedural modeling process.
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The Geometry Node structure can be divided into functional blocks. The nodes
highlighted in red handle curve resampling, which introduces uniform subdivisions to the
skeleton line. They also link the resampled curve to the Float Curve node, which defines
a radius mapping. This mapping is randomly sampled in a decreasing fashion to give
each branch a natural taper - thicker at the base and gradually narrowing toward the tip.
The actual mesh creation is performed by the Curve to Mesh node (blue box), which
combines the modulated curve with a circular profile generated by the Curve Circle
node (green box).

Once the geometry is output, its UVs must be unwrapped using a cylindrical projec-
tion due to the nontrivial surface topology. UV unwrapping defines how a 2D texture
image should be applied to a 3D object by specifying how to ”cut” and ”flatten” the
surface into two dimensions. This step is essential to ensure that textures are accurately
mapped onto the resulting geometry.

After the mesh has been generated and unwrapped, texture assignment takes place.
Bark textures are randomly selected from a pool of five different variations. This random-
ness introduces visual diversity and simulates the natural variability found in real-world
bark surfaces. Incorporating such variation enhances the realism of the synthetic environ-
ment and improves the robustness of downstream applications, particularly in scenarios
where the appearance of objects in the scene may vary unpredictably.

4.3.3 Pruning Application

The pruning strategy has been extensively described in Section 4.1. The algorithm fol-
lows the same logic illustrated in Fig. 4.3, implementing a consistent programming
approach. Firstly, a custom Blender operator loops through the canes of each tree to
determine which ones should be pruned, adding the selected branches to a dedicated
list. Once the list is prepared, the operator iterates over its entries and calls the helper
function prune_branch_by_length(), which performs the actual pruning by modifying
the geometry of the branch’s curve and mesh. Based on a target length - determined
by the position of the buds within the cane (typically preserving two buds per selected
cane) - the function reconstructs the branch geometry from its nodes up to the specified
length. The curve is then rebuilt, and the generate_mesh_geometry() function is called
to regenerate the mesh over the newly defined curve.

This method effectively replicates the logic and outcome of real-world pruning. De-
spite its simplicity, the modular design - separating a high-level Blender operator from a
low-level geometry handler - ensures adaptability to a variety of pruning strategies and
future extensions. It also provides a robust and extensible approach for handling 3D
botanical structures within the Blender environment.
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5 Dataset Validation

Since the LEGO Assembly dataset primarily served as a preliminary ”toy” example to
develop the Blender and Python (bpy) scripting skills required for dataset generation,
this thesis focuses on validating the vineyard trees dataset only. Due to the nature of
the real dataset - composed of random vineyard photographs without annotated ground
truth images showing the trees before and after pruning - a simple deep neural network
classifier was developed to classify individual images as either Before or After pruning.

The core idea is to train the network exclusively on synthetic images and evaluate its
performance directly on real images. This approach allows to assess whether the synthetic
dataset successfully captures the key characteristics of real-world scenarios.

Given that the dataset was designed with a clearly defined objective (focus on the
foreground tree), the regions where the model’s attention should ideally be concentrated
are known. As an additional validation step, saliency maps are generated for a random
sample of synthetic images using various methods described in [39]. These visualizations
support the validation process through a qualitative analysis, addressing the critical ques-
tion: Is the model focusing on the intended features? Specifically, does the architecture
rely on features such as branch morphology to distinguish between Before and After
pruning? In other words, the key evaluation criterion is whether the model’s attention -
represented by high-response regions in the saliency maps - is concentrated around the
expected areas of interest.

In the next sections, the application will be analyzed more in detail. Furthermore, af-
ter a theoretical background, a few examples of saliency maps will be shown and analyzed
in order to give a qualitative assessment of the dataset.

5.1 Architecture Description

The architecture adopted for the binary image classifier is illustrated in Fig. 5.1.
A ResNet-50 model was selected as the backbone due to its proven effectiveness in

image classification tasks. It encodes the input RGB image (of size 224� 224) into a high-
dimensional feature space. Specifically, the image is transformed into a flattened feature
vector of size 256� 1. This vector is then passed through a fully connected layer that
reduces the dimensionality to 16� 1, followed by a final FC layer that outputs a single
logit value, which is passed through a sigmoid activation to produce the classification
score.

The complete set of hyperparameters is reported in Table 5.1. The dataset was
sufficiently large to train the network effectively, although some images were lost due to
occasional Blender crashes during mesh generation, which limited the total number of
rendered tree samples.
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layer. Let yc be the class score and Ak be the k-th feature map from a convolutional
layer - typically the last convolutional layer, as it preserves spatial information. The
corresponding Grad-CAM weight wc

k is computed as the spatial average of the gradient:

wc
k =

1
Z

X

i

X

j

@yc

@Ak
ij

(5.3)

Here, Z denotes the total number of spatial locations in the feature map (i.e., height
× width). Intuitively, this weight captures how important feature map Ak is for the class
c.

Once the weights wc
k are computed, the final Grad-CAM saliency map is obtained by

a weighted sum of the feature maps, followed by a ReLU activation to retain only positive
contributions:
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(5.4)

This process produces a localization map that highlights the regions in the image
which positively influence the class score. The use of ReLU ensures that only features
positively correlated with the class are visualized.

Contrastive Excitation Backpropagation (CEBP)

Contrastive Excitation Backpropagation (CEBP) is an extension of Excitation Back-
propagation (EB), introduced by [95]. Unlike standard gradient-based methods such as
Grad-CAM, EB restricts signal propagation to positive weights only. Additionally, it
normalizes the backward signal flow so that the relevance scores across neurons sum to
1. This allows the resulting saliency map to be interpreted as a probability distribution
- referred to as the excitation probability.

The excitation probability of neuron j given neuron i is defined as:

P (aj j ai) =

8
<

:
Zi âj wji if wji � 0

0 otherwise
(5.5)

where âj = g(zj) is the activated output of neuron j with activation function g() , wji

is the weight from neuron j to neuron i, and Zi is a normalization factor ensuring that
the total relevance at each layer sums to 1,effectively normalizing the gradient (Fig.
5.5).

EB highlights what activates a specific neuron but lacks discriminative power - it does
not differentiate between features that are unique to a specific class and those that are
common across classes.

CEBP addresses this limitation by introducing contrast. It computes two excitation
maps: one for the target class and another for its virtual negation (i.e., “not-the-class”).
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where gradients can vanish or explode as they backpropagate through layers. Further-
more, since perturbation methods do not rely on internal network gradients, they are
more robust and model-agnostic, which is particularly useful for validation.

Common Class-specific Cues. Across methods, a common pattern emerges: for
After images, saliency maps tend to highlight the absence of canes, whereas for Before
images, the model focuses on the presence of unpruned canes. This is evident across
most synthetic cases, where the background is simpler, and the canes are the most salient
objects.

In these cases, the model seems to largely ignore the tree trunk and cordon, focusing
almost exclusively on the canes themselves, aligning with human intuition about the
pruning state.

Effect of Image Complexity. A clear distinction is observed between ”easy” and
”noisy” images:

- In easy synthetic images (Fig. 5.9), the background is uniform (e.g., sky), which
allows the model to focus on the relevant foreground features, such as canes or cut stubs.
The saliency maps in these cases are sharp and well-localized.

- In noisy real images, backgrounds are cluttered with grass, wires, or other plants.
This complexity leads to misleading model focus. For example, in Fig. 5.10, a real Before
image - shown on the right - is misclassified as After. The saliency maps (especially
perturbation-based methods) show the model heavily focusing on the visible trellis in the
background, rather than the canes. GBP and Grad-CAM similarly highlight grass or
metal elements, likely due to their correlation with After examples in the training data.
Moreover, segmentation markers (used as references for the point cloud registration)
further confuse the model, as such artifacts were absent in the synthetic training data.

Unexpected Behavior. As shown in Fig. 5.10, one surprising outcome is the model’s
tendency to focus on the trellis as a key indicator. In cases where the trellis is fully visible,
the model tends to predict the After class - likely because unpruned canes obscure the
background, whereas pruned vines allow more of the scene behind the tree to be seen.
This introduces a bias: the model might be learning background patterns rather than
a true pruning structure. Interestingly, this scheme is observed in both synthetic and
real images, suggesting that the model has transferred background-related cues learned
during synthetic training to real-world examples. Although this behavior is not ideal from
a pruning classification standpoint, it provides a promising indication that synthetic data
can convey transferable patterns. This reinforces the potential of using synthetic datasets
for training real-world applications, while also highlighting the importance of improving
synthetic scene realism to reduce such unintended shortcuts.
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6 Conclusions

General Reflections. This thesis set out to address a deceptively simple yet foun-
dational question: ”Is it possible to build high-quality, task-agnostic synthetic datasets
that effectively encode human-like interventions across both structured and unstructured
environments - and validate them without relying on real-world labels?” To explore this,
a procedural pipeline was developed using Blender’s Python API (bpy) to generate syn-
thetic images for two contrasting domains: LEGO assembly (structured) and vineyard
pruning (unstructured). In both cases, Before and After image pairs were generated to
simulate human-like modifications.

A fully stochastic algorithm was implemented to ensure high variability across sam-
ples. Techniques such as domain randomization - through manipulation of lighting, tex-
tures, camera angles, and HDRIs - were adopted to improve generalization across do-
mains. Beyond dataset generation, the work ventured into the relatively unexplored do-
main of synthetic dataset validation. By leveraging XAI techniques, particularly saliency
map analysis, the project investigated whether neural networks trained on these datasets
were actually learning the intended features. The findings suggest that qualitative vali-
dation via attention visualization can offer meaningful insights, supporting the potential
for synthetic-only training pipelines when carefully constructed.

Key Findings and Limitations. The development of Blender UI panels and automa-
tion scripts resulted in a versatile and modular approach to dataset generation, potentially
transferable to other domains such as manufacturing, agriculture, or medicine. Although
the implemented pipeline is tailored to specific visual elements (e.g., bricks or vines), the
modular UI design proved intuitive and well-suited for extensibility.

However, the project faced several limitations. Most notably, rendering complex vine-
yard scenes required substantial computational resources, often leading to instability or
crashes. Another important insight emerged regarding the initial goal of creating a fully
task-independent dataset. In practice, it became evident that synthetic datasets must be
guided by clear learning objectives to be effective. This realization directly informed the
design of a validation strategy: by asking whether the model is focusing on task-relevant
image regions, we can better interpret its performance. This approach shaped the inte-
gration of XAI methods into the validation phase and proved essential in aligning the
model’s learned features with human expectations.

While the original vision was to remain fully independent from real-world data, incor-
porating a small number of real photographs allowed for further validation and highlighted
the generalization potential of the synthetic data.
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Potential Future Work. The methodology developed here opens several avenues for
future research. First, the procedural data generation strategy in Blender could serve
as the foundation for a generalized framework applicable across various domains. With
additional development, the pipeline could evolve into an open-source Blender add-on,
adaptable for use cases ranging from industrial assembly (e.g., LEGO-like components)
to agricultural monitoring (e.g., pruning or fruit harvesting scenarios).

The most promising direction for further work, however, lies in the formalization
of dataset validation. While this thesis focused on qualitative saliency map analysis,
the results suggest the possibility of developing a quantitative, model-driven validation
index - potentially enabling automated dataset evaluation without human-in-the-loop
supervision. Given the virtually infinite datasets that procedural tools can generate,
analyzing the distribution of saliency-based responses across synthetic samples may lead
to powerful new metrics for assessing dataset interpretability and utility. Such metrics
could incorporate saliency-derived information - such as entropy, sparsity, or alignment
with predefined regions of interest (e.g., ground-truth masks) - to provide structured,
quantitative insights into dataset quality.

Ultimately, advancing synthetic dataset validation could lead to the creation of more
robust, explainable, and ethically grounded datasets - contributing to the broader goals
of trustworthy AI and responsible machine learning deployment.
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