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ABSTRACT

Eetu Tunturi: Score-informed separation of classical music
Master’s thesis
Tampere University
Master’s programme in Information Technology
July 2025

Music source separation is the task of separating a mixture of instruments into constituent
tracks. Music source separation models usually only use an audio mixture to do the separation,
but additional information can be used to improve the model’s separation capability. This the-
sis proposes two new methods of using musical score to improve music source separation. The
proposed methods are compared to a baseline system. The baseline is a neural network architec-
ture called X-UMX, which uses the magnitude spectrograms of the mixture to create separation
masks that are applied to the magnitude spectrogram of the mixture and combined with the origi-
nal phases to obtain the separated signals. A score-informed model is proposed, which modifies
the X-UMX architecture to use the concatenation of the score and magnitude spectrogram of the
audio mixture as its input. Additionally, the score-only model is proposed, which relies solely on
the score to perform separation by replacing the magnitude spectrogram of the mixture with the
score as the only input to X-UMX. The models are trained using the synthetic SynthSOD dataset.
The musical score for the SynthSOD dataset was not previously made available, so as a part of
this work the scores are published. The MIDI files used to synthesize the dataset are not tem-
porally aligned with the audio, so an automatic audio-to-score alignment system is used to align
them. The alignment and publication of the scores is the second notable contribution of this work
besides the proposed models. The proposed systems are evaluated using the URMP and Aalto
anechoic orchestra datasets, which contain real recordings. The score-informed model improves
compared to the baseline system, but neither generalizes to the real data. The score-only model
performs slightly worse than the other models in synthetic data but achieves a big improvement in
synthetic-to-real generalization. The scarcity of real recordings is a big problem in the separation
of classical music, and better synthetic-to-real generalization is an important step toward solving
that problem.

Keywords: Music source separation, deep learning, machine learning, classical music

The originality of this thesis has been checked using the Turnitin OriginalityCheck service.
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TIIVISTELMÄ

Eetu Tunturi: Nuottikirjoitusta hyödyntävä äänilähteiden erottelu klassisessa musiikissa
Maisterin työ
Tampereen yliopisto
Tietotekniikan DI-ohjelma
Heinäkuu 2025

Äänilähteiden erottelu on tehtävä, jonka tavoitteena on erotella musiikkisekoitteen osat erilli-
siksi ääniraidoiksi. Yleensä äänilähteiden erotteluun tarkoitetut järjestelmät hyödyntävät ainoas-
taan musiikkisekoitetta, mutta erimuotoista lisätietoa voidaan käyttää järjestelmän suorituskyvyn
parantamiseen. Tässä työssä esitellään kaksi uutta tapaa käyttää nuottikirjoitusta äänilähteiden
erottelussa käyttäen syviä neuroverkkoja, joita vertaillaan vain musiikkisekoitetta käyttävään ver-
tailukohtaan. Vertailukohtana käytetään X-UMX neuroverkkoarkkitehtuuria, joka käyttää musiikki-
sekoitteen magnitudi spektrogrammia syötteenään. Ensin esitellään sekä musiikkisekoitetta että
nuottikirjoitusta käyttävä malli, jossa X-UMX arkkitehtuuri muokataan käyttämään musiikkisekoit-
teen ja nuottikirjoituksen konkatenaatiota. Toiseksi esitellään malli, jossa musiikkisekoitteen spekt-
rogrammin sijaan X-UMX käyttää syötteenään ainoastaan nuottikirjoitusta. Mallit koulutetaan käyt-
täen synteettistä dataa SynthSOD-tietoaineistosta. SynthSOD-tietoaineiston nuottikirjoitus ei ole
julkista, joten osana tätä työtä nuottikirjoitus julkaistaan. MIDI-tiedostot, joista SynthSOD synteti-
soitiin, eivät ole ajallisesti yhtenevät audio kanssa, joten nuottikirjoitus ja audio yhtenäistetään au-
tomaattisella järjestelmällä. SynthSOD nuottikirjoituksen julkaisu on toinen tämän työn merkittävis-
tä osista esiteltyjen mallien ohella. Mallien suorituskyvyn arviointiin käytettävät tietoaineistot ovat
aitoja äänityksiä sisältävät URMP ja Aalto anechoic orchestra. Musiikkisekoitetta ja nuottikirjoitus-
ta käyttävä malli kykenee parempaan suorituskykyyn kuin vertailukohtana käytetty malli, mutta se
ei yleisty aitoihin äänitteisiin. Ainoastaan nuottikirjoitusta käyttävä malli suoriutuu hieman muita
huonommin synteettisessä datassa, mutta yleistyy synteettisestä datasta aitoon dataan huomat-
tavasti muita malleja paremmin. Aitojen äänitteiden pieni määrä on iso ongelma klassisen musiikin
äänilähteiden erottelussa, joten synteettisen datan tehokas hyödyntäminen on tärkeä askel tuon
ongelman ratkaisemisessa.

Avainsanat: Äänilähteiden erottelu, syväoppiminen, koneoppiminen, klassinen musiikki

Tämän julkaisun alkuperäisyys on tarkastettu Turnitin OriginalityCheck -ohjelmalla.
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1. INTRODUCTION

Music source separation is the task of separating the signals of the constituent sources

from a mixture. Music source separation has applications in music mixing, music analysis,

immersive audio, and virtual reality. This work has been done as part of the Repertorium

project, which is a project funded by the European Union aimed at preserving classical

music. The goals of the project directly motivate the goals of this thesis. The objective is

to use music source separation as part of an immersive audio system. Separated sources

can be used as part of a system that can recreate the acoustics of a real space so that

listeners can experience music as if they were present during the recording. Another

application is the creation of minus-one tracks, where one instrument is removed from the

audio mixture. Minus-one tracks can be used by people learning to play instruments to

play along to.

Most commonly, music source separation systems use an input mixture as their only input.

Separation based only on the mixture is a difficult task because there are often multiple

highly correlated sources in the mixture. Different kinds of additional information can be

used alongside the mixture, like visual information [1], instrument activity labels [2], or

musical score [3] [4]. In this thesis, the musical score is used as additional information.

The score can be assumed to be available in real applications in classical music. Usually,

the composition of classical music is done by writing it down as sheet music, but even if

there was no preexisting score, it could be made specifically for the application. Musical

score denotes the onsets, offsets, and pitches of every note. Importantly, the scores are

separate for each instrument, which can, in theory, help the separation system focus on

the relevant sounds, unlike in the case of the audio mixture. Score has been successfully

used in systems such as non-negative matrix factorization (NMF) [5] [6] [7], and hidden

Markov models (HMMs) [8], proving that it is useful information if utilized correctly. Older

methods like NMF and HMMs have made way for deep neural networks in the music

source separation domain in recent years. Despite the success of score-informed meth-

ods in the past, scores have not been used much with deep learning methods.

This thesis focuses on the source separation of classical music. Classical music presents

a particularly difficult problem due to the poor availability of data and the complex nature

of the music. Most music is recorded in a studio, one instrument at a time, and then

mixed into a final audio mixture. However, in classical music, all of the instruments are
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played at the same time in the same room. Due to the different recording setups, iso-

lated ground-truth signals of the instruments are not available. Recordings with isolated

ground-truth signals can be recorded, such as [9] and [10], but it is difficult and expen-

sive. Therefore, the amount of data from real recordings is too low for training deep neural

networks. However, the creation of synthetic datasets is much easier, like [11] and [12].

The baseline results of synthetic datasets suggest that models trained on synthetic data

do not generalize well to real data. The methods proposed in this thesis aim to solve the

problem of synthetic-to-real generalization.

A paper about the work done in this thesis has been accepted to the European Signal

Processing Conference (EUSIPCO) 2025. A preprint paper has been published [13].

The proposed methods in the paper and this thesis are exactly the same. This thesis

expands on the content of the paper by doing a more detailed evaluation and analysis of

the methods.

The goal of this thesis is to develop score-informed deep learning methods for source

separation. The success of score-informed methods in the past suggests that they could

be useful with deep learning methods as well. Chapter 2 presents the background for

sound source separation, previous research into score-informed music source separation,

and relevant deep learning methods. Chapter 3 proposes two new deep learning methods

for score-informed music source separation and presents a baseline system to which the

proposed methods will be compared. Chapter 4 outlines the experimental setup used to

train and evaluate the proposed methods. Chapter 5 presents and discusses the results of

the experiments. Chapter 6 ends the thesis with further discussion about the implications

of the results.
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2. BACKGROUND

This thesis presents deep learning based methods for score-informed music source sep-

aration. In this chapter, the basic task of sound source separation is presented along

with a quick review of common systems and datasets, followed by an overview of exist-

ing score-informed music source separation methods. In the third section of this chapter,

deep learning methods that are related to the methodology of this thesis are explained.

2.1 Sound source separation

In this section, the problem of sound source separation is defined. Then, time-frequency

representations of audio are explained, followed by an overview of special characteristics

of classical music that pertain to music source separation. Lastly, some popular deep

learning systems are introduced.

2.1.1 Problem statement

Sound source separation is the task of separating a mixture of sounds into its constituent

tracks. In music source separation, the constituent tracks of an audio mixture are instru-

ments and vocals. The high-level description of this problem is illustrated in Figure 2.1.

Figure 2.1. Source separation splits the audio mixture into the constituent tracks. By
Ethan Manilow, Prem Seetharaman, Justin Salamon (https:// source-separation.github.
io/ tutorial/ intro/ src_sep_101.html). CC BY-NC-SA 4.0

https://source-separation.github.io/tutorial/intro/src_sep_101.html
https://source-separation.github.io/tutorial/intro/src_sep_101.html
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In this example, an audio mixture of four instruments is separated into the original four

tracks. However, there are many slight variations of the problem. Separation is not always

done so that each track in the mixture is separated. For example, in singing voice sepa-

ration, the mixture is separated into vocals and instruments. It is also possible that there

are many instances of one instrument, which may not be separated from one another

and instead combined into one output track. Many microphones may have been used

for recording, which would allow for the use of multichannel systems. The example gives

some intuition about the problem, but leaves a lot of room for ambiguity. A more rigorous

definition of source separation will be provided in this section.

To define the problem, it must be explained how sound sources become an audio mixture.

A sound source is something that emits a sound signal. The observed signal x ∈ RI×N

consists of I channels, where one channel refers to the output of one of the microphones

used to record the signal. N is the number of samples in the digital signal. The J sound

sources sj are transformed into spatial image signals

cj(n) = [c1j(n), . . . , cIj(n)]
T , (2.1)

where cij(n) is the nth sample of the spatial image of the jth source recorded by the ith

microphone. The transformation can either be an artificial effect, or it can refer to how the

source is affected by acoustics when it propagates through space to each microphone.

When the sources are recorded by microphones in the same space, the mixture is the

superposition of the spatial images, meaning they are summed to form the mixture. Like-

wise, in an artificial mixture the spatial images are added together to obtain the mixture

x(n) =
J∑︂

j=1

cj(n), (2.2)

where x(n) is an I × 1 vector. The task of sound source separation is to recover the

spatial images cj , given the mixture x. This thesis uses single-channel signals, but the

multi-channel case has been presented for generality.

2.1.2 Time-frequency representations

Source separation can be done by directly operating on the time domain signals. How-

ever, many systems use the time-frequency domain. Both of the time and frequency

domains contain important information. If only the time domain signal is used as input to

some system, the system needs to learn a frequency representation itself. Sometimes a

learned representation might result in a better system, but it makes the task more difficult

and computationally intensive. There are different time-frequency domain representa-

tions, of which the short-time Fourier transform (STFT) is used in this thesis. STFT is

the most common transform used in source separation because it is effective and can be
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computed efficiently. The STFT of a multi-channel signal is obtained by applying the STFT

individually to each channel, so the methods will be presented for the single-channel case.

In STFT, the signal is segmented into short frames, and then a spectrum is calculated for

each frame using the discrete Fourier transform (DFT). Figure 2.2 depicts the structure

of the STFT. The FFT mentioned in the figure is the Fast Fourier transform, which is an

algorithm that implements the DFT in an efficient manner. In practice, FFT is used when-

ever DFT is referred to, because the difference in computational complexity is critical. The

STFT starts by segmenting the input into frames. Frames are fixed-length and partially

overlapping. However, the DFT cannot be directly applied to the frames. Without framing,

spectral leakage will occur, causing the values of frequency bins to leak to other bins.

Spectral leakage can be reduced by multiplying the frame with a window function. There

are many different window functions, but generally, they are similar to the ones seen in

Figure 2.2, symmetric curves where the values in the center are the largest, and the val-

ues toward the edges decrease smoothly. The windowed frames can be computed from

the time-domain signal x as

x(t, n) = x(n+ tM)ha(n), (2.3)

where t ∈ {0, . . . , T − 1} is the frame index, T is the total number of frames, n ∈
{0, . . . , N − 1} is the sample index, T is the window length, M is the hop length, and ha

is the window function.

The DFT is applied to the windowed frames, yielding the STFT coefficients

x(t, f) =
N−1∑︂
n=0

x(t, n)e
−2iπnf

F , (2.4)

where f ∈ {0, . . . , F − 1} is the frequency bin, F is the number of frequency bins, and

i is the imaginary unit. The coefficients are complex-valued. This STFT spectrogram

will be used by the separation system. Often, systems that use the STFT for separation

also output an STFT spectrogram; in these cases, the inverse STFT has to be applied to

obtain time domain signals.

In the inverse STFT, first the inverse DFT is applied to each frame

x(t, n) =
1

F

F−1∑︂
f=0

x(t, f)e
2iπnf

F . (2.5)

The inverse STFT outputs are multiplied by a window function to prevent artifacts. The
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Figure 2.2. A diagram of the short-time Fourier transform. Taken verbatim from [14]. CC
BY 4.0.

time-domain signal is obtained by summing the overlapping frames

x(n) =
T−1∑︂
t=0

x(t, n− tM)hs(n− tM), (2.6)

where hs is a window function.

The window length is a parameter whose value is chosen based on the application. It

affects the time and frequency resolutions of the STFT. Increasing the window length in-

creases frequency resolution but decreases time resolution. Therefore, the window length

should be chosen based on the characteristics of the problem. For example, speech

tends to have quick variations, but the frequency resolution is not that important, whereas

in music, the variations are less frequent, but the frequency resolution is more impor-

tant. Therefore, applications in speech tend to use smaller window lengths, and music

applications use longer windows.
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The latter half of the STFT coefficients f ∈ {⌊F/2⌋ + 1, . . . , F − 1} are the complex

conjugates of the first half f ∈ {⌈F/2⌉ − 1, . . . , 1}. Usually, only the first half is used, as

the second half is merely a mirror image of the first half and thus does not provide any

additional information. Often, the coefficients are separated into the magnitude |x(n, f)|
and the phase ∠x(n, f), and processed separately.

2.1.3 Source separation of classical music

In this thesis, the focus is on classical music. Classical music presents a more difficult

challenge compared to popular music. Classical music contains more instruments than

popular music, and there are often many instances of one instrument, making the number

of tracks in the audio mixture large. Also unlike popular music, classical music often

contains different instruments which are very similar in their timbral characteristics.

Another large problem with the separation of classical music specifically is the poor avail-

ability of data. The amount of data and its quality are paramount for building good ma-

chine learning systems, and in the case of classical music, it is a limiting factor. The

scarcity of data is caused by the recording setup. Popular music is recorded in a studio,

one instrument at a time. The final mixture of the song is created by mixing the individual

tracks. Therefore, the ground truth separated signals exist. In the case of popular mu-

sic, there are problems related to copyright, which might make data acquisition tricky as

well, but in practice, there is still quite a lot of data available. However, classical music is

recorded in a concert hall with all of the instruments playing together. Therefore, ground

truth signals of the separated sources cannot be obtained from regular recordings. These

recordings may be conducted so that there is a microphone placed next to each different

instrument group so that it captures the sound of the instruments right next to where the

sound is produced. However, there is a lot of interference from other instruments in the

close microphone signals, so they cannot be used as clean, isolated ground truth signals.

Next, the three datasets used in this thesis will be introduced. There are many other

datasets, such as TRIOS [15], Bach10 [8], and Ensembleset [12], that are worth a men-

tion, but the experiments in this thesis were limited to the following three datasets:

• SynthSOD is a large-scale synthetic dataset with both ensemble and orchestra

pieces totaling around 50 hours. Ensembles are simpler songs, which are defined

as 5 or fewer instruments in this thesis, whereas orchestral pieces are more com-

plex with more than 5 instruments. As a large and diverse synthetic dataset, it can

be used for training deep learning systems. The MIDI files, which were used to

synthesize the dataset, provide the score, but they are not aligned with the audio.

The misalignments are caused by the random tempos that were used to diversify

the data. The dataset paper contains experiments with a baseline system, which

will also act as the baseline system for this thesis. [11]
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• The Aalto anechoic orchestra dataset contains four songs of symphonic music.

The recordings were done one instrument at a time in an anechoic chamber. The

individual tracks were then aligned with each other as a postprocessing step. The

total duration of the dataset is about 10 minutes. Musical scores aligned with the

audio are provided. [9]

• The University of Rochester Multi-Modal Music Performance (URMP) dataset con-

tains 44 ensemble pieces of 2 to 5 instruments each. The instruments were recorded

separately and then synchronized. Score, pitch annotations, and video of the per-

formers are provided in addition to the audio. [10]

2.1.4 Deep learning methods for sound source separation

This thesis uses supervised learning methods. In supervised learning, the ground truth

separated audio tracks are known and can be used to train a separation system. A

separation system is used to estimate the separated audio, and the system is optimized

such that the difference between the estimate and the ground truth is minimized. Different

separation systems can be used within the supervised learning framework; for example,

NMF and neural networks can both be trained in a supervised manner despite being quite

different. Next, some common deep learning systems will be reviewed.

Following a trend seen across all of machine learning, deep neural networks have over-

taken alternative methods for sound source separation. A short overview of some neural

network architectures for sound source separation will now be given. In [16], a model

architecture called Demucs is proposed, which does separation in the waveform domain.

Demucs uses convolutional layers in a unet structure, with an LSTM layer in between the

encoder and the decoder. Demucs takes as input a stereo signal of the audio mixture and

outputs the separated waveforms directly. In [17], the Demucs architecture is expanded

to a multi-domain hybrid Demucs. There are separate encoders for the waveform and

the spectrogram. The outputs of the encoders are summed, and then jointly processed

between the encoder and the decoder by some convolutional, LSTM, and attention lay-

ers. The decoder has two branches, which use the same input; one of them outputs a

spectrogram, and the other outputs a waveform. The spectrogram goes through inverse

STFT, and the result is summed with the waveform output to obtain the separated wave-

forms. In [18], the hybrid Demucs architecture is altered by changing the part between

the encoder and the decoder, which does joint processing of both domains. The new

model, called hybrid transformer Demucs, uses transformer encoder layers with cross at-

tention for cross-domain processing. In [19], a band-split RNN, which processes different

frequency bands of the input spectrogram separately, is proposed. The complex-valued

spectrograms are split into sub-bands, then first processed by linear layers, followed by

LSTM layers across both the time and frequency dimensions. The output is obtained by
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predicting a mask for each band and multiplying the corresponding parts of the complex-

valued spectrogram of the input mixture with the masks.

Based on this quick overview, there are many different deep learning systems that are

competitive and use fundamentally different approaches. Not only are the neural net-

work architectures different, but there are also differences in the domains in which the

models operate, and whether they predict masks or the signals directly. These different

approaches come with different tradeoffs, which must be considered when choosing the

appropriate model for a task.

2.2 Score-informed music source separation

Typically, music source separation systems only use the audio mixture to do the sepa-

ration. However, there are different kinds of side information that could aid the systems,

and which could also be available for use in a real application. Visual information, video

of each musician, contains information about which instruments are active at which times,

and what notes are being played. Instrument activity labels are a very simple kind of side

information that tells the system what instruments are being played at any given time.

The musical score contains information about the onset, offset, and pitch of every note

separately for each instrument. As established, this thesis focuses on score-informed

separation. In this section, previous score-informed methods will be reviewed.

Non-negative matrix factorization (NMF) has been a widely used and successful system in

sound source separation. There are many variations of NMF; here, the classical approach

will be presented. NMF takes as its input the magnitude spectrogram of the audio mixture

Y ∈ RT×F
+ , where F ∈ N is the number of frequency bins and T ∈ N is the number of

temporal frames. NMF creates the non-negative matrices W ∈ RT×K
+ and H ∈ RK×F

+

whose product approximates the audio mixture

WH ≈ Y. (2.7)

The matrices are initialized randomly, and a distance function between WH and Y is

minimized by iteratively updating W and H . K ∈ N is a hyperparameter used to set the

number of components the spectrogram should be separated into. The columns of W

are called templates, and the rows of H are referred to as activations. Conceptually, tem-

plates model the sounds each of the K components produces, and activations model the

activity of each corresponding template over time. A template vector and its correspond-

ing activation together should model the sound that was produced by a single component.

Components do not always have a one-to-one correspondence with the target sources.

Multiple components may be used per target, for example, such that each component

corresponds to some pitch range. Figure 2.3 illustrates the factorization. Subplot a de-
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Figure 2.3. a) Approximation of the spectrogram as the product WH . b) An example
of the result of factorizing a spectrogram. Taken verbatim from [20]. By Sebastian Ewert
and Meinard Müller CC-BY-ND.

picts the generic case. Note that the templates and activations have significantly lower

dimensionality than the spectrogram. Subplot b shows an example of what a factoriza-

tion might look like. In this example, the spectrogram is separated into pitches, but the

matrices W and H would look similar in the case of separating instruments. A harmonic

structure can be observed in the templates, and the activations follow the onsets seen in

the spectrogram.

Score-informed constraints in NMF are a common score-informed separation system.

Constraining the activations is straightforward, assuming a score aligned with the audio

is available. Using the onsets and offsets of notes, it can be determined when each in-

strument is silent, and the activations corresponding to silent segments can be initialized

as zeros. The onsets and offsets can also be used separately for different pitches of the

same instrument. In NMF, many components may be used to represent one instrument,

such that each component represents specific pitch values. The score contains informa-

tion on the pitches played by each instrument, which can be used to choose a suitable

value for K. The activations of different pitches can be handled separately so that when

that specific pitch is silent, the activations are set to zero. [6] [7]

The templates can also be constrained using the score. The score tells the pitch of the

notes, which can be converted into the fundamental frequency of the notes. The spec-

tral energy of a note will be focused around the fundamental frequency and its harmonic

frequencies. The harmonic frequencies are the integer multiples of the fundamental fre-

quency. The fundamental frequency and harmonics can be used to constrain NMF by

setting the template values between the harmonics to zero. The real frequencies in the

audio will not be exactly what the score denotes, so a small margin for error should be

left. [6] [7]
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The basic system outlined so far leaves many phenomena unaccounted for. Some instru-

ments, like drums, for example, do not have a clear set of harmonics, so the assumptions

made about harmonics in the template constraints do not hold for all instruments. Addi-

tionally, some instruments are played using vibrato, which refers to small, rapid variations

in pitch. The change in pitch, or in other words, the change in fundamental frequency,

goes against the assumption of notes having a specific static fundamental frequency and

harmonics around which most of the energy is concentrated. [7] The way a score is inter-

preted by a group of musicians to produce the resulting audio is complex, which means

that manually engineering constraints becomes an enormous task.

Score-informed music source separation has not seen much work in the deep learning

era. In this section, two existing score-informed deep learning systems will be reviewed

in detail.

In [3], scores are used to filter the mixture spectrograms, and the filtered spectrograms are

used as inputs to a convolutional neural network (CNN). For each note in the MIDI score,

the pitch is used to calculate the fundamental frequency. The fundamental frequency

is then used to calculate the harmonics of the note, which will be used as the mask

for said note. In the temporal dimension, a small tolerance window is used to account

for misalignments between the score and the audio. Using these frequencies and time

windows, a soft mask is calculated and applied to the magnitude of the STFT of the

mixture using pointwise multiplication. The CNN model takes as its input the score-filtered

spectrogram for each of the sources to be separated and creates an estimate of the

separated target signal. The model is evaluated on the Bach10 dataset, which contains

ten ensemble pieces with four instruments (violin, clarinet, saxophone, and bassoon).

In [6], scores are used as weak labels to train separation models in an unsupervised

way. All of the other methods described in this thesis use supervised learning, where

the ground truth separated signals are available. This system is made for scenarios

where there is no training data with ground truth signals. The scores are used to enforce

the representation of every note to be in different dimensions of the latent space of an

autoencoder so that this structured latent space can be modified to separate every note

from the mixture. During inference, the score is used to set the latent representation

of notes that are not playing at a given moment to zero. The approach is evaluated by

separating the right and left-hand notes from piano recordings, but it has not been studied

how this approach would work for separating multiple different instruments. Despite the

fact that this study uses unsupervised learning, the constraining of the latent space using

score could also be done in a supervised learning system.
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2.3 Neural networks

In this section, the building blocks of the neural network architecture used in the experi-

ments are explained in detail. Multilayer perceptrons, recurrent neural networks, and long

short-term memory form the basis for the architecture. Additionally, relevant activation

functions are covered along with some commonly used techniques like skip connections,

dropout, and batch normalization.

2.3.1 Multilayer perceptron

A multilayer perceptron (MLP) is a type of artificial neural network. It was the first type of

artificial neural network invented. The name neural network refers to the fact that artificial

neural networks were motivated by neuroscience. Neural networks loosely adopt some

structures seen in the brain, but there are many major differences. Since its invention,

the MLP architecture has changed, and the version explained here is the modern one.

MLPs consist of multiple layers of neurons that compute weighted sums of all of the

previous layer’s outputs. Each neuron in a layer gets as its input the output of each

neuron in the previous layer. Because of this structure, MLPs are commonly referred to

as fully connected neural networks or feed-forward neural networks. MLPs form the basic

structure of a neural network, on which other architectures are built.

In an MLP, each neuron computes a weighted sum of all of the outputs from the previous

layer, including a constant bias term, and then applies a nonlinear activation function to

the sum to get the final output of the neuron. The equation for a neuron is

si = f(
J∑︂

j=0

wijxj), (2.8)

where J is the number of neurons in the previous layer, wij is the weight for the jth input

and ith neuron, f is an activation function, and xj is the jth input. The bias term is in-

cluded in the sum by setting x0 = 1. The weights are adjustable, and the optimization of

a neural network happens by iteratively adjusting the weights. Sometimes an MLP might

contain some layers that do not have an activation function, for example, the output layer

depending on the application. Without nonlinearities, a neural network would only be ca-

pable of computing a linear combination of its input. The nonlinear activation functions

allow the network to learn more complex nonlinear phenomena. Three activation func-

tions are used in this thesis: rectified linear unit (ReLU), sigmoid, and hyperbolic tangent.

The input of the activation function, the sum si, is a value in the real numbers. Sigmoid is
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Figure 2.4. Diagram of a simple MLP containing one input layer, one hidden layer, and
one output layer.

used to squash its input between zero and one following a smooth curve

sigmoid(x) =
1

1 + e−x
. (2.9)

Hyperbolic tangent (tanh) is similar to sigmoid, but its output is between negative one and

one instead of zero and one

tanh(x) =
2

1 + e−2x
− 1. (2.10)

ReLU sets all negative values to zero but lets all positive values through unmodified

ReLU(x) =

⎧⎨⎩0 for x < 0

x for x ≥ 0
. (2.11)

There are many nonlinear activation functions, and it is not known exactly how they affect

the network. In practice, activation functions are chosen based on empirical experience,

which is why the rectified linear unit (ReLU) has been the most used activation function

for a long time, even though there are newer alternatives.

The structure of an MLP is illustrated in Figure 2.4. The network in the figure has one

input layer, one hidden layer, and one output layer. The input layer does not have any

weights, it just feeds the input to the following layer. The second layer is a hidden layer.

Hidden layer is the name given to all layers that are not input or output layers. The output
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layer works like a normal MLP layer as described above, but its outputs are the final

outputs of the network. It should be noted that MLPs are rarely used in their lonesome

nowadays, but instead, they are used as parts of larger networks that combine different

types of layers.

2.3.2 Recurrent neural networks

Recurrent neural networks are a neural network architecture intended for temporal data.

MLPs struggle with temporal data because they need to use a different set of weights for

each timestep, which makes the number of weights quickly grow out of control. RNNs take

the MLP architecture and modify it by adding a cyclical connection to each neuron that

allows every timestep to be processed by the same weights while maintaining a hidden

state that propagates temporal information through time. Each neuron gets as its input

all of the outputs of the previous layer, just as in an MLP. The neurons maintain a hidden

state, which is updated at each timestep. The update happens by adding together the

weighted sums of the input at that timestep and the previous hidden state, and applying

an activation function to the sum:

ht = g1(Whh
t−1 +Wxx

t + ba), (2.12)

where ht ∈ RH×B is the hidden state at time t, g1 is an activation function, Wh ∈ RH×H

and Wx ∈ RH×X are trainable weights, xt ∈ RX×B is the input of the neuron at time t,

and bh ∈ RH is a trainable bias. B is the batch size, which is the number of inputs the

network processes in parallel. H is the size of the hidden state, and X is the size of the

input. The output of the neuron is computed using the hidden state:

Figure 2.5. Diagram of an RNN, where the recurrent connection has been unrolled.
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yt = g2(Wyh
t + by), (2.13)

where yt ∈ RY×B is the output of the neuron at time t, g2 is an activation funtion, and

Wy ∈ RY×H and by ∈ RY are trainable weights and biases. Y is the size of the output. All

of the trainable weights and biases are the same for each timestep. The network learns

how to use temporal information by propagating the relevant information in the hidden

state through time. The temporal structure of an RNN is illustrated in Figure 2.5. In the

diagram, the cyclical connection of a neuron is unrolled, showing how the RNN computes

its outputs one timestep at a time. RNNs possess the ability to process inputs of any tem-

poral length without changing the number of weights required. However, the performance

of the network will deteriorate the longer the input is, even if the network can process it

in theory. RNNs struggle to learn long temporal dependencies because of the vanish-

ing gradient problem. Because of the matrix multiplication between the hidden state and

the weights, the gradients of those weights are multiplied at each timestep. Over many

timesteps, the repeated multiplication makes the gradients very volatile, meaning they ei-

ther decrease to zero (i.e. vanish) and the weights stop learning, or they quickly grow to

infinity, causing numerical issues that destroy the output of the network completely. There

are more advanced RNN variants and completely different architectures that attempt to fix

the vanishing gradient problem that vanilla RNNs struggle with. Long short-term memory

is the RNN variant used in this study and will be explained in detail in Section 2.3.3.

So far, what has been described is a unidirectional RNN, where the temporal information

flows in one direction, from the beginning timestep 0 to higher timesteps. When the model

Figure 2.6. Diagram of an unrolled bidirectional RNN, showing how there are two sets of
weights and outputs processing the input sequence.
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is creating its output at timestep t, it is using information from timesteps 0..t. However, in

many applications, the entire temporal context is available to the model. A unidirectional

RNN is unable to use the information from timestep t + 1 onward, even though it is

available and possibly contains valuable information. Bidirectional RNNs were proposed

by Schuster and Paliwal [21] to fix this limitation. Bidirectional RNNs process their input

in both directions along the temporal dimension, maintaining a separate hidden state for

each direction; a block diagram of this structure is presented in Figure 2.6. The two

directions are processed by different sets of weights. For each timestep, two outputs are

calculated, one from each hidden state. By using both of the outputs at the layer following

the bidirectional layer, the network can now utilize information from all timesteps at once.

It is also common practice to stack multiple RNN layers in a row. One layer can only learn

simple temporal dependencies, but this limitation can be fixed by using many layers.

2.3.3 Long short-term memory

Long short-term memory (LSTM) is a type of recurrent neural network that was developed

to solve the vanishing gradient problem and thus improve the capability of RNNs to learn

long temporal dependencies. There are many variations of the LSTM with slight differ-

ences, but the general idea is the same in all of them. The first LSTM came to be when

Hochreiter and Schmidhuber [22] proposed to replace the neurons in RNNs with more

complex memory cells. Each cell has a recurrent connection back to itself that maintains

a cell state alongside the hidden state. The cell state that flows through the recurrent con-

nection is modified by gates. Gates are pointwise multiplications with learnable weights,

so the temporal information is modified only by simple linear operations, allowing it to flow

through time more easily than in a vanilla RNN. LSTMs have many variants, which have

different configurations of gates. In this thesis, the LSTM variant provided in the PyTorch

library is used, which differs from the original LSTM. The structure of this LSTM variant is

illustrated in Figure 2.7, and will be described in detail below.

There are four gates in this LSTM variant. First, the forget gate uses the input of the

current timestep and the hidden state of the last timestep to decide what information is

now irrelevant, and discards it:

f t = σ(Wifx
t + bif +Whfh

t−1 + bhf ), (2.14)

where f t ∈ RH×B is the output of the forget gate, Wif ∈ RH×X and Whf ∈ RH×H are

learnable weight matrices, xt ∈ RX×B is the input at time t, bif ∈ RH and bhf ∈ RH

are learnable biases, ht−1 ∈ RH×B is the hidden state of the previous timestep, and σ

is the sigmoid function. Next, the input gate decides which values in the cell state will be

updated:

it = σ(Wiix
t + bii +Whih

t−1 + bhi), (2.15)
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Figure 2.7. Block diagram showing the internal structure of an LSTM cell.

where it ∈ RH×B is the output of the input gate, Wii ∈ RH×X and Whi ∈ RH×H are

learnable weight matrices, and bii ∈ RH and bhi ∈ RH are learnable biases. Next, the

cell gate creates new values to be added to the cell state:

gt = tanh(Wigx
t + big +Whgh

t−1 + bhg), (2.16)

where gt ∈ RH×B is the output of the cell gate, Wig ∈ RH×X and Whg ∈ RH×H are

learnable weight matrices, and big ∈ RH and bhg ∈ RH are learnable biases. The cell

state is updated using the outputs of these gates:

ct = f t ⊙ ct−1 + it ⊙ gt, (2.17)

where ct ∈ RH×B is the cell state at time t, and ⊙ is pointwise multiplication. Next, the

output gate decides which parts of the cell state will be in the output of the cell:

ot = σ(Wiox
t + bio +Whoh

t−1 + bho), (2.18)

where ot ∈ RH×B is the output of the output gate, Wio ∈ RH×X and Who ∈ RH×H are

learnable weight matrices, and bio ∈ RH and bho ∈ RH are learnable biases. The final

output of the cell, the hidden state ht ∈ RH×B, is calculated as

ht = ot ⊙ tanh(ct). (2.19)

RNN and LSTM layers usually apply an activation function to their outputs, just like linear

layers do. Furthermore, dropout and batch normalization are commonly used with LSTMs

as well. The training of LSTMs works the same way as MLPs; the LSTM memory cell is
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differentiable, so the backpropagation algorithm can be used just like with MLPs.

2.3.4 Neural network training

There are different ways of training neural networks. In this thesis, the most common

approach combining backpropagation and gradient descent is used. When using these

techniques, neural networks are optimized using an iterative training process. First, the

network is initialized randomly by sampling the weights and biases from some distribution,

often from a uniform distribution with a mean of zero. During training, a batch of inputs is

run through the network, and a loss function is calculated using the outputs. The loss is a

number that tells the network how large of an error it has made in its prediction. The loss

function and the entire network are differentiable. Using an algorithm called backpropa-

gation, the derivatives of the loss with respect to the learnable weights of the network are

calculated. The derivatives indicate the direction the weights can be changed to minimize

the loss. The adjustment of the weights is done using an optimization algorithm. There

are many optimization algorithms. The Adam optimization algorithm is used in this the-

sis, which is a common optimizer used for various tasks. The Adam optimizer maintains

momentum individually for each parameter. Momentum is used to update the weight as a

weighted sum of the derivative for that parameter and the parameter’s previous value. By

maintaining momentum individually for each parameter, the parameters can be adjusted

at different rates, which leads to more robust optimization. The optimization process is

done stochastically in batches. The derivatives are calculated for each batch, and then

the optimization algorithm is used to update the network’s weights using the derivatives

that have been averaged over the batch. Learning rate is a crucial hyperparameter of

the optimizer. Learning rate controls the magnitude of change that one iteration of the

optimization process applies to the weights. Choosing the correct learning rate greatly

affects how fast the model learns. If the learning rate is too low, the weights change too

slowly, resulting in the network not learning enough. On the other hand, if the learning

rate is too high, the learning will be unstable, causing the network to be unable to hone in

on the minima of the loss, which also results in worse learning outcomes.

Usually, the training process is further divided into epochs. During one epoch, a set

number of batches is iterated over. Commonly, after each epoch, the model is tested on

a validation dataset by calculating the loss or other metrics. The validation dataset is a

separate dataset from the training dataset, although usually it is obtained by splitting the

training dataset into two parts. The purpose of this is to monitor how the performance of

the model improves in data that has not been used for optimization, which can be used to

gauge overfitting. The validation dataset performance can be used to decide when to stop

the training; this is referred to as early stopping because the training is stopped before

reaching a maximum number of epochs that has been chosen as a hyperparameter.
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Hyperparameters are parameters that define the network and its training, for example,

the number of layers, the size of layers, or the type of activation functions used. This

is not to be confused with the word parameters, which is used to refer to the trainable

weights of the network.

There are different paradigms for training neural networks. The one used in this thesis

is called supervised learning. In supervised learning, there exists a training dataset that

contains examples of inputs and their corresponding ground truth outputs. The ground

truth represents the desired output of the model given its corresponding input. Generally

speaking, the purpose of training a neural network is that it is needed for some task. If a

model were to just memorize each data point in the training dataset, it would be almost

useless for the desired task, as it would encounter unseen data that it has not memorized.

Therefore, the purpose of training is to learn a distribution that accurately describes the

training data in a way that also generalizes to the downstream task. It is common for a

neural network to learn characteristics of the training data that do not generalize to the

task, which is referred to as overfitting. It is important that the distribution of the training

data is as close as possible to the distribution of the actual task to make generalization

easier. However, sometimes it is not possible to obtain such a training dataset. In these

cases, it is often worth it to trade off some performance in the training dataset if it results

in better generalization. For example, as discussed in Section 2.1, a training dataset

that matches the conditions of the test data is difficult to obtain for source separation

of classical music, so synthetic training data is used instead. Therefore, in this thesis,

the results obtained in the synthetic training data are not the focus; instead, the real

recordings are the most important.

There are some commonly used techniques that are used to make training neural net-

works faster and more robust that deserve a short overview alongside the fundamen-

tal architectures. In this thesis, three such techniques are used: batch normalization,

dropout, and skip connections.

Batch normalization is a method used to speed up the training of neural networks. Batch

normalization uses the mean and standard deviation of its input over each batch to nor-

malize the inputs. The output is calculated as

y =
x− E[x]√︁
V ar[x] + ϵ

∗ γ + β, (2.20)

where y is the output, x is the input, E[x] is the mean of x, V ar[x] is the variance of x, ϵ

is a small constant for numerical stability, and γ and β are learnable parameter vectors of

the same size as x and y. γ is initialized as ones, and β as zeros. The input x is the output

of some layer in a neural network. Batch normalization can be used in different positions,

but most commonly it is used between the weighted sum and the activation function of a
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Figure 2.8. Block diagram of skip connections.

layer. During training, the mean and standard deviation are calculated individually for each

batch. During testing, the calculation can also be done individually for batches, but often

running statistics are kept during training and used during testing as an approximation of

the global statistics.

Dropout is a technique used to reduce overfitting in neural networks. Dropout works by

randomly disabling neurons in a layer during training. [23] For each batch independently,

the disabled neurons are sampled from a Bernoulli distribution with a probability that can

be set as a hyperparameter. Dropout is disabled during testing so that the network can

be used at its full capacity. The idea behind the random disabling is that the layers have to

learn more general features spread through many different neurons, instead of individual

neurons learning to react strongly to a specific type of input.

Skip connections, or residual connections, are a technique originating from the ResNet

convolutional neural network (CNN) architecture [24]. Even though skip connections origi-

nate from CNNs, they are used in many different types of neural network architectures. As

illustrated in Figure 2.8, skip connections provide an alternative path through the network

that skips some hidden layers and combines the outputs of the layers and the skip con-

nection by summing them. Skip connections have been experimentally proven to make

training more robust. Conceptually, skip connections work by letting the gradients flow

freely through the skip connections, without being distorted by each layer.
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3. METHODOLOGY

In this chapter, the methods used in the experiments will be explained. First, the baseline

system is explained. Then, two new approaches for score-informed music source sepa-

ration are proposed. Lastly, the alignment of score to audio, and its potential effects on

separation performance are discussed. The text for this chapter has been taken from the

EUSIPCO paper [13] and modified.

3.1 Baseline approach

The methods in this thesis use the magnitude of the STFT of the input mixture and the

scores of the instruments to estimate a spectral mask for each target instrument. The

spectral masks are applied to the magnitude of the STFT of the mixture to obtain the

separated spectrograms, and then the inverse STFT is applied to obtain the separated

signals; this high-level structure of the methods is illustrated in Figure 3.1. As discussed

in Section 2.1, it is common for state-of-the-art systems to use waveforms and predict the

signals directly instead of predicting a mask. Whereas the alternative approaches might

yield better results in some cases, the methods used in this thesis result in smaller mod-

els that are faster and easier to experiment with, while still providing good performance.

Smaller models also require less training data, and since the lack of training data is a

big problem in source separation of classical music, smaller models were chosen. The

topmost diagram in Figure 3.1 is the baseline model, which uses a very common basic

structure used by sound source separation systems. In the diagram, X-UMX is a neural

network architecture. The methods in this thesis are not specific to the neural network

architecture, so X-UMX could easily be changed to a different model. No other model

architectures were tried during the experiments of this thesis.

X-UMX [25] was chosen as the baseline model as it was also used as the baseline for

the training dataset [11]. The implementation of X-UMX from the open-source Asteroid

library [26] was used. As the models were trained to separate 15 different instruments,

the amount of GPU memory required for training became large. Therefore, the model was

split into four separate models corresponding to the four instrument families: strings (vio-

lin, viola, cello, bass), woodwinds (flute, clarinet, oboe, bassoon), brass (horn, trombone,

tuba, trumpet), and percussion (timpani, harp, untuned percussion).
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Figure 3.1. Block diagrams of the three evaluated methods.

An illustration of the structure of the X-UMX model can be seen in Figure 3.2. X-UMX

consists of an encoder, three bidirectional LSTM layers, a decoder, and two global aver-

aging layers. The encoder is a linear layer followed by batch normalization and hyperbolic

tangent activation. The decoder contains two linear layers, each followed by batch nor-

malization, and the first followed by ReLU activation. Both the input and the output of the

model are normalized using a learned normalization. The input normalization is initialized
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Figure 3.2. Diagram of the X-UMX neural network architecture.

using statistics calculated from the data, whereas the output normalization is initialized

as an identity scaling. There can be a varying number of encoders and LSTM branches,

each with its own weights. The number of decoder branches is determined by the number

of sources that are separated because each branch directly corresponds to one output

source. The information of the different branches is shared by using global averaging

layers. There are two global averaging layers, one between the encoder and the LSTM,

and the other between the LSTM and the decoder. The averaging layers compute the

average of each element of the feature vector over the different branches. The rationale

for the averaging layers is that the different branches of the model can share information,

so they don’t have to learn the same features. The model also utilizes a skip connection

from the output of the first averaging layer to the output of the second averaging layer. [25]

The number of encoder branches and LSTM branches can be chosen freely because the

output size of the averaging layers does not depend on the number of branches. In this

thesis, the number of branches is always equal to the number of instruments.

For the loss function, both multi-domain loss and combination loss are used as described

in [25]. Multi-domain loss is the weighted sum of a frequency domain component and

a time domain component. The frequency domain loss is the sum of the mean squared

error between the estimated and ground truth magnitude spectrograms. The time domain

component is the weighted signal-to-distortion ratio. In combination loss, instead of only

considering the loss of each instrument independently, the loss for combinations of instru-

ments is also calculated by combining their separation masks. The final loss is the mean

of all instrument combinations, except for the combination of all instruments. The ratio-
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nale for the combination loss is to reduce bleeding. If the output of multiple instruments

contains bleeding from one common instrument, the combined loss of those instruments

will emphasize the bleeding caused by a common instrument.

3.2 Proposed approaches

The score is preprocessed into a piano roll representation. Using the same temporal

resolution as the spectrogram, for every time frame, the note activity is represented as a

vector with length 128 (i.e., the number of MIDI notes), where the note activity is denoted

by 1 (on) or 0 (off). Figure 3.3 shows the piano roll of one of the instruments of a track

from SynthSOD aligned with the corresponding magnitude spectrogram. Before feeding

the score to the model, it is aligned with the audio during preprocessing, as explained in

Section 3.3.

In the score-informed model, score information is first encoded with a small encoder

consisting of a 3-layer bidirectional LSTM, followed by batch normalization and ReLU ac-

tivation. The score encoder has its own set of trainable weights for each instrument. The

encoded score information is concatenated framewise with the magnitude spectrogram

of the mixture and then given to an X-UMX model with the same hyperparameters as the

baseline, with the exception of the input size. Because of the instrument-specific scores,

the encoder branches now conceptually correspond to specific instruments, which was

not the case for the baseline. Each branch still gets the mixture as input, so they can all

learn general features, not specific to any instrument.

Different approaches to integrating the score information with the audio were also tried.

The different approaches experimented with combining the score and audio at different

intermediate layers in the X-UMX architecture. Concatenation was done at the input, right

before the LSTM layers, and right before the decoder. As an alternative to concatenation,

pointwise multiplication was also experimented with in all of the different locations as

well. The results of all of the different configurations were practically identical, so their

results will not be explained in detail in this thesis. The approach where the score is

concatenated to the audio at the input was chosen because it was thought to be the

simplest method, neural network architecture agnostic, and most similar to the other two

approaches experimented with in this thesis.

Additionally, a score-only model is proposed. The score-only model uses only the score

to create the spectral mask, as seen in Figure 3.1. In this case, there is no separate

encoder for the scores, instead, X-UMX takes directly the piano rolls of every instrument

as inputs. The score representation used is the same as it is for the score-informed

model. For the score-only model, the input and output normalizations of X-UMX were

removed since it was found that it worked better without them in this case. The motivation

behind the score-only model is that it should not overfit to the synthetic audio, since the
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Figure 3.3. The piano roll score representation (top) and magnitude spectrogram (bot-
tom) of a 10-second segment of violin from the SynthSOD dataset.

model can no longer directly see it. It should be noted that the score-only model can still

overfit because the loss is calculated from the synthetic audio. Therefore, the model can

still indirectly see the audio through the loss.

3.3 Score alignment

It is important for separation performance that the score and audio are aligned. Of the

three datasets used in the experiments, URMP [10] and the Aalto anechoic orchestra

dataset [9] provide aligned scores. However, the training dataset, SynthSOD [11], does

not provide aligned score information. The score was obtained from the MIDI files that

were used to synthesize the dataset. However, since random tempo segments were used

to increase the diversity of the dataset, there are significant misalignments between the

original scores and the audio. Misalignments could cause problems in training the model,

so the MIDI files were aligned with the audio as a preprocessing step.

The system described in [27] was used for the alignment. This system splits the score

into different segments according to the concurrent notes and their transitions, which are
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synthesized and modeled using non-negative matrix factorization, and aligns them to the

audio using a dynamic time warping algorithm. The alignment system outputs a CSV file

for each song, which contains, for every note in the song, the corresponding onset, offset,

pitch, and instrument. The synthesizer used for the alignment cannot parse some of the

MIDI files perfectly, so some songs were excluded from all of the experiments. The aligned

scores and updated metadata files have been released1. In this work, the focus is on the

effectiveness of aligned scores. There will always be small misalignments in real data,

so in theory, similar misalignments in the training data should improve performance in

downstream tasks. The models can handle temporal information, so they should be able

to learn how to deal with the misalignments as long as they are small enough. Temporal

misalignments will affect results, but the detailed study of those effects is left for future

work.

1[Online]. Available: https://doi.org/10.5281/zenodo.14971533
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4. EXPERIMENTS

The alignment system described in Section 3.3 is applied to SynthSOD, and the aligned

scores are published. The methods described in chapter 3 are trained using a large-scale

synthetic dataset and then evaluated in two datasets containing real recordings. The text

for sections 4.2 and 4.3 has been taken from the EUSIPCO paper [13] and modified to fit

this thesis.

4.1 Datasets

The alignment system described in Section 3.3 was applied to SynthSOD in order to

align the scores to the audio. Table 4.1 contains the number of songs aligned out of each

partition. The system was able to align about 84% of the songs in total but was unable to

correctly parse the MIDI files for the remaining 16%. The relative sizes of the partitions

remain roughly the same, which is important so that there is a sufficient amount of data

in each partition. The aligned scores are published at 1. Two versions of the score data

were published. After the initial publication, it was noticed that there were some notes

in the scores that were not present in the synthesized audio. There were notes in the

MIDI files that had pitches that were outside the allowed range for their instruments in the

synthesizer that was used for the creation of the dataset. The total number of missing

notes was quite small, but the timpani had almost half of its notes missing. The solution

was to remove the unsynthesized notes from the scores so that the scores and the audio

describe the same music. All of the experiments in this thesis use the second version of

the scores, which contains the scores where unsynthesized notes have been removed.

Table 4.1. The number of successfully aligned songs from each partition of SynthSOD.

Partition Aligned Original

Train 351 408

Test 91 112

Evaluation 42 56

All 484 576

SynthSOD contains two different violin tracks for many songs, which were combined into

one single violin track. As done in the original baseline of SynthSOD, the piccolo is joined

1[Online]. Available: https://doi.org/10.5281/zenodo.15575778
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to the flute and the cor anglais to the oboe, because the piccolo and cor anglais have little

data in the dataset and are very similar to the flute and oboe, respectively. All audio in

SynthSOD has a sampling rate of 44.1 kHz, which was also used for training.

The Aalto anechoic orchestra dataset contains four real recordings of symphonic music.

Aligned note onset and offset annotations are provided in a CSV format. Aalto contains

10 instruments: violin, viola, cello, bass, flute, clarinet, oboe, bassoon, horn, and trumpet.

Notably, there is no percussion, unlike SynthSOD. Each instrument may contain multiple

tracks, which were joined together before evaluation. [9]

The URMP dataset consists of 44 real recordings of songs with between two and five

instruments each. There are some songs that only contain multiple instances of one in-

strument, which were omitted from the experiments in this thesis. Songs with saxophone

were also omitted since there is no saxophone in the training data. URMP audio has a

sampling rate of 48 kHz, so it was resampled to 44.1 kHz to match the other datasets.

URMP provides note onset, frequency, and duration annotations in a CSV format for each

individual track. [10]

During the experiments, it was noticed that every track of the URMP recordings contains

a distinct low-frequency noise, which could impact the evaluation results. Therefore, the

recordings were denoised using Wiener filtering based on noise statistics calculated from

silent regions of the recordings. All of the evaluations in this thesis were done using

the denoised tracks. The Python script used for the denoising is available in the Github

repository2 of this thesis, along with the code used to train and evaluate the models.

The result of the filtering is illustrated in Figure 4.1. The plot contains the magnitude

spectrograms for clips from the original signal and the result of the Wiener filtering. The

magnitude spectrogram of the original signal contains a lot of energy caused by the noise

at low frequencies in the range of 0 Hz to 300 Hz. The noise is barely audible to the human

ear, but the amount of energy of the noise is high enough that it could affect evaluation

metrics, especially as the noise is present in all tracks in the dataset. From the filtered

result, it can be seen that most of the noise is gone, with only small bits of energy left

behind. Some instruments that are present in the dataset, for example tuba, have notes

where the frequency overlaps with the noise. It was checked manually that the filtering

does not noticeably degrade the audio quality, even for instruments with low sounds.

4.2 Training setup

The STFT was computed using a window size of 4096 with a hop size of 1024. The same

window size and hop size were used to create the piano rolls. All audio had a sampling

rate of 44.1 kHz. Training was done using 6-second segments of audio and score, which

2[Online]. Available: https://github.com/ee7u/score-mss
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Figure 4.1. An example of the magnitude spectrograms of the original and cleaned sig-
nals from the URMP dataset. The spectrograms were calculated from a 10-second clip
of a violin.

are randomly sampled during the training individually for each instrument, meaning the

instruments potentially use segments from different songs or different parts of the same

song. Randomly sampled segments make the separation easier during training because

they reduce spectral overlap, but this technique has been found to improve separation

capability in downstream tasks [28]. The models were trained with a batch size of 14 until

the validation loss did not improve for 20 epochs. The Adam optimizer was used with a

learning rate of 0.0001. The models were implemented using Pytorch 2.6.0 with Python

version 3.12.8.

Compute was provided by the CSC IT center for science. CSC is a company owned by the

Finnish state and education institutions, providing computing for science and education.

Both training and evaluation were done in CSC’s Puhti cluster. Training was done in the

GPU partition, but evaluation was done without GPUs in the small partition because the

runtime of the evaluation is bottlenecked by the calculation of evaluation metrics, which

is done entirely on the CPU. The CPU used in both partitions is a Xeon Gold 6230, with

64 GB of memory for training runs and 128 GB of memory for evaluation. Each GPU

compute node contains four Nvidia V100 GPUs, each with 32GB of memory, but only one

was used because the methods used in this thesis do not require enough computation or

memory to warrant using multiple GPUs for training. With the early stopping parameters

used, the models would train for anywhere between 60 and 90 epochs, which would

take around 12 to 18 hours. As mentioned in Section 3.1, the models are split into four
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according to the instrument families. For example, when training the baseline model,

four models are trained (strings, woodwinds, brass, percussion). The training of these

models is completely independent, running on different hardware at different times with

no sharing of information.

4.3 Evaluation setup

For evaluation, three datasets were used: the test partition of SynthSOD [11], the Aalto

anechoic orchestra dataset [9], and the University of Rochester Multi-Modal Music Per-

formance (URMP) dataset [10]. SynthSOD contains a mixture of ensembles, which are

simpler songs with fewer instruments, and orchestral pieces, which contain more instru-

ments. To make the results more comparable to the other datasets, the SynthSOD test

partition was split into ensembles (5 or fewer instruments) and orchestral pieces (more

than 5 instruments), and results are shown separately. Even though the results are shown

separately, all models have been trained with both ensembles and orchestral pieces.

Objective evaluation of sound source separation is a complex issue. In this thesis, bss_eval

metrics are used [29]. bss_eval was chosen because it is the most established way of

objectively measuring separation performance. To calculate the metrics, the estimated

signal for each source ŝj is decomposed into four components

ŝj = starget + einterf + enoise + eartif . (4.1)

The interference error einterf is the part of ŝj consisting of other sources than j. The noise

error enoise is the error caused by sensor noise. The artifact error eartif accounts for errors

resulting from other causes. starget is the target source sj modified by a linear distortion

starget = f(sj), where f is the distortion. The implementation of the metrics used in

this thesis uses starget for some metrics, and sj for others. The reason these metrics

are adopted in this thesis is because they are the established ones. There are known

issues with the metrics, especially because of the allowed linear distortions [30]. The

original purpose of the distortions was to account for cases where the reference signal

and the spatial image of said signal in the microphone that recorded the mixture are

different. The distortion is supposed to account for the effects caused by the propagation

of the signal from its source to the microphone that recorded the mixture. However, in

many cases, such as this thesis, this is not a problem because the way the recordings

have been done means that there is no difference in how the different tracks are affected

by propagation. The linear distortions are accounted for by fitting a short FIR filter and

applying it to the reference. The problem is that the FIR filter can change the reference

in ways that artificially improve the metrics, which can cause the comparison of different

source separation methods to be unfair. However, solving these issues is far beyond

the scope of this thesis, so the standard evaluation methods will be adopted despite the
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potential problems.

The signal-to-distortion ratio (SDR) is defined as

SDR = 10 log10
||sj||2

||einterf + enoise + eartif ||2
, (4.2)

the signal-to-interference ratio (SIR) as

SIR = 10 log10
||starget||2

||einterf ||2
, (4.3)

and the signal-to-artifact ratio (SAR) as

SAR = 10 log10
||starget + einterf + enoise||2

||eartif ||2
. (4.4)

Note that the SDR metric does not allow for linear distortions, unlike the SIR and SAR.

Therefore, the SDR metric does not suffer from the problems caused by the distortion

filtering. SDR is the primary metric used to evaluate separation performance, so it is

important that it is computed fairly. Conceptually, SDR compares the energy of the parts

of the estimate that match with the reference source to the parts of the estimate that do

not, regardless of the source of the error. The SIR and SAR are used to gauge the effects

of interference and artifacts, which can elucidate the causes of errors, which may differ

among different model architectures.

The Museval library is used for computing the metrics [31]. Museval is a popular open-

source library originally made for the MUSDB18 dataset. Because of differences between

the MUSDB18 dataset and the datasets which are used in this thesis, the library does not

know how to handle cases where some of the sources are silent, so a fork of the library

was used instead of the default version3. The SDRs are computed in non-overlapping

one-second frames for each instrument. The median of the frame-wise SDRs is used to

obtain song-level metrics, and then the median of the songs is taken to get the final results

for each instrument. The Museval library excludes silent frames from the metrics. Museval

defines silent frames as frames where all of the samples in the ground truth signal are

exactly zero. However, for the URMP and Aalto datasets, the silent parts are not exactly

zero. Before the evaluation, each of the ground-truth tracks is processed such that all

one-second silent frames are set to zeros, considering a window as silent if the absolute

values of all of the samples in the window are below 0.01. This process was also applied

to the SynthSOD test partition, which explains why the results of the baseline presented

in this thesis are different than the ones presented in the original SynthSOD paper [11].

However, these results better represent the separation performance of the models since

SDR diverges when the target energy approaches zero. Silent frames were having a

3[Online]. Available https://github.com/DavidDiazGuerra/sigsep-mus-eval
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disproportionate impact on the final SDR results despite being perceptually negligible.

To better understand the performance of the models in silent frames, a separate silence

metric is measured. The energy of a frame is calculated as the sum of the squares of

the samples in the frame. To obtain the silence metric, for each song, the median of the

energies of estimated silent frames is divided by the median of the energies of ground

truth nonsilent frames. Here, estimated silent frames refer to the estimates of frames that

should be silent according to the ground truth signal. The purpose of this metric is to

see if there is a difference in how well the different methods are able to correctly output

silence.

One possibly significant factor for separation performance is polyphony. Polyphony refers

to music with multiple different melodies played simultaneously. Highly polyphonic music

is more complex and therefore more difficult to separate. The experiments seek to mea-

sure the effect of polyphony on separation performance by splitting the evaluation frames

by the number of instruments playing in each frame. Going forward, the word polyphony

will be used to refer to the number of different types of instruments playing at once, which

may differ from how the word is used in some other contexts. Using the same definition

for silence and nonsilence as above, all samples in the window being below or above 0.01

absolute value, each frame is assigned the number of instruments that are playing in it

based on the ground truth signal. The results are shown separately for each instrument

count. The median over all frames with the polyphony of each instrument is taken, and

then the mean over the instruments is used as the final metric.

The models will also be analyzed by visualizing the separation masks. This is not a reli-

able way of evaluating the quality of their outputs, but by analyzing the masks, differences

between the models can be found. By visualizing the masks of each model for the same

audio clip, clear differences among them arise. Masks can also be used to gauge how

the models handle different domains (i.e., synthetic or real), or different instruments.
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5. RESULTS

Despite the exact same architecture and hyperparameters as the baseline for the Synth-

SOD dataset [11], the baseline model was retrained for a fairer comparison since some

of the training data was omitted due to the alignment problems described in Section 3.3.

Slight changes were also made to the evaluation, which explains why the results are dif-

ferent. Table 5.1 shows the SDRs for the ensembles in the test partition of SynthSOD

and the URMP dataset. In SynthSOD, the score-informed model achieves 6.70 SDR,

which is 1.06 dB better than the baseline’s 5.64 SDR. The score-only model’s 4.34 SDR

is significantly worse than the baseline, which could be expected since the model has

less information at its input. In the URMP results, the improvement of the score-informed

model is similar, with the score-informed model achieving 1.62 SDR, which is 0.45 dB bet-

ter than the baseline’s 1.17 SDR, but it presents the same generalization issues as the

original audio-only baseline. However, the score-only model does clearly better in URMP,

achieving 4.49 SDR, which is a 3.32 dB improvement over the baseline. The score-only

Table 5.1. Signal to distortion ratios [dB] for models evaluated in the ensembles (up to
5 instruments) of the test partition of SynthSOD, and URMP. The first column of every
evaluation dataset is the SDR of the original mixtures.

Evaluation on: Ensembles in SynthSOD URMP

Instrument Original Baseline Score informed Score only Original Baseline Score informed Score only

Violin -3.73 8.15 8.61 5.26 -2.32 0.70 0.72 5.49

Viola -5.87 6.06 6.58 5.08 -5.59 0.21 0.60 6.16

Cello 1.25 10.28 10.06 8.63 -5.06 3.39 4.97 5.83

Bass -5.17 6.85 7.37 6.27 -6.56 3.43 3.36 6.20

Flute -11.79 2.14 4.13 1.27 -2.67 1.19 0.95 3.35

Clarinet -7.41 2.36 4.98 4.32 -4.44 0.20 0.56 3.78

Oboe -5.19 9.81 10.14 3.77 -6.54 0.17 0.31 1.87

Bassoon -3.79 5.77 7.16 2.07 -3.39 0.65 0.49 3.04

Horn -4.38 1.51 4.64 2.10 -6.38 1.56 1.51 2.84

Trumpet -0.02 8.27 9.01 6.25 -2.38 1.84 3.07 5.73

Trombone 1.02 7.36 9.05 6.06 -3.84 0.69 1.83 3.79

Tuba 5.08 4.00 7.85 6.78 -6.43 0.03 1.09 5.78

Harp -11.56 2.72 3.40 2.53

Timpani -13.80 3.64 0.82 0.42

Unt. perc.

MEAN -4.67 5.64 6.70 4.34 -4.63 1.17 1.62 4.49
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model is not only significantly better in the mean but also the best model in every in-

strument. The score-only model’s performance is almost the same in both the synthetic

and the real-recording domains, with only a small difference of 0.15 dB between the two

datasets. This shows the score-only model’s ability to generalize from synthetic data to

real data without overfitting to the specific audio characteristics of the synthetic data since

it does not use the audio to compute the separation masks of every instrument.

Table 5.2 contains the results for orchestras in the test partition of the SynthSOD dataset

and the Aalto dataset. These datasets are much more challenging, which can be seen

in the results. In SynthSOD, all of the models have a mean SDR within 0.13 dB of one

another. Looking at the instrument specific metrics, the score-informed model is the most

consistent, but the outlier SDR for untunued percussion brings its mean score down a

lot. Still, the score-informed model seems to do the best in SynthSOD. In Aalto, all of the

models have similar performance as well, this time separated by 0.30 dB. The SDRs in

Aalto are so low that the small differences are practically insignificant because the SDR

metric is unstable at low values such as these. The score-informed and score-only models

show slightly better generalization than the baseline model, but in all of our experiments,

the performance of the models in both matched and mismatched conditions indicates that

the separation of orchestral pieces remains a challenging task.

Table 5.2. Signal to distortion ratios [dB] for models evaluated in the orchestra pieces
(more than 5 instruments) of the test partition of SynthSOD, and Aalto. The first column
of every evaluation dataset is the SDR of the original mixtures.

Evaluation on: Orchestras in SynthSOD Aalto

Instrument Original Baseline Score informed Score only Original Baseline Score informed Score only

Violin -9.05 4.07 3.91 2.12 -7.27 2.60 2.72 2.09

Viola -10.61 1.87 2.60 2.10 -13.36 0.01 0.25 -0.07

Cello -5.60 3.86 4.24 3.53 -15.07 -2.68 -0.42 -1.33

Bass -5.65 7.58 8.04 7.44 -15.63 4.74 5.04 6.08

Flute -12.60 1.30 3.50 2.06 -15.32 0.06 0.45 -1.33

Clarinet -8.95 0.45 2.64 1.69 -8.31 0.12 0.54 1.62

Oboe -10.51 4.96 5.52 3.19 -5.96 0.96 0.92 2.59

Bassoon -13.29 0.69 1.79 1.36 -7.99 1.06 0.43 2.19

Horn -5.85 1.23 2.98 1.64 -5.98 0.77 0.46 1.83

Trumpet -6.23 2.21 3.19 2.97 -14.49 -0.02 -0.02 -3.04

Trombone -11.89 0.00 -0.02 -0.91

Tuba

Harp -12.24 0.00 0.72 0.18

Timpani -11.50 3.18 1.12 1.15

Unt. perc. -17.93 7.54 -2.52 8.64

MEAN -10.14 2.78 2.69 2.65 -10.94 0.76 1.04 1.06

Next, the SAR and SIR metrics will be used to gauge what types of errors the models are

making. SAR and SIR are shown for ensembles only, because in the orchestras, the er-

rors are so big that no conclusions can safely be made from them. Table 5.3 contains the
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Table 5.3. Signal to artifact ratios [dB] for models evaluated in the ensemble pieces (5 or
fewer instruments) of the test partition of SynthSOD, and URMP.

Evaluation on: Ensembles in SynthSOD URMP

Instrument Baseline Score informed Score only Baseline Score informed Score only

Violin -2.32 -4.80 1.40 -1.11 -1.54 6.43

Viola -5.21 -6.38 4.21 -3.50 -3.63 4.50

Cello 0.96 -2.80 4.75 1.71 -0.08 1.67

Bass -4.74 -7.46 -1.64 -1.00 -3.07 0.40

Flute -8.77 -12.49 -3.82 -1.82 -2.64 -0.26

Clarinet -6.57 -12.79 -2.16 -1.69 -3.26 -0.17

Oboe -6.92 -11.50 -3.67 -2.78 -4.26 -1.62

Bassoon -7.23 -13.62 -3.54 -2.99 -10.71 -1.63

Horn -3.17 -7.30 -3.60 3.55 0.00 -2.02

Trumpet -0.12 0.00 -0.07 0.52 -0.01 -0.70

Trombone -0.09 0.00 -1.78 -0.49 0.00 -0.46

Tuba -2.95 -4.34 -2.89 -1.50 -1.34 -0.22

Harp -3.04 -5.37 -2.19

Timpani -7.84 -7.98 -0.94

Unt. perc. -3.42 -5.54 -3.80

MEAN -4.10 -6.83 -1.31 -0.92 -2.54 0.49

SARs for ensembles in SynthSOD and URMP. In SynthSOD, the score-informed model

has clearly the worst SAR with -6.38, whereas the score-only model has the best SAR

with -1.31. The baseline sits roughly in the middle of the two, with -4.10, 2.73 dB better

than the score-informed model, and 2.79 dB worse than the score-only model. URMP

shows a similar trend; the score-informed model is the worst with -2.54, the score-only

model is the best with 0.49, and the baseline is somewhere in the middle with -0.92. In-

terestingly, all of the models have a better SAR in URMP than in SynthSOD, even though

all of them had a better SDR in SynthSOD. Something that all of the models have in

common is that the woodwinds have significantly worse SAR than the other instrument

families. The SAR results indicate that the score-only model does not produce a lot of

artifacts. However, the fact that the score-informed model has significantly more artifacts

than the baseline model makes it unclear how scores affect artifacts more generally. In

one case, using scores makes artifacts better, but in the other, it makes them worse, and

in both cases, the magnitude of the change is significant. Due to this discrepancy, no

conclusions can be made about how scores affect artifacts in general.

Table 5.4 contains the SIRs for ensembles in SynthSOD and URMP. In SynthSOD, the

baseline and score-informed models have similar results with 16.90 SIR and 17.79 SIR,

respectively, but the score-only model is significantly worse with 13.62 SIR. However,

in URMP, the opposite is true, with the score-only model being the best. In URMP, the

score-only model has 11.60 SIR, which is 4.10 dB better than the baseline model’s 7.50

SIR, but only 1.20 dB better than the score-informed model’s 10.40 SIR. Considering that

the score-only model does so much better than the other models in URMP in terms of
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Table 5.4. Signal to interference ratios [dB] for models evaluated in the ensembles (up
to 5 instruments) of the test partition of SynthSOD, and URMP. The first column of every
evaluation dataset is the SIR of the original mixtures.

Evaluation on: Ensembles in SynthSOD URMP

Instrument Original Baseline Score informed Score only Original Baseline Score informed Score only

Violin -3.60 17.73 18.09 14.33 -2.28 15.15 14.36 13.30

Viola -6.05 17.36 14.74 11.70 -5.56 4.33 5.57 12.19

Cello 1.41 19.73 20.58 17.36 -4.58 6.10 12.91 8.36

Bass -5.20 16.57 14.54 20.36 -6.37 22.43 24.09 20.12

Flute -11.56 11.22 14.54 7.20 -1.26 9.28 10.10 19.39

Clarinet -7.33 7.67 13.23 11.35 -4.27 2.12 13.55 15.28

Oboe -5.16 17.60 21.21 16.58 -6.49 8.10 11.81 11.75

Bassoon -3.90 14.57 16.28 10.64 -3.33 3.83 12.74 9.83

Horn -4.30 6.85 13.17 8.99 -6.13 2.47 6.10 10.17

Trumpet 0.04 16.10 17.46 11.99 -2.11 12.70 11.81 8.05

Trombone 1.26 14.23 15.02 9.78 -3.72 1.36 2.34 4.60

Tuba 5.39 17.28 15.03 14.33 -6.32 2.10 -0.53 6.11

Harp 27.25 45.05 40.83 30.56

Timpani -13.85 14.71 14.38 5.50

Unt. perc.

MEAN -1.83 16.90 17.79 13.62 -4.37 7.50 10.40 11.60

SDR, the better SIR can probably be explained by the model just being much better in

general in the URMP dataset. All three models had much more comparable performance

in SynthSOD, so the SIR numbers in that dataset should more reliably indicate what types

of errors a model makes. Based on this reasoning, it could be said that the score-only

model suffers more from interference than the other models, but the other models suffer

more from artifacts. Subjective evaluation by listening to the estimates also supports this

hypothesis. It sounds like there is more bleeding of other instruments into the estimates

in the score-only model. Combining the SAR and the SIR results, it could be said that

the score-only model estimates masks that transform the mixture less than the other two

models. A smaller transformation would leave more interference, but also introduce fewer

artifacts, which are created by the mask distorting the mixture.

Table 5.5 contains the signal-to-distortion ratios for URMP separated into polyphonies.

The results of the baseline model deteriorate very quickly as the polyphony increases.

At polyphony one, the baseline gets close to the score-informed model, which is to be

expected, because the score provides little extra information in this case. Because there

is only one instrument playing, the score is just a lower resolution version of the same

information that is present in the spectrogram. However, the score could tell the model

that there is only one instrument playing, which could be useful, but turns out not to be

significant. The score-informed and score-only models maintain their performance better

at higher polyphonies compared to the baseline but still struggle. The score-informed and

score-only models’ SDR metrics decrease at a similar pace as the number of instruments
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Table 5.5. Signal to distortion ratios [dB] for models evaluated in URMP for different
polyphonies. The first column tells the number of instruments, and the second column
tells the number of frames evaluated in that polyphony.

Instruments Frames Baseline Score informed Score only

1 100 4.01 4.14 6.06

2 2472 1.68 2.90 6.07

3 4662 1.27 1.92 4.62

4 2544 0.75 1.22 3.41

increases. The score-only model goes from 6.07 dB SDR at two instruments to 3.41 dB

SDR at four instruments, which is a big decline even though the polyphony is still quite

low.

Table 5.6 contains the signal-to-distortion ratios for the Aalto dataset separated into poly-

phonies. The score-informed model beats the score-only model in lower polyphonies up

to 3, but the score-only model is better at higher polyphonies up to 7. Comparing the

numbers of the score-only model in Aalto and URMP, they are quite similar, which shows

that the worse overall results of the Aalto dataset are mainly due to the higher polyphony

of the dataset. The score-only model is actually better in Aalto in polyphony 4 than in

URMP at the same polyphony by 0.26 dB. The generalization of the score-only model

remains good in Aalto as well, which shows that the good generalization seen in URMP

is not an outlier. It should be noted that the number of frames for polyphonies 1, 2, and

3 is very low, so the metrics are less reliable than the ones for higher polyphonies. The

score-informed and score-only models’ metrics are of acceptable quality until polyphony

6, but quickly fall off at polyphony 7 and above. The metrics with more than 7 instruments

are not reliable, since when the SDR is so low, it becomes unreliable.

Table 5.6. Signal to distortion ratios [dB] for models evaluated in the Aalto anechoic or-
chestra dataset for different polyphonies. The first column tells the number of instruments,
and the second column tells the number of frames evaluated in that polyphony.

Instruments Frames Baseline Score informed Score only

1 4 10.07 10.20 5.31

2 36 4.03 5.78 5.23

3 84 3.40 4.68 3.07

4 436 2.51 3.03 3.67

5 360 1.68 2.49 3.02

6 354 1.35 1.98 2.46

7 644 0.81 1.31 1.99

8 832 0.52 0.60 0.68

9 432 0.56 0.77 -0.07

10 860 0.12 0.31 0.38

Analyzing the polyphony scores in real recordings might not give a fair assessment of

the baseline or score-informed models, because their poor performance may be caused

by the domain shift, not by the polyphony. Comparing the results in the test partition of

SynthSOD presented in Table 5.7 should provide a fairer picture, because the models
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had more comparable performance there. The score-informed model has the best per-

formance up to polyphony 6, but the baseline is better at higher polyphonies, with the

exception of 10. SynthSOD has a lot of frames in the lower polyphonies, whereas Aalto is

more focused on higher polyphonies. The difference in the distribution of data could affect

Table 5.7. Signal to distortion ratios [dB] for models evaluated in the test partition of
SynthSOD for different polyphonies. The first column tells the number of instruments,
and the second column tells the number of frames evaluated in that polyphony.

Instruments Frames Baseline Score informed Score only

1 3202 11.00 13.93 6.03

2 12260 7.52 8.40 5.01

3 16206 5.37 5.51 4.30

4 10056 3.98 4.00 3.26

5 7795 3.08 3.18 3.03

6 5742 2.77 2.80 2.40

7 6272 2.42 2.34 2.52

8 5256 2.21 1.85 2.21

9 3546 1.95 1.56 1.71

10 2190 1.14 1.40 1.03

11 638 1.14 1.11 -0.03

12 132 0.97 0.66 -1.74

the results negatively in Aalto, as discussed in Section 2.3, the distribution of training data

should be as close as possible to the distribution of test data. When that is not the case,

the performance in test data can decrease.

Table 5.8 contains the silent frame energies for URMP. Silent frames refer to frames where

the ground truth is silent. Silent frames should have as little energy as possible, so a lower

number is better. The differences among different instruments are large, with the strings

Table 5.8. Silent frame energies [dB] evaluated in URMP.

Instrument Baseline Score informed Score only

Violin -64.31 -49.02 -72.78

Viola -57.59 -45.61 -70.29

Cello -49.11 -46.30 -65.25

Bass -61.24 -52.41 -63.58

Flute -82.00 -67.59 -114.84

Clarinet -70.65 -74.30 -89.50

Oboe -47.54 -49.49 -71.59

Bassoon -57.56 -61.39 -87.87

Horn -55.12 -66.76 -72.62

Trumpet -73.18 -86.79 -127.93

Trombone -56.32 -58.42 -57.22

Tuba -70.00 -91.84 -105.98

MEAN -62.05 -62.49 -83.29

having higher energy compared to most other instruments. The mean indicates that the

score-only model clearly performs best in silent frames overall, with the other two models

having similar performance according to this metric. It should be noted again that since
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there is a large difference among the models in SDR, the differences in Table 5.8 might

not be a fair comparison.

Table 5.9 contains the silent frame energies for Aalto. The trend is similar to the URMP

results, with the score-only model having much less energy in silent frames, but the mag-

nitude of the difference is even bigger in Aalto than in URMP. In URMP, the mean of the

score-only model is 12.14 dB lower than the baseline, but in Aalto, it is 29.43 dB lower.

The strings have quite similar values for all models, but the score-only model does much

Table 5.9. Silent frame energies [dB] evaluated in Aalto.

Instrument Baseline Score informed Score only

Violin -29.33 -31.17 -39.12

Viola -24.83 -24.18 -27.82

Cello -10.40 -20.20 -31.34

Bass -35.86 -30.12 -28.54

Flute -33.65 -38.73 -47.97

Clarinet -32.10 -52.07 -62.18

Oboe -20.25 -34.84 -42.73

Bassoon -28.18 -48.71 -51.90

Horn -24.04 -58.64 -96.17

Trumpet -18.89 -87.52 -89.90

MEAN -25.75 -42.62 -51.77

better in woodwinds and brass. Comparing the metrics in Table 5.8 and Table 5.9, there

is a big difference in the scale. The energy is compared to the energy of nonsilent frames

in the ground truth signal, so the silent energy is relative to the scale of the recordings.

This means that the models were better at recognizing silences in URMP than in Aalto,

which is to be expected, as the models perform better there in all other metrics as well.

Table 5.10 shows the silent frame energies in SynthSOD. These scores show a similar

trend, with the score-only model being clearly best, while the other two models show

similar scores. The score-only model is the best in this dataset as well, which shows

that it is overall the best in handling silent frames, even in the dataset where it had the

worst overall separation performance of all the models. The results in all datasets indicate

that musical score helps models correctly identify frames where an instrument should be

silent. Intuitively, it should be straightforward for the model to detect that the score for a

specific instrument is all zeroes at a given moment, information that is not readily available

in the audio mixture. When one instrument is silent, there could still be other instruments

playing, which would show in the magnitude spectrogram of the mixture, which makes

detecting silence more difficult than the clear zeros in the score.

Next, the separation masks of the models will be analyzed subjectively. Note that this

is not a way of estimating the performance of the models. The purpose of this analysis

is to find differences among the models, which can be combined with objective metrics

and subjective evaluation to potentially find reasons why the models behave in a certain

way. In Figure 5.1, the separation masks have been plotted for a short clip of viola from
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Table 5.10. Silent frame energies [dB] evaluated in SynthSOD.

Instrument Baseline Score informed Score only

Violin -25.17 -23.54 -18.22

Viola -19.59 -17.17 -21.04

Cello -25.85 -28.84 -30.18

Bass -31.10 -33.46 -33.58

Flute -29.97 -38.15 -44.63

Clarinet -32.03 -49.85 -54.77

Oboe -28.77 -36.22 -42.49

Bassoon -24.80 -35.69 -39.60

Horn -26.09 -52.20 -82.08

Trumpet -35.32 -45.89 -100.92

Trombone -22.86 -27.45 -22.23

Tuba -56.68 -42.28 -42.18

Harp -11.83 -8.60 -25.02

Timpani -24.97 -33.88 -74.85

untunedpercussion -51.93 -35.93 -36.22

MEAN -29.80 -33.94 -44.53

the test partition of SynthSOD. The masks for the baseline and score-informed models

look similar, but the score-only model’s mask is different. This would suggest that the

score-informed model is relying much more on the audio and paying little attention to the

scores. This is further supported by the fact that the SDR results for the baseline and

score-informed models were very similar in all datasets. The score-only mask is much

more sparse along the frequency axis, but more continuous temporally. The viola is silent

in the last second of the clip shown. The baseline and score-informed models still produce

masks with large values in the silent part, whereas the score-only model estimates the

silence correctly. This illustrates the reason why the score-only model had the best silent

metrics. It should also be noted that the shapes of the masks are different than the shape

of the ground truth spectrogram. That is to be expected, because if the mask was the

same shape as the spectrogram, the separation result would contain a lot of bleeding

from other instruments in the mixture.

Figure 5.2 visualizes the separation masks for a clip of viola from the URMP dataset.

At the beginning of the clip, the viola is silent, and all of the models have some large

values in their masks. The score-only model seems to have lower values, which would

explain the silence metrics discussed above. In the spectrogram, a small amount of

energy can be seen in the low frequencies of the silent part, which is the noise mentioned

in Section 4.3. The spectrogram is from the denoised recordings, which still have a little bit

of noise left because the denoising was not perfect. Comparing the masks of the baseline

and score-informed models to the ones in Figure 5.1, they look markedly different. In

the synthetic recordings of 5.1, the masks are spread quite evenly across the frequency

dimension, but in the real recordings of 5.2, the masks look patchy, with large gaps of

zeros in them. However, the masks of the score-only model look similar in both figures.

The difference between synthetic and real data can also be seen by comparing the ground
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Figure 5.1. The separation masks of each model and the ground truth spectrogram for a
10-second clip of viola from the test partition of SynthSOD.

truth spectrograms. The spectrogram for the synthetic data in Figure 5.1 looks clean, with

the energy being quite static over time. In the real data in Figure 5.2, the frequency at

which the energy is concentrated has small, rapid fluctuations. The different shapes of

the masks for the baseline and score-informed models are caused by the different nature

of the audio mixture. Since the models have not previously seen real recordings, they

cannot adapt to them, which results in the masks looking completely different.

The masks are very difficult to interpret. The subjective evaluation will continue by looking

at the magnitude spectrograms of the estimates instead. The estimates can be compared

to the ground truth magnitude spectrogram much more easily than the masks. Figure 5.3

contains the masked spectrograms of each model, the ground truth, and the mixture, for a

clip of viola from URMP. The clip is the same as in Figure 5.2. As noticed with the masks,
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Figure 5.2. The separation masks of each model and the ground truth spectrogram for a
10-second clip of viola from the URMP dataset.

there is a lot of estimated signal in the first two seconds, which should be silent. All of

the estimated spectrograms look very similar. Even though the score-only model’s mask

looks different from the other two models, the resulting estimate still remains quite similar

at a glance. The general shape of the estimated spectrograms matches, but the baseline

and score-informed models’ estimates are noisier than the score-only model’s estimate,

and have gaps in the middle of notes filled with mostly zeroes. Even though the differ-

ences seem minor in this visual analysis, the metrics show a big difference; the baseline

model had 0.282 dB SDR, the score-informed model had 1.315 dB SDR, and the score-

only model had 7.156 dB SDR for viola in this song. Subjective evaluation by listening to

the song supports the SDR metrics. The baseline and score-informed models’ estimates

sound mostly like noise, whereas the score-only model’s estimate sounds mostly good,
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Figure 5.3. The masked magnitude spectrograms of each model, the ground truth
spectrogram, and the mixture spectrogram for a 10-second clip of viola from the URMP
dataset.

with some errors caused by interference from other instruments. The estimates of all

models for this song are available in the releases section of the Github repository 1.

Objective metrics for sound source separation are not fully trustworthy, as they do not

always agree with human perception. Subjective evaluation, performed by listening to

the estimates, is still the best way to evaluate music source separation systems. All of

the findings made in the objective metrics and visualizations have been corroborated by

subjective evaluation. A short summary of the findings will be made here. The score-

informed model is slightly better than the baseline in general separation performance.

The score-only model has worse separation performance than the baseline in matched

1[Online]. Available: https://github.com/ee7u/score-mss
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conditions, but is superior in mismatched conditions. The score-only model creates fewer

artifacts, but suffers more from interference than the other models. The score-only model

is better at correctly recognizing the parts of music where an instrument should be silent.

Despite improvements found in some other capabilities, highly polyphonic music remains

difficult to separate.
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6. CONCLUSION

In this thesis, two ways of using musical score to improve music source separation have

been presented. The methods achieve promising results when tested on real recordings.

The baseline system used was an X-UMX network, which only uses the audio mixture.

The baseline works respectably in the test partition of the synthetic dataset that was

used for training, but does not generalize to real recordings. As a part of developing the

score-informed methods, the scores had to be aligned using an automatic score-to-audio

alignment system. The aligned scores for the SynthSOD dataset were created as a part

of this thesis, which is the other significant contribution of this work besides the new meth-

ods. The score-informed model, which combines the score and audio by concatenating

them at the input of the X-UMX model, shows a similar trend as the baseline system. The

score-informed model does slightly better than the baseline in all of our experiments, but

suffers from the same issues. The results in real recordings are still bad, showing that the

models are overfitting to the synthetic training data to a detrimental degree.

Motivated by the problems with overfitting to the synthetic training data, the score-only

model was created. The score-only model uses only the score to create the separation

masks. Musical score is a domain independent representation, it does not contain any

information that is specific to synthetic or real data. The results of the experiments show

that the score-only model has superior generalization compared to the other two models.

While the score-only model has worse results in the synthetic test data, in the URMP

dataset with real recordings, it beats the baseline by 3.32 dB SDR. Subjective evaluation

supports the large improvement seen in the objective metrics. One of the biggest prob-

lems in the source separation of classical music is the lack of real recordings for training.

The capability to train models using synthetic data that generalize to real data is one

potential solution to that problem.

Despite the large improvement in synthetic-to-real generalization, the results leave a lot

of room for improvement. When tested on symphonic music, none of the methods in this

thesis performed well. Highly polyphonic music remains a difficult challenge, even though

a small improvement was observed. In symphonic music, the models were not only bad

in the real recordings, but the synthetic ones as well, suggesting that the issue was not

generalization.
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The results open up interesting new directions for future work. The neural network archi-

tecture used in this thesis is not state-of-the-art. Different model architectures might be

able to combine the score and audio better. The effects of score-to-audio alignment are

not well known. A detailed study of how misalignments affect results would be interesting.

There is also the possibility of creating models that do the alignment themselves without

the need for alignment as preprocessing.
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