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Abstract. Answering complex questions over knowledge graphs has gained pop-
ularity recently. Systems based on large language models seem to achieve top per-
formance. However, these models may generate content that looks reasonable but
is incorrect. They also lack transparency, making it impossible to exactly explain
why a particular answer was generated. To tackle these problems we present the
TraQuLA (Transparent QUestion-answering through Linguistic Analysis) system
– a rule-based system developed through linguistic analysis of datasets of complex
questions over DBpedia and Wikidata. TraQuLA defines a question’s type and
extracts its semantic component candidates (named entities, properties and class
names). For the extraction of properties, whose natural language verbalisations are
most diverse, we built an extensive database which matches DBpedia/Wikidata
properties to natural language expressions, allowing linguistic variation. TraQuLA
generates semantic parses for the components and ranks them by each question’s
structure and morphological features. The ranked parses are then analysed top
down according to their patterns, also noting linguistic aspects, until a solution
is found and a SPARQL query is produced. TraQuLA outperforms the existing
baseline systems on the LC-QuAD 1.0 and competes with ChatGPT-based systems
on LC-QuAD 2.0. For the LC-QuAD 1.0 test set, we developed an evaluation
approach that accepts multiple ways to answer the questions (some ignored by the
dataset) and curated some errors. TraQuLa contains no “black boxes” of neural
networks or machine learning and makes its answer construction traceable. Users
can therefore better rely on them and assess their correctness.

Keywords: RDF · Question-answering · Rule-based · Linguistic analysis.

1 Introduction

The amount of structural data sets on the Web has increased so that e.g. the Linked
Open Data Cloud3 now contains 1,301 datasets in the Linked Data format. For effective
retrieval of information from a knowledge graph (KG), a user should be familiar with its
structure and the corresponding query language, e.g., SPARQL. An alternative way is to
use a question answering (QA) system converting natural language (NL) questions into

⋆ Supported by the Academy of Finland
3 https://lod-cloud.net/
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the required query language. In the field of question answering over knowledge graphs
(KGQA), a lot of effort is devoted to answering questions based on a single KG relation
(triple) [2, 25, 45]. However, new research focuses also on answering complex questions,
searching across multiple KG relations [8, 33]. Recent approaches often involve neural
network techniques [7, 21, 46], showing increasingly high results, but still “hiding” the
logic of their reasoning from the user and making it hard to reveal biases and errors.

We propose TraQuLA – a KGQA system for complex questions. TraQuLA is a
rule-based system, making the finding of answers to questions transparent and easily
explainable. The rules for the system’s processing steps were obtained through the
analysis of the English language question sets for several popular QA benchmarks:
QALD challenges from QALD-1 to QALD-9 [5, 34–40] and LC-QuAD 1.0 (training
question set, here called training split) [33]. These datasets contain pairs of NL questions
and SPARQL queries retrieving the answers in DBpedia. The training split of LC-QuAD
1.0, one of the largest datasets for benchmarking complex KGQA, became our main
source of information about the types of complex questions and their parse structures.

Looking for a question’s answer, TraQuLA detects its type: the current system
can answer What, Count and Ask (Boolean) questions. Then it extracts the semantic
components: named entities, properties and classes. We developed algorithms to build
databases of correlations between NL expressions and classes or properties, based on
analysis of the training splits, with a view to morphological and lexical variation. The
system tolerates spelling mistakes by 1 character for entities, properties or classes. Then,
TraQuLA builds parses and ranks them, taking into account the number of coinciding
words between the NL questions and NL expressions corresponding to the components in
the parse, and some grammatical and structural features. Based on the training splits, we
revealed 26 parse structures, falling into 9 parse patterns. TraQuLA analyses the ranked
parses top down with respect to their patterns, ambiguous readings of their components
and some linguistic aspects, until it finds the answer and produces a SPARQL query.

TraQuLA was first evaluated on the test split of LC-QuAD 1.0 [33]. Our manual
curation of the test split showed it does not provide all possible ways to answer the
questions correctly and contains errors. We thus carried out a “strict” and a more flexible
“revised” evaluation, which tolerated answers that were semantically correct but different
from the gold standard given in the strict evaluation. TraQuLA outperformed the state-of-
the-art systems even in the strict evaluation. Using property mappings between DBpedia
and Wikidata, we showed that the system can be easily adapted to other KGs. TraQuLA
was tested on the test split of LC-QuAD 2.0 [8] with competitive performance.

2 Related Work

In KGQA, performance is often evaluated on benchmarks, that until recently were
focused on simple questions (e.g. WebQuestions [1], SimpleQuestions [2]). Answering
complex questions, referencing to several triples in a KG, has become a target of e.g. the
QALD4 challenges and especially LC-QuAD [33] and LC-QuAD 2.0 [8] benchmarks.

A range of approaches to KGQA includes those based on controlled natural lan-
guages [23], formal grammars [47], templates [6, 28], machine learning [14], etc. Neural

4 http://qald.aksw.org/
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Fig. 1: General Architecture of TraQuLA

networks have gained high popularity in KGQA over the recent years [13, 20, 41]. In
particular, they are successful in the task of query generation and ranking [21, 44, 46].

Recently, Large Language Models (LLMs), such as ChatGPT, have shown remark-
able capabilities in a number of NLP tasks, including question answering (e.g. [18, 27,
43]). Y. Tan et al. [32] show that with each successive version, the GPT’s question-
answering performance has been steadily improving.

Being close to those "traditional" systems, our approach is similar to such methods
as [1, 3] in terms of relation linking, involving semantic parsing through learning lexicons
from large amount of text and knowledge bases. Although this approach is often thought
to be time and labour consuming and requiring a lot of training data, we believe that
our system’s resources and algorithms for relation linking can be further expanded and
adapted for KGs other than DBpedia/Wikidata with little effort. The behavior of LLMs,
as well as the internal processes that drive their actions, often remain a "black box", even
to their developers. Moreover, they require a lot of training data and are often susceptible
to overfitting [21].

Query generation (QG), named entity disambiguation (NED) and relation extraction
(RE) are often considered separate tasks of KGQA systems. This modular approach is
used in such frameworks as openQA [22], OKBQA [17], Frankenstein [31], etc. We
believe treating QG, NED and RE as independent stages can be a pitfall. For example, the
most probable entity candidate can turn out to be inappropriate in the semantic context
of the whole question (see example in Section 3.2). In our approach, QG, NED and RE
are more intertwined, so the system can replace several times the extracted semantic
components in a query being built, until it finds the best combination.

3 TraQuLA Approach

TraQuLA is based on the analysis of the English questions over DBpedia from QALD
and LC-QuAD 1.0 datasets. The general architecture of TraQuLA is shown in Fig. 1.

3.1 Question Type Detection and Interrogative Words

A NL question processing starts with understanding its type, based on the interrogative
words and phrases:

• What questions: the answer is a set of values (what is, give me, name, etc.)
• Count questions: the answer is the number of the set of values (how many, what is

the number of, tell me the count of, etc.)
• Ask (Boolean) questions: the answer asserts whether some relation is true (is, are,

does, did, etc.)
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3.2 Component Extraction

Next, the system extracts semantic components: entities, properties and classes. For
each word in the question, excluding the interrogative words with optional articles in the
beginning, the system looks for component candidates starting from this word.

Entity Candidates Along with exact matches, the system finds approximate matches to
allow for typos. It accepts candidates with 1 character difference in strings of 4 characters
and longer (but not shorter, to avoid extra noise in candidate selection), also tolerating
the absence/presence of the articles (a/the). We did not use a ready-made named entity
disambiguation (NED) system (e.g. DBpedia Spotlight [24], Tag Me [10], etc), as we
have not found one that conveniently provides selection of several possible candidates
and tackles spelling mistakes in a way that our system needs. However, we combined
our indexes of entity names with the FACC1 annotations of ClueWeb corpora [12], using
mappings between Freebase, Wikidata and DBpedia.

Class Candidates DBpedia operates with over 700 class names, each of which can
appear in a NL question in singular or plural form. We automatically generated these
forms5 and added them to a database of class name verbalisations. Then our algo-
rithm went through all questions involving class names in the train splits and de-
tected cases when a class name was expressed by a phrase being a part of the class
name (show → class TelevisionShow) or by a synonym6 (king → classes Monarch,
Royalty, BritishRoyalty). These correlations (with the generated singular/plural
forms) were also added to the database of class name verbalisations and nests of correla-
tions were formed there for NL expressions that can indicate several classes (league →
classes SportsLeague, Baseball League, AmericanFootballLeague, etc). The
system allows 1 character edit distance in each candidate NL expression.

Property Candidates Properties are components that are the hardest to identify in a NL
question, due to the diversity of their verbalisations. To facilitate property extraction, we
built the Property Verbalisation database, into which we collected all property names
and the corresponding NL phrases for those that were used in the training splits. First,
all property names with their corresponding verbalisations were added to the database.
After that, more difficult cases of property verbalisation were detected and added to
the database. Thus, for each question in each training split, our algorithm automatically
compared a NL question and a SPARQL query. Consider the following example:
What sports are there at the universities affiliated to the National Capital Region Athletic
Association?7

{?x dbo:affiliation res:National_Capital_Region_Athletic_

5 With the help of the Word Forms module: https://github.com/gutfeeling/word_forms
6 Detected by means of WordNet: https://wordnet.princeton.edu/
7 This and further sample questions are taken from the training splits. All grammar and spelling

has been left unedited.
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Association. ?x dbp:athletics ?uri. ?x rdf:type dbo:University}8

Below we show how the NL question and the SPARQL query are compared and elements
of the Property Verbalisation database identified:

1. find and remove all matching components (National Capital Region Athletic
Association → res:National_Capital_Region_ Athletic_Association),

2. find and remove all class names (if any) and their verbalisations (universities →
dbo:University),

3. find and remove the remaining entity names (if any), if they are different from
the entity names. Use string matching to find the most matching expression in the NL
question,

4. look for derivationally related forms through the Word Forms module to set
relations between the remaining property names (if any) and NL expressions (affiliated
→ dbo:affiliation). Add these relations to the database. If a NL expression is a
verb and followed by a preposition (affiliated to), also save the relation between this verb-
preposition combination and the property name in the database. Remove the elements of
the relations from the NL question and the query,

5. use WordNet to find synonymic relations between the remaining property names
(if any) and NL expressions (sports → dbp:athletics) and add them to the database.
Remove the elements of the relations from the NL question and the query,

6. if any property names are left in the query, remove all stopwords from the NL
question and look for the corresponding relations in the current database. If nothing
found, but only one word remains in the NL question and one property in the query, add
its relation to the database. Otherwise, make all possible relations from the remaining
words and property names and keep them until one or several of these relations are met
again in another question. In this case, add the relation(s) to the database.

Correlations in the Property Verbalisation database are nested, so that ambiguous
NL expressions are linked to several corresponding property names (e.g. owner →
[dbo:owningCompany, dbo:owningOrganisation, dbp:owned, dbp:

company, ...]). Currently the Property Verbalisation database contains almost 10,000
correlations between NL expressions and property nests.

The correlations of NL expressions and RDF properties were also marked with
recommended directions of application. For example, for the correlation between the
expression produce and the property dbp:products, the property’s recommended
application would be direct, i.e. the known entity in a triple would be a subject, and the
unknown one – an object. But if the NL question contains the expression owned by, the
property dbp:parentCompany would rather be applied in a reverse direction, i.e. the
target value would be the subject in the triple. The direction is detected automatically,
relying on the position of the target value in a triple.

8 Hereinafter, SPARQL queries for What questions are given in the shortened form, so that the
full form would have the preamble:
PREFIX res: <http://dbpedia.org/resource/>
PREFIX dbo: <http://dbpedia.org/ontology/>
PREFIX dbp: <http://dbpedia.org/property/>
PREFIX rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#>
SELECT DISTINCT ?uri WHERE
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For properties expressed with verbs, the system recognises all possible tense forms
and tolerates variations in noun endings. Moreover, the system applies 1 character edit dis-
tance to match possible spelling mistakes. This is realised only for “verified” expressions,
i.e. phrases extracted from the training splits and their inflected forms. The Property
Verbalisation database was also combined with the PATTY relation paraphrases [26] and
EARL relation annotations of the training split of LC-QuAD 1.0 [9].

3.3 Parse Building and Ranking

In our approach, a parse is an array of semantic elements extracted from a NL question.
We assume the most likely correct parse of a question usually implies the highest
coverage. Thus, the union of words of extracted entities, properties and, if present,
classes should coincide with the question words as much as possible. We developed an
algorithm to build parses of the extracted parse elements and rank them, to find the best
parse as soon as possible.

Following the logic of most of the training splits, we restricted complexity of ques-
tions to at most two hops, i.e. a 2-triple distance from the topic entity, with optional class
restriction. To generate a set of candidate parses, TraQuLA does the following:

1. Generate all possible parses comprising non-intersecting semantic elements, so
that each parse contains at most 2 entities, 2 properties and 1 class and at least 1 entity.

2. Exclude all parses in which an entity immediately follows a class, or vice versa.
3. Exclude all parses in which an entity immediately follows interrogative words.
4. Exclude all parses in which one property immediately follows another one, except

if one of the properties is a noun phrase with the core noun in the Genitive case (e.g.
child’s birthplace), or one of the properties belongs to verb properties (e.g. whose
company belongs to).

For each remaining parse, its rank is counted through Algorithm 1. We rank the
queries using a linear combination of the below features, selected through human
reasoning and experimentation. We use the following notations and elementary functions:

• Let W, W’ be two word sets and w, w’ individual words.
• Lc(W) = {wlc | w ∈ W}, where wlc is the all-lowercase word for w
• lemma(w) denotes the lemma of w, e.g. lemma(“playing”) = “play”
• W ∩* W’ = {w, w’ | w ∈ W ∧ w’ ∈ W’ ∧ lemma(w) = lemma(w’)}
• Is-Lc(w) = true, iff w is all-lowercase
• Is-Uc(w) = true, iff ¬ Is-Lc(w), i.e. w contains at least one uppercase character
• edit1(w, w’) = true, iff w is at edit distance 1 from the word w’

3.4 Parse Analysis and Answer Extraction

Parse Patterns Based on the analysis of the training splits, we obtained 26 possible
parse structures. Some of them are united under the same logic of analysis. For example,
the question Which band’s former member are Kevin Jonas and Joe Jonas? has the
parse structure [C, P, E1, E2], whereas the structure of South Side elevated railroad
and twin cities 400 are operated by which city? is [E1, E2, P, C]. Nevertheless, the
logic of analysis of these parse structures is the same: find the intersection of the triples
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Algorithm 1: Parse Rank
Input: P – the union of words of the parse elements; Q – question words excluding interrogative

words; A = {‘a’, ‘the’}; SNLTK – NLTK stopword (SW) set (https://www.nltk.org/)
Output: parse rank R

1 I = Lc(P) ∩* Lc(Q) |Words in P and Q, lowercased
2 S = SNLTK – A |Non-article SWs
3 AI = I ∩ A |Articles in P and Q, lowercased
4 SI = I ∩ S |Non-article SWs in P and Q, lowercased
5 CI = I – AI – SI |Non-SWs in P and Q, lowercased
6 N = Lc(P) – Lc(Q) |Words in P but not Q, lowercased
7 AN = N ∩ A |Articles in P but not Q, lowercased
8 SN = N ∩ S |Non-article SWs in P , not Q, lowercased
9 CN = N – AN – SN |Lowercased non-SWs in P , not Q

10 U = {w | w ∈ P ∧ Is-Uc(w)} ∩* {w | w ∈ Q ∧ Is-Uc(w)} |Uppercase words in P and Q
11 Udif = {w | w ∈ (P ∪ Q) ∧ wlc ∈ I ∧ Is-Uc(w)} – U |Words with different case in P and Q
12 F = {w | w ∈ Lc(P) ∧ ¬ w ∈ (I ∪ S) ∧ edit1(w’, w) ∧ w’ ∈ (Lc(Q) – I)} |Words in P , not Q,

similar to a word in Q by edit distance, lowercased
13 return R = (0.5 × |AI | + 0.75 × |SI | + |CI |) – (0.5 × |AN | + 0.75 × |SN | + |CN |) + |U| – |Udif | + 0.5 ×

|F|

each formed by the property and one of the entities, and restrict the output values to
those belonging to the class. Therefore, the mentioned parse structures can be called
synonymous and analysed by the same function extracting the answers. We grouped our
26 parse structures into 9 sets of synonymous structures – parse patterns. Their names,
readings and examples are collected in Table 1. The last pattern relates to the Boolean
type of questions, other patterns are attributed to What and Count questions.

Parse Analysis The parse analysis flows along the logic “from known to unknown”,
i.e. retrieving values from RDF triples, in which the subject and the predicate or the
predicate and the object are known, and then filtering them, intersecting with another set
of values or passing as objects or subjects in another RDF triple (Table 2). The elements
of the analysis logic should be understood as follows:

• P × E: a set of values as a result of search for all unknown elements of RDF triples,
in which property P is a predicate and entity E is either a subject or an object.

• (P × E) ∈ C: filtering of set P × E based on belonging to class C.
• P1 × (P2 × E): once set P2 × E is found, each of its values is checked to participate

as a subject or object in RDF triples with property P1 as a predicate, and the set of other
elements of these triples is output.

• (P × E1) ∩ (P × E2): intersection of sets P × E1 and P × E2.
• ∃ (E1 × P × E2) OR ∄ (E1 × P × E2): assertion whether an RDF triple with E1

as a subject, P as a predicate and E2 as an object exists or not.
If TraQuLA fails to find the target value(s), it proceeds to the next highest ranked

parse. Parses are ordered by coverage, so there is often a chance the system reaches the
correct interpretation of the question after several efforts. In the worst case, the system
selects the most probable entity (the longest one), gets all RDF triples with it and tries to
find the most probable predicate, based on approximation with the remaining question
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Table 1: TraQuLA Parse Patterns (displaying entities, classes, and properties)

Parse Pattern Reading Example Question

PropEnt What is PROPERTY of ENTITY? Who discovered Pluto?

ClPropEnt What CLASS is PROPERTY of ENTITY? Which people were born
in Heraklion?

PropPropEnt What is PROPERTY1 of PROPERTY2 What are the prizes won by
of ENTITY? the animator of

The Skeleton Dance?

PropClPropEnt What PROPERTY1 of CLASS is What is the predecessor of
PROPERTY2 of ENTITY? the automobile which is

related to Cadillac Fleetwood?

PropEntAndEnt What is PROPERTY of ENTITY1 List the common official
and ENTITY2? language of Ladonia and the

Empire of Atlantium?

PropEntPropEnt What is PROPERTY1 of ENTITY1 Which college of Luke List
and PROPERTY2 of ENTITY2? (golfer) is the alma mater

of K. Terry Dornbush?

ClPropEntAndEnt What CLASS is PROPERTY of Which scientist is known for
ENTITY1 and ENTITY2? the Manhattan Project

and the Nobel Peace Prize?

ClPropEntPropEnt What CLASS is PROPERTY1 of ENTITY1 Name the river whose mouth
and PROPERTY2 of ENTITY2? country is Mozambique and

source region is North-Western
Province, Zambia.

EntPropEnt Is ENTITY1 PROPERTY of ENTITY2? Was Ganymede discovered by
Galileo Galilei?

words. It can work with simple questions, in which the property is formulated with a
previously unseen NL expression.

4 Evaluation

4.1 Evaluation on the LC-QuAD 1.0 Dataset

Dataset and Baselines We first use the LC-QuAD 1.0 [33] question collection for
evaluation. It comprises 5000 NL questions over DBpedia 2016-04. Besides end-to-end
question answering, LC-QuAD 1.0 has also been a popular benchmark for evaluation of
systems performing QA subtasks, such as entity linking [11, 30], relation linking [9, 30]
and subgraph matching [21, 46].

In case of end-to-end question answering, to our knowledge, evaluation results for
6 systems, based on the LC-QuAD 1.0 dataset, have been published. TeBaQA [42]
learns templates based on isomorphic basic graph patterns of SPARQL queries and
ranks them to find the best matching one. WDAqua [6] is a rule-based QA system over
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Table 2: Logic of Parse Pattern Analysis
Parse Pattern Analysis Logic

PropEnt P × E
ClPropEnt (P × E) ∈ C
PropPropEnt P1 × (P2 × E)
PropClPropEnt P1 × ((P2 × E) ∈ C)
PropEntAndEnt (P × E1) ∩ (P × E2)
PropEntPropEnt (P1 × E1) ∩ (P2 × E2)
ClPropEntAndEnt ((P × E1) ∩ (P × E2)) ∈ C
ClPropEntPropEnt ((P1 × E1) ∩ (P2 × E2)) ∈ C
EntPropEnt ∃ (E1 × P × E2) OR ∄ (E1 × P × E2)

several KGs in several languages, building SPARQL queries and choosing the most
probable one. QAmp [41] uses supervised neural networks for question type detection
and reference extraction, and unsupervised functions for matching entities and predicates
and message passing. NSQA [16] is a modular system, involving Abstract Meaning
Representation (AMR) parsing. Hu et al. [15] developed EDGQA, based on the Entity
Description Graph representing the structure of complex questions. Liang et al. [19]
use a BERT-based decoder, which jointly learns multiple subtasks for Semantic Query
Graph construction.

The LC-QuAD 1.0 benchmark does not provide all acceptable SPARQL queries
and shows no clear preferences in choosing between alternative answers. A QA system
being evaluated should not be penalised for choosing a semantically correct query, yet
not coinciding with the gold standard. We carry out two types of evaluation, the first
one being a strict evaluation and the second one (revised evaluation) taking into account
ambiguity of the benchmark questions. The TraQuLA implementation and testing data
are open-sourced9.

We developed an evaluation algorithm that activates when the answer of TraQuLA
does not coincide with the gold standard: the algorithm decides whether the output query
is still semantically valid and, therefore, correct. One of our researchers also manually
verified all TraQuLA’s and gold standard answers for the 1000 test questions, revealing
23 cases, where the semantic correctness of the output was not detected automatically,
and 23 errors in the test split gold standard answers. The judgement of both those 23
cases, and the 23 errors was then validated by another researcher.

Ambiguities and Errors of the Test Split As discussed, a system under evaluation
may yield results that syntactically deviate from the gold standard, but are semantically
correct. We discuss the reasons for this as a justification for the revised evaluation.

Semantic Equivalence of Queries. We consider two SPARQL queries as semantically
equivalent, if the properties in them:
a) differ in dbo/dbp prefixes, e.g:

9 https://github.com/lizazim/TraQuLA
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Where can one find the Dzogchen Ponolop Rinpoche?
Gold standard: {res:Dzogchen_Ponlop_Rinpoche dbp:location ?uri}
TraQuLA: {res:Dzogchen_Ponlop_Rinpoche dbo:location ?uri}

b) are synonyms, e.g.:
Where were Sverre Krogh Sundbo and Havard Vad Petersson born?
Gold standard: {res:Sverre_Krogh_Sundbø dbp:birthPlace ?uri. res:
Håvard_Vad_Petersson dbp:placeOfBirth ?uri}

TraQuLA: {res:Håvard_Vad_Petersson dbo:birthPlace ?uri. res:Sverre_
Krogh_Sundbø dbo:birthPlace ?uri}

Deciding whether properties are synonymous or not, the evaluation algorithm relies
on the training splits. If some properties are related to the same NL expression and
are used interchangeably in the training splits, they are considered synonymous, even
if we can argue about their equivalence in the real world. For example, the properties
nationality and citizenship are synonymous in LC-QuAD 1.0:
What country provides a citizenship too Newin Chidchob and Seni Pramoj?
Gold standard: {res:Newin_Chidchob dbp:nationality ?uri. res:Seni_Pramoj
dbo:nationality ?uri}

Semantic Correspondence of Queries to Questions. The correctness of answers from
this group could not be checked automatically, which was one reason for our manual
examination of the test split. This group includes cases when:
a) the question contains ambiguous named entities:

Who directed The Haunted House?
Gold standard: {res:The_Haunted_House_(1929_film) dbo:director ?uri}

TraQuLA: {res:The_Haunted_House_(1921_film) dbo:director ?uri}

b) the semantic entity-property relations within the questions can be understood in
several ways:

Which party has come in power in Mumbai North?
Gold standard: {?x dbp:constituency res:Mumbai_North_(Lok_Sabha_
constituency). ?x dbo:party ?uri}

TraQuLA: {res:Mumbai_North_(Lok_Sabha_constituency) dbp:party ?uri}

Test Split Errors. The largest group of the test split errors (14 questions) are cases when
the gold standard query lacks a class restriction, e.g.:

Where do beauty queens with brown hair reside?
Gold standard: {?x dbp:hairColor res:Brown_hair. ?x dbo:residence ?uri}

Here the gold standard query does not check for ?x being of the class BeautyQueen,
so the answers include residences of other people, not only beauty queens.

In some cases the gold standard suggests wrong entity-property directionality, e.g.:

What is the successor of PlayStation 4?
Gold standard: {?uri dbp:successor res:PlayStation_4}
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The interpretation should be Whose successor is PlayStation 4?. DBpedia 2016-04
cannot answer the initial question, because PlayStation 5 was released only in 2020.

Other error types include incorrect answer type (COUNT instead of SELECT) and
pure semantic inconsistencies, each of which should be considered separately. We
provide a full list of the found errors in our GitHub repository.

Evaluation Metrics and Results As evaluation metrics, we use precision (P) and recall
(R) macro-averaged across all test questions, as well as the F1 score (F1). If the system
does not return any answer to a question, the micro precision and micro recall for this
question are 0. We also apply the strict and revised evaluation approaches. In revised,
the micro precision and micro recall for a question were assigned to 1 in the following
cases:

• an output SPARQL query produced the same value(s) as the gold standard query
(547 questions);

• an output SPARQL query was semantically equivalent to the gold standard query
(61 questions);

• an output SPARQL query semantically corresponded to the input question (41
questions, including cases when TraQuLA output a correct answer whereas the gold
standard contained a mistake – 18 questions).

In Table 3 we compare the performance of TraQuLA and the other systems10.
TraQuLA significantly outperforms most of the systems even in the strict evaluation.

Table 3: The Comparison of TraQuLA with Existing Systems (SE – strict evaluation,
RE – revised evaluation)

LC-QuAD 1.0 dataset (DBpedia)
Approach P R F1

TeBaQA 0.23 0.23 0.23
WDAqua 0.22 0.38 0.28
QAmp 0.25 0.50 0.33
NSQA 0.45 0.46 0.44
EDGQA 0.51 0.56 0.53
Liang et al. 0.51 0.59 0.55
TraQuLA(SE) 0.59 0.60 0.59
TraQuLA(RE) 0.66 0.67 0.67

LC-QuAD 2.0 dataset (Wikidata)
Approach P R F1

TeBaQA 0.14 0.14 0.14
FLAN-T5 – – 0.30
Uniqorn – – 0.33
GPT-3 – – 0.33
GPT-3.5v2 – – 0.34
GPT-3.5v3 – – 0.39
ChatGPT – – 0.43
TraQuLA(SE) 0.42 0.44 0.43
GPT-4 – – 0.55

10 We had to adjust WDAqua’s macro precision, since in [6] the reported precision was calculated
for answered questions only, and for each unanswered question micro precision equaled 1. We
also use TeBaQA’s F1 score instead of the reported QALD F-Measure.
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4.2 Evaluation on the LC-QuAD 2.0 Dataset

LC-QuAD 2.0 [8] comprises 30,000 pairs of questions and corresponding SPARQL
queries, thus being one of the largest benchmarks for KGQA. Since its target knowledge
base is Wikidata, we used property mappings with DBpedia11 to facilitate TraQuLA’s
property extraction technology. We modified the way of SPARQL building (e.g. Q-
identifiers are now used instead of verbal entity names in DBpedia), and added some
possibilities for filtering, e.g. by words that the resulting entity names should contain
or time constraints, without changing the general approach. We did not use the training
split to find new property/class verbalisations or syntactic constructions, even though
LC-QuAD 2.0 is much more varied in these terms than its predecessor. We have not
performed any curation of the test split, leaving this for future work. We wanted to see
the performance of our system in its current state and to show that its approach can be
easily applicable to other KGs and datasets. In our evaluation, we used 5279 questions
that return a non-empty answer against the current version of Wikidata (January 2024).

Table 3 presents the systems that have been evaluated on the whole LC-QuAD 2.0
test set. The data for the systems, other than TeBaQA [42], are taken from Y. Tan et
al. [32], who compared the performance of the GPT family models with that of FLAN-
T5, a popular non-GPT LLM model, and Uniqorn, taken as a traditional state-of-the-art
KGQA model. FLAN-T5 [4] is an encoder-decoder transformer model that was trained
on the CommonCrawl12. Uniqorn [29] uses BERT models for retrieving question-related
information from the RDF data and/or text and making context graphs. TraQuLA showed
competitive performance even against the latest GPT models, which cannot boast of the
same level of transparency and explainability.

5 Conclusions

We introduced TraQuLA, a novel approach to KGQA, paying special attention to the
structure and linguistic features of complex questions. Predicate matching, the common
bottleneck of QA systems (e.g. [41]), was realised through large-scale linguistics-aware
collection of correlations between KG properties and NL expressions. The system
performed significantly better compared to the state of the art for LC-QuAD 1.0 and
LC-QuAD 2.0 datasets. We also carried out manual curation of the LC-QuAD 1.0 test
split, revealing some errors, and developed an evaluation approach accepting variant
forms of answer queries.

In the future, we are planning to improve TraQuLA by applying its algorithms for
extending databases of class and property verbalisations using the LC-QuAD 2.0 train
split, and other datasets. Other development prospects include deeper error analysis to
realise better matching of semantic components, and expansion of the range of question
types, so that they would cover other SPARQL operations, e.g. ordering and limits.

11 http://mappings.dbpedia.org/
12 https://commoncrawl.org/
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