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Tekoalyavusteisten tydkalujen suosion kasvaessa uusien sovelluskohteiden tutkiminen on
noussut tarkedksi. Tassa opinnaytetydssa tutkitaan, miten kayttajat hyddyntavat tekoalya

kayttavaa K8sGPT:td Kubernetes-klustereiden virhetilojen diagnoosissa ja korjauksessa.

Tutkimuksen tavoitteena on analysoida kayttajien kokemuksia K8sGPT:n kaytosta Kubernetes-
klusterin virheiden diagnosoinnissa seka korjaamisessa. Paaasiallisia tutkimuskysymyksia ovat
“Miten K8sGPT voi auttaa kayttdjia selvittamaan tehokkaammin Kubernetes-klusterien
vikatilanteet?” seka “Miten kayttajat hyddyntavat K8sGPT:ta?”. Kayttdjille annettiin tunti
Kubernetes-tehtavien suorittamiseen, jonka jalkeen aineisto kerattiin temaattisen haastettelun

avulla ja tulokset analysoitiin refleksiivisella temaattisella analyysilla.

Tulokset osoittavat, ettd K8sGPT:n tekoalylla tuottama yleiskuva klusterin tilasta on tiivis ja
helposti ymmarrettavissa, mika vahentda kayttdjan tydtakkaa ja mentaalista kuormitusta.
Tekoalyn tuottamat ratkaisuehdotukset mahdollistavat aloittelija- ja satunnaiskayttijia
ratkaisemaan Kubernetes-ongelmia, joita he eivat muuten pystyisi ratkaisemaan. K8sGPT:n
tulosteen luettavuusongelmien ja alakohtaisen tietotaidon puutteen vuoksi vdhemman taitavat
kayttajat kuitenkaan harvoin muodostivat kattavaa yleiskuvaa k&silld olevasta ongelmasta ja
yrittivat korjata vikatilasta ilmenevia oireita sen sijaan, ettd tunnistaisivat ja korjaisivat ongelman

juurisyyn.

Vaikka kayttajat hyddynsivat KBsGPT:ta |api ongelmanratkaisuprosessin, he usein kayttivat jotain
toista tekoalyd ymmartddkseen K8sGPT:n tulosteen. Alakohtaisten tietotaidon puute voi johtaa
riippuvuuteen tekoalystd, mikd puolestaan haittaa ongelmanratkaisua ja estdad kayttajaa
I6ytdmastd lopullista ratkaisua klusterin ongelmiin. K8sGPT:n ja vastaavien tekoalya
hyddyntavien tyokalujen tulisi selittdd tulosteensa tarpeeksi kattavasti ja tarjota lisdselitysta
pyydettdessa, jotta kayttajat kykenisivat tekemaan paatoksen luottavaisesti. Kayttajilla tulisi olla
mahdollisuus mukauttaa tulostetta tarpeidensa mukaan, ja yleiset tehokayttdjan ominaisuudet

kuten pikanappaimet tuli olla implementoituina.
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As Al-assisted workflows gain more prominence, exploring new applications of Al in various con-
texts has become essential. This thesis explores how users interact with and use Al-powered

Kubernetes triaging too K8sGPT to diagnose, debug and fix errors in Kubernetes cluster.

The study aims to analyze user’'s experiences using K8sGPT to debug and fix issues in Kuber-
netes cluster. The main research questions are “How can K8sGPT enable users to debug Kuber-
netes clusters more efficiently?” and “How do users utilize K8BsGPT?”. The data was collected
using Thematic Interview after the user completed a series of Kubernetes tasks during a one-

hour period, and the results analyzed using Reflexive Thematic Analysis.

The findings indicate that KBsGPT’s Al-powered overview of the cluster state, due to being con-
cise and human-readable, reduces the user’s manual workload and mental load, and enables
rapid onboarding into the debugging process. The Al-generated suggested solutions enable be-
ginner- and occasional-level users to solve Kubernetes issues they would not be able to solve
otherwise. Due to readability issues in K8sGPT’s output and lack of domain knowledge, less
skilled users rarely formed a comprehensive picture of the issue at hand and attempted to fix the

symptoms instead of identifying and fixing the root cause.

While users rely on K8sGPT throughout the triaging process, they also use another Al to under-
stand K8sGPT’s output. The lack of domain knowledge can lead to overreliance on Al, which in
turn lead to the inability for users to fix the issues in cluster. KBsGPT and similar Al-powered tools
should be elaborative enough to allow users to understand the output comprehensively, and allow
the users to ask the Al to elaborate more in case the users require more explanation. Users should
have the ability to customize the interface and output to their liking, and normal efficiency features

such as shortcuts and quick keys should be implemented.

Keywords: K8sGPT, LLM, Al, clusters, cloud, Kubernetes, overreliance on Al
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| have utilised Al tools in my thesis:

O No
Yes

The Al tools utilised in my thesis and their purposes are described below:
Names and versions of Al tools: ChatGPT-o01, ChatGPT-4o0.

Purpose of using Al tools: ChatGPT o1 was used to brainstorm the Kubernetes tasks used in the
study. ChatGPT 40 was used in the first draft to figure out the initial table of contents, to brainstorm
potential data-analysis methods and frameworks used in research, and a few times to ensure that

the sentence structure was correct English.
Sections where Al tools were used: Table of Contents (first draft), 8.1.

| acknowledge that | am fully responsible for the entire content of my thesis, including the parts

generated by Al, and accept accountability for any violations of ethical standards in publications.
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1 Introduction

Large language models (LLMs) are becoming more prominent in our lives, and have the
potential to affect multiple domains. With the rise of LLM and its benefits in productivity
work (Inwegen et al., 2023), I’m interested in studying how LLM-powered tools, specif-
ically K8sGPT, can be leveraged to alleviate challenges in triaging Kubernetes clusters
in cloud environment and decrease the human overhead, increasing productivity per

workhour.

With cloud-based microservice architecture being prominent in the software industry, ef-
ficient cluster management is the lifeblood of any such software. Managing software in a
cluster is not without its challenges, however. Typos, missing keys, missing configmaps,
wrong credentials, resource constraints and other such misconfigurations are all common
in Kubernetes clusters. One of the contributing factors to these challenges is, that micro-
service architecture is based on multiple small components that interact with each other

and thus, each providing a potential point of failure (Dame, 2022).

Debugging a Kubernetes cluster can be time-consuming. Like all tools, Kubernetes re-
quires time investment to learn and use proficiently, and working hours must be spent
poring through documentation and other sources of information. There are tools designed
to enable more efficient cluster triaging besides command-line interface kubectl, such as
the terminal based K9s (K9s - Manage Your Kubernetes Clusters In Style, n.d.) and IDE-
based environment Lens (Lens | The Kubernetes IDE, 2021). However, at the time of

writing, only one tool, K8sGPT, is leveraging Al

Since K8sGPT is, at the time of writing, a new tool, I have not found evidence of its
widespread adoption. Which suits me fine, since the goal of this study is to assess
K8sGPT’s viability for wider adoption.

This study aims to provide answers to the following questions:
RQ1: “How can K8sGPT enable users to debug Kubernetes clusters more efficiently?”
RQ2: “How do users utilize K8sGPT?”

To answer these questions, I conducted a case study in which users are given six Kuber-
netes cluster debugging tasks and are encouraged to use K8sGPT in their problem-solving
process. After roughly one hour, the users were interviewed and their experiences rec-

orded. Their answers were then analyzed and discussed.



Chapter 2 is a literature review on Al and its effects on productivity. Chapters 3 and 4
briefly describe Kubernetes and K8sGPT, and what features they have. Chapter 5 outlines
the case study, explains methodologies used and explains the rationale behind their selec-

tion.



2 Literature Review

In this chapter I present the relevant literature to the study. I define Large Language
Model, talk about Generative Al, ChatGPT, AI’s effects on productivity, Kubernetes,
SRE practices, and lastly K8sGPT.

2.1 Overview of Large Language Models (LLMs)

A Large Language Model is an artificial intelligence designed to understand and generate
human language, trained on vast amounts of text data to predict next word in sentence,
using deep learning architecture such as transformers, a model proposed by (Vaswani et
al., 2023). A LLM model that has been trained on a broad data, generally using self-
supervision at scale, can be called a foundation model (Bommasani et al., 2022). Such
foundation model can then be adapted into different tasks using task-specific datasets and
fine-tuning (Brown et al., 2020). Large Language Models (LLM’s) are often used in con-
junction with an interface that facilitates easy interaction between the user and LLM, such
as ChatGPT (Teubner et al., 2023).

LLMs have potential to affect society in numerous ways and can be used in various ways,
both positively and maliciously (Solaiman et al., 2019). LLMs have potential usage in
wide range of domains (Tamkin et al., 2021). So far, research has found benefits of Al in
call centers (Brynjolfsson et al., 2024), resume writing (Inwegen et al., 2023), coding
assistance (Ziegler et al., 2022), legal assistance (Bhambhoria et al., 2024; Cohen et al.,
2023), geospatial question-answering (Feng et al., 2023; Hochmair et al., 2024) (Feng et
al., 2023).

Negative effects on society include things such as perpetuating stereotypes and social
biases, risks to privacy, providing false or misleading information, enabling users of LLM
to cause harm, manipulating users, potentially high environmental costs due to training
the model, and affect quality of certain jobs, especially creative ones (Weidinger et al.,
2021).

Currently well-known examples of LLMs in use are the Generative Pre-trained Trans-
former models (Brown et al., 2020), the GPT family of models and their conversational
Al models, such as ChatGPT-3.5 and ChatGPT-4. ChatGPT-4 is a model pre-trained us-
ing a large dataset of text to predict the next token in a document and then refined using
Reinforcement Learning from Human Feedback (RLHF) (OpenAl et al., 2023; Ouyang
et al., 2022). This training has enabled the model to carry out a wide range of natural
language tasks, including question answering, arithmetic, and classification. Fine-tuning

has made these models more controllable and useful (OpenAl et al., 2023).



The most used chatbot in the world is Meta’s Meta Al with 500 million total active users,
with OpenAl’s ChatGPT coming second with 300 total active, followed by Google’s

Gemini with approximately 275 million active users (Kumar, 2025).

2.2 Tokens and Prediction in Large Language Models

In LLM’s, in order to reduce the complexity of the input, process it faster, more efficiently
and with greater accuracy, the raw text input is broken down into smaller units called
tokens, and can be as short as a single character or can be formed from character se-
quences or subword units (Sennrich et al., 2016). The input text is converted into tokens
in a process called tokenization (Yang, 2024) and is a preprocessing step in which the
input text is converted into a format suitable for the language model. The tokenization
process can use different tokenizers, such as Byte Pair Encoding (BPE) (Sennrich et al.,
2016), SentencePiece (Kudo & Richardson, 2018), Unigram (Kudo, 2018), and Word-
piece (Devlin et al., 2019; Schuster & Nakajima, 2012; Wu et al., 2016).

The model processes text as tokens and generates the output text by predicting the next
token in a sequence, using the context of the preceding tokens. This process uses proba-
bilistic modeling to determine the most likely subsequent token (Vaswani et al., 2023).
In output, these tokens are then converted back into raw text. There are however issues
in token prediction that models attempt to minimize or rectify. Accuracy in the models is
often improved by increasing the size of training data (Kaplan et al., 2020), which can

lead to issues such as hallucinations, bias and increased environmental costs.

Hallucinations are situations where the model generates plausible sounding, but factually
incorrect or nonsensical information (Lee et al., 2023). Hallucinations occur when an
LLM fails to exactly reproduce the output of a computable function (Z. Xu et al., 2025).
Hallucinations can be categorized into two types: intrinsic hallucinations and extrinsic
hallucinations. Intrinsic hallucinations occur when the output generated by LLM contra-
dicts the source content, whereas extrinsic hallucinations occur when the output cannot

be verified against the source (Bang et al., 2023; Huang et al., 2025).

Bias is another inherit danger in these models. Large datasets based on the text from the
Internet can overrepresent hegemonic viewpoints, which can be potentially damaging to
marginalized populations. There is a risk that LLMs pick up abusive language patterns in
the training data, including derogatory and discriminating language, racism, sexist,
ableist, extremist or other harmful ideologies (Bender et al., 2021; Bolukbasi et al., 2016).



Training Large Language Models is also demanding on resources, both financial via hard-
ware and electricity, and environmentally due to energy required to fuel the training pro-
cess (Strubell et al., 2019). The increasing environmental and financial costs of Large
Language Models negatively affect marginalized communities. These groups are least
likely to benefit from the progress achieved by LLMs and are most likely to be harmed

by the negative environmental consequences of LLMs (Bender et al., 2021).

2.3 Generative Artificial Intelligence

Generative Al models form an understanding of the training data’s underlying patterns
and structures, and produce new data that shares similar characteristics and traits with the
training data. Artificial intelligence systems that have the ability to create images, text,
and other forms of media through the utilization of generative models are considered
Generative Al. Each type of generative model can be tailored for specific tasks. Some of
the well-known types of Generative Al types include the following: Generative Adver-
sarial Networks (GANSs), Transformer-based Models (TRMs), Variational Autoencoders
(VAEs), and Diffusion Models (DMs) (Sengar et al., 2024).

In Generative Adversarial Networks, there are two networks present, the generator and
the discriminator. The generator creates output, for example images, without access to
real images, and learns only by interacting with the discriminator. The discriminator has
access to both real and synthetic samples, and attempts to tell the generator’s image apart
from the real sample. The discriminator is provided with an error signal that tells if the
sample came from the pre-known stack or from the generator. This error signal can then
be used to train the generator to create better quality output. Both networks are trained
simultaneously and in competition with each other (Creswell et al., 2018). This process
continues until the discriminator can no longer detect whether the generator’s output is
fake or not (Goodfellow et al., 2014).

Transformers are often used in language generation and machine translation. Using both
self-attention and Multi-Head attention mechanisms, they learn the dependencies between
different objects regardless of the distance between said objects, and learn the patterns
and relations between input and output (Vaswani et al., 2023). Transformers are com-
monly used to build Pre-trained Transformer (GPT) models (Radford et al., 2018).

Variational Autoencoders, introduced by (Kingma & Welling, 2022), consist of an en-
coder and a decoder. The goal is to achieve output with similar mean and variance as the
original given output, even after variance has been introduced into the process. The en-

coder encodes the given input in a lower dimension called latent space, while the decoder



decodes that latent output into its original shape. Variation is introduced to this latent

space using standard Gaussian distribution.

In Diffusion Models, the structure data distribution is systematically and slowly destroyed
through an iterative forward diffusion process. A reverse diffusion process then restores
the structure in data, resulting in generative model of the data that is both highly flexible
and tractable (Sohl-Dickstein et al., 2015).

2.4 K8sGPT

K8sGPT is an open-source, Apache-2.0. License, Al-powered scanning tool for Kuber-
netes clusters, with first public release 0.10.0 on March 28, 2023 (Releases - K8sgpt-
Ai/K8sgpt, 2023). According to its homepage (https://k8sgpt.ai/):

“K8sGPT is a tool for scanning your Kubernetes clusters, diagnosing and tri-
aging issues in simple English. It has SRE experience codified into its analyzers
and helps to pull out the most relevant information to enrich it with AL”

Kubernetes can have a steep learning curve. Misconfigurations, such as typos, missing
service accounts, and services without endpoints can make troubleshooting a Kubernetes

cluster difficult for any users, including DevOps and Site Reliability Engineers (SREs).

Debugging a Kubernetes cluster is traditionally a laborious process and requires the user
to sift through multiple logs, configuration files and other sources, all while building a
comprehensive overview in their mind. This process is not only manually laborious, but

mentally taxing.

K8sGPT utilizes the underlying LLM model to scan and analyze the Kubernetes cluster,
and to disseminate the user relevant information with said LLM model. K8sGPT then
creates an overview of the cluster’s state, using the model to create suggestions to user

on how to fix the detected issues in cluster.



K8sGPT has a command for explaining the issue in the cluster, “—explain”. When using
this command, K8sGPT scans the cluster using the configured LLM backend, and then
uses the same LLM backend to interpret and analyze it, creating an overview that explains

the analysis results. Image 1 shows the output of running such command.

$ k8sgpt analyze --explain

AT Provider: openai'

: Pod default/frontend-deployment-5c74dbdbot-wapdx(

: Service default/fromtend-service()

Image 1. Example of "K8sGPT analyze --explain" - command output

K8sGPT also has other features that are explained in sections 2.4.1, 2.4.2 and 2.4.3.
2.4.1 Anonymization

It is important to avoid sending any business sensitive information to outside sources.
K8sGPT has an option to anonymize the data before sending it to the Al backend.
(K8sgpt-Ai/KS8sgpt, 2023/2025). K8sGPT documentation describes “Anonymization”

feature in the following way:

“With this option, the data is anonymized before being sent to the Al Backend.
During the analysis execution, k8sgpt retrieves sensitive data (Kubernetes object
names, labels, etc.). This data is masked when sent to the Al backend and re-
placed by a key that can be used to de-anonymize the data when the solution is
returned to the user.”

This feature appears to enable a business to use 3 party LLM backends when using
K&8sGPT. On the other hand, a business can also use their own local LLM backend for

K8sGPT to ensure that the data sent remains secure.



2.4.2 LLM agnostic

Ks8GPT allows a number of different LLM backends to be used, with out of the box
integration for the models described in Table 1. (Overview - K8sgpt, n.d.).

Backend Owned by Notes
OpenAl OpenAl Default backend for K8sGPT.
Cohere Cohere -
Amazon Bedrock Amazon -
Amazon SageMaker Amazon -
Azure OpenAl Microsoft -
Google Gemini Google -
Google Vertex Al Google -
Hugging Face Hugging Face -
IBM watsonx.ai IBM -
LocalAl Community/Vari-  Models supported by LocalAl for in-
ous stance are Vicuna, Alpaca, LLaMA,
Cerebras, GPT4ALL, GPT4ALL-J and
koala.
Ollama Ollama Used via LocalAl backend.
FakeAl - Simulated Al-based system for local de-

velopment, testing and troubleshooting.
Table 1. LLM backends supported by K8sGPT as of version v(.3.48.

2.4.3 Operator installation

K8sGPT can be installed as an operator within a Kubernetes cluster. When installed this
way, K8sGPT can be used to monitor a cluster continuously and be integrated with exist-

ing monitoring such as Prometheus or Alertmanager.

2.5 Effects of Al Assistance on Productivity

Research has shown that shown that Al, and Generative Pre-trained Transformer Models,
can augment human workers, with lower skilled workers benefiting more than higher
skilled workers. Study by (Brynjolfsson et al., 2024) found that Al increases productivity
or issue resolution/customer satisfaction in call centers. The productivity increase is more
profound (11 — 13 %) in less skilled workers than in higher (6 %) skilled workers. Less
skilled workers follow Al suggestions more than higher skilled workers, who already
have enough knowledge and do not need Al assistance. Brynjolfsson et al. noted that most
benefit is gained by the less skilled workers, while more skilled workers who already
have the domain knowledge do not benefit from Al assistance as much the less skilled

workers (Brynjolfsson et al., 2024).


https://github.com/k8sgpt-ai/k8sgpt/releases/tag/v0.3.48

(Inwegen et al., 2023) found that Al is beneficial in resume writing, benefitting those with
common errors and spelling mistakes in their resumes. Those who already had excellent
resumes (and thus better writing skills) gained little benefit from Al assistance. (OpenAl
et al., 2023) notes, that workers hoping to benefit from Al assistance still need to adjust

to the new workflows.

(Ziegler et al., 2022) found that Neural Code Completion systems can potentially increase
productivity in software development, not just in coding but enabling user to make pro-
gress towards their goal. (Vaithilingam et al., 2022) who evaluated usability of code gen-
eration tools powered by Large Language Models, found in their study that most partici-
pants in their study preferred to use coding assistant as more of a starting point and saving
the effort of searching for information online. (Barke et al., 2022)brought up the theory
that programmers using LLM assistance to solve problems interact with LLM assistant
(GitHub Copilot in this study) in two different modes; acceleration, in which the pro-
grammer already knows the steps to the goal and LLM assistant simply speeds up this
process, and exploration, in which the programmer is unsure about the steps and explorers

possible solutions or starting points.

(Acemoglu & Restrepo, 2022) argue that industries with more opportunities for automa-
tion (in our case, software industry, cloud computing) will feel more pronounced effects
of demographic shift where jobs that middle-aged workers used to perform are replaced
with automation. In other words, new automation technology may make some tasks that
previously required human labor and skill unnecessary. In this study’s context, there is a
possibility that K8SGPT can make specialized cluster management specialists unneces-

sary.

However, it should be noted that while studies found Al can benefit less skilled workers
(Brynjolfsson et al., 2024; Inwegen et al., 2023)] and increase productivity (Ziegler et al.,
2022), the less skilled workers are following Al suggestions more often than their more
skilled counterparts (who already have enough knowledge and do not need Al assistance).
This can, in turn, result in mistakes if AI’s suggestions cannot be verified, especially since
GPT-models have tendency to produce nonsensical or untruthful content, also known as
“hallucinations” (Lin et al., 2022; Maynez et al., 2020; OpenAl et al., 2023).

It should be kept in mind that Al-assistance carries the risk of overreliance (Passi &
Vorvoreanu, 2022), in which dependency on the GPT model may hinder development of

new skills and lead to their loss. Al assistance may lead to unnoticed mistakes, especially
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if the user utilizes Al in domains where they lack expertise. Therefore, users should re-

main vigilant for errors and verify Al suggestions.
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2.6 Kubernetes and Cluster Management

This section briefly explains that Kubernetes is, and what challenges there are in Kuber-
netes cluster management.

According to Kubernetes web page (Production-Grade Container Orchestration, n.d.):

“Kubernetes, also known as K8s, is an open-source system for automating de-
ployment, scaling, and management of containerized applications.

It groups containers that make up an application into logical units for easy man-
agement and discovery. Kubernetes builds upon 15 years of experience of run-
ning production workloads at Google, combined with best-of-breed ideas and
practices from the community.”

Kubernetes uses a client-server distributed system architecture, with one or more master
nodes, and Kubernetes runs its control plane components on the master nodes. Kubernetes
provides tools for automating deployment, managing failures (such as restarting contain-
ers, and replica-set management), scaling and managing containers. Features such as self-
healing, scheduling and auto-scaling are aimed at ensuring containerized applications re-
main online even in the case of high loads or hardware failures. Kubernetes also has nu-
merous metrics and logs available through its API, allowing integration with monitoring
tools such as Prometheus or Grafana (SALEH, 2021).

Kubernetes is complex to operate and maintain. In typical business use case, a Kubernetes
cluster is part of a company’s production infrastructure. When Kubernetes cluster is
moved to production, the cluster must be connected to rest of the company’s infrastruc-
ture, which includes databases, Lightweight Directory Access Protocol (LDAP), messag-
ing, streaming, and others (SALEH, 2021).

2.7 SRE Practices and Kubernetes

Site Reliability Engineering (Beyer et al., 2016) is a discipline originating and formalized
at Google, with the goal of ensuring that large-scale, distributed computing systems re-
main reliable and efficient. SRE emphasizes using automation to minimize human error,
and to handle repetitive tasks, monitor, manage capacity efficiency, and quickly recover

from failures.

Kubernetes, with its features, naturally lends itself well to SRE practices and goals, with

emphasis on using automation to maintain reliable, scalable systems.


https://kubernetes.io/docs/concepts/overview/
https://queue.acm.org/detail.cfm?id=2898444
https://queue.acm.org/detail.cfm?id=2898444
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2.8 Challenges in Cluster Management

(Cooper et al., 2009) outline and define requirements for a successful cloud application

(in their case, a database containing user profiles) that can be applied to successful cluster

management in general:

Multitenancy - Many applications must be supported on the same hardware
and software infrastructure. The applications must have their performance iso-
lated from one another, but they must be able to share information.

Elasticity — The cloud infrastructure must quickly and gracefully adopt to ap-
plications request for resources and capacity.

Scalability — High request rates with low latency must be supported effort-
lessly, and system should automatically be able to take advantage of new hard-
ware.

Availability — The cloud services must continue to be available even in the
cases of server failures, network failures or whole datacenter outage.
Security — Security breach in a cloud affects all the applications running on it,
therefore, ensuring security is vital.

Operability — The system in cloud should be easy to operate by a central team

that can manage it at scale.

Cluster management by human users should strive to note these requirements and use the

tools available to ensure that the cluster fulfils these requirements. Many of these require-

ments are handled by automatic cluster management tools under the hood, such as Ku-

bernetes. Human users are still needed to ensure that the cluster is set up and managed so

that each of these requirements can be fulfilled by automatic systems. Especially security

requires human oversight and planning. Troubleshooting problems related to these re-

quirements can be time consuming.
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2.9 Related Work
There has been study into AI’s effects on productivity, such as study by (Brynjolfsson et

al., 2024). While this study was about Al as an assistant in Kubernetes cluster triaging,
there have similar studies into Al as a programming assistance tool, such as studies by
(Barke et al., 2022; Vaithilingam et al., 2022). Their studies, however, had different fo-
cuses and methodologies in their evaluation tasks. (Vaithilingam et al., 2022) study had
stand-alone tasks and only one programming language, Python, whereas (Barke et al.,
2022) had tasks where programmers were required to contribute to an existing codebase
and use Python and Rust. Study done by (Vaithilingam et al., 2022) was comparative with
focus on rate and time of task completion with and without using CoPilot; (Barke et al.,
2022) instead collected quantitative data on how well and quickly their subjects com-
pleted given tasks, with or without GitHub Copilot. Finally, (Vaithilingam et al., 2022)
had predefined research questions to which their quantitative answers were skewed to-
wards, while (Barke et al., 2022) chose the grounded theory approach, focusing on finding

patterns in programmer’s behavior.

Previously, (F. F. Xu et al., 2020) authored a Natural Language-to-code plugin and then
year later studied its usefulness as a coding assistant tool. The next year, (F. F. Xu et al.,
2021) found no statistically significant differences in task completion time or task cor-
rectness score whether the study participants used NL-to-code plugin or not. (F. F. Xu et
al., 2021) did mention in their study that the underlying code generation technology be-
hind their NL2Code plugin may not have been developed enough as of the time of the
study. It should be noted that newer Large Language Models generate code with higher
correctness and quality as demonstrated by OpenAl in their GPT-4 Technical Report
(OpenAl et al., 2023). Thus, the findings of Xu et al. (2021) study may no longer hold.



-14-

3 Research Methods
In this chapter I give an overview of how I studied user’s interaction with K8sGPT, what

methodologies I chose, and how I conducted the interview.

I will follow the best practices for empirical software engineering research outlined by
(Shull et al., 2008) and will make my study replicable by publishing the cluster setup used
in the study. For the full setup, see 9.1. Appendix 1: Research Environment.

It should be noted that K8sGPT was used directly by the users and studying K8sGPT’s

use as an operator in cluster was not in the scope of this study.

3.1 Overview

This study was a qualitative, exploratory investigation of K8sGPT in use, combining task-
based interaction with semi-structured interviews and thematic analysis. I chose to use
task-based approach and follow the guidelines set by (Nielsen, 1993). Since the purpose
in task-based approach is to evaluate the software, not the user or their skills (Nielsen,
1993), this approach felt suitable way to gain insights from user’s experiences with
K8sGPT, the concrete ways K8SGPT could benefit their way of working, how people
adopt and integrate K8SGPT into their workflow, and how they feel about the tool in

question.

I created the tasks following the practices set forth by (Nielsen, 1993), such as being
representative of real life tasks and small enough to be completed by users in the limited
time they have. The data was gathered using Thematic Interview methods described by
(Hirsjédrvi & Hurme, 2022), and then analyzed the data using Thematic Analysis frame-
work (Braun & Clarke, 2022), both described more in detail in sections 3.3. and 3.4.

Although this study was not explicitly about usability, when talking about an individual’s
experience with a software tool one cannot avoid delving into usability, at least in part.
(Virzi, 1992) found that four or five subjects is enough to detect 80 % of usability prob-
lems, and that additional subjects are less likely to reveal any new information. That is

why I decided to limit the participants to five subjects.

The users I recruited were all working in IT industry, with varying backgrounds and ex-
perience levels, from junior to very senior, and they were recruited using multiple differ-
ent approaches. Some were colleagues or acquaintances, and one user was recruited via

an online call-out. User profiles can be found in Table 2.
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3.2 Research Setup

(Nielsen, 1993) suggested that the starting task should be easy to give the user a morale
boost, while the last task should make user feel they accomplished something, and that is
what I did. With the help of ChatGPT ol, I brainstormed and created 6 tasks, 2 simple, 2
moderate, and 2 complex tasks. The goal was to create tasks that resemble real life con-
figuration errors, but in a way that their functioning would be verifiable via K8sGPT and
via test pod within cluster that can ping the system created in the task. Each of these tasks
had .yaml — files containing cluster configurations, along with a makefile that could be
used to apply all configuration files, delete the cluster and verify if the task was success-
fully completed.

The users were tasked to solve these 6 Kubernetes tasks. These tasks were all different
kinds of Kubernetes configurations with typical errors, ranging from missing configmaps,
missing key-value to misconfigured secrets. For full tasks descriptions, see 11.1. Appen-

dix 1: Research Environment.

The test environment was a VSCode Docker container, hosted by the researcher on his
computer. The container had all the tools that can be considered normal for cluster de-
bugging, such as bash autocomplete, kubectl, K9s, etc. For full description, see refer-
ences. The user would get a link to the container and would perform the tasks within said

container.

The sessions were recorded on video. The user’s screen was shared so that what they did
could be observed by the researcher, and the users were encouraged to speak their
thoughts out loud during the tasks. The researcher would answer questions regarding the
test environment, but remained silent during the tasks and did not comment on the tasks
themselves.

Users were given roughly one hour to attempt to complete the tasks, with some flexibility
depending on if they were close to solving the tasks. After that the users were interviewed
about their experience and their thoughts on K8sGPT using Thematic Interview methods
described in the next section. To start the interview, the following questions were asked
to establish the user’s experience with Kubernetes:
1. How would you describe your experience level in Kubernetes and its manage-

ment?

- Beginner

- Occasional

- Regular
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- Professional
2. How long have you been using or working with Kubernetes?
What is your occupation?

4. Are you a developer or DevOps support or other (please specify)?

After these initial questions, the discussion would move forward into thematic interview

and questions described in the next section.

3.3 Thematic Interview

The goal in the post-task interview was to understand what the user’s experiences were
using K8sGPT, how they felt it affected their workflow and why they thought so. Accord-
ing to (Hirsjarvi & Hurme, 2022) thematic interview is flexible and allows follow-up
questions and clarifications, all of which would serve this study better than a question-

naire form, since the sample size will be relatively small.

The post-task interview and questions were based on thematic interview principles based
on the book “Tutkimushaastattelu : teemahaastattelun teoria ja kéiytinto” (Hirsjarvi &
Hurme, 2022). Thematic interview is a half-structured interview methodology in which
the interview focuses around certain themes, and the individual’s perceptions and expe-
riences are the centerpieces. The main thematic questions are the same for everyone, but
the follow-up questions varied slightly depending on the individual’s answers. In this
interview, the themes were:
- How do users utilize K8sGPT:
o What kind of operations did you use K8sGPT for?
o At what point of your workflow during the tasks did you use K8sGPT?
- How do users perceive K8sGPT:
o What kind of work or operations did K8sGPT seem best suited for?
o How do you feel K8sGPT affects your way of working?
o How much did you trust the suggestions given by K8sGPT?
- What users think K8sGPT should do differently:
o What should K8sGPT do to make you trust its suggestion more?
o What would you like K8sGPT to do differently in the future?

3.4 Thematic Analysis

Thematic analysis, specifically reflexive Thematic Analysis introduced by Braun and
Clarke in their book Thematic Analysis (Braun & Clarke, 2022), seemed like a natural
continuation into the research process, since the interview was conducted using thematic

review techniques as described by (Hirsjarvi & Hurme, 2022). The interest in this research
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was how users interact with K8SGPT and how K8sGPT affects their work. In other words,

the focus was on the user, the individual and their experiences.

I felt that reflexive thematic analysis would allow me to recognize the patterns from the
user’s experiences and capture their personal feel to K8sGPT and its utilization. My ap-
proach was inductive, with coding and themes emerging from the data. The goal was to
recognize patterns from user’s experiences, how K8sGPT affects their way of working,
and possibly, as a bonus, see if the patterns match any existing theories related to Al
usage, how users interact with Al tools, how different skills levels leverage Al, and user

experiences regarding LLM-powered tools.

Data consisted of transcriptions and notes of the interview. I sorted the user’s answers by
question, and highlighted phrases the subject said in verbatim. I considered each answer
to question a data piece, and each data piece could be coded with multiple descriptive
codes. If the subject’s answer was in any other language than English, I translated the

answer to English before assigning codes to it.

During the coding phase, I went back and forth, refining the codes until I managed to
shape them so that they would, in my opinion, best describe the meanings in the data.
Once the data was coded, I focused on inductively identifying shared patterning or mean-
ing across the whole dataset, which, once found, formed themes, shared meanings united

by a central organizing concept.

3.5 User profiles (Experience in Kubernetes, Occupation, Role)
Table 2 describes the study participants’ profiles, their experience with Kubernetes, oc-
cupation and role in their job description.

User Experience in Ku-

How long has Occupation Role

bernetes used Kubernetes
1 Occasional 4 years. Test Engineer.  Test Engineer.
2 Professional 6 years. Senior Special- Developer.
ist.
3 Beginner 0 h. Junior Software Devel-
Developer. oper/Sales/De-
signer/Man-
agement.

A generalist.
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Beginner 10h. Team Leader
Occasional Roughly 2 weeks =~ DevOps Engi-
full time. neer

Table 2. Study participants profiles.

People Man-
ager
CI/CD devel-
opment, Jen-
kins, Time-to-
Time Kuber-

netes.
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4 Results

In this chapter, I present the empirical findings. In overview, the data and its coding are

laid open. Then, I discuss each theme and present the empirical conclusions.

The goal in the analysis phase was to identify the ways in which K8sGPT benefited the
users, which formed the first theme. During this phase, the way users interacted with
K8sGPT and how they integrated it into their workflows emerged as another prominent
theme. As a natural extension of the previous two themes, a third theme emerged, high-
lighting the challenges users faced when interacting with K8sGPT. The assigned codes,

their occurrences and subthemes are presented in Table 3.

Subthemes Semantic code Occurrences
Overview Building an overview 8
Reduced workload Suggested solutions helpful 8
Reduced workload Reduces the amount of manual work 6
Reduced workload Reduces the mental load 5
Beginner benefits Helps less proficient users to get started. 1
Beginner benefits Helps less proficient users to get started 2
faster than non-Al solutions
User strategies Initial starting point 9
User strategies K8sGPT supplemented with another Al 6
User strategies Debugging the cluster error 2
Alternative approaches K8sGPT provides alternative solution 1
avenues
Interactions and usability | Ad hoc - fixing 5
Interactions and usability | Copy-pasting 3
Interactions and usability | Improvement: show where the fix should 1
be added
Interactions and usability | Direct querying to Al backend 1
Trust in AI K8sGPT needs to elaborate more 5
Trust in Al No trust in unknown commands 3
Trust in Al Blind trust in Al 3
Trust in Al Only the first suggested solution read 2
Trust in Al K8sGPT order of suggested solutions 2
misleading
Trust in AI Efficient usage benefits from knowledge 2
and experience with Kubernetes
Readability Difficulties in reading the output 4
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Readability Output customization 1

Table 3: Themes, assigned codes and their occurrences within the data.

4.1 Users Benefit from K8sGPT

This section contains the findings about K8sGPT’s immediate benefits to the users.

4.1.1 Overview - Reduced Mental and Manual Workload

All users agreed that one of K8sGPT’s benefits is its ability to create a comprehensive
overview of the Kubernetes cluster:

"Perhaps the biggest benefit is that it (K8sGPT) gives an overview of the Kuber-
netes cluster." — User 1

"With it, you get a direct overview... A handy overview of it (Kubernetes clus-
ter)." — User 2

"It probably helped in finding those issues better." — User 3

"For getting started, because I have no idea what the problem might be, it gives
some direction." — User 4

"Maybe the best operation which I can get is debugging the whole Kubernetes
(cluster)." — User 5

This Al-generated overview created in K8sGPT analysis seems to intrinsically contain

two other benefits that the users brought up, the first being reduced manual work:

"I don't need to go through each 'describe' in K9s or go through each individual
pod and deployment. Instead, I get a quick overview of the situation." — User 1

"And you don't need to investigate all sorts of events yourself, as it (K8sGPT)
picked them out quite nicely." — User 2

"It’s really helping me out to not spend so much time in debugging, in K8s or
K9s... So, it is just improving my... Maybe not improving but saving my time.
I don't need to go to every place to check out and read line-by-line what can be
wrong. K8sGPT can do it for me." — User 5

Users noted that K8sSGPT’s condensed analysis of the cluster situation saves them time
and effort by reducing the amount of manual typing, switching tabs and reading multiple
different information sources. Instead of checking multiple different pod- and deployment
states during the triaging process, users could simply rerun K8sGPT’s analyze — com-
mand and gain an overview again. This naturally ties in with the second related finding,

reduced mental load:

"...Yes, this (K8sGPT analyze --explain) probably gives a clearer picture with
this 'explain’ than K9s or 'kubectl describe'." — User 1
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"However, it compiles essential information into a short segment, so one can
quite nicely see the connections." — User 2

The K8sGPT’s analysis output appears to be more human-readable, easier to understand
and faster to read than “kubectl describe” — command’s output or K9s views. This easy-
to-read view appears to reduce the mental load required to understand a Kubernetes clus-
ter’s state. One user speculated that this fast-to-read-and-comprehend overview would be
a great benefit to high-stress situations, such as a call during the night when a cluster has

gone down:

"Often, during nighttime calls, the situation is that many places are broken. It
takes a long time to go through all the logs and events and then to understand
the dependencies." — User 2

This leads me to draw two conclusions so far:

EC 1: K8sGPT can benefit users by reducing the manual workload.
EC 2: K8sGPT can benefit users by reducing the mental load required to understand

a Kubernetes cluster’s state.

4.1.2 Helpful Suggestions and Fast Onboarding
Users found that the solutions and commands suggested by K8sGPT were helpful to them:

"Yes, now it feels like it could be helpful. Of course, once you learn or get used
to using it." — User 1

"Yes, most of it (K8sGPT’s suggested solutions) looked quite reasonable." —
User 2

"It probably helped in finding those issues better." — User 3

"And it (K8sGPT’s suggested solution) might be suitable for step-by-step pro-
gression." — User 4

"And that (K8sGPT suggested solution) was very helpful, I must admit." — User
5

Two beginner-level users felt that K8sGPT’s analysis and suggestions helped them to get
started when they were lost, and faster than reading external sources, such as manuals or
Stack Overflow:

"A quick mention; you can get started faster using (K8sGPT) than by reading
manuals or browsing Stack Overflow. It can easily eliminate many basic issues.
It might also reduce initial frustration and prevent throwing the keyboard away.
It might then encourage and motivate to continue (working)." — User 4

"Initially, it gave hope when I was completely lost. It provided the means to get
started." — User 4
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"In my case, it affected me because I haven't used these kinds of systems (Ku-
bernetes, clusters), so I don't really know how to search for problems." — User 3

The users could also benefit from easy-to-read, clear errors that they could then search
for further:

“It (K8sGPT) provided errors that I could easily google to find the issue." — User
3

These findings lead me to draw the following conclusion:

EC 3: K8sGPT can benefit users by enabling them fast onboarding to cluster triaging.

These previously mentioned three empirical conclusions together form the following pri-

mary conclusion:

PEC 1: K8sGPT can enhance cluster triaging by reducing manual
workload, lessening mental load and enabling rapid onboarding.

Empirical conclusions and primary empirical conclusions for ‘How Can users Benefit
from K8sGPT’ are depicted in Table 4.

Identifier  Empirical Conclusion

EC 1 K8sGPT can benefit users by reducing the manual workload.
EC?2 K8sGPT can benefit users by reducing the mental load required to under-

stand a Kubernetes cluster’s state.

EC3 K8sGPT can benefit users by enabling them fast onboarding to cluster
triaging.
PEC 1 K8sGPT can enhance cluster triaging by reducing manual workload, less-

ening mental load and enabling rapid onboarding.

Table 4: Empirical conclusions in How Can Users Benefit from K8sGPT

4.2 Users Integrate K8sGPT Into Their Workflow

This section explores how users interacted with K8sGPT and how they used it as a part
of their workflow.

4.2.1 K8sGPT as a Beginning, an End, and the Avenues In Between

Since K8sGPT’s analysis provided a good over cluster’s state, users naturally gravitated

towards using the analysis as an initial starting point:

"...It somewhat simplifies it, like 'let's start from here' and see what happens
next. You don't have to go through all the tabs yourself." — User 2
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"Right at the beginning." — User 3

"Initially, it gave hope when I was completely lost. It provided the means to get
started." — User 4

"My main use was when I was starting the task, and to see, what the problem
is." —User 5

Besides as an initial starting point, K8sGPT’s analysis could also be used to verify that

the cluster’s errors were fixed:

"Immediately for assessing the initial situation, where we stand, and in the final
situation, whether all problems have been solved." — User 2

This leads to the following empirical conclusion:

EC 4: Users use K8sGPT as the starting point and ending point in their triaging pro-

CECSS.

One user noted that K8SGPT’s suggested solutions also helped them to find new avenues

to solve the issue when they were unable to proceed otherwise:

“...1f I did not know how the fix, or when I got stuck from the error, then I go
back to K8sGPT and ask what else can I do." — User 5

I can draw the following empirical conclusion from these findings:

EC 5: Users use K8sGPT’s suggestions to find new solutions they couldn’t think of

previously.

4.2.2 Another Al as a Supplementary Aid and Suggestions as Reminders
Users supplemented K8sGPT’s analysis with another Al, in this study ChatGPT and

Gemini 1.5. They used another Al to understand the meaning in K8sGPT’s analysis, and

what the suggested solutions entailed, and how to implement said solutions:

"Yes, I felt it helped me. I've used ChatGPT in this kind of work... One needed
to understand where the fix should be applied. That's where ChatGPT helped."
"—User 1

"It (K8sGPT) provided errors that I could easily google to find the issue." — User
3

The following conclusion can be formed from these findings:

EC 6: Users use another Al to understand K8sGPT’s analysis results and suggestions.
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One user mentioned that K8sGPT analysis was a good reminder to them what the issue
was, in case the user gets lost in the details or their thoughts start wandering off, and

functioned as a lynchpin onto which user can always return to:

"And then again, when I might have gone off track and wondered 'what was the
original problem again,' I would run it (K8sGPT analyze --explain) again." —
User 4

Despite being a minor find; I can draw the following conclusion:

EC 7: Users use K8sGPT’s suggestions as a reminder of what they were working on.

Altogether, these findings form the following primary empirical conclusion:

PEC 2: Users rely on K8sGPT throughout the cluster triaging pro-
cess, utilizing it both as an initial reference point and a final valida-
tion step. K8sGPT'’s suggestions enable users to discover new solu-
tions, but users often use another Al to understand K8sGPT’s analysis
and suggested command. K8sGPT’s overview helps the user to stay
focused on the big picture.

Empirical conclusions and primary empirical conclusions for ‘How Users Integrate
K8sGPT Into Their Workflow’ are depicted in Table 5.

Identifier  Empirical Conclusion

ECH4 Users use K8sGPT as the starting point and ending point in their triaging

process.

ECS Users use K8sGPT’s suggestions to find new solutions they couldn’t have
thought of previously.

ECo6 Users use another Al to understand K8sGPT’s analysis results and sug-
gestions.

EC7 Users use K8sGPT’s suggestions as a reminder of what they were work-

ing on.

PEC2 Users rely on K8sGPT throughout the cluster triaging process, utilizing it
both as an initial reference point and a final validation step. K8sGPT’s
suggestions enable users to discover new solutions, but users often use

another Al to understand K8sGPT’s analysis and suggested command.

K8sGPT’s overview helps the user to stay focused on the big picture.
Table 5: Empirical conclusions for How Users Integrate K8SGPT Into Their Workflow
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4.3 Usability and Interaction Challenges with K8sGPT

This section explores the challenges users had while using K8sGPT, and their suggestions

on how to improve K8sGPT to accommodate their use cases.
4.3.1 Reliance on Al

Some beginner- and occasional-level users appeared to trust K8sGPT’s suggestions

blindly, like one user admitted:

"Maybe in this case, a bit too blindly. I roughly started trying by copy-pasting
from there." — User 1

This trust could be due to users not having the skills and knowledge about Kubernetes

clusters and being forced to rely on K8sGPT and other Al tools, as two users put it:
"I didn't really have any other option." — User 4

"In my case, it affected me because I haven't used these kinds of systems (Ku-
bernetes, clusters), so I don't really know how to search for problems." — User 3

In other words, the following conclusion can be formed:

EC 8: Less skilled users may rely blindly on K8sGPT.

The overreliance on Al may have compounded another issue in K8sGPT that the users
reported: K8sGPT’s order of suggested solutions could be misleading to users. Often,
K8sGPT would report a symptom of the real issue as the first thing to fix in the suggested

order, while the cause of the first issue would be the second reported issue:

Initially, they provided some direction, but on the other hand, they were a bit
misleading. For example, in the last instance, the point was just to find the right
file and add the key-value there." — User 4

This would lead to less skilled users attempting to fix the first issue, failing in that and

then subsequently failing to understand why the suggested solution is not fixing the error:

"I didn't go past (K8sGPT's suggested solution) step 2 at all, I just threw the
errors to ChatGPT and went from there." — User 2

This could lead to a cycle where user attempted to fix the issue first issue following
K8sGPT’s suggestions, but since the root cause was the second point in the list, cluster

state wouldn’t change, and with K8sGPT’s cache, the suggestions would not change:

"On the other hand, it (K8sGPT) just kept repeating the same thing (the same
analysis result, which didn't change due to the cache if there were no changes in
the cluster) and didn't guide precisely to the specific problem, so it started to
become a bit frustrating. Then I had to look elsewhere for a solution, but on the
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other hand, it's perhaps more dependent on the user. You might learn to get along
with it better as you interact with it and use it more." — User 4

Due to the cyclic issue stated above, one user’s trust in K8sGPT started to falter and they

felt that they had to resort to external or alternative sources beside K8sGPT:

"But actually, towards the end... Initially, I trusted it, but in the last task (task3),
I had to find another alternative. In a certain sense, my trust started to waver a
bit." — User 4

To alleviate this, some users suggested that K8sGPT could use the Al backend to analyze

its own analysis in an attempt to find the real root cause and suggest fixes to it first:

"The findings would have some order, indicating what the root cause is and what
should be fixed first." — User 1

One user noted that users may need skills to understand which issue might be the ‘root

cause’ in the cluster:

"Then maybe you have to try to understand yourself, which of these could be the
'root cause' that needs to be looked at first." — User 1

This leads me to the following two conclusions:

EC 9: K8sGPT’s order of suggested solutions can mislead user to fix issues that are
just symptoms, not the root cause.
EC 10: Users need to have enough skills and knowledge in Kubernetes to critically

analyze K8sGPT’s output and identify the correct root cause in cluster errors.

All this put together, I can draw the following primary conclusion:

PEC 3: Effective use of K8sGPT requires users to have sufficient Ku-
bernetes skills and knowledge to critically analyze its output. Users
without sufficient skills and knowledge may rely blindly on K8sGPT’s
suggestions, leading them to address symptoms rather than root
causes in their cluster triaging process.

4.3.2 More Elaboration on the Output

Some users mentioned they would not trust blindly any commands they did not under-

stand:

"I might not necessarily dare to trust it blindly... If there are commands that don't
look familiar, I wouldn't dare to use them at a client's site." — User 2
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"Yes and no. I do trust, but if I don't have any knowledge of what the command
K8sGPT is providing me, I probably want to go the internet and check what the
commands are." — User 5

Based on this, I can draw the following conclusion:

EC 11: Users do not trust K8SGPT commands they do not understand.

To make users trust K8sGPT’s suggestions more, users suggested that K8sGPT could

elaborate more on its suggested commands:

"But if it (K8sGPT) can perform very exotic commands, then perhaps there
could be some explanation of what all the flags in the command do or what the
command consists of." — User 2

"Maybe more verbose explanation of the command it is providing. I do not check
the command (k8sgpt analyze --explain) with '--doc' - flag. Maybe it is the an-
swer, but it will be nice to have a line-by-line explanation what this command
will do, and what will be the expected output of this command." — User 5

And with more elaborate explanations on the commands, the user could have more agency

to decide themselves if the command is useful in their case:

"...It (more elaborate explanation on command) would give the user a better un-
derstanding of whether that (K8sGPT suggested command) is really what they
are looking for." — User 2

Now I can form the following empirical conclusion:

EC 12: Users want K8sGPT to elaborate on its analysis and commands.

These two empirical conclusions together lead me to the following primary empirical

conclusion:

PEC 4: More elaborate explanations by K8sGPT could make users
trust its suggestions more and allow users the agency to decide if they
should implement the suggested solutions.

4.3.3 K8sGPT’s Suggestions Are Ad Hoc — Fixes

Some users did not realize that K8sGPT’s suggested solutions only applied to the current
running cluster and would not persist between cluster restarts unless the fixes were ap-
plied to the configuration files too. They would get confused when the fixes suggested by

K8sGPT did not solve the issues between cluster deletion and restart:
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"This was more like meant for ad hoc - fixing, it took me a moment to realize
that if I want the changes to persist, they (fixes) need to be made in the .yaml -
files." — User 1

"...Before realizing that it (K8sGPT) actually makes changes to the cluster it's
running in." — User 1

Ad hoc — fixes in Kubernetes do not persist between cluster restarts, and thus only work

for solving the current, immediate problem in the cluster:

"It (K8sGPT) strongly recommends doing things ad hoc. Then it's not very con-
venient in the real world when an upgrade or some operator modifies the clus-
ter." — User 2

To remedy this, one user suggested that K8SGPT could suggest the same fixes as perma-

nent fixes into configuration files:

"It (K8sGPT) could also show where in the file the fix needs to be added." —
User 1

These findings lead to the following two empirical conclusions:

EC 13: Users may not understand that K8sGPT’s suggested solutions are ad hoc.
EC 14: K8sGPT could suggest permanent fixes to cluster configuration files.

And those naturally form the following primary empirical conclusion:

PEC 5: Along with temporary fixes, K8sGPT could suggest ways to
implement the temporary fixes as permanent changes that persist be-
tween cluster modifications, deletions and recreations.

4.3.4 Readability

Some users reported difficulties in reading K8sGPT’s output from the terminal, and how
K8sGPT’s output is formatted. The output’s lack of styling combined with being mostly

in a single block made the output difficult to read and understand for some users:

"I could argue, and then also that, generally, I always find it difficult to follow
text and lines in the terminal. Because the text isn't styled or anything. I miss a
lot of parts of the text when it's in this format (all in one block). At least there
are some line breaks here - there's the 'solutions' section and then some line
breaks." — User 3

Another user mentioned they had difficulty on focusing the right place in K8sGPT’s ter-

minal output, which reinforces the above-mentioned point:
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"I felt that I didn't always manage to focus on the exactly right place in the in-
put... There's quite a lot of green in there. Perhaps some possible commands
could be in italics to differentiate the information. And some bold could also be
used to make the key points easier to find." — User 2

K8sGPT’s output appears to use colors in a confusing way; errors are printed twice, once

in red, and again in green, as can be seen in Image 2.

$ k8sgpt analyze --explain

[
AI Provider: openai

: Pod default/fronmtend-deployment-5c74dbdbo-wapax(

: Service default/frontend-service()

Image 2: Example of ‘K8sGPT analyze --explain’ — command output.

Another issue mentioned was the difficulty in distinguishing what an error is, and what is

a suggested solution from K8sGPT’s output:

"And secondly - why are there 2 solutions? What is this solution for, what is the
other solution for? It's not distinguished here. Except, is this solution for this?
Apparently. There should be some separation. I don't connect this solution to
this error." — User 3

Perhaps the solution to these problems lies in customizability, allowing users to tailor the

K8sGPT output to their preference, as one user suggested:

"This highlights even more my preference for how I want the information to be
presented to me." — User 3

Thus, the following empirical conclusions can be drawn:

EC 15: Users may have difficulty reading text that is unstyled or has inconsistent
styling.

EC 16: Users prefer to be able to customize the output to match their preferences.
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All this leads me to the following primary empirical conclusion:

PEC 6: The ability to customize the output to their preference may al-
leviate the issues in formatting K8sGPT’s output.

4.3.5 Improvements to Usability

During the interviews, users felt that K8sGPT could use a few enhancements to improve
their workflows. One professional-level user suggested that K8sGPT could have quick

options or short keys to implement the suggested commands:

"There could certainly be some quick options for certain commands. Of course,
if it were directly like 'press number 1' and then it (K8sGPT) runs the command,
it would avoid the need for ctrl+c - ctrl+v." — User 2

This finding was reinforced by my observation during the tasks that both regular and
professional users often employed suggestions as shortcuts, copying and pasting them

instead of manually typing said commands.

Since K8sGPT is already connected to an Al backend, one user expressed that they would
have liked for K8sGPT to have “direct query mode”, where a query could be sent straight
to LLM backend, with the intention that user could ask an AI (possibly the one powering
K8sGPT) questions straight from the K8sGPT command line, skipping the need to switch

windows:

"It will be nice to have the possibility to insert some queries to K8sGPT like in
ChatGPT. I can go there and ask about how to execute something. It will be nice
to just have K8sGPT to do everything for me, that I do not need to go somewhere
else and ask question." — User 5

Time for some empirical conclusions:

EC 17: Users would like to have quick keys to avoid the need for copy-pasting be-
tween terminals.
EC 18: Users prefer to remain within the K8sGPT interface and wish to avoid switch-

ing to other windows, applications, or interfaces.

And from these empirical conclusions, I can draw the following primary empirical con-

clusion:
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Empirical conclusions and primary empirical conclusions for ‘Usability and Interaction
Challenges with K8sGPT’ are depicted in Table 6.

Identifier  Empirical Conclusion

ECS There is a possibility that less skilled users may rely blindly on K8sGPT.

ECY9 K8sGPT’s order of suggested solutions can mislead user to fix issues that
are just symptoms, not the root cause.

EC 10 Users need to have enough skills and knowledge in Kubernetes to criti-
cally analyze K8sGPT’s output and identify the correct root cause in clus-
ter errors.

ECI1I Users do not trust K8sGPT commands they do not understand.

ECI2 Users want K8sGPT to elaborate on its analysis and commands.

EC I3 Users may not understand that K8sGPT’s suggested solutions are ad hoc.

EC 14 K8sGPT could suggest permanent fixes to cluster configuration files.

ECI5 Users may have difficulty reading text that is unstyled or has inconsistent
styling.

EC1I6 Users prefer to be able to customize the output to match their preferences.

EC17 Users would like to have quick keys to avoid the need for copy-pasting
between terminals.

EC 18 Users prefer to remain within the K8sGPT interface and wish to avoid
switching to other windows, applications, or interfaces.

PEC 3 Effective use of K8sGPT requires users to have sufficient Kubernetes

skills and knowledge to critically analyze its output. Users without suffi-
cient skills and knowledge may rely blindly on K8sGPT’s suggestions,
leading them to address symptoms rather than root causes in their cluster

triaging process.
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PEC 4 More elaborate explanations by K8SGPT could make users trust its sug-
gestions more and allow users the agency to decide if they should imple-
ment the suggested solutions.

PECS Along with temporary fixes, K8sGPT could suggest ways to implement
the temporary fixes as permanent changes that persist between cluster
modifications, deletions and recreations.

PEC 6 The ability to customize the output to their preference may alleviate the
issues in formatting K8sGPT’s output.

PEC7 Users' working efficiency with K8sGPT could be improved by having

quick keys or shortcuts to implement suggested fixes and enabling direct

queries to the Al backend.
Table 6: Empirical Conclusions for Usability and Interaction Challenges with K8sGPT.

4.4 Summary

This chapter contains the summary of all empirical and primary empirical conclusions in
Table 7.

Identifier  Empirical Conclusion

EC 1 K8sGPT can benefit users by reducing the manual workload.

EC?2 K8sGPT can benefit users by reducing the mental load required to under-
stand a Kubernetes cluster’s state.

EC3 K8sGPT can benefit users by enabling them fast onboarding to cluster
triaging.

ECH4 Users use K8sGPT as the starting point and ending point in their triaging
process.

ECS Users use K8sGPT’s suggestions to find new solutions they couldn’t have
thought of previously.

ECo6 Users use another Al to understand K8sGPT’s analysis results and sug-
gestions.

EC7 Users use K8sGPT’s suggestions as a reminder of what they were work-
ing on.

ECS There is a possibility that less skilled users may rely blindly on K8sGPT.

EC9 K8sGPT’s order of suggested solutions can mislead user to fix issues that
are just symptoms, not the root cause.
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Users need to have enough skills and knowledge in Kubernetes to criti-
cally analyze K8sGPT’s output and identify the correct root cause in clus-
ter errors.

Users do not trust K8sGPT commands they do not understand.

Users want K8sGPT to elaborate on its analysis and commands.

Users may not understand that K8sGPT’s suggested solutions are ad hoc.

K8sGPT could suggest permanent fixes to cluster configuration files.

Users may have difficulty reading text that is unstyled or has inconsistent
styling.

Users prefer to be able to customize the output to match their preferences.

Users would like to have quick keys to avoid the need for copy-pasting

between terminals.

Users prefer to remain within the K8sGPT interface and wish to avoid
switching to other windows, applications, or interfaces.

K8sGPT can enhance cluster triaging by reducing manual workload, less-
ening mental load and enabling rapid onboarding.

Users rely on K8sGPT throughout the cluster triaging process, utilizing it
both as an initial reference point and a final validation step. K8sGPT’s
suggestions enable users to discover new solutions, but users often use
another Al to understand K8sGPT’s analysis and suggested command.
K8sGPT’s overview helps the user to stay focused on the big picture.
Effective use of K8sGPT requires users to have sufficient Kubernetes
skills and knowledge to critically analyze its output. Users without suffi-
cient skills and knowledge may rely blindly on K8sGPT’s suggestions,
leading them to address symptoms rather than root causes in their cluster
triaging process.

More elaborate explanations by K8sGPT could make users trust its sug-
gestions more and allow users the agency to decide if they should imple-
ment the suggested solutions.

Along with temporary fixes, K8sGPT could suggest ways to implement
the temporary fixes as permanent changes that persist between cluster

modifications, deletions and recreations.
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PEC 6 The ability to customize the output to their preference may alleviate the
issues in formatting K8sGPT’s output.
PEC7 Users' working efficiency with K8sGPT could be improved by having

quick keys or shortcuts to implement suggested fixes and enabling direct

queries to the Al backend.

Table 7: Summary of empirical conclusions and primary empirical conclusions.
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5 Discussion
In this chapter I discuss the study’s empirical findings, the study’s theoretical contribu-

tions to larger research context and related work.

5.1 Practical Benefits to Users

PEC 1 found that K8GPT can enhance cluster triaging by reducing manual workload,
lessening mental load and enabling rapid onboarding. Normally, users would have to use
a monitoring software, multiple kubectl commands, or traverse and mentally parse mul-
tiple different K9s tabs. K8sGPT’s analysis appears to speed up Kubernetes triage process
by eliminating the need to manually execute numerous kubectl — commands or navigate
through multiple K9s tabs.

Another major benefit was K8sGPT’s ability to provide a concise, human-readable over-
view of the cluster’s situation. The condensed overview provided by K8sGPT appeared
to reduce the user’s mental load and the need to keep track of multiple different infor-

mation points.

K8sGPT’s suggested solutions appear to enable beginner- and occasional-level users to
solve Kubernetes tasks that they would not be able to solve otherwise, and suggestions
can open new avenues of solutions to explore if the user gets stuck with their traditional
way of working. The suggestions also help users avoid the feeling of frustration from

being stuck.

PEC 2 found that users rely on K8sGPT throughout the cluster triaging process, utilizing
it both as an initial reference point and a final validation step. K8sGPT’s suggestions
enable users to discover new solutions, but users often use another Al to understand
K8sGPT’s analysis and suggested command. K8sGPT’s overview helps the user to stay

focused on the big picture.

5.2 Implications and Recommendations

Conversely, there is a danger of overreliance on Al. Some beginner- and occasional level
users admitted to blindly following K8sGPT’s instructions and, partly due to readability
issues in K8sGPT’s output formatting, only reading the first part of the K8sGPT’s sug-
gested solutions, while ignoring the rest of the solutions. Due to this, less skilled users
rarely formed a comprehensive picture of the issue and attempted to fix the symptom
instead of addressing the root cause. Therefore, the results of PEC 3 suggest that K8sGPT

requires users to have sufficient Kubernetes skills and knowledge to critically analyze its
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output. Users without sufficient skills and knowledge may rely blindly on K8sGPT’s sug-
gestions, leading them to address symptoms rather than root causes in their cluster tri-

aging process.

Related to the domain skills mentioned above, PEC 2 noted that users would often use
another Al to understand K8sGPT’s output. Currently in its analysis, K8sGPT does not
report the issue’s root cause first. Users tended to only read the first issue and the associ-
ated suggested solution, and focused on implementing it, while ignoring the solution to
the root cause suggested at the bottom of K8sGPT’s output. K8sSGPT could attempt to use
the Al backend to analyze its own output to understand what the root cause of the issues
at hand is, and what are just the symptoms. On a larger scale, perhaps an Al-assisted tool
could produce an output, then re-send it to the Al backend or another Al for further anal-
ysis, before presenting the output to the user, similar to how Multi Agent Systems can be

used.

In PEC 4, I found that more elaborate explanations by K8sGPT could make users trust its
suggestions more and allow users the agency to decide if they should implement the sug-
gested solutions. It appears that users would like to fully understand the Al's output and
be able to make informed decisions; thus, more elaboration from Al is needed. K8sGPT
and similar Al-powered tools could benefit from implementing measures that allow un-

derlying Al to elaborate more on its output.

Fixes suggested by K8sGPT are ad hoc and do not persist if cluster is deleted. This is not
a problem for more knowledgeable users, but those who do not know about the ad hoc
nature of K8sGPT’s suggested solutions may struggle if they do not understand why their
fixes do not persist. Findings in PEC 5 suggest that K8sGPT’s ad hoc fixes are only suf-
ficient for the immediate cluster situation, but not a long-term solution in real-world ap-
plications, where operators may modify the cluster, or cluster gets deleted and recreated
based on configuration files or other sources, unmodified by K8sGPT. Therefore,
K8sGPT could alleviate this issue by mentioning that the suggested solutions are ad hoc
fixes, and that the fixes need to be made permanent in some other way. In fact, K8sGPT
could suggest permanent fixes to the configuration files and show the user where in the
file the fix should be applied.

Readability can be an issue, especially in applications whose output is terminal-based.
K8sGPT output needs to more clearly separate what part of output is about pods or de-
ployments, which suggestion is a solution to which problem, and there should be a line

separator between the last step of a suggested solution and the next deployment name.
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To alleviate the issues, it may be beneficial to give the users the ability to customize the

output to their preferences and needs, as found in PEC 6.

In similar vein, PEC 7 suggests that Users' working efficiency with K8sGPT could be
improved by having quick keys or shortcuts to implement suggested fixes. Studies, such
as (Shneiderman, 1983) and books such as (Card et al., 2018) have shown that hotkeys
play a big factor in improving working efficiency. Quicks keys for implementing the so-
lutions suggested by K8sGPT, such as “press 1 to apply suggested solution” could con-
siderably speed up the way user implements K8sGPT’s suggested solutions. Since begin-
ner- and occasional-level users often used another Al (ChatGPT 40, Gemini 1.5) to un-
derstand K8sGPT’s output and to find how the fix should be applied, the ability to send
queries or interact directly with the Al backend could reduce the need to copy-paste text

and switch between different Al applications and interfaces.

5.3 Theoretical Contributions

PEC 1 suggests that K8sGPT can save time and manual effort, while PEC 2 suggests that
most users use K8SGPT’s analysis view not only as a starting point but throughout the
cluster triaging process, and as a final validation step. These results seem to partially line
with some of the findings of (Vaithilingam et al., 2022) who found in their study that
most participants in their study preferred to use coding assistant as more of a starting
point and saving the effort of searching for information online. It can be argued that
K8sGPT differs from a coding assistant, but as an Al-powered tool, it is used in a similar
capacity and for similar purposes. Due to the nature of K8sGPT, users also use Al-assisted
overview to check the results of their work. This suggests that in cases where users are
required to mentally parse an overview consisting of multiple disparate points, Al-as-

sisted tools can lessen the workload and mental load of such tasks.

While this study into K8sGPT didn’t employ quantitative methods to measure problem
solving speed or ratios, PEC 3 might still suggest that beginner-level users’ productivity
could fechnically increase more than a skilled users’, since going from “no tasks solved”
to “a couple of tasks solved” is a big increase in productivity, while skilled users could
still solve tasks they could before, just faster with K8sGPT. This is similar to the findings
of study by (Brynjolfsson et al., 2024) mentioned above, where they found that AI’s ef-
fects on productivity or issue resolution/customer satisfaction in call centers, found that
the productivity increase is more profound (11 — 13 %) in less skilled workers than in
higher (6 %) skilled workers.

PEC 3 also lines with findings of (Brynjolfsson et al., 2024) who found that less skilled

workers follow Al suggestions more than higher skilled workers, who already have
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enough knowledge and do not need Al assistance. Despite the benefits of Al-assisted
tools, it appears that it is still important to have domain knowledge and understanding in

order to critically review Al's suggestions and fully utilize the Al-powered tools.

The findings of PEC 3 line with the results of study done by (Passi & Vorvoreanu, 2022)
who found that there is a possibility that overreliance and dependency on GPT models
may hinder development of new skills, and Al assistance may lead to unnoticed mistakes,
especially if the user utilizes Al in domains where they lack expertise. On the other hand,
users in this study did mention that Al assistance may also encourage users to learn and
ease the frustrations that come with it. Studying AI’s benefits as a learning assistant in

software development and adjacent fields may be a worthwhile subject for further study.

In Table 8 the empirical findings are categorized based on whether they are new findings,
support or confirm existing theories and findings, or contradict existing theories and find-
ings. The findings may also be new while partially confirming or contradicting existing
findings.

Identifier Empirical Conclusion Contribution Type
PEC I | K8GPT can enhance cluster triaging by re-  New, partially confirms.

ducing manual workload, lessening mental

load and enabling rapid onboarding.

PEC 2 | Users rely on K8sGPT throughout the clus-  New, partially confirms.

ter triaging process, utilizing it both as an

initial reference point and a final validation

step. K8SGPT’s suggestions enable users to

discover new solutions, but users often use

another Al to understand K8sGPT’s analysis

and suggested command. K8sGPT’s over-

view helps the user to stay focused on the

big picture.

PEC 3 | Effective use of K8sGPT requires users to Confirms

have sufficient Kubernetes skills and

knowledge to critically analyze its output.

Users without sufficient skills and

knowledge may rely blindly on K8sGPT’s

suggestions, leading them to address symp-

toms rather than root causes in their cluster

triaging process.

PEC 4 | More elaborate explanations by K8sGPT New

could make users trust its suggestions more

and allow users the agency to decide if they

should implement the suggested solutions.

PEC 5 | Along with temporary fixes, K8sSGPT could New

suggest ways to implement the temporary
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fixes as permanent changes that persist be-

tween cluster modifications, deletions and

recreations.

PEC 6 | The ability to customize the output to their =~ New
preference may alleviate the issues in for-

matting K8sGPT’s output.

PEC 7 | Users' working efficiency with K8sGPT Confirms
could be improved by having quick keys or

shortcuts to implement suggested fixes and

enabling direct queries to the Al backend.

Table 8: Summary of empirical conclusions and primary empirical conclusions.
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6 Conclusion
In this chapter, I present the answers to the research questions, ideas for further study and

some criticism of this study.

6.1 Answers to Research Questions

RQ1: “How can K8sGPT enable users to debug Kubernetes clusters more effi-
ciently?”

Empirical findings suggest that K8sGPT reduces the user’s mental and manual workload
during Kubernetes cluster triaging process and enables rapid onboarding to the process.
It does this by creating a concise, human-readable, overview of the cluster state that re-
duces the user’s need to manually check and mentally keep track of multiple different
information points. K8sGPT’s suggested solutions enable less proficient users to solve
cluster issues they would not be able to solve otherwise, and these suggestions can open

new avenues of solution to explore.

RQ2: “How do users utilize K8sGPT?”

Users appear to utilize K8sSGPT throughout the cluster triaging process, using its over-
view as both starting- and final validation step. Often, users use another Al to understand
K8sGPT’s output and suggested commands. This reliance on Al does carry a danger of
overreliance, and findings suggest that users should have sufficient Kubernetes skills and
knowledge to critically analyze K8sGPT’s output, or otherwise risk addressing symptoms

instead of fixing the root cause in the cluster triaging process.

Findings suggest that users would trust K8sGPT's output (and by extension, any other Al
tools’ output) if the tool elaborates and explains its output and thus allows users the
agency to make informed decisions whether to implement the suggested solutions or not.
The ability to customize output to the user’s preference would likely alleviate the issues
users have with K8sGPT’s output formatting, and convenience features such as quick

keys for implementing suggested solutions should be made available to the users.

6.2 Limitations of Study

The sample size in this study was quite small. The differences between skill levels may
not be representative of skill levels in a larger scale in same context, even though these
findings do match the findings of (Brynjolfsson et al., 2024) where they found that less

skilled workers benefit more from Al and more skilled workers.

6.3 Future Research Opportunities

Worth noting that this study didn’t delve into K8sGPT’s use as Kubernetes Operator
(K8sgpt-Ai/K8sgpt-Operator, 2023/2025), but after this study’s groundwork, it might be
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worth studying the benefits of K8sGPT as Kubernetes Operator and how its use could

benefit managing a fleet of clusters for multiple stakeholders.

With a bigger user pool, it might be worthwhile to research how well different skill levels
complete these Kubernetes tasks, with and without K8sGPT. This was not quantitative
study and there is not enough proof for quantitative conclusions, but it should be noted
that every skill level user except professional level user used another Al besides K8sGPT

in some degree during the tasks.

Investigating how different skill levels generally interact with Al in the same use case
and context might yield insight into AI’s usability and user experience. There has been
some study in automation, Al and humans (Barke et al., 2022; Inwegen et al., 2023; Par-
asuraman & Riley, 1997; Vaithilingam et al., 2022), and it might be worth studying if the
same theories apply to different Al powered tools and use cases. In similar vein, how
different LLM models affect an LLM powered tool’s output and which model users prefer
for the tool in question could yield some insight about users’ preferences regarding use
cases and LLM models.
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8 Appendices

8.1 Appendix 1: Research Environment

The container environment used in the study can be accessed in the following GitHub
Repository: https://github.com/PK-Research/Thesis-K8sGPT

8.2 Appendix 2: K8GPT Version
The study used K8sGPT version v0.3.48 (Released Dec 4, 2024).


https://github.com/k8sgpt-ai/k8sgpt/releases/tag/v0.3.48
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