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Abstract. Light field rendering and displays are emerging technologies
that produce more immersive visual 3D experiences than the conven-
tional stereoscopic 3D technologies, as well as provide a more comfort-
able virtual or augmented reality (VR/AR) experience by mitigating the
vergence—accommodation conflict. Path tracing photorealistic synthetic
light fields in real time is extremely challenging, since it involves render-
ing a large amount of viewpoints for each frame. However, these view-
points are often spatially very close to each other, especially in light field
AR glasses or other near-eye light field displays. In this paper, we propose
a practical real-time light field path tracing pipeline and demonstrate it
by rendering a 6 x 6 grid of 720p viewpoints at 18 frames per second on a
single GPU, through utilizing denoising filters and spatiotemporal sam-
ple reprojection. In addition, we discuss how the pipeline can be scaled
to yield higher-quality results if more parallel computing resources are
available. We also show that our approach can be used to simultaneously
serve multiple clients with varying light field grid sizes, with the quality
remaining constant across clients.
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1 Introduction

Photorealistic rendering has a wide variety of applications ranging from en-
tertainment, telepresence and other remote communications, medical industry,
architecture, industrial design, and many other virtual and augmented reality
applications. With steadily growing interest towards more interactivity and an
ultra-realistic immersive user experience, there are significant challenges in ren-
dering such content in real time with high resolutions and high frame rates. The
currently available stereoscopic displays lack in providing all the necessary visual
cues for an immersive 3D experience, and often cause visual discomfort due to
the vergence—accommodation conflict [6,7]. A light field can be used to describe
a 3D scene from multiple viewing angles simultaneously, thus also providing
more accurate visual cues. However, this comes at the cost of a vast increase
in computational complexity, since we need to process data for all the different
viewpoints.

Specifically, the light field can be characterized with a 5D vector function
called the plenoptic function. Further, assuming it is in unobstructed space, it
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can be reduced to a 4D function, with individual viewpoints being different 2D
slices of this 4D function [15]. These 2D slices, or perspective images, typically
exhibit significant redundancy, as they are representing the same scene from
slightly varying viewpoints. Hence, especially in real-time rendering applications,
exploiting this redundancy is crucial in order to reduce the amount of data to
be rendered. This can be done for example by reprojecting already rendered
samples, both spatially between the viewpoints and temporally between frames.

Path tracing is a ubiquitously used algorithm for photorealistic rendering,
which models how the light physically travels and interacts with the world. It
is a progressive process, yielding higher-quality results as more samples (paths)
per pixel are traced. This is computationally very expensive even for traditional
monoscopic applications, and much more so with the challenging goal of photore-
alistic real-time light field rendering. Given the strict computational constraints
of real-time rendering, we can currently afford to trace only a few samples per
pixel (spp), even when rendering just a single viewpoint and using hardware-
accelerated tracing.

In this paper, we propose and demonstrate a practical pipeline capable of
real-time light field path tracing. Its basic principle is to path trace a subset
of the pixels, and improve and synthesize the full data through an effective
combination of denoising and spatiotemporal sample reprojection. In particular,
we consider a light field represented by a grid of regularly spaced virtual cameras
with small horizontal and vertical translations between the adjacent viewpoints,
producing a grid of 2D perspective images. In our experiments, we focus on a
6 6 grid in order to match a prototype near-eye light field display; it is also
close to what other similar devices, such as Huang et al. [8], use. In addition,
we demonstrate that our approach can be used to simultaneously serve multiple
clients with varying light field grid sizes, at a comparable quality for each client.

Our main contributions in this paper are:

{ We propose a general pipeline that is suitable for real-time light field path
tracing, and flexible for scaling the performance according to the available
parallel resources.

{ We demonstrate that a simple viewpoint-based practical implementation of
the pipeline can render a light field in real time on a single GPU (a 6 6
grid of 720p viewpoints at 18 frames per second) with acceptable quality, by
path tracing and denoising only a single full viewpoint in the middle of the
grid, and using it to synthesize the other 35 viewpoints.

{ We show that the rendered data can be used to simultaneously serve multiple
light field clients, with the quality remaining constant across different grid
sizes.

The rest of the paper is structured as follows: Section 2 reviews the related
work on sample reprojection, denoising, and view synthesis. Section 3 introduces
the proposed pipeline and discusses our specific implementation details. Section 4
describes our experiments, Section 5 presents the runtime and quality results
obtained with our implementation, and finally, Section 6 concludes the paper.
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2 Related work

In image-based rendering (IBR), a collection of 2D images is used in order to re-
construct the 3D scene or to synthesize novel viewpoints. This reuse of rendered
data can be done even from a single 2D image, by warping, or reprojecting, the
existing samples from one viewpoint onto another, based on the depth informa-
tion and knowledge about the camera parameters and transformations between
the two viewpoints. For natural images, these need to be estimated, but for
synthetic rendering, the information is readily available, simplifying the process.

The IBR problem can also be modelled as a plenoptic sampling problem [18],
hence considering the existing viewpoints as sparsely sampled data from the full
(i.e., densely sampled) light field. Then, reconstructing the densely sampled light
field, also enabling novel view synthesis, is often approached in the epipolar plane
image (EPI) domain [23] or in Fourier domain [21]. Due to anisotropy in the light
field, samples can also be reused to reconstruct a more dense temporal or indirect
light field from a sparse input, thus increasing the effective sampling rate signif-
icantly [13,14]. However, these approaches are generally targeting high-quality
reconstruction, and are currently not suitable for real-time view synthesis.

On the other hand, sample reprojection is straightforward and computa-
tionally cheap, so it is commonly used even in monoscopic real-time render-
ing applications in order to utilize the temporal coherence between successive
frames. For example, most of the state-of-the-art real-time and interactive path
tracing denoising filters, such as [19,20, 11,17, 10], incorporate temporal repro-
jection in their reconstruction pipeline. Out of these denoising filters, we identify
BMFR [11] and SVGF [19] as particularly suitable candidates for improving the
quality of real-time light field path tracing: it takes only about 1 ms to denoise
a single 1280 720 pixel viewpoint with either of the two filters.

Besides temporal reprojection, in stereoscopic rendering the samples can also
be reprojected between the two viewpoints, and this approach can be further gen-
eralized for multi-view rendering. In particular, Andersson et al. [1] accelerate
multi-view ray tracing through multi-dimensional adaptive sampling and edge
detection. Fraboni et al. [3] accelerate multi-view path tracing by progressively
generating the traced paths in a way that facilitates sharing a significant por-
tion of their contributions between different viewpoints. Nevertheless, neither
of these multi-view methods target real-time applications, and are rather costly
to compute. A light field display, such as the one by Lanman and Luebke [12]
or Huang et al. [8], typically requires dozens of viewpoints to be rendered for
a single frame, so the benefit of reprojection quickly becomes very significant,
if only a few viewpoints need to be rendered and the rest can be synthesized
based on the existing data. This is crucial especially for multi-view applications
striving for real-time rendering.

Neural networks have also been employed for multi-view reprojection [2, 5,
25]. However, they consider the reprojection part to be straightforward enough,
so that it is left to be done outside of the network; the networks only perform
the final blending of the novel viewpoint, given the multiple existing viewpoint
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inputs. They produce high-quality results, but are computationally too expensive
for real-time frame rates or require hours of preprocessing.

Sample reprojection is used by Hansen et al. [4] for accelerating rasterized
light field rendering for head-mounted displays. They consider a 15 8 grid of
perspective viewpoints, in which they only render the four corner viewpoints,
and reproject all the remaining viewpoints. Although they reach an interactive
performance of about 5 FPS, filling the missing data in places where the repro-
jection fails is difficult with their method. In contrast, with path tracing, the
missing pixels can easily be traced after the reprojection step.

Maékitalo et al. [16] present a systematic evaluation of the quality of repro-
jected path traced samples for the stereoscopic case. They report that spatiotem-
poral reprojection brings an almost 25-fold quality increase for 1 spp input data
in terms of the effective spp, with having to path trace only 2-6 % of the samples
in the target frame. We are not aware of such work existing for light fields.

Finally, Xie et al. [24] demonstrate production-quality real-time cluster path
tracing rendering that scales linearly with the number of RTX cluster nodes
used. However, they focus on single-view rendering and increasing the spp count
by adding more nodes, instead of attempting to reduce the computational effort
through reusing data.

3 General pipeline and our implementation

3.1 General pipeline

Figure 1 visualizes the proposed general pipeline for real-time light field path
tracing. First, a number of independent source regions are path traced, where
the number of regions can be decided based on the amount of parallel resources
available for real-time path tracing; the figure uses two regions for the purposes
of visualization. These regions can correspond to the viewpoints in the light
field grid, but they can also be smaller or larger regions. They can even be
sparse discontinuous sets of pixels, although that will likely present additional
challenges for the denoising filters, for optimizing the memory accesses, and for
data transfers between different computing nodes.

Next, temporal reprojection is applied for each path traced source region, in
order to blend the current data for the region with the corresponding data in
the previous frame, thus increasing the effective quality.

Alternative steps in the pipeline are marked with dashed blue and red routes.
In particular, the denoising filter can be applied either to the path traced source
regions (regions 1 and 2 in the example graph) after temporal blending, or at
a later stage after all the missing target regions (3..n) have been synthesized
through spatial reprojection. The former option (shown with the blue route) is
particularly useful if the amount of parallel resources is limited, as the denoising
improvement can be propagated from the few source regions into all the target
regions without expending too much computational effort on the denoising. On
the other hand, the latter option (red route) likely produces a higher-quality
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Fig.1: A high-level task graph of the proposed general pipeline. The blue route
can be replaced by the red route, if there are enough resources to denoise all
regions in parallel in real time. The choice of two independently path traced
regions is only for the visualization; the number is not dictated by the pipeline.

result. However, it requires enough resources to denoise all n regions in paral-
lel in real time, and ensuring that the separately denoised regions do not cause
distracting artifacts at the region boundaries; irregularly shaped regions or addi-
tional lightweight deblocking filters could be used to alleviate that. In either case,
the temporally blended source regions (denoised or not), are used to synthesize
the remaining regions 3..n through spatial reprojection.

Backward reprojection is commonly used for both temporal and spatial re-
projection, starting from the target region, and finding for each pixel, which
pixel in the source region maps to it. Not all pixels can be reprojected, due to
data being out of the viewing frustum or occluded in one of the regions, for
example. Having multiple source regions in different parts of the light field grid
brings better coverage for those areas, but at the cost of having to path trace
more source regions, which is expensive.

The discarded pixels in the synthesized target regions now need to be filled
by path tracing. As this step does not depend on the previously chosen region
division, a different set of regions can be used for the remainder of the pipeline
(regions i and j in the graph), if it is deemed more optimal in terms of the
currently available parallel resources. If there were a lot of discarded pixels,
denoising after the missing pixels have been path traced (red route) will reduce
the visible differences between the reprojected higher-quality areas and the newly
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path traced areas. Finally, all the regions will be combined for tonemapping and
displaying the result.

3.2 Our implementation

For this paper, we implement a version of the pipeline that targets real-time light
field path tracing on a single GPU. More specifically, we assume for simplicity
that each region corresponds to a full viewpoint in the light field grid, and that
denoising is applied only on the source viewpoint(s) before spatial reprojection,
not on the target viewpoints. In other words, we adhere to the blue route shown
in Figure 1.

We use backward reprojection in all of our experiments. For each sample, we
look at the difference in both world positions and shading normals of the source
and target pixel locations, and the instance IDs of the objects. The sample is
reprojected to the target location if the instance IDs match and both differences
stay below specified thresholds. The thresholds are chosen manually for each
scene based on the scale of the scene. If either threshold is exceeded, or if the
instance IDs do not match, or if the target pixel is otherwise not visible in the
source viewpoint (out-of-frustum data), we discard that pixel. The discarded
pixels will then be path traced after spatial reprojection. Note that the reprojec-
tion requires us to render the G-buffers for the non-rendered target viewpoints as
well. This comes with a modest additional cost, as our runtime experiments will
indicate. Furthermore, we specifically opt to use a relatively simple reprojection
strategy in order to demonstrate the feasibility of reprojection in general as a
part of a real-time light field path tracing pipeline; it utilizes only the world po-
sitions, shading normals, and instance IDs, but is very fast to evaluate. However,
more accurate reprojection could be achieved by leveraging more information,
such as material properties, or anisotropy in the light field.

The reprojection in general is not a 1:1 pixel mapping, so it involves a re-
sampling step in order to pick the closest pixel(s) from the source viewpoint to
reproject. For example, using bilinear interpolation between the closest exist-
ing samples acts as a simple blurring kernel, which improves the quality of the
noisy data. Moreover, when multiple source viewpoints have candidate pixels for
the reprojection, their contributions can be combined, blending the final pixel
value. In such cases, in order to minimize the computational overhead, we simply
pick the source pixel with the smallest depth value, instead of blending multiple
values together.

In addition, temporal reprojection usually includes accumulation, which in-
creases temporal stability and the effective spp count. We accumulate the pixel
data temporally with a blending factor of 0.2, as is commonly done [19, 11].

Our implementation considers only fully path traced individual viewpoints.
However, the proposed pipeline also allows for sparsely and adaptively dis-
tributed samples irrespective of the viewpoint boundaries, although that is likely
to present additional challenges both for the denoising algorithms and for dis-
tributing the computations. Specifically, denoising algorithms typically rely on
spatially neighbouring samples to be present, which would not necessarily be the






