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ABSTRACT
Anomaly detection has been attracting interest from both the in-
dustry and the research community for many years, as the num-
ber of published papers and services adopted grew exponentially
over the last decade. One of the reasons behind this is the wide
adoption of cloud systems from the majority of players in multi-
ple industries, such as online shopping, advertisement or remote
computing. In this work we propose a Dataset foR cloud-nAtive
memoRy anomaliEs: RARE. It includes labelled anomaly time-series
data, comprising of over 900 unique metrics. This dataset has been
generated using a microservice for injecting artificial byte stream in
order to overload the nodes, provoking memory anomalies, which
in some cases resulted in a crash. The system was built using a
Kafka server deployed on a Kubernetes system. Moreover, in order
to get access and download the metrics related to the server, we
utilised Prometheus. In this paper we present a dataset that can
be used coupled with machine learning algorithms for detecting
anomalies in a cloud based system. The dataset will be available
in the form of CSV file through an online repository. Moreover,
we also included an example of application using a Random Forest
algorithm for classifying the data as anomalous or not. The goal of
the RARE dataset is to help in the development of more accurate
and reliable machine learning methods for anomaly detection in
cloud based systems.
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1 INTRODUCTION
Cloud-native systems have many more moving parts than tradi-
tional monolithic ones. These systems are composed of several
connected services, usually deployed on different machines. The
different services communicate together through the network and
there are orchestrators, load balancers, message buses, and many
other components not needed in monolithic systems that can go
wrong. In such a complex system, runtime failures are unavoidable
and must be kept under control [4, 12].

Therefore, the introduction of anomaly detection systems is of
paramount importance, to maintain the quality of service and to
avoid to run to unexpected costs, due to anomalous usage of cloud
resources [12, 14].

An anomaly can be defined as a rare event where the system
behaviour deviates from what is standard, normal, or expected.
This event usually differs significantly from the rest of the data. For
example, a service could use an anomalous amount of memory or
processors that will not enable other services to run properly. As
another example, some service consumer might stop sending fetch
requests to the broker, meaning that the service could be stalled or
dead.

Different researchers proposed anomaly detection mechanisms.
However, the vast majority are based on proprietary datasets or
on very generic datasets [7, 12, 14] Moreover, memory-related is-
sues are some of the most common anomalies in cloud-native sys-
tems [12] and the lack of labeled dataset clearly reporting where
memory-related anomalies occur and in particular, when the event
that generate the anomaly is introduced, do not allow researchers
to define accurate prediction models to prevent these type of anom-
alies.

The goal of this work is to provide a dataset generated from
a cloud-native system, with a series of labelled memory-related
anomalies, to enable researchers to apply machine learning models
enabling them to compare the performances of their models.

For this purpose, in this paper we present the “dataset foR cloud-
nAtive memoRy anomaliEs” (RARE). RARE is a labeled dataset
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specifically created for cloud-native memory-related anomalies. It
includes 7,062metrics collected on 10K data points, and 600memory
anomalies randomly injected.

The RARE dataset will enable the benchmark ofmachine learning
models for memory-related anomaly detection. The usage of a
common dataset will also allow researchers to replicate existing
works, and to improve the performances of the machine learning
algorithms adopted for the anomaly detection phase.

At the best of our knowledge, two other datasets have been
presented for the analysis of anomalies in cloud-native systems:
the Yahoo Webscope S5 [1] and the Numenta Anomaly Benchmark
[9]. However, none of them includes memory-related anomalies.

(1) Yahoo Webscope S5 was created following some recent
events in Yahoo’s website who almost caused a crash in
their website. They provided a dataset that includes a set of
anomalies (crashes) of the system. The dataset is composed
of 367 time series, each one with length equal to 1,500. To
increase the simplicity of the dataset it has been divided
into 4 classes with count: 67/100/100/100. The class 𝐴1 is
composed of real data from computational services, while
the following three (namely 𝐴2, 𝐴3, 𝐴4) are composed of
synthetic anomaly data with increasing complexity. For all
time series, the Ground Truth (GT) is available.

(2) NumentaAnomalyBenchmark (NAB) is a rigorous bench-
mark for evaluating real-time anomaly detection algorithms.
We followed three requirements to generate the dataset: in-
clude all possible types of streaming anomaly, include multi-
ple data metrics and represent common challenges including
noise. It is composed of 58 data files each with 1,000-22,000
data instances. The whole dataset has been labeled manually.
The main characteristic of the dataset however, is the very
rigorous scoring function which weights different kinds of
errors differently. The main three points at the foundation of
scoring in NAB are: the anomaly window, its scoring func-
tion and the application profile. The anomaly window is
the range of point which are centered around a GT anom-
aly, the scoring function use such windows to identify true
positives, false positives and false negatives. The grading
of the application profile uses a sigmoidal function, which
gives higher points to the early detection of anomalies and
negative points to the detection outside such windows.

The remainder of this paper is structured as follows. Section
2 presents the RARE dataset while Section 3 describes the tech-
nologies adopted to generate it. Section 4 presents the method we
adopted to collect the data. In Section 5 we propose a case study
to validate the applicability of machine learning on the dataset.
Section 5 presents possible applications, and in particular possible
machine learning avenues. Section 7, finally draws conclusions and
discusses future works.

2 RARE: THE MEMORY ANOMALY DATASET
RARE aims at proposing a dataset generated from a cloud-native
system affected by lack of memory in its containers. We define
memory anomalies, and in the following only anomalies, increased
amount of usage of memory in the containers running the cloud-
native system, that might decrease the system performance.

Table 1: List of metrics in the dataset grouped by tool.

TOOL No. Metrics Example of Metric

Java_lang 206 java_lang_runtime_starttime
jmx 3 jmx_config_reload_failure_total
kafka 187 kafka_exporter_build_info
kube 62 kube_node_created
kubernetes 1 kubernetes_build_info
node 155 node_arp_entries
prometheus 130 prometheus_engine_queries
workqueue 11 workqueue_adds_total
Other 180 get_token_count

In particular, we considered an anomaly the availability of less
than 85% of memory in the containers. In the remainder of this
Section, we present the RARE dataset, together with its structure. A
detailed description of the system adopted to generate the dataset
is available in Section 4.1 while the description of the technologies
adopted is available in Section 3.

2.1 The Dataset
In the current version of the RARE dataset, we provide time-series
data where each row contains a time stamp plus a single scalar
value for a set of 7,062 metrics. The goal of the RARE dataset is to
(i) include all types of metrics collected from the industry leading
tools such as Prometheus, Kafka, and Kubernetes, (ii) a labelled
time-series that indicates where we started to inject the anomalies
and when the anomaly ended. In Figure 1, it is possible to see an
example of an anomaly present in the dataset.

Targeting a specific range of applications is fundamental in a
time-series based dataset. When it comes to training a model to
prevent and overcome a specific event in time, it is important to have
a dataset which is capable of faithfully describing such an event. It
is thus important for RARE to provide a sequence of data which
represents the evolution of the state of the nodes before, during
and after a data overloading. Therefore, we opted for artificially-
generated data to reduce confounding variables, and to ensure
that the anomalies are injected because of a specific (artificially
generated) event. A real dataset would have not allowed us to
identify the exact reason of the anomalies, and even more, the exact
event that triggered the anomaly.

The dataset contains a total of 942 unique metrics, a summary
of which is described in Table 1. Most metrics have values related
to different instances, therefore the full dataset has a total of 7,062
metrics.

2.2 Dataset Structure
The dataset presented in this work consists of two tables, each of
them stored in a different CSV file: List_of_anomalies and RARE.

List_of_anomalies includes an explanation of the anomalies in-
jected. As the dataset is artificially-generated, the overloading has
been injected through a script, this provides us very accurate la-
bels of the timestamps related to the beginning and the end of any
event in the system. An example of 5 entrances of anomalies in
the dataset are presented in Table 2. Specifically, we can see the
following fields:
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Table 2: Example of 5 entrances of the List_of_anomalies.

Timestamp_from Timestamp_to Before_anomaly
1579033135 1579033155 11

1579033582 1579033602 10

1579033997 1579034017 8

1579034411 1579034431 7

1579034846 1579034866 13

Table 3: Example of 5 entrances of RARE dataset.

Time Anomaly Instance Node Kafka_server machine_
_load _brokertopic memory_
1_0 metrics_byt bytes_0

esinpersec_c
ount_2

1579033025 0 Waiting for 0.21 207 2089807872
Kafka stream

to start
1579033132 0 Kafka running 1.2 276 2089807872
1579033142 1 Generating 1.47 414 2089807872

anomaly
1579033167 0 Waiting for 0.97 552 2089807872

the script
to start

1579034005 1 Generating 1.36 828 2089807872
anomaly

• Timestamp_from: when the anomaly injection starts (ex-
pressed in Unix/Epoch time [5])

• Timestamp_to: when the anomaly injection finishes (also
expressed in Unix time [5]).

• Before_anomaly: The number of seconds that Kafka has been
sending messages before the beginning of the anomaly.

RARE is the file that contains the actual dataset. It includes 10K
entries, each of which is characterized by the following variables:

• Time: the timestamp for each datapoint, recorded every one
second, expressed in Epochs.

• Anomaly: a label (boolean) indicating whether the data point
is anomalous or not.

• Instance which can have four different values: (i) Waiting
for the script to start which indicates that the Pod is being
created after having been destroyed. This action usually
takes 300 to 350 seconds, (ii)Waiting for the Kafka stream to
start which indicates the time between the container starts
and the Kafka producer starts to send a bytes stream, (iii)
Kafka running, meaning that the Kafka producer sends bytes
but the anomaly is not being generated, and (iv) Generating
anomaly indicating that the anomaly is being generated.

• the list of metrics, with one variable for each metric pre-
sented. There are a total of 942 unique metrics (summarized
in Table 1), with each present for each pod and instance
created, for a total of 7,062 metrics.

Figure 1: An example of anomaly in the dataset: the red dot-
ted line indicates the presence of the anomaly, while the
blue line indicates the memory available (in GB).

3 THE TECHNOLOGIES ADOPTED
In order to generate the dataset we built a microservice-based sys-
tem using Kubernetes, Docker, Kafka, and Prometheus. In this
Section, we briefly introduce these technologies.

• Docker 1 allows packaging and deploying of applications
in containers. Each container wraps up all it needs to be
an independent running system and, even if it is isolated
from other containers, it can communicate with the others
when requested. For its characteristics a container is usually
mistaken for a virtual machine however, compared to the
latter, it is lighter as a group of containers are run by a
single operative single kernel. For this reason they do not
need to start and deploy a whole operative system to work.
Moreover, they only use resources which are needed and
share such resources without being aware of it, which makes
it necessary to use an external entity for such management.

• Kubernetes2 is an open source platform used for running
and managing containerized applications across clusters of
machines. For each application, Kubernetes is capable of
managing the entire life cycle, transforming them into a
complete distributed system. Such systems are complete,
reliable and scalable. The platform is capable of ensuring
such qualities, since it is composed of multiple layers. At
the base of such system there are Pods. Pods are containers
that are guaranteed to be on the host machine and can share
resources without conflict. Their management can be del-
egated to a controller. A set of Pods working together are
defined as a Service while a pod contains a set of containers
like Docker.

• Prometheus3 is the most used monitoring system in Kuber-
netes. It is an open source platform capable of generating hu-
manly readable event logging and metrics. The Prometheus
server is periodically scraping the targets to generate such

1https://www.docker.com
2https://kubernetes.io
3https://prometheus.io

https://www.docker.com
https://kubernetes.io
https://prometheus.io
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datamoreover, it has also an auto-discover feature to increase
targets. The datamodel generated is based on key-value pairs,
in which no accident is the same as in Prometheus.

• Kafka4 is a scalable messaging system based on publish-
subscribe architecture. This means that a publisher sends
streams of records so that customers may receive them. In
this system, which has been adopted exponentially from
some of the most famous web-based companies, messages
are organized in topics therefore, the use of keywords help
the grouping of messages belonging to the same class. For
our purposes the most important characteristics are that
it allows fault tolerance and produces real time streaming
messages [8].

4 DATA COLLECTION AND PREPARATION
In this Section, we first introduce the system we monitored and
how we injected memory anomalies. Then, we describe how we
collected the data from the same system.

4.1 The System Monitored
The previously described tools have been assembled to create and
deploy the microservice-based system, the anomaly generator sys-
tems and the complete infrastructure including Kubernetes, Kafka,
and Prometheus as shown in Figure 2.

The first step in developing the system was related to the deploy-
ment of Kubernetes on 4 different Virtual Machines (VMs) where
one was acting as the master and the other three as workers. We se-
lected VMs with 2 CPUs, 2 GB RAM and Ubuntu Operating Systems.
All machine were configured on the same network.

As second step, we set up Kafka through Zookeeper, an open
source software for distributed systems coordination [17]. Follow-
ing, Prometheus and its Alertmanager were installed and then con-
figured using a custom configuration file. Once the latter has been
run, it is possible to check the status of Prometheus through its GUI,
which is accessible from a web browser. The implementation of
Kafka resulted in a ”StatefulSet” of 3 Kafka brokers pods and a ”State-
fulSet” of 3 Zookeeper Pods. In order to allow other applications
from the cluster and outside the cluster to access Kafka brokers, a
service to expose Kafka endpoints to a static port was created using
NodePort. This means that Kafka producers and consumers may
be easily created and connected to the brokers. The chart also pro-
vides options to configure metrics that Prometheus collects, in this
particular case we exported JMX metrics and others provided by
Kafka. Prometheus was deployed using and editing some manifest
from [16]. It was defined as a Deployment of 1 replica and exposed
a NodePort similarly as Kafka. By doing so, Prometheus GUI could
be accessed by any browser using the master’s IP and the external
port provided by NodePort. Prometheus alert manager was set up
using the same approach of a Deployment and Service. Additionally
two more services were launched to generate more metrics: Kube-
state-metrics [6] and Node Exporter [2], the first was responsible
for the update of the cluster state, while the second was a hardware
information collector. The main elements presented on the cluster
were 4 deployments (Kafka brokers, Zookeeper, Prometheus and
Kube-state-metrics) and one DaemonSet (NodeExporter).
4https://kafka.apache.org

MS1 
(API-Gateway) MS2 MS3

Anomaly  
Generator

  Prometheus   ZooKeeper

Figure 2: Kubernetes cluster.

The third step was to deploy the system to be monitored (MS1,
MS2, and MS3 in Figure 2. Then, once the system was correctly
up and running, we needed to generate anomalies (i.e. strange or
unexpected conditions that provoke unusual situations).

To generate anomalies, we implemented an “anomaly generator”
microservice that provokes a memory anomaly. The anomaly gen-
erator microservice starts in a separate Kubernetes Pod inside the
cluster, then it connects to a Kafka broker and sends a byte-stream
for a random number of seconds until such a request exceeds the
maximum allowed and provokes the destruction of the container.
The randomization is intended to make the dataset closer to a real
life situation, while retaining the advantages of artificially created
anomalies. The anomaly generator is based on a script that includes
an infinite loop which runs in the background once the connection
with the broker is established.

More details on the system implemented and on the configura-
tion adopted can be found in [13].

4.2 Data Collection and Preparation
In this section we provide a small summary of the key points de-
scribed in the previous section

• Setting-up the system: We first installed the system on a
cluster of 4 nodes where one was working as a master and
the other 3 as workers. We also installed the monitoring
system (i.e. Prometheus) and Kafka.

• Anomalies generation: We created a script to injected anom-
alies into the system. The scripts starts a Kafka stream, it
randomly waits a time frame between 5 and 15 seconds, and
after produces the anomaly.

• Anomalies duration: The anomalies have a random duration
between 4 and 20 seconds.

• System duration: We executed the system for three hours
setting the monitoring systems to collect data every second.

• Data Exporting: The data has been exported in a CSV format.
• Dataset upload: Finally, we uploaded the generated dataset
to Figshare [11].

https://kafka.apache.org
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