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Abstract
This paper deals with a field-programmable gate array (FPGA) implementation of a long-horizon finite
control set model predictive control (FCS-MPC) for a medium voltage drive system. By using the high level
synthesis (HLS) tool from Xilinx, the VHDL code is directly generated from the C-code allowing for higher
level of abstraction and faster prototype development. The controller execution time is under 20 µs during
both steady-state and transient conditions, as confirmed by the presented results obtained based on a
real-time “FPGA-in-the-loop” (FIL) implementation.

1 Introduction
In the past decade, model predictive control (MPC)
has gained considerable attention in the field of
power electronics [1], [2]. As the name suggests,
MPC uses a model of the plant to predict its dynam-
ics. Based on this prediction the optimal control
sequence is chosen on the basis of a cost func-
tion that resembles the desired system behavior.
Employing MPC with long prediction horizons sig-
nificantly reduces the current distortion and notable
improvements under steady-state operating condi-
tions can be achieved [3], [4]. However, practical
realization of real-time MPC with long prediction
horizons is not trivial [5]. This is due to the signifi-
cant computational challenges arising from the high
number of candidate switching sequences since the
latter grows exponentially with the number of the
horizon steps [6].

To mitigate the computational cost of long-
horizon finite control set MPC (FCS-MPC) a dedi-
cated branch-and-bound method—named sphere
decoder—tailored to the needs of power electronic
systems was discussed in [7]. As a result, the real-
time implementation of long-horizon FCS-MPC has
been realized based on a dSpace platform [8]–[10].
In these works, however, either the sampling in-
terval is long (>100 µs) [8], [9], which reduces the
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granulairty of switching [4], or a two-level inverter is
considered [10], implying that the size of the control
input, and thus the complexity of the control prob-
lem, is relatively small. In contrast to these works,
an implementation of sphere decoder on a field-
programmable gate array (FPGA), directly coded
with VHDL, was presented in [11]. The tailored
implementation allowed for a sampling interval of
25 µs for a three-level neutral point clamped (NPC)
inverter with an RL load.

In this paper, the sphere decoding algorithm is em-
ployed to solve the long-horizon FCS-MPC problem
for a medium voltage (MV) drive system in real time.
To this aim, optimization techniques of the high-level
synthesis (HLS) tool from Xilinx are utilized, which
combined with the built-in libraries, enable massive
parallel architecture on an FPGA. By adopting this
alternative strategy the targeted control frequency
of 40 kHz is well achieved during both steady state
and transients, as verified by the presented results
acquired based on an FPGA-in-the-loop (FIL) ap-
proach.

Based on the above, the main contributions of this
paper are: 1) Implementation of a four-step pre-
diction horizon MPC on an FPGA without using
hardware description languages, such as VHDL;
2) A time-constrained MPC algorithm that can be
executed in less than 20 µs, rendering its real-time
implementation possible; 3) Good steady-state and



Fig. 1: Three-level three-phase NPC inverter driving an
induction motor [7].

transient performance of the time-constrained MPC.
The implementation is verified based on FIL simula-
tions in which the algorithm is tested in real time.

2 Control Problem Formulation
A three-phase, three-level NPC inverter connected
to an induction machine is used, as shown in
Fig. 1. The inverter is modeled by its three-phase
switch position u = [ua ub uc]

T , with ua, ub, uc ∈
U = {−1, 0, 1}. For simplicity, the dc-link voltage
Vdc and speed ωr of the induction machine are as-
sumed constant, while the neutral point potential
fixed.

By choosing the stator current and rotor flux in
the αβ coordinate system as states, i.e., x =
[isα isβ ψrα ψrβ]T , the stator current as the system
output y(k) = [isα isβ ]T , and the three-phase switch
position uabc as the system input, the discrete-time
state-space model

x(k+1) = Ax(k) + Bu(k) ,

y(k) = Cx(k) ,
(1)

is derived based on the continuous-time system
matrices and by using exact discretization, i.e., they
are of the form A = eFTs and B = −F−1(I −A)G,
where the matrices F and G can be found in [7].
Moreover, e is the matrix exponential, Ts the sam-
pling interval, I the identity matrix of appropriate
dimensions, and k ∈ N. Note that owing to the
assumption of a constant dc-link voltage and motor
speed, matrices A and B are assumed to be time
invariant, thus they can be computed offline.

Considering the system in question, the goal is
to regulate the stator current along its reference
i∗s,αβ while operating the drive at a low switching
frequency. The latter objective is important when
MV drives are of concern, since it is directly related

to the switching power losses which have to be
kept low for an increased efficiency of the converter.
These control objectives are mapped into a scalar
via the cost function J , defined as

J(k)=

k+N−1∑
`=k

||i∗s,αβ(`+1)−is,αβ(`+1)||22+λu||∆u(`)||22 ,

(2)
where the term ∆u(`) = u(`)− u(`− 1) penalizes
the switching effort. The weighting factor λu > 0
is introduced to adjust the trade-off between the
tracking accuracy and switching frequency.
Function (2) needs to be minimized in real time to
find the sequence of switch positions

U(k)=
[
uT (k) uT (k + 1) . . . uT (k +N − 1)

]T ∈ U
(3)

with U ∈ UN ⊂ Z3N and U = U3, that results in
the best system behavior. To do so, the following
integer optimization problem needs to be solved

minimize
U(k)∈U

J(k)

subject to x(`+ 1) = Ax(`) + Bu(`)
y(`+ 1) = Cx(`+ 1)
∀ ` = k, . . . , k +N − 1 .

(4)

To facilitate this, the feasible set is first relaxed from
U to R3N . In doing so, the unconstrained solution
Uunc of (4), i.e., the so-called relaxed solution, can
be easily found, as shown in [7]. This yields

Uunc(k) = −H−1Θ(k) ∈ R3N , (5)

with
H = ΥTΥ + λuS

TS (6)

and

Θ(k) = ΥT [Γx(k)−Y ∗(k)]−λuSTEu(k−1) , (7)

where matrices Υ, S, Γ, E and Y ∗ are given in the
Appendix.
As shown in [7], with the help of (5), function (2)
can be written such that the associated optimization
problem is a truncated integer least-squares (ILS)
one, i.e.,

minimize
U(k)∈U

||Ūunc(k)− V U(k)||22 (8)

The nonsingular, lower triangular matrix
V ∈ R3N×3N is system dependent and is known
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Fig. 2: Functional diagram of FIL simulation.

as the lattice generator matrix that generates the
discrete space (i.e. lattice) in which the solution
lies. It is found by factorizing H as [7]

H = V TV . (9)

Moreover, Ūunc(k) = V Uunc(k).
The optimal integer solution Uopt(k) of (8) repre-
sents the lattice point with the shortest Euclidean
distance to the unconstrained solution Ūunc(k). The
latter can be found in a computationally efficient
manner by employing a sphere decoding algorithm.
According to its principle, a hypersphere (i.e., 3N -
dimensional sphere) of radius ρ centered at the
unconstrained solution Ūunc(k) is computed. By
doing so, only the candidate solutions inside the
sphere have to be evaluated. The goal of the opti-
mizer is to tighten the radius ρ incrementally until
only the optimal solution remains inside the sphere,
whereas all other candidate solutions are excluded
since they constitute suboptimal options, see [7] for
more details on the operational principle.

3 FPGA Implementation
The targeted control frequency is 40 kHz which
gives less than 25 µs to solve the ILS (8). For
this reason an FPGA implementation is chosen.
In Fig. 2, the FIL simulation is shown in a simpli-
fied block diagram. The hardware, i.e., Zynq Ultra-
Scale+ 7EV-2, contains both the processing system
(PS) in the form of advanced reduced instruction
set computer machines (ARM) processors, and the
programmable logic (PL) in the form of FPGA fab-
ric. As explained in the sequel of this section, the
MPC algorithm is implemented on the PL and the
plant (i.e., the discrete-time state-space model of
the drive system (1)) on the PS. In each simulation

Algorithm 1 Sphere Decoding

1: function SPHDEC(ρ2, Ūunc)
2: j = 1
3: set each element in b = −1
4: set each element in d2 = 0
5: while solution found = 0 do
6: uj = bj
7: d′2 = ||ūunc,i − V (i,1:j)U1:j ||22 + d2j
8: if d′2 ≤ ρ2 then
9: if j = 3N then

10: Uopt = U
11: ρ2 = d′2

12: bj = bj + 1
13: else
14: j = j + 1
15: d2j = d′2

16: end if
17: else
18: bj = bj + 1
19: end if
20: for q = 3N downto 2 do
21: if bq > 1 then
22: bq = −1
23: j = q − 1
24: bj = bj + 1
25: end if
26: end for
27: if b1 > 1 then
28: solution found = 1
29: end if
30: end while
31: end function

step, the new values of x(k) and Y ∗(k) are calcu-
lated. The major stages executed in the controller
are shown in the gray box of Fig. 2.
Initially, the offline matrices, i.e., Υ,Γ,V ,V H−1,
and H−1, are calculated in the PS. Since these
matrices are assumed to be time invariant, they
are computed only once. Subsequently, they are
transferred from the PS to the PL via the advanced
extensible interface (AXI). Moreover, the current
state x(k), current reference trajectory Y ∗(k), and
the previously applied switch position Uopt(k−1)
are sent to the PL at each iteration of the controller.
The MPC algorithm is implemented as an intellec-
tual property (IP) core, as shown in Fig. 3. The
IP core has an AXI-lite slave port, s axi crtl bus,
which is used to start and reset the IP core from



Fig. 3: MPC exported as Xilinx IP.

x(k) Y ∗(k) Uopt(k−1) Υ Γ V H−1 V H Uopt(k) Flag
Tab. 1: Matrix mapping in shared BRAM.

the PS. Additionally, the IP core has an AXI master
port, m axi data, which is connected to the Xilinx
block random access memory (BRAM) controller,
that has two AXI ports of its own. The other port
is connected to the AXI interface of the PS. The
matrices and arrays are mapped in the BRAM in a
contiguous order, as shown in Table 1. Therefore,
each matrix has a unique base address, which al-
lows PL and PS to read and write all entries. Note
that the contiguous order allows for burst transac-
tions, thus enabling a higher data throughput. The
Flag variable notifies the IP core to copy the offline
matrices to its internal look-up tables (LUTs).
With this information in hand, the unconstrained so-
lution Uunc(k) is calculated on the FPGA according
to (5). Following, the initial radius ρini for the sphere
decoder is determined. Given that the size of the
initial sphere determines the efficiency of the opti-
mization stage, the initial radius ρini should be as
small as possible, provided that it does not lead to
an empty sphere, and thus to an infeasible problem.
To this end, as suggested in [12], the initial radius
is computed as

ρini(k) = min{ρa(k), ρb(k)} . (10)

The first option, i.e., ρa, is the radius computed
based on the so-called Babai estimate Ubab [13],
which is the quantized unconstrained solution.
Hence, ρa is given by

ρa(k) = ||Ūunc(k)− V Ubab(k)||2 . (11)

Radius ρb depends on the educated guess U ed, as
presented in [7]. This solution exploits the receding
horizon policy of MPC since it utilizes the previously
computed sequence of switch positions Uopt(k−1),
i.e.,

ρb(k) = ||Ūunc(k)− V U ed(k)||2 (12)

Fig. 4: An example search tree for horizon of N = 1

With the knowledge of Uunc(k) and ρini, the search
process, i.e., the sphere decoder, is ready to start.
This entails the traversing of a search tree of 3N
levels—starting from the top level and moving to-
wards the bottom one—with the goal to find Uopt(k).
The pseudocode of the sphere decoding algorithm
is given in Algorithm 1 and a search tree of three
levels is shown in Fig. 4. The initial values of the
arguments ρ and Ūunc are computed with the help
of (10) and (5), respectively.

Algorithm 1 starts exploring the tree from the branch
that leads to the left node on the first level. When a
part of a branch is explored (i.e., an element of the
sequence of switch positions U ) the correspond-
ing intermediate distance between the associated
node and the corresponding elements of Ūunc is
computed, as shown in line 7 of Algorithm 1. If
this distance is smaller than ρ(k) (see line 8 of Al-
gorithm 1), then the algorithm further explores this
branch of the tree by visiting the node at the next
level. If, on the other hand, the associated distance
is greater than ρ(k), then this branch is considered
suboptimal and it is thus pruned. In such a case,
the algorithm backtracks (line 18) to visit so far un-
explored nodes at higher levels of the tree, aiming
to find a new path towards the bottom level.

This procedure is repeated until the bottom level
(i.e., leaf nodes) of the tree is reached; at this point
a tentative solution Uopt(k) is found and the sphere
is tightened. Finally, to guarantee optimality, all
other possible paths from the higher levels of the
tree towards the bottom one are being traversed
until no better solution than the tentative one exists
(lines 20 to 25).

Inspecting Algorithm 1, it can be deduced that
sphere decoding is an iterative process, i.e., the
decision to explore one node is dependent on the
calculated intermediate distance of the previous-
level node, which forbids simultaneous traversing of
the tree from multiple nodes. This iterative process
does not allow for parallelization of the process,



making the optimization process slow. This also
implies that exploration of large trees in real time is
very challenging.

4 Latency Optimization
With the default HLS implementation, i.e., with no
optimization directives, it takes 113 µs to calculate
the unconstrained solution Uunc, the initial radius
ρini, and to explore 36 nodes with a prediction hori-
zon N = 4. Note that initially all calculations were
done in single floating point precision. However,
the targeted execution time is 20 µs. To increase
the parallelization of the algorithm and reduce its
latency, the following HLS optimization directives
are used.
The pipelining directive reduces the initiation inter-
val of a loop by allowing the concurrent execution of
operations, i.e., each loop iteration does not have
to be fully completed before the next iteration call
can start. A pipelined function or loop can process
new inputs at every nth clock cycle.with n ∈ N+.
The second optimization directive is the loop un-
rolling directive, which enables multiple indepen-
dent operations to be executed in parallel. For this
purpose, the function is implemented several times
on the FPGA which allows some or all loop itera-
tions to occur at the same time. On the other hand,
this increases the used resources.
By default, HLS implements arrays in the form of
BRAM, which has a maximum of two data ports.
This limits the number of simultaneous read/write
operations. By applying the array partition directive,
arrays can be implemented as multiple BRAMs, ef-
fectively increasing the number of ports. This can
improve the performance of pipelining significantly.
These three optimization directives are applied to
the three functions: calculation of the unconstrained
solution and initial radius, and the sphere decoding.
For example, the calculation of the unconstrained
solution Uunc(k) requires several matrix multiplica-
tions, as shown in (5) to (7). The nested for -loops,
that are used for a matrix multiplication in C, are
optimized by using the array partitioning and loop
unrolling directives.
Due to the fact, that the sphere decoder is a heuris-
tic algorithm, the order in which the tree is explored
is not known beforehand. The decision which node
is explored next depends (in most cases) on the
result of the previous node. The calculation of the
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Fig. 5: Latency of the sphere decoding algorithm.

intermediate distance d′2 (line 7) and the conditions
need to be checked for further exploration of a path
to the leaf nodes (lines 8 to 19) cannot be exe-
cuted in parallel as the latter requires knowledge
of the former. Due to this dependency inside the
main loop (starting at line 5 of Algorithm 1), the
search process cannot be fully unrolled or pipelined.
Therefore, instead of unrolling, this loop is partially
pipelined so that some independent computations
between the iterations can be done in parallel.

Moreover, significant clock cycles are consumed
by the intermediate distance calculation (line 7).
In this operation the floating-point multiplication of
V (j,1:j)U1:j is the bottleneck. Although floating-
point variables provide a large precision range, their
implementation on an FPGA consumes a lot of re-
sources and the relevant operations are slow com-
pared to fixed-point operations. Therefore, the fixed-
point library “ap int.h” from HLS is used, which al-
lows to define custom fixed-point data types. Here,
a signed 32-bit data type with 31 fractional bits is
used. This library also enables type-casting be-
tween float- and fixed-point variables. To avoid ac-
curacy problems, the matrix V is stored as a float,
since it is also used for the calculation of the un-
constrained solution Ūunc(k). At each iteration of
line 7, the array of interest V (j,1:j) is casted to fixed
point. The calculations are performed in fixed point
and the calculated result is casted back to a 32-bit
float. Using these techniques, the latency of each
iteration is brought down from 74 clock cycles to
13 clock cycles. Fig. 5 shows the improvement in
latency by comparing the pipelining before and after
the optimization for 202 clock cycles (1 clock cycle
= 10 ns).



Resource BRAM18K DSP48E FF LUT
Total 12 612 194903 119504

Available 624 1728 460800 230400
Utilization 1% 35% 42% 51%

Tab. 2: FPGA resources in final implementation

With these optimizations, the execution time for 36
nodes is decreased from 113 µs to 3.27 µs, which
means that a larger number of nodes can be ex-
plored within 25 µs. This, however, occurs at the
expense of significantly higher utilization of the avail-
able FPGA resources, see Table 2. Moreover, due
to the non-deterministic nature of the number of
nodes the sphere decoder has to visit, an upper
limit of 170 nodes is imposed to make sure that the
execution time is always less than 25 µs. If at any
step k the optimizer is not able to find the optimal
solution before reaching the node upper limit then
the algorithm terminates and the rounded uncon-
strained solution Ubab(k) is implemented instead.

5 Results
For the presented results the MV drive shown in
Fig. 1 was considered. The rated voltage, cur-
rent, and power of the squirrel cage induction ma-
chine are 3.3 kV, 356 A, and 2 MVA, respectively,
while the nominal frequency is 50 Hz, and the total
leakage inductance 0.25 in per unit (p.u.). As for
the three-level NPC inverter, the dc-link voltage is
5.2 kV. For the presented study the sampling inter-
val is Ts = 25 µs and a four-step horizon is assumed
(N = 4). Finally, all results are shown in the p.u.
system.

5.1 Timing Analysis
At each step of the simulation, the number of nodes
explored and the corresponding execution time of
the controller were recorded, see Fig. 6. As can be
seen, the maximum execution time is approximately
18 µs which occurs when the maximum allowable
number of nodes (i.e., 170) is explored. Hence,
the target of an execution time smaller than 20 µs
is met. Note that the offline matrices were copied
to the PL at the beginning of the simulation within
about 7.5 µs. After that, their values were retained
in the registers of the PL for the entire simulation.

5.2 Steady-state Performance
The steady-state performance of the system un-
der nominal operating conditions is shown in Fig. 7
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for switching frequencies fsw of 300 Hz and 800 Hz.
When fsw = 300 Hz, the controller achieves a stator
current total harmonic distortion (THD) of 4.85%.
At fsw = 800 Hz, λu is tuned such that MPC priori-
tizes the current tracking over the switching effort,
resulting in reduction of current THD to 2.19%.
In Fig. 8, the histograms of explored nodes during
steady-state operation are shown. As can be seen
in Fig. 8a, the sphere decoder finds the optimal solu-
tion very fast when fsw = 300 Hz, by exploring only
a small number of nodes. The maximum number of
nodes explored is 101, shown with a black dashed
vertical line. In 85% of the cases, only the minimal
number of nodes, i.e., 36, has to be explored. The
histogram for fsw = 800 Hz is shown in Fig. 8b. In
this case, the maximum number of explored nodes
is 161, also marked by the black dashed line. In
both figures, the red dashed line indicates the up-
per limit on the explorable nodes imposed due to
the timing constraint. The limit was chosen to be
equal to 170 nodes, as mentioned before. For both
examined cases, the node limit is not reached. This
implies that the search process returned the optimal
solution, thus optimality is not compromised.

5.3 Transient Performance
Fig. 9 shows the transient performance of the MPC
algorithm at the low switching frequency of 300 Hz.
The transient is simulated by stepping the torque ref-
erence both down (at 24 ms from 1 p.u. to 0.5 p.u.)
and up (at 58 ms back to 1 p.u.). Due to the inher-
ent fast dynamics of direct control, MPC exhibits
excellent behavior during transients with as short a
settling time as possible during both the step-up and
down changes of the torque reference (translated
into current reference changes). During the tran-
sient, when the upper bound on the explored nodes
is reached, the (suboptimal) Babai estimate is im-
plemented instead [12]. Although this introduces
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Fig. 7: FIL simulation results for torque Te, stator current is and switch positions u.
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some suboptimality, the dynamic performance of
the controller is not deteriorated, see Fig. 9. Alter-
natives to reduce the computational effort during
transients have been proposed in [9], [14].

Finally, it should be mentioned that the same algo-
rithm is calculated in parallel on the PS to validate
the correctness of the results obtained on the FPGA.
Both results match perfectly for all simulation steps,
which shows the correct implementation of the al-
gorithm in the PL.

6 Conclusion
This paper presented an efficient real-time imple-
mentation of a long-horizon FCS-MPC. This is done
by utilizing the Vivado HLS tool from Xilinx. Thanks
to the available optimization techniques and built-in

libraries, this tool enables high level of abstraction
and fast prototype development. The optimization
problem underlying FCS-MPC was solved using a
sphere decoding algorithm. The optimized imple-
mentation enabled the execution of a prediction hori-
zon of N = 4 within 25 µs for an MV drive system.
For steady-state operation, the timing constraint—
implemented in the form of an upper bound on the
nodes allowed to be explored—was not violated,
implying that optimality was guaranteed. The FIL
simulation matched the Matlab simulation for all op-
erating points. It can thus be concluded that Vivado
HLS provides an excellent tool for faster prototype
development of complex algorithms. In a future
work, this implementation will be validated with a
real-world setup.
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Appendix

Υ=


CB 02×3 · · · 02×3
CAB CB · · · 02×3

...
...

...
CAN−1B CAN−2B · · · CB

, E=


I3

03×3
03×3

...
03×3

,

S=


I3 03×3 · · · 03×3
−I3 I3 · · · 03×3
03 −I3 · · · 03×3
...

...
...

03×3 03×3 · · · I3

, Γ=


CA
CA2

...
CAN

,
Y ∗=

[
i∗Ts,αβ(k + 1) i∗Ts,αβ(k + 2) . . . i∗Ts,αβ(k +N)

]T
.
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