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Randomized PCA Forest for Approximate k-Nearest
Neighbor Search
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I Department of Mathematics and Computer Science, University of Southern Denmark, Denmark

2 Faculty of Information Technology and Communication Sciences, Tampere University, Finland

Abstract

k-Nearest Neighbors (kNN) search is the problem of finding & points which are the closest to a given query point. It
is used widely in a wide range of tasks and is among the most important tools in applied machine learning. Traditional
algorithms for kNN search require computing distances between a query point and all other points in the dataset, and
therefore is very slow and inefficient for large data. In this paper, we propose an approximate algorithm for kNN
search to find the nearest neighbors fast and efficiently. We employ a tree-based structure which offers robustness and
scalability. We propose to use Principal Component Analysis (PCA) to find the best splitting direction to fit the data
on the trees. Seeking solutions with low computational complexity, (1) we use a randomized Singular Value
Decomposition solver, which reduces PCA complexity from being associated with the number of features to being
associated with the number of required principal values; (2) we reuse PCA calculations in multiple nodes to save
computation while maintaining accuracy; (3) we ensemble these trees for improved performance, and (4) finally, we
propose several variants of the proposed method which target a higher accuracy or a higher efficiency. Extensive
experimental results show that proposed solutions outperform existing methods in terms of accuracy, while
maintaining competitive complexity. The fast implementation variant of the proposed method outperforms existing
techniques in terms of complexity and shows competitive accuracy in performing k-nearest neighbors’ search.

1. Introduction

K-nearest neighbors (kNN) is the problem of finding those data points which are the & closest to a given data point in
a dataset, based on a distance metric. kNN is used both for classification and regression. In both cases, a search for
the closest training samples to a given query point takes place. For classification, the most frequent class among the
output of the search is selected as a prediction for the class of the given point. In case of regression, an average of the
values of the output points may determine the respective value for the given query point.

kNN search is an important tool and has a wide variety of applications including image recognition (Chen et al., 2018),
classification (Deng et al., 2016; Zhang et al., 2018; Zafira & Gibaia, 2023), feature selection (Vommi and Battula,
2023), text mining (Bijalwan et al., 2014) image and information retrieval (Pedronette et al., 2020) , finance (Nie &
Song, 2018; Lin et al., 2021), medical diagnosis (Zhao et al., 2022), outlier detection (Schubert et al., 2015), and
agriculture (Hossain et al., 2019; Waleed et al., 2021). While the traditional kNN algorithm has been proposed a long
time ago, the wide range of modern applications clearly illustrates the continuing importance of this algorithm.

The traditional kNN algorithm, also known as the full search algorithm, requires computing distances between a query
point and all other points in a dataset. Euclidean distance is generally used as the distance metric. For a query point Q
=[q1,92,.--9a] with dimension d and a data point X; = [x;1,X;2,...Xiq], the Euclidean distance is defined as Eq. (1):
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D(X;Q) = Z}Ll (xij— qj)? (1)

Looking at Eq. (1), it is clear that finding kNN using the full search algorithm is a time-consuming operation. The
computational complexity of kNN full search algorithm for n data points with dimension d is O(nd + n log; n) where
nd is the complexity of computing the distances and nlogz n is the complexity of sorting the distances to find kNNs
(Wang et al., 2015). This computational complexity makes kNN full search algorithm a computationally complex
task, especially for modern day big data, and high dimension data such as those commonly encountered in multimedia
datasets. This is the main challenge which motivates the development of fast and efficient algorithms for kNN search.

In recent years, many methods have been proposed to address this challenge (Ozan et al., 2016a; Ozan et al., 2016b).
These methods can be divided into three notable groups, namely, hashing-based methods, graph-based methods and
partitioning tree-based methods (Bentley, 1975; Friedman, et al., 1977; Liebe et al., 1993). All these methods
contributed to the development of an efficient and accurate approach for kNN search. However, each of these methods
still suffer from the lack of efficiency and/or accuracy, which motivates the development of a novel algorithm which
is both accurate and efficient. Specifically, recent tree-based methods achieve high accuracy by assembling several
trees (up to 100 trees) and justifying the complexity by assuming parallel computation of all trees. However, in a real-
world service running such a high number of trees requires major computational resources (such as processing cores),
leads to high operation costs, and contributes to high energy consumption even if the computing time is not too high.
We provide a detailed investigation of this problem in section 4.4, and a more detailed review of prior solutions in
section 2.

In this paper, we propose Randomized Principal Component Analysis Forest (RPCA Forest) for kNN search. RPCA
forest is based on RPCA trees which is the proposed tree-based method of this paper, to successfully detect closest
data points to a given query point. Inspired by the success of random projection forest (Yan et al., 2021) in kNN
search, we use a Principal Component Analysis (PCA)-based method to efficiently calculate directions which stretch
data the most without being concerned about the dimensionality of the data. By employing randomized PCA and
finding a proper splitting rule, we can perform partitioning on data points, so the leaf nodes will contain points which
are similar. We demonstrate that it is not feasible for a random projection to achieve similar results as PCA, even
when applied and tried more than 1000 times. On the other hand, we show that not only PCA calculations can be
applied once and re-used on multiple nodes, but only a few principal components are sufficient for making the splitting
decisions. Hence, we propose to use the randomized Singular Value Decomposition (SVD) solver (Halko et al., 2009)
for PCA, with a computational complexity associated with the number of required components, rather than with the
data dimensions. This enables a high precision decision making while maintaining low complexity, especially for
modern high-dimension data. An ensemble of RPCA trees is used to find the kNNs of the query point quickly and
accurately. Moreover, tree-based methods are usually very efficient with the computational complexity depending on
the depth of the tree (logarithm of the number of data points). An illustration of the structure of an RPCA tree is
provided in Figure 1.

The main contributions of this paper can be summarized as follows:

e  We propose a novel easy-to-implement tree-based method using randomized PCA and ensemble learning to
find kNN fast and with a high-accuracy. The solution is fast and scales better for the modern data with high
dimensionality.

e  We develop two different variations of the proposed method to address the need for computational efficiency
and high accuracy.

e We evaluate the proposed method on several datasets with different characteristics to demonstrate the
superiority of the proposed method, both in terms of accuracy and efficiency on different types of data.

e  Weanalyze the convergence of the proposed method to the optimal error rate, comparison with other existing
methods and theoretical discussions on the reasons behind its high performance.

e  We provide a publicly available full implementation of the proposed methods in Python, which can be used
to reproduce the results. The codes and data will be made available on
https://github.com/mrajabinasab/Randomized-PCA-Forest.
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Figure 1 — An illustration of RPCA tree. The splitting points generated over the principal components are used to
separate the data points into two different groups for left child and right child. The kNN candidates of the query
point are detected in the leaf node and used to find the final kNNs.

The rest of this paper is structured as follows: Section 2 provides a thorough literature review on existing methods for
approximate kNN search. Section 3 provides an overview of PCA and its randomized version. Section 4 details the
proposed method. Section 5 reports and analyzes the thorough experimental results. Section 6 provides some
theoretical analysis and insights on the performance of the proposed method and finally Section 7 concludes the paper
and discusses limitations and suggestions for future work.

2. Related Work

As mentioned earlier, kNN full search algorithm is very slow. Especially when working with high-dimensional data,
it is challenging to perform an accurate kNN search with acceptable efficiency. To address this issue, approximate
kNN search methods have been proposed. The NNs returned by an approximate method may not be actual kNNs, but
they are typically spatially close to them. In recent years, several approximate kNN search methods have been
proposed to find kNNs efficiently. These methods can be divided into three different categories, namely, hashing-
based methods which use the probability of hashes, graph-based methods which utilized graphs as a data structure for
approximate kNN search, and partitioning tree-based methods which build trees to employ them for the task. In Table
1, you can see a summary of the previous methods, their corresponding category and their associated pros and cons.
It is noteworthy that each of these methods have their unique attributes which are discussed in this section. The pros
and cons mentioned in the table is an overview of the whole category. In the remainder of this section, we discuss the
different categories of approximate kNN search methods.

A hashing method is proposed (Bawa et al., 2005) based on Locality-Sensitive Hashing (LSH). The main idea is to
hash the data in a way that the probability of hashes coinciding is much higher for the neighboring points. LSH is
based on the theory of random projections in which points are projected by a random direction. A generalization of
the LSH algorithm, namely Density Sensitive Hashing (DSH), is proposed (Jin et al., 2014). Hashing methods result
in fast queries and the achieved query time is sublinear (Muja & Lowe, 2014). Mainly, the quality of the hashing
function determines quality of the approximate method (He, et al., 2010). The problem with hashing methods for
approximate kNN search is that if there is a dense cluster of points in the dataset, they are likely to collide with far
away points (Muja & Lowe, 2014). To address this, data-dependent hashing methods have been developed (Xu et al.,
2011; Iwamura et al., 2013; Andoni & Razenshteyn, 2015) which aim for data optimal approximate kNN search. Still,
hashing-based method suffer from the lack of accuracy, efficiency, scalability and flexibility compared to the other
existing approximate methods.



Table 1- Summary of the previous methods.
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Graph-based methods (Fowlkes et al., 2004; Lucinska & Wierzchon, 2012; Wang et al., 2021; Shimomura et al., 2020)
are another family of approximate kNN search which build graphs where vertices are data points or a subset of them.
In this scenario, a query is an effective exploration of the graph (Muja & Lowe, 2014). Graph-based kNN search
methods work by constructing a KNN graph offline. At the online search stage, these methods find candidate neighbors
of a query point in a defined way (e.g., random selection), and then check the neighbors of these candidate neighbors
for closer ones iteratively. Graph-based methods are generally computationally efficient, but the index construction is
usually slow (Syriopoulos et al., 2022).

Partitioning tree-based methods (Bentley, 1975) are a family of approximate kNN search algorithms which work by
building a partition of the ambient space and splitting the dataset accordingly. This can be thought of as fitting the
dataset to a tree-based structure. In the search phase, a query point traverses the tree from the root node according to
its corresponding rule until it reaches a leaf node. For instance, k-d tree (Friedman et al., 1977; Silpa-Anan & Hartley,
2008) is among the best approximate kNN search method with logarithmic computational complexity. However, it
scales poorly when the dimensionality of the data increases and becomes comparable to the full search algorithm. As
a result, improved variants of k-d tree are proposed. For instance, cover-tree (Beygelzimer et al., 2006) which is a
refinement of the Navigating Net data structure and related to a variety of other data structures developed for indexing
intrinsically low-dimensional data. Optimized k-d tree (Silpa-Anan & Hartley, 2008) is a more efficient version of k-
d tree, which uses an ensemble of k-d trees in combination with priority search which improves the performance of
the algorithm significantly. Vocabulary tree (Nister & Stewenius, 2006) is proposed for image retrieval applications
and shows improvement in retrieval quality, by allowing a large and discriminatory vocabulary. VP trees (Yianilos,
1993) begins the tree construction with a root node that corresponds to the entire space. Then using a distinguished
vantage point, the node is split into the left and right child nodes. This procedure continues until a leaf node is reached.
Ball tree (Leibe et al., 2006) is another solution which uses a hierarchical structure which represents a set of points.
Each node of the tree is represented by two parameters, namely, center and radius. Center is the mean vector of all the
child nodes and radius is determined by the farthest point from the center. Every node in the ball tree is called a ball
and regarding to previous description, it is set to be the smallest ball that contains all data points. NN candidates then
can be returned using the ball which its center is nearest to the query point. Partitioning tree-based methods are the



most recent family of methods for approximate kNN search since they are efficient and flexible. But their accuracy
and scalability are still a concern, especially when it comes to high dimensional data.

Recently, randomized trees have been used for approximate kNN search, such as optimized k-d tree (Silpa-Anan &
Hartley, 2008) and random projection trees (Indyk & Motwani, 1998; Dasgupta & Sinha, 2015; Hyvonen et al., 2016).
Random Projection Forest (RPF) (Yan et al., 2021) is an ensemble of random projection trees which choose the best
random direction by several tries which stretches data the most. Naturally, as the number of tries increases, a better
random direction can be found. Then, data points are projected toward this random direction and a uniformly chosen
splitting point is used to separate data points. Random projection forest is computationally efficient and can be easily
parallelized due to their ensemble nature. However, their efficiency decreases dramatically when the dimensionality
of the data increases. Also, random projection is not the best choice for stretching the data and increasing the number
of tries for finding a better random direction leads to a dramatic slowdown in the performance This challenge, as well
as other challenges mentioned in this section, motivates the development of the proposed method of this paper.

As discussed in the section, while existing methods provide fast kNN methods, they still suffer either from relatively
high computational complexity, or low performance. Especially with the current trend of increasing data size and
increasing adoption of machine learning methods, pushing the power-performance balance for kNN is a prominent
research gap. In this paper, we try to address such existing challenges by proposing a novel approximate kNN method
which can accurately and efficiently find kNNs on different datasets with different number of data points and
dimensionality.

3. Randomized PCA

PCA is a well-known and established method in the field of computer science. The main idea behind PCA is to linearly
transform data into a new orthonormal basis where the principal directions capture variation in the data. Each principal
component is a linear combination of the original variables. PCA can be useful for dimensionality reduction and data
analysis by transforming data into a representation where the elements are mutually uncorrelated. The first principal
component includes the most amount of variance (information) and this amount reduces as we move towards the next
principal components.

Let X be an (n X d) matrix of n different observations of d variables. Let X be the mean-subtracted (i.e., centered)
translation of X. The sample covariance matrix $ can be expressed as:

s=-L %Tx% (2)

n—1

The first princigal component is calculated as a linear combination of the original variables z;1 = a{f( i where X i 1S
the i-th row of X. The vector of coefficients @4is found by maximizing the sample variance of the new variable:

1
Var(zi1,z21,2n1) = 75 24=1 (Zi1 — D)7 (zi1 — 71) = a1 Sy (3)
Subject to the constraint a{al =1 to ensure finite @4. This problem can be reformulated as a Lagrange function:
L(ay ) = aiSa; — hi(aja; — 1) ‘ @)
Where A1is a Lagrangian multiplier. The stationary solutions are calculated by the partial derivatives w.r.t. a1:
a
a—ala{Sal —M(ala; —1)=0 (5)

This yields Sa; = A1a1. We can conclude that the variation is maximized when the vector of coefficients @1 is the
eigenvector of the sample covariance matrix corresponding to the largest eigenvalue:

Var(z11,221,-2n1) = €18a1= 1 (6)



Next principal components are calculated similarly. In general, the optimal linear projected of the mean-subtracted
dataset X along p principal components are calculated using the transformation:

Z=XA 7

where Z is an (n X ny,) matrix of n, principal components of n different observations and 4 is an (n, X d) matrix of
n, eigenvectors with d eigenvalues.

In modern applications, PCA is often calculated by solving SVD (Stewart, 1993) problem. SVD can be solved in
different ways. We use the randomized method (Halko et al., 2009) to solve SVD independent of d, making it much
more efficient, especially for high-dimensional data. In order to do so we form an (n X np) matrix ¥ by multiplying

alternately with X and X7 using the following equation:
Y= (x%7)%a (8)

where Q is a generated (d X n,) Gaussian random matrix and g is an exponent. Then, we construct an (n X n,,) matrix
Q that its columns form an orthonormal basis for the range of Y. After the construction of @, we calculate the (n, X d)
matrix B:

B=Q"X )
B is a small matrix as often n, < d. The SVD of B is calculated by:
B=UzvT (10)

Where X is a (n, X d) diagonal matrix and U and V are (np X np) and (d X d) orthogonal matrices respectively.
Finally, we calculate the (n X n,) matrix U by:

A

U=QU (11)
U contains the 1, principal components of the data.
4. Proposed Method

In this paper, we propose RPCA trees and their combination into RPCA forest for approximate kNN search. RPCA
forest depends on RPCA tree as its building block. The overall framework of RPCA forest is presented in Figure 2. In
this section, we first describe RPCA tree and detail its algorithm. Then, we describe how several RPCA trees are
ensembled to construct a RPCA forest and perform kNN search. Next, a fast implementation variant of the algorithm
is described, which can be employed to trade accuracy for a lower complexity.
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Figure 2 — The overall framework of the proposed method. Different trees are constructed from the dataset and the
forest is fitted. The forest is then used to conduct the approximate kNN search task for the query point. This process
results in a candidate set per each tree in the forest. The union of the candidate sets are used to find the final kKNNs.

4.1 RPCA Tree

RPCA tree is a tree-based structure which uses randomized PCA in its design. It is the building block of RPCA forest.
The construction of the tree is done by the following procedure. First, the root node is set to contain all data points. In
each node, randomized PCA (Halko et al., 2009) is performed to map the data to a low-dimensional subspace where
most of the valuable information is preserved in a few principal components. Randomized PCA offers a faster and
more efficient alternative to traditional PCA. It is designed for large datasets as it approximates the Singular Value
Decomposition (SVD) using a randomized algorithm. This yields the data dimensions at which the data exhibit the
largest variance, and hence, is used as the dimension to split the data into child nodes. It is noteworthy that only the
desired number of principal components are calculated to maximize the efficiency. The splitting step divides the root
node into two child nodes, using a predefined splitting rule. The same procedure is applied on each child node until a
stopping criterion is met. It is noteworthy that the splitting rule is unique for each node.

There are several methods to choose the splitting point for a node. In the RPCA tree, the data are projected onto the
subspace spanned by the eigenvectors corresponding to the principal components. Therefore, our choice is to draw a
sample from Laplace distribution over the interval formed by the principal components of the data. The Laplace
distribution is used for this task since it assigns higher probability to values closer to the mean with a sharp ascent.
Moreover, we have experimented with several common distributions and found empirically that it shows better results
in finding a split point to divide a tree node into the left and right child. In other words, drawing a sample from Laplace
distribution as the splitting point, leads to a homogeneous left child and right child in terms of the number of data
points. An illustration of Laplace distribution and the first principal component values for three different datasets is
shown in Figure 3. Image Segmentation, Semeion Handwritten Digits and Olivetti Face datasets which are available
at UCI Machine Learning Repository (UCI Machine Learning Repository, 2024). It is evident that using Laplace
distribution is a good choice as it assigns much higher probability to the values close to the mean, leading to balanced
splits for different datasets. As shown in Figure 3, this also applies to the (partially) skewed dataset, Olivetti, indicating
that Laplace distribution is a proper choice for generating splitting points in each node.



Distribution of the First Principal Component with Laplace Fit

Image Segmentation
0.4 - Semeion
' Olivetti
—— Laplace Fit - Image Segmentation
Laplace Fit - Semeion
03 - | aplace Fit - Olivetti
>
=
%)
c
[0}
0 0.24
0.1 1
0.0 T T T

-75 -50 -25 0 25 50 75 100
Principal Component Value
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Algorithm 1 details the procedure for fitting an RPCA tree. Let U denote the given dataset and t the RPCA tree to be
built from U. Let F denote the set of nodes which need to be fit. We consider a constant value, n;, for the maximal
number of data points in a tree node which can be considered as a leaf. Let E denote the set of eigenvectors
corresponding to the principal components. The algorithm uses the first n, principal components to project a data
point x onto the subspace spanned by the i eigenvector &, i.e., Pz (x). Let C denote the kNN candidates set. Each
element of C is a set of neighboring points in U. Let Q be the set of data points in a kNN search query. Each data point
x € U is projected into a n,-dimensional subspace d at each node of RPCA tree.

As described in Algorithm 1, the fitting process of the tree starts with all the data points. Then, the set of eigenvectors
E is calculated to map the data points to the 1, corresponding principal components. A splitting point is sampled for
each principal component from a Laplace distribution over the interval formed by principal components. Then, by
employing majority voting on principal components and the corresponding splitting points, a decision is made to
assign data points to the left or right child. The fitting process continues for each child node until every branch reaches
the stopping criterion, which is the maximum size n; for a node to be considered a leaf.

Algorithm 1 fit(U, ny,n;)

Input: The dataset U, number of principal components 7, and maximum size of the leaf n;.
Output: Fitted RPCA tree t.

1: Let U be the root node of t;

2: Initialize the set of working nodes W«{U};

3: while W is not empty do

4. Pick F € W and set We<W — {F};

5 if |F| < n; then



6: Skip to the next round;

7: endif

8: Calculate E for data points in F;

9: for i=1ton, do

10: Initialize D;«<®;

11: for each data point x € F do

12: DiD; +{Pg(x)};

13: end for

14: Let a = mean(D;) and b = std(D;);

15: Generate a splitting point s; ~ Laplace(a, b);
16: end for

17: Initialize F;, «<® andFg <@;

18: for each data point x € F do

19: Letl=r=0;

20: for i=1ton, do

21: if D;(x) < s; then
22: I=1+1;
23: else then

24: r=r+1;
25: end if-else

26: end for

27: ifl < rthen

28: Fr<Fp U {x};29: else then
30: FL<F, U {x};
31: end for

32: Update the set of working nodes by F<F U {F, Fr};

33: end while



34: return(t);

4.2 RPCA Forest

An RPCA tree returns C, a set of KNN candidates for a query point and |C| < n;. By using an ensemble of several
RPCA trees, an RPCA forest will be formed which can be used to return a larger set of kNN candidates. Due to the
randomness in RPCA tree construction, one RPCA tree can find a limited set of candidates. Using an ensemble of
these trees will lead to the construction of a robust and more inclusive candidate set. This set is then used to calculate
kNNs by computing distances between a query point and each member of the set. The process of finding kNN
candidates using an RPCA forest is illustrated in Algorithm 2.

Algorithm 2 search(Q, T)

Input: The query @, and the set of trees in the forest T
Output: kNN set Cy.

1: for each data point q € Q do

2: for i=1to |T| do

3: Let q traverse the tree t; until it reaches the leaf node C%;
4: end for

5: Set kNN candidates set of g by Cq<—U£|1 ci;

6: Compute distance between ¢ and each member of Cg;

7: Select Cy, set of the k points in Cg closest to g as its KNNG;

8: end

4.3 Fast Implementation

A fast variant of the algorithm can be implemented by performing randomized PCA only once. In other words, instead
of calculating principal components for all data points in each node, we calculate them only once at the initial step for
all the data points and reuse the values for decision at the following nodes. This will lead to a much faster fitting time,
as well as a faster search time. However, it causes the explained variance by the principal components to be restricted,
so the quality of ensemble is reduced, and this leads to a lower accuracy with the same number of the trees compared
to the original algorithm. The fitting procedure of the fast algorithm is described below:

Algorithm 3 fastfit(U, ny, ny)

Input: The dataset U, number of principal components 7, and maximum size of the leaf n;
Output: Fitted RPCA tree t
1: Calculate E for data points in U;

2: Initialize { = 0;



3: for each data point x € U do

9:

10:

11:

12:

13:

14:

15:

16:

17:

18:

19:

20:

21:

22:

23:

24:

25:

26:

27:

28:

29:

for j = 1ton, do
PCij = Pgi(x);
i=i+1;
end for
end for
Let PC be the root node of t;
Initialize the set of working nodes F—{PC};
while F is not empty do
Pick F € F and set F«F — {F};
if |F| < n; then
Skip to the next round;
endif
Initialize
for i =1tony do
Initialize D;<@;
for each data point x € F do
Di<PC;i(x)
end for
Let a = mean(D;) and b = std(D;);
Generate a splitting point s; ~ Laplace(a, b)
end for
Initialize F;, <@ andFg <@;
for each data point x € F do
Letl=7=0;
for i =1ton, do

if D;(x) < s; then

El



30: I=1+1;

31: else then

32: r=r+1;
33: end if-else

34: end for

35: if I < rthen

36: FreFp U {x};
37: else then

38: Fp«<F;, U {x};
39: end for

40: Update the set of working nodes by F<F U {F, Fr};
41: end while

42: return(t);

As shown in Algorithm 3, the principal components for the entire dataset are first calculated and stored. Then in each
node of the tree, we generate different splitting points for each principal component and use them to separate data
points. The operation performed in each node is limited to generating splitting points and making decisions, while
randomized PCA is performed only once and reused in every step. The motivation for this computation reuse is that
the data points of the child nodes are a subset of the dataset, hence, the global principal components can be efficient
enough for finding kNN candidates while making the algorithm perform faster.

5. Experimental Results

The proposed method was implemented in Python and tested with comprehensive experiments. To evaluate the
effectiveness of the proposed method, a rich variety of datasets is used. These datasets are available at the UCI
Machine Learning Repository (UCI Machine Learning Repository, 2024), except Olivetti which is taken from
Cambridge University Computer Laboratory (ORL Database of Faces, 1994). Table 2 summarizes these datasets and
their attributes. It can be observed that these datasets include various characteristics and represent data from different
applications, as well as different ranges of feature size and instances. For instance, Yeast includes a medium number
of samples (1484) with only 8 features. On the other hand, Olivetti contains only 400 instances, but a very large feature
size of 10304, and Gisette contains large (6000) instances with large (5000) features. This allows us to have a more
thorough evaluation for different conditions and scenarios.

5.1 Evaluation Metric

Our performance evaluations are based on recall and average discrepancy ratio. For each data point X;, denote the
number of kNNs correctly found by the algorithm by h(i). Then, the average recall for a dataset with n samples is
calculated as:



1 .
Recall = —37 1 h(i) (12)

Let q; be a query point. Let 0 and 0}, be the exact k-th nearest neighbor and the k-th nearest neighbor found by the
algorithm, respectively. The average discrepancy ratio is defined by Eq. (13) where dist is the Euclidean distance
function, as defined in Eq. (1):

Average Discrepancy Ratio = L T dist(quon) (13)

n dist(q;, 0,)

Both (average) recall and average discrepancy ratio are values between 0 and 1. It is evident that higher values for
these metrics are better. Recall shows the proportion of kNNs identified correctly and average discrepancy ratio
reflects how close the approximated k-th nearest neighbor is to the actual k-th nearest neighbor. It is important since
an approximate algorithm might miss the k-th nearest neighbor but identify a close point instead. It is noteworthy that
the values of these metrics are strongly correlated.

To evaluate the efficiency of the proposed method, we use fitting time and search time. Fitting time is the time required
for a tree to be fit and search time is the response time of a query.

Table 2 — Datasets used in the experiments.

Dataset |Instances|Features

Yeast 1484 8

Image 2100 19

Waveform| 5000 40

Musk v2 | 6598 166

Semeion 1593 256

Madelon 4400 500

QSAR 1687 1024

Gisette 6000 5000

Arcene 700 10000

Olivetti 400 10304




5.2 Accuracy

For each dataset and variant of the proposed method, we conduct the experiments with a single tree and a forest
(ensemble) of multiple trees. The number of trees in the forests is set as 4, 8, 12, 16, 20, 40, 60, 80, and 100. For the
forests, due to the large number of experiments and the limited space to report, only results for 4 and 100 trees are
included in the tables and the rest are demonstrated for selected datasets using line graphs. Graphs for other datasets
are similar. n; is set to 2 X k. For both the main algorithm and the fast implementations, experiments are performed
for n, = 1 (named 1P) and np = 5 (named 5P). The experimental results are averaged over 100 runs. In Table 3 and
4, you can see the recall and average discrepancy ratio of different variations of RPCA tree on different datasets.

Table 3 — Recall of RPCA Tree for k =5 and k = 10.

s5p 1P FASTS | FAST1 RPF s5p 1P FASTS | FAST1 RPF

Yeast [0.31439]0.45213|0.29790 | 0.23485 {0.46429(0.23843(0.39366| 0.21679 | 0.15514 |0.34515

Image [0.38141]0.62534|0.39108 | 0.25621 |0.64510(0.32203{0.58433| 0.32880 | 0.19459 {0.49887

Wavefor [0.22906(0.28410
m 0.21388 {0.20836 (0.26131(0.14128|0.20782| 0.12255 | 0.11806 |0.15965

Musk v2 |0.44859(0.63536| 0.40657 | 0.29062 (0.50124|0.37626|0.56570| 0.33044 | 0.20989 |0.36830

Semeion [0.22565(0.43155|0.26414 | 0.21897 [0.27484|0.24055|0.37959| 0.19595 | 0.13870 (0.17458

Madelon (0.22534(0.26955| 0.21946 | 0.20472 |0.21057(0.13828/0.19511| 0.13219| 0.11090 |0.11197

QSAR [0.31927(0.41782| 0.26165 | 0.21577 |0.27265|0.22423|0.32775| 0.17643 | 0.12995 |0.16224

Gisette [0.26009/0.33407|0.22773 | 0.20491 {0.20999|0.17553|0.25735(0.14107 | 0.11001 |0.11041

Arcene |0.36114(0.49940(0.31209 | 0.25497 |0.34829(0.30946|0.48354| 0.27500 | 0.21674 |0.23857

Olivetti [0.43840(0.63020| 0.37590|0.31700 {0.38910(0.36240|0.56422| 0.30480 | 0.28845 (0.26150

As there is no ensemble, 1P works consistently better since it only uses the first and most important principal
component. The performance of 5P is most of the times the second best as there are five principal components involved



in making the decision and they are not weighted. This leads to less accurate kNN candidates with only one tree as no
ensemble exists.

Results of recall for RPCA forests with k = 5 and k = 10 are included in Table 5 and Table 6, while results for average
discrepancy ratio with k = 5 and k = 10 are included in Table 7 and Table 8, respectively. The best and second-best
results are marked by bold black and bold red fonts, respectively. Line graphs are used to illustrate the convergence
of different methods while increasing the number of trees. Figure 4 and Figure 5 include results for k=5 and k = 10,
respectively. Line graphs for average discrepancy ratio are not included as they are similar to recall figures. As random
projection forest (RPF) was an inspiration for this work, it was implemented and evaluated with the same settings as
in their paper. The experimental results for this method are included in the tables and figures as a baseline.

Table 4 — Average Discrepancy Ratio of RPCA Tree for k =5 and k = 10.

s5p 1P FASTS | FAST1 RPF s5p 1P FASTS | FAST1 RPF

Yeast [0.41499|0.73340| 0.38261 | 0.35459(0.72126|0.41265(0.68897| 0.37667 | 0.37481 [0.63673

Image [0.23820]0.72928| 0.28295 | 0.16740 |0.72051|0.25545(0.69808| 0.28335 | 0.19862 [0.64601

Wavefor |0.59959 0.77442
m 0.79968| 0.57072 | 0.60225 0.57314{0.77383| 0.54026 | 0.60544 0.71464

Musk v2 |0.49124(0.83146| 0.48056 | 0.38966 |0.64288(0.48885(0.80248| 0.47944 | 0.44200 |0.61242

Semeion [0.76457(0.87955| 0.74087 | 0.69541 0.78025|0.76522|0.86832| 0.74692 | 0.72035 |0.76132

Madelon (0.88911(0.95326| 0.88544 | 0.84879(0.90242(0.86727|0.93569| 0.85665 | 0.83835 |0.86898

QSAR [0.77768(0.87100| 0.74817|0.71350 {0.78710|0.76796|0.85296| 0.74992 | 0.73906 |0.75828

Gisette [0.89551]0.95422(0.87921 | 0.84411 |0.88730|0.87836|0.93268| 0.86101 | 0.84082 [0.85460

Arcene |0.61251(0.91197|0.64806 | 0.66807 |0.80966(0.57938|0.88582| 0.61512 | 0.66943 |0.72389

Olivetti [0.73927(0.90115|0.71748 | 0.70068 |0.77816|0.75785|0.89292| 0.75197 | 0.75769 |0.77960

Table 5 — Recall for k = 5, for the cases of T=4 and T=100 trees.
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Yeast [0.98356/0.99987|0.58733|0.97574(0.36146|0.85620|0.24124(0.27237{0.52978]0.96496

Image [0.99086(1.00000(0.76048(0.98895/0.51200(0.93771|0.27314(0.33771|0.70762|0.98371

Wavefor |0.97428|0.99984(0.36268(0.89264|0.22676|0.45192{0.21164|0.22024|0.27904(0.82736
m

Musk v2 (0.98872{0.99948|0.74698(0.98366|0.48090(0.85887|0.30618(0.34738{0.540830.96093

Semeion |0.98117]0.99272(0.55505|0.94137(0.31412{0.74928|0.22511{0.24532|0.29266(0.83189

Madelon (0.97395(0.99964|0.32468|0.78486|0.23500{0.49105|0.20555|0.21218|0.21191{0.44455

QSAR [0.95815(0.99810|0.49164|0.83948(0.30385|0.65560(0.22015{0.23912{0.30053]0.76076

Gisette [0.97643(0.99997(0.42693(0.91513|0.25107|0.56440/0.20607{0.21170{0.21526(0.41903

Arcene |0.98486|1.00000(0.63114(0.98000{0.39000(0.86686(0.26886|0.33257|0.37314(0.93057

Olivetti {0.99150{1.00000(0.77500{0.98600|0.50750{0.90550{0.33250{0.41050{0.45100|0.95000

Table 6 — Recall for k = 10, for the cases of T=4 and T=100 trees.

5P 1P FASTSP FAST1P RPF
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Yeast [0.98989(1.00000]0.54650|0.96853(0.29164|0.86456|0.17493|0.22958(0.47015|0.96361

Image [0.99357(1.00000]0.74152|0.98943(0.47405]|0.94481|0.22248(0.31700{0.67586|0.98429




Wavefor
m

0.98520

1.00000

0.29260

0.89142

0.14282

0.46526

0.12376

0.14234

0.20944

0.85046

Musk v2

0.99307

1.00000

0.69523

0.97822

0.40953

0.83925

0.23089

0.27369

0.47737

0.95411

Semeion

0.99008

0.99981

0.51607

0.93905

0.26736

0.77866

0.15009

0.18952

0.23434

0.85405

Madelon

0.98602

0.99989

0.26827

0.77580

0.15864

0.51350

0.11495

0.12743

0.12261

0.49314

QSAR

0.97487

0.99941

0.43906

0.80670

0.23385

0.65205

0.13900

0.17149

0.20717

0.76520

Gisette

0.98805

1.00000

0.36693

0.90753

0.17373

0.56853

0.11243

0.12383

0.11918

0.44622

Arcene

0.99129

1.00000

0.65071

0.97800

0.36671

0.89571

0.26071

0.37643

0.38086

0.94743

Olivetti

0.99250

1.00000

0.71400

0.97950

0.40875

0.91925

0.33025

0.45975

0.40925

0.94425

Table 5 and Table 6 show that both 5P and 1P outperform RPF in terms of recall, with 5P showing a very high recall
even with only 4 trees and near-one recall with 100 trees. Fast implementations of the algorithm have lower recalls,
but FAST5P achieves good results (close to RPF), especially as it is very fast and efficient. This will be shown in the
computational complexity section. Despite showing acceptable results on several datasets, RPF performs poorly on

several others and therefore seems to be inefficient for complex datasets.

It is observed that the full algorithms (1P and 5P) perform consistently well almost on all datasets, especially for high
dimensional data. It is anticipated that RPCA achieves a higher performance when the dataset exhibits a higher ratio
of explained variance by the first principal components. For fast algorithms, the performance is relatively lower for

artificially generated data with added noise, such as Waveform, Madelon, and Gisette.

Table 7 — Average discrepancy ratio for k = 5, for the cases of T=4 and T=100 trees

5P

1P

FASTSP

FAST1P

RPF

T=100

T=100

T=100

T =100

T=100

Yeast

0.99382

1.00000

0.80693

0.98585

0.48495

0.88639

0.39470

0.50297

0.75498

0.98193

Image

0.99576

1.00000

0.83216

0.99416

0.43132

0.92906

0.19814

0.30081

0.76946

0.97951




Wavefor
m 0.99658(0.99998(0.84568(0.98517(0.64730(0.89540(0.63166|0.71274|0.78401|0.97189

Musk v2 {0.99646|1.00000{0.89043|0.99386(0.55682(0.92228|0.41043|0.47611|0.67970{0.97520

Semeion [0.99819(1.00000|0.91013(0.99522(0.78678]0.96172|0.71340{0.75537{0.78642|0.97388

Madelon [0.99921(1.00000(0.95947(0.99357(0.90728{0.97810|0.86406|0.89865(0.90086/0.97250

QSAR {0.99699{0.99999|0.89375|0.98388(0.78717|0.94787|0.73224(0.77008(0.79091{0.96731

Gisette (0.99919(1.000000.96508(0.99718|0.90043[0.97763|0.85480(0.88100{0.88273|0.96567

Arcene [0.99786(1.00000/0.94751|0.99700{0.75523|0.97466|0.70558(0.79154{0.84364|0.99375

Olivetti {0.99887(1.00000(0.93532|0.99646(0.78835|0.97332]0.71850(0.79068|0.78254|0.98313

Table 8 — Average discrepancy ratio for k = 10, for the cases of T=4 and T=100 trees.
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Yeast [0.99660(1.00000]0.77993|0.98217{0.48088|0.90244|0.43467(0.57369{0.70774|0.98192

Image |0.99757(1.00000{0.79239(0.98636|0.43535[0.92829|0.23039|0.37627|0.72911{0.98532

Wavefor
m 0.99821(1.00000{0.83656(0.98553(0.64009(0.90947|0.64609|0.73888(0.76782|0.97665

Musk v2 |0.99835(1.00000{0.86956(0.99296|0.57229(0.92809|0.47444|0.55549|0.68518{0.97328

Semeion [0.99892/1.00000{0.91218|0.99496(0.79720{0.97050|0.74158|0.79355|0.79668(0.97884

Madelon (0.99960{1.00000|0.95224(0.99372|0.89990{0.98097|0.86119(0.90488|0.88596|0.97822




QSAR {0.99855(0.99998|0.89234|0.98388(0.80809(0.95973|0.76265[0.81105{0.79907]0.97386

Gisette (0.99960(1.000000.95578(0.99672|0.89345[0.97954|0.85638|0.88936(0.87518|0.97152

Arcene |0.99866|1.00000(0.93584(0.99605|0.69702(0.98025(0.73192{0.82902|0.82716|0.98887

Olivetti {0.99890{1.00000(0.93471|0.99656{0.80303|0.98208]0.79005(0.86934(0.82042|0.98495

Table 7 and Table 8 show that the proposed method has a higher average discrepancy ratio compared to RPF. 5P
shows a high average discrepancy ratio even with only 4 trees and an average discrepancy ratio close to 1 with 100
trees. Fast implementations of the proposed method have a lower average discrepancy ratio but FASTSP shows
competitive figures with RPF which is significant as it is very fast and efficient. The efficiency of the fast
implementations is reported in the computational complexity section. RPF shows acceptable performance on some
datasets, but its performance drops dramatically on several others. As a result, RPF seems to be inefficient for datasets
which are complex.

Figure 4 and Figure 5 demonstrate the convergence of different methods when the number of trees is increased, for &
=5 and k£ = 10, respectively. It is evident that our proposed method converges faster than random projection forest.
5P converges to values close to 1 using only 4 trees. This is a very interesting feature of RPCA forest, as this indicates
that the algorithm does not require major hardware resources for parallelization of many trees, leading to a better
computational efficiency. Fast implementations converge slower than the other methods, but the convergence of
FASTS5P is acceptable and promising. As mentioned earlier, figures for average discrepancy ratio are not included as
they resemble the existing figures.

5.3 Computational Complexity

The running time of the proposed method and its variants is evaluated in terms of fitting time and search time. Table
9 summarizes the running time for different variants of the proposed method. The results for random projection forest
are also included in the table. As the results for £ = 5 and k& = 10 are similar, only the results for £ = 5are included.

As shown in Table 9, all variants of the proposed method are faster than the RPF baseline in terms of fitting time. This
is because RPCA tree is not deep compared to the projection using randomized PCA and the procedure of generating
the splitting point divides a node into a right and left child effectively. In terms of search time, fast implementations
show a great performance. 5P and 1P show a competitive search time compared to RPF while outperforming random
projection forest in terms of accuracy as shown in Table 5 and Table 6.
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Figure 4 — The effect of forest size on recall for k= 5.

Table 9 — Fitting time and search time (Seconds) for k= 5.

SP 1P FASTSP FAST1P RPF

Fitting | Search | Fitting | Search | Fitting | Search | Fitting | Search | Fitting | Search

Yeast [0.73535(0.00277]0.53184|0.00091{0.22697|0.00005|0.14400{0.00004|1.45286|0.00008

Image [1.21051{0.00354|1.00263(0.00090{0.36053|0.00007|0.21210{0.00004|2.34910]0.00138

Wavefor
m JFe1693 0.00354 2.29592 0.00096 0.87127 0.00006 0.57771 0.00004 6.69806 0.00208

Musk v2 (4.95394(0.01126|3.88238|0.00116(1.22238/0.00006|0.79647(0.00004(9.46011|0.00201

Semeion [0.84212(0.00274|0.88564(0.00091{0.23519(0.00006|0.15398(0.00004|1.75699|0.00206

Madelon (2.93444{0.00637|3.05816(0.00106|0.74895(0.00007|0.49775(0.00004/13.1641|0.00283

QSAR [2.86706(0.00346|2.40055|0.00107{0.25973|0.00007|0.16119{0.00004[4.47666|0.00259




Gisette (24.3701(0.02189(33.8627(0.00168|1.08710/0.00009|0.74495{0.00006|454.584(0.00665

Arcene |4.43826|0.00595(7.63262(0.00199(0.10730(0.00010{0.06845|0.00007|12.1783{0.00461

Olivetti [2.38271{0.00407(4.20944(0.00158|0.05526|0.00009|0.03558(0.00007|4.83142(0.00457

5.4 Complexity Analysis for Fixed Target Performance

Even though the experimental results in sections 4.2 and 4.3 indicate the superiority of the proposed method, it is
difficult to quantify the computational efficiency, as both complexity and performance vary among the competing
methods. To measure the computational efficiency of the proposed method, we measure the complexity to achieve a
pre-defined target performance level. To do so, we set a desirable recall of <0.95 and calculate the number of trees,
fitting time, and search time required to achieve an error rate smaller than this. This allows us to better compare the
computational efficiency of RPCA forest with the baseline RPF.

Table 10 summarizes the results of this experiment. To make the comparison easier, bar charts are provided in
Figure 6. 5P achieves the desirable recall with only 4 trees. Therefore, it is faster in terms of fitting time by a large
margin. It also achieves the highest recall. This is due to the fact that the procedure behind projecting the data into
multiple principal components, generating splitting points and making the decision for assigning a data point to the
right child or left child, is highly effective and efficient in 5P. Taking different principal components into account and
the proposed approach for decision-making makes the algorithm converge fast to the minimum error rate. While
FASTI1P requires a large number of trees to achieve the recall of 0.95, FASTSP performs much better and it is the
fastest in general, in terms of search time. Random projection forest performs well in terms of search time, but requires
a high fitting time, especially while operating on high-dimensional datasets.
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Figure 5 — The effect of forest size on recall for £ = 10.



Table 10 — Comparison of complexity to achieve 0.95 recall.

Yeast Madelon QSAR

Number Fitting | Search | Number Fitting | Search | Number Fitting | Search

of Trees Recall Time Time | of Trees Recall Time Time | of Trees Recall Time Time

5P 4 0.98356| 2.94140 | 0.01110 4 0.97395| 11.7377 | 0.02551 4 0.95815| 11.4682 | 0.01385

1P 58 0.95016| 30.8467 | 0.05321 161  |0.95299|370.037 | 0.12917 115 |0.95223]276.063 | 0.12334
FASTS 0.95444

P 102 23.1509 | 0.00535 262 095032 196.224 | 0.01706 177 0.95322 45.9722 {1 0.01150
FASTI 0.95053

P 1237 178.128 [ 0.04948 | 2227 095022 1108.48 | 0.09465 1608 095031 259.193 [ 0.06834

RPF 71 0.95033]| 103.153 | 0.00532 299  [0.95174(3936.07 | 0.03513 128  ]0.95142{573.012 | 0.01440

5.5 Comparison with Existing Methods

To assess the performance of the proposed method against existing techniques, we compare RPCA forest to several
other methods from different families of approximate kNN search algorithms. These methods include kNN graph
(Fowlkes et al., 2004), LSH (Bawa et al., 2005), k-d tree (Silpa-Anan & Hartley, 2008), ball tree (Leibe et al., 2006),
and RPF (Yan et al., 2021). We use Semeion and QSAR datasets for the comparison as these two are the most
challenging for the proposed method and we aim to conduct the comparison for the worst-case scenario of our
proposed method. By this, we aim to completely demonstrate the superiority of RPCA forest for approximate kNN
search. We use RPCA forest and the fast variant of it with n, = 5 as it showed the best performance. Experiments
are performed in similar conditions, for both £ = 5 and k& = 10, and both accuracy and run time are measured and
reported in Table 11 for all methods.
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Figure 6 —Comparison of complexity to achieve 0.95 recall.
The numbers after the name of the algorithm indicate the number of trees. We report two different numbers of trees
for each algorithm to demonstrate the effectiveness of one instance of the method even further. It is evident that the

proposed method with 100 trees has the best accuracy and the proposed method with only 4 trees is the second-best.

Table 11 — Comparison of recall with competing approaches.

k=5 k=10
Semeion| QSAR |Semeion| QSAR
k-d Tree 0.97163 [0.96391] 0.97264 [0.96693
Ball Tree 0.97276 [0.96509( 0.97201 [0.96776
kNN Graph [ 0.97301 [0.96450[ 0.97138 |0.96800

LSH 4 0.18463 [0.17244] 0.26341 [0.26912
LSH 100 0.64991 [0.49283] 0.42085 [0.37712
RPF 4 0.29266 [0.30053] 0.23434 [0.20717

RPF 100 0.83189 [0.76076] 0.85405 [0.76520
RPCA Forest4 |0.98117 |0.95815| 0.99008 |0.97487
RPCA Forest 100| 0.99272 |0.99810| 0.99981 |0.99941
FAST RPCA 4 [0.31412]0.30385|0.267360.23385
FAST RPCA 100] 0.74928 10.65560| 0.77866 |0.65205

In Figure 7, bar charts are provided to compare the fitting time and search time of the selected methods. As expected,
the repeated calculations of the RPCA forest algorithm makes its fitting time a little slower compared to other methods.
It is noteworthy that it is still faster than RPF. Also, we have shown that it is the best method in terms of accuracy.
The fast implementation of the proposed method has a fitting time competitive edge over the other methods. In terms
of search time, the proposed method shows a faster search time compared to the other methods, while outperforming
them in terms of accuracy (refer to Table 11). The fast implementation of the proposed method has the smallest search
time among all the selected methods for both datasets.

Results reported in this section clearly demonstrate that the proposed method outperforms other existing methods in
terms of accuracy. In terms of complexity, RPCA forest is fast and can easily be scaled to large datasets and services.
Compared to the fastest methods, RPCA forest achieves comparable complexity, while achieving better accuracy.
Moreover, experiments shows that RPCA forest can achieve a desirable level of accuracy, with much lower running
time and much smaller number of trees, which translates to a higher scalability and lower cost of operation in kNN-
based applications. Comparison results confirm that the proposed method can be used as an accurate and efficient
method for approximate kNN search.

Fitting Time Search Time
FAST RPCA & FAST RPCA |
RPCA Forest | o m— RPCA Forest |
RPF e — RPF |
LSH LSH
kNN Graph F kNN Graph
Ball Tree [ Ball Tree I —
k-d Tree ™ k-d Tree |—
0 1 2 3 4 5 0  0.001 0.002 0.003 0.004 0.005 0.006
EQSAR mSemeion EQSAR mSemeion

Figure 7 — Bar charts for fitting time and search time of the competing methods.



6. Theoretical Analysis

In this section, we discuss several theoretical aspects of the proposed method to further demonstrate its superiority
compared to existing methods. First, we discuss the time complexity of the proposed method. Then, we investigate
the effect of data dimensionality on its performance, while comparing it to random projection forest. Afterwards, we
analyze the effect of increasing the number of random projections in finding a better random direction while comparing
it to PCA and randomized PCA to support the basis of our idea more thoroughly. Finally, we investigate the robustness
of proposed method against different amounts of noise.

6.1 Computational Complexity

The computational complexity for construction of an RPCA tree for n data points is expected to be O
(log (n)? n, + log(n)ng) and the cost of a search which involves traversing the tree until reaching a leaf node is on

average (log(n)) . The computational complexity of RPF (Yan et al., 2021) is simplified and mentioned as O(log(n))
in the corresponding paper. However, the effect of multiple matrix multiplication to find the best direction for random
projection is not considered. This is a computational hazard which leads to a slow runtime on high-dimensional
datasets in practice. On the other hand, the construction of an RPCA tree is not dependent on the number of features
and only on the number of principal components. Hence, it is more efficient for working with high-dimensional data.
Also, due to the tree-based structure, the searching time is quite efficient.

6.2 The Effect of Dimensionality

In the theoretical analysis, constant factors are typically neglected as one is interested to put some algorithm in some
complexity class or family (Kriegel et al., 2017). To investigate the effect of dimensionality on the proposed method
and comparing it to RPF (Yan et al., 2021), we approximate the number of operations needed to carry out kNN search.
In Figure 8, estimated number of operations for n = 5000 and » = 10000 is shown. It is evident that the dimensionality
of the data has a strong effect on the performance of random projection forest, while it does not affect the performance
of our method. Moreover, all the methods are affected by an increase in #, but the fast implementation is less sensitive
and is faster with a larger margin for » = 10000, compared to n = 5000.
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Figure 8 — The effect of dimensionality on methods for n = 10000 (left) and » = 5000 (right).
6.3 Random Projection VS Randomized PCA

RPF uses a hyperparameter, n7ry, which determines the number of tries for finding the best random direction to project
the data. This is done by calculating the variance of the data after projection towards the random direction and after
testing nTry random directions, the best direction with highest variance is selected. It is evident that increasing nTry



will lead to finding a better random direction. However, it does not come without a price as choosing large numbers
for nTry will be computationally expensive.

In Table 12, we show how increasing n7ry affects the stretching of the data in terms of variance which is calculated
by Eq. (4) where P is the set of data points after projection into one-dimensional space and # is the number of data
points. Experimental results are available for three selected datasets. Results of randomized PCA and PCA with only
one (first) principal component are also included to further clarify the superiority of our approach.

var(P) = @ “)
Table 12 — The effect of n7ry on stretching the data, compared to randomized PCA and PCA. Larger values indicate
better performance.
nTry Image [Semeion Arcene
1 2627.19470(0.26000 | 17347.98575
3 3251.95419(0.33860 | 21431.40303
5 3546.03525(0.35670 | 23225.90287
10 4557.02432(0.36267 | 22653.70758
25 4624.69048|0.38429 | 28778.44882
50 5039.47411(0.38789 | 32829.24178
100 5297.77393(0.44052 | 37107.20791
250 5206.02067| 0.44045 | 40351.90775
500 6218.70286| 0.45304 | 40404.68981
1000 5983.25247(0.46945 | 42789.02830
Randomized PCA|9129.77711|4.26382 (25360170.89904
PCA 9129.77711| 4.26382 |25360170.89904




As shown in Table 12, increasing nTry leads to finding a better random direction. However, even using a large value
like 1000 does not make it comparable to randomized PCA or PCA. It is noteworthy that large values of n7ry make
random projection forest very slow and therefore, render it ineffective. Randomized PCA and PCA perform identical
on the selected datasets. As a result, it is reasonable to choose randomized PCA, as it is faster and computationally
less expensive.

6.4 Robustness Against Noise

As the proposed method uses randomized PCA and Laplace distribution to project the data, it is expected to be robust
against noise and outliers. In order to evaluate this robustness, we use three of our datasets, namely Yeast, Semeion
and Olivetti. We remove 2, 5 and 10% of the datapoints randomly and generate new datapoints based on Gaussian
distribution with the same mean as the mean of the datasets and a five times larger standard deviation. This large
standard deviation represents noisy and out of distribution data, with outliers. We conduct the experiments for k=5
with 4 and 100 trees using different variants of the proposed method. The recall values for 4 and 100 trees are
demonstrated in Table 13 and 14.

Table 13 — Recall of the proposed methods on different datasets with different amounts of noise using 4 trees.

Yeast Semeion Olivetti

2% 5% 10% 2% 5% 10% 2% 5% 10%

5P 10.91846|0.87385|0.81092{0.90320(0.87081|0.79812|0.93600(0.88150(0.82100

1P |0.58315(0.54313(0.51577|0.53446|0.49127(0.47269(0.74800(0.70150|0.62250

FASTS
P 10.36550(0.36065|0.34407(0.31613(0.29479|0.28675|0.43100(0.42550{0.44000

FASTI
P [0.24394|0.23760(0.23100(0.22260(0.21959|0.21846(0.32350(0.32250{0.32900

RPF |0.49865(0.50350{0.46887|0.29065|0.28173|0.27294{0.42100{0.42000|0.37500

Table 14 — Recall of the proposed methods on different datasets with different amounts of noise using 100 trees.

Yeast Semeion Olivetti

2% 5% 10% 2% 5% 10% 2% 5% 10%

5P 10.93464|0.89353|0.82668(0.91651(0.87709|0.80841|0.94450{0.90600(0.83350




1P ]0.91173)|0.87264(0.80849(0.88600|0.84809|0.79222|0.92200{0.88600(0.81300

FASTS
P 10.82049(0.79744(0.74380(0.70923|0.68399(0.63402{0.87400{0.82950|0.74900

FAST1
P [0.26671|0.26267|0.25606(0.24156(0.23779|0.23227|0.40050(0.40700{0.37850

RPF {0.90903(0.86226(0.80013|0.80063|0.76183{0.71299{0.89400{0.86000{0.79850

It is evident that the proposed method is robust against noise and shows acceptable performance even with few trees
and 10% of noise. Both 5P and 1P outperform RPF in the presence of different amounts of noise. FASTSP also yields
acceptable figures with 100 trees, which is magnificent with respect to its extremely low computational complexity.

7. Conclusion and Future Work

In this paper, a novel method for approximate kNN search is proposed. This partitioning tree-based method employs
PCA to efficiently project data to the dimension it stretches the most. Laplace distribution was used to split data into
two different nodes. To remedy the computational cost associated with PCA computing, randomized SVD solver was
employed that reduces the cost of PCA to the number of principal components. A fast implementation of the algorithm
was proposed that reuses the PCA computations over the nodes to further reduce complexity. The experimental results
and comparisons demonstrate that the proposed method outperforms other existing methods and is especially efficient
for tasks and applications concerned with high dimensional data.

Findings: It was observed that (1) reuse of PCA computations can save significant complexity, while achieving lower
accuracy; (2) using a randomized PCA, relaxes the complexity from data dimensionality, improving the efficiency for
large data; (3) the proposed high accuracy RPCA forest converges to high accuracies, overtaking existing methods,
with a limited number of trees (e.g., 4) — compared to competing methods, this reduces the computational resources
needed to run the algorithm, leading to better scalability; (4) the fast implementation of RPCA forest provides a fast
solution, with an accuracy comparable to existing methods.

Limitations: In this paper, we investigate and analyze the proposed method with various techniques to shed light on
its different aspects. We use several datasets with different number of instances and features and from different
domains in order to make the experiments more meaningful and robust. However, more datasets can be used to expand
the investigations. We also compared the proposed method with other approximate kNN search algorithms from
different categories to further illustrate its superiority. Such comparison can be expanded by including more methods
and adding additional details and more granularity to the comparison.

Despite good general performance, RPCA performs slightly lower for datasets with artificially generated data, and is
sensitive to the variance ratio of first principal components. However, as demonstrated in the experiments, this can be
compensated by using more than one principal component. Another minor drawback is that RPCA’s search phase is
a bit more complex than some other algorithms such as RPF when we use five (or more than one) principal
components. In this case, a higher number of projections are performed in each node which makes the process a bit
slower. However, as observed in experiments, achieving a targeted level of performance can be faster, as RPCA needs
a smaller forest size.

Future Work: The proposed method in this paper shows superior accuracy and efficiency in carrying out the
approximate kNN search. However, its accuracy and efficiency can be improved by conducting more research and



investigation. Learning a linear combination of different principal components for making decision instead of using
majority voting can be effective in speeding up the entire process while maintaining the performance. Randomized
PCA provides valuable information regarding the shape and spread of data in different dimensions. In the proposed
method, we use the first and the five first principal components to carry out the approximate kNN search. This is done
by majority voting and the effect of every principal component is equal in the final decision. As a suggestion for the
future work, one can explore learning weights for different principal components in 5P or FASTS5P to improve the
recall: As an extension to the first item, the possibility of learning how to combine different components can be
explored. A possible solution may receive the principal components and variances in each direction, and learn to
suggest the best combination (i.e., the weight for the combination) at each step. A lightweight model that runs at each
step adds very little to the complexity, while can offer great adaptability to fit the algorithm to the shape of data.

As shown in the experimental results in the Table 13 and 14, the method is sufficiently robust against noise. However,
this robustness can be improved. One possible solution for improving noise robustness is to exclude data points with
more than a certain amount of standard deviation when eigenvectors are calculated. This exclusion eliminates the
effect of outliers on the projection of the data and might result in an improvement in robustness to noise.

The proposed method can also be considered as a partitioning tree-based framework for approximate kNN search. It
can be transformed into an online approximate kNN search algorithm by using Incremental PCA (Artac et al., 2002)
instead of randomized PCA. Incremental PCA does not need the whole dataset to fit and can be fitted gradually. One
can also consider other dimensionality reduction techniques such as Independent Component Analysis (ICA) (Lee &
Lee, 1998) to be incorporated into the proposed framework instead of PCA to carry out the approximate kNN search.
The investigation of effectiveness and efficiency of this approach is beyond the scope of this paper and must be
carefully explored in the future work.
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